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Sammanfattning

Efter att ett digitalt foto har tagits av en kamera kan det manipuleras för att bli
mer tilltalande. Två vanliga sätt att göra det på är att öka färgmättnaden och att
reducera brus. Vanligtvis görs detta för hand med hjälp av något bildbehandlings-
program, vilket tar tid och kräver erfarenhet. I denna masteruppsats undersöks
automatiska bildförbättringsmetoder baserade på artificiella neuronnät och re-
sultaten utvärderas kvalitativt och kvantitativt. En ny metod som bygger på en
existerande metod för färgläggning av svartvita bilder tas fram och jämförs med
simplare metoder samt en av de bästa metoderna i dagsläget för brusreducering
i bilder. Färgmättnaden sänks och brus läggs på originalbilder som metoderna
får i uppdrag att förbättra. Den nya metoden lyckas förbättra bilderna i vissa fall
men inte alla, beroende på bilden i fråga och hur den har modifierats.
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Abstract

After a digital photo has been taken by a camera, it can be manipulated to be
more appealing. Two ways of doing that are to reduce noise and to increase the
saturation. With time and skills in an image manipulating program, this is usu-
ally done by hand. In this thesis, automatic image improvement based on artifi-
cial neural networks is explored and evaluated qualitatively and quantitatively.
A new approach, which builds on an existing method for colorizing gray scale
images is presented and its performance compared both to simpler methods and
the state of the art in image denoising. Saturation is lowered and noise added to
original images, which the methods receive as inputs to improve upon. The new
method is shown to improve in some cases but not all, depending on the image
and how it was modified before given to the method.
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1
Introduction

1.1 Motivation

Back in the days when all photographs were analogue, several hours were usu-
ally put into the development of the photo after the camera button was clicked.
Images were rare then, and in some sense more precious.

As cameras became cheaper, more people could afford them and more images
were produced. Today, there is an abundance of images, and spending hours
on post-production on images is practiced exclusively by professional photogra-
phers or the rare enthusiast.

Many images are taken by amateurs, with cheap gear which comes included in
their mobile phone. We all want to take good pictures, but don’t feel like learning
the details about how to make the best use of our cameras. But the need for
quickly enhancing the quality of an image is not reserved for the amateur; even
professionals find a need for a swift edit of their digital photos.

Instagram and Snapchat, are two examples of huge companies which revolves
around images which put a lot of effort into developing post-processing tech-
niques for helping their users to get the most out of their digital photos. In their
applications, a single touch on the screen is often enough to give the image a
substantial improvement.

Artificial neural networks are an interesting sub-field within machine-learning
and artificial intelligence, concepts which are of great importance today, and
which will be even more prominent in the future. Artificial neural networks
recently received an upswing in popularity because they have been shown to be
able to learn how to perform well on a range of tasks, including image manipula-
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2 1 Introduction

tion.

Neural networks are able to learn abstract and complicated mappings, almost
any function really [31]. What if a neural network could be trained and used
to make images look better? Better could mean that a program which tracks
objects gets a better success rate, perhaps by removing the background. Another
example could be that an image segmentation algorithm performs better. In the
context of this thesis, making an image better or improving it, will refer to visual
improvement, making the picture more beautiful for a subjective observer.

During the year of 2016, great progress was made in the field of automatic col-
orization using neural networks. Several methods were developed [40], [22] and
proved to be successful at adding colors to gray scale images which the network
had not ever seen before.

Natural images are never perfect. There is always something that could be better
with them, and the difference between the perfect image and the one at hand
is referred to as noise. Compression artifacts from JPEG compression reduces
the quality of an image, and poor light settings, long exposure time or moving
objects in a scene further worsens the image. A common model for image noise is
to consider the noise as added to an ideal image, where the noise is drawn from
a normal distribution (Gaussian, or bell curve).

In this thesis, the noise in each color in every pixel is modeled as independent
Gaussian noise with mean 0. Gaussian noise with mean 0 has the property that
the more samples you observe, the closer their mean (average) will be to 0. When
adding noise with this property in the color channels, one then expects the over-
all noise to be reduced when averaging the color channels, forming a gray scale
image from the color image. This gray scale image thus contains less noise on
average. Consider the case where the added noise for a pixel was negative in the
red channel, close to zero in the green, and positive in the blue channel. The av-
erage of the three colors in that pixel would then be close to zero. Even with the
red and green noise values close to zero, and with a large positive noise added in
the blue channel, the average would pull the large value down. In the long run,
the average noise for many pixels is expected to get closer to zero when averaging
over the color channels.

This means that noise is reduced when making a gray scale image from a color
image. The problem is that the signal is also reduced - the three color channels
contain information which is discarded in the transformation.

The difference between colorizing a gray scale image and to improve a color image
is that in the latter case, there is color information available. In this thesis, a
colorization method is modified to use the color information present in the image
which is subject for improvement.

The key here is that the information which is lost in the transformation when the
three colors becomes one intensity level can then be re-added with help from a
colorization method.
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As a side note, it is interesting to mention that there is a specific kind of noise
which is perfectly suited for this noise removal method. Imagine adding noise
to an image in such a way that the intensity is preserved, i.e. adding noise such
that the gray scale version does not change. In practice, this would mean that
adding some value to the red and green channels would have to be countered by
a reduction in the blue channel. This is possible to do by analyzing how much
space the color channels has to move about before being saturated, or by iterative
means. However, noise is often modeled as independent and Gaussian, because
in most situations it seems to be a good model for how real noise behaves.

1.2 Purpose

The question is then to find out how this reduction in noise combats the noise
inferred when removing colors and putting them back by means of a neural net-
work.

The purpose of the thesis is to examine the performance of a modified coloriza-
tion network on the task of image improvement, how it performs compared to
some simpler methods, and the state of the art in image denoising.

1.3 Problem formulation

Is it possible to modify an existing method for colorization of black and white
images, to improve color images which has had their saturation decreased and
then noise added?

More specifically, can this be done by stripping a noisy image of its colors, re-
color it with a neural network, and provide hints for suitable colors based on the
input image?

How would this method perform compared to some simpler methods for improv-
ing image quality?

How would it perform against one of the state-of-the-art methods for image de-
noising?

1.4 Limitations

Imagine that you have a cheap camera, and want the pictures to look like those
from an expensive camera. Apart from differences in resolution, there might be
some noise. This noise could in theory be tackled by a a neural network, trained
on the image pairs from the low- and high quality camera if the shots were taken
from the exact same position on the exact same scene, for thousands or millions
of images.

Quick and effortless improvement of images is the ultimate goal, where improve-
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ment could be removal of any kind of noise - adjusting contrast, saturation, or
color range, shifts in hue, cropping, scaling, or anything which might make a
human observer like the image more. But every grand journey must start with a
small step.

In this thesis, automatic image improvement will be explored with limitations
to denoising and increasing saturation. Specifically the removal of Gaussian dis-
tributed random noise. The reason for limiting the improvement factors to in-
creasing saturation and reducing noise is based on that most images benefit from
increased saturation, and natural images always contain some level of noise. To
reduce this combination of errors is also interesting because they work as a duo,
simply increasing the saturation in a low-saturation image works fine, as long as
there is not much noise. That is why the simple method inc_sat which simply
increases an image’s saturation is used for comparison with the other methods,
see section 3.3.1

Instead of training a neural network, an existing method with an already trained
neural network which is shown to perform extremely well on its intended task
will be used as the foundation of the new method proposed in this thesis.

1.4.1 Input/output pairs

To evaluate the methods’ performances, their produced outputs need to be com-
pared with desired outputs. The input- and desired output pairs can be produced
in three ways.

1. Taking thousands or millions of shots from the exact same position with a
low quality camera and a high quality camera.

2. Improving original images and using that as the desired output and the
original as the input.

3. Modifying the original images and using that as the input and the original
as the output.

The first alternative would provide the ideal conditions to train a neural network.
The problem here is that it is terribly difficult to produce this setup, not to men-
tion the time it would take to produce the data set.

The second way requires that a person modifies the original images by some im-
age manipulation program like Gimp or Photoshop. This takes a lot of time, and
the improvements could be very different in different images. The person work-
ing with the images would use his or her taste and experience to make the images
look as good as possible. This was actually done in a paper [38]. This method of
producing image pairs could possibly perform well if we want the image at hand
to be enhanced.

The third alternative works well under the assumption that when the camera
snaps a shot, the camera lowers the quality of the ideal image and produces that
destroyed image. So under this assumption, we would optimally have a camera
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which produces ideal images, and then find the perfect noise model for the cam-
eras which images are to be improved. Noise would be added accordingly, and
then those image pairs would be perfectly suited for the improvement and eval-
uation methods. Of course, there is no access to such an ideal camera, and the
images at hand are instead considered the best version of the image.

The first and second approaches have their perks, but also their downsides. The
third approach is deemed to be the most feasible here, so to produce the in-
put/output pairs, original images will be degraded.





2
Related work

2.1 Introduction to neural networks

Neural networks are studied for a variety of tasks. One of the most prominent
achievements is their classification accuracy on huge data sets - the best networks
are able to get an error of just a few percentages on several thousands of images
that the net has never seen before. When a neural net is used for classification
of objects in an image, the aim is that it will tell the user what object was found
in the image. For the network to be able to say that the image contains, let’s say
a fish, the network need to know beforehand that "fish" is an option and thus a
possible object.

If we want to build a network to be able to detect fishes, frogs, barnacles, and
turtles, we provide the network with the ability to express four different classes,
i.e. ways to express itself.

How it works in practice is that the network has these different classes which it
will utter by different strengths of its "voice" when it is shown a picture. The
output is encoded like this: [fish, frog, barnacle, turtle]. For each object, there
is a position in a list. Neural networks speak in numbers, which we translate
to words, and are from there able to understand what they say. If the network
is given an image and it responds by [1, 0 0 0], then that would mean that the
network is sure that there is a fish in the image, and none of the other objects. If
the output is given as [0, 1, 0, 0] with the position of the frog being a 1 and the
rest 0, it tells us that it believes that there was a frog in the image.The networks
are usually trained to classify only one object in an image, and the correct answer
is on the form with one 1 and the rest as zeros. This is called 1-hot encoding. It
is worth to mention that classifiers can generally classify more than one object in
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a single image.

The classification works in the way that the object is where the highest numbers
is. If the output is [0.35, 0.30, 0.15, 0.20], according to the network, the most
likely object would be fish since 0.35 is the largest number in the list. It is quite
uncertain however, since it was a close call to "frog" whose number is only slightly
smaller than the output number for "fish". If the output instead was [0.4, 0.25,
0.15, 0.20], the confidence for "fish" is higher. Note that the guesses sums to 1. By
normalizing the results such that the sum of the outputs for each object becomes
1, we can interpret the numbers as probabilities. In this case, the last output
would say "fish" with 40 % confidence, frog with 25 %, barnacle with 15 % and
turtle with the remaining 20 %.

If the correct answer in this last case indeed was "frog", the network would’ve
made a mistake. In the larger networks today, there are usually up to a thousand
classes (possible objects). To make the game fairer to the networks and their
researchers, the networks is said to be correct if one of the five most likely objects
is the correct one. This is called top-5 score or top-5 result in the literature.

A digital image is a collection of numbers, and there is one number per pixel and
per color. What the network does with the image is that it performs mathematical
operations such as multiplication and addition to the numbers in the image. The
outputs of the resulting operations are further processed by some mathematical
function.

The different steps described above are performed in what is called layers of the
network. There are usually many layers in a network, and they may perform
different operations on their inputs. In the research of neural networks, major
effort is going into experimenting with different numbers and combinations of
different types of layers.

There is always an input layer and an output layer, and the rest are called "hidden
layers". The input layer is where the signal (often images, but could also be data
from audio files, statistical measurements from finance or weather, and many
other types of signals) enter the network. The output could produce a classifica-
tion of an input, a new image, words, or anything that the network is specified to
do.

So how do they learn?

The numbers in the input image are multiplied with other numbers which are in
the network, called weights. Weight is another word for number, or numerical
value in neural networks. The weights are the numbers which are changed, often
ever so slightly, to make the network perform better on its task. Since the weights
are what is changing, we say that the weights are the parameters of the network,
and that "training the networks" is equivalent to "training the weights". If the
network is supposed to find animals in an image and produces an output like
[0.25, 0.25, 0.25, 0.25] and the correct answer is [1, 0, 0, 0], we can tune the
weights to direct the output closer to the desired output, the correct answer. After
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the weights are changed slightly in their correct direction (which makes them
larger or smaller), the produced output the next time the network sees the same
image could be [0.4, 0.2, 0.2, 0.2].

There are usually a lot of weights in a large neural network (millions or billions),
and that they are all individually updated. A neural network with many layers
is sometimes called a deep neural network, or DNN. Most neural networks are
deep, and the word "deep" is often dropped, just like "artificial" is dropped for
convenience.

Different kinds of loss-functions are used to know how to change the weights in
the network.

One popular loss function is the L2-loss - the sum of the squared differences
between the elements in the actual output and the desired output

ε =
∑
i

(Ŷi − Yi)2, (2.1)

where ε is the value of the loss which is subject for minimization, Ŷ is the output
which we want to be similar to the correct answer Y. The output

Ŷ = f (X, θ) (2.2)

depends on the function f mapping the input X by the parameters θ.

The differences are squared in equation 2.1 since there are not supposed to be any
"negative" errors. A negative error is improbable and would cancel out positive
errors. Taking the absolute value instead of the square of the difference would
also work, that is the L1-loss. The square has a property which is suitable in this
case, which is that it facilitates finding the derivatives.

One can then take the derivative of the error with respect to a weight. If the
derivative with respect to a certain weight is positive, that means that the error
will increase if the weight is increased, and if the derivative is negative the error
will decrease if the weight increases. With help of this, we update all weights by
increasing or decreasing them accordingly. A small step in the correct direction is
used (step length), so that we carefully tune the network. If a too large step length
is used, the optimum value for a weight might be overshot and missed. Also,
changing one weight will change what is a good modification of other weights in
the neural network, so caution is a virtue.

The gradients for the weights in the last layer can be calculated easiest since those
weights are the closest to the analytic loss function. The derivative of the error
with respect to the weights in the preceding layers is dependent on the weights
in the layer closer to the end of the network. The derivative can thus be split up
and calculated with help of the chain rule.
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2.1.1 Convolutions

A neural network is often referred to as a CNN, which is an acronym for Convo-
lutional Neural Network. Convolutional neural networks are variants of neural
networks and are so popular now that they are considered the standard.

Only very shallow (few layered) networks might sometimes not have any convo-
lutional layers, and use fully connected layers instead. The fully connected layers
work in such a way that all the neurons in the layer are connected to all the input
neurons. A fully convolutional network has none of these fully connected lay-
ers. Fully connected layers are used for classification, since they may boil down
a large set of activations into a set of neurons who are assigned one class each.
Fully convolutional networks are useful for when we would rather like an image
as the output, perhaps for image segmentation [28] or for colorization of gray
scale images like the network used as a basis for this thesis does.

A convolutional layer performs the convolution operation on the preceding layer.
A convolutional layer has a convolution kernel, whose weights are updated dur-
ing training. The kernel has a spatial size, perhaps of 5 × 5 and a depth size
matching the input. If the first hidden layer is a convolutional layer and the in-
put is an RGB image with 3 channels, the size of the convolution kernel will be
5 × 5 × 3.

The spatial output size (width and height) is determined by the size of the input
image, the spatial size of the convolution kernel, the stride and the padding by
the following formula

(W − F + 2P )/S + 1, (2.3)

with W as the width of the input image, F as the filter width, P as the amount of
padding and S as the stride. The same applies to computing the output height,
by replacing W with the height of the input image and F with the filter height.
The filter’s height and width are typically the same.

Stride is by how many steps the convolution kernel is moved in the steps in the
convolution.

Padding means that values are added outside the scope of the image’s spatial
extension. This is done in order for the convolution to be performed even on the
edges of the image. The padding is almost always done by adding 0’s outside the
image, and the term padding is thus often synonymous with zero-padding.

If there are two or more kernels in a single convolutional layer, the output will
have three dimensions. One kernels function could be to look for horizontal
edges, and another one’s to look for vertical edges, and so on.

For more information about convolutional neural networks, please have a look at
the free on line Stanford course at [6].
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2.2 Colorization of gray scale images

Color images contain more information than gray scale images; they have three
channels (red, green, blue), whereas gray scale images only have one channel
(lightness, or intensity). However, there is additional information hiding the
structure of gray scale images. Bananas are most likely yellow, green or brown,
but not pink; trees often has green leafs and dark brown trunks; the sky is often
light blue, and so on.

If one then recognizes an object in an image, and knows what color it should be,
it is possible to add the correct colors to that object. Colorizing manually, i.e. by
hand or with an image manipulation program like Gimp or Photoshop would be
the simplest and most straightforward method; see [8] for an on line forum where
people give color to black and white images.

Since we are dealing with subjectively increasing the quality of images, colorizing
by hand must be the best possible method available with respect to quality, and
under the assumption that the artist continues until he or she deems the result
perfect.

If a person recognizes objects, and draws scribbles with a color in the image, there
exists methods to automatically colorize the image from the scribbles [25], [29],
[32], [39]. Then there is another group of colorization methods which instead of
color scribbles from a user, uses another image which will provide inspiration
for colors. Examples of similar methods where example images are used were
developed in [19] and [27].

In [13], the user specifies where in the image the object is and provides a label
for the object. The Internet is then searched for that object and uses the found
images to colorize the original. Other methods for example based colorization
exist as well. The colors and structure in the other image should be similar to the
gray scale image that is subject to colorization.

Then we come to the learning approach. In [12], the first deep learning method
was presented. Other methods including neural networks for colorization in-
cludes [7], [16], [18], [22], [40]. As is described in the introductory chapter (and
by the title), this thesis is about neural networks. The non-neural network meth-
ods for colorization are truly good in how they perform their task, but they re-
quire input from the user. A major benefit of neural networks is that for the
colorization methods, they do the job all by themselves after the training phase
is completed. When developing an automatic noise removal method based on re-
coloring black and white images, it thus makes sense to use an automatic method
for the colorization.

The work in this thesis therefore builds upon [22] - Learning Representations for
Automatic Colorization, because of the great results which that method is able to
produce, and also that the code was available and editable when the proposed
method in this thesis started to evolve. See section 3.2 for an explanation on how
this method works.
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2.3 An existing method for colorization of gray scale
images

The colorization method from [22] is referred to as Colornet here, and is used as
a basis for the method developed in this thesis. In this section, the essence of
the colorization method is described, and the rest of the details are found in the
original paper.

To begin with, a 16-layer VGG [34] network was used to build upon. The VGG-16
network is very popular to use as a foundation for other neural networks since
it is able to perform accurate classification. Originally it was trained for image
classification of color images. To rebuild it to Colornet, it was fine tuned for
classification of gray scale images. That was done by starting with the weights
calibrated for classification of color images and then training the network again,
but then only with gray scale images. After that, the fully connected layers at the
end were discarded so that to make it into a fully convolutional network, which
instead of giving a 1D array of classes as output, produces a 2D image.

In the neural network framework Caffe [21], the network’s architecture is speci-
fied in a prototxt file, and can be drawn to a PNG image by a built in function.
To present the very wide image in the report, it has been rotated and cut into
four pieces. See figures 2.1, 2.2, 2.3 and 2.4 for a schematic of the architecture of
Colornet.

Red color denotes a layer for convolution, orange for average pooling, yellow for
max pooling, green for ReLU, purple for up sampling spatially, blue for reshaping
and white is for the final output.

The grey boxes hold the output from their preceding layers and are present here
because this is the way the framework Caffe works with networks, they are not
essential for the understanding of the architecture.
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Since a classification network is able to make sense of an image by propagating
it through the different layers, it must be the case that the output of the inter-
mediate layers contains valuable information about the image. In the VGG-16
network, the activations from a layer are only used by the subsequent layer. To
be able to predict colors for each pixel in the input image, the activations from
all layers are used. In practice, the input image is first down sampled by a fac-
tor 4 in both width and height before it is colorized and then up sampled to its
original shape. The spatial size of the activations decrease with each max pooling
operation, and the activations are properly up sampled, down sampled, or not
sampled at all, to fit the spatial size of the to-be-colorized shape.

The activations are concatenated into a 3D volume, which is referred to as the
hyper columns [17]. The hyper columns are fed to a convolutional layer which
processes them. After that, there are two more convolutional layers. Refer to
figure 2.4. The first one is responsible for producing guesses of the hue, and the
second one to produce guesses for the chroma. The hue and chroma spaces are
split up into 32 bins of equal size.

Now, instead of directly finding the correct color (regression), the network pro-
duces two outputs with the same spatial size as the input image and with 32
channels, 1 channel for each hue or chroma bin. One of these outputs is for the
prediction of hue and the other one for chroma. The higher the value in a chan-
nel of the output for a pixel, the more confident the network is that that is the
correct color bin. Optimally, the network would produce an output with ones in
the correct bins and 0 in the other bins. That optimal output is what the actual
output is compared to when training the network.

From the original image, one such histogram for hue and one for chroma is cre-
ated. The loss function is the KL-divergence, which is generally used for compar-
ing histograms. With P as the correct histogram and Q as the histogram produced
by the network, the loss function by KL-divergence is

Loss(P , Q) = DKL(P ||Q) =
∑
i

P (i) log
P (i)
Q(i)

, (2.4)

for all bins i. Then the losses for all pixels are combined. Since the answer was
made as a special kind of histogram, a one-hot vector where only one element
is 1 and the rest 0, then every P (i) in equation 2.4 will be 0 and the probability
guesses for the wrong bins will not influence the loss. For the correct bin, P (i)
will be 1, and the KL-divergence is reduced to a log loss

Loss(P , Q) = 1 · log
1
Q(c)

, (2.5)

where c refers to the correct bin. This simplifies to
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Loss(P , Q) = − logQ(c). (2.6)

The loss is thus the negative logarithm of the guess in the correct bin. If the
guess is 1 in the correct bin, then the loss is 0, which makes perfect sense. The
further away from 1 the guess for the correct bin is, the larger the loss will be.
Since a softmax layer is deployed before the final guesses, the sum of all guesses
per pixel will be 1, ensuring that no guess will ever be larger than 1. A GPU
implementation of the loss function was implemented in cuda by the Larsson et
al. [23].

To go from the 3D volume of guesses to a specific value of hue, the mean value
over all bins is taken. Consider the case where two points are averaged, say 0
and 255. Both values represent the red color in the hue wheel. The standard
average would yield 0+255

2 = 127.5 which is on the opposite side of the hue wheel
- cyan! Instead of taking the expectation in the standard way with hue values in
[0, 255], every value is mapped onto a circle in the complex plane and from there
the average point is produced. In the complex plane however, both points 0 and
255 would lie on the positive real axis (red in the hue wheel), and the average
would too, producing another red value.

Furthermore, if two points (say red and cyan which are opposites on the hue
wheel) are subject to averaging, the result might end up on the positive or nega-
tive real axis, depending on the absolute values of the two points. The absolute
values of the points are given by the confidence the network has in its guess for
that color. If the network has a confidence of 49 % that the pixel should be cyan
and a confidence of 51 % that the same pixel should be red, the pixel will be col-
orized as red. If it thought that is was slightly more likely that the pixel should
be cyan, it would be colorized as cyan. This causes instability in the coloriza-
tion, which is solved by reducing the chroma (decreasing saturation) where the
network has a low confidence in its hue prediction. In this case, low confidence
means that average distance from origin is less than 0.03.

The chroma is taken as the median chroma value produced from the network. In
the code, this is done by computing the cumulative sum of the guesses over the
third dimension (the non-spatial). To get the correct chroma bin, the first one
where the cumulative sum exceeds 0.5 is chosen.

Refer to the HSV color space with the letter H for hue, S for saturation, and V for
value. The network produces guesses for hue and chroma, and uses them and the
input gray scale image to get the S and V values. See figure 3.5 for a schematic of
the method. The saturation value is obtained through

Saturation =
2 ·Chroma

2 ·Gray + Chroma
, (2.7)

and the V values are calculated as
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V = Gray +
Chroma

2
. (2.8)

The HSV image can then be converted to RGB and plotted or saved.

The neural network and the method can take input images of any size. But the
method is expensive in terms of memory! On the computer used for this thesis,
the largest possible size for input images is 448 × 448. The graphics card used
was an NVIDIA Geforce GTX 970 with 4 GB of memory, and the computer had 8
GB RAM. When colorizing images of a larger size, they are first down sampled to
448 × 448, run through the method, and then up sampled again.

2.3.1 A way of binning ab color space

For the best results Larsson et al. used the HSV color space, or a variant of it with
chroma instead of saturation. The LAB color space is another one, and it uses L
for lightness and a combination of a and b to determine the color of a pixel. In-
stead of using RGB, where three values are needed to determine a color, the LAB
space (like the HSV space) only needs two values to determine the color: the light-
ness L (or value V for HSV) can be taken from the gray scale input image. In their
paper, both color spaces were experimented with, and the LAB did slightly worse.
However, an interesting trick to bin the color space was used, and is explained in
this section.

In the machine learning task of classification, it is important to have an even
distribution of samples of each class to reduce the risk of over fitting during
training. Here, the color bins may be seen as classes. Instead of binning the color
space uniformly, bins are made small where colors are common and large where
colors are rare. In natural images, gray is the most common color and saturated
colors are less frequent. In [40] an empirical study on over a million natural
images verified this.

Since the bins are large in the color space where it is uncommon to sample colors,
and small in the areas where colors are common, the problem with balanced
classes is addressed. This could also have been handled by a method called class
rebalancing, which was used in [40] instead of the uneven binning technique like
here.

In practice this is done by dividing a bell curve in such a way that all parts have
the same area. Since the bell curve is taller in the middle, the middle section has
to be thinner than the other divisions. It is also possible to bin the 2D ab space.
An illustration of how this binning may be done for a 1 dimensional color space
is shown in figure 2.5 for 10 bins.



20 2 Related work

Figure 2.5: An example of how a 1D color space may be divided into 10 bins
of equal area. This could be a way of binning the a or b dimension in the
ab color space. The color range is usually defined for a and b values to be
within [-128, 128]. The blue curve is a bell curve placed on that color range.
The green curve is in the top left plot the integral of the bell curve from 0 to
the value on the horizontal axis. In the top right plot the integral is rescaled
to cover the amount of bins (classes). In the bottom left the scaled integral is
thresholded to find the horizontal positions for the division of the bins. The
lower right plot shows where the bins are put in the color space.



2.4 Noise reduction 21

2.4 Noise reduction

In this section noise reduction is discussed. The topic is split up into neural
network based methods and other methods. In the first part of this section, there
are some quick references to non-neural network methods, and a state-of-the-art
method more thoroughly discussed. In the second part, a few neural network
based methods are presented.

2.4.1 Non neural network approaches

Digital image improvement has been around for quite a long time, see [24] for
an article published in 1980 about noise removal. A more recent method is pre-
sented in [26]. There they estimate the noise from the image and instead of using
a Gaussian noise model they model the noise as a function dependent on bright-
ness. The noise is suppressed by lowering the chrominance (saturation) to fit
within a more restrained variant of the statistics in image patches. An additional
example of noise removal in images is in [11], where a wavelet based method for
noise removal is presented.

One of the best algorithms available today for noise reduction in color images is
CBM3D [15], where the acronym stands for Color Block Matching 3D filtering, with
Matlab code available at [1]. It builds upon BM3D [14], which is a very well cited
algorithm for image denoising. In this method, 2D blocks with similar structure
in an image are grouped together into a 3D block. The filtering on that 3D block
is performed, and the 2D blocks are then redistributed to the locations they were
taken from originally. This is an algorithmic approach to denoising which does
not include any use of neural networks. The method assumes that Gaussian noise
is added to an image, and the level of that noise is used as a parameter for the
denoising algorithm.

CBM3D does not itself characterize the noise level in the image, but relies on
the user to provide the noise level as a parameter. For an automatic method
of any kind, the lesser work the user has to do in preparation for running the
method, the better. This state-of-the-art method in image denoising is thus not
entirely fully automatic. However, from my own experiments, the method seems
to perform very well even when a higher noise level than the actual one is given
as the parameter to the method. If the parameter is set too low, the method does
not modify the input. It performs better when it knows the noise level more
exactly, but when an image with noise added with σ = 5 and the parameter set
to 100, CBM3D still produces pleasing results. From this, it seems safe to say
that when a user is unsure of the noise level in the image, it does not hurt to set
the parameter a bit high. Since we actually do know how we model the noise in
images, this parameter is provided to the method.

2.4.2 Neural Network approaches

In [20], very few hidden layers (only 4-6, with 24 feature maps in each layer) were
used to denoise images with a convolutional neural network. They trained their
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networks with varying noise, so that one network would be able to denoise an
image with an unknown noise source. A sigma between 0 and 100 was used.

To get top results on data which has a known noise source, a strategy is to train
a neural network only on that noise. This is done in [10], where one network per
noise level is trained and it is able to compete with the BM3D algorithm. Four
hidden layers with 2047 nodes each are used to remove noise in image patches
of 17×17 pixels. The patches are then put back together. Referred to an MLP
(Multi-layer perceptron), the neural network has a few fully connected layers
and is a shallow neural network rather than a deep one. Image patches had noise
added and were used as input to the network, with the original patch as the de-
sired output. Specifically, white Gaussian noise was used. To update the weights,
backpropagation of the error from the quadratic loss function was performed.
Training on a total of 362 million patches took about a month with their Nvidia
C2050 GPU.

The authors of [37] also trained one network per noise type and were able to
improve distorted images. They drew inspiration from a common trick in initial-
izing weights. That trick is to first train the first two layers as an auto encoder
(the first layer acts as an encoder and the second as a decoder). This means that
the first two layers should produce the input as output. The Essential informa-
tion in the image is learnt to be extracted from the pixels in the image to fit in the
neurons in the first layer, which are fewer than the number of pixels. From there,
the decoder makes sense of the compressed information and produces the input
image as output. When the first two layers are initialized by doing this, another
auto encoder is added (stacked) and again trained to produce the input as the out-
put. The trick here was to train the auto encoders to produce a clean image from
a noisy input image, and then stack these auto encoders to form a larger network.
When training the first auto encoder, they used a noisy input. For the subsequent
layers however, a clean input image was used, and the activations from a decoder
layer which was to serve as input to the learning encoder layer received additive
noise.

In [41], a noisy input image is transformed to the wavelet domain, and then fed
to a neural network with three layers. The first hidden layer has the activation
function

σ (x) = x · e−γx
2
, (2.9)

with x as the activation function’s argument and γ as a constant. This activation
function is supposed to let the network learn the correlation between wavelet
coefficients. The network produces wavelet coefficients as output, and by inverse
transforming them, an image is acquired.

Another very good method for image denoising based on neural networks is pre-
sented in [30]. A neural network is trained on noisy images to produce clean
images as output. Only one network is trained and performs well on different
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noise levels. An interesting architecture were developed, where non neighboring
layers are linked together, which is not the standard within neural networks, but
might as well be in the future.





3
Method

3.1 Modeling noise

Reasoning, experimentation and consideration of the limitations are the corner
stones in how it was determined how the noise would be modeled. To begin
with, to limit the scope of the thesis the noise model had to be simple. There
must be a specific noise source with not too many variables. The optimal image
enhancement method would remove all kinds of noise, but here the focus is on
removing additive Gaussian noise. However, to make it a little more interesting,
some kind of saturation defect is allowed in the noise model.

From experience, most images benefit from an increase in saturation. It is there-
fore desirable to have an image improvement method which not only reduces
Gaussian noise, but also increases the saturation to make them look better.

3.1.1 Studying images

To find a reasonably good model for the Gaussian noise which is considered
added to an ideal image, a digital taken by a Blackmagic micro studio camera 4K
was examined. From a picture of a room, a uniformly colored patch from a flat
wall was extracted by cropping. If the wall was completely flat, uniformly illumi-
nated, and the camera was perfect, every pixel in that patch would have the exact
same color. In this non-ideal case there exists noise in that patch, which causes
the pixels’ colors to deviate from their mean.

The histograms for each color were calculated, and they looked very much like
bell curves. Standard deviations for all colors (red, green, blue) were calculated
as well. The variance is computed by

25
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σ2 =
1
n

n∑
i=1

(xi − µx)2 (3.1)

for all pixels in the image, where xi is the color value in pixel i, and µx is the
mean value of that color.

From there, the standard deviation is obtained by

σ =
√
σ2. (3.2)

There is one σ for each color: σr = 4.17, σg = 2.79 and σb = 3.06.

To verify that the selected noise levels were reasonable, noise with selected levels
was added to a patch with only one color. To have something more to let the
methods work with, the double noise levels was also used. In those cases, σr =
8.34, σg = 5.58 and σb = 6.12.

Refer to section 4.3 for the images accompanying the results.

3.2 Building on the existing method

The idea is to remove the colors from a noisy image and then put them back again.
In the colorization method, the only information about the colors at hand is the
structure in an image. See figure 3.1 for an example.

Figure 3.1: A gray scale image of two apples. This is what the colorization
method will receive as input.

Here however, what is at hand is not just a gray scale image, but an image contain-
ing colors. That color information may be used for producing better estimates of
the noise-free image. See figure 3.2
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Figure 3.2: This is what we have to start with.

By assuming that swift color changes in natural images are rare, smoothing an
image will hopefully not destroy the color information too much. However, it
will definitely reduce the noise level on patches which has a constant color - that
follows by the same reasoning for why averaging over the color channels would
reduce noise, see section 1.1 on page 1 for a more thorough discussion. The input
image is blurred by a Gaussian kernel with σ = 3. For motivation of why 3 was
chosen, see section 4.4 in the Results chapter. The hue values are taken from
the blurred image. Experiments were also performed on another strategy, where
hints of the correct colors were combined with the predictions of hue which the
colorization network produced. It proved to work better with simply taking the
hue straight from the blurred input image.

To let the neural network assist, chroma levels are chosen from the colorization
network’s output as the median of the guesses on chroma, described in section
2.3. Compare this with the method of taking both the hue and chroma from the
input image in section 3.3.2. Chromatic fading was also considered, but ended
up not being used. See section 4.4 for the reasoning behind that.

The chroma is translated into saturation in the same way as is done in the original
colorization method, see equation 2.7. Then the hue from the blurred image is
combined with the saturation from the colorization network and the gray scale
version of the noisy input image. A schematic is shown in figure 3.3.
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Figure 3.3: A schematic of the new method.

3.3 Simple methods for comparison

In this section, a few simpler methods for image improvement are presented.
These are used for comparison with the novel method.

3.3.1 Increase saturation (Inc_sat)

The noisy input image is converted from RGB to the HSV color space. The image
is type casted so that it is stored with floats instead of unsigned integers which is
the default, so that there will be no overflow if values above 255 are reached when
the image is manipulated. The saturation values for all pixels are multiplied by a
factor 1.625 and then clipped to 255 before conversion back to unsigned integers
is done. The HSV image is then transformed back to the RGB color space image.

The noisy images which are originals with saturation lowered by 20 % and 50 %,
which in practice means multiplying the saturation values by 0.8 and 0.5 respec-
tively. To regain the originals (Gaussian noise not considered), one would simply
multiply the image by 1/0.8 = 1.25 and 1/0.5 = 2 respectively. The multiplying
factor for this method was set to 1.625 to be in between these two values.

The method named Increase saturation has the more compact name inc_sat in
the results section.

3.3.2 Blur Hue Saturation (BHS)

When experimenting with how much the actual guess from the network should
weigh in the colorization, it was noticed that not using the network at all yielded
decent results in a number of cases. From that observation, it seemed interesting
to compare that with the proposed neural network based method. This improve-
ment method is thus a serendipity as it was discovered while looking for some-
thing else.

The method is named BHS or Blur Hue Saturation, which is a compact way of
describing the method. A noisy input image which is to be improved upon is
blurred by a Gaussian filter. The noisy input image and the blurred RGB image
are then transformed to the HSV (Hue Saturation Value) color space. The new
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image is composed of the hue and saturation from the blurred image, and the
value from the noisy input image. That new image is then converted back to
RGB.

This method is extremely simple, does not remove and replace the colors like
other methods, and does not require any machine learning whatsoever. A schematic
is shown in figure 3.4

Figure 3.4: A schematic of the BHS method.

3.3.3 Colornet

This is not really a simple method, but it is used in a very off-the-shelf way to
examine its image restoration qualities. The colorizing method based on a neural
network from [22], which is the foundation for the proposed Denoise_net receives
a noisy input image which it converts to gray scale, and then re-colors it. This
method is interesting to compare with Denoise_net because that Denoise_net is
expected to beat it on the task of image improvement under the noise conditions
considered in this thesis.

This method disregards all color information already present in the noisy input
image and only utilizes the structures in the image, which it was very well trained
for finding the colors of. See figure 3.5 for a schematic and see section 3.2 for a
more thorough explanation of the method.

Figure 3.5: A schematic of the Colornet method.
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3.3.4 Color Block Matching 3D Filtering (CBM3D)

This is a state-of-the-art image denoising method. It is described in the chapter
"Related Work", in section 2.4.1. The level of the noise in the images used for this
thesis are not exactly the same for all color channels, but the CBM3D method
only takes one parameter about the strength of the noise source. Therefore, the
parameter is set to an approximate average noise value of σ = 5.

3.4 Methods for evaluation

In manual colorization, one person might continue editing when another one
would be satisfied. So in an attempt to bring everyone to the same page, quan-
titative evaluation methods are being used which rates how similar two images
are.

It is useful to have quantitative evaluation methods for how well a method per-
forms when there is an actual target for how the colorized black and white image
should look. This is not necessarily the case for the hobby colorizations on the on
line forum Reddit where there often is no actual correct colorization.

Two different error measures are used here: PSNR and SSIM; They are presented
in this section. The implementations for PSNR and SSIM are from Skikit-image,
an image processing library for python [9].

3.4.1 Mean squared error

Mean squared error, or MSE [2] is a way of measuring how similar two images
are. The MSE values are not reported in this thesis, but MSE is the foundation
for PSNR which are reported, and so MSE has to first be explained in order to
understand PSNR.

With image X as an approximation of image Y, the definition of mean squared
error is

MSE =
1
n

n∑
i=1

(Xi − Yi)2 (3.3)

where n is the number of samples. In a gray scale image, this would be the num-
ber of pixels. In a color image, this is the number of pixels times three, for the
color channels. For color images, every pixel has three samples (red, green, blue)
which will have some error. Another alternative for color images is to convert the
image to gray scale, and then calculate the mean squared error from there. That
is however not the way MSE is calculated in this thesis.

The MSE is a measure of how similar two signals are, in this case images. It takes
the difference between a sample Xi in the produced image X and a sample Yi
in the ground truth image Y . The difference is squared so that we get an error
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measure which cannot be negative and cancel out errors. This is done for all
pixels in the image pair, and then the result is divided by the number of pixels to
get a mean value of the error. This is how it got its name, mean squared error.

3.4.2 Peak signal to noise ratio

Peak signal to noise ratio or PSNR in short [4] is a common evaluation metric
when comparing similarity of two images. PSNR is not the best measurement
of similarity for all situations, and is by that insight accompanied by another
evaluation method which is described in the following section. PSNR is based on
MSE (see above).

P SNR = 10 · log10

(
MAX2

MSE

)
, (3.4)

where MSE is calculated from equation 3.3 andMAX is the largest value possible.
In images, it is most common to use 8 bits per sample, which gives 28−1 = 255 as
MAX. This is the case for all images used in this thesis, so equation 3.4 becomes

P SNR = 10 · log10

(65025
MSE

)
. (3.5)

The smaller the MSE, the larger the quotient, and the larger the logarithm be-
comes. The PSNR between two copies of the same image is infinite. In the results
section, a high PSNR is interpreted as a high similarity between two images, and
a low PSNR is interpreted as a low similarity between the images.

3.4.3 Structural similarity

Structural similarity or SSIM [5] is another method for determining how similar
two image are. In some cases, it corresponds better to human perception than
PSNR, see figure 3.6. SSIM is complementary to PSNR, and is commonly used in
image processing and denoising papers.

The metric is symmetric in the sense that SSIM(x, y) = SSIM(y, x). It is bounded
so that SSIM(x, y) ≤ 1, and it has a unique maximum SSIM(x, y) = 1, only when
x = y [36]. In the results section, the closer the SSIM value is to 1, the more
similar the images are said to be.

In the algorithm, the structural similarity is calculated in 7 × 7 windows x and y
of the images X and Y , and then combines the scores from the different windows
into a final value. The python implementation used for this thesis had a window
size of 7 × 7.

Practically, what is calculated in the windows are the means µx and µy , variances
σ2
x and σ2

y and covariance σ2
xy . The dynamic range L is 28 − 1 = 255, and from

that the constants in the formula are set as c1 = (0.01 ∗ L)2, c2 = (0.03 ∗ L)2, and
c3 = c2/2.



32 3 Method

With the luminance comparison defined as

l(x, y) =
2µxµy + c1

µ2
x + µ2

y + c1
, (3.6)

the contrast comparison as

c(x, y) =
2σxσy + c2

σ2
x + σ2

y + c2
, (3.7)

and the structural comparison as

s(x, y) =
σxy + c3

σxσy + c3
. (3.8)

The combined measure is taken as the product of the three. The formula can be
reduced to

SSIM(x, y) =
(2µxµy + c1)(2σxy + c2)

(µ2
x + µ2

y + c1)(σ2
x + σ2

y + c2)
. (3.9)

Figure 3.6: A comparison of MSE and SSIM. For a human observer, the right
image which is a bright version of the original is more similar to the original
than the middle image which has salt and pepper noise. In this case, SSIM
corresponds better to human perception of similarity between to images.
Image from [3].
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Results

This chapter is divided into four parts. In the first two sections, the qualitative
and quantitative results of the evaluation of the methods on 2000 images are
presented. In the third section it is shown how the assumption for the noise
model was supported, and in the fourth section how the blur kernel for one of
the methods were determined, among with another parameter for the method.

4.1 Qualitative Results

It is worth mentioning that the neural network based methods takes on average
around 3 seconds for the forward pass, and the CBM3D takes around 4 seconds
per image. The rest of the methods are simple operations and perform much
faster (around 0.1 seconds).

The evaluation results of the different methods are represented in this section.
A few images which often occur in image processing articles are used, together
with the "apples" image which has been used throughout this thesis. The 6 images
presented here are with names and original sizes: "apples" (1024×768), "baboon"
(512×512), "F16" (512×512), "House" (256×256), "Lena" (512×512), and "Peppers"
(512×512). They are shown in figure 4.1

The only image which did not have as many rows as columns was the apple-image.
To present it here, it has been cropped to a square.

To present the images with a zoomed patch, they are down sampled by a factor
of 2 with linear interpolation. Then a patch from the original is up sampled with
nearest neighbor interpolation and put in the lower corner of the down sampled
image.

33
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The new method from this thesis is referred to as denoise_net here and is ex-
plained in section 3.2. Colornet is explained in section 2.3, and the other methods
in section 3.3.

Figure 4.1: Original images with zoomed patches.
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Figure 4.2: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input im-
age. Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. The methods perform equally well,
except for the inc_sat model and the colornet.
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Figure 4.3: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12.Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left: col-
ornet. Bottom right: denoise_net. CBM3D benefits from more noise level
but bhs and denoise_net perform equally well here.
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Figure 4.4: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input im-
age. Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom
left: colornet. Bottom right: denoise_net. When the saturation is strongly
decreased and low noise level is added inc_sat performs well as expected.
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Figure 4.5: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12. Up left: noisy input im-
age. Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. inc_sat suffers from high noise levels
but still performs well here.
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Figure 4.6: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input im-
age. Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. The lesser change the better, bhs and
CBM3D wins here.
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Figure 4.7: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12.Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. The lesser change the better, bhs and
CBM3D wins here.
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Figure 4.8: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input im-
age. Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. inc_sat takes the lead as the saturation
is highly reduced.



42 4 Results

Figure 4.9: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12. Up left: noisy input im-
age. Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. inc_sat takes the lead as the saturation
is highly reduced.
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Figure 4.10: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. CBM3D reduced noise and manages to
keep the image sharp. Colornet reduces the saturation. bhs and denoise_net
produces blurry red areas, and CBM3D is best here.
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Figure 4.11: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12.Up left: noisy input image. Up
right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left: colornet.
Bottom right: denoise_net. Again CBM3D takes the lead.
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Figure 4.12: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image. Up
right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left: colornet.
Bottom right: denoise_net. Denoise_net produces heavily distorted colors
and CBM3D wins.
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Figure 4.13: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12. Up left: noisy input image. Up
right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left: colornet.
Bottom right: denoise_net. Denoise_net produces heavily distorted colors
and CBM3D wins.
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Figure 4.14: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Here denoise_net almost performs as
well as CBM3D.
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Figure 4.15: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12.Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Here we draw the same conclusion as
for the previous image, but note that CBM3D benefits from more noise.



4.1 Qualitative Results 49

Figure 4.16: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. CBM3D and denoise_net takes this
one.
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Figure 4.17: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. CBM3D and denoise_net also takes
this one, but it is more even between bhs and denoise_net now. colornet still
desaturates too much.
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Figure 4.18: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Bhs which usually competes well with
CBM3D and denosie_net on the low saturation and noise levels falls behind
here because of an eye is very sensitive to blur in the quantitative evaluation.
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Figure 4.19: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12.Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Here it is interesting that denoise_net
manages to increase the saturation in the purple but not too much in the red
like inc_sat.
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Figure 4.20: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image. Up
right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left: colornet.
Bottom right: denoise_net. Again, inc_sat does well in this environment with
low noise and high desaturation.
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Figure 4.21: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Same conclusion as for the previous,
but the purple produced by denoise_net is a happy find.
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Figure 4.22: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Interestingly denoise_net produces an
image which looks overexposed.



56 4 Results

Figure 4.23: Images which had lowered saturation by 20 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12.Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Even game between bhs and CBM3D.
Colornet fails on the colors, inc_sat overdoes it and denosie_net overexposes
the image.
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Figure 4.24: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 4.17, σg = 2.79 and σb = 3.06. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Inc_sat works very well on the image
with vegetables which is naturally strong in saturation.



58 4 Results

Figure 4.25: Images which had lowered saturation by 50 % and Gaussian
noise with σr = 8.34, σg = 5.58 and σb = 6.12. Up left: noisy input image.
Up right: inc_sat. Middle left: bhs. Middle right: CBM3D. Bottom left:
colornet. Bottom right: denoise_net. Inc_sat works very well on the image
with vegetables which is naturally strong in saturation.
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4.2 Quantitative Results

The quantitative results on these images are reported in tables, with the highest
value in boldface and average values (PSNR or SSIM) reported.

The estimated noise is σr = 4.17, σg = 2.79 and σb = 3.06. The double noise level
was also used for experiments, and the standard deviations are in those cases
σr = 8.34, σg = 5.58 and σb = 6.12.

The new method from this thesis is referred to as denoise_net here and is ex-
plained in section 3.2. Colornet is explained in section 2.3, and the other methods
in section 3.3.

Table 4.1: PSNR results by the different methods. Originals had their satu-
ration lowered by 20 %, and Gaussian noise added with σr = 4.17, σg = 2.79
and σb = 3.06.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 27.82 25.98 27.69 28.04 19.09 27.55
baboon 26.53 24.07 22.90 26.29 17.90 21.36
F16 32.84 29.35 27.95 33.50 24.66 27.17
House 29.46 25.94 26.37 29.63 21.98 25.55
Lena 25.21 21.74 24.28 25.20 17.71 20.84
Peppers 24.13 21.95 22.66 24.07 17.09 20.88
Average 27.66 24.84 25.31 27.79 19.74 23.89

Table 4.2: SSIM results by the different methods. Originals had their satu-
ration lowered by 20 %, and Gaussian noise added with σr = 4.17, σg = 2.79
and σb = 3.06.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 0.8935 0.8005 0.9214 0.9590 0.9162 0.9276
baboon 0.9550 0.9045 0.7889 0.9432 0.8092 0.8191
F16 0.9062 0.8310 0.8820 0.9532 0.9145 0.9053
House 0.9093 0.8316 0.8201 0.9305 0.8711 0.8790
Lena 0.9039 0.8019 0.7774 0.8955 0.8360 0.8598
Peppers 0.8638 0.7279 0.7565 0.8370 0.7384 0.7749
Average 0.9053 0.8162 0.8244 0.9197 0.8475 0.8610
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Table 4.3: PSNR results by the different methods. Originals had their satura-
tion lowered by 20 %, and Gaussian noise added with double the estimated
noise, σr = 8.34, σg = 5.58 and σb = 6.12.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 26.95 24.84 27.36 27.75 19.19 26.74
baboon 25.60 22.94 22.57 25.83 17.71 20.94
F16 29.78 26.19 26.96 32.50 24.15 26.86
House 27.78 24.21 25.59 29.25 21.21 25.06
Lena 24.50 21.10 23.75 25.07 17.59 20.82
Peppers 23.57 21.50 22.40 23.94 17.01 21.22
Average 26.36 23.47 24.77 27.39 19.48 23.61

Table 4.4: SSIM results by the different methods. Originals had their satura-
tion lowered by 20 %, and Gaussian noise added with double the estimated
noise, σr = 8.34, σg = 5.58 and σb = 6.12.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 0.7380 0.5750 0.8708 0.9446 0.8487 0.8610
baboon 0.8990 0.8231 0.7551 0.9202 0.7911 0.8008
F16 0.7423 0.6148 0.7736 0.9159 0.8358 0.8243
House 0.7547 0.6257 0.6974 0.9033 0.8027 0.8128
Lena 0.7600 0.6140 0.6567 0.8762 0.7763 0.7988
Peppers 0.7341 0.5902 0.6816 0.8164 0.6904 0.7264
Average 0.7714 0.6405 0.7392 0.8961 0.7908 0.8040

Table 4.5: PSNR results by the different methods. Originals had their satu-
ration lowered by 50 %, and Gaussian noise added with σr = 4.17, σg = 2.79
and σb = 3.06.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 20.14 27.77 20.12 20.18 17.69 21.59
baboon 18.84 26.46 18.04 18.73 16.12 17.63
F16 26.31 31.45 24.81 26.43 23.43 25.08
House 22.01 28.87 21.34 22.05 20.13 21.97
Lena 17.43 25.26 17.29 17.43 15.61 17.15
Peppers 16.30 24.30 16.02 16.29 14.73 17.22
Average 20.17 27.35 19.60 20.18 17.95 20.11
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Table 4.6: SSIM results by the different methods. Originals had their satu-
ration lowered by 50 %, and Gaussian noise added with σr = 4.17, σg = 2.79
and σb = 3.06.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 0.8671 0.8169 0.9004 0.9322 0.9066 0.9110
baboon 0.8847 0.9333 0.7634 0.8567 0.7863 0.7929
F16 0.8852 0.8309 0.8050 0.9347 0.9049 0.8922
House 0.8694 0.8353 0.7346 0.8953 0.8558 0.8631
Lena 0.8313 0.8389 0.6839 0.8336 0.8029 0.8218
Peppers 0.7555 0.8055 0.6839 0.7387 0.7061 0.7242
Average 0.8488 0.8435 0.7941 0.8652 0.8271 0.8342

Table 4.7: PSNR results by the different methods. Originals had their satura-
tion lowered by 50 %, and Gaussian noise added with double the estimated
noise, σr = 8.34, σg = 5.58 and σb = 6.12.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 19.98 25.98 20.04 20.13 17.69 21.34
baboon 18.67 24.65 17.88 18.70 16.06 17.56
F16 25.42 27.16 24.15 26.25 23.06 24.95
House 21.66 26.10 21.02 21.99 19.64 21.70
Lena 17.31 23.85 17.15 17.42 15.46 17.06
Peppers 16.20 23.11 15.94 16.27 14.74 17.15
Average 19.87 25.14 19.36 20.13 17.78 19.96

Table 4.8: SSIM results by the different methods. Originals had their satura-
tion lowered by 50 %, and Gaussian noise added with double the estimated
noise, σr = 8.34, σg = 5.58 and σb = 6.12.

Image name noisy inc_sat BHS CBM3D colornet denoise_net
apples 0.7150 0.5785 0.8489 0.9198 0.8396 0.8462
baboon 0.8316 0.8376 0.7312 0.8506 0.7685 0.7749
F16 0.7229 0.6079 0.7655 0.8999 0.8258 0.8059
House 0.7202 0.6225 0.6848 0.8702 0.7879 0.7963
Lena 0.6949 0.6256 0.6079 0.8159 0.7457 0.7633
Peppers 0.6403 0.6173 0.6050 0.7218 0.6580 0.6808
Average 0.7208 0.6482 0.7072 0.8464 0.7709 0.7779
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4.2.1 Evaluation on a larger data set

From the Image Net data set of 2012 [33], 2000 of the test images were selected
for a more exhaustive evaluation of the methods in this thesis. The results are
reported in this subsection. Here, all noise settings are evaluated for all methods
and the results are combined.

Two box plots are shown below. The average is at the middle of the box, and the
median denoted by the line in the box. The boxes contain 50 % of the samples.
The whiskers represent the smallest and the largest values. Cnet is short for
Colornet, and Dnet is short for Denoise_net in the plots below.
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Figure 4.26: PSNR performance for different methods on 2000 images. The
boxes contain half the samples, the average is in the middle of the box, the
median is at the line in the box, the upper and lower whiskers represents the
largest and smallest values.
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Figure 4.27: SSIM performance for different methods on 2000 images. The
boxes contain half the samples, the average is in the middle of the box, the
median is at the line in the box, the upper and lower whiskers represents the
largest and smallest values.
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4.3 Modeling noise level

The results in this section accompanies section 3.1 where the method for model-
ing the noise is explained. Figure 4.28 is used to justify the assumption that we
may model the color noise as Gaussian. Figure 4.29, 4.30 and 4.31 all has a patch
from an image on the right side, and the left side has different amounts of noise
added to the average color of the original image patch. These figures were used
to further examine the choice of assuming the Gaussian noise model. From the
figures in this chapter, it seems reasonable to consider the noise from the cameras
used for this thesis as normally distributed with standard deviations 4.17 for the
red color channel, 2.79 for the green, and 3.06 for the blue.

Figure 4.28: Color histograms from a (should-be) uniformly colored patch
in an image. This supports the assumption that the noise has a Gaussian
distribution. On the horizontal axis there are the color values in the image
patch, and the vertical axis depicts how many samples there are of that value.
The red, green, and blue plots represent the different color channels in the
RGB image.
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Figure 4.29: The left image has only one color, the average of the right image.
Right: An image patch from a digital photo.

Figure 4.30: Left: To the average color of the right image, Gaussian noise has
been added with the standard deviations for the colors in right image. Right:
An image patch from a digital photo.
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Figure 4.31: Left: To the average color of the right image, Gaussian noise
has been added with double the standard deviations for the colors in right
image. Right: An image patch from a digital photo.
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4.4 Choosing blur kernel size

For finding parameters and tuning the method, some experiments were made.

To determine σ for the blur kernel in the Denoise net, different values of σ were
tried. The results from the different versions of Denoise net were evaluated sub-
jectively by looking at the resulting images and from there deciding on the sigma
which produced the best images.

Since early results was from a σ arbitrarily chosen as 9, which showed major
leakage of colors, adding chromatic fading was considered in the Denoise net
method. To recapitulate, chromatic fading means that the saturation is reduced
at the places in the image where the network had low confidence in the predicted
hues. This leaking is especially obvious in the picture of the airplane. See figure
4.32 where σ = 9.

In the right and upper figure with title Fading, the chroma values were multiplied
with the confidence of the hue, seen in the bottom left subplot in the same figure.

The chromatic fading lowers the saturation, which is favorable where the colors
are leaking, but unfavorable in most other places. For example, take a closer look
at blue parts of the mountain beneath the airplane. σ was chosen as 3 because of
the denoising effect it showed. See the clouds getting smother above the airplane,
and chromatic fading was discarded.
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Figure 4.32: Hue is taken from an input image which is blurred with σ = 9.
Top left: Denoise net; top right: with chromatic fading, bottom left: Confi-
dence in hue; bottom right: input to methods.
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Figure 4.33: Hue is taken from an input image which is blurred with σ = 7.
Top left: Denoise net; top right: with chromatic fading, bottom left: Confi-
dence in hue; bottom right: input to methods.
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Figure 4.34: Hue is taken from an input image which is blurred with σ = 5.
Top left: Denoise net; top right: with chromatic fading, bottom left: Confi-
dence in hue; bottom right: input to methods.
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Figure 4.35: Hue is taken from an input image which is blurred with σ = 3.
Top left: Denoise net; top right: with chromatic fading, bottom left: Confi-
dence in hue; bottom right: input to methods.
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Figure 4.36: Hue is taken from an input image which is blurred with σ = 1.
Top left: Denoise net; top right: with chromatic fading, bottom left: Confi-
dence in hue; bottom right: input to methods.
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Discussion

5.1 Method

The evaluation methods PSNR and SSIM are not perfect for describing how sim-
ilar two images are in the eyes of a human. The PSNR measurement is a simple
metric, and is here accompanied by SSIM which corresponds better to human
perception. There is also another metric which could’ve been used in this work,
called MSSIM (Multi-scale structural similarity). That method for evaluation is
supposed to be even better than SSIM for correlating with human perception of
similarity between images [35]. This metric however was never encountered in
the other articles cited in this work, and so it was omitted from the evaluation.

Another thing which could have been of interest would be to have a bunch of
different people (perhaps a hundred) rank the results from the methods. Since
the actual goal is to make images look better for people and not get a high score
on PSNR and SSIM this would have made sense. It would be time consuming to
make this happen, and the evaluation parts was limited to only the two automatic
evaluation methods.

The underlying mechanics of reducing the noise is valid, but averaging over just
3 dimensions does not necessarily reduce the noise enough. Also, removing the
colors and re coloring could probably beforehand be expected to add noise. If the
images were of higher dimensions, the noise would be more suppressed. It was
nevertheless interesting to see how it compared to the other methods. It is also
expected that the automatic colorization methods will perform even better in the
future, and therefore it is possible that this method could level up by replacing
the underlying neural network.

The point of producing the box plots was two-fold. The first reason was to make
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the results reliable. Only showing the results for 6 images could be misleading if
those images were not a good representation of natural images. It is a very small
sample. Instead, by using 2000 images the results are much more likely to be
able to reproduce if one would wish, even with other images. This also assumes
that the creators of Colornet were honest when they trained their net, and did
not train their network on the test images from the Image net data set [33]. The
second reason for using the box plots was to give a intuitive overview of how the
different methods performed on a larger data set. It complements the collages
with zoomed patches and the tables very well.

In the choice of sources, primary sources have mostly been used - both to source
code and papers. In the case of the simple evaluation metrics PSNR, Wikipedia
was deemed sufficient. For SSIM which is more complicated, the original paper
had to be read in order to explain the overview of the evaluation better.

5.2 Results

Refer to the collages and tables in section 4.1.

Where Colornet failed to colorize the right apple as red, Denoise_net succeeded,
which was expected. On the downside, however, take a look at the image of the
baboon images. Where Colornet did not manage to figure out what color the hair
should be of, Denoise_net used the colors from the blurred input which led to too
much cyan in some areas. In the picture of the woman, Denoise_net has decided
that a lot of saturation should go in the feathers on the hat, leading to a purple
look, rather than bluish like in the original and the noisy input.

Unfortunately, Denoise_net does not always improve the noisy images. It seems
to perform better the more the saturation has been lowered, which makes sense
since the colorization network does not see the saturation anyway. It is also fairly
good at improving images with high noise level, even if the saturation is not
lowered by much. It seems to be weakest on PSNR values, where saturation is
slightly lowered, and low noise level is added.

The inc_sat method has no way of reducing noise, but the colors become vivid af-
ter the transformation. The method works especially well for low noise levels and
high reduction in saturation. The image with vegetables holds the best settings
for the inc_sat method, since that image naturally has high saturation levels.

An interesting finding is that the results from BHS has smoother color leakages
than Denoise_net. The red at the plane’s tail seems smoother in the results from
BHS, and it probably has to do with the high chroma levels the neural network
produces.

Colornet performs well, but has trouble with the fruits and vegetables which can
assume different colors. It gets the baboon’s nose right, the face of the woman,
and even the tail of the airplane.

CBM3D performs very well on the images, especially where much noise has been
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added and the saturation has not been reduced much. This method is optimized
for noise reduction. Like the other methods (except for inc_sat) it does no effort
to increase the saturation, and it suffers especially where the added noise level is
low and the saturation has been reduced much.

5.3 A wider context

When a photographer, researcher, artist or anyone publishes images, it is some-
times expected of them to declare whether the image is an original or if it has
been altered with. Photo competitions sometimes do not allow image manipu-
lations, or the audience might expect the presented image to be unchanged. In
those cases it is important to be honest. The same goes for using Photoshop,
Gimp, or any other image improvement method, automatic or not. In most com-
mercials today it is known that the images are adjusted to look better and it is
usually considered OK to do that in that medium. The situation has to be taken
into consideration. If the best possible version of the image is what is sought,
then image manipulation of any kind is always ethical.





6
Conclusions

The purpose of the thesis is to examine the performance of a modified coloriza-
tion network on the task of image improvement, and how it performs compared
to some simpler methods, and the state of the art in image denoising.

The work has shown that denoising images using the proposed method is possi-
ble. It is however not successful in all cases, and does not compete evenly with
the state of the art methods. The results were worse than initially expected and
hoped for. The current state of the art methods seemed to perform well even on
images with reduced saturation. It was anticipated during the beginning of this
work that the proposed method would gain more on the CBM3D method during
these conditions.

This work could be of interest to researchers with similar ideas. Instead of doing
all the experiments themselves, this thesis could be used for reference.

6.1 Direction of further work

A possible way to improve the method for denoising could be to combine the
inc_sat method with the Denoise_net method in a pipeline.

The inc_sat method which unintelligently increases the saturation of all pixels
could be further developed to use statistics of natural images. One way to do
that could be to examine a lot of images to find a distribution of the saturation
of the pixels. Perhaps it is expected that an image has 10 % of the pixels fully
saturated, 10 % of the pixels saturated to 80 % and so on. The input image could
then be adjusted to fit that distribution, or to be nudged in the direction to be
more similar to that average distribution.
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