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Abstract

This report presents an application developed for evaluating the possi-
ble benefits of using audial support in a visualization application. A hy-
pothesis is presented where the idea is that sonification might help users
perceive densities in data-sets with large amounts of data points. The ap-
plication presents a scatterplot and a parallel coordinates plot. To both
plots audial support is added where the amplitude of the sound is used
for representing the amount of points in different areas of the plots. The
method is evaluated through user studies where ability to find maximum
points, finding equal densities and appreciation of the sounds is inves-
tigated. Quantitative and qualitative results show improvements when
finding maximum points in tight clusters both in parallel coordinates and
scatter plots. This is a first step when investigating this area of visualiza-
tion spurring further research.
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1 Introduction

When observing the world around us we do not solely rely on our eyes
but also our ears. Indeed by listening to a certain sound one can form a
mental model of what that sound represents. The sound of birds chirping
might bring to mind an early spring day while the sound of running en-
gines gives a feeling of a lively city or a road. Furthermore, the character
of a sound might give a certain impression. A sound in the lower frequen-
cies may communicate something heavy or powerful while a sound on
the other side of the spectrum may communicate something lighter. This
could possibly be used to give more information or clarity through a visu-
alization application.

In this day and age information bombards us every day. Data is collected
in every area of society. There is talk about big data as a phenomenon
and vital tool for moving mankind forward. Handling all this data and
making it easy to understand is a big challenge. This calls out for constant
evolution in the visualization field. Researchers all over the world work
day and night to come up with new revolutionary methods for represent-
ing data. To go as far as possible in this field new methods have to be
investigated.

The aim of the project: Audial Support for Visual Dense Data Display, is to
study whether sound as a medium can be used in visualization applica-
tions to improve the users perception of the data. The goal is to find a
solution where the sound in some way can make it easier for the user to
understand what is being presented on the screen. Sound can possibly
represent an extra dimension for the data or provide a more engaging ex-
perience.

Spence [1] states in accordance with the dictionary definition that to visu-
alize means to form a mental model or mental image of something. He
proceeds to make the following statement:
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Thus visualization is solely a human cognitive activity and has nothing to do with
computers. It should also be said at this point that the activity need not involve
visual experience, as might be suggested by the term ’visual’ in visualization, be-
cause sound and other sensory modalities - not only graphics - can be employed
to represent data .[1]

This statement supports the idea of creating a visualization model, using
sound to improve a representation of data. When representing data, the
focus is usually solely on using the visual medium. Visual feedback is fast
and images are often good for communicating with the user. However,
the idea of using audial support is often overlooked. Possibly because this
idea is practically unexplored. Including sound in conventional visualiza-
tions is not very common but could possibly be quite useful. As a com-
parison one could look at other areas such as film or video games, where
sound have been used extensively for years. In these mediums sound is
seen as an integral part to the experience and good sound design can give
a lot to the experience and tell a story in itself. Surely one could make a
case for that sound would indeed be helpful, even in more scientific areas
such as information visualization.

For the purpose of this project the aim is to answer the following question:

Can sound be used as a tool in a visualization implementation, in order to aid the
user in the understanding of density in a data set?

An implementation using sound for representing data densities is pre-
sented. The data is displayed using parallel coordinates and scatter plots.
For creating these displays, the method presented in [2] is used. This
method uses high precision textures to render the data for computational
efficient calculation. To this interaction is added, where audial response
is used to aid the user in the data exploration. The user is able to explore
the density of the data and compare different cluster densities through the
merging of different sounds. The application developed is then evaluated
through user tests where the users are prompted to perform a number of
different tasks. The result is displayed in section 4.
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2 Background

The task of making different types of data easily understandable has been
well studied throughout the years. Typically, the idea is to provide the
spectator a mental model of the whole picture of information using a fig-
ure which may or may not be interactive. One common problem in vi-
sualization modeling, in this case parallel coordinates and scatter plots, is
overplotting or overdraw. This is basically a situation where a very large
number of points are placed in a small space. Overplotting often leads to
loss of information and data representations that hide important informa-
tion from the user. Different techniques have been implemented to prevent
this problem. Furthermore, an interactive visualization environment is of-
ten used to allow the information seeker to filter data according to interest
and thus derive a more specific mental model.

While visual models such as figures and interactive models have been
used for many years, the aspect of sound implementation within infor-
mation visualization remains relatively unexplored. There have been im-
plementations where sound is used to provide the user some kind of inter-
active feedback when exploring the data set. However none of these have
considered the possibility to actually represent things such as density or
other properties of the data.

2.1 Parallel Coordinates

Parallel coordinates, which is the first technique implemented in this work,
is used for modeling high dimensional data [1]. When dealing with two di-
mensional data it is often sufficient to represent this with a regular scatter
plot, using two axes for representing two attributes of the data. However,
when extending into data of three dimensions or higher, regular scatter
plots will be hard or even impossible to implement. Parallel coordinates is
a method which solves this by placing all axes parallel to each other and
placing the values of each data item somewhere on each axis. To display
which points belong to the same data item, lines are drawn between each
point.
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Figure 1: Image representing a parallel coordinates display.

Parallel coordinates modeling is a beneficial method for showing relations
between variables and perceive patterns in a data set. However as with
most visualization models parallel coordinates displays may suffer when
rendering large amounts of data. The display may become cluttered and
cause difficulties interpreting the density of the plot. When many lines
converge to one value at one of the axes, this results in a very dense and
tight cluster. It may be hard to compare different clusters when display-
ing multiple clusters like this. One approach regularly used to improve
density perception in parallel coordinates displays is to render the lines
with opacity. Thus, when adding many lines together the pixels intensity
increases. However, in this case it may be hard for users to interpret the
opacities and connect these to the number of lines crossing in a pixel. An-
other method for revealing information in thick clusters is filtering of data
where lines are filtered out to reveal structure in thick clusters. Adding to
these are other techniques, as for example rearrangement of axes and ren-
dering parallel coordinates in three dimensions. These are however aimed
at revealing patterns and relations between axes rather than showing den-
sities in different areas of the plots.
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2.2 Scatter Plot

In extension to the parallel coordinates model within the application, a
scatter plot is also implemented in order to provide more opportunities
when it comes to data investigation. Briefly described, this method con-
sists of a two-dimensional figure (one x-axis and one y-axis), where data
points are plotted as dots somewhere within the boundaries of the axes.
Even if a data set consists of multiple dimensions and is visualized us-
ing a parallel coordinates model, it may still in some cases be of value to
be able to perform a deeper investigation of the relation between two axes.

Figure 2: Image representing a scatter plot display.

The scatter plot is a standard model for visualizing data containing two
attributes. It is widespread and fairly straightforward but has some down-
sides. One problematic situation may be separation of different variables
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in clusters. High densities of data may result in a cluttered display where
details are lost due to the amount of points being rendered. Just as in
parallel coordinates, opacity and alpha blending is used regularly to rep-
resent densities. If different points are rendered with different colors,
color blending might help to represent clusters containing both types of
points. Blending makes it possible to represent clusters where both types
are present. However one problem is that it is hard for the user to see how
the amount of the different points compare. Points of the first type might
also be drowned in a high density of the other, meaning loss of informa-
tion in the visualization.

2.3 Sound Design

When implementing audial support in a project like this, it is of necessity
to know some about sound and music theory. When using sound there are
a few aspects and tools to take into account. One of these aspects is the cul-
tural differences between possible users. Depending on which tones are
used together, the characteristics of the sounds may cause different user
experiences. In this project however, the field of application is limited,
hence cultural distinctions are not taken into account.

This implementation was as stated earlier kind of a first test on the possi-
bility to use sound to improve the user experience. Hence it was important
to make the sounds distinct and clear. Time and thought was also put on
making the sounds pleasant to listen to. However in an application like
this there needs to be balance between clarity and subtleness. The sounds
must be clear and easy for the user to hear and separate while avoiding
becoming annoying.

Perhaps the most universally understandable parameter of sound is the
amplitude, which is commonly thought of as the volume. This is mea-
sured in decibel (dB). Decibel is calculated[3] as in eq. (1):

dB = 20 · log
p

µ20Pa
(1)

In eq. (1), p = acoustic pressure in µPa or other and 20µPa = threshold of
human hearing as a reference value[3].
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2.4 Related Work

The idea of using sound in information visualization as described in this
report is practically totally unexplored. Therefore there is no obvious pre-
vious work that can be referenced. To improve cluttered scatter plots is
also a research area which is fairly unexplored. Parallel coordinates with
high density however is well studied. For sound, the most frequently ex-
plored area is the idea of using sound as an aid when navigating complex
data. This has been explored for example in scientific visualization in the
medical field. Sound can be used as feedback when moving through data.
Studies of related work have, with this in mind, been divided into two
categories. Related work in the area of cluttered data displays and related
work in using sound in visualization.

Johansson et al. [2] presents methods for representing clusters with large
amounts of data. The main contributions are high precision textures, trans-
fer function mapping and feature animation. A high precision texture is
used for fast rendering and user interaction with the data. One of the main
benefits of creating this type of texture is the possibility to have interaction
with and perform calculations on the data regardless of data size[2]. This
method is also implemented in the work presented in this report.

Clustering and overdraw in parallel coordinates is something that has
been, and still is being studied. When searching the web for articles on
this subject, one can quickly find a vast amount of information and re-
search. Some different areas that have been researched are reordering of
axes, filtering and the implementation of parallel coordinates in three di-
mensions [4, 5, 6, 7].

As opposed to parallel coordinates, dealing with overdraw in scatter plots
is far less investigated. However in [8], Mayorga and Gleicher [8] presents
a method for grouping points of data into clusters and representing these
points as smooth contours. This approach however is aiming at prevent-
ing cluttering of the display leading to information loss. Data is abstracted
in a controlled way. The direction for this implementation goes more into
the territory of comparing clusters rather than interpreting the number of
points and the actual density of the clusters.
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Salvador and Minghim [9] presents interaction tools with sonification func-
tions. The main focus in this article is how sound can be used in order to
improve interaction with data. This interaction model is made for scien-
tific visualization first and foremost. It is presented as a library for The
Visualization Toolkit (VTK). This library provides different functions for
data interaction supported by sound. Sound characteristics as pitch and
timbre can be used for different implementations.

Papachristodoulou et al. [10] explores how sound can enhance user nav-
igation through complex big data in a neural network, representing the
human brain. The ability to identify different regions of the brain by us-
ing different aspects of sound was researched. The tests where performed
in an immersive VR application. Papachristodoulou et al. [10] concludes
that sound can indeed be used to identify different regions and help users
localize in a complex environment such as the human brain.
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3 Method

3.1 Implementation of Visualization

The implementation was made using the OpenGL library. High precision
textures were implemented as in [2]. When visualizing a real data set,
as opposed to the synthetic data sets used in this application, clustering
is performed to group lines or points into separate clusters. However in
this case the clustering in itself is not interesting. The clusters are created
solely for the purpose of adding sound to different groups of data items.
With this in mind time could be spared by creating clusters separately and
loading these from separate text files. The clusters could then be easily
stored in separate textures making the handling of the data significantly
simpler.

3.1.1 Rendering on the GPU

The idea behind rendering to textures is that a lot of computations can
be made on the GPU before rendering the data. It also enables the pos-
sibility to perform visual effects on the data such as Gaussian blur. Since
this step is performed before the actual rendering, these operations are
only needed to be made once for each texture. This enables fast rendering
times, relieving the program of heavy computations in every frame. This
is especially important when enabling interaction with the data. It means
that the display loop only needs to render simple textures and lines for
the mouse markers and axes. If the points and lines would be rendered in
each frame, the program would be significantly heavier to run.

3.1.2 Creating Clusters

For the user studies it was preferred to have custom made data sets. The
reason for this was that the users should not be familiar with the data be-
forehand. If the data would be familiar to the test person, this could lead
to a better performance from the users. A task such as finding the area
with the highest density would be affected, if the test person already new
this from studying the data set in other applications.
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The custom clusters were generated in Matlab using the Statistics and Ma-
chine Learning Toolbox. The functions mvnrnd and normrnd was used
for creating normal random distributions in circle and ellipse forms. These
distributions could then be written to text files which are read in the ap-
plication. Ten different clusters were generated using Matlab. The idea
was to generate clusters of different spreading and orientation to be able
to investigate a wide variation of scenarios.
Each individual cluster used for the scatter plot consisted of 10000 data
points in different orientations, spreading and placement. This amount
of data seemed to be just enough in order to provide interesting and full
patterns without the side effect of overplotting interfering the visualiza-
tion. As for the parallel coordinates, 1200 data points were used for every
individual cluster.
The application reads the text files containing the cluster data and displays
two clusters at the same time. These clusters should preferably overlap to
some extent for the purpose of the study.

3.1.3 Creating the Density Textures

The texture creation was implemented as in [2]. The basic idea behind
using textures for the visualization, is that each pixel in the texture stores
information about how many lines or points is sharing said pixel. The
texture is the same size as the window. This means that every pixel in
the texture represents the same pixel in the window. Using shaders, this
process can be performed on the GPU. The GPU allows for running many
more threads at the same time compared to the CPU, speeding up the pro-
cess greatly. This is an absolute necessity to allow for interaction with large
data sets. When data has been saved to the textures a simple operation can
be made to copy the data into an array and use this array as a reference
when fetching values from interacting with the display. The process of the
texture creation is described in detail below.

The data set is loaded into an array. Since it may contain values in sev-
eral different ranges, a normalization has to be performed to have all axes
normalized between 0-1. This is done using feature scaling as in eq. (2):

y′ =
y − min(y)

max(y)− min(y)
(2)
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In eq. (2), y′ is the new scaled y where min and max are the minimum
and maximum values in this dimension. These are the total minimum
and maximum values from the two clusters displayed in the same plot.
If the clusters would be normalized separately, this would lead to both
clusters ranging from 0-1. Thus the clusters would not be separated in a
good enough way. The data is then sent as vertices to the shaders. In the
first pass of drawing, the fbo containing the texture is bound as the ren-
dering target. Additive blending is used in the shaders to add up pixels
in the texture. The texture acquired from this operation can then be used
for gaining information about the data set. Each pixel in the texture con-
tains information about how many lines or points, if any, goes through
this pixel. For the possibility to have dense data sets with a large amount
of intersecting lines or pixels, high precision textures are used. The high
precision texture[2] can be defined as in eq. (3)

T = tm,n ∈ N with tm,n < 2B and B > 8 (3)

In eq. (3), B is the precision of the texture [2]. This gives 2B different in-
tensity levels. The higher the precision, the more lines or points can be
represented as lying on top of each other, without risk of saturation. In
this implementation a 32 bit floating point texture is used.

To be able to separate clusters visually and audibly two separate textures
are created both in the parallel coordinates display and for the scatter plot.
In other words in the parallel coordinates display each cluster has its own
texture. The same goes for the scatter plot.

3.1.4 Rendering

The lines in the parallel coordinates display are rendered as line strips. The
points belonging to the same data item are connected along the neighbor-
ing axes. The visualization is enhanced with anti aliasing using a Gaus-
sian filter kernel. For optimization reasons, this step is performed before
the rendering loop. To determine the intensity of each pixel, a logarith-
mic function is used. The purpose of using a logarithmic function, is that
even individual lines should be visible. If a linear function would be used
single lines would be so dark that the user would not be able to see them.
Since the textures only contain a red channel for the density in each pixel
the textures can be combined into one single RG-texture which then con-
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tains information about both clusters in each pixel. In this step anti-aliasing
is performed. The last step is performed in the display loop.

For comparison aspects, it is of high importance that the clusters give a
similar impression when it comes to lightness. Furthermore, they need to
provide a third color that is perceived by the spectator as a natural mix
between the two colors when blending appears.
A green and purple color was chosen for the clusters. When using two
different colors in an application like this, it is important that both colors
give the same perception of lightness [11]. A darker color might give an
impression of a higher density in in a visualization like the ones used in
this project. With this in mind the colors where chosen to have the same
perception of lightness. In clusters with large amounts of points a darker
color might hide details when using color blending. It is thus appropriate
to use lighter colors. On the other hand, lighter colors may result in diffi-
culty to distinguish singular points. However the focus of this application
lay in searching through high density clusters. Therefore it was most ap-
propriate to use lighter colors. Therefore The following RGB-values where
derived:

Green: 64, 255, 64
Purple: 255, 64, 255

In this step the texture containing the clusters is sampled and colors are
blended together with the density in each pixel providing the final color.

3.2 Sampling the Textures

In order to be able to investigate the benefits of the audial support within
the implementation, it is essential for the user to be able to interact with
the data. The interaction was made using the GLUT library. GLUT con-
tains utility functions for registering mouse and keyboard interaction.

To set the sound volume it is necessary to know the density in every pixel
of the textures. The textures are copied into arrays containing the value
of every pixel in the texture. Here it is important to underline that the
textures used are the original density textures. These textures are sim-
ply textures storing the density in each position without anti aliasing or
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any other processing. When the user moves the mouse or places markers
over the plot a position is sent to the program. This position is then used
to sample the texture array, giving a density value for the specific position.

In order to eliminate outliers caused by human errors, a sort of aim assist
is used. Since the markers are manually placed in a region within the plot,
there is always a risk of slipping which may cause an undesired result
from the density sampling. Therefore, the program automatically chooses
the best spot after placement by scanning through the whole square. It
then proceeds to set the middle spot of the square at the highest value of
the sampled region. This provides a more accurate result as the middle
of the square is the spot that contributes the most to the audio due to the
Gaussian filter.

3.3 Audial Support

Sound has been implemented using the OpenAL library. Audio is played
depending on the intensity of the pixel the mouse cursor points at. For eas-
ier use the sound is calculated for a surrounding area of the pixel rather
than the exact pixel the user points at. Since the sounds were produced
to create a specific beat when played together, the sound volume is auto-
mated and turned on/off rather than reloading the sounds. Reloading the
sounds, in this case, would cause them to become out of sync beat-wise
which would confuse the user. To make the software suitable for a group
of people, the sounds are played in mono. This makes the software ap-
plicable not only to people with good hearing, but also to those who may
suffer from impaired hearing on one ear.

The two composed sounds used in the application differ in pitch as well
as in meter, but are tuned and in the same tempo. The pitches used were
C (fundamental frequency of 261Hz) and G (fundamental frequency of
390.5Hz). The best sounding interval of two tones, at least for ears accus-
tomed to the western tonality, is the pure octave, which is a doubling of
the frequency. However, tones with that interval might be hard to sepa-
rate, therefore the interval used was a fifth, thus creating a rather pleasant
but still separable interval [12]. The tempo used was set to 70 bpm, and the
different meters of the sounds created a rhythm that further enhanced the
perception of, as well as the distinction between the two sounds. It was
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assumed that these sounds could create responses by means of harmony,
rhythm and amplitude; illustrating the density of, as well as the blend be-
tween, data variables. The sounds were also normalized to perceptually
have the same loudness – this to present a balanced mix when played to-
gether and prevent the undesired effect of a lower frequency sound mask-
ing a higher frequency sound.

3.4 Perceptional Test of Produced Sounds

A test study was required as a base for which amplitudes and tones would
be fitting for the application. This was implemented as a Matlab user in-
terface where two different sounds were played. The listener was asked
to give feedback on if the change was audible. The test was performed on
10 different people and consisted of three different tasks for each person.

3.4.1 Task 1

The aim of the first task was to investigate whether the user was able to
recognize difference between the produced sounds. In 10 runs, with the
sounds being played individually in different combinations in a total of
three times (e.g. sound1, sound2, sound1 or sound2, sound2, sound1),
the test person was asked to select which sound diverged from the other
two. The documented results from this task showed that the sounds were
clearly distinguishable. Out of all 10 people performing the test, only one
made a mistake. So out of 100 runs in total, one error occurred. Due to
being performed by humans, it is important to keep in mind that careless
mistakes may occur – which probably was the case here.

3.4.2 Task 2

The second task was designed to test perceivable differences regarding
amplitude of the sounds. The sounds were played in series like in task
1, but with only one sound per run and one diverging amplitude (e.g.
sound1 5dB, sound1 5dB, sound1 6dB – the last being the diverging am-
plitude within this run). The results derived from this task showed that on
average, people could perceive amplitude modifications in steps of as low
as 2.05dB. The average number was derived from 100 runs (10 people with
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10 runs each), and with this result, it may seem reasonable to presume that
almost any person will be able to perceive steps of 3.0dB.

3.4.3 Task 3

The third and final task of the audial test was to mix the two sounds
together in a mono-signal and varying the amplitude of the individual
sounds. The aim of this task was to investigate the possibility of separat-
ing the two sounds when played simultaneously. The test showed that on
average, one could perceive an amplitude difference of 17.19dB between
the two sounds.

3.5 Deciding the Sound Volume

In order to set a specific level of sound volume within the visualization, a
Gaussian blur filter is used. A kernel equally large as the squares are calcu-
lated, and then used to weight the corresponding pixel points within the
squares. The density values of the texture as covered within the squares
are sampled and used for the calculations. Using Gaussian filtering, the
middle point of the square will have the largest impact on the sound, since
maximum value of the kernel is found in the middle.

G(x, y) =
1

2πσ2
e
−

x2+y2

2σ2 (4)

A kernel used for the weighting is calculated using equation 4. Using the
setup for a 5x5 kernel with σ = 1.0 provides the structure as seen in eq. (5).













0.00291502 0.0130642 0.0215393 0.0130642 0.00291502
0.0130642 0.0585498 0.0965324 0.0585498 0.0130642
0.0215393 0.0965324 0.159155 0.0965324 0.0215393
0.0130642 0.0585498 0.0965324 0.0585498 0.0130642
0.00291502 0.0130642 0.0215393 0.0130642 0.00291502













(5)

3.5.1 Scaling the Sound Steps

Since the purpose of using sounds is to provide a quick overview rather
than an exact representation of the density, it is not necessary to have an
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infinite precision when it comes to setting the sound volume. It is more ap-
propriate to have a scaling system, so that the user clearly perceive the dif-
ference when comparing two regions. Since the perceptional tests showed
that users generally could perceive steps larger than 2.0 dB, the step was
set to 4.0 db. Using this step, it can be presumed that almost any user is
able to tell the difference in sound level. Starting at the standard ampli-
tude, the sounds are reduced by steps of 4.0 db, with a maximum of ten
steps – the number of steps depend on the density of the regarded region.
The testing was done on a laptop of model ASUS ZenBook UX303L set
with 80 percent sound volume in Ubuntu 14.04.4 LTS. As for the sound
source, a pair of headphones of model Beyerdynamic DT770 Pro 80 Ohm
were used.
To determine where on the scale to set the sound level, the density is de-
cided with the Gaussian filter from eq. (5). This value is then compared
to the maximum density in the plot giving a factor. By using a hash table
this factor gives an element from the the sound array. For example if the
sound for a region is a factor of 0.9 of the maximum sound in the plot, this
gives the second loudest possible sound.

3.6 Evaluation of the Application

User tests where performed to evaluate the application. The goal of these
tests was to learn whether the audial support would enhance the user per-
formance in any way, when doing a set of different tasks. Both the scatter
plot and the parallel coordinates display were evaluated. The evaluation
proceeded in two steps. The first step consisted of a test of the application,
where the users were asked to perform a number of different tasks. In the
second part, the users answered five questions grading statements on a
Likert scale.

The user test was performed with 20 participants included. The tasks pre-
sented for the user were the following:

• Find maximum density of the green cluster.

• Find maximum density of the purple cluster.

• With the purple marker placed in the purple cluster, find area in
green cluster with equal density to that of the purple cluster within
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the purple marker.

All of these tasks were performed both with and without sound and both
in the parallel coordinates plot and in the scatter plot. Before taking the
actual test, each participant was given instructions on how the test would
be performed. Furthermore, a tutorial was presented, where each task
was presented with a plot made for tutorial use only. In the actual test
each task was performed in five different plots. Each plot presented both
a green and a purple cluster. The same plots were presented both with and
without sound. This gave a total number of 60 plots for the participants to
study. When doing this kind of test one risk is that the person taking the
test will perform better from having seen the plots one time previous or
just from getting used to the tasks. This risk was avoided by dividing the
users into four different groups with five people in each:

• The first group started with the parallel coordinates plot with audial
support and then without audial support. After that they moved on
to the scatter plot with audial support and then the same without
audial support.

• The second group started, as the first group, with the parallel coor-
dinates plot. However in this case the order was switched so that the
sound was disabled at first and then enabled. After this, the scatter
plot was shown with audial support disabled and in the last run the
sound was enabled again.

• The third group was given a scatter plot with sound enabled to begin
with. Then scatter plot with sound disabled and after that, the same
for the parallel coordinates plot.

• The last group had the same order of the plots while the order of
audial support was switched as in the second group.

For every plot the response time was measured. The result from the test
was sent to a text file. Each test gave a unique text file. For finding the
maximum value the text logged the actual max value, how close the user
came to this value in percentage and the response time. For finding the
equal density, the relation of the two clusters were saved in percentage,
as for example 70% of the green cluster vs 30% of the purple one. The
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response time was also sent to the text file. The result was then analyzed
and plots were made from the result. The result is displayed in figs. 6 to 8
in section 4.2.

The Likert evaluation was made giving five statements for the users to
respond to. For every statement, the user was asked to give a grade from
1 (strongly disagree) to 5 (strongly agree). The five statements where the
following:

• The sounds assisted in perceiving density of specific spots within the
parallel coordinates.

• The sounds assisted in separating the purple and green cluster in the
parallel coordinates.

• The sounds assisted in perceiving density of specific spots within the
scatter plot.

• The sounds assisted in separating the purple and green cluster in the
scatter plot.

• The sounds were pleasant to listen to.

Two of the statements where specific for the parallel coordinates display,
two for the scatter plot and one considering the application in general. The
users had to respond to these in the same order as the test proceeded. So
the statements regarding the parallel coordinates display were answered
directly after that part of the test and the statements regarding the scat-
ter plots were answered directly after that part of the test. The reason for
this was to prevent the users from forgetting their experience of that spe-
cific part of the test. Since the last statement regarded the application in
general, it was answered after the test was finished.
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4 Result

The result consists of two parts. The resulting application and the data
collected from the users tests.

4.1 The Application

The application displays two different types of plots from a number of
different data sets. One is a parallel coordinates display and the other a
scatter plot. Both of the displays shows two clusters. The application is
tailored for the user tests. The parallel coordinates display shows a three
dimensional data set while the scatter plots shows a regular scatter plot.
Both displays contains two differently colored clusters. Both plots are dis-
played with axes to show the data range.

The user interacts with the plots by moving the mouse marker in the ap-
plication window. Both sounds are played continuously by sampling the
area in the marker from the two textures. Each cluster has a sound asso-
ciated with it. The density of the lines and points contained within the
marker determines the volume of the sound. Consider a situation where,
for example, the amount of green points are double the amount of purple
points within the marker. In this case, the sound from the green cluster
should be perceived as roughly two times as loud, as the sound of the
purple cluster.

By pressing F8 the user is presented with a tutorial where each different
task is presented. When pressing F12 the actual test is presented. The
participant is then guided through the test. The task to be performed is
presented in the top of the window. A total number of five plots for the
parallel coordinates display and an additional five plots for the scatter plot
display are presented. The user chooses an area and samples this area with
the mouse marker. To choose an area the user presses the enter button.
For each subtask (each plot), the time is measured in milliseconds. After
responding to each task, a pause screen is triggered. Here the user is able
to take a break before continuing the test. When the test is done, the result
is reported and outputted to a text file.
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Figure 3: The parallel coordinates display with the green sampling marker
placed in the green cluster.

Figure 4: The parallel coordinates display with the purple and green mark-
ers placed in their respective clusters.
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Figure 5: The scatter plot with the purple marker placed in the lower left
of the purple cluster.

4.2 User Studies

The result from the user studies are presented in figs. 6 to 8.
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Figure 6: The accuracy from finding the maximum density with audial
support disabled (left) and audial support enabled (right).

As can be seen in fig. 6 the accuracy when searching for the maximum
density in the plots was significantly improved with audial support en-
abled. When disabled the mean value was 81.6% while the result from
the same task with audial support enabled was 85.5%. Accuracy was an-
alyzed with a repeated measures ANOVA with one within-subject factor,
sonification (no sonification, sonification). A main effect of sonification
was found (F(1,39) = 12.34, p = 0.001).
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Figure 7: The response time with audial support disabled (left) and audial
support enabled (right).

The mean response time for performing the tasks with audial support dis-
abled was 9.6 seconds, while enabling audial support gave a response time
of 20.6 seconds. The response time was analyzed with a repeated measures
ANOVA with one within-subject factor sonification(no sonification, sonifi-
cation). A main effect of sonification was found (F(1,39) = 49.16, p < 0.001).
In other words sonification gave a significantly longer response time.

The result from the user studies showed no correlation between sonifi-
cation and finding equal density apart from increased time consumption
with audial support enabled.
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Figure 8: The results gained from the Likert evaluation.

The indication from the Likert evaluation is that the users found the audial
support helpful for perceiving density within the plots (mean value 4.1,
range 3 to 5). The users where neutral, towards positive, to listening to the
sounds (mean value 3.7, range 2 to 5).
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5 Discussion

According to the results of the study, audial support can be applied to
improve the perception of density – both regarding scatter plot and par-
allel coordinates. This due to the fact that accuracy increased when the
tests were performed with audial support, and more specifically for the
task of finding the highest dense area of clusters. However, looking at the
test results, it seems like the increase of accuracy generally correlates to an
increase of time.

5.1 Effect on Accuracy and Time

When it comes to the effect on time consumption and accuracy with au-
dial support, the result logs clearly show that it has an impact on both
factors. Looking at fig. 6, it is clear that the accuracy was improved with
audial support. However, fig. 7 clearly shows that the impact on time con-
sumption was much higher in relation to the accuracy improvement. In
many cases it seems as though the time has doubled. One of the things
that multiple test persons commented on was the fact that the audial sup-
port seemed to make it easier to find the maximum density. This may have
multiple explanations – one being that the user is offered a higher preci-
sion and therefore tend to be more thorough when investigating the data.
When running the application without sound, the user may consider a re-
sult good enough just based on the visual representation. This is also most
certainly the explanation to the larger time consumption. To find a dense
area just visually is a fairly quick process.
As for the task of matching equally dense areas, no significant correlation
between accuracy and audial support was discovered. One reason for this
may be the test person’s hearing ability. This goes especially for the com-
parison between regions of lower density. The lower the density is, the
lower the audio becomes – this demands a higher hearing capability and
skills in separating sounds. And due to the statically set sound volume of
the headphones, the low dense areas tend to produce rather low sounds.
Furthermore, as the sound intensity decreases, there will be a bigger im-
pact of disturbance such as background noise.
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5.2 Effect on User Experience

Looking at the users appreciation of the sounds displayed in fig. 8, the
result is varying. This is of course a highly subjective question. Some
people will likely not appreciate having sound being played at all. Oth-
ers may find it fun and more engaging. This is something that would be
of higher importance in future implementations. However while being a
relevant question, further investigation into how to provide a universally
appreciable sound is not the most important area to focus on at this mo-
ment. The response on experienced benefit, also displayed in fig. 8, is more
positive. Most users experienced a benefit from having audial support.
Furthermore there where no users responding negative in this question.
This is also supported by the result from the user tests displayed in fig. 6.
One may question the relevance of this query since the user tests already
show that the users perform better from having audial support enabled.
However this is an important aspect for example when motivating further
research. If the users actually feel like they are helped by the sounds, they
will be more susceptible to audial support in visualizations. More suscep-
tible users, will likely lead to better results.

5.3 Alternative Solutions and Ideas

During the short discussions after the tests, some test persons expressed
their opinions about the whole experience and in some cases more specif-
ically about the choice of audio representation. One common standpoint
regarded the mix of the sounds during the task of finding equally dense
areas. Generally, people found this task confusing and had difficulties in
understanding which sound belonged to which cluster. This task could
have been designed differently. For instance, some test persons had the
same idea of providing to the user the possibility of switching sounds on
and off, as opposed to having them being played continuously. For exam-
ple, one possibility would be to present one button for each sound and use
the same color as their respective clusters. This would clarify which sound
belongs to which cluster and also make it possible to turn a sound off if the
user finds the mix between them unclear. Some participants brought for-
ward the idea of actually using the same sound for both clusters. Then by
choosing which cluster would play it might be easier to hear if the sound
changes in loudness when switching between clusters.
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Depending on the type of sound implementation one has to take into ac-
count the musical experience of the regarded user. Even though infor-
mation about each individual’s musical experience was not asked for in
the tests, it seemed like some test persons with basic knowledge within
sound physics and/or musical knowledge found it easier to perform the
tasks. One person in particular suggested changing the type of sound rep-
resentation to having the two sounds automated by pitch depending on
the density. This would mean that a very high dense area would provide
a highly pitched sound and an equally dense area between the clusters
would result in the same pitch.

There are clearly other ways of displaying features such as densities in a
data set. One could ponder the idea of actually in text displaying the den-
sity of the region the user investigates. However then this would have to
be made so that one avoids cluttering the display even further. In this case
the display is already cluttered. One upside of sound is that the display
remains unaffected by using sound. One can focus on what is displayed
in the plot rather than something being shown in text added to the display.

One thing discussed in the idea stage of the work was the possibility of us-
ing sound to represent a separate attribute. This could possibly be made
in a regular scatter plot. To provide a simple example, one could inves-
tigate the relation between height and bodyweight in a group of people.
The x-axis could represent weight and the y-axis height. The sound could
present age in steps of ten years or maybe sex of the test person. This could
be interesting however the idea of adding sound as an additional support
for something already represented visually is probably more sensible. It
may be hard to get a good picture of an attribute just from using sounds.
Furthermore as mentioned before sound is not good at high precision of
single data items but rather relations between different clusters.
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6 Conclusion and Future Work

In this project we set out to answer the following question:

Can sound be used as a tool in a visualization implementation, in order to aid the
user in the understanding of density in a data set?

Our studies give a clear indication to that the answer to this question is
yes. The average user performance when searching for maximum densi-
ties was significantly improved from using audial support. This result in
itself shows that there is incentive for using audial support in visualiza-
tion. However this work has been merely the first stroke of the oars, in
discovering these uncharted waters. Sound as a medium is of course an
extensive and potent tool available in visualization. Our implementation
clearly shows that sound can be implemented in a way that enhances the
process of data investigation. Since this is a first step in researching this
area, a vast amount of further research can be made on how to improve
the implementation. This groundbreaking work may be the opening of
the gates to a whole new world of science.

It is also important to note that the application developed in this project is
not one suitable for use in real data investigation. The sounds produced
were, while made to be pleasant to listen to, first and foremost designed to
be clear and good representations of the data. The user experience would
have to be in greater focus in a real product. It would be necessary to take
into account the amount of time the users would listen to the sounds. If
the user would listen to the sounds for a long period of time, it would be
essential to have a bit more discrete sounds. Use in real commercial prod-
ucts is however probably quite some time away in the future.

There are many directions to be taken in future research. However one
has to remember that sound should never be used as an exact represen-
tation for data values. The precision to be gained from audial support is
limited and varies depending on the user. Therefore a good approach as
used in this project is the step design where sounds are decided in steps as
from 0-10. If one would directly translate the density to sound amplitude
it is hard to distinguish different densities. This is also supported by the

30



results from the user studies of the sounds used presented in section 3.4.
The steps used should be designed after least distinguishable amplitude
difference plus a small margin.

Another approach would be to investigate other possibilities and param-
eters of sound. This may include for example pitch. It could be relevant
to evaluate if there is any other sound parameter that would work better
for representing densities. Finding equal density was a task where sound
did not seem beneficial. Since this is hard even without sound it is still
interesting to see if there is any other way to implement this to actually
have the users perform better in this task.

In this work we chose to focus on the ability of the users to interpret den-
sity in the visualizations. Another common task for users in parallel co-
ordinates displays is to find relations in the data. By studying the plots
the users try to find patterns in the data. Audial support could possibly
be implemented in an application where the sound instead would in some
way represent relations between axes. One possible solution might be us-
ing pitch to represent the lines between the axes. One could follow the
midpoint of the clusters and represent these with the pitch of the sound.
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7 Tools

• C++ language used for the implementation.

• OpenGL version 3.3, used for graphics rendering, texture handling
and framebuffer objects.

• GLSL version 3.30, for shaders.

• GLUT used for window handling and user interaction.

• OpenAL version 1.1, used for loading and playing audio.

• Matlab used for creating test application for sound perception among
users and creating custom clusters.

• The Statistics and Machine Learning Toolbox add on for Matlab. For
random distribution functions used for cluster creation.
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