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Abstract

In this thesis speed estimation of wheeled indoor vehicles based on vibrations
in the wheels is studied. Suitable applications include localization on wheeled
indoor equipment, where wheel speed sensors are impractical or cannot be in-
stalled. Utilizing the inertial measurement unit installed on a tag, the accelerom-
eters can provide information about the fundamental frequency and harmonics
of the wheel. The information is provided through the vibration components,
embedded in the accelerometer signal, and the speed of the vehicle is propor-
tional to the fundamental frequency. To enable inertial navigation of the vehicle
a Kalman filter is used, allowing estimations to be performed in the time domain.
In addition to tracking the frequency of the wheels, the accelerometers are used
to track fast speed variations and detect stand still. Compared to inertial naviga-
tion which has a cubic positioning drift over time, this setup limits the drift to be
linear in time. The proposed inertial navigation system is evaluated on datasets
recorded in a proof of concept environment, performing continuous frequency
tracking with a low average error rate.
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1
Introduction

Can the speed of smaller vehicles, such as forklifts, be tracked using vibration
analysis?

It has been observed that a vibration component, hidden in the accelerometer
data, can be related to the angular velocity of the vehicle’s wheels [9]. In this
thesis, the phenomenon of vibration components that arise when a vehicle is in
motion, is investigated. An estimation algorithm that estimates the angular veloc-
ity, or frequency, of the wheels is presented that solely relies on the data provided
from the accelerometers.

A preview of the information that is embedded in the accelerometer data is pre-
sented in Figure 1.1.

1.1 Background

Senion is a company that develops indoor positioning systems. The systems al-
lows the user to use a mobile phone to perform the positioning, with the help
of beacons spread out in the building of interest. A relatively new product that
Senion provides consists of beacons, a tag and a server. The beacons send signals
continuously with the technology called Bluetooth low energy, or ble, that the
tag receives, when it is close enough. The tag then sends the information to the
server, which in turn calculates the position of the tag using this information. A
setup where the tag is placed on a forklift is depicted in Figure 1.2.

The server can also perform tracking of the tag, using the positioning informa-
tion. However, the tracking could be improved by using more sensors than just

1
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(a) Raw, y-axis acceleration data.
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Figure 1.1: Preview of a collected measurement dataset. The left plot does
not provide any information about the angular velocity of the wheels, to
the naked eye. However, the relation of the signal and frequency spectrum
provides a better picture of what is happening in the accelerometer.

Tag

S

Figure 1.2: The beacons are the objects placed in the top and the top right
corner. The server is the light blue object marked with S and the tag is the
green object placed on the forklift, marked with Tag.
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the radio measurements. One way to improve the tracking would be to also in-
corporate the speed of the forklift in the motion model, thus providing more
information to the filter. Most forklifts today do not have a wheel speed sensor,
and even the ones that have, do not have a proper way of communicating this
information with Senion’s system.

The origin for this thesis idea was that Senion wanted a way to allow the server to
gain knowledge about the speed, thus improving the tracking of the tag-equipped
forklift. An imu is installed onboard the tag, providing information about how
the tag perceives its environment.

1.2 Proof of Concept Environment

The office of Senion is not a suitable environment to drive around in with a fork-
lift. As a proof of concept vehicle, the forklift was thus replaced with a shelf cart.
Furthermore, the tag was not completely ready to provide the imu data. Instead,
a mobile phone was used as the data collector.

This proved to be a suitable setup as a proof of concept environment. In the
thesis all measurements and investigations are based on this environment. The
measurement setup and data collection, test environment are presented in more
detail in Appendix B.

1.3 Thesis Outline

Chapter 2 is preambled with analysis on the wheels in the frequency domain and
then a first version of an estimation algorithm, in the time domain, is presented.
In Chapter 3 the estimation algorithm is extended, to suit a wider use case. Chap-
ter 4 summarizes the result and presents possible future work.





2
Frequency based wheel speed

estimation

As suggested in the introduction, see Chapter 1, vibration components can be
revealed from the accelerometer data of a vehicle. In this chapter, the accelerom-
eter data from collected datasets will be analyzed, in order to determine if such a
way of tracking the speed is viable.

In the frequency analysis all three available axes from the accelerometers will be
analyzed, namely the x, y and z-axis. The raw data from the x-axis accelerometer
is denoted by ax, the raw data from the y-axis is denoted by ay and lastly, the
raw data from the z-axis is denoted by az. The cart is pushed in the x-axis direc-
tion, which is referred to as the longitudinal direction, the y-axis is referred to
as the lateral direction and the z-axis is referred to as the vertical direction. See
Figure 2.1 for definitions of axes, with respect to the shelf cart.

vx

y = lateral

x = longitudinal

z = vertical

Figure 2.1: Simplified visualization of the measurement setup and definition
of axes.

2.1 Spectral Estimation

An initial study was made to decide what axis, or axes, to use as provider of
data to the vibration analysis. In this study, the known fundamental frequency

5
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was measured to be ωgt ≈ 12.2 rad/s, in a dataset with relatively constant speed.
With a fundamental frequency of ωgt ≈ 12.2 rad/s, the first two higher harmon-
ics should be ω ≈ 24.4 and ω ≈ 36.6 rad/s, respectively. Figure 2.2 shows the
spectrums of the accelerometer data of the corresponding axes. To remove the
dc component from the spectrum the mean of each accelerometer data, for the
different axes, was removed before plotting the spectrums.
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of the spectrum of the ac-
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Figure 2.2: The red dashed lines represent the true fundamental frequency
and two higher harmonics. The spectrum the mean from each dataset was
removed, effectively removing a dc component.

In the spectrum of the x-axis, see Figure 2.2a, there is a high amount of noise
at lower frequencies and the amplitude of the true frequency is smaller than of
the noise. In the spectrum of the y-axis, see Figure 2.2b, the fundamental fre-
quency and the two first harmonics definitely stands out from the surrounding
noise. Finally, in the spectrum of the z-axis, see Figure 2.2c, the fundamental
frequency and the first harmonic are relatively clear. However, there are several
surrounding noise components with similar amplitude as the fundamental fre-
quency component.

The conclusions from the initial study was that the y-axis appeared to be the
best choice of data provider for the vibration analysis. The x-axis was deemed
not suitable for detecting vibrations, and the z-axis was discarded due to neigh-
bouring noise components that could potentially cause ambiguity for frequency
estimation.

Additionally, the initial study suggests that spectral estimation of the fundamen-
tal frequency is viable for the given data. The true fundamental frequency and
higher harmonics stand out as frequency peaks in the spectrums, especially in the
y-axis spectrum, see Figure 2.2b. However, removing the corresponding mean
from the data to remove the dc component is slightly impractical and still keeps
noise around at lower frequencies. Another approach is to instead use a Butter-
worth hp filter to remove the dc component and the noise, with relatively high
amplitude at low frequencies, as well. The hp filter is of order 2 and has a cut-off
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frequency of ωhp = 4 rad/s. The transfer function for the hp filter is given by

Hhp(z) =
0.972z2 − 1.944z + 0.972
z2 − 1.943z + 0.945

, (2.1)

see [8] for the definition and construction of a Butterworth filter.

Figure 2.3 illustrates how the spectrum is influenced by the pre-filtering using
a hp filter. The dc-component, see Figure 2.3a, is of much greater amplitude
than the information of interest, which could potentially cause ambiguity for an
estimation filter. Using the implementation of the Butterworth hp filter given in
(2.1) the dc-component is removed, see Figure 2.3b.
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(b) Spectrum of pre-filtered acceleration
data, after pre-filtering with a hp filter.

Figure 2.3: Illustration of how a Butterworth hp filter influences the spec-
trum of the acceleration data. Note the difference on the amplitude axes.

A signal with know properties was created that can be used as benchmark later
in the report. The signal was simulated as a sum of three cosines where the
first cosine represented the fundamental harmonic motion, with the fundamental
frequency

ω0 = 1.45 · (2π) rad/s = 9.11 rad/s, (2.2)

and two higher harmonics, i.e.

ωi = i ·ω0, i = 1, 2, 3, (2.3)

with the amplitudes
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Ai = 0.4 + i
1

10
, i = 1, 2, 3, (2.4)

creating the input signal

S =
3∑
n=1

An cos(nω0k), (2.5)

where the vector k represents a sampling frequency of 100 Hz. However, the
measured signal shown in Figure 1.1a is not a clean sum of cosines without noise.
To make the simulated input signal more realistic, noise was also added to the
signal,

S =
3∑
n=1

(An + ek,1) cos(nω0k + ek,2) + ek,3, (2.6)

where ek,1 ∼ U (−0.2, 0.2) represents uniformly distributed noise added to the am-
plitude of the cosines and the noise terms ek,2 ∼ N (0, 0.01) and ek,3 ∼ N (0, 0.04)
represents additive Gaussian noise. The signal, S, is referred to as simulated
input signal.

The resulting plot of the simulated input signal and the corresponding spectrum
is shown in Figure 2.4. The data cursors in Figure 2.4b highlight the amplitude
and frequencies, of the given signal in (2.6).
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Figure 2.4: Spectral analysis of a predefined signal, with incorporated noise
to be more realistic. The noisy simulated input signal is given by (2.6).
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2.2 Spectrogram

In this section it will be investigated whether the time variations, of the funda-
mental frequency contained in the acceleration data, can be tracked from esti-
mating batches of data. A way to examine the signal, for this purpose, is to plot
the spectrogram of the signal. The spectrogram of a measurement with the true
frequency ω ≈ 9.5 rad/s (f ≈ 1.5 Hz) is shown in Figure 2.5. The spectrogram
shown in Figure 2.5a, is from hp pre-filtered acceleration data, it is clear in the
plot that much of the signal energy lies at frequencies above ω = 50 rad/s (f = 8
Hz). The information in the signal below this frequency should be enough to per-
form frequency estimation, as up to four harmonics is contained below ω = 50
rad/s. Therefore, the hp pre-filter was replaced with a Butterworth bp filter of
order 2, with cut-off off frequencies ωbp

1 = 4 and ω
bp
2 = 50 rad/s. The transfer

function of the bp filter is given by

Hbp(z) =
0.0396z4 − 0.0791z2 + 0.0396

z4 − 3.330z3 + 4.192z2 − 2.384z + 0.522
, (2.7)

and the spectrogram of the acceleration data when pre-filtered with the bp filter
is shown in Figure 2.5b. At the frequency f ≈ 1.5 Hz (ω ≈ 9.5 rad/s) considerably
more signal energy can be seen, suggesting it is possible to track time variations
in smaller batches.

(a) Spectrogram of measured data with
hp pre-filtering.

(b) Spectrogram of measured data with
bp pre-filtering.

Figure 2.5: Spectrogram of the acceleration data after different types of pre-
filtering is applied to the raw signal.

For reference, the spectrogram of the predefined benchmark signal, given in
(2.6), is plotted in Figure 2.6. The predefined frequencies, given in (2.3) (fi =
i · 1.45 Hz, i = 1, 2, 3), are clear in the spectrogram.
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Figure 2.6: Spectrogram of the signal predefined in (2.6). The raw signal is
plotted in Figure 2.4a.

2.3 Model Based Frequency Tracking

As shown in Figure 2.3 and discussed so far in this chapter, there seems to be clear
information about the frequency of the wheels of the cart in the acceleration data.
A way of modeling the information contained after the bp pre-filtering from (2.7)
is applied to the raw acceleration data, ay, is proposed in this section.

The same acceleration data shown in Figure 2.3, but with bp pre-filtering instead,
is shown in Figure 2.7, where the fundamental frequency and two higher harmon-
ics are definitely clear.
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Figure 2.7: The spectrum of the acceleration data, with bp pre-filtering. The
fundamental frequency and three higher harmonics are marked with data
cursors.

The peaks that can be seen in Figure 2.7 corresponds to harmonic motions in the
time domain, which is the domain where the modeling will take place. Thus, the
model needs to be capable of modeling the harmonic motions, or waves. The
important difference for this section is that the frequency estimation will be con-
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sidering dynamic motion instead.

2.3.1 Phasor Model

To formulate a tracking model, the model should be able to explain the true sig-
nal. The true signal, in this case, consists of one fundamental harmonic and a
couple of corresponding higher harmonics. One way to represent a harmonic mo-
tion is to use the Phasor Representation, which explains a harmonic motion with
a complex number. The phasor representation is given by

α
(m)
t + iβ(m)

t = eimω0T (α(m)
t−1 + iβ(m)

t−1)

= eimω0tT (α(m)
0 + iβ(m)

0 )
(2.8)

yielding the real part

α
(m)
t =

∣∣∣∣α(m)
0 + iβ(m)

0

∣∣∣∣ cos
(
mω0tT + arg(α(m)

0 + iβ(m)
0 )

)
, (2.9)

that represents the m:th harmonic motion. It is clear that the expression for α(m)
t ,

given in (2.9), represents a harmonic motion with phase offset and amplitude

defined by α(m)
0 and β(m)

0 and the frequency defined by ω0.

Using the first line in expression in (2.8), the real part instead yields

α
(m)
t =

∣∣∣∣α(m)
t−1 + iβ(m)

t−1

∣∣∣∣ cos
(
mω0T + arg(α(m)

t−1 + iβ(m)
t−1)

)
, (2.10)

which highlights how the current wave motion in state t depends on state t − 1.

In the rest of this paper the index t is changed to k to adapt to a time discrete
representation.

2.3.2 Kalman Filter

Consider the continuous time, linear system represented by the state space model

ẋ(t) = Ax(t) + Bu(t)

y(t) = Cx(t),
(2.11)

where A is a matrix describing how the state vector x(t) influences ẋ(t), where
the dot-notation represents the derivative with respect to time. The matrix B
describes how the input u(t) to the system influences ẋ(t), and finally the matrix
C describes how the measurements y(t) is connected to the state vector.

If zero-order hold is assumed, meaning the input uk = u(t + kT ) is assumed
piecewise constant over each interval k of length T , the solution (substituting
τ = kT ) to (2.11) is
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x(t + T ) = eAT︸︷︷︸
F

x(t) +

T∫
0

eAτdτB

︸      ︷︷      ︸
Au

u(t), (2.12)

[4].

Introducing the process noise vk , the measurement noise ek and by setting H = C
the discrete time state space model is written

xk+1 = Fkxk + Auuk + Gvk
yk = Hkxk + ek ,

(2.13)

where Cov(ek) = R, Cov(vk) = Q andG is a matrix that adjusts the noise according
to the setup, to properly scale with time.

Given the linear discrete system in (2.13) the Kalman Filter [6] is the best linear
unbiased estimator of the system [4]. The Kalman Filter is given by:

1. Measurement Update

x̂k|k = x̂k|k−1 + Pk|k−1H
t
k (HkPk|k−1H

t
k + R)−1(yk − Hk x̂k|k−1)

Pk|k = Pk|k−1 − Pk|k−1H
t
k (HkPk|k−1H

t
k + R)−1HkPk|k−1

(2.14)

2. Time Update

x̂k+1|k = Fk x̂k|k + Auuk
Pk+1|k = FkPk|kF

t
k + GQGt,

(2.15)

where the index k|m is as interpreted at time k given measurements up to time m.
The filter is assumed to have been initialized with x̂1|0 = E(x0) and P1|0 = Cov(x0).

2.3.3 Extended Kalman Filter

In the real world not much is linear, rendering the kf described in Section 2.3.2
not completely applicable. If a system is described with a non-linear model the
kf must be adjusted accordingly. One way of adjusting the filter is to use the
Extended Kalman Filter [4].

A non-linear, discrete time system can be described with the state space model

xk+1 = f (xk) + Auuk + Gvk
yk = h(xk) + et ,

(2.16)
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where the notations f (xk) and h(xk) indicate non-linear functions of the state
vector, xk .

Letting f ′(xk) and h′(xk) denote the Jacobians of f (xk) and h(xk), respectively, the
first order compensated Extended Kalman Filter is given by:

1. Measurement Update

x̂k|k = x̂k|k−1 + Kkεk
Pk|k = Pk|k−1 − Pk|k−1(h′(x̂k|k−1))tS−1

k h′(x̂k|k−1)Pk|k−1
(2.17)

2. Time Update

x̂k+1|k = f (x̂k|k) + Auuk
Pk+1|k = f ′(x̂k|k)Pk|k(f

′(x̂k|k))
t + GQGt,

(2.18)

where the Measurement Residual Covariance,

Sk = h′(x̂k|k−1)Pk|k−1(h′(x̂k|k−1))t + R, (2.19)

the Kalman Gain,

Kk = Pk|k−1(h′(x̂k|k−1))tS−1
k , (2.20)

and the Measurement Residual,

εk = yk − h(x̂k|k−1), (2.21)

are introduced to make the expressions in (2.17) more compact.

2.3.4 Implementation of Estimation Model

The implementation of the estimation model was done by adapting the phasor
model, described in Section 2.3.1, to the ekf, described in Section 2.3.3. The
model has no external input other than the y-axis acceleration data, making Au =
0, see (2.18). For different setups where the estimation model can be used, the
outcome of the acceleration data can vary in terms of how many harmonics that
can be modeled. The model is implemented in such a way that a user can choose
how many harmonics to include in the model.

The general state space, using M harmonics, is given by
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xk+1 =



ωk+1

α
(1)
k+1
...

α
(M)
k+1

β
(1)
k+1
...

β
(M)
k+1


=



ωk
α

(1)
k cos(ωkT ) + β(1)

k sin(ωkT )
...

α
(M)
k cos(MωkT ) + β(M)

k sin(MωkT )

−α(1)
k sin(ωkT ) + β(1)

k cos(ωkT )
...

−α(M)
k sin(MωkT ) + β(M)

k cos(MωkT )


+
√
T



vωk
vα

(1)

k
...

vα
(M)

k

v
β(1)

k
...

v
β(M)

k


, (2.22)

yk =
M∑
m=1

α
(m)
k + ek . (2.23)

To get perspective on how the filter behaves with a certain number of harmonics
the case using two harmonics is presented. The state space is then given by

xk+1 =



ωk+1

α
(1)
k+1

α
(2)
k+1

β
(1)
k+1

β
(2)
k+1


=



ωk
α

(1)
k cos(ωkT ) + β(1)

k sin(ωkT )

α
(2)
k cos(2ωkT ) + β(2)

k sin(2ωkT )

−α(1)
k sin(ωkT ) + β(1)

k cos(ωkT )

−α(2)
k sin(2ωkT ) + β(2)

k cos(2ωkT )

︸                                        ︷︷                                        ︸
f (xk )

+
√
T



vωk
vα

(1)

k

vα
(2)

k

v
β(1)

k

v
β(2)

k


, (2.24)

yk =
2∑

m=1

α
(m)
k + ek = [0 1 1 0 0]︸          ︷︷          ︸

H

xk + ek . (2.25)

The notation f (xk) is chosen to indicate a non-linear function of the state vector
xk and H is chosen to indicate a linear relation to the state vector.

Denoting the noise matrices as Cov(vk) = Q and Cov(ek) = R the Measurement
Update is written

x̂k|k = x̂k|k−1 + Pk|k−1H
t(HPk|k−1H

t + R)−1(yk − Hx̂k|k−1)

Pk|k = Pk|k−1 − Pk|k−1H
t(HPk|k−1H

t + R)−1HPk|k−1,
(2.26)

and the Time Update is written
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x̂k+1|k = f (x̂k|k)

Pk+1|k = f ′(x̂k|k)Pk|k(f
′(x̂k|k))

t + Q.
(2.27)

where f ′(xk) denotes the Jacobian of f (xk), which is given by

f ′(xk) =



∂f1/∂ωk 0 0 0 0
∂f2/∂ωk cos(ωkT ) 0 sin(ωkT ) 0
∂f3/∂ωk 0 cos(2ωkT ) 0 sin(2ωkT )
∂f4/∂ωk − sin(ωkT ) 0 cos(ωkT ) 0
∂f5/∂ωk 0 − sin(2ωkT ) 0 cos(2ωkT )


, (2.28)

where 

∂f1/∂ωk
∂f2/∂ωk
∂f3/∂ωk
∂f4/∂ωk
∂f5/∂ωk


=



1

−T α(1)
k sin(ωkT ) + T β(1)

k cos(ωkT )

−2T α(2)
k sin(2ωkT ) + 2T β(2)

k cos(2ωkT )

−T α(1)
k cos(ωkT ) − T β(1)

k sin(ωkT )

−2T α(2)
k cos(2ωkT ) − 2T β(2)

k sin(2ωkT )


. (2.29)

To validate the implementation of the ekf, the estimation model was applied to
the known, predefined signal presented in (2.6) in Section 2.1. As the predefined
signal is a sum of three cosines, three harmonics were also used in the model.

When the ekf is running, it is continuously trying to explain the input with its
model, thus the converged state has likely the closest resemblance to the signal
input. The estimated frequency is the first state variable, see (2.24), and the
frequency of the higher harmonics are multiples of the frequency ωk . The cor-
responding amplitudes of the harmonics are computed from taking the absolute
value of α(m) + iβ(m), m = 1, 2, 3 respectively, see (2.10), i.e. Âm =

∣∣∣α(m) + iβ(m)
∣∣∣.

The state variables that the ekf converged to gave the frequency and amplitudes
presented in Table 2.1.

Table 2.1: Simulation results using the benchmark signal given in (2.6) as
input to the ekf.

ω̂0 [rad/s] Â1 Â2 Â2

9.22 0.51 0.63 0.81

The converged ekf states recreates the signal

Ŝ =
3∑
n

Ân cos(nω̂nk). (2.30)
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The simulated measurement input data, S, and the recreated signal, Ŝ, are shown
in Figure 2.8a. For comparison, the two signals are plotted in Figure 2.8b.
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(a) Simulated input signal and recreated
signal.
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(b) Comparison of simulated input data
and recreated signal.

Figure 2.8: Plots showing how the ekf handled the given simulated input
signal, see (2.6).

2.3.5 Tuning Noise Parameters

An essential part when designing a Kalman Filter or Extended Kalman Filter is
to determine the noise parameters R and Q. A common approach to find proper
values of the measurement noise R is to check the datasheet of the sensor to see
how accurate it is or to measure the performance of it, followed by tuning Q until
desired ekf performance is acquired. But that would be the case when the kf or
ekf is meant to explain the whole measured signal. In this case the ekf is meant
to explain only a certain number of harmonics of the signal. This means all higher
harmonics that are not included in the ekf are also considered to be noise, as well
as other vibration components that arise when the shelf cart is pushed forward.

To get started appropriate parameters were obtained empirically. The process
was to tune the parameters a bit and check the result. When the tracking worked
to some extent the noise parameters was set to be

R = 0.0025

Q = 10−5 ·


32000 0 . . . 0

0 8 0
...

... 0
. . .

0 . . . 8

 = 10−5 · diag(32000 8 . . . 8).
(2.31)

The result from the ekf on the same acceleration data visualized in Figure 1.1 in
Section 1, when using the tuning in (2.31) and M = 2, is shown in Figure 2.9. The
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filter was initiated with

x0 = [10.2 10 . . . 10]t

P0 = diag(10 20 . . . 20),
(2.32)

which is considered to be high uncertainty in the ekf state covariance, P . The
reason for that is to imply to the ekf that the initial guesses of the state variables
in x0 are uncertain.
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Figure 2.9: Performance of the ekf when given the empirically tuning of R
and Q. The filter is tuned according to (2.31), and is initiated with (2.32).

From the result shown in Figure 2.9, the ekf is not considered to be good enough.
From here, focus was put on tuning the measurement noise, R, and then move
onto the process noise, Q.

When tracking to some extent can be performed, the measurement residual, εk ,
can be analyzed. With a linear measurement model, see (2.25), the measurement
residual is computed

εk = yk − Hx̂k|k−1, (2.33)

and the corresponding measurement residual covariance is computed

Sk = HPk|k−1H
t + R, (2.34)

which is assumed to be the covariance, internally, by the ekf. The goal, when
investigating Sk , is to have it conform to the actual– measured– covariance of
the measurement residual. The standard deviation of the measured covariance,√

var(εk), was numerically computed after the ekfwas applied to the pre-filtered
acceleration data. From the performance of the filter shown in Figure 2.9 the
result from the measured standard deviation, var(εk), and measurement residual
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standard deviation,
√
Sk , is shown in Figure 2.10a. The result of tuning R until

the converged
√
Sk align better with

√
var(εk) is shown in Figure 2.10b.
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(a) The resulting
√

var(εk) and
√
Sk from

the ekf performance shown in Figure 2.9.
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(b) Result when R is tuned to align√
var(εk) and
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Sk .

Figure 2.10: Comparisons of the measured covariance var(εk) and the mea-
surement residual covariance Sk . Note that the first 40 values of the mea-
surement residual, εk , is omitted, as the ekf was initialized with relatively
high uncertainty (see (2.32)). The pre-filtered acceleration data is the same
that is used in Figure 2.9, for both plots. The ground truth is relatively con-
stant during this interval that was investigated.

Moving onto the tuning of Q. In filter theory the ratio of ||Q||||R|| (also called snr in
literature, see e.g. [4]) determines the speed, uncertainty and smoothness of the
filter. A higher value of the snr gives a faster and more certain filter, but less
smooth. While on the contrary a lower value of the snr gives a slower and more
uncertain filter, but has a smoother transition to the next estimate.

An example when Q is too small, making the estimated frequency, ωk , smooth
but not fast enough, is shown in Figure 2.11a. Tuning the parameter Q until the
filter is considered fast enough gives the result shown in Figure 2.11b. One thing
to keep in mind is that making the ekf faster by increasing the value of Q means
the ekf will suffer by making the estimated frequency less smooth.

The tuning of Q changes the outcome of the alignment of
√

var(εk) and
√
Sk

slightly, which means the tuning process of R is iterated with the tuning of Q
but with finer steps.

When the filter was considered to be fast and smooth enough, which was the case
for the performance in Figure 2.11b, the noise parameters was set to be

R = 0.003

Q = 10−5 · diag(16000 4 . . . 4).
(2.35)
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(a) Performance of the ekf when Q is too
small.
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(b) Performance of the ekf when Q is
properly tuned.

Figure 2.11: Plots showing the difference of a well tuned Q. The higher
value of the snr causes the estimated frequency to be less smooth but allows
the filter to adapt to the change of frequency.





3
Aiding Wheel Speed Estimation Using

Inertial Navigation

The term Inertial Navigation, in this case, infers integration of longitudinal accel-
eration, which suits the topic in this chapter well.

A problem with the vibration filter presented in Chapter 2 is that it cannot handle
fast variations of the frequency. It appears to do good estimations of pre-filtered
acceleration data segments of rather constant speed, but does not handle the fast
increase or decrease of speeds that occurs in the beginning and in the end of the
collected datasets. It occurs when the cart is accelerated up to speed and decel-
erated to standing still. Also, when rapid changes of speeds occur in the middle
of a dataset the frequency estimation can be perturbed. Examples of problematic
situation are when the ekf is:

• Initiated with ω0 = 0 before gaining speed is shown in Figure 3.1a. The
same dataset is used as in Chapter 2, see Figure 2.9.

• Fed with the rest of the pre-filtered acceleration data, after decreasing speed,
is shown in Figure 3.1b. Again, the same dataset as in Figure 2.9 is used.

• Applied to a dataset where speed increases in the middle of a dataset is
shown in Figure 3.1c.

In this chapter a solution to the visualized problem in Figure 3.1 is presented.
A second dimension of acceleration data is introduced to the system. Recall the
longitudinal acceleration, ax, defined in Figure 2.1 in Chapter 2.

21
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(a) The ekf was initiated
with ω0 = 0 before the cart
gained speed.
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(b) The ekf was fed
with data after the cart
decreased in speed and
stopped.
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(c) Sudden change of
speed in a dataset.

Figure 3.1: Three examples of when the vibration analysis is not enough in
the ekf. The ground truth is sampled when the cart is in motion. Thus, can-
not represent standing still the steep change of speed in the beginning or end
of a dataset. How the ground truth is obtained is described in Appendix B,
Section B.4.

3.1 Stand Still Detection

The ekf design described in Chapter 2 gets into trouble when the vehicle, or cart,
stops. The frequency estimation for this situation is shown in Figure 3.1b.

To fix this problem a stand still detector is implemented. This detector considers
the (pre-filtered) lateral acceleration data, through the measurement signal yk to
determine if the vehicle (or cart in this case) is standing still. The mean, yk , is
computed every time a new measurement is available, as well as the minimum,
ymin
k , and maximum, ymax

k , value of the last N = 20 samples. The values are then
compared to a threshold, µss = 0.019 m/s2, to detect standing still:

Let

yk =
∑N
n=1 yk,n
N

, (3.1)

and


ymax
k = max

n∈{1,N }
yk,n,

ymin
k = min

n∈{1,N }
yk,n.

(3.2)

If
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ymax
k < yk + µss ∧ ymin

k > yk − µss, (3.3)

then standing still is detected. A visualization how the detector works is shown
in Figure 3.2.
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(a) Y-axis acceleration data, after pre-
filtering is done.
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(b) Zoomed in y-axis acceleration data af-
ter pre-filtering.

Figure 3.2: The left plot shows what y-axis acceleration data is introduced to
the system. The right plot is zoomed in with lines to visualize how the stand
still detector works. The green line represents yk , see (3.1), the red dashed
lines represent yk ± µss, see (3.3) and finally, the purple dashed vertical lines
represent where standing still is first detected.

The measurement model is adapted to suit the virtual environment as (using
M = 2)

yss
k = [1 0 0 0 0]︸          ︷︷          ︸

Hss

xk + ess
k , (3.4)

where the superscript ss represents standing still. To add the information to the
ekf that standing still is detected the virtual measurement is set to be

yss
k = 0. (3.5)

Using the new Hss and the noise parameter Cov(ess
k ) = Rss

k the Virtual
Measurement Update is written

x̂k|k = x̂k|k−1 + Pk|k−1(Hss)t(HssPk|k−1(Hss)t + Rss
k )−1(yss

k − H
ssx̂k|k−1)

Pk|k = Pk|k−1 − Pk|k−1(Hss)t(HssPk|k−1(Hss)t + Rss
k )−1HssPk|k−1,

(3.6)
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The measurement noise in the virtual environment, see (3.4), is set to a relatively
high value, Rss

k = 1, as a type of fail safe strategy. If a single, or a few, faulty stand
still detections are made the ekf is not affected enough to have the estimation
process thrown off from the real information in the acceleration data. The high
value of Rss

k makes the ekf slowly adapt to the standing still status. This strategy
is chosen as the detection to determine if the vehicle, or cart, is standing still is
not considered to be of high importance. The purpose of the detector is rather to
prevent any type of drift in the ekf.

The performance of the ekf with the new detector implemented is shown in Fig-
ure 3.3
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Figure 3.3: Performance of the ekf, with the new installation of the standing
still detector, when the ending of the signal is included.

3.2 Inertial navigation

Using the ekf design in Chapter 2 (with M = 1) is a common method for fre-
quency tracking, see [10], [7]. However, for the case in this thesis rapid changes
in the frequency occur occasionally, especially when the cart is accelerating up to
speed. This would also be the case outside the scope of this proof of concept. I.e.
when a forklift is operating it would most certainly have rapid changes of speeds.
As shown in Figure 3.1 the ekf presented in equations (2.22) and (2.23) fails to
handle the rapid changes of speeds. To make the filter handle rapid changes of
speeds of the cart the longitudinal acceleration can be taken into consideration.
To assist the frequency estimation the information of longitudinal acceleration
can thus be given to the filter as a control signal input. The known sampling
time, T , can be used in numerical integration of the longitudinal acceleration, ax,
to find the longitudinal velocity, vx. The integral of the longitudinal acceleration
of n samples is approximated as



3.2 Inertial navigation 25

t+nT∫
t

ax(t)dt ≈
n∑
k=1

T ax(t + kT ). (3.7)

When the phone is placed on the cart, see Appendix B for the measurement setup
in detail, there will be a bias in the longitudinal acceleration as the phone will
likely not lie perfectly flat. The bias, bk , is introduced as a state in the new version
of the ekf. The instant longitudinal velocity, when compensating for the bias, is
thus computed as

vx,k = vx,k−1 + bt + T ax,k , (3.8)

and is then added to the frequency estimation, ωk , using the relation

ω =
v
r
, (3.9)

where r is the known radius of the wheels.

In the upgraded version of the ekf the first state in (2.22) is instead given by

xk+1(1) = ωk +
1
r
bk︸     ︷︷     ︸

f1(xk )

+
T
r︸︷︷︸

Au (1)

u
ax
k + vωk , (3.10)

where Au(i) = 0 for i , 1. The new state, bk , is added as the last state variable,
given by

xk+1(2M + 2) = bk + vbk . (3.11)

The measurement model is unchanged from (2.23), adding one more 0 to the row
vector Hk .

The new Measurement Update is written in the same way as in (2.26), using
the new Hk .

The new Time Update, using the the new f (xk) and introducing the control
signal input uax

k , is written

x̂k+1|k = f (x̂k|k) + Auu
ax
k

Pk+1|k = f ′(x̂k|k)Pk|k(f
′(x̂k|k))

t + Q,
(3.12)
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where the new Jacobian is diagonally appended with a 1, with zeros on the re-
maining new elements, i.e.

f ′(xk) =
[[
f ′vib(xk)

]
0

0 1

]
, (3.13)

where f ′vib(xk) is the Jacobian given in (2.28) and (2.29).

When a prediction is performed by the ekf, i.e. a Time Update, the approxima-
tion in (3.7) is applied.

3.3 Change Detection

The mode detector serves two purposes:

• Decide if the ekf should only rely on the longitudinal acceleration, through
the control signal input, or only rely on the vibration filter presented in
Chapter 2. The latter decision can be viewed as if the current vibration
estimate is good enough to perform a Measurement Update, which is
similar to outlier detection.

• Detect if a boost is needed, described later in this section.

Detecting Change

By calculating the mean of the 20 last samples of the control signal input, denoted
u
ax
k , the detector compares the absolute value with a threshold, µvib = 0.20 m/s2.

If

|uaxk | < µvib (3.14)

a Measurement Update is performed, see (2.26). As the vibration estimation
is considered to be active, the filter will solely rely on the vibration estimation
method. The control signal input is therefore set to uax

k = 0, causing the Time
Update to only consider the vibration model, see (3.12).

Detecting if a Boost is Needed

The purpose of this part of the detector is to detect when the transition occurs,
which is when the longitudinal acceleration is high enough to be considered in
the Time Update in state k, if it was not high enough in state k − 1. This can
happen either from when standing still is detected or when vibration estimation
is active.

This is needed, as a consequence of looking at the mean of a window of recent
values (last 20 samples) is that the longitudinal acceleration started before it was
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detected. To counter this effect the filter performs a boost if:

• High enough longitudinal acceleration is detected, i.e. |uaxk | ≥ µvib.

• The longitudinal acceleration was not considered to be high enough in the
previous state.

The boost is then applied to the frequency estimate, ωk , as

ωk = ωk−1 +
20T uaxk

r
, (3.15)

to compensate for the increase of frequency before the high enough longitudinal
acceleration was detected. The second term in (3.15) is the estimated increase of
speed added to the frequency estimation using the relation ω = v

r .

3.4 Improving the Pre-filtering of Raw Data

When using the bp filter for the pre-filtering of the raw acceleration data, see (2.7)
in Section 2.2, the ekf did not perform well with a higher number of harmonics
than M = 2, in the model. On several datasets, out of the 15 datasets collected
with ground truth (more on the collected data in Appendix B), a problem oc-
curred when using M = 3 harmonics in the model. In this particular problem the
ekf is doing a good estimation of the frequency at one point, but is then thrown
off from the true frequency. An example of such a case is shown in Figure 3.4,
where using M = 2 harmonics is working properly but using M = 3 introduces
problem.
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(a) The result using M = 2 and bp pre-
filtering.
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(b) The result using M = 3 and bp pre-
filtering.

Figure 3.4: Results of the ekf using two and three harmonics in the model.
The performance of the ekf in the right plot is carefully studied in Ap-
pendix A.
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An extensive study of the situation depicted in Figure 3.4b is presented in Ap-
pendix A. The behaviour of the signal and the performance of the ekf was stud-
ied to gain knowledge about what is causing the problem. From the study it was
deduced that the issue arises from noise components with high amplitudes at
higher frequencies, close to the third harmonic. Also, the third harmonic has a
higher amplitude, making the harmonic dominant in the ekf estimation. There-
fore, using M = 3 in the ekf, for this case, the third harmonic takes over and then
makes the ekf lose track of the true signal, due to the neighbouring noise.

The bp filter design keeps all the information in the signal between the cut-off fre-
quencies, see section 2.2, and is of order 2 making a somewhat steep inclination
at the border of the pass-band. A new method of pre-filtering acceleration data
is thus proposed.

If the pre-filter design would, instead, have an exponential decrease, with the
decrease starting at a lower cut-off frequency, the filter could instead suppress
the signal energy around the higher frequencies. The filter could thus, potentially,
make the ekf more robust towards the problem in the study in Appendix A, as
both the amplitude of the noise and the third harmonic would decrease. That
way the third harmonic would not be the dominant harmonic, modeled by the
ekf, making it less likely that the ekfwould drift over to model the neighbouring
noise and stay there.

The proposed new pre-filter is a combination of a Butterworth hp filter and a
Butterworth lp filter. The hp is same filter presented in section 2.1, see (2.1) and
the lp is of order 1 and has the cut-off frequency ωlp = 10 rad/s. The transfer
function of the lp filter is given by

H lp(z) =
0.048z + 0.048
z − 0.0905

. (3.16)

The frequency response from the hp and lp filters are shown in Figure 3.5a. The
decrease of the lp filter has a resemblance of an exponential decrease at the in-
teresting frequencies, which was the goal. The combination of the filters, Hhp+lp,
constructs the effective transfer function given by

Hhp+lp(z) =
0.046z3 − 0.046z2 − 0.046z + 0.046

z3 − 2.848z2 + 2.70z − 0.855
, (3.17)

and the frequency response shown in Figure 3.5b.

When using Hhp+lp to pre-filter the raw acceleration data the issue presented
in Appendix A is solved. The result of the ekf using M = 3 harmonics and
Hhp+lp for pre-filtering is shown in Figure 3.6. To support the claim the interval
I4; t ∈ {10.5, 12.5} is studied in similar manner as in the study in Appendix A.

The spectrum of the pre-filtered raw acceleration data and the spectrum of the
measurement residual, in the interval I4, is shown in Figure 3.7. It is clear from
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Figure 3.5: Frequency responses from the filters used for pre-filtering the
raw acceleration data. The input to the pre-filter constructions is the raw
y-axis acceleration data, ay, and the output is the measurement signal, yk ,
used in the ekf.
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Figure 3.6: Performance of the ekf, using M = 3 harmonics and Hhp+lp for
pre-filtering. The red dashed lines represent the interval I4.



30 3 Aiding Wheel Speed Estimation Using Inertial Navigation

the plot that the estimated frequency was stable in the interval, I4, modeling
the correct information. The amplitudes of the modeled harmonics are shown
in Figure 3.8, it is clear from the plots that no amplitude is considerably higher,
which would make it dominant. Thus, the combined filter, Hhp+lp, was deemed
the better choice for pre-filtering the raw acceleration data.
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Figure 3.7: The red solid lines represent the ground truth frequency and the
corresponding, ground truth, higher harmonics. The dark green, light green
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the minimum and maximum estimated frequency of its corresponding har-
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Figure 3.8: Amplitudes of the harmonics in the ekf, in the interval I4.
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3.5 Study on Different Number of Harmonics

The filter presented in Section 3.2 allows to have arbitrarily many harmonics, M,
in the model, see equations (2.22) and (2.23), with the upgrades from (3.10) and
(3.11). In this section a study of the performance of the filter, given different num-
ber of harmonics to model, is presented. The setup for this study is to compute
the rmse of the estimated frequency, providing the filter with varying parame-
ters for the choices M = 1, 2, 3, 4. In the experiment 15 different sets of data was
used.

Modeling different numbers of harmonics affects the tuning of the noise parame-
ters R and Q in the ekf. The most important to consider when tuning R and Q
is the ratio between them [5], which for this case means that varying only one of
the two parameters should be enough. Furthermore, the more harmonics used in
the model, the higher the frequency components will be at. The cut-off frequency
of the lp filter used in the pre-filter, see Section 3.4, will thus have a varying im-
pact on the different choices of M. The experiments thus have two degrees of
freedoms for every choice of harmonics to track. The two degrees of freedom are:

• The tuning of the measurement noise R, varying from R = 0.0001 to R =
0.002 with a resolution of ∆R = 0.0001.

• The lp cut-off frequency, ωlp, varying from ωlp = 5 to ωlp = 30 rad/s with
a resolution of ∆ωlp = 1 rad/s.

For each iteration rmse is computed in the interval of which only vibration filter
is active, with a few exceptions of some datasets that had enough longitudinal
acceleration in the middle of the run to cause the integration to be active for a
short while, recall Section 3.3. Additionally, the ekf is provided with the ground
truth information some few seconds into the dataset after it started moving. This
was done to make the thresholds controlling the detectors, see Sections 3.3 and
3.1, to have as little impact on the experiment as possible. The reason to avoid
the detector thresholds as degrees of freedom in this experiment is to isolate the
experiment to only consist of the estimation using the vibrations.

To compute the rmse every value of the estimated frequency, ωk , must be com-
pared to a value representing the ground truth. The ground truth originates from
time stamps when a cog passes the reflex sensor, see Appendix B section B.3, and
is therefore not likely to align with the values of the estimated frequency, ωk .
Also, the ground truth typically has around 25 samples per second at the speeds
in this experiment, compared to the estimated ωk that has 100 samples per sec-
ond (fs = 100 Hz). To handle this, each value of the estimated ωk is compared
to an interpolated value of the ground truth, using linear interpolation, see Fig-
ure 3.9, to compute the error ωe,i for each point.

The rmse is thus computed as
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Figure 3.9: The red dots represent the ground truth samples and the blue
dots represent the estimated ωk . The red dashed lines represent the interpo-
lation between two ground truth samples and finally, the blue dashed lines
represent the computed ωe,i .

rmse =

√∑n
i=1(ωint

gt,i − ωt,i)2

n
=

√∑n
i=1 ω

2
e,i

n
, ωe (3.18)

where ωint
gt,i denotes the interpolated value of the ground truth.

The rmse is interpreted as the mean error in terms of rad/s of the estimated
frequency, ωk . If the mean error is ωe = 0.371 rad/s and the true frequency is
ωgt ≈ 11.5 rad/s in the interval where the rmse was calculated it means that

estimate is on average ωe
ωgt
≈ 3.2 % wrong. This was the case for the dataset used

in Figure 3.6, see Section 3.4, using M = 3 in the ekf.

For each combination of the varying values on R and ωlp the summed rmse from
all 15 datasets was saved, before the next iteration. To present all the information
from the experiments 3D plots were made, for each number of harmonics used,
respectively. The resulting rmse for each iteration using M = 1 is shown in
Figure 3.10a, using M = 2 is shown in Figure 3.10b, using M = 3 is shown in
Figure 3.10c and using M = 4 is shown in Figure 3.10d

The best rmse for each chosen M is shown in Table 3.1, along with the setting of
R and ωlp. The median rmse from the individual datasets is also included in the
table.
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(c) The resulting rmse for each iteration
using M = 3. The red X in the figure rep-
resent the lowest rmse, which was 7.5726.
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Figure 3.10: The results when modeling three and four harmonics in the
ekf. The z-axis represents the value of the summed rmse of all 15 datasets,
the y-axis represents the variations of the noise R and the x-axis represents
the variations of the cut-off frequency ωlp.

Table 3.1: Table showing the summed and median rmse for the best choices
of R and ωlp for each choice of M harmonics in the ekf.

M = 1 M = 2 M = 3 M = 4

ωlp 12 19 10 8
R 0.0008 0.0022 0.0012 0.0007

Summed rmse 10.3591 7.3245 7.5726 8.6424
Median 0.6001 0.4308 0.4388 0.5217
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It is clear from Table 3.1 that the best choice ofM is 2, for the datasets used in this
study. However, the best result when using M = 3 gave almost the same value
of rmse than when using M = 2. This was also the case when considering the
median rmse, see Table 3.1. When only considering the information presented
in Table 3.1 it seems that either choosing M = 2 or M = 3 would provide a good
frequency estimator, with almost no difference in performance. But if the rmse
plots are also considered, regarding M = 2 and M = 3, something can also be
said about the robustness of the choice. The robustness is considerably better for
the case of M = 2, see Figure 3.10b, than for the case of M = 3, see Figure 3.10c,
as the rmse is close to the best rmse for many choices of R and ωlp. A smaller
area in the rmse plot is close to the best, when using three harmonics.

If one dataset, or a few, would fail the estimation considerably more than the
others, the summed rmse would be misleading. However, the median rmse is
proportional to the summed rmse, it suggests that this is not the case, see Ta-
ble 3.1.

Several conclusions can be made from this experiment. The choice M = 1 is
the least sensitive choice, in terms of the degrees of freedom for this experiment,
namely, the choices of R and ωlp. If there is a particular problem that causes the
ekf to fail the frequency estimation when using M = 1 it could perhaps be fixed.
However, since using M = 2 actually uses more information of the signal it is
likely the better choice. Using M = 3 gives almost the same performance of the
ekf as the case for M = 2. Using M = 4 results in a relatively robust ekf, see
Figure 3.10d, and a relatively good estimator, see Table 3.1. In the cases of using
M = 3 and M = 4 more information from the signal is indeed modeled, however
much noise arise around the third harmonic. The best choice is to use M = 2
harmonics in the model, both when considering robustness and rmse.

Choosing to model M = 2 harmonics in the ekf, with the noise parameter R =
0.0008 and lp cut-off frequency ωlp = 19 rad/s, the ekf design results in a fre-
quency tracker with an average rmse (in the proof of concept environment using
15 datasets, see Appendix B) of

Average rmse =
7.3245

15
= 0.4883, (3.19)

i.e. an estimation error of on average ωavg,err = 0.49 rad/s, at wheel speeds of
approximately 10 rad/s. For reference this means about 4-5 % error, which is con-
sidered a good result. A typical performance of the ekf is shown in Figure 3.11.
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Figure 3.11: Typical performance of the ekf when using two harmonics in
the model. The rmse is 0.43 rad/s, which is close to the average error for all
datasets.





4
Conclusions and Future Work

This chapter is preambled with the conclusions from this thesis, followed by pos-
sible future work.

4.1 Conclusions

An ekf design of a frequency tracker using only vibration analysis to track the
speed was only deemed to work on datasets of rather constant speed. An example
of such a case, where a segment of relatively constant speed is tracked using the
vibration is shown in Figure 4.1, where the tracking was considered to be of a
satisfactory level for this segment.

However, the version of the ekf using only vibration analysis was unable to han-
dle fast variations of speed. In the beginning and ending for all collected datasets
the variations in speed was too fast for vibration filter to handle, the performance
of the filter in these cases are shown in Figure 4.2a and Figure 4.2b. Another sce-
nario where the vibration filter failed the estimations was when speed variations
occurred in the middle of datasets, such an example is shown in Figure 4.2c.

The ekf was upgraded to incorporate additional information from the inertial
sensors:

• It is equipped with a stand still detector, avoiding drift in the estimates.

• It is supported from longitudinal acceleration, to handle fast speed changes
in the vehicle.

• It is equipped with outlier detection, to determine whether the filter should
rely on lateral vibration or longitudinal acceleration.

37
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Figure 4.1: Performance of the ekf using only vibration analysis to track the
frequency when initiating the ekf with an ω0 close to the ground truth.
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(a) The ekf was initiated
with ω0 = 0 before the cart
gained speed.
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(b) The ekf was fed
with data after the cart
decreased in speed and
stopped.
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(c) Sudden change of
speed in a dataset.

Figure 4.2: Three examples of when the ekf is unable to properly track the
speed using only vibrations.
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The accompanying information allowed the ekf to handle all the different sta-
tuses of the wheels, that occurred during the thesis.

With the setup provided for this proof of concept environment, see Appendix B,
the best number of harmonics in the model is M = 2. Out of the examined pre-
filtering of raw acceleration data in this thesis, the best pre-filtering is using a
combination of a Butterworth hp and a Butterworth lp filter. A hp filter of order
2 and with cut-off frequency ωhp = 4 rad/s and a lp filter with varying cut-off
frequencies, depending on how many harmonics that are modeled, see Chapter 3,
Sections 3.4 and 3.5. For the case of modeling two harmonics, the best choice is a
cut-off frequency of ωlp = 19 rad/s (for the collected datasets in this thesis).

4.2 Future work

The possibilities for future work are many. In this thesis the ekf is only built
in Matlab and optimized for the environment described in Appendix B, Sec-
tion B.1 and Section B.2.

4.2.1 Accommodate Commercial Conditions

The background for the thesis was to have the proposed system implemented on
a tag, placed on forklift. This means different measurement setup and coding on
the tag, which would be in e.g. C or Python rather than Matlab. That way the
system would be of interest for customers of Senion.

4.2.2 Isolate the Study on Different Number of Harmonics

The study on different choices of harmonics to use in the filter, see Section 3.5
in Chapter 3, should only concern the vibration filter. For several datasets col-
lected in this thesis some parts needed the integration to counter effects, such
as in Figure 4.2c. However, the choice of M harmonics to model should only be
influenced by the vibration filter, to isolate the issue.

As for a suitable future study regarding this, the procedure to calculate the rmse
can be copied but having an ekf design that solely considers the vibrations. To
make a fair evaluation the datasets should only consist of slow variations of speed
within the dataset.

4.2.3 Improving the Stand Still Detector

In the thesis the way the stand still detector was implemented was more of a fast
and simple solution. The implementation, see Section 3.1 in Chapter 3, computes
a mean of 20 samples every time a new measurement is available. The implemen-
tation is robust, as it does proper detection for all available datasets in the the-
sis. However, the computing of the mean for every new measurement requires a
proportionally high amount of computational power. A better way to conserve
computational power would be to use a cusum test (abbreviation of cumulative



40 4 Conclusions and Future Work

sum), which is a type of change detection algorithm [3]. Additionally, in contrast
of keeping the 20 last samples the cusum test require no memory buffer.

The cusum test is given by

g0 = 0

gt = max(0, gt−1 + εt − ν)

If gt > h alarm and set gt = 0

(4.1)

where:

• The residual εt would be the measurement residual from the ekf.

• The parameters ν and h are design parameters.

Just change the index t to k to adapt to the discrete time representation in this
thesis.

4.2.4 Add Reference Points to Improve Robustness

If the cart would hit a small bump or run over a small pothole, the acceleration
data in the z-axis, see Figure 2.1 for axis definitions, can be used. If a bump or
pothole is run over there would be two bumps, one when the front wheels run
over it and one when the rear wheels run over it. Recording the time ∆T between
the bumps gives the speed

v =
L
∆T

, (4.2)

where L is the known wheelbase. For this reference point the system would not
have to determine whether is was a bump or a pothole.

A second reference point that could be useful is if a turn can be detected, using
the gyroscope in the imu. If a turn can be detected a circular motion can be
assumed, allowing computation of the longitudinal velocity, vx. The situation for
a right turn is visualized in Figure 4.3.

With a coordinate frame fixed to the moving vehicle a circular motion then gives
the longitudinal velocity vx = ωR, the lateral acceleration ay = ω2R and the angu-
lar velocity around the z-axis is ω′z = ω, given from the gyroscope, see Figure 4.3
for variable definitions. Thus, obtaining

vx =
ay

ω′z
. (4.3)

For more information about this way of creating reference points, see [12].
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Figure 4.3: Situation of a right turn. The coordinate frame is fixed to the
moving vehicle with the same axis defenitions as in Figure 2.1
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Appendix A

A.1 Investigation of Drift Issue

This section presents a closer study on what happens when a bp filter is used for
pre-filtering raw acceleration data. The focus of this study is the behaviour of the
ekf when three harmonics are used in the model and the raw acceleration data
was pre-filtered with a Butterworth bp filter of order 2 and cut-off frequencies:

• Lower cut-off frequency ωbp
1 = 4.

• Upper cut-off frequency ωbp
2 = 50.

The transfer function of the filter is presented in (2.7), Section 2.2. This study
plays an important role when deciding which type of pre-filtering to use on the
raw acceleration data.

To recall the situation that this study is focusing on, the results of the ekf using
M = 2 and M = 3 harmonics in the model are shown in Figure A.1. The dashed
lines in the figure highlights the intervals that are studied here:

• The red dashed lines represent the interval I1; t1 ∈ {10.5, 12.5}.

• The blue dashed lines represent the interval I2; t2 ∈ {12, 14}.

• The green dashed lines represent the interval I3; t3 ∈ {13.5, 15.5}.

Looking at the first interval, I1, see the red dashed lines in Figure A.1b, it is
clear that the performance of the ekf is good in the interval. This claim can be
supported by looking at the spectrum of the (pre-filtered) raw acceleration data
and compare with the spectrum of the measurement residual, in Figure A.2. The

45
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(a) The result using M = 2 and bp pre-
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(b) The result using M = 3 and bp pre-
filtering.

Figure A.1: Results of the ekf using two and three harmonics in the model.
In the right plot three intervals are highlighted with dashed lines, the red
dashed lines represent I1, the blue dashed lines represent I2 and the green
dashed lines represent I3.

nodes at the ground truth frequency have much lower amplitude in the measure-
ment residual, see Figure A.2b, suggesting that the ekf is modeling the correct
information.
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(a) The spectrum of the bp pre-filtered
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Figure A.2: The red solid lines represent the ground truth frequency and the
corresponding, ground truth, higher harmonics. The dark green, light green
and black solid lines represent the average estimated fundamental frequency
and the two higher harmonics, respectively, in I1. The dashed lines represent
the minimum and maximum estimated frequency of its corresponding har-
monic in I1.



A.1 Investigation of Drift Issue 47

Taking a look at the spectrum of the pre-filtered raw acceleration data in Fig-
ure A.2a, a noise component close to the third harmonic with slightly higher
amplitude than the harmonic, can be seen. The third harmonic also has con-
siderably higher amplitude than the fundamental and second harmonic, see Fig-
ure A.3, making it dominant for the estimation process of ωk . This makes the
ekf sensitive to changes in around the third harmonic.
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Figure A.3: Amplitudes of the harmonics in the ekf, in the interval I1.

Looking at the next interval, I2, see the blue dashed lines in Figure A.1b, it can
be seen that the tracking drifts away from the ground truth. Studying the spec-
trum of the pre-filtered acceleration data in Figure A.4a it is clear that the noise
component beside the third harmonic is closer to the true information, in this
interval. Looking at the dashed lines in Figure A.4a and Figure A.4b it can be
seen that the third harmonic in the ekf has drifted towards the noise component,
which is natural for this setup as it has higher amplitude than the true informa-
tion around that frequency. When the third harmonic in the ekf is modeling the
noise component the ekf does not consider the true information in the first two
harmonics, since the amplitude is dominant for the third modeled harmonic, see
Figure A.5.

In the third and last interval, I3, see the green dashed lines in Figure A.1b, it
is clear that the ekf has drifted away and does not seem to return to the true
frequency of the signal. The spectrum of the pre-filtered acceleration data and
the measurement residual in Figure A.6 supports the claim that the ekf is stuck
on modeling the noise with a bit higher frequency than the third harmonic. Be-
cause of the higher amplitude of the third harmonic in the model, see Figure A.7,
the modeled noise component is dominant, making the ekf ignore the first true
harmonics.
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(a) The spectrum of the bp pre-filtered
raw acceleration data in I2.
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Figure A.4: The red solid lines represent the ground truth frequency and the
corresponding, ground truth, higher harmonics. The dark green, light green
and black solid lines represent the average estimated fundamental frequency
and the two higher harmonics, respectively, in I2. The dashed lines represent
the minimum and maximum estimated frequency of its corresponding har-
monic in I2.
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Figure A.5: Amplitudes of the harmonics in the ekf, in the interval I2.
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Figure A.6: The red solid lines represent the ground truth frequency and the
corresponding, ground truth, higher harmonics. The dark green, light green
and black solid lines represent the average estimated fundamental frequency
and the two higher harmonics, respectively, in I3. The dashed lines represent
the minimum and maximum estimated frequency of its corresponding har-
monic in I3.
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Figure A.7: Amplitudes of the harmonics in the ekf, in the interval I3.
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B
Measurement Setup and Available

Data

The proof of concept environment used in the thesis and the data made accessible
is presented in this appendix. Not only is it of substantial importance to have
several sets of data for modulation and validation but also to have a well defined
setup for gathering data.

B.1 Shelf Cart Measurement Setup

As the background presents, see Section 1.1, the original use case for the system
would be on a tag that would be placed on a forklift. The goal when creating the
measurement setup was to create an adequate proof of concept test environment,
to suit the forklift setup in a warehouse.

A shelf cart with two shelf planes was used for the proof of concept setup and is
shown in Figure B.1. An important notice is that the two front wheels are fixed
in place, thus cannot make any lateral movement or turn, while in the rear of the
cart there are two caster wheels that can turn with very low friction. The effects
of the rear wheels have not been investigated, but might potentially be a source
of error. A mobile phone was used for data collection, more of this in Section B.2,
and was placed in the front of the lower plane when all data was collected.

B.2 Data Collection

An essential part in this thesis is the data made accessible. All data was collected
with a Samsung Galaxy S6 Edge mobile phone, using the Sensor fusion app avail-
able at [2], [1]. The sampling frequency is chosen by the user in the app and
was chosen to be fs = 100 Hz. All of the data collection was performed with the

53



54 B Measurement Setup and Available Data

Figure B.1: Shelf cart setup. The shelf has two caster wheels in the rear and
two front wheels that are fixed in place. The phone used for data gathering
is placed on the lower level in the front.

Shelf cart Setup, described in Appendix B, Section B.1. Additionally, all the data
was collected at Senions office, where it is considerably flat, wooden floor. The
number of datasets with ground truth that was collected in the office was 15.

B.3 Arduino Powered Wheel Speed Sensor

To enable any kind of validation of performance it is crucial to provide the ground
truth, which in this case infers the true frequency, i.e. the angular velocity of the
wheels. This was made possible by creating a custom made wheel speed sensor
(wss), where the computations were performed on an Arduino.

The wss setup and a closer look on the wheel is presented in Figure B.2. The
components used to build thewss was:

• An Arduino UNO Rev.3.

• A 9 Volt Battery.

• A Reflex Sensor (TCRT5000).

• A Micro sd-card Reader.

• A Light Diode (green).

• A 330 Ohm Resistor.

• A Wheel Rack.

• A Wheel.

As is shown in Figure B.2b the inside of the wheel is marked with what can be
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(a) View from above on thewss
setup.

(b) Close up view on the wheel
with cogs.

Figure B.2: Visualization of the wss setup. The rack can easily be removed
and placed on something else, e.g. a forklift.
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interpreted as 12 black cogs on a white surface, that of which the reflex sensor
will be monitoring (the reflex sensor is behind the black insulation tape and not
visible in the figure). The reflex sensor is of the model TCRT5000, see [11], and
is attached to small board that converts the analog value to a digital 1 or 0. When
the system is turned on the reflex sensor will return a constant logical 0. When
the area, that the reflex sensor is monitoring, switches from white to black an
interrupt is caused. When this happens a time stamp, from when the interruption
occurred, will be saved to the sd-card. The sequence of computing the ground
truth from the time stamps saved on the sd-card is described in Section B.4.

A schematic of the system is shown in Figure B.3, the reflex sensor output is
directly connected to the Arduino’s interrupt pin (pin 2), making the interruption
call simple. The green light diode will light up when the the system is ready to
perform measurements, switch off when data is collected and finally blink when
a dataset is saved to sd-card. The wss interprets completion of collection a set
of data when no interruption is triggered for two seconds, after data collection is
started. Pressing the reset button on the Arduino resets the system, allowing a
new dataset to be collected.
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Arduino

VCC
GND
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Reflex Sensor

Micro-SD
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Resistor

Diode

Figure B.3: Schematic of the wss. Included components are the Arduino,
the Reflex Sensor and the SD-card module.
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B.4 Ground truth

As described in Section B.3 the ground truth is provided in the form of time
stamps, taken when black cogs are visible to the reflex sensor. To translate this
into the angular velocity of the cart wheels, i.e. the frequency, the following
processing is applied to the rawwss data:
Consider the vector xgt

t consisting time stamps from thewss,

x
gt
t =


t1
t2
...
tn

 . (B.1)

The difference dt is computed from x
gt
t ,

dt =


t2 − t1
t3 − t2
...

tn − tn−1

 . (B.2)

Thewss uses 12 cogs that can be distinguished by the reflex sensor, thus the rps
is computed as

rps =
1

12dt
. (B.3)

The frequency of thewss is thus

ωwss = 2π ·rps. (B.4)

Finally, the frequency is adapted to the shelf cart. The shelf cart has a wheel
radius of rst = 0.08 m and thewss has a wheel radius of rwss = 0.0625 m.

ωgt =
rwss
rst

·ωwss (B.5)

When this is done the ground truth of the frequency is provided. The result of
a typical run with the shelf cart setup, when the wss is hooked up, is shown in
Figure B.4. In the figure very distinct peaks can be spotted, which of course is not
the actual true value of the frequency. This is a problem that was not investigated,
as an easy fix was to simply remove these peaks and replace the value with the
mean of its neighbours. I.e. if a misleading value of ωgt is present in the 57th
sample then it is replaced by the mean of the 56th and 58th value,

ωgt(57) =
ωgt(56) + ωgt(58)

2
. (B.6)

After the pre-processing of the ground truth, it is ready to be incorporated with
the plot of the estimated frequency. The estimated frequency with its correspond-
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(a) Ground truth before misleading peaks
are removed.
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(b) Ground truth incorporated in the plot
of the estimated frequency.

Figure B.4: A typical shelf cart setup measurement with the wss hooked
up, providing ground truth. The left figure is the pre-processed version of
the ground truth and the right figure is the pre-processed ground truth com-
pared to the estimated frequency.

ing pre-processed ground truth is shown in Figure B.4.
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