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Sammanfattning

Området datorseende har dominerats av djupa neuronnät sedan 2012. En vanlig
invändning mot djupa neuronnät är dock deras beroende av stora mängder data.
Som svar på kritiken har forskningen inom dataeffektiva djupa neuronnät ökat.
Den största framgången inom dataeffektiva djupa neuronnät är nät förtränade
på ImageNet-datasetet som sedan används för andra problem. För många av pro-
blemen har de förtränade näten uppnått toppresultat. Vi studerar förtränade nät
där vi har ett nytt problem som kräver datainsamling. Vi gör hypotesen att da-
taeffektiviteten hos de förtränade näten kan förbättras genom informerad datain-
samling. Efter genomförliga experiment på näten CaffeNet och VGG16 drar vi
slutsatsen att dataeffektiviteten kan förbättras. Vidare undersöker vi ett alterna-
tivt angreppssätt för dataeffektiv inlärning, nämligen att infoga domänkunskap
genom att lägga till ett spatialt transformationslager till de förtränade näten. Vi
finner att spatiala transformationslager är svåra att träna och de förbättrar inte
dataeffektiviteten.
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Abstract

Deep learning has dominated the computer vision field since 2012, but a com-
mon criticism of deep learning methods is their dependence on large amounts
of data. To combat this criticism research into data-efficient deep learning is
growing. The foremost success in data-efficient deep learning is transfer learn-
ing with networks pre-trained on the ImageNet dataset. Pre-trained networks
have achieved state-of-the-art performance on many tasks. We consider the pre-
trained network method for a new task where we have to collect the data. We
hypothesize that the data efficiency of pre-trained networks can be improved
through informed data collection. After exhaustive experiments on CaffeNet and
VGG16, we conclude that the data efficiency indeed can be improved. Further-
more, we investigate an alternative approach to data-efficient learning, namely
adding domain knowledge in the form of a spatial transformer to the pre-trained
networks. We find that spatial transformers are difficult to train and seem to not
improve data efficiency.
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1
Introduction

After the revolutionary win of the ImageNet Large Scale Visual Recognition Chal-
lenge 2012 by Krizhevsky et al. [17] and their deep convolutional neural network,
deep learning methods [11, 17, 22, 23] have come to dominate the computer vi-
sion field. Since 2012 the ImageNet competitions have been won by ever deeper
and more complex convolutional networks [22]. The success of deep learning is
attributed, in large part, to its ability to utilize large datasets [22]. The ImageNet
dataset, for example, contains 1.2 million images. However, in many scenarios,
such as in medical imaging or robotics, it is unfeasible to collect a large dataset.
Instead we would like to perform data-efficient machine learning i.e. "the ability
to learn in complex domains without requiring large quantities of data" [2]. Ideally,
we would like to make deep learning data-efficient while keeping similar perfor-
mance.

The most successful attempt at combining data-efficiency and deep learning
is transfer learning. Transfer learning is when a model is trained on one domain
and then utilized in another related domain [27]. The knowledge is transferred
from one domain to another. For example, a sentiment classifier trained on book
reviews could be used to classify movie reviews. In deep learning, a popular
approach to transfer learning is to train a network on ImageNet and then apply
the network to other tasks [4, 8, 21, 27]. The results when using ImageNet-trained
networks for other tasks are excellent. Razavian et al. [21] even proclaimed it
should be the "... the primary candidate in most visual recognition tasks".

In [4, 8, 21, 27] the tasks and datasets are defined before the transfer learning.
In this thesis we approach the problem of data efficiency and transfer learning
with pre-trained networks from a different angle. We consider a new task where
a dataset has to be collected given a data budget. Therefore, we want to construct
a dataset under the data budget such that the transfer learning is effective. This
thesis investigates the feasibility of such dataset constructions.
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2 1 Introduction

1.1 Purpose

The purpose of this thesis is to investigate if and how pre-trained networks can
be made more data-efficient by informed dataset construction.

1.2 Problem Aim

Since pre-trained networks have proven to be a suitable approach for many tasks,
we assume it is also a good approach for a new task. To construct a dataset for this
new task we need to decide how the data should be acquired. When collecting
the new dataset we are likely to have some controllable acquisition parameters.
These parameters could be, for example, camera position or lighting condition.
How should these controllable acquisition parameters be sampled to enable effec-
tive learning with pre-trained networks? Our hypothesis is that some samplings
are more data-efficient than others, which leads to question 1 below.

Another approach, orthogonal to transfer learning, for making models more
data-efficient is to inject domain knowledge into the model. For example, com-
pare a convolutional neural network to a multilayer perceptron. The convolu-
tional network encodes local correlations explicitly as opposed to the multilayer
perceptron. This gives the convolutional network an advantage on image data.
The use of domain knowledge inspires question 2 below.

In this thesis we investigate data-efficient transfer learning with pre-trained
networks where we pose the following questions:

1. Can transfer learning with pre-trained networks be made more data-efficient
by informed dataset construction?

2. Does the data efficiency of a pre-trained network improve if domain knowl-
edge in the form of a spatial transformer is added?

Due to time constraints we limit the scope:

• The pre-trained networks are the ImageNet-trained networks CaffeNet and
VGG16.

• The controllable acquisition parameters are pose parameters, i.e azimuth
and elevation angle.

• The dataset is the normalized NORB dataset.



2
Theory

In this chapter we present theory relevant to the thesis. We begin with machine
learning fundamentals in section 2.1 and proceed to discuss neural networks in
section 2.2. Important ideas and concepts are italicized. A reader familiar with
machine learning and/or neural networks may skip those sections. Section 2.2.4,
Recent Successes of Convolutional Networks, should be read even by an experi-
enced reader as the core concepts of the thesis are presented there. In the final
section, section 2.3, data-efficient machine learning and transfer learning specifi-
cally are treated.

2.1 Machine Learning

The field of machine learning studies computer algorithms which can learn from
data. Learning means to automatically extract information from data and use
this information to perform some task, a paraphrase of Bishop [5] “automatic dis-
covery of regularities in data [. . . ] and with the use of these regularities take actions”.
Mitchell [20] provides a formal and popular definition of machine learning. The
definition is, for example, used in Wikipedia [3] and [10] and can be found in
definition 2.1.

Definition 2.1 (Machine Learning). A computer program is said to learn from
experience E with respect to some class of tasks T and performance measure P, if
its performance at tasks in T, as measured by P, improves with experience E.

This definition is broad and many experiences E, tasks T and performance
measures P exist. Goodfellow et al. [10] provide a more extensive list of examples
than will be presented here.

We will focus mostly on classification tasks, that is classifying data points into
categories. Data points are collected in datasets which is the experience in the def-

3



4 2 Theory

1.0 0.5 0.0 0.5 1.0
x

1.5

1.0

0.5

0.0

0.5

1.0

1.5

y

Cartesian Coordinates

(a) The classification task in Cartesian
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(b) The classification task in polar co-
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Figure 2.1: A classification task shown with different data representations.
Note that the task in figure 2.1b can be separated with a simple line while
the task in figure 2.1a needs a more complicated classifier.

inition. Data points, examples and samples are used interchangeably. The datasets
we will use are labeled which means that each data point has an associated target
variable. In classification tasks the target variable is the category or class of the
data point. The goal of the machine learning algorithm in supervised learning, i.e.
learning with a labeled dataset, is to predict the target variable. The performance
measure for classification tasks is usually accuracy, i.e. the number of correct
classifications divided by the total number of classifications.

An example of a classification task is given in figure 2.1a, where the task is
to separate the blue circles and the green triangles. In figure 2.1b the same data
is plotted as in figure 2.1a but with a different representation. The different rep-
resentation is obtained by transforming the data points in figure 2.1a, such a
transform is called feature engineering and the transformed data points are called
features. The transform in figure 2.1 is a coordinate transformation from Carte-
sian to polar coordinates. Feature engineering is performed to simplify the task.
For example, in figure 2.1b the classes can be separated with a line, but in figure
2.1a that is impossible. In fact many possible lines would separate the classes
in figure 2.1b, but how should we choose the best one? In order to answer that
question, we first need to define what we mean by best. In machine learning the
goal is to achieve good performance on unseen data, this is called generalization
performance.

Generalization performance can be compared to studying for a test by mem-
orizing the answers to the class assignments as opposed to learning the method
for solving the assignments. Learning the method would perform better on the
test i.e. have better generalization performance. Memorizing is overfitting to the
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previously seen data.
To illustrate generalization performance and overfitting consider the problem

in figure 2.2a. The task is the same as in figure 2.1, but the classification is more
difficult due to some class overlapping in the input space.

In figure 2.2b two classifiers are shown, how can we determine which classi-
fier is best? At first glance it seems as classifier 2 is best since it classifies all the
points correctly. However, as new data is added, denoted by the large markers
in figure 2.2c, classifier 2 misclassifies more points than classifier 1. Classifier 1
gets 5/6 correct whereas classifier 2 only gets 1/6 correct. Thus classifier 1 has
better generalization performance and is therefore best. Classifier 2 overfits the
training data, i.e. previously seen data, yielding poor accuracy on test data, i.e. un-
seen data. The overfitting can also be seen by comparing the two classifiers to the
theoretically optimal Bayes optimal classifier in figure 2.2c. Comparing different
classifiers and controlling for overfitting is called model selection.

2.1.1 Model selection

The goal of machine learning algorithms is to achieve good generalization perfor-
mance. However, if the entire dataset is used for training, i.e. fitting the model
to data, overfitting will likely occur. In order to detect overfitting, the dataset
is split into a training set and a test set. The training set is used to fit the model
and the test set is used to evaluate the performance as a proxy for generalization
performance. A problem arises if many different models are tested on the test set
and the results guide the model selection, in which case it is possible to overfit the
test set as well. To alleviate this problem a second “test set” is used, a validation
set, which guides the model selection. Figure 2.3 shows the work flow.

In the training/validation/test set work flow, see figure 2.3, the dataset is split
into three sets: a training set, a validation set and a test set. The models are
trained on the training set, then evaluated on the validation set. The best per-
forming model on the validation set is evaluated on the test set to estimate gen-
eralization performance. We illustrate the the training/validation/test set work
flow using linear regression in example 2.2.

Example 2.2
The task in regression is to predict a continuous value and here we try to estimate
an underlying function given noisy observations.

The model y(x) is linear regression with polynomial features

y(x) = w0 + w1x + w2x
2 + · · · + wN xN

=
N∑
i=0

wix
i

where x is the input and wi are the coefficients to be learned. The model is trained
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Figure 2.2: Illustration of overfitting.
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Figure 2.3: Train/validation/test set work flow.

by minimizing mean squared error,

min
w

1
K

K−1∑
k=0

(tk − y(xk))
2,

with respect to the parameters wi , where k is the index for a data point. The mean
square error (MSE) function and y(x) can be vectorized as

t = [t0, t1, . . . , tK−1]T

X =


x0

0 x1
0 · · · xN0

x0
1 x1

1 · · · xN1
...

...
. . .

...
x0
K−1 x1

K−1 · · · xNK−1


w = [w0, w1, · · · , wN ]T

MSE =
1
K

(t − Xw)T (t − Xw).

By differentiating the MSE with respect to w and setting the derivative to zero
the optimal w, denoted w∗, is found as

w∗ = (XTX)−1XT t.

The model order, N , in the linear regression model y(x) is not fitted during train-
ing. N is a hyperparameter, a parameter which has to be set before training.

The noisy observations, tk , are generated as

f (x) = x3 − x2 − 10x + 1

tk = f (xk) + εk
εk ∼ N (0, σ2)

σ2 = 64.

30 data points are generated and they can be seen in the plots in figure 2.4. We
split the data into a training set (blue dots), validation set (orange triangles) and
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Figure 2.4: Different linear regression models to illustrate under- and over-
fitting. The data points are generated by adding noise to the true function
f (x) (the black line). The blue dots show the training set, the orange trian-
gles show the validation set and the purple squares show the test set. The
linear regression model is the green dashed line. The two upper plots with
linear regression models of order 1 and 2, figure 2.4a and figure 2.4b, exhibit
underfitting as they neither fit training data nor the true function well. The
linear regression of order 3 in figure 2.4c has good fit with both the train-
ing data and the true function. The model of order 15 in figure 2.4d, fits
the training data better than the model in figure 2.4c, but displays severe
overfitting as the fit with the true function is poor.
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Figure 2.5: Training and validation mean square error for the different
model orders. Model order 1 and 2 underfit (both high training and valida-
tion errors). Model order 15 overfits (low training error and high validation
error). Model order 3 has good fit (both low training and validation errors).

test set (purple squares). The training set consists of 20 data points. The valida-
tion and test set have 5 data points each. The training set is used to fit the param-
eters of a model. Different models and their hyperparameters are compared on
the validation set. The best model is chosen based on validation performance and
is then tested on the test set as an approximation of generalization performance.
The test set is only used for evaluating final performance and is not used in any
training or model selection.

In figure 2.4 different model orders of the linear regression model are shown.
The importance of the train/validation split can be seen in figure 2.4d, where the
model fits training data best but does not capture the underlying function well.
The order 15 model is overfitting. By analysing training and validation error
curves, see figure 2.5, over- and underfitting can be discovered.

Figure 2.5 shows that the model orders 1 and 2 underfit. The models have too
low capacity, i.e. linear and quadratic functions are not complex enough to fit the
data. The underfitting is evident since both the training and validation errors are
high. This is also confirmed by looking at figure 2.4a and figure 2.4b where the
linear regression curve is far from both the training points and the underlying
function. Model order 15 on the other hand overfits, its training error is low
but the validation error is high. Again this is confirmed by figure 2.4d, where
the linear regression curve fits the training points well but is not similar to the
underlying function. The model of order 3 has both good training and validation
errors, which is expected since the true function has model order 3. It is also seen
in figure 2.4c that the linear regression curve fits f (x) well and does not overfit
the training data. The model of order 3 is therefore the best model and can be
evaluated on the test set.

In linear regression, the model’s capacity is determined by its order. We omit
any formal definition of capacity and instead content ourselves with the informal
explanation by Goodfellow et al. [10]: "a model’s capacity is its ability to fit a wide
variety of functions". Thus, a linear regression model of order 15 has higher ca-
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pacity than a model of order 2. Over- and underfitting can often be explained in
terms of capacity. A model with too high capacity is likely to overfit and a model
with too low capacity is likely to underfit.

While the capacity of a linear regression model is determined by its order,
other models’ relation to capacity may be far more complicated. For example,
for neural networks (section 2.2) capacity is related to the number of units, the
activation functions and the number of layers. In such cases, instead of choosing
the correct capacity regularization is used.

2.1.2 Regularization

Goodfellow et al. [10] describe regularization as "... any modification we make
to a learning algorithm that is intended to reduce its generalization error but not its
training error". One form of regularization is penalizing the model’s capacity in
order to obtain a lower generalization error. Penalizing can also be viewed as ex-
pressing a preference for a certain structure in the model. It should be noted that
regularization may mean something different in other fields such as mathematics.

An example of regularization is given below:

C = MSE + ΩL2(w)

=
1
K

(t − Xw)T (t − Xw) + λwTw

where an L2 regularizer, ΩL2(w) = λwTw, has been added to the MSE function
for the linear regression model. The L2 regularizer encodes a preference for small
weights in the model, but larger weights are permissible if they substantially im-
prove the error. The hyperparameter λ determines the strength of the regulariza-
tion. A large λ means it is important that the weights are small, while a small λ
is closer to the unregularized model. The L2 regularization thus adds a hyperpa-
rameter to the learning process.

Since the capacity of a linear regression model is determined by its order,
adding L2 regularization to control capacity does not greatly ease the process of
finding the correct capacity. Instead, there are now two hyperparameters to tune.
The benefit is greater for more complex models such as neural networks. For
neural networks where the capacity is determined by multiple cross-correlated
factors, e.g. the number of layers and the number of units in the layers, having
one hyperparameter to control the capacity simplifies the search for a suitable
capacity.

A common work flow to find a suitable capacity for complex models, such as
neural networks, is to first make the model overfit and then add regularization
to obtain the desired performance. In other words, construct a too high capacity
model and then use regularization to lower the capacity. We show this concept
with the order 15 linear regression in example 2.3.
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Figure 2.6: Regularized linear regression with model order 15.

Example 2.3
We search for a suitable regularization parameter λ with the training/validation
set methodology and the resulting error curves are show in figure 2.6a. Observe
that as regularization is applied the validation error decreases while training er-
ror increases. This is expected since the aim of the regularization is to overfit less,
i.e. not to memorize the training set. The best validation error is obtained with
λ = 16.

The best regularized model and the unregularized model can be seen in figure
2.6b. The regularized model fits the true function better as it has smaller oscilla-
tions. However, it is still not a good match for the true function. It seems a model
order of 15 has too high capacity to be efficiently regularized by L2 regularization
for this problem.

2.2 Neural Networks

Neural networks (NN) originally arose from trying to model brains, but have
since evolved to be used as pure machine learning algorithms without biological
constraints [5]. A neural network consists of nodes called neurons or units and
edges with corresponding weights, see figure 2.7. The weights are parameters
which are fitted during training. The edges may be undirected but the most com-



12 2 Theory

x3

x2

x1

x0

z
(1)
4

z
(1)
3

z
(1)
2

z
(1)
1

z
(1)
0

y

Hidden
layer

W(1) W(2)

Input
layer

Output
layer

Figure 2.7: A single-hidden-layer MLP. Note that z(1)
0 does not have any in-

coming edges since it is a bias and is constant 1. x0 is also a bias.

mon model is where the edges are directed forward. The standard feedforward
neural network is called the multilayer perceptron (MLP).

2.2.1 Multilayer Perceptron

The multilayer perceptron is a feedforward neural network consisting of several
layers with trainable parameters. It has an input layer, an output layer and be-
tween them at least one hidden layer. It should be noted that there are some
differences in notations regarding layers. Some authors denote an MLP like the
one in figure 2.7 as a 3-layer network by counting all the unit layers; input, hid-
den and output. Others denote it as a single-hidden-layer MLP and a third group
call it a two-layer network due to the two layers of adaptive weights [5].

An MLP and neural networks in general work by applying an affine transfor-
mation to an input followed by a non-linearity to generate an output. The output
may be the final output or it could be the input to a subsequent layer, see figure
2.7. In an MLP the input xi gets propagated along the weights wji and the non-
linearity h( · ) is applied in the hidden unit and then propagated as the output zj .

A single edge has the weight w(l)
ji where l is the weight layer, i the start unit and

j the end unit. All weights in a layer can be collected to form a weight matrix

W(l) =


w

(l)
11 w

(l)
12 · · · w

(l)
1N

w
(l)
21 w

(l)
22 · · · w

(l)
2N

...
...

. . .
...

w
(l)
M1 w

(l)
M2 · · · w

(l)
MN


where N and M are the number of units in the input layer and the next layer re-
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spectively. The affine transformation of the input x = [x1, · · · , xN ]T thus becomes

a(l) = W(l)x + b(l)

which is called the pre-activation. b(l) = [b1, · · · , bM ]T is a bias. The bias is some-
times incorporated in the weight matrix by adding a dummy input x0 = 1 and

b
(l)
j in the first column in the weight matrix. An elementwise non-linearity h( · )

is applied to the pre-activation

z(l) = h
(
a(l)

)
= h

(
W(l)x + b(l)

)
to form the activation z(l) which is the same as the output from a unit layer.

The network in figure 2.7 thus have the following model

x̃ = [x0, x1, x2, x3]T

W̃ = [b(1),W(1)]

a(1) = W̃(1)x̃

z(1) = h1(a(1))

z̃(1) = [z0; z(1)]

W̃2 = [b(2),W(2)]

a(2) = W̃(2)z̃(1)

z(2) = h2(a(2))

y = z(2).

The model is iterative where the output from one layer is the input to the next
layer. Therefore a model with L weight layers (L-1 hidden layers and L+1 unit
layers) is

z(0) = x

a(l+1) = W(l+1)z(l) + b(l+1)

z(l+1) = h(a(l+1))

y = z(L).

2.2.2 Training

Training in machine learning is to optimize the learnable parameters such that
some loss function is minimized. In neural networks the learnable parameters
are the weights. For classification a common loss function is cross entropy.

The cross entropy loss function arises from maximum likelihood estimation
where the classes are assumed to be multinomial distributed. Multi-class cross
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entropy is defined in definition 2.4. Multi-class cross entropy has a related out-
put non-linearity called softmax (definition 2.5), which makes the cross entropy
gradients easy to calculate.

Definition 2.4 (Multi-class Cross Entropy). Let y be the output of a classifier
and t the target variable, where t is encoded with a 1-of-K coding scheme. t is
thus binary vector and zero everywhere except for the k-th element which denote
the class. The multi-class cross entropy is then

C = −t ln(y).

Definition 2.5 (Softmax). Let x = [x1, x2, . . . , xK ] then the softmax function is

softmax(x) =
exp(x)∑
k exp(xk)

.

Neural networks are trained by gradient descent and the gradients are calcu-
lated efficiently by recursive application of the chain rule of calculus (definition
2.6). This efficient gradient calculation is called backpropagation, because of the
backward flow of partial gradients, see figure 2.8. To illustrate the backpropaga-
tion principle consider example 2.7.
Definition 2.6 (Multivariate Chain Rule). Let xi(t) be differentiable at t and
suppose that z = f (x1(t), . . . , xN (t)) is differentiable at (x1(t), . . . , xN (t)). Then
z = f (x1(t), . . . , xN (t)) is differentiable at t and

∂z
∂t

=
N∑
i=1

∂z
∂xi

∂xi
∂t
.

Example 2.7
Suppose that we want to calculate the ∂f /∂x and ∂f /∂y of the function

f (x, y) = (x + y)2.

We introduce the intermediate variables z and w as

z = x + y

w = z2

then

f (x, y) = w.

The computational graph with the intermediate variables is shown in figure 2.8.
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Figure 2.8: Computational graph, which shows the forward calculations on
the top of the solid arrows and the backward flow of the gradients below the
dashed arrows.

Now we can calculate ∂f /∂x and ∂f /∂y with the chain rule as

∂f

∂x
=
∂f

∂z
∂z
∂x

=
∂f

∂w
∂w
∂z

∂z
∂x
.

The intermediate derivatives are

∂f

∂w
= 1,

∂f

∂z
=
∂f

∂w
∂w
∂z

= 1 · 2z,

∂f

∂x
=
∂f

∂z
∂z
∂x

= 2z · 1 = 2(x + y).

By calculating the intermediate derivatives we have recursively traversed the
computational graph, see figure 2.8. We started with ∂f /∂x and to calculate that
we needed ∂f /∂z which in turn needed ∂f /∂w which was the last variable and
equal to f . In other words, we have followed the backward flow in the computa-
tional graph (the dashed arrows).

Now if we want to calculate ∂f /∂y the only derivative that needs to be calcu-
late is ∂y/∂z as we already have the derivative for ∂f /∂z. Thus

∂f

∂y
=
∂f

∂z
∂z
∂y

= 2z · 1 = 2(x + y).

The same principle of intermediate variables as in example 2.7 is used to cal-
culate the gradients for a neural network. The goal is to find the gradient with
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respect to the weights and biases so that they can be updated to more optimal val-
ues by gradient descent. The gradients we wish to calculate are thus, ∂C/∂W(l)

and ∂C/∂b(l) where C is the loss or cost function and W(l) is the weights of layer
l and b(l) is the bias of layer l.

A convenient notation for the gradient calculations is

δ(l) ≡ ∂C

∂a(l)
=

 ∂C
∂a

(l)
1

,
∂C

∂a
(l)
2

, ...,
∂C

∂a
(l)
K


T

which is the gradient of the loss function with respect to the pre-activation a(l) of
layer l. Furthermore, we denote the k-element of δ(l) as

δ
(l)
k =

∂C

∂a
(l)
k

.

The sought after gradients then become

∂C

∂w
(l)
kj

=
∂C

∂a
(l)
k

∂a
(l)
k

∂w
(l)
kj

= δ
(l)
k

∂a
(l)
k

∂w
(l)
kj

(2.1)

∂C

∂b
(l)
k

=
∂C

∂a
(l)
k

∂a
(l)
k

∂b
(l)
k

= δ
(l)
k

∂a
(l)
k

∂b
(l)
k

. (2.2)

The calculations of equation (2.1) and equation (2.2) can be found in appendix A.
The vectorized results are

δ(L) = ∇yC � h′L(a(L))

δ(l) =
(
W(l+1)T δ(l+1)

)
� h′l(a

(l))

where ∇yC = [∂C/∂y1, . . . , ∂C/∂yK ]T for an output of K dimensions and � is
elementwise multiplication. Then the vectorized weight and bias gradients are

∂C

∂W(l)
= δ(l)z(l−1)T

∂C

∂b(l)
= δ(l).

The gradients can now be used in gradient descent training. The basic gradi-
ent descent equation is

W(l)
τ+1 = W(l)

τ − α
∑
n

∂Cn

∂W(l)
τ

(2.3)

where τ denotes the update iteration, α is the learning rate i.e. the step-size of the
negative gradient, and Cn the loss for the n-th training sample. The weights are
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usually initialized randomly. As can be seen in equation (2.3) the entire training
set is used to perform one weight update. Methods that use the entire dataset for
one weight update are called batch methods.

Batch methods are unfeasible for large datasets, therefore neural networks
are most often trained by mini-batch gradient descent. In mini-batch gradient
descent the loss is approximated by a batch of training samples smaller than the
entire dataset. In the extreme case of one sample per batch, the method is called
stochastic gradient descent (SGD). Mini-batch gradient descent is also sometimes
called mini-batch stochastic gradient descent, since it statistically approximates
the full dataset gradient. The mini-batch formulation is

W(l)
τ+1 = W(l)

τ − α
M−1∑
m=0

∂Cm

∂W(l)
τ

(2.4)

whereM is the mini-batch size and the other variables are the same as in equation
(2.3).

It should be clarified that all the gradient descent versions above use all the
training samples. The difference between them is how many weight updates are
performed per epoch. An epoch is one pass through all the training samples. The
batch methods perform one weight update per epoch. For a dataset of size N and
mini-batch size M, stochastic gradient descent performs N weight updates and
mini-batch gradient descent performs dN/Me weight updates.

The learning rate α is one of many hyperparameters in training and modeling
with neural networks. Other examples of hyperparameters are the number of
units, the number of layers and the type of activation function. Optimizing these
hyperparameters is somewhat of an art form and unfortunately very important
for achieving good performance. The nuances of hyperparameter tuning will not
be covered here. Instead we refer the reader to Goodfellow et al. [10] and the
Stanford course CS231n [1].

2.2.3 Convolutional Networks

The MLP in the previous section does not take spatial structure of the data into
consideration. The input can be rearranged in any order as every input unit is con-
nected to each unit in the next layer. However, many types of data have a spatial
or a temporal ("spatial" in time) structure. Images, for example, have a spatial
structure, since nearby pixels are more correlated than far away pixels. A tem-
perature time series is another example, where the current temperature depends
more on the temperature the previous day than the previous month. In order
to take advantage of these structures, convolutional neural networks (CNN) [18],
also known as covolutional networks or ConvNets, were invented. Convolutional
networks are inspired by the human vision system and are specifically tailored to
image data. However, any type of data which has a spatial structure may benefit
from convolutional networks.

Convolutional networks exploit the spatial structure by using local connec-
tions. Local connections mean that only a few neighboring input units are con-
nected to an output unit.
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Image

Filter 1, w1 Filter 2, w2

Feature Map 1 Feature Map 2

Maxpool 1 Maxpool 2

Figure 2.9: The different stages of a convolutional layer. The image in the
top is the input to the layer. The layer has two filters w1 and w2 which are
convolved with the input and passed through a non-linearity to form the
feature maps 1 and 2. A bias can also be added before the non-linearity. The
feature maps are then subsampled by 2x2 max-pooling with stride 2. The
two max-pooling maps can be passed to another convolutional layer or be
flatten and passed to fully connected layer.
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Any Arrow Movement

(a)

Rotation

(b)

Elongation

(c)

Max-pooling Result, 
 Any Arrow Movement

(d)

Max-pooling Result, 
 Rotation

(e)

Max-pooling Result, 
 Elongation

(f)

Figure 2.10: Illustration of max-pooling, showing the invariance to small
perturbations. Different inputs to the max-pooling operator are given in
figure 2.10a, 2.10b and 2.10c. The max-pooling is applied over a 3x3 neigh-
borhood with stride 3. Black is 1 and white is 0.

Furthermore, convolutional networks use weight sharing i.e. the same weights
are used for multiple input units. Weight sharing is useful since objects of inter-
est can be anywhere in an image. For example, some weights may have learned
to detect a vertical edge. By using weight sharing those weights are applied to
the entire image, thereby finding all the vertical edges.

The combination of local connections and weight sharing is implemented by
the convolution operator, hence the name convolutional network see figure 2.9.

The key difference between a convolutional network and an MLP is that the
convolutional network uses a convolution instead of a matrix multiplication as its
affine transformation. Following the convolution an elementwise non-linearity is
applied in the convolutional network, same as in the MLP. After the non-linearity
a subsampling operation is often performed, an operation which is missing in the
MLP.

The subsampling has two purposes: to diminish the dimensionality and to
make the network more invariant to small perturbations. Currently the most
popular subsampling is max-pooling, but other operations such as averaging ex-
ist. Max-pooling is to take the maximum value of a neighborhood, i.e. the neigh-
borhood information is pooled to the maximum value. Figure 2.10 illustrates the
purpose of max-pooling. As can be seen in figure 2.10a the black pixels can be
moved in any direction of the arrows and max-pooling result would be the same.
The max-pooling result is thus invariant to small perturbations. Specific cases
are shown for rotation and elongation in figure 2.10b and 2.10c respectively. The
max-pooling results for figure 2.10a, 2.10b and 2.10c are shown below them in
figure 2.10d, 2.10e and 2.10f and as can be seen, they are the same. Furthermore,
note the dimensionality reduction from 6x6 to 2x2.
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Example 2.8
The calculations for the w1 filter in figure 2.9.

R =



0 0 0 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0


G =



0 0 0 0 0 0

0 0 0 0 0 0

0 1 1 1 0 0

0 0 0 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0


B =



0 0 0 0 0 0

0 0 1 0 0 0

0 0 1 0 0 0

0 0 1 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0


w1
R =


0 0 0

0 0 0

0 0 0

 w1
G =


0 0 0

0 0 0

0 0 0

 w1
B =


0 1 0

0 1 0

0 1 0


R ∗ w1

R =


0 0 0 0

0 0 0 0

0 0 0 0

0 0 0 0

 G ∗ w1
G =


0 0 0 0

0 0 0 0

0 0 0 0

0 0 0 0

 B ∗ w1
B =


0 2 0 0

0 3 0 0

0 2 0 0

0 1 0 0



a1 = R ∗ w1
R + G ∗ w1

G + B ∗ w1
B =


0 2 0 0

0 3 0 0

0 2 0 0

0 1 0 0


f 1 = ReLU(a1) =


0 2 0 0

0 3 0 0

0 2 0 0

0 1 0 0


z1 = maxpool(f 1) =

[
3 0

2 0

]

A convolutional layer consists of a convolution, a non-linearity and a pooling
operation as can be seen in figure 2.9 and example 2.8. A convolutional network
consists of at least one convolutional layer, but most often several convolutional
layers are stacked after each other. The convolutional layers are usually followed
by fully connected layers, i.e. an MLP, in order to perform classification. The
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equations of a convolutional layer are

ak =
∑
c

wkc ∗ xc + bk

f k = h(ak)

zk = maxpool(f k).

xc is a channel of the input, for example the red channel in an RGB image. wk

is the k-th convolutional filter and wkc the filter’s c-th channel. xc and wkc are
convolved and the channel-wise results are summed up together with a bias bk

to form the pre-activation feature map ak . ak is passed through a elementwise
non-linearity to form the feature map f k . Max-pooling can then be applied to
the feature map to generate the layer output zk . The output zk could then be one
of the input channels to the next layer.

2.2.4 Recent Successes of Convolutional Networks

Convolutional networks have been used since the 90’s, for example in automatic
check and zip code reading [18]. However, they struggled to succeed at other,
more difficult, tasks. This changed in 2012 when Krizhevsky et al. [17] won the
ImageNet Large Scale Image Recogition Challenge. A difficult challenge which
consisted of classifying images into 1000 classes with the help of training set
containing 1.2 million images. Krizhevsky et al. [17] used a deep convolutional
network of 5 convolutional layers, 2 fully connected layers and a softmax clas-
sifier. The deep CNN severely outperformed the competition and lowered the
top-5 error rate from 25.2% to 16.4%. Since 2012 the ImageNet Challenge has
been won by ever deeper and more complex convolutional networks. The com-
plexity has brought a steady decline in error rate, see figure 2.11. The decline
in error rate is remarkable especially compared to the non-deep methods. The
outstanding results have brought a huge increase in neural networks research.

In this section we present some of that research which is relevant to the thesis.
We begin by describing the deep convolutional network in [17], usually called
AlexNet after its first author. Then we proceed by discussing a popular network
from the 2014 ImageNet competition called VGG16 [23]. Finally, we treat spatial
transformers [12]. A recent network layer which adds a trainable input transfor-
mation to the network.

AlexNet

Krizhevsky et al. [17] contributed three key innovations: efficient GPU implemen-
tation to make training faster and thus feasible, the rectifier linear unit activation
function (ReLU, definition 2.9) which alleviated optimization problems and sped
up convergence and finally dropout regularization. While these things, with the
exception of dropout, had been used before [6, 14, 26] Krizhevsky et al. [17] were
the first to successfully combine and apply them to a large task.
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Figure 2.11: Improvement of top-5 error rate in the ImageNet classfication
competition from 2010-2015. The error rates for the years 2010-2015 are
28.2, 25.2, 16.4, 11.7, 6.7 and 3.5 percent. [11, 22]

The ReLU activation function made optimization easier and faster, since it
will always have a non-zero gradient if the input is positive. This was not the case
for earlier activation functions, which only had a non-zero gradient in a limited
range. Staying in that limited range is very difficult, especially when multiple
layers get stack after each other. Learning does not occur if the gradient is zero,
therefore the large range of non-zeros gradients in the ReLU function aided the
learning process.

Definition 2.9 (Rectifier Linear Unit, ReLU).

ReLU(x) = max(x, 0) =

x, x ≥ 0
0, x < 0

Dropout regularization (definition 2.10) is a stochastic regularization tech-
nique which works by randomly zeroing, "dropping", a portion of the units in the
affected layer during training. The randomness introduced by dropout breaks
complex co-adaptions and forces features to be more robust as they have to func-
tion with noisy inputs [24]. Since dropping units results in a thinner network,
dropout can also be viewed as training exponentially many thin networks. The
thin networks are then averaged at test time by scaling the weights by the dropout
probability p. The scaling makes the expected value of the unit outputs the same
during training and testing.

Definition 2.10 (Dropout). During training:

r
(l)
i ∼ Bernoulli(p)

z(l)
dropout = r(l) � z(l)

a(l+1) = W(l+1)z(l)
dropout + b(l)
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At test time:

a(l+1) = W(l+1)z(l)p + b(l)

A version of AlexNet can be found in table 3.3 in the method chapter, section
3.2.1.

VGG16

VGG is an abbreviation for the Visual Geometry Group at Oxford University. In a
neural network context VGG refers to the models from [23], which was the Visual
Geometry Group’s submission to the 2014 ImageNet competition. While VGG
came in second in the classification challenge, the simplicity of their network
architecture made their models popular.

The VGG models are considered simple due to two reasons. The first is the
use of 3x3 convolutions throughout the network. The second is the doubling of
the number of feature maps after 2x2 max-pooling with stride 2. The 2x2 max-
pooling with stride 2 is also used throughout the network. These simple choices
removed the need for tuning convolutional filter sizes and individual layer sizes.

The main results in [23] are that small convolutional filter sizes work well and
that depth is important. The best models, model D and E commonly referred to
as VGG16 and VGG19 in literature, are 16 and 19 layers deep. The network
architecture for VGG16 is given in table 3.4 in the method chapter, section 3.2.2.

Spatial Transformer

A spatial transformer [12] is a recently developed neural network layer which
learns to spatially transform its input to improve classification performance. For
example, rotating handwritten digits to an upright position where the task is
to classify rotated handwritten digits. Note that though we will focus on input
transformations here, a spatial transformer can also be applied to feature maps.

The spatial transformer layer consists of three parts: a localization network, a
grid generator and a sampler. The localization network predicts the parameters
of the transformation. The transformation is applied to all grid points which are
defined by the grid generator. The transformed grid points refer to points in the
input from which the output should get its value. However, the transformed grid
points are floating-point numbers and the input points are integers, therefore the
sampler is needed. The sampler calculates the output value from the input and
the transformed grid points. For example, the sampler could be nearest neighbor
interpolation or bi-linear interpolation.

The localization network predicts the parameters θ of a transformation Tθ .
We denote the grid G = {Gj } and Gj = (xoj , y

o
j ) corresponds to pixels in the output,

hence the o superscript. The grid generator outputs the transformed grid in the
input space as (xij , y

i
j ) = Tθ(G). Both the input and output coordinates are nor-

malized to be in [−1, 1] i.e. −1 ≤ xij , y
i
j ≤ 1 −1 ≤ xoj , y

o
j ≤ 1. We will only treat



24 2 Theory

a special case of transformations, namely affine transformations Aθ . However,
any transformation which is differentiable with respect to its parameters could
be used. The affine transformation isxijy ij

 = Aθ


xoj
yoj
1

 =
(
θ11 θ12 θ13
θ21 θ22 θ23

) 
xoj
yoj
1

 . (2.5)

The output grid in equation (2.5) is given in homogeneous coordinates.
The input grid generated from the affine transformation xij , y

i
j are clipped to

be in [−1, 1] and then scaled to be in the input image space, see figure 2.12c. The
input grid points are still floating-point numbers and the input image only has
values at integer positions, see figure 2.12f. Therefore the grid points need to be
sampled to associate pixel values with the grid points. An example of a sampler,
nearest neighbor interpolation, is shown in figure 2.12e. The nearest neighbor
interpolation is simple and suitable to illustrate the concept of the sampler, but
in practice bi-linear interpolation is commonly used. However, as with the trans-
formation, any sampler can be used as long as it is differentiable. The general
sampling formula from [12] is

V c
j =

H∑
n

W∑
m

U c
nmk(xij −m;Φx)k(y ij − n;Φy)

where V is the output image, U the input image, k the sampling kernel and Φx
and Φy parameters for the kernel, H is the height of the input image and W the
width. The sampling is done for all j grid points and all channels c. The kernel k
determines how the grid points and the pixel values should be combined to form
the output image. A bi-linear sampling kernel results in the following formula:

V c
j =

H∑
n

W∑
m

U c
nm max(0, 1 − |xij −m|) max(0, 1 − |y ij − n|).

A spatial transformer with an affine transformation and bi-linear interpola-
tion is thus

θ = floc(U )xijy ij
 = Aθ


xoj
yoj
1


V c
j =

H∑
n

W∑
m

U c
nm max(0, 1 − |xij −m|) max(0, 1 − |y ij − n|)

where floc is the localization network. Example 2.11 describes all the stages of
the spatial transformer.
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Figure 2.12: Different stages of the spatial transformer. The plots should be
read from left to right in the first row and right to left in the second row, i.e
in the order a, b, c, f, e and d.

Example 2.11
In this example we describe the stages of a spatial transformer. The output grid

is 3x3, the transformation is a 45 degree rotation, the input image is 5x5 pixels
containing a 45 degree edge and the sampler is nearest neighbor interpolation.

The output grid G = {(xoj , y
o
j )} is shown in figure 2.12a. The rotation transform

is applied to G and results in the grid in figure 2.12b. Note the black box in the
plot, it shows the limit of −1 ≤ x, y ≤ 1. Since the input grid has to be in [−1, 1],
the values outside the box are clipped to be on the limit. This can be seen in
figure 2.12c where the corners of the diamond have been "pushed in".

In figure 2.12c the grid has also been rescaled to the size of input image, if the
black box would be present here it would show 0 ≤ x, y ≤ 4. The transformed
grid in pixel space and the input image are shown in figure 2.12f.

As can be seen in figure 2.12f not all grid points refer to integer numbers.
Since pixel locations are integers, a sampler is needed to calculate output values
for the grid points. A nearest neighbor sampler is used and the result is shown in
figure 2.12e, note for example that the outer green triangles have moved inward
to (1, 1) and (3, 3).

In figure 2.12e the spatial transformer calculations are concluded. Figure
2.12e shows from where each output grid point gets its value and the final output
image with the output grid is shown in figure 2.12d.
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Since all the parts of the spatial transformer are differentiable (almost every-
where) it can be trained by backpropagation. This is the key contribution of the
spatial transformer. The spatial transformer is optimized together with the task
loss, such as cross entropy for classification, and learns transformations useful
to the task. For example, it can learn to attend/focus on a traffic sign in a road
image if the task is to classify traffic signs. The attention is achieved without any
extra labels like bounding boxes, only the class labels are needed.

2.3 Data-efficient Machine Learning

The success of convolutional networks and deep learning are partly dependent on
large amount of training data [22]. However, in many domains such as medicine
and robotics large datasets are unavailable, unfeasible or impossible to collect.
Therefore we would like to perform data-efficient machine learning. The ICML
2016 Workshop on Data-efficient Machine Learning [2] defines data-efficient ma-
chine learning as “the ability to learn in complex domains without requiring large
quantities of data”. The workshop gives a number of different techniques for data-
efficient machine learning which are listed below:

• Consider trade-offs between incorporating explicit domain knowledge and
more general-purpose approaches,

• exploit structural knowledge of our data, such as symmetry and other in-
variance properties,

• apply bootstrapping and data augmentation techniques that make statis-
tically efficient reuse of available data,

• use semi-supervised learning techniques, e.g., where we can use genera-
tive models to better guide the training of discriminative models,

• generalize knowledge across domains (transfer learning),

• use active learning and Bayesian optimization for experimental design
and data-efficient black-box optimization,

• apply non-parametric methods, one-shot learning and Bayesian deep learn-
ing.

We will focus on transfer learning in this thesis.

2.3.1 Transfer Learning

Transfer learning is when a model is trained on a task in one domain and then
utilized for another related domain and task [27]. The training domain is called
source domain and the other domain is called target domain. Similarly the tasks
in the different domains are called source and target task.
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An example of transfer learning is a sentiment classifier trained on book re-
views which is applied to classify movie reviews, i.e. different domains but same
task. Transfer learning is also where both the tasks and domains are different.
For example, a handwritten letter classifier is utilized to classify digits. An image
classifier utilized to perform object detection is a third case of transfer learning,
i.e. same domains but different tasks.

In this thesis we focus on the case of different domains and same task (classifi-
cation). Specifically, we are interested to utilize ImageNet-trained convolutional
networks for other datasets, which is a popular approach in deep learning litera-
ture [4, 8, 21, 27].

Transfer Learning in Deep Learning

About a year after the deep learning breakthrough in the 2012 ImageNet compe-
tition it was discovered that ImageNet-trained networks generalize well to other
tasks [8, 28]. An already trained network is called a pre-trained network.

Transfer learning with a pre-trained network has two common approaches.
The first is to use it as a feature extractor and the second is to use it as a weight
initialization.

In the feature extraction approach, the output from some layer in the network
is used as features for a trainable classifier. Often the layer before the classifica-
tion layer is chosen.

The weight initialization approach uses some of the pre-trained layers as a
weight initialization and then trains the entire network for the new task. The
weight initialization approach is called fine-tuning as it tunes the network to
the new task. Correspondingly, the feature extraction approach is referred to as
frozen weights as it does not alter the weights of the pre-trained network.

Razavian et al. [21] showed that the deep features are good for many different
tasks: image classification, fine-grained classification, object detection, attribute
detection and visual instance retrieval. Razavian et al. [21] studied the frozen
weight method which they call “off-the-shelf features”. The off-the-shelf features
were the first fully connected layer (fc6) of AlexNet. The results were remarkably
good, yielding state-of-the-art performance on many tasks. In fact the results
were so good the authors declared: “The results strongly suggest that features ob-
tained from deep learning with convolutional nets should be the primary candidate in
most visual recognition tasks.”

In [4] a follow-up paper to [21], factors affecting the transferability were in-
vestigated. Five transferability factors were studied: which layers to cut, whether
fine-tuning should be used, the underlying architecture, source/target similar-
ity and the benefit of additional data. Azizpour et al. [4] came to the following
conclusions: fine-tuning always helps and more so with increasing amount of
fine-tune data, depth is more important than width and cutting at the first fully
connected layer is a good trade-off.

Regarding fine-tuning, Yosinski et al. [27] also concluded that it always helps.
They performed extensive experiments on transfer learning between 50-50 class
partitions of ImageNet, comparing fine-tuning and frozen weights as well as in-
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vestigating on which layer to cut. Their conclusion was that fine-tuning improves
performance regardless of which layers are cut. For the frozen weights on the
other hand, the performance depends on where the layers are cut. The lower lay-
ers are more general and can be left frozen without much loss of performance
as compared to the original network. In the middle layers, frozen weights have
large degradation compared to the original network and fine-tuning. This is due
to complex co-adaptations which can not be recovered. In the top layers, the
fully connected ones, the performance can be recovered with frozen weights if
the tasks are similar.



3
Method

The method consists of three steps. First sample datasets in different ways, sec-
ond extract features and train on those sampled datasets and third compare the
performance. The difference in performance should indicate if some samplings
are better than others. The different datasets and samplings are described in sec-
tion 3.1. In section 3.2 the pre-trained networks and the feature extraction are
presented. The training and validation procedures as well as the classifiers are
described in section 3.4. Finally, the significance test McNemar’s test is presented
in section 3.5.

3.1 Datasets

The different sampled datasets are constructed from the NORB dataset [19].

3.1.1 NORB

The NORB dataset consists of images of toys captured under different azimuths,
elevations and lighting conditions. The toys belong to one of 5 classes: four-
legged animals, humans, airplanes, trucks or cars. Each class has 10 different toy
instances. In order to remove irrelevant color and texture information all toys
were painted with a uniform bright green. Figure 3.1 shows all the objects in the
NORB dataset. The images were captured with two cameras 41 cm away from
the object and 7.5 cm away from each other to form a stereo pair.

The NORB dataset includes four variations of the images, normalized, jittered,
textured and cluttered. Since we only use the normalized dataset the others are
not described. The normalized dataset consists of a training set and a test set
with 24 300 96x96 gray-scale stereo images each. The training set and the test set
are constructed by using 5 toy instances for training and the 5 other instances for

29
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(a) NORB train images. (b) NORB test images.

Figure 3.1: Toys in the NORB dataset. Figure 3.1a shows the train images
and figure 3.1b shows the test images. The rows show the classes, four-legged
animals, humans, airplanes, trucks and cars. The columns show the different
toys.

testing. The images are captured in 6 lighting conditions, 9 elevations (30, 35, 40,
45, 50, 55, 60, 65, 70 degrees) and 18 azimuths (0 to 340 degrees with 20 degree
step size), resulting in 972 stereo images per toy.

Evenly Sampled NORB

The normalized NORB dataset is sampled evenly across azimuths and elevations
to provide datasets for a certain data budget. The evenly sampled datasets are
listed in table 3.1. Furthermore, only the left (first) channel of the stereo images
is used.

Randomly Sampled NORB

In addition to the evenly sampled dataset a randomly sampled dataset is con-
structed, also to provide datasets for a certain data budget. The different data
budgets are the same as for the evenly sampled dataset. The azimuth and ele-
vations are sampled uniformly without replacement to form the datasets. The
randomly sampled datasets are listed in table 3.2. Again, only the left (first)
channel of the stereo images is used.

3.2 Pre-trained Networks

Two networks pre-trained on ImageNet are used: CaffeNet an AlexNet clone
from the Caffe library [15] and VGG16. The networks are implemented with
the Python library Lasagne [7] which is based on Theano [25].
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Name Azimuths Elevations Data Budget
A20E5 (full dataset) 0:340:20 30:70:5 24 300
A20E10 0:340:20 30:70:10 13 500
A20E15 0:340:20 30:70:15 8 100
A40E5 0:340:40 30:70:5 12 150
A40E10 0:340:40 30:70:10 6 750
A40E15 0:340:40 30:70:15 4 050
A60E5 0:340:60 30:70:5 8 100
A60E10 0:340:60 30:70:10 4 500
A60E5 0:340:60 30:70:15 2 700
A120E5 0:340:120 30:70:5 4 050
A120E10 0:340:120 30:70:10 2 250
A120E15 0:340:120 30:70:15 1 350

Table 3.1: Evenly sampled NORB datasets. The naming convention is AXEY,
where A and X denote azimuth and azimuth stepsize and E and Y denote
elevation and elevation stepsize. The azimuth and elevation columns show
the selected views. The selected views are written as start:stop:stepsize and
the stop is included.

Name # Azimuths # Elevations Data Budget
A20E10_random 18 5 13 500
A20E15_random 18 3 8 100
A40E5_random 9 9 12 150
A40E10_random 9 5 6 750
A40E15_random 9 3 4 050
A60E5_random 6 9 8 100
A60E10_random 6 5 4 500
A60E5_random 6 3 2 700
A120E5_random 3 9 4 050
A120E10_random 3 5 2 250
A120E15_random 3 3 1 350

Table 3.2: Randomly sampled datasets. The randomly sampled datasets
are of the same size as their corresponding evenly sampled dataset. The
datasets are named as the related evenly sampled dataset but with _random
appended.

3.2.1 CaffeNet

CaffeNet is a reproduction of AlexNet [17], the winner of the 2012 ImageNet
competition. Although CaffeNet differs from AlexNet in two ways, it does not
use relighting data augmentation and the order of the max-pooling layers and
local response normalization (LRN) layers are switched.

The CaffeNet architecture is given in table 3.3. The layer name column gives
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the names for the weight layers. The layer column denotes the types and parame-
ters of the layers. ConvXsY-K describes a convolutional layer with square kernel
size X, stride Y and K filters, if sY is not given the stride is 1. Max-pool 3x3s2 is
a max-pooling layer where the maximum is taken over a 3x3 neighborhood and
the stride is 2. Fc-K is a fully connected layer with size K. Softmax is the output
layer i.e. a fully connected layer with the softmax non-linearity and number of
classes as size. The output shape column shows the output shape of the layers.
The shape is given as XxYxK where X and Y are the spatial size and K the num-
ber of channels. If only one number is given the layer lacks spatial information
and is therefore a fully connected layer. The non-linearity in all layers except the
softmax is ReLU. Note from the output shapes that the convolutions are done in
"same" mode.

CaffeNet and AlexNet split the convolutional layers conv2, conv4 and conv5
in two parts. The total number of feature maps are split in two and only con-
nected to half the feature maps in the subsequent layer. This makes dividing
the computation on two GPUs more efficient as the parts can be calculated on
different GPUs without communication between them.

CaffeNet
Layer Name Layer Output Shape

input 227x227x3
conv1 conv11s4-96 55x55x96

max-pool 3x3s2 27x27x96
LRN 27x27x96

conv2 conv5-256 27x27x256
max-pool 3x3s2 13x13x256
LRN 13x13x256

conv3 conv3-384 13x13x384
conv4 conv3-384 13x13x384
conv5 conv3-256 13x13x256

max-pool 3x3s2 6x6x256
fc6 fc-4096 4096
fc7 fc-4096 4096
fc8 softmax 1000

Table 3.3: CaffeNet layers.

3.2.2 VGG16

VGG16 is a 16 layer deep convolutional network from [23](model D). The VGG16
model is given table 3.4 using the same notation as CaffeNet in table 3.3. VGG16
was part of the winning submission for the localization competition in the 2014
ImageNet competition.



3.3 Feature Extraction 33

VGG16
Layer Name Layer Output Shape

input 224x224x3
conv1 conv3-64 224x224x64
conv2 conv3-64 224x224x64

max-pool 2x2s2 112x112x64
conv3 conv3-128 112x112x128
conv4 conv3-128 112x112x128

max-pool 2x2s2 56x56x128
conv5 conv3-256 56x56x256
conv6 conv3-256 56x56x256
conv7 conv3-256 56x56x256

max-pool 2x2s2 28x28x256
conv8 conv3-512 28x28x512
conv9 conv3-512 28x28x512
conv10 conv3-512 28x28x512

max-pool 2x2s2 14x14x512
conv11 conv3-512 14x14x512
conv12 conv3-512 14x14x512
conv13 conv3-512 14x14x512

max-pool 2x2s2 7x7x512
fc14 fc-4096 4096
fc15 fc-4096 4096
fc16 softmax 1000

Table 3.4: VGG16 layers.

3.3 Feature Extraction

CaffeNet requires a 227x227 RGB image as input and VGG16 requires a 224x224
RGB image as input. Therefore the NORB images need to be transformed before
features can be extracted. The NORB images are resized to the desired size by
bi-linear interpolation. The conversion to RGB is the simplest possible, the gray-
scale image is copied to all the color channels.

Features are extracted from the last and second to last layers before the soft-
max classifier, i.e fc7 and fc6 in CaffeNet and fc15 and fc14 in VGG16. Both
architectures and layers give 4096-dimensional feature vectors.

3.4 Training

We train three types of classifiers: a softmax classifier, a spatial transformer
in combination with a softmax classifier and a spatial transformer with a non-
trainable softmax classifier.

Great care has been taken in order to ensure comparability. All classifiers are
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trained with the same mini-batch size and number of possible weight updates.
The number of weight updates are determined by the size of the training set for
the full dataset, the mini-batch size and the maximum number of epochs for the
full dataset. The size of full training set is 14580 images, the mini-batch size
is 8 and the maximum number of epochs is 25. This gives d14580/8e = 1823
weight updates per epoch and 45575 weight updates in total. However, due to
uneven batches the maximum number of weight updates varies between 45585
and 45900. Glorot uniform weight initialization [9],

a =

√
6

f anin + f anout
wji ∼ U (−a, a),

is used in all classifiers and the random seed is fixed. The learning rate is adapted
by the ADAM [16] learning rule, although the base learning rate is tuned for
the specific classifiers. The validation is performed by leaving two instances out,
namely instances 7 and 8. This results in a 60/40 train/validation split, meaning
40 % of the data is used for validation. The best model is chosen based on lowest
cross entropy validation loss.

The spatial transformer classifiers require more than 100 times longer train-
ing time than the softmax classifiers, since gradients have to be propagated through
the entire pre-trained network. Therefore, a hyperparameter search is only per-
formed for the softmax classifiers. Some of the hyperparameters of the spatial
transformer classifier are guided by the results of the softmax hyperparameter
search. Learning rate is, however, tuned for the spatial transformer classifiers as
well.

3.4.1 Softmax Classifier

The softmax classifier is trained on the feature vector extracted from the pre-
trained networks. The frozen weights approach is used because it is simpler than
fine-tuning and more suitable for data-scarce applications. The hyperparameters
are optimized by grid search and evaluated by the 60/40 train/validation split.
The grid for the grid search is:

Preprocssing: No preprocessing or principal component analysis (PCA) [5] with
90 % of the variance retained.

Regularization: Dropout rate of 0.0, 0.25, 0.5 or 0.75.

Learning rate: 10−6, 10−5, 5 · 10−5 or 10−4.

Note that the PCA will be performed on datasets of different sizes and hence is
likely to yield different results.

3.4.2 Spatial Transformer Classifiers

To determine if adding a spatial transformer layer makes the pre-trained net-
works more data-efficient, we perform three kinds of experiments:
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• Adding a spatial transformer together with a trainable softmax classifier.

• Adding a spatial transformer while keeping the softmax classifier fixed.
The fixed softmax classifier is chosen from the softmax experiments.

• Adding a spatial transformer and initialize the softmax classifier with an
already trained classifier.

The training times for the spatial transformer classifiers are prohibitive to ex-
haustive experiments. Thus, we focus on the VGG16 architecture and the evenly
sampled datasets.

The fixed classifier is chosen to be the best classifier for the smallest dataset,
i.e. A120E15. The best classifier for the A120E15 dataset has PCA preprocessing,
learning rate 5 · 10−5 and a dropout rate of 0.5. This results in the experiments
given in table 3.5.

Spatial Transformer Experiments
Experiment PCA Classifier
1 A120E15 fixed A120E15 fixed
2 A120E15 fixed A120E15 init
3 A120E15 fixed Random init
4 A120E15 init A120E15 init
5 A120E15 init Random init
6 Random init Random init
7 No Random init
Table 3.5: Spatial transformer experiments.

The localization network is the same for all experiments. It consists of two
convolutional layers of 32 5x5 filters with a 2x2 max-pooling between them and
a fully connected layer with 64 units which predicts the 6 parameters of the affine
transformation. The sampler is bi-linear interpolation.

After some initial hyperparameter exploration to determine suitable learning
rate sizes, a grid search over learning rates 10−6 and 10−5 is performed for all
datasets and experiments. The A120E15-initialized classifiers have the dropout
rate lowered to 0.25 in order to not completely break the initial solution. The ran-
dom initializations have dropout rates of 0.5 and for the fixed classifiers dropout
is disabled.

3.5 McNemar’s Test

McNemar’s test is a nonparametric significance test for comparing monotonic
performance measures between two classifiers [13]. The most common use of
McNemar’s test is to compare classification errors. The test is based on the con-
tingency matrix of two classifiers, see table 3.6.
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Classifier 2
Correct, 0 Incorrect, 1

Classifier 1
Correct, 0 C00 C01

Incorrect, 1 C10 C11
Table 3.6: Contingency matrix, shows how the classifications of the two clas-
sifiers are related. C00 is the number of samples both classifiers classify cor-
rectly. C01 is the number of samples classifier 1 gets right and classifier 2 gets
wrong and vice versa for C10. C11 is the number of samples both classifiers
misclassify.

The null hypothesis in McNemar’s test assumes no difference in performance
between the classifiers. Hence the error rates (1- accuracy) should be the same. If
C01 + C10 > 20 the following test statistic is approximately χ2 distributed:

χ2
McNemar =

(|C01 − C10| − 1)2

C01 + C10
.

For example, a 0.01 confidence level is given by

χ2
1,0.01 = 6.635.

Thus if

χ2
McNemar > 6.635,

we can say with 99 % confidence that a statistically significant difference exists
between the classifiers’ predictions.

The test set predictions of the different classifiers are analyzed with McNe-
mar’s test.
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Results

The results chapter is divided into two parts. The first part presents the results
of the softmax classifiers. The second part shows the results of the spatial trans-
former classifiers.

4.1 Softmax Classifiers

Here we present the results of the softmax classifers. We divide the section into
the different pre-trained networks CaffeNet and VGG16.

4.1.1 CaffeNet

The results for the classifiers trained on the evenly and randomly sampled datasets
with CaffeNet fc7 features are given in figure 4.1a. The results for the classifiers
trained on evenly and randomly sampled datasets with CaffeNet fc6 features are
given in figure 4.1b. The significance level for McNemar’s test in figure 4.1 is
0.01.

4.1.2 VGG16

The results for the classifiers trained on the evenly and randomly sampled datasets
with VGG16 fc15 features and fc14 features are given in figure 4.2a and figure
4.2b respectively. The significance level for McNemar’s test in figure 4.2 is 0.01.
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(a) The test accuracies for classifiers trained on CaffeNet fc7
features.
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(b) The test accuracies for classifiers trained on CaffeNet fc6
features.

Figure 4.1: The test accuracies for classifiers trained on different datasets
and CaffeNet fc7 and fc6 features. The accuracy is given on the y-axis and the
datasets and dataset sizes are given on the x-axis. For datasets that have the
same size, like A60E5 and A20E15, the data points have been slightly per-
turbed in the x-dimension to enhance interpretability. The evenly sampled
dataset results are plotted with blue dots. The randomly sampled dataset re-
sults are plotted with green triangles. The orange line shows the full dataset
accuracy. Black dots and triangles mean that there was no statistical differ-
ence between the classifiers trained on the randomly and the evenly sampled
datasets.
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(a) The test accuracies for classifiers trained on VGG16 fc15
features.

A
20

E
10

, 8
10

0

A
20

E
15

   
   

   
.

A
40

E
5,

 7
29

0

A
40

E
10

, 4
05

0

A
40

E
15

   
   

   
.

A
60

E
5 

   
   

  .

A
60

E
10

, 2
70

0

A
60

E
15

, 1
62

0

A
12

0E
5 

   
   

  .

A
12

0E
10

, 1
35

0

A
12

0E
15

, 8
10

24
30

48
60

0.80

0.82

0.84

0.86

0.88

0.90

0.92

0.94
VGG16 fc14

Even
Rand
Full Dataset Accuracy

(b) The test accuracies for classifiers trained on VGG16 fc14
features.

Figure 4.2: The test accuracies for classifiers trained on different datasets
and VGG16 fc15 and fc14 features. The accuracy is given on the y-axis and
the datasets and dataset sizes are given on the x-axis. For datasets that have
the same size, like A60E5 and A20E15, the data points have been slightly
perturbed in the x-dimension to enhance interpretability. The evenly sam-
pled dataset results are plotted with blue dots. The randomly sampled
dataset results are plotted with green triangles. The orange line shows the
full dataset accuracy. Black dots and triangles mean that there was no sta-
tistical difference between the classifiers trained on the randomly and the
evenly sampled datasets.
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Figure 4.3: The accuracies for the spatial transformer experiments. The ex-
periments are shown in the following way: blue dots - experiment 1, green
down triangle - experiment 2, orange up triangle - experiment 4, pink left
triangle - experiment 5, yellow right triangle - experiment 6 and light blue
square - experiment 7. Furthermore, the accuracies from the softmax classi-
fiers are shown with black dots and a solid line. The accuracy for A120E15-
trained classifier, which is the initialization for some of the experiments, is
denoted with a dashed black line.

4.2 Spatial Transformer Classifiers

The results for the spatial transformer experiments are presented in figure 4.3.
Experiment 3, fixed PCA and randomly initialized softmax weights, is not pre-
sented because it does not converge. In figure 4.3 it should be noted that exper-
iment 7, no PCA and randomly initialized softmax weights (light blue squares),
does not converge for the smallest dataset A120E10. The accuracy in experiment
7 for A120E10 is 0.2012 which is the same as a random guess.

The difficulty of training the spatial transformer classifiers can be seen in the
experiments based on the A120E15-trained classifier, i.e experiment 1–6. Only in
experiment 1, 2 and 4 does the spatial transformer classifier manage to improve
the base classifier. The spatial transformer classifiers do not seem to train. In ta-
ble 4.1 the test losses in experiment 1, 2 and 4 are shown to illustrate the training
difficulties. Few classifiers achieve their best validation loss beyond epoch 5, i.e.
they seem not to train. Furthermore, the improvement over the base classifier,
A120E15, is small.

In experiment 7, where both the spatial transformer and the softmax classifier
are initialized randomly and trainable, the spatial transformer classifier seems to
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converge except for the A120E10 dataset.
The learned transformations of some of the spatial transformer experiments

are shown in figure 4.4.

Datasets

Experiment 1
PCA-fixed
softmax-fixed

Experiment 2
PCA-fixed
softmax-init

Experiment 4
PCA-init
softmax-init

A20E10 N/A 0.3469 0.3502
A20E15 0.3470 0.3529 0.3454
A40E5 0.3419 0.3453 0.3391
A40E10 0.3531 0.3477 0.3410
A40E15 0.3464 N/A 0.3487
A60E5 0.3484 0.3483 0.3458
A60E10 N/A 0.3524 0.3481
A60E15 0.3530 0.3481 0.3471
A120E5 0.3491 0.3457 0.3441
A120E10 N/A 0.3481 0.3464

Table 4.1: Test set log losses for the spatial transformer experiments based
on the A120E15 softmax classifier. Only the experiments which improve
the A120E15 softmax log loss (0.3736) are shown. Furthermore, the bold log
losses denote classifiers which trained for more than 5 epochs. N/A indicates
that the log loss is worse than the A120E15 softmax classifier.
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Original Original Original Original Original

Experiment 1 A60E15 
 Transformed

Experiment 1 A60E15 
 Transformed

Experiment 1 A60E15 
 Transformed

Experiment 1 A60E15 
 Transformed

Experiment 1 A60E15 
 Transformed

Experiment 2, A60E15 
 Transformed

Experiment 2, A60E15 
 Transformed

Experiment 2, A60E15 
 Transformed

Experiment 2, A60E15 
 Transformed

Experiment 2, A60E15 
 Transformed

Experiment 7, A60E15 
 Transformed

Experiment 7, A60E15 
 Transformed

Experiment 7, A60E15 
 Transformed

Experiment 7, A60E15 
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Experiment 7, A60E15 
 Transformed

Experiment 7, A40E10 
 Transformed

Experiment 7, A40E10 
 Transformed

Experiment 7, A40E10 
 Transformed

Experiment 7, A40E10 
 Transformed

Experiment 7, A40E10 
 Transformed

Figure 4.4: Learned spatial transformations. The top row shows the origi-
nal images. The rows 2-4 show A60E15-trained spatial transformers from
experiments 1,2 and 7. The bottom row shows the A40E10-trained spatial
transformer from experiment 7.



5
Discussion

The discussion chapter is divided into two parts. The first part treats the method
and the second discusses the results.

5.1 Method

The choice of method was motivated primarily by time constraints. Due to the
time constraints we made choices which were simple and time-efficient.

The use of the frozen weights approach instead of fine-tuning is the most
prominent choice made due to time constraints. In the theory chapter we dis-
cussed that fine-tuning almost always improves the results. However, the frozen
weights approach is simpler and much quicker to train. Disregarding simplic-
ity and fast training times, there are two cases where frozen weights may be a
suitable choice. The first is if the source and the target domain are very similar.
The second is if there is too little training data to fine-tune. Since these condi-
tions do not apply to the NORB problem, the frozen weights approach may seem
like an odd choice. Aside from the simplicity and fast training times, we further
motivate the frozen weight choice by that our primary concern is data efficiency
in data-scarce domains such as robotics and medical imaging. Therefore, while
fine-tuning may have yielded better results for NORB, it would not be suitable
for more data-scarce domains. The NORB problem and the sampled datasets are
merely a synthetic way of studying pre-trained networks and data efficiency.

The time constraint is also evident in the spatial transformer experiments.
The choice of affine transformation in the spatial transformer is made due to sim-
plicity. Other transformations, such as plane projective transformations, may be
better suited for the problem. However, the convergence problem is probably
more difficult with a more complex transformation. In addition, the small hyper-
parameter search is also a consequence of time constraints.
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The replicability of the study is excellent, since the random seeds are fixed
and thus the code will yield the same results. However, there may be some ran-
domness if a non-deterministic backpropagation algorithm is used. In most ex-
periments, however, a deterministic implementation has been used.

The fixing of the random seeds, while great for replicability, may be less good
for reliability. The exact same experiments should be run multiple times with
different random seeds to improve the reliability of the study. Especially since
the training of neural networks is sensitive to the weight initialization. Repeated
experiments would provide error bars to the experiments and make the results
stronger.

The sole reliance on the NORB dataset raises doubts about validity of the
results. Adding more datasets would increase the validity. Furthermore, adding a
dataset which complies with the frozen weights conditions would better motivate
the use of the frozen weights approach.

5.2 Results

In this section we first discuss the results of the softmax classifiers and then the
spatial transformer classifiers.

5.2.1 Softmax Classifiers

In all the result plots, figures 4.1a, 4.1b, 4.2a and 4.2b, the classifiers trained on
the two biggest datasets have the best or among the best performance. There
seems to be a slight trend that increasing dataset size improves accuracy, while it
is not very clear as dataset sizes become close in size.

The classifiers trained on the evenly sampled datasets most often have better
accuracy than the classifiers trained on the randomly sampled datasets. Below
we list the difference in wins between the classifiers trained on the evenly and
the randomly sampled datasets.

CaffeNet fc7 features: 9 even wins versus 1 random win.

CaffeNet fc6 features: 6 even wins versus 4 random wins.

VGG16 fc15 features: 7 even wins versus 2 random wins.

VGG16 fc14 features: 6 even wins versus 3 random wins.

The wins add up to different numbers since the non-significant results are ex-
cluded. The win ratio also shows that the more specific features, i.e. higher layer,
are more sensitive to the sampling method, especially in case of the CaffeNet
features.

The datasets which have the same size but a different sampling density are
particularly interesting. The A120E5 and A40E15 dataset both contain 2430
samples. The A40E15-trained classifiers have better accuracy than the A120E5-
trained classifiers for all architectures and type of sampling method. The differ-
ence is also quite large. This indicates that some samplings are better than others.
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It also shows that it is more important to sample the azimuth densely than the
elevation. This is not surprising since a 120 degree step in rotation makes a big
difference in the appearance of the object, while a 15 degree step in elevation
causes a smaller difference in appearance.

The 120 degree step in azimuths corresponds to three random azimuths. The
low density azimuth datasets show the biggest differences between evenly and
random trained classifiers. This further highlights the importance of covering
the azimuths well.

5.2.2 Spatial Transformer Classifiers

The spatial transformer classifiers had worse accuracies than the softmax classi-
fiers as can be seen in figure 4.3. A reason for the worse performance could be
that the spatial transformers are difficult to train as table 4.1 shows. It does not
seem like the spatial transformers converge. Whether the difficulty is inherent
to the spatial transformers or a by-product of our narrow hyperparameter search
cannot be determined.

Further evidence that the spatial transformers are not learning is shown in
figure 4.4. The learned transformations for the A60E15-trained classifiers in ex-
periments 1,2 and 7 are very similar to the identity transformation. The A40E10-
trained classifier in experiment 7, on the other hand, learns some zooming. The
A40E10-trained transformation is shown because it outperformed its softmax
equivalent.

In experiment 7 the classifier is a softmax classifier with an added spatial
transformer. In other words, we added more trainable parameters to the classifier.
It should perform better provided we can prevent it from overfitting.

The results from the evenly sampled VGG16 fc15 spatial transformer experi-
ments were too poor to merit further investigations of other features and datasets.





6
Conclusion

The purpose of this thesis was to answer the following questions:

1. Can transfer learning with pre-trained networks be made more data-efficient
by informed dataset construction?

2. Does the data efficiency of a pre-trained network improve if domain knowl-
edge in the form of a spatial transformer is added?

We found that it is possible to make pre-trained networks more data-efficient
by informed dataset construction, which answers the first question. This con-
clusion is supported by the difference between the classifiers trained on evenly
and randomly sampled datasets. Specifically, how to make the pre-trained net-
works more data-efficient, however, has not been determined. A suggestion for
the NORB dataset is to sample azimuths densely and elevations sparsely although
that has not been investigated.

The second question treats an alternative to informed dataset construction for
data efficiency, namely, domain knowledge in the form of a spatial transformer.
We found that adding a spatial transformer does not improve data efficiency.
However, the reason is unclear. It may be due to inherent difficulties in training
spatial transformers. Another possibility is poor hyperparameter search. A third
reason could be that the affine transformation, chosen for simplicity, is ill-suited
for the problem. Further experiments are needed to determine the cause.
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A
Backpropagation

We wish to calculate the gradients of the neural network’s weights and biases
with respect to the loss function, i.e. ∂C/∂W(l) and ∂C/∂b(l) where C is the loss
function and W(l) is the weights of layer l and b(l) is the bias of layer l. The
gradients are calculated by backpropagation which is recursive application of
the chain rule.

A convenient notation to introduce is δ(l), which is the gradient of the loss
function with respect to the pre-activation a(l) of layer l.

δ(l) ≡ ∂C
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The sought after gradients then become
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In order to calculate the gradients we need δ(l)
k and the so-called local gradients of

∂a
(l)
k /∂w

(l)
kj and ∂a(l)

k /∂b
(l)
k . δ(l)

k can be calculated recursively similarly to example
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2.7. We use the chain rule as
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Thus starting with the last layer L gives
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The last step is to calculate the local gradients ∂a(l)
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The gradients for the weights and the biases are
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Notice that we change the iteration variable for the sum in δ(l)
k to i to avoid con-

fusion with the indices. We can now construct the vectorized equations as

δ(L) = ∇yC � h′L(a(L)) (A.14)

δ(l) =
(
W(l+1)T δ(l+1)

)
� h′l(a

(l)) (A.15)

where ∇yC = [∂C/∂y1, . . . , ∂C/∂yK ]T for an output of K dimensions and � is
elementwise multiplication. The vectorized weight and bias gradients are

∂C

∂W(l)
= δ(l)z(l−1)T (A.16)

∂C

∂b(l)
= δ(l). (A.17)
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