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Abstract

The goal of this work is to examine the possibility of surface reconstruction
from the images produced by the Tobii H5 eye tracker. It starts of by ex-
amining classic photometric stereo and its limitations under the illuminator
configuration of the eye tracker. It then proceeds to investigate two alter-
native solutions: photometric stereo under the assumption that the albedo
is known and a method that uses the images from the eye tracker as a guide
to mold a reference model into the users face. In the second method the
pose of the reference model is estimated by minimizing a photometric error
under the assumption that the face is Lambertian, using particle swarm op-
timization. The position of the generic 3D model is then used in an attempt
to mold its shape into the face of the user using shape-from-shading.
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1 Introduction

Shape recovery is a classic problem in computer vision where the goal is to
derive a 3-D representation of a shape from a set of two-dimensional images.
Doing this accurately for general objects still remains as one of the ultimate
goals in computer vision.
Normal maps and 3-D models calculated from images have a huge variety
of applications. One of the earliest examples were during the Apollo pro-
gram in the sixties where researchers used information about the reflectance
properties of the material on the moon to model parts of the moons surface.
Other real world uses include monitoring of quality of products in manufac-
turing and 3-D representation of the rooms for robot navigation.
3-D reconstruction of human faces have use cases both in the entertainment
industry as well as an additional input to other algorithms. Examples are
the face scanning in NBA 2k15 which let players play alongside their favorite
athletes as well as face recognition algorithms where 3-D reconstruction have
been used to make them more robust to bad lightning conditions.

1.1 Aim

The goal of this thesis is to examine how much 3-D information from the
users face that can be extracted from the images produced by Tobii’s H5 eye
tracker. Specifically it examines how suitable the images are for photometric
shape recovery techniques such as photometric stereo.

2 Theory

2.1 BRDFs and the Lambertian reflectance model

When light hits a surface it is reflected in accordance to the bidirectional
reflectance distribution function (BRDF) associated with the material of
the object. The BRDF is a function of the lights wavelength, an incoming
direction, an outgoing direction [7]. The result of the BRDF describes the
ratio between the reflected radiance in the outgoing direction and the irra-
diance in the incoming direction. The shape of the BRDF determines how
we perceive the material of the surface and it will look different for matte,
glossy or shiny materials.

BRDF (λ, ωin, ωout) =
Radiancefrom surface(λ, ωout)

Irradianceon surface(λ, ωin)
(1)

One commonly used reflectance model is the Lambertian reflectance model
introduced by Johann Heinrich Lambert in 1760. Lambertian reflectors have
a constant BRDF, i.e. they scatter light equally in all directions regardless
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of how it is illuminated. As a consequence, Lambertian materials appear
equally bright regardless of the direction to the observer.

BRDFLambertian(λ, ωin, ωout) =
ρ(λ)

π
(2)

In Eq. (2) 1

π
is the constant value of the Lambertian BRDF and ρ is the

albedo [2]. The albedo defines the amount of incident light that is absorbed
by the surface, a value of one means that all light is scattered while a value
of zero means that all light is absorbed. Inserting the Lambertian BRDF
into Eq. (1) results in

Radiancefrom surface(ωout) =
ρ(λ)

π
Irradianceon surface(ωin) =

ρ(λ)

π
Ecos(θ)

(3)

The irradiance that falls on the surface depends on two things, the energy
E of the light beam when it hits the surface and the geometry, described by
the angle θ between the light source and the surface. The cos term comes
from the fact that the surface will appear smaller from the light source point
of view as the angle θ between the surface normal and the light direction
increases.

Figure 1: For a Lambertian reflector the amount of light scattered depends
only on the θ angle between the surface normal and direction to the light
source and the albedo.

The intensities in an image will under the assumption of orthographic pro-
jection be proportional to the reflected radiance from Eq. 3. One thing to
take into consideration is that the camera response function that maps irra-
diance to image intensity does not have to be linear. To prevent this from
leading to errors the inverse camera response function has to be applied to
all intensity values. Grouping some of the constants together result in the
final equation that relates image intensity to the geometry of the surface

I = Ecos(θ)ρ = E l̂ · ρn̂ (4)
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In Eq. (4) l̂ is the direction from the surface point towards the light source,
n̂ is the surface normal and ρ is the diffuse albedo.

2.2 Surface recovery

Given that the intensities in an image are given by Eq. 4 the goal is to apply
the inverse transformation from the image back to a 3-D representation of
the captured surface, either in the form of a orientation per pixel or in the
form of a depth value for each pixel. If the intensity values and the directions
to the light sources illuminating the surface are known the solution has three
degrees of freedom, two for the normal and one for the albedo. That is, it
is impossible to solve the shading equation from one pixel value as there are
an infinite number of combinations on the albedo and the normal direction
that are valid solutions.

Figure 2: For a given light direction l̂ an infinite number of directions on
the normal n̂ result in the same intensity.

2.3 Photometric stereo

One technique to solve the underdetermined problem of recovering surface
shape from a single image is Photometric stereo which was introduced by
Robert J. Woodman in 1980 [9]. It approaches the shape recovery problem
by fixating the view direction and taking several images illuminated from
different known lighting directions. For a Lambertian reflecting objects three
images is sufficient to determine both the albedo and the normal. Each
image results in one shading equation per pixel
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I1 = E1l1 · ρn̂ (5)

I2 = E2l2 · ρn̂ (6)

I3 = E3l3 · ρn̂ (7)

To keep the number of unknowns down it is important that the images are
normalized such that E1, E2 and E3 in Eqs. 5-7 equals each other. This may
not be the case if the light sources have different strength or if the distances
between the different light sources and the surface vary greatly. It is also
important to note that while strong light sources are good as they reduce
the signal to noise ratio it is important that the pixels do not become over
saturated.
Grouping Eqs. 5-7 together result in the following matrix equation





I1
I2
I3



 = E





l1,x l1,y l1,z
l2,x l2,y l2,z
l3,x l3,y l3,z



 · ρn̂ (8)

All unknowns are grouped into a vector denoted g = Eρn̂ and solved for by
multiplying the right hand side of the Eq. 8 with the inverse of the matrix
L containing the known light source directions

g = L−1I (9)

The Eρ term is given by the norm of g and the normal by normalizing it.

n̂ =
1

‖g‖
g (10)

If possible one can use more than three light sources







I1
...
In






= E







l1,x l1,y l1,z
...

...
...

ln,x ln,y ln,z






· ρn̂ (11)

This overdetermined problem can be solved with a least square method

g = (IL)(LLT )−1 (12)

2.4 Surface integration

While photometric stereo results in orientation estimate in the form of one
normal per pixel it is often the shape of the surface which is desired.
The shape of the surface is explicitly given as z = f(x, y) and the normals
of the surface points in the direction of the gradient. This can be written as
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Figure 3: Surface integration is the process of going from a normal to a
depth value in each pixel.

n =





δz
δx
δz
δy

−1



 (13)

For convenience δz
δx

and δz
δy

are denoted p and q respectively

n̂ =
1

√

p2 + q2 + 1





p
q
−1



 (14)

Within the image domain p and q should roughly satisfy

p =
δz

δx
≈ z(x+ 1, y)− z(x, y) (15)

q =
δz

δy
≈ z(x, y + 1)− z(x, y) (16)

Equations 15 and 16 relate depth and orientation so that the relative depth
of any pixel can be found by integrating along a curve in the image plane
from any pixel with a known depth. The p and q values are obtained as
p = −nx

nz
and q = −

ny

nz
.

If the normal map(gradient field) resulting from photometric stereo perfectly
correspond to that of the surface, integration along a closed loop should be
equal to zero. I.e. one should end up with the same depth value as one
started and the result of the reconstruction should not depend on the choice
of the integration path. However, in practice the obtained gradient field will
always contain noise and errors introduced from different estimations. Due
to this the surface integration will often depend on the path chosen.
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Figure 4: In a noise free gradient field the depth can be obtained by inte-
grating along arbitrary curves in the gradient field.

Because both p and q are known for each pixel the system is actually overde-
termined with two linear equations per depth value and a common approach
is to find the optimal depth values in a least square sense.

Az = v →







1 −1 0 . . .
1 0 −1 . . .
...

...
...

...

















z(x, y)
z(x+ 1, y)
z(x, y + 1)

...











=







−p
−q
...






(17)

z = (ATA)−1 · (ATv) (18)

Figure 5: For each pixel there are two linear equations which relate its depth
to its neighbors.

The result of Eq. 17 and Eq. 18 is the vector z containing one depth
value per pixel. Note that as all equations only relate the depth of one
pixel to its neighbors, the depth has to be fixed at one point z(x0, y0) =
fixed depth value to solve the system.
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2.5 Assumptions and problems

Photometric stereo is derived under several simplifying assumptions:

• Orthographic projection
• Perfectly diffuse object
• No shadows
• No inter reflections
• Static scene that does not change

These assumptions make the algorithm very simple but in the real world
many of these assumptions may be violated resulting in intensity values that
do not correspond to Eq. 4. If the pixel values are brighter than modeled
by the Lambertian shading equation the recovered normals will lean more
towards the light source, and in the case they are darker they will lean away
from the light source. Argyriou and Petrou [2] showed that in general, a
one-degree error in the calculation of light source orientation or one-percent
error in image intensity, results in a one-degree error in the orientation of
the surface normal vectors.
The most common way to handle both shadows and specularities is to use
more than three light sources and try to detect those pixels that are either
in shadow or have a highlight. The simplest way to do this is to compare
the intensity values of the pixels to a global threshold. Another method
to handle specularities is to use a more complex BRDF model such as the
dichromatic reflection model to incorporate the specularities into the shad-
ing model, however these methods often make new assumptions or require
additional knowledge about the material of the surface.

Figure 6: The nose is the biggest source of self shadowing.
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Interreflections can be a problem for concave surfaces where pixels will be
brighter than modeled by Eq. 4 due to different parts of the surface re-
flecting light between themselves. Human faces are mostly convex but the
concavities around the eyes, under the nose and between the lips may suffer
slightly from interreflections. Because interreflections depend on the shape
of the surface they need to be handled by iterative algorithms. Nayar et
al. [6] describes an algorithm where the shape recovered at each iteration
can be used to determine which areas may suffer from interreflections, these
interreflections can then be treated in the next iteration.
The assumption of orthographic projection is a good approximation if the
ratio between the surface size and the viewing distance is larger than 1/30.
Several papers have been published that deal with this problem, e.g. Tankus
and Kiryati [8].

Even with the problems described above photometric stereo is a relatively
robust technique as the precision of the obtained normals can be improved
relatively cheaply by simply adding more light sources. One advantage that,
photometric stereo has over other shape recovery techniques is due to the
fixed view direction, it is trivial to find corresponding surface points between
images. A pixel in one image I1(x, y) and a pixel with the same image
coordinates in another image I2(x, y) will always correspond to the same
surface point as long as the object did not move significantly between images.
The ability to use more than three pictures is often a good choice if possible
as it both reduces noise and enables filtering of bad pixels. One thing to
consider is that if the object is not static and the images are taken in a
sequence, then the object may have moved a fair bit from the first to the
last image if there is a large number of images taken.

3 Method

This chapter will explain what photometric stereo is and why it’s not ap-
plicable with the images from the Tobii H5 eye tracker. It will also explore
two different workarounds around this problem.

3.1 The H5 eye tracker

Figure 7: Tobii’s H5 eye tracker.
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The system used in the following work is Tobii’s H5 eye tracker. It has three
infrared light sources and one camera. The setup of the system can be seen
in figure 8.

Figure 8: The configuration of the system, displaying the positions of the
light sources and the camera, note that the y-axis is pointing upwards.

We can set the eye tracker to cycle through the illuminators, so that in a
sequence of three images each one is taken with a different illuminator lit,
examples of this are seen in Figure 9. From these images the eye tracker
calculates the 3-D positions of the eyes and finally the users gaze.

Figure 9: Example images from the eye tracker.

The initial idea was that this configuration would be suitable for photometric
stereo. However, the problem is that all three light sources lie on a line
so that the three light directions l̂1, l̂2 and l̂3 are coplanar and linearly
dependent. Thus we only have two independent light sources which makes
the L matrix singular, i.e. L does not uniquely determine n̂. The rest of
this thesis will examine different possible workarounds to this problem that
still enables extraction of 3-D information from the images.

10



Figure 10: The position of the light sources result in coplanar light direc-
tions.

3.2 Solving for the projection in the plane spanned by the

light direction vectors

With only two linear independent light directions it is impossible to solve for
the 3-D direction of the normals. Without any additional assumptions it is
possible to solve for the projection of the normal on the plan spanned by the
light direction vectors. For normals that lie in this plane the projection will
coincide with the true normals. When a user is sitting in a normal working
position the plane spanned by the light direction vectors will lie close to
the xz plane so let’s denote this plane xz’ and have it as a base in a new
orthogonal coordinate system.

Figure 11: The xz’ plane spanned by the light direction vectors.
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Figure 12: It is possible to calculate the projection of the normal in the xz’
plane.

The base vectors in this new coordinate system e′x, e
′
y, e

′
z can be defined

as follows, e′x equals ex as the xz′ plane always intersects the xz plane along
the x-axis due to the placement of the light sources, e′y can be calculated
by taking the cross product between two of the three light direction vectors
and e′z can be calculated as the cross product between e′x and e′y. The
following matrix is used to transform the light direction vectors into the new
coordinate system:

R =





e′x
e′y
e′z



 (19)

In this new coordinate system all light direction vectors will have a value of
zero in the e′y direction as they all lie in the xz’ plane. This reduces Eq. 4
to:

[

I1
I2

]

= ρ

[

l1,x′ l1,z′

l2,x′ l2,z′

] [

x′

y′

]

(20)

Solving this equation either by a least square method or matrix inversion
depending on the number of light sources will result in the direction of the
normals projection in the xz’ plane. The length of this vector does not cor-
respond to the albedo as in the case with three light sources but rather the
length of the projection of the normal in the xz′ plane times the albedo.
The correct normal can only be found if the normal would happen to lie in
the xz′ plane, i.e. the case when the y’ value of the true normal would be
zero anyway. In the case of the eye tracker this corresponds roughly to the
level at the eyes if the user is sitting in a normal working position.

For most cases the normal wont lie in the xz’ plane, in those cases the inter-
esting thing to know is how close the obtained direction is to the projection
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of the true normal in the xz plane. Two factors will determine how large
the error between the projection of the solved direction and the projection
of the true normal in the xz plane is. Firstly, as a consequence of that the
y′ value is not obtained when Eq. 20 is solved the error will increase for
normals with large y′ value. Secondly, the error will depend on how far the
xz′ plane is from the xz plane, i.e. the error increases as the angle between
ey and e′y increases and is to zero when they coincides. This is illustrated
in Figure 13.

Figure 13: The missing y′ value will result in an error ǫ that skews the
proportion between the x and z value.

3.3 Known albedo

The lack of three non-collinear light positions make it impossible to solve
for the normal by only knowing the light directions and image intensities.
However, with additional information about the surface reflectance Eq. 4 is
reduced to

I

Eρ
= I

′

= l̂ · n̂ (21)

The solution of this equation has only two degrees of freedom. Therefore only
two independent equations are needed. Equation 21 is solved by parametriz-
ing the solution and using the constraint on the length of the normal to
obtain a value of the free parameter.
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n̂ =
1

l1,x ∗ l2,z − l2,x ∗ l1,z
(





I
′

1
∗ l2,z − I

′

2
∗ l1,z

0

I
′

2
∗ l1,x − I

′

1
∗ l2,x



+ t





l2,y ∗ l1,z − l1,y ∗ l2,z
l1,x ∗ l2,z − l2,x ∗ l1,z
l2,x ∗ l1,y − l1,x ∗ l2,y



)

= n0 + tnd

(22)

‖n̂‖ =
√

(n0,x + tnd,x)2 + (n0,y + tnd,y)2 + (n0,z + tnd,z)2 = 1 (23)

From Eq. 23 it is possible to obtain the value of t and from that obtain
n̂ by inserting t into Eq. 22. However, there are two problems with this
solution. The first is that the constraint on the length is non-linear so there
will be a +t and a −t solution, and it is sometimes hard to know which one
is correct. The second problem is to approximate the value of the Eρ term
for each pixel.

3.4 Shape from shading and reference model

If the Lambertian shading equation Eq. 4, is printed with the normal on
gradient form Eq. 14, it looks like

I =ρn̂ · l̂ =
1

√

p2 + q2 + 1





p
q
−1



 ·





lx
ly
lz



 =

ρ
lx(z(x+ 1, y)− z(x, y)) + ly(z(x, y + 1)− z(x, y))− lz
√

(z(x+ 1, y)− z(x, y))2 + (z(x, y + 1)− z(x, y))2 + 1

(24)

The problem with Eq. 24 is that it is non-linear. Shlizerman and Basri
[5] showed how Eq. 24 could be linearized by approximating some of the
values with the help of a reference model of the object in the scene, in
their case a human face. Lets denote the non-linear part of the normal
√

p2 + q2 + 1 = N . Then use a face model to approximate ρ and N as

ρ ≈ ρref (25)

N ≈ Nref (26)

Inserting the approximated values into Eq. 24 result in a linear equation
with z(x, y), z(x+1, y) and z(x, y+1) as the only unknowns. Rearranging it
so that all constant values are on the right hand side results in the following
equation

lxz(x+ 1, y) + lyz(x, y + 1)− (lx + ly)z(x, y) = I
Nref

ρref
+ lz (27)
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At the boundaries where z(x + 1, y) and z(x, y + 1) are not defined one
possible solution would be to use the reference model for either Dirichlet
boundary condition (zcontour(x, y) = zref,contour(x, y) or Neumann boundary
conditions (∇zcontour(x, y) = ∇zref,contour(x, y)). However, Shlizerman and
Basri proposed to use a weaker boundary condition to allow greater freedom
for the solution.

∇z(x, y) · n̂c(x, y) = 0 (28)

Figure 14: Bounding contour normal.

Here n̂c is the two dimensional vector representing the normal to the bound-
ing contour of the face in the image.
As the approximated values wont correspond exactly to the real ones they
may in some cases lead to very erroneous values. To restrict the values in a
realistic range a regularization term is included that prevents an area from
the solution to differ too much from the position of the same area in the
face model.

α(z(x, y)−G ∗ z(x, y)) = α(zref (x, y)−G ∗ zref (x, y)) (29)

Equation 29 relates the average depth around (x, y) in the face model to
the average depth in the solution. Here G∗ denotes convolution with a 2-D
Gaussian and α is a weight which controls how hard the solution is regular-
ized. With Eq. 27 and the regularization term from Eq. 29 there are two
linear equations for each depth value z(x, y) resulting in an overdetermined
matrix system
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Az = v ⇒







−(lx + ly) lx ly 0 0 0 0 0 0 0 . . . 0
3α
4

−α
8

−α
8

−α
8

−α
8

−α
16

−α
16

−α
16

−α
16

0 . . . 0
...

...
...

...
...

...
...

...
...

...
...

...









































z(x, y)
z(x+ 1, y)
z(x, y + 1)
z(x− 1, y)
z(x, y − 1)

z(x+ 1, y + 1)
z(x+ 1, y − 1)
z(x− 1, y + 1)
z(x− 1, y − 1)

...



































=







INref

ρref
+ lz

α(zref (x, y)−G ∗ zref (x, y))
...







(30)

In Eq. 30 A is a sparse matrix containing two equation per pixel, one
with the coefficients from Eq. 27 and one with the coefficients from the
regularization in Eq. 29. z is a vector containing the unknown depth values
and v is a vector consisting of the right hand side values of Eq. 27 and Eq.
29. This system is solved by using linear least squares optimization.

3.5 Face pose

The face model used to approximate the values in Eq. 24 is the Candide-3 [1]
face model. The first step is to find the scaling, translation and rotation that
aligns the face model with the users face pose. Under the assumption that
the human face is Lambertian this equals minimizing the following error
function

Figure 15: The CANDIDE-3 face model.
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ε(t, r, s) =
1

M

∑

i∈M

(ρn̂i(t, r, s) · l̂i(t, r, s)− I[Pxi(t, r, s)])
2+

α
∥

∥eyeright,tracker − eye(t, r, s)right,model

∥

∥+

α
∥

∥eyeleft,tracker − eye(t, r, s)left,model

∥

∥

(31)

Equation 31 is a combination of two terms, a photometric error and a posi-
tion error. The photometric error captures the similarity of the face model
shaded as a Lambertian reflector and the face in the image. The position
error is the distance between the eyes in the face model and the eye positions
from the eye tracker, this term prevents the solution too drift too far away
from the initial positioning. All terms in Eq. 31 are described below

• t, r and s are the translation, rotation and scaling of the face model.
• eye(t, r, s)right,model and eye(t, r, s)left,model is the right/left eye posi-

tions of the face model.
• eyeright,tracker and eyeleft,tracker are the eye positions from the eye

tracker.
• α is a weight that controls how important the initial positioning is.
• n̂i(t, r, s) is the normal for the model at point i
• l̂(xi(t, r, s)) is the direction towards the light source in point i.
• ρ is a user defined approximation of the albedo.
• I[Pxi(t, r, s)] is the intensity in the image at the position xi, of the
projection of point i.

The projection matrix in the last bullet point above is that of the pinhole
camera model [4] and is constructed as

P =





f 0 cx
0 f cy
0 0 1





[

Rwc | twc

]

(32)

In Eq. 32 f is the focal length of the camera and cx,cy is the coordinates
of the cameras principal point. Rwc and twc is the rotation and translation
that transforms a point from the world coordinate system to the camera
coordinate system. The points (xi) used to calculate photometric error are
the centroids of the triangles in the face model.
The eye positions from the eye tracker gives a very easy start guess for
the optimization as scaling, jaw and roll can be determined from the rel-
ative positions between the left and right eye. Let a be the vector from
eyeright,tracker to eyeleft,tracker and let b be the vector from eyeright,model

to eyeleft,model. The scaling s equals the ratio of the two norms ‖a‖ / ‖b‖,
the translation t is given by eyeright,tracker − eyeright,model and the rotation
R is given by rotating a, acos(a · b) degrees around cross(a,b).
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Figure 16: The pinhole camera model.

To minimize equation 31 particle swarm optimization (PSO) is used. PSO
is a meta heuristic which is built on the idea that a number of particles with
knowledge about their local proximity of the search space forms a swarm
and that the collective knowledge of the swarm can help the particles to
focus their search in more promising parts of the search space.

PSO is an iterative algorithm where each particle has a position, a velocity
and knowledge about its best known position in the search space.

s t r u c t Pa r t i c l e {
Pos i t i on x
Ve loc i ty v
Pos i t i on lbp // l o c a l bes t known po s i t i o n

}
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The swarm is a set of particles with knowledge about the best position found
by the entire swarm.

s t r u c t Swarm{
vector<Par t i c l e> p a r t i c l e s
Pos i t i on gbp // g l oba l bes t known po s i t i o n

}

At each iteration the velocity of each particle is updated, The new velocity
is a function of the old velocity, the particles best known position and the
entire swarms best known position.

vi = ωcvi + ωlrl(lbp− xi) + ωgrg(gbp− xi) (33)

In Eq. 33 ωc, ωl and ωg are weights that balance the exploitation of promis-
ing areas to exploration of new areas in the search space. rl and rg are
random numbers drawn from a uniform distribution in the range r ∈ [0, 1].
After the velocity is updated the particles move to a new position in the
direction of their velocity. The error function is then evaluated at the new
position and checked against both the local and the global best known po-
sitions, if it is lower they are updated accordingly.
This process is repeated until either a maximum number of iterations is
reached or a solution that satisfy a given criteria is found. Hopefully when
the PSO is finished the global best position holds a satisfactory solution.
Figure 17 shows a flowchart for the PSO algorithm.
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Figure 17: Flowchart for the PSO algorithm.

4 Results

The different methods are evaluated by comparing the recovered surface
normals to an object with a known shape, in this case the diffuse sphere
seen in figure 18.
Let C be the center point of the sphere in image coordinates and R be the
radius of the sphere in the image. For any image point P on the sphere the
reference normal is calculated as follows

nx =Px − Cx

ny =Py − Cy

nz =
√

R2 + n2
x + n2

y

Note, that this assumes orthographical projection so there will be a slight
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Figure 18: The diffuse sphere used to calculate the reference normals.

error between the reference normals and the true normals. The light direc-
tions was calculated from the point obtained by back projecting the center
of the sphere C with the known distance to the ball and the inverse of the
camera matrix.

While this method can be used to evaluate the general methods, it does
not work for methods that are made for human faces only. The problem
with evaluating the methods that only reconstruct human faces is that it is
very hard to access to any ground truth to compare to. This restricts those
methods to qualitative evaluation which in some cases make it hard to draw
any real conclusion about their results.

4.1 Known albedo

Figure 19: (a) x-direction of the recovered normals, (b) y-direction of the
recovered normals, (c) z-direction of the recovered normals.

Figure 19 shows the recovered normals in each direction using the known
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albedo method. By just looking at them it is possible to draw the conclusion
that this method does not work very well. The expected result is for the x-
direction and the z-direction to look like (a) and (c) in Figure 21 respectively,
and for the y-direction to look like (c) rotated 90 degrees.

Figure 20: The angle error between the recovered normals and the true
normals.

Figure 20 shows the angle error between the obtained normals and the true
normals. The mean error for the whole sphere is 40 degrees, the main reason
for this stems from the inability to choose between the two solutions from
Eq. 23 resulting in an erroneous sign for the y direction at the bottom half
of the sphere. This results in an error that can go as high as 180 degrees at
the very bottom of the sphere. Even when only looking at the top part of
the sphere the average error is still 20 degrees which is to high to for this
method to be used as a reliable source of information.

4.2 Direction in the xz’ plane

Figure 21 shows the x and the z direction of the recovered normals using
the direction in the xz’ plane method. Both the x and z directions look as
they are expected to look like.
The left sub image in figure 22 displays the the angle error between the
projection in the xz-plane of the true normals and the projection in the xz-
plane of the recovered normals. The mean error in this case is 4.16 degrees
with a near zero error at the center and a maximum error at 17.10 degrees
at the top and the bottom. Moving the sphere in the x-direction will have
no effect on this error, moving it in the y-direction or closer to the camera
will increase the error and moving it away from the camera will reduce it.
The reason for this is that the errors depend on the tilt of the xz’ plane.
The right sub image in figure 22 displays the error between the true normal
and the recovered normal. The mean error in this case is 25.97 degrees. As
the sphere was located in the center of the image the middle of the sphere
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Figure 21: (a) x-direction of the recovered normals, (b) normalized x-
direction of the recovered normals, (c) z-direction of the recovered normals.

have an error near zero where the xz’ and xz planes coincide. The error
approaches 90 degrees at the top and the bottom.
Figure 23 shows an example of how the recovered x and z directions may
look like when obtained from images containing a human user.
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Figure 22: (a) displays the angle error between the projection in the xz-
plane of the true normal and the projection in the xz-plane of the recovered
normal. (b) displays the angle error between the recovered normals and the
true normals.

Figure 23: If the users face is centered in the middle of the image the
resulting directions will correspond roughly to the projection of the true
normal in the xz-plane. (a) x-direction of the recovered normals, (b) z-
direction of the recovered normals.
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4.3 Shape from shading and reference model

Figure 24 displays examples of how the error function varies while the face
model is translated in the x-direction. The top diagram displays the error
function with only the photometric term and the bottom diagram shows
both the photometric and the position term. The irregular nature of the
top diagram displays how irregular the search space is and that without the
position term it would be very hard to find an good solution. However, this
reliance on the position term makes the face pose estimate very vulnerable
to noise in the eye positioning from the eye tracker.
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Figure 24: The diagrams show how the error function with (a) only the
photometric term, (b) both the photometric and position term changes as
the face models position along the x-axis varies.
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Figure 25: This figure shows how (a) a bad solution from the PSO may look
like, (b) how a good solution may look like.

PSO as all Metaheuristics do not guarantee that an optimal solution is ever
found and with the highly irregular search space and built in randomness of
the PSO the resulting face pose estimate will sometimes give rise to large
errors. Examples of this is seen in figure 25.
Figure 26 shows two different depth maps obtained by solving Eq. 30. While
a high weight on the regularization result in a depth map that correspond
to the reference face model lowering it does not result in a depth map that
correspond to that of the user.
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Figure 26: Changing the weight for the regularization Eq. 29 result in a
depth map that look (a) less or (b) more like the reference model.

5 Discussion

Both the known albedo and Shape from shading and reference model meth-
ods have the same weakness, approximating the ρE term. A fixed value does
not work, as the ρ term varies in different parts of the face with different
skin pigmentation and the E term depend on the surface elements position
relative to the light sources. The known albedo method should in theory be
able to recover the correct normals with only two light sources, but failed to
because it was impossible to find one albedo value that did not either pro-
duce imaginary solutions in one part of the surface or normals with greatly
erroneous y values in other parts of the surface. For this technique to work
the albedo have to be estimated per pixel.

Had the three light sources not been collinear photometric stereo would prob-
ably have produced useful results as it does not require knowledge about the
ρE term. This claim have support by the fact that the result of calculating
the direction in the plane spanned by the light direction vectors worked quite
well.
One important thing to remember is that the result for all methods depends
highly on the estimated light directions. Using the same light directions for
the whole face, e.g. from the mid point between the eyes will result in several
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degrees error for the normal at the chin. Better light direction vectors can
be obtained either by modeling the face as a cylinder or by using the face
model to calculate per pixel light directions after the face pose estimation.
An additional benefit of the face pose estimation is that it gives an easy way
to mask the face in the images by using its projection on the image plane
as a mask.

In the case of the face pose estimate this problem resulted in that the PSO
had a near perfect match for some images and very erroneous rotations in
those cases when it tried to compensate for a too high or a too low albedo.
Adding the albedo as a single dimension in the PSO would probably improve
the algorithm. However, the problem with a global albedo still remains and
adding one albedo for each of the 132 triangles in the optimization would
require a lot more particles to give a meaningful result. Moreover, the PSO
I used is the particle swarm 2007 standard described in [3] which is an
early PSO version that is known to not work well for high dimensional op-
timization problems. There exist many new PSO variations that both have
faster convergence, are less likely to get stuck in a local minima and that
work better for high dimensional optimization problems. Using one of those
would probably lead to more stable results in the optimization step. The
last change to the PSO that may have improved the results is to exploit
the fact that the users head pose is likely to be quite close between images
and either use the whole solution or at least the pitch to improve the start
position in the next run.

Lastly, when it comes to the Shape from shading and reference model method
I still think it should be able to produced better results. While the Candid-3
face model is good for speed as it contain few triangles it is possible that the
method require a face model with higher resolution to be able to accurately
”mold” the face model towards the users face. In the case of the original
report [5] where this technique was described they used a high resolution
model obtained from laser scanning. Another possible improvement that I
did not test is to run the algorithm iteratively. After the normals are recov-
ered it is possible to solve the Lambertian shading equation with the albedo
as the unknown and then use those albedo values to solve for the depth in
a new iteration.

5.1 Future work

• Use the face model to calculate one light direction per pixel.
• Test the Shape from shading and reference model method with a higher
resolution face model.

• Run the Shape from shading and reference model method iteratively
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and exploit the fact that the face pose is likely to be close between
frames. This can be used to improve the head pose estimate by pro-
viding the previous pose as an initial position in the next iteration or
to use the normals from the previous iteration to approximate albedo
values.
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