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Abstract

In this thesis we present an algorithm that is designed to improve the collaborative capa-
bilities of agents that operate in real-time multi-agent systems. Furthermore, we study
the coalition formation and task assignment problems in the context of real-time strategy
games. More specifically, we design and present a novel anytime algorithm for multi-agent
cooperation that efficiently solves the simultaneous coalition formation and assignment
problem, in which disjoint coalitions are formed and assigned to independent tasks si-
multaneously. This problem, that we denote the problem of collaboration formation, is a
combinatorial optimization problem that has many real-world applications, including as-
signing disjoint groups of workers to regions or tasks, and forming cross-functional teams
aimed at solving specific problems.

The algorithm’s performance is evaluated using randomized artificial problems sets of
varying complexity and distribution, and also using Europa Universalis 4 — a commercial
strategy game in which agents need to cooperate in order to effectively achieve their goals.
The agents in such games are expected to decide on actions in real-time, and it is a difficult
task to coordinate them. Our algorithm, however, solves the coordination problem in a
structured manner.

The results from the artificial problem sets demonstrates that our algorithm efficiently
solves the problem of collaboration formation, and does so by automatically discarding
suboptimal parts of the search space. For instance, in the easiest artificial problem sets
with 12 agents and 8 tasks, our algorithm managed to find optimal solutions after only
evaluating 2000

68719476736 « 0.000003% of the possible solutions. In the hardest of the
problem sets with 12 agents and 8 tasks, our algorithm managed to find a 80% efficient
solution after only evaluating 4000

68719476736 « 0.000006% of the possible solutions.

Sammanfattning

I denna uppsats presenteras en ny algoritm som är designad för att förbättra samarbets-
förmågan hos agenter som verkar i realtidssystem. Vi studerar även koalitionsbildnings-
och uppgiftstilldelningsproblemen inom realtidsstrategispel, och löser dessa problem op-
timalt genom att utveckla en effektiv anytime-algoritm som löser det kombinerade
koalitionsbildnings- och uppgiftstilldelningsproblemet, inom vilket disjunkta koalitioner for-
mas och tilldelas uppgifter. Detta problem, som vi kallar samarbetsproblemet, är en typ
av optimeringsproblem som har många viktiga motsvarigheter i verkligheten, exempelvis
för skapandet av arbetsgrupper som skall lösa specifika problem, eller för att ta fram
optimala tvärfunktionella team med tilldelade uppgifter.

Den presenterade algoritmens prestanda utvärderas dels genom att använda simuler-
ade problem av olika svårighetsgrad, men också genom att använda verkliga problem-
beskrivningar från det kommersiella strategispelet Europa Universalis 4, vilket är ett spel
som agenter måste samarbeta i för att effektivt uppnå deras mål. Att koordinera agen-
ter i sådana spel är svårt, men vår algoritm åstadkommer detta metodiskt genom att
systematiskt söka efter de optimala agentgrupperingarna för ett antal givna uppgifter.

Resultaten från de simulerade problemen visar att vår algoritm effektivt löser samar-
betsproblemet genom att systematiskt sålla bort suboptimala delar av sökrymden. I
dessa tester lyckas vår algoritm generera högkvalitativa anytime-lösningar. Till exempel,
i de enklaste problemen med 12 agenter och 8 uppgifter lyckas vår algoritm hitta den
optimala lösningen efter det att den endast utvärderat 2000

68719476736 « 0.000003% av de
möjliga lösningarna. I de svåraste problemen med 12 agenter och 8 uppgifter lyckas vår
algoritm hitta en lösning som är 80% från den optimala lösningen efter det att den endast
utvärderat 4000

68719476736 « 0.000006% av de möjliga samarbetsstrukturerna.
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Chapter 1
Introduction

In this thesis we present an algorithm that is designed to improve the collaborative capabilities
of agents that operate in real-time multi-agent systems. Furthermore, we study the coalition
formation and task assignment problems in the context of real-time strategy (RTS) games.
More specifically, we design and present a novel anytime algorithm for multi-agent cooperation
that efficiently solves the simultaneous coalition formation and assignment problem (SCAP),
in which disjoint coalitions are formed and assigned to independent tasks. This problem, that
we denote the problem of collaboration formation, is an optimization problem that has many
real-world applications, and similar task allocation problems have been studied thoroughly
during the last few decades in many different settings [17, 71, 49, 18, 66].

The algorithm we present is based on branch-and-bound, which is a design paradigm for
algorithms that has been effective in solving NP-hard1 problems that are similar to the prob-
lem of collaboration formation (e.g. coalition formation). Our algorithm also utilizes other
techniques that have been shown to be effective in similar problem instances, such as the
partitioning scheme that was presented by Rahwan et al. to create disjoint subspaces of the
coalition structure search space. [64]

The presented algorithm also takes advantage of a few new techniques, such as a new order
of precedence for partitions that dictates which "branches" to search first. We also present a
new concept to improve search performance by using refinements of the partitions to decrease
search times.

The algorithm’s performance is evaluated in a real-world application using Europa Uni-
versalis 4 (EU4) — a commercial strategy game in which adversarial agents2 may need to
cooperate in order to effectively achieve their own goals, and in which agents are expected to
decide on actions in real-time [39]. In this game, our algorithm is used to improve the coor-
dination of armies. The quality of the solutions (to the problem of army coordination) that
our algorithm generates are compared to the solutions generated by a Monte Carlo algorithm
(that is currently being used in the publicly released version of the game).

The presented algorithm is also tested using simulated problem instances, in which the
utility values of task assignments are randomized using common probability distributions.
Such tests can be replicated by anyone with a computer, and are conducted in an endeavor to
deduce whether the presented algorithm could be efficient in other instances than those that
are similar to games, but also in an attempt to improve the replicability of this thesis.

This first introduction chapter mainly focuses on introducing the reader to the problem of
solving strategy games using algorithms and computer-based techniques, such as adversarial

1The collaboration formation problem is a generalization of the coalition formation problem, since any
coalition formation problem can easily be translated to a collaboration formation problem. The contrary is,
however, not possible. Coalition formation is an NP-hard problem for which no polynomial-time solution is
known to exist [70]. Therefore, collaboration formation is at least NP-hard, and it’s thus not surprising that
the presented algorithm has a time complexity that is exponential in the number of agents.

2Adversarial agents are agents that do not necessarily share goals with other agents, but may in some
cases benefit from collaboration, even if the agents they collaborate with have other ultimate goals or utility
functions.

1



1.1. Background and problem context

search and machine learning. This is accomplished using three famous examples of strategy
games: Chess, Go, and StarCraft.

This chapter also describes and discusses previous examples of development and research
in artificial intelligence (AI) relevant to RTS games, motivates research in collaboration and
RTS AI, and explains why we decided to design a novel collaboration algorithm to solve the
simultaneous coalition formation and assignment problem. We also explain why our algo-
rithm could potentially improve the collaborative skills of agents in EU4, and ultimately the
cooperative capabilities of agents in other real-time systems.

We formulate a problem statement in the later sections of this chapter using a selection of
relevant research questions, an aim, and a motivation. The research questions are questions
that the rest of the thesis will discuss and try to answer, and are mainly related to solving the
simultaneous coalition formation and task assignment problem, since the presented algorithm
is the main focus of this thesis.

1.1 Background and problem context

Throughout the history of humanity, humankind has been fascinated with the idea of intelligent
machines. A portion of that fascination is in part due to the thought of artificial entities that
may replace humans in tasks we deem burdensome, outperform humans in tasks where such
entities may increase efficiency or improve safety, act as a new form of entertainment, or as a
substitute to humans in situations that require social interaction.

Machines have for long been able to outperform humans in certain tasks that require
excessive strength, high precision, or extensive repetition, but historically known to fail in
solving problems that require adaptability, flexibility, and cooperation. However, during the
last decade, new techniques and algorithms have made promising progress in solving highly dy-
namic problems that require the ability of learning (e.g. speech recognition and classification)
and advanced adversarial reasoning (e.g. economics and games) [50, 73, 52].

Many computer-based strategy games are a particular instance of such problems, and
inherently offer safe simulations of complex environments in which both human players and
computer-based agents are required to cooperate and adapt to dynamic situations in order to
succeed — without the "real-world dangers" of failure. Additionally, computer-based strategy
games make it possible to compare different algorithms and intelligences (e.g. human to
artificial) in a structured and cost-efficient manner; since infrastructure is already in place,
and conventional risks are almost non-existent. The type of reasoning that is required by
agents in computer-based strategy games is central to many other problems, and the scope to
which game-based algorithms can be applied to seem endless, as argued by Buro [9]. Finally,
almost all computer-based strategy games are complex multi-agent systems with severe real-
time performance requirements, making them suitable for testing algorithms that are to be
deployed in real-world situations and other real-time systems.

Previous work in strategy games
An important aspect of many computer-based strategy games is artificial intelligence (AI),
which is used to simulate intelligent processes (e.g. planning and pathfinding) and human-like
agents. Artificial agents can be used to challenge the player, or as an ally who can assist the
player in dire situations. Other creative usages of AI in strategy games are also possible, such
as in the strategy game Crusader Kings II 3, where AI techniques are used to create emergent
narratives4 by simulating simplified human desires and social behaviours. Furthermore, sim-
ulated intelligent processes are used to solve a plethora of problems in computer-based games
and simulations. For example, the problem of finding the optimal path between two locations

3Crusader Kings II is a computer-based strategy game developed by Paradox Development Studio.
4An emergent narrative is a story which emerge from the actions of the players, and not by a pre-defined

story structure.

2



1.1. Background and problem context

is often solved using common search algorithms, such as breadth-first search (also known by
its acronym "BFS") or the A* search algorithm.

Due to continuous research over several years, many algorithms used in computer-based
games have gradually improved. Computer-based games has, as such, become what one might
describe as a "natural breeding ground" for new technologies and a number of improvements
to already existing algorithms. For instance, many pathfinding algorithms, such as jump point
search (JPS) and A*-based search algorithms, have been improved in specific instances in
order to increase the performance of computer games [32, 21]. Additionally, computer games
have continuously pushed the boundaries of research in other research fields than AI, such
as in computer graphics (e.g. real-time rendering engines), graphics hardware (e.g. graphics
processing units), and real-time approximations of physical systems (e.g. real-time physics
engines).

Several different AI algorithms and techniques have already been developed and adapted to
solve a diverse number of different problems that are inherent to strategy games. For example,
the minimax algorithm has been used to outstrategize human and computer-based opponents
in chess by searching for the best possible strategy, and machine learning has been used to
improve intelligent agents in situations where classical search techniques fail [35, 73]. Even if
humankind has managed to solve many problems that are inherent to strategy games, there
are still many important problems that remain unsolved, especially in adaptive reasoning and
cooperation, as we shall see in the forthcoming chapters of this report.

It is worth mentioning that there are instances where the goal of an agent is not to play
better than its opponents, but instead to evoke certain emotions or behaviours in human
players. In such instances, an optimal strategy (in terms of winning) might not be desirable.
Also, irrationality, i.e. not playing toward the goal of the agent, might sometimes be desirable
due to making the agent seem "less robotic". Luckily, irrationality can easily be achieved by
adding a bit of randomness, or by making certain types of actions preferable over others —
even if they lead to undesirable outcomes.

Solving and understanding the problem of creating artificial agents that are capable of
evoking specific emotions (or behaviours) might be an interesting problem, but this report’s
main focus is on developing and presenting an algorithm that enhances agent collaboration in
real-time systems. As such, we hope to make it possible for researchers and programmers to
make agents in real-time systems "act better" in terms of acting toward a certain quantifiable
goal by utilizing collaboration. This report shall therefore not discuss irrational agents thor-
oughly, even if it is obvious that collaboration and cooperation algorithms could be used for
such purposes as well.

The first advancements in the practical solving of non-trivial strategy
games
Although discussions and research in AI for strategy games has existed for a long time, it was
first in the early 90s that the practical development of highly specialized software and hardware
allowed computers to excel in playing certain non-trivial strategy games. A computer that
took advantage of such specialized software and hardware was Deep Blue, a chess computer
developed by the International Business Machines Corporation (IBM) during the 80s and 90s.
[37]

In 1997, Deep Blue became the world’s first computer to win an official chess match against
a (former) world champion, and managed to defeat the world famous chess player Garry
Kasparov in a historic 31/2 – 21/2 chess game. Deep Blue managed to do so using a highly
specialized computer architecture that was designed to take advantage of a customized alpha-
beta search algorithm (i.e. a search algorithm based on minimax and alpha-beta pruning).
Its hardware featured 480 custom chess chips and multiple levels of parallelism, and its search
algorithm was combined with a rather complex state evaluation function, and a database of
solved games and opening strategies. [53, 16, 35]

3



1.1. Background and problem context

Today, modern chess engines (e.g. Stockfish, Houdini and Komodo) outperform human
chess players without difficulty, and many of them manage to do so using techniques that share
similarities to those used by Deep Blue, such as chess databases, advanced evaluation functions,
and search algorithms for adversarial reasoning. Additionally, the ever-increasing efficiency and
capabilities of new computer hardware has made it possible for personal computers and chess
engines to consistently outperform chess experts. [25, 34, 4]

With Deep Blue, humankind solved the problem of creating a machine that can outperform
and defeat the best human chess players. Solved problems are seldom of interest to problem
solvers, and researchers have since the 90s moved on to more complex strategy games, such as
Go and StarCraft.

Go (which literally means "encircling game") is a turn-based board game in which two
players challenge each other in strategical and intuitive reasoning. The game originates from
ancient China, and is often played on a game board of 19x19 positions using playing pieces
called stones [3].

In spite of its simple rules and minimalist appearance, Go is far more complex than chess.
Its state-space is huge due to a relatively large branching factor, and it has, on average,
many more possible moves per turn [80]. A huge state-space with complex branching, and no
apparent easy way to determine whether a certain state is on the path to victory, makes it hard
to create successful artificial players using blunt search algorithms, such as the aforementioned
algorithms that were successful in chess. Techniques that lack the disadvantages of "shrewd"
brute-force algorithms are thus required, since adversarial search algorithms are generally too
slow, or require too much memory.

It was only about a year ago that AlphaGo, an advanced artificial Go player developed by
Google DeepMind, managed to become the first AI in the world to outperform one of the best
human Go players in an official supervised match. This was accomplished in a match against
Lee Sedol, a professional Go player from South Korea. Technically speaking, AlphaGo managed
to do so using new hardware and state-of-the-art AI techniques that were very different from
what Deep Blue used. Its hardware was based on more than 1000 central processing units
(CPUs) and 100 graphical processing units (GPUs). It also took advantage of the Tensor
Processing Unit (TPU), a new processing unit specialized in machine learning developed by
Google. Its main algorithm was based on a variation of Monte Carlo tree search, guided by
artificial neural networks (ANNs), and was combined with huge databases of moves, and an
advanced evaluation function based on extensively trained deep neural networks (DNNs). The
match ended 4 - 1 in AlphaGo’s favor. Figure 1.1 shows a photograph of said match, where a
human carries out moves as ordered by Deep Blue. [73, 23]

4



1.1. Background and problem context

Figure 1.1: A photography of the famous Go match between AlphaGo (left), an artificial Go
player, and Lee Sedol (right), a human 9 dan5 Go player.
Image courtesy of Google DeepMind.

An introduction to real-time strategy games and StarCraft
Even though Go is a complex game with a huge number of legal positions, the complexity
of many popular computer-based strategy games overshadow the complexity of Go. Many of
them — such as Age of Empires and Hearts of Iron — not only have an immense number
of legal positions, but are also stochastic, played in real-time with severe time constraints,
partially observable (i.e. they are imperfect information games), dynamic (in the sense that
the opponent can make moves at the same time as you can), and mostly continuous. The
complexity of such games make many of the previously mentioned approaches (e.g. minimax
search and databases with solved games) impractical and inefficient, making it very difficult to
create intelligent agents that are on similar skill-levels as human experts, even when utilizing
highly specialized hardware and software.

One of the most popular computer-based strategy games is the military science fiction
game StarCraft 2, in which the player has to gather resources, build bases, produce units, and
wage war in order to succeed. The goal of the game is to defeat all opponents by destroying all
their buildings, but games almost always end in the voluntary resignation of the losing players.

Many strategy games that are played in real-time (StarCraft 2 included) are often discussed
and analyzed in terms of certain recurring concepts. They include, but are not limited to:

• Build order : a pre-defined production progression (analogous to chess openings).

• Micro and macro: the extensive and detailed management of units and production.
5Professional Go rankings are 1 through 9 dan, where a 9 dan player is considered the strongest.
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1.1. Background and problem context

• Strategy: a grand plan of action that often dictates how to react to different hypothetical
build orders of the opponent.

Such concepts are examples of abstraction layers that human players use in order to analyze
and play StarCraft 2 more efficiently. A typical scenario when playing StarCraft 2 is depicted in
figure 1.2, where the red player is on the verge of defeat due to not having reacted appropriately
to an aggressive strategy executed by the green player.

Figure 1.2: An image of a typical scenario in the strategy game StarCraft 2.

The StarCraft and Europa Universalis6 game series are part of an important sub-genre of
strategy games denoted real-time strategy (RTS) games. The notion "real-time" means that an
RTS game is expected to be able to be simulated at a high update rate (i.e. many updates per
second), and that it is not turn-based — in other words, if a game is played in real-time, then
it is a dynamic game in which all players can act and make decisions simultaneously at almost
any given moment. In practice, RTS games are usually implemented using discrete time steps
in a non-continuous update loop, in contrast to what the name might suggest. However, RTS
games seldom perceptually appear to progress incrementally due to often using higher update
rates than the human brain can perceive, thus tricking the human brain into making the game
appear continuous. Most RTS games can thus be treated as discrete-time systems with high
requirements on performance — the StarCraft and Europa Universalis game series included.

The fact that RTS games are highly complex and played in real-time makes them extremely
hard to solve. According to Usunier et al., a game of StarCraft: Brood War (the predecessor of
StarCraft 2) has at least 16384400 « 101685 possible states when only considering the positions
of 400 units on a single 128x128 grid (i.e. 16384 different grid positions), in contrast to Go
which is estimated to have about 10170 possible states (when played on a 19x19 board), and

6Some people could perhaps argue that the games in the Europa Universalis game series are not part of the
real-time strategy (RTS) games sub-genre, since they are games in which human players are allowed to execute
commands while the games are paused. Even though it is true that human players are allowed to execute
commands while the games are paused, artificial players are not allowed to do so, and are thus expected
to be able to play the games at high update rates (without pauses). Therefore, we argue that the Europa
Universalis games are RTS games — at least from the perspective of artificial intelligence — since they share
all the important technicalities (e.g. dynamic, real-time with high update rates, not turn-based, multi-agent,
strategical) with other RTS games (e.g. StarCraft and Age of Empires). We shall therefore classify Europa
Universalis as an RTS game throughout this report.
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to chess with its upper bound of about 1046 possible states [82, p. 1] [80, p. 29]. Much higher
state-spaces are achieved for Brood War if we take other important factors into consideration,
such as unit types, resources gathered, and technology advancements. Ontañón et al. conser-
vatively estimated the branching factor of Brood War to b P [1050, 10200], with an estimated
average depth d « 36000, which are extreme numbers in comparison to the branching factors
and depths of chess and Go (chess with b « 35 and d « 80, and Go with b P [30, 300] and
d P [150, 200]) [57, pp. 2-3]. Unfathomably huge state-spaces and branching factors are to be
expected for most RTS games, including StarCraft 2 and Europa Universalis 4. This is due
to the fact that there are often many more variables in play in RTS games than there are in
chess or Go.

Interestingly, and despite the complexity that computers struggle with, humans are able to
play RTS games very well. Buro and Churchill hypothesize that this is due to our brains being
able to create hierarchical state and action abstractions [10, pp. 106-107]. In any case, no
known computer-based player has managed to outperform human experts in playing real-time
strategy games such as StarCraft 2, Brood War, or Europa Universalis 4. This is perhaps due
to flawed hierarchical state and action abstractions, and lack of collaborative reasoning.

Previous work in artificial intelligence for real-time strategy games
Some of the first mentionable RTS games were released in the early 90s, and include games
such as Dune II: The Building of a Dynasty (1992), Command & Conquer: Red Alert (1996),
Age of Empires (1997) and StarCraft (1998). Work and research on AI for RTS games have
since then continuously pushed the boundaries of what artificial agents in RTS games can do.

In 2003, Buro identified six fundamental AI research areas in RTS games [9]:

• Resource management.

• Decision making under uncertainty.

• Spatial and temporal reasoning.

• Collaboration.

• Opponent modeling and learning.

• Adversarial real-time planning.

Most of the six areas have been subject to substantial effort since then. However, collaboration
has been left mostly untouched [57, pp. 3-7]. There has also been few formal attempts at
holistic approaches, i.e. methods that tries to solve all RTS-related problems using a single
algorithm or technique, such as the Darmok system and CAT [55, 2]. This may not be
surprising, since RTS games inherently consists of several subsystems that researchers and
game developers often treat separately. For example, a single computer-based player in EU4
consists of many "sub-agents" (i.e. artificial sub-systems that handle reasoning about different
parts of the game) that communicate with each other, each consisting of many thousands lines
of code.

A majority of the formal research in AI for RTS games has been conducted in a predecessor
of StarCraft 2, namely the game titled StarCraft: Brood War (1998), which basically has the
same game mechanics as its successor. The Brood War Application Programming Interface
(BWAPI), released in 2009, has been used to test numerous AI techniques and algorithms in
Brood War [12]. BWAPI is a programming interface that makes it possible for programmers
and researchers to create artificial agents that can play Brood War using actuators and sensor-
like abstractions, such as orders and visibility lists. For example, Synnaeve and Bessier used
BWAPI to test Bayesian modelling for build order prediction, and Cadena and Garrido used
BWAPI to conduct research on fuzzy case-based reasoning for managing strategy [74, 15].
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Prior to BWAPI, research and experiments in AI for RTS games was mainly conducted
using open-source RTS engines, such as the ORTS (Open RTS) game engine developed at the
University of Alberta, and the RTS game Wargus7 [8, 79]. Multiple algorithms and techniques
have been developed and tested using ORTS. For example, Hagelbäck and Johansson explored
multi-agent potential fields to control the navigation of tanks, and Chang et al. tested Monte
Carlo algorithms for real-time planning [31, 19]. In Wargus, Ponsen et al. used evolutionary
algorithms to automatically generate new tactics, Weber et al. presented a case-based reason-
ing system for selection of opening strategies and build orders, and Ontañón et al. explored
real-time case-based planning using supervised learning [59, 84, 56].

Most commercial strategy games, such as the games in the Company of Heroes and Total
War series, don’t have open source application programming interfaces (APIs), such as BWAPI,
for AI development — thus making them impractical to use for research in algorithms. How-
ever, in the last year, some of the biggest IT-companies have started to invest resources into
creating new programming interfaces, state-of-the-art research infrastructure, and machine
learning libraries for AI research in commercial RTS games. For example, DeepMind (a sub-
sidiary of Google) has announced that they are collaborating with Blizzard Entertainment8
to "release StarCraft 2 as an AI research environment" [24]. In their announcement, they
motivated research in StarCraft, and wrote:

"StarCraft is an interesting testing environment for current
AI research because it provides a useful bridge to the
messiness of the real-world. The skills required for an agent
to progress through the environment and play StarCraft
well could ultimately transfer to real-world tasks."

Additionally, a research team at Facebook AI Research has recently published a paper on using
machine learning for handling unit micromanagement in StarCraft [82]. They also developed
TorchCraft, a programming library that is focused on enabling deep learning research for RTS
games [75].

Even though most RTS AI researchers today seem to focus on machine learning, game com-
panies still extensively use hard-coded rule-based AI for their games. Rule-based approaches
makes it possible for game programmers to give their agents fixed "personalities" (e.g. aggres-
siveness or conscientiousness), and predictable simple behaviours. However, such behaviours
are often inflexible, which makes them unusable in many competitive instances due to being
easily exploitable by adaptable agents, or directly countered by other hard-coded agents.

The most common hard-coded rule-based RTS agents are based on finite state machines
(FSMs) [28]. Such rule-based agents are in theory very simple, but may in reality become
highly complex due to very complicated rules for state transitions. Rule-based agents have
been improved over several years in many different commercial environments, but are in most
cases (e.g. computer-based strategy games) not even close to reaching human-like skill levels.
In such games, collaboration in RTS games is often emergent (or "implicit") from the rule-based
nature of the artificial players, and is almost never explicitly coordinated. [57, p. 5]

Finally, there has also been a considerable amount of informal development in RTS AI that
lack open source information and published scientific data. For example, programmers have
put a lot of work into developing and exploring different approaches to improving computer-
based players in competitive instances. AI competitions, in which only computer programs
are allowed to compete, have given an incentive for developers and researchers to continuously
improve their algorithms and game-playing agents over the last decade. Such competitions
include the "ORTS RTS Game AI Competition" (2006-2009), the "AIIDE StarCraft AI Compe-
tition" (since 2010), the "CIG StarCraft RTS AI Competition" (since 2011), and the "Student
StarCraft AI Tournament (SSCAIT)" (since 2011) [6, 7, 77, 78]. Many successful agents that

7Wargus is a WarCraft clone, and shares many similarities to StarCraft 2 and Brood War.
8Blizzard Entertainment is the creator of the StarCraft game series.
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have been used in such instances are often based on FSMs and rule-based techniques, but
are generally assisted by artificial intelligent processes, such as pathfinding algorithms, and
priority-based reasoning. [12, 20, 57, 10]

1.2 Previous work in collaborative reasoning

As mentioned previously, collaboration has been left mostly untouched in RTS games. How-
ever, there has been considerable work and research on the topic in other instances of real-time
systems and research fields, and the formation of organizational groups has been used to enable
cooperation in several different scenarios and multi-agent systems [29, 42, 41, 86, 43].

Coalition formation is a technique that has been used to enable cooperation among agents
in multi-agent environments by creating coalitions9 (groups) of agents aimed at achieving a
certain goal or performing a set of tasks. This is generally accomplished by evaluating the
utility of different coalition structures (i.e. groups of disjoint coalitions), and choosing the
coalition structure with the highest utility value. The formed coalitions may then be used to
perform tasks that require several agents in order to be accomplished efficiently. The problem
of coalition formation is NP-hard, and coalition formation algorithms often have to evaluate
a huge number of possible coalitions in order to find the optimal coalition structure, since the
number of possible coalition structures is exponential in the number of agents. [63, 70]

Algorithms that solve the coalition formation problem are generally based on approaches
that use optimized search techniques and evaluate many different solutions (i.e. coalition struc-
tures) [71, 72, 44, 46, 60, 64, 62], or genetic algorithms that gradually improve already existing
structures by using processes that are inspired by natural selection [89, 36, 51]. Shehory and
Kraus describes several anytime algorithms that tackles the coalition formation problem in the
more general case, which allows agents to partake in multiple groups with overlapping tasks
[72]. Additionally, Klusch and Gerber explored solving the problem of coalition formation in
dynamic, open and distributed environments, and Kraus et al. did research on coalition for-
mation algorithms in stochastic environments where agents lack complete information [44, 46].
Some of the most recent state-of-the-art coalition formation algorithms are based on anytime
branch-and-bound, or dynamic programming [64, 62].

By assigning tasks to coalitions (using a bijection), coalition formation can be used to solve
a generalization of the many-to-one assignment problem10, where each task may be assigned to
any number of agents instead of assigning a single agent to each task. This can either be done
by "treating" each coalition as a task, or by assigning tasks to the coalitions in a second step
after the coalitions have already been formed. Coalition formation combined with task assign-
ment can thus be used to create structured collaboration in multi-agent systems by utilizing
what is denoted as multi-robot task allocation (MRTA) [30]. Many variations on solutions
to different problems in the domain of MRTA have already been suggested, and many such
problems have been shown to be instances of other well-studied combinatorial optimization
problems [30, p. 1]. Many problems in the domain of MRTA can often be formulated as integer
programming problems, such as the generalized assignment problem (GAP). [58]

The task assignment problem (i.e. the problem of optimally assigning tasks to already
existing coalitions or agents) can be solved optimally by using the Hungarian algorithm to
map tasks to coalitions [47]. An improved version of the Hungarian algorithm has a time
complexity of O(n3), which is a relatively low time complexity in comparison to the compu-
tational complexities of the algorithms that exist for optimal coalition formation (since they

9Agents within a coalition often cooperate in order to achieve the goals of the coalition, but do seldom
coordinate or cooperate with agents in other coalitions. Coalitions are described as being goal-oriented, short-
lived, and often designed to serve a specific purpose. In practice, however, it’s possible for them to be both
long-lived (e.g. permanent), and serve no specific purpose. Furthermore, coalitions are usually coordinated
using flat organizational structures, but may in some cases assign specific agents as leaders, or assign leadership
roles to certain agents. [64, p. 522].

10The assignment problem consists of finding a maximum weight matching in a weighted bipartite graph.
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are all exponential-time algorithms). However, using the Hungarian algorithm for task as-
signment does not guarantee an optimal collaboration formation — in this case an optimal
solution to the combined problem of coalition formation and task assignment — even though
the task assignment in itself is optimal, since an optimal coalition structure (in terms of a
utility function) might not be the coalition structure that is best suited for the tasks at hand.
As such, using coalition formation and the Hungarian algorithm in two separate steps does
not guarantee an optimal solution to the combined problem of coalition formation and task
assignment. However, if we integrate task assignment into the formation of coalitions, we can
use branch-and-bound to guarantee optimality, decrease code complexity (since we don’t need
two separate algorithms to solve a single problem), and give worst-case guarantees when an
exhaustive search is interrupted prior to finishing. This gives rise to the generalized coalition
formation and task assignment problem, that we denote the simultaneous coalition formation
and assignment problem (SCAP).

Previous work on SCAP is, as far as we understand, non-existent. There has, however, been
extensive work in related instances. Apart from the previously mentioned work in coalition
formation and task assignment, the simultaneous assignment problem (SAP) has been studied
by Yamada and Nasu [88]. SAP is similar to SCAP, but with the major difference that agents
in SAP are treated as super-additive. In SAP, the value of a group that is assigned to a
task is defined as the sum of the values of assigning each individual agent to that group.
Therefore, the algorithms that solve SAP cannot — in the general case — solve problems
where optimal disjoint coalitions are needed. For instance, if we want to coordinate doctors
and nurses (with different specializations and properties) to efficiently help patients, a good
coordination scheme (or formation of disjoint working groups) should be based on creating
groups that have all qualities that are required by the tasks that the groups are intended to
handle. For example, assigning multiple doctors (with the same specialization) to helping the
same patient would not be efficient in the general case. Modelling group requirements that
prevent such solutions is trivial in SCAP, and can be accomplished using explicitly defined
requirements for each task. However, this cannot be trivially accomplished if the problem is
modelled as a simultaneous assignment problem.

On communication in real-time strategy games
It is worth mentioning that, in the domain of RTS games, all agents can communicate with
each other during any update call from the game engine. Many game engines are using
multiple threads to improve performance (e.g. Europa Universalis 4), and agents may in such
cases need to synchronize data before forming valid coalitions. Most RTS games — Europa
Universalis 4 included — can take advantage of perfectly stable and centralized communication
techniques, but may require synchronization and optimizations (e.g. performance or memory
optimizations) in order to run at real-time frame rates. In other instances, agents may suffer
from unstable communication, and communication may need to be dealt with by having agents
use decentralized approaches in order to form groups and coalitions (e.g. auction-based or
face-to-face communication). Such aspects might have to be taken into consideration when
"translating" an algorithm from the domain of RTS games into the domain of the real world.
In any case, agents in RTS games can use collaboration and coalition formation algorithms
that supports centralized communication to form optimal coalitions for collaboration, and may
then use the coalitions as a basis to assist each other in solving complex tasks that require
multiple agents.

Simultaneous coalition formation and task assignment in Europa
Universalis 4
RTS games like Europa Universalis 4 (EU4) consists of multiple agents that need to cooperate
in order to maximize their expected utility. In the domain of RTS games, there has been none to
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very few attempts at using algorithms for collaboration in order to improve agent cooperation.
We therefore introduce collaboration formation to the game EU4 in order to explore, deduce,
and discuss the value that such techniques hold in the domain of RTS games. However, most
algorithms for cooperation are not specifically designed for RTS games. Existing algorithms
may therefore need to be adjusted (or redesigned) in order to maximize their efficiency in the
domain of RTS games.

EU4 is a computer-based real-time grand strategy11 game that was developed by the
Swedish game developer Paradox Development Studio, and was released to the public in 2013.
In EU4, the player manages a nation from the Late Middle Ages through the early Modern
Period (1444 - 1821 AD), and has to deal with numerous simulations of real-world systems and
processes, including military, politics, religion, logistics, economy, industry, trade, and tech-
nology. The simulations are simplified, but almost all the previously mentioned areas affect
the others, creating complex conflicts of interest and prioritization. For example, a diminished
military may not be able to survive the attacks of a military super power, and a highly mili-
taristic country may deteriorate in the long run due to becoming economically unstable and
technologically obsolete. The player is thus forced to balance many different areas in order
to create a flourishing country that is able to withstand the test of time. Also, a strategical
(or tactical) military decision could turn the tide of battle, leading to huge implications for a
country; both politically and economically. The AI in EU4 need to take all these complica-
tions into consideration in order to be successful, making it an interesting game for research
in complex cases of AI programming and algorithms.

In EU4, there are multiple different areas that may require cooperation in order to increase
the utility of a given player (i.e. a given nation). For instance, optimal army management may
require that tasks are performed by several agents, and alliances may need to be formed in
order to achieve a certain strategic goal. Coalition formation algorithms can be used in order
to create alliances, by deciding which coalitions have the highest utility values. Coalition
formation can also be used to create collaboration by creating groups of agents (e.g. armies
or merchants), and assigning them to tasks that are of interest to multiple stakeholders (e.g.
defend a strategical position, or steer trade toward a region). In our case, we will use a new
algorithm that solves SCAP to assign groups of armies to handle (e.g. attack, defend, or
suppress rebellion) regions of interest (e.g. strategically interesting regions, or regions with
high development).

The armies in EU4 consists of three different unit types: cannons, infantry, and cavalry.
However, there exists an extensive number of different units within each unit type, and each
army may have numerous unique properties — including a general that may improve the com-
bat skills and maneuverability of the army he or she is assigned to. Therefore, to optimally
assign armies to regions of interest, each army has to be modelled as a unique entity. Fur-
thermore, each army is always positioned in a province (node) on the world map. The world
map consists of over 4000 provinces. Each province is also part of a larger region (i.e. a
group of nodes), of which some may be of greater interest than others (for various reasons). In
contrast to StarCraft, EU4 is not played on a grid, and each province may have any number of
neighbours. As such, and from the perspective of graph theory, the adjacency of provinces can
be modelled as a forest (i.e. a disjoint group of trees), and implemented using an adjacency
matrix or adjacency list.

The problem of assigning armies to regions can obviously be modelled as a SCAP, since
armies can be seen as agents, and "regions of interests" as tasks. In EU4, this problem is solved
using a simple Monte Carlo algorithm that is guided by a utility function, in which several
randomized assignments are created. The randomized assignments are then "polished" in an
attempt to find local optima. This technique is really fast at finding solutions, since it almost
involves no precomputations, but require many iterations before finding solutions with high

11A grand strategy game is a game where focus is on the higher abstraction levels of strategy. In contrast
to games such as StarCraft, the player may have to control an entire nation instead of controlling a smaller set
of units and buildings (in StarCraft, the unit count is limited to 200 units per player).
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utility values. In practice, it almost never finds a value that is close to the global optimum
due to being too inefficient.

Finally, an image of a typical player’s view in EU4 can be seen in figure 1.3, in which the
human player and a few allies (played by the AI) are waging war against their opponents (also
played by the AI).

Figure 1.3: An image of a typical player’s view in the game EU4. In this image, the player is
playing as the nation Sweden, and currently conducts a war for independence against Denmark.

1.3 Motivation

This section motivates why research in RTS AI is of interest, and why applying collaboration
techniques to RTS games may have commercial, scientific and societal benefits. Some moti-
vations have already been stated in the previous subsections, but are discussed further here.
We also motivate research in algorithms that solve SCAP, and why SCAP is of great interest
to other instances than RTS games.

It’s also worth mentioning that Buro and Furtak wrote a paper that is aimed at motivating
AI research in the area of RTS games [11]. Their paper manages to describe many key points
to why AI research in RTS games is of interest. Most of their motivations are also true for
this thesis, and their paper can thus be used as a complement to this section.

This thesis has been conducted in cooperation with the Paradox Development Studio,
and we could therefore use the RTS game Europa Universalis 4 for testing and evaluating
the algorithm that this thesis present. This is beneficial, since the goal of this thesis is to
improve the knowledge and understanding of multi-agent collaboration algorithms for real-time
systems (e.g. EU4). We attempt to achieve this by discussing and exploring how collaboration
formation can affect RTS games that are inherently designed for several agents that operate
in environments that resemble the real world. EU4 is one of the most popular games of such
kind, and we are certain that EU4 is a multi-agent system in which computer-based players can
benefit from improvements to their collaboration and multi-agent coordination capabilities.

Having full access to the source code of a complex commercial strategy game is a rarity
(as discussed earlier), and this thesis was a one-of-a-kind opportunity to use a game of EU4’s
calibre to conduct research on state-of-the-art RTS AI algorithms. An alternative to EU4
would have been to either use Brood War (and BWAPI) or ORTS instead. However, none of
these games resemble the real world to the same degree as EU4, and they are not specifically

12



1.3. Motivation

designed for hundreds of adversarial agents. We therefore hypothesize that using Brood War
or ORTS could lead to less valuable results in terms of possibilities of translating the results to
the real world, or would have required more work in terms of implementing and incorporating
the collaboration algorithms into the games in a meaningful way. As such, we argue that EU4
was the better choice, and perhaps the best domain for research on real-time collaboration
algorithms that was available during the time when this thesis was written. Another approach
would be to use a system that is designed for real-time AI research, such as the RoboCup
rescue simulator [13]. However, and as previously mentioned, having full access to the source
code of a complex commercial strategy game is a rarity, and we therefore decided to use EU4
to benchmark our algorithm.

The commercial and societal motivation
One of the motivations to why research in RTS AI is interesting is based on the commercial
aspects of computer games, and the commercial aspects of computer-based strategy games
in particular. Strategy games are a huge part of the commercial computer and video game
industry, and amounted to 36.4% of all sold computer games in the United States in the
year 2015, according to the Entertainment Software Association [26]. RTS games are a huge
part of the computer-based strategy games market. Additionally, many RTS games have sold
hundreds of thousands of retail copies, including EU4 which has sold more than 1 million
units, and StarCraft 2 which has sold several million copies [40, 1]. RTS games are thus a
considerable part of the game industry, and may have an economical impact on the society as
a whole.

Artificial agents (e.g. artificial players) and the simulation of intelligent processes (e.g.
pathfinding and collaboration) are undoubtedly vital aspects of RTS games, thus making in-
novations and improvements to AI algorithms able to potentially increase the commercial value
of the games in which the improved algorithms are used. Innovations to RTS AI may then be
adapted to other real-time domains, and can therefore increase the commercial and societal
benefits of other types of products. For example, collaboration algorithms that have been de-
veloped and evaluated using RTS games could potentially be used to improve the management
of disaster emergency teams by integrating AI-based collaborative decision support into their
systems, or the efficiency of industrial robots by supporting a more adaptable and dynamic
task assignment scheme.

Additionally, RTS games can possibly be used for educational purposes in a wide range of
subjects. For example, EU4 depicts and describes many real historical events (e.g. the French
revolution, and the Wars of the Roses), and the world it reenacts is based on real geography,
geopolitics and climate. There are however many historical and geographical inaccuracies,
often due to the AI making other choices than those that would’ve been historically correct,
but also because EU4 is, by design, a very approximative non-deterministic (i.e. a game played
in the exact same way may have different outcomes due to random variables) simulation of a few
hundred years of our recorded history. However, we hypothesize that the game mechanics of
EU4 ultimately gives an incentive to the player to learn about many different topics in order to
improve their skill, since good decisions are rewarded, and consistently making good decisions
requires developed capabilities in reasoning, knowledge of history, and intuition. RTS games,
such as EU4, could therefore be used as tools for education, since they inherently teaches
the player about the real world by giving the player clear incentives to learn about history,
geography, and processes in economics and logistics. The previously mentioned subjects are
just a few examples of the topics that RTS games often cover, and we hypothesize that games
can be specifically designed in ways that would allow them to be used as educational tools in
many other subjects as well.

In order to strengthen the educational properties of RTS games, artificial agents should be
able to act in a way that supports the educational processes of the game in which they are
used. In order to do so, artificial agents may need to be able to act cooperatively and manage
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to collaborate. In some instances, it might be important that the agents use collaboration to
appear more human-like (e.g. history, and psychology), while in others they may have to use
cooperation to increase their success rate at completing a certain task (e.g. strategy games,
adversarial tasks, and economics). As such, improving the collaborative skills of artificial
agents may aid the development of RTS games as educational tools, and thus give educators
a wider (and perhaps better) array of tools at their disposal.

Finally, RTS games have become a worldwide cultural phenomenon, and there are compa-
nies that regularly host huge RTS game tournaments, such as Intel12 with the Intel Extreme
Masters, and Blizzard Entertainment with the World Championship Series [38, 5]. Improv-
ing RTS AI and collaboration would make it possible for players to train themselves against
artificial players, in a similar fashion to what many chess players have done against artificial
chess players. Agents with collaborative skills could also assist the player, or act as social
companions in multi-agent environments.

The scientific motivation
AI research in the area of RTS games is not only motivated by the importance of strategy
games in terms of entertainment or commerce, but also in the sense that RTS games can be
seen as simplified simulations of real-world situations, processes, and systems. For example,
many RTS games simulate logistics, economics, military, and politics. Such simulations make it
possible to use RTS games to benchmark and test AI algorithms in scenarios that resemble real-
world situations, which makes RTS games interesting to use as safe environments for research
in real-time algorithms and AI techniques. In our case, we use RTS games to benchmark and
evaluate an algorithm that has many potential real-world fields of application. As such, RTS
games can assist us in understanding the limits of our algorithm, and discovering any potential
problems it may have, before we attempt to use it in a real-world scenario (e.g. to coordinate
doctors and nurses in a hospital), in which the slightest oversight or error may have disastrous
real-world consequences.

Most RTS games offer many AI research problems that require a wide variety of techniques
to solve. Such techniques include algorithms based on task allocation, collaboration, pathfind-
ing, spatial and temporal reasoning, learning, resource management, and decision-making
under uncertainty. Creating advanced software where all of the aforementioned problems can
be simulated simultaneously is both expensive and complicated, and many RTS games are in-
herently designed and programmed to make it possible to do so. Already existing RTS games
can thus be used as relatively cheap simulation environments for many real-time AI research
problems, since it is expensive to develop new advanced simulation software from scratch.

On a side note: if one of our goals is to build human-like artificial agents, then we need
to find a way to measure the progress of our development in creating such agents. This leads
us to coming up with a way to experimentally show that an intelligent agent can act (what
humans perceive as) indistinguishable from human players. Interactive games could act as
confined Turing tests, where AI programmers attempt to make artificial agents act like human
players (in contrast to making the AI act optimally in terms of winning a game or successfully
performing a job) based on the limitations enforced by the game. Since human players are
able to cooperate, artificial agents would need to be able to do so too, at least in order to act
indistinguishable from human players in situations where humans are expected to collaborate.
Without collaborative skills, artificial agents would merely be non-human entities that are
capable of mimicking certain traits (but not all). Studying multi-agent coalition formation
and task allocation could ultimately improve our understanding of how to create agents that
are capable of human-like collaborative reasoning.

12Intel (i.e Intel Corporation) is a technology company that manufactures and creates new central processing
units, but also produces motherboard chip-sets, new software for deep learning, etc.
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1.4 Aim

The ultimate goal of this thesis is to improve and increase the knowledge and understanding of
algorithms that are designed to improve agent collaboration. More specifically, the aim of this
thesis is to solve the simultaneous coalition formation in the context of real-time multi-agent
systems.

Additionally, we aim to explore some of the possibilities to improving the utility and col-
laborative capabilities of artificial agents in real-time strategy games. We intend to accomplish
this by evaluating algorithms for collaboration formation using Europa Universalis 4, which is a
real-time strategy game in which such algorithms could potentially improve army coordination
and cooperation.

1.5 Research questions

The aim of this thesis, and the current status of research in collaboration algorithms for
real-time strategy games (as described in the previous subsections), leads us to the following
research questions, which we study and discuss in the remaining chapters of this thesis:

1. Can multi-agent task allocation be integrated into the formation of coalitions?

2. Can a collaboration formation algorithm be applied to real-time strategy games in order
to improve the utility and capabilities of artificial agents?

3. What are the limitations of algorithms that solve the simultaneous coalition formation
and assignment problem in the domain of real-time systems?

We deem that this thesis will have made significant progress in understanding the simultaneous
coalition formation and assignment problem in the context of real-time multi-agent systems if
any of these questions can be answered during this study.

1.6 Delimitations

With the previous research questions in mind, it is worth discussing whether our study is
delimited by any factors that may influence its results, or whether there are any apparent
weaknesses that stem from our research questions.

As is made evident by the previous sections, this thesis will only look at a specific orga-
nizational structure of agents: the coalition. The reason is simple: to look at every type of
organizational structure would require time and resources that are not available for a single
thesis. We thus have to choose a single and specific organizational structure that we want to
explore and study further.

The main reason to why we choose the coalition as our organizational structure of study
is that coalition formation algorithms are part of one of the most simple and powerful classes
of agent organizational algorithms, and that the coalition formation problem has already been
extensively treated and explored in other research environments (e.g. theoretical multi-agent
systems, information gathering, economics, and logistics) [81, 54, 22, 67, 45]. However, coali-
tions have never been explored and evaluated in the domain of strategy games — at least not
in a formal and practical setting, i.e. in a thesis or research paper conducted with focus on a
multi-agent system that is already being used extensively in the real world (e.g. Europa Uni-
versalis 4). We therefore deem that exploring the coalition formation problem in the context
of RTS games could be one of the next logical steps for research in multi-agent collaboration
in RTS games, since agents in such games often lack collaborative reasoning.

Other organizational structures and paradigms such as hierarchies, holarchies, federations,
teams, congregations, societies and markets each have their own benefits and weaknesses [33],
and could be subject for future research.
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Additionally, we will further constrain our focus by only studying the simultaneous coalition
formation and assignment problem. Even though our main focus is on real-time strategy games,
we also try to generalize our discussions and tests as much as possible, so that our results can
be translated to other instances. With that said, we do not intend to exhaustively explore all
possible ways to apply collaboration formation algorithms to real-time strategy games, and
instead look at the specific problem of using collaboration formation to assign armies to tasks.
Finally, the same is true for when we will look at the limitations of collaboration formation
in the domain of real-time systems, since we will only look at performance characteristics and
and the value of the created collaboration structures, and more specifically the computational
limitations in:

• Tests conducted for army coordination in the game Europa Universalis 4.

• Randomized tests, where utility values are based on normal and uniform probability
distributions.

The fact that some of our tests are delimited to using EU4 may influence the replicability
this thesis. This is because the source code of EU4 is not open to the public, and as such, it’ll
be hard — if not impossible — to perfectly replicate our tests conducted in EU4. Additionally,
EU4 is continuously updated, and previous game versions may not be available in the future.
As such, the replicability of this thesis may suffer. In an attempt to circumvent this problem,
we have tried to generalize and discuss our usage of collaboration formation in a way that
makes it possible to translate our tests to other multi-agent systems and environments, and
in that way increase the replicability of this study by making it replicable in other instances
(e.g. other games or real-time systems). Since we will also use tests with randomized utility
values based on common probability distributions, we hope to improve the replicability, since
such experiments only require a computer to replicate.

16



Chapter 2
Collaboration formation

The main focus of this chapter is to give the reader an extensive and in-depth presentation
of our collaboration formation algorithm. We will, however, begin this chapter by discussing
agents, multi-agent systems, coalitions, coalition formation, and task assignment, since these
are fundamental concepts that will be used frequently throughout the rest of this thesis. It
is important that we establish a common understanding of these concepts in order to make
it possible for us to make a reasonable formalization for our other most essential building
blocks (e.g. collaboration structures and collaboration formation). We will not define these
fundamental concepts ourselves, and instead look to the literature and use common definitions.
This will hopefully reduce the risk of any possible misconceptions.

2.1 Background theory and related work

This section presents definitions for the most fundamental concepts that are used in collabo-
ration formation (e.g agents, multi-agent systems, coalition formation, and task assignment).

Agents and multi-agent systems
An agent is commonly described as an autonomous entity that can perceive, reason and act in
the environment in which it exists. This means that agents can, without human intervention,
control their own actions, reason about their environment, and perceive their surroundings, at
least to some extent. Such agents are often described as either task-oriented or goal-driven,
and may exist in environments in which they have to act independently, competitively, or even
cooperatively in order to achieve their goals. [65, p. 34] [85, p. 4] [83, p. 1]

A rational agent is an intelligent agent that, given its own perception and knowledge of the
system in which it exists, acts in a way that the agent expects to maximize its own performance
measure (e.g. its utility) [65, pp. 36-38].

Multi-agent systems are systems in which multiple intelligent agents exist. The research
field of distributed artificial intelligence (DAI) is a subfield of artificial intelligence that is
concerned with treating multiple agents collectively in an attempt to improve processes such
as problem solving, cooperative reasoning, planning, and learning for agents in multi-agent
systems. Perhaps more importantly for this thesis, however, is the fact that agents in multi-
agent systems often affect other entities, and can thus affect other agents. Rational agents in
multi-agent systems may therefore have to reason about other agents in order to effectively
navigate their own state space. Agents that co-exist in the same system may have adversarial
goals (e.g. armies in Europa Universalis 4), and may try to affect the environment in ways
that turn out to be detrimental to the goals of their adversaries. In order to counter such
events, agents may have to counteract and predict the actions of other agents. One way to
make it possible for an agent to improve its capabilities of countering the possible actions
of other agents is to improve the agents’ collaborative and cooperative skills, since goals of
different agents may not necessarily be diametrical. Agreements can be established, and may
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ultimately increase the performance measure of all the agents that partake in the agreements,
and increase their chances at achieving certain goals. [83, p. 1] [85, p. 121] [65, pp. 36-38]

Solving the problem of cooperation and collaboration in multi-agent systems may require
advanced adversarial reasoning, but solving the problem of creating efficient groups aimed at
solving complex tasks is a step forward towards achieving this.

With the previous statements and discussions in mind, how do we represent rational agents
and multi-agent systems in a way that makes it possible to effectively reason about them? Since
this thesis is mainly concerned with coalitions that are assigned to tasks, we shall focus on
a representation that allow us to reason about multi-agent systems in a way that helps us
understand how such collaboration structures operate, form, and affect their surroundings.
We therefore first introduce coalition structures as a concept, and use coalitions as our main
building block for multi-agent representation. We can then use coalitions as a way to define
the more complex concept of collaboration structures, which will be the basis for our algorithm
that solves the problem of assigning agents to groups (i.e. coalitions), where each group is
aimed at achieving a goal or completing a task.

Coalitions and tasks
A coalition is defined as a set of agents C = ta1, a2, a3, ..., anu, where n is the number of agents
in the coalition. Additionally, we often denote the number of agents in a coalition C by its
cardinality |C|, and a coalition with 0 agents (i.e. |C| = 0) by the empty coalition H.

Agents within a coalition often cooperate in order to achieve the goals of the coalition, but
do seldom coordinate or cooperate with agents in other coalitions. Coalitions are described as
being goal-oriented, short-lived, and often designed to serve a specific purpose. In practice,
however, it’s possible for them to be both long-lived (e.g. permanent), and serve no specific
purpose [33, p. 6]. Furthermore, coalitions are usually coordinated using flat organizational
structures, but may in some cases assign specific agents as leaders, or assign leadership roles
to certain agents. [64, p. 522]

A coalition structure is a set of disjoint1 coalitions S = tC1,C2,C3, ...,Cnu, where n is the
number of coalitions in the coalition structure [68, p. 1]. From another perspective, a coalition
structure is a partition of a set of agents into coalitions [69, p. 2]. The process of deciding
on which coalition structure to form is denoted the process of coalition formation; i.e. the
algorithmic procedure of assigning all agents to disjoint coalitions [63].

In the literature, the term coalition formation has been used to denote both the cre-
ation of task-oriented coalition structures, but also to denote assigning agents to utility-based
coalitions [72, 63]. To counteract any ambiguities and reduce possible misinterpretations, we
will distinguish between what we denote collaboration structures and coalition structures. The
first of the two, i.e. collaboration structures, will be used to denote task-oriented coalition
structures in which the coalitions have a specific order of precedence (that denotes which task
a specific coalition should be assigned to). The second of the two, i.e. coalition structures,
will be used to denote the wider definition of disjoint coalitions.

In the general case of coalition structures, coalitions do not necessarily need to be assigned
to specific tasks. In our case, however, we use a new collaboration formation scheme that
evaluates coalition structures and task assignments (to the coalitions) at the same time, thus
making it possible to form coalition structures (where each coalition is assigned a task) effi-
ciently, and thus solving the simultaneous coalition formation and assignment problem (SCAP)
optimally.

1Two coalitions (or sets) are said to be disjoint if they have no agents in common.
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2.2 Nomenclature

To make it easier for us to discuss simultaneous (or combined) coalition formation and task
assignment, we define the collaboration structure as a strict total ordered coalition struc-
ture Φ = xC1,C2,C3, ...,Cny

2, where each coalition is assigned to a task. The reason we make
this definition will become evident in later chapters, when we use strict total ordered coalition
structures to simultaneously form coalitions and assign tasks using branch-and-bound. Addi-
tionally, we denote the process of deciding on which collaboration structure to form (given a
set of agents and a set of tasks) the process of collaboration formation.

By a strict total ordered coalition structure, we mean that all the coalitions C in a
collaboration structure Φ are strictly comparable, i.e. that:

@Ci,Cj P Φ : i ‰ j ùñ i ă j or i ą j.

In our case, we’ll be using the indices of the coalitions to keep track of the ordering. This
might seem redundant in relation to the previous statement about comparability, but will
in fact turn out to be important when dealing with task assignments during collaboration
formation. If we have the coalition structure tC1,C2,C3, ...,Cnu induced by the collaboration
structure Φ, then the order of the coalitions in the collaboration structure is given by the list
IΦ = x1, 2, 3, ...,ny. In other words, coalitions in collaboration structures adhere to:

@i, j P IΦ : i ă j ðñ Ci ă Cj .

Given a set of tasks T = tt1, t2, t3, ..., tmu, where m is the number of tasks in the list, we
will denote the task assignment of the coalition C P S to the task t P T by the pair (C, t).
By our definition, collaboration structures have tasks assigned to all coalitions, and we will
always3 use a one-to-one mapping (i.e. a bijection) of coalitions to tasks for all collaboration
structures in this thesis. As such, the number of tasks m will always be the same as the
number of coalitions n in any valid collaboration structure. Additionally, we will be using the
same ordering for tasks as for coalitions, and the tasks will be assigned to the coalitions using
their indices. Therefore, the task assignment (Ci, ti) is true for all i P IΦ.

The complete collaboration structure of n coalitions (of agents A) and task assignments
(of tasks T ) can now be given by its assignment vector4 ΦA,T , which we will use to denote
valid collaboration structures:

Φ ” ΦA,T ” x(C1, t1), (C2, t2), ..., (Cn, tn)y.

Furthermore, we will use S to denote the space of all possible coalition structures, and P

to denote the space of all possible collaboration structures. Additionally, for a given set of
agents A and a set of tasks T , we will use SA Ď S to denote the subspace of all valid coalition
structures, and PA,T Ď P to denote the subspace of all valid collaboration structures. Finally,
we will use C to denote the space of all possible coalitions, and CA Ď C to denote the subspace
of all valid coalitions that are composed by agents from the set of agents A. For example, if
A = ta1, a2u, then CA = tta1, a2u, ta1u, ta2u,Hu.

Rahwan et al. describesd a general approach to the process of coalition formation [64, pp.
522-523]. Their approach is — as many others — based on the assumption that the value of
a coalition structure is the sum of the values of all of its coalitions. The value of any coalition

2We will use angle brackets, instead of parentheses or braces, to denote any tuples or lists.
3In cases where multiple coalitions should be assignable to the same tasks, the tasks can be duplicated

to handle this (e.g. make C1 and C2 have the same utility functions). Also, in task assignments where there
exists tasks that should have zero agents assigned to them, the coalitions that corresponds to those tasks can
be denoted by the empty coalition H. By using these strategies, our algorithm will be able to handle cases
where a bijection would limit the assignment of tasks or the creation of collaboration structures.

4Throughout this thesis, we will be using vector as a synonym to list (which we use as commonly defined
in mathematics).

19



2.3. Problem definition

structure S with n coalitions and accompanying coalition values {v1, v2, v3, ..., vn}, is thus
given by a utility function V : S ÞÑ R that is defined as V (S) =

řn
i=1 vi.

The same is almost true for our approach to collaboration formation, and our evaluation of
collaboration structures. The only difference is that we will base a coalition’s value in a collab-
oration structure on the task it is assigned to, i.e. the coalition values are calculated using the
task assignments of the collaboration structure. As such, the value of a collaboration struc-
ture Φ with n disjoint task assignments with accompanying coalition values {v1, v2, v3, ..., vn},
is given by a utility function V : P ÞÑ R that is defined as V (Φ) =

řn
i=1 vi. Additionally,

we will denote the number u P R given by u = V (Φ) as the utility value of the collaboration
structure Φ.

2.3 Problem definition

The problem of collaboration formation, i.e. the problem that our presented algorithm solves,
can now be stated as the problem of how to (efficiently) find the collaboration structure Φ in
PA,T that maximizes V (Φ), and can be formalized as follows:

Given a set of agents A = ta1, a2, a3, ..., anu with n members, a list of tasks
T = xt1, t2, t3, ..., tmy with m members, and the performance measure v(C, t) of as-
signing a coalition C P S to a task t P T , how do we find the disjoint list of coalitions
S = xC1,C2,C3, ...,Cmy, where Ci P 2A, that maximizes the sum

řm
i=1 v(Ci, ti)?

The collaboration formation (and coalition formation) problem can also be formulated as
a binary integer programming problem5. This is because if we are given PA,T , the task
assignments (C, t) in a collaboration structure Φ P PA,T can be represented using a 0 (not
part of the collaboration structure) or 1 (part of the collaboration structure).

In any case, using an algorithm based on brute force to solve SCAP is obviously not a
viable approach for a higher number of agents and tasks. For example, if we have 15 agents
that we want to assign to 5 disjoint tasks, we would have 515 = 30517578125 ą 1010 possible
ways to arrange the agents (i.e. 515 possible collaboration formations), since the number of
arrangements for a given instance of the collaboration formation problem is mn, where m is
the number of tasks that n agents should be assigned to. Evaluating all such collaboration
formations would take a lot of time, even with today’s most efficient hardware, and especially
if the evaluation of task assignments is time-consuming. Continuously running such processes
is obviously not viable in systems where agents are required to act and reason in real-time, and
we therefore need an efficient strategy when searching for optimal collaboration structures.

Our approach to collaboration formation is, as previously mentioned, partially based on the
IP-algorithm for coalition formation that was presented by Rahwan et al. in [64], and adheres
to the same general approaches. Their algorithm does not assign tasks to the coalitions it
forms, and thus solves a special case of the collaboration formation problem. In other words,
the collaboration formation problem is a generalization of the coalition formation problem. In
fact, our algorithm solves the coalition formation problem optimally if all task assignments
are evaluated using the same utility function. In such case, our algorithm is very similar to
the IP-algorithm, and manages to exhibit similar properties. On the other hand, if we have
the same number of agents and tasks, then our algorithm solves the task assignment problem
optimally. As such, our algorithm solves a generalization of both the task assignment and
coalition formation problems. Finally, the algorithm can be used to solve other combinatorial
optimization problems as well (e.g. the multiple knapsack problem), but it’s efficiency in terms
of performance in solving such problems is debatable, and is perhaps best described by the
idiom "using a sledgehammer to crack a nut".

5The binary integer programming problem is a special case of the more general integer programming problem
in which the unknowns are either 0 or 1.
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2.4 Algorithmic overview

In order to work well in real-world situations and real-time systems (e.g. RTS games), our
algorithm needs to satisfy the following properties:

• Anytime.
In order to run efficiently in real-time environments, the algorithm needs to be able to
return an acceptable solution (i.e. a valid collaboration structure) at any given time,
since there might not be enough time to run an exhaustive search. The longer the
algorithm runs, the better the returned result should be.

• Able to prune the search space.
If the algorithm is not able to remove suboptimal subspaces from the collaboration
structure search space, search times would suffer greatly. Since the space of collabora-
tion structures is huge — even for relatively small numbers of agents and tasks — the
algorithm would fail in many instances without the ability to prune.

• Optimal.
Since utility functions are often created and approximated by programmers (i.e. not
fine-tuned by machine learning or derived optimally), there is no guarantee that an op-
timal collaboration structure (in terms of having the highest utility value) is the best
collaboration structure in practice. However, the utility values are often the best ap-
proximations that were practically achievable at the time when the utility functions were
defined, and there are instances where the coalition values perfectly reflect the practi-
cal utility of the task assignments (e.g. some theoretic games, and in systems where
the mechanics that affect the agents are completely understood and explored). In such
instances, the algorithm should be able to guarantee that an exhaustive search always
returns the optimal collaboration structure, at least if it is beneficial for the system in
which the algorithm is used.

• Resumable.
In real-time systems, the world might not change much during two time-adjacent system
updates. Instead of having to restart the algorithm in such situations, it would be
beneficial if the algorithm could resume from a previous search state. Therefore, if the
algorithm is interrupted, the algorithm should be able to resume search without having to
restart the search procedure from the beginning. In any case, a previous world-state can
in many scenarios be used to approximate the current world-state, which can potentially
be used to great benefit by a resumable collaboration formation algorithm.

Our collaboration formation algorithm that manages to satisfy all of these properties can be
described using the following steps:

1. Partition the collaboration structure search space.
In order to make it possible to prune subspaces that contain suboptimal solutions, we
must first partition the collaboration structure search space into subspaces, so that every
possible collaboration structure is included in only one subspace.

2. Calculate the coalition values for all possible coalition to task assignments.
In order to calculate upper and lower bounds for the partitions (which we will use to
prune the search space), we first calculate all coalition values, and then use the coalition
values to calculate upper and lower bounds for all partitions.

3. Calculate the upper and lower bounds for all partitions.
We cannot know whether a specific partition can be pruned if we don’t have a way to
deduce whether the best possible solution in the partition can be discarded. We therefore
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calculate the upper and lower bounds for all partitions, and use the bounds to effectively
remove suboptimal collaboration structure subspaces.

4. Decide on an order for partition expansion.
The order for which we search the partitions may affect the efficiency of the algorithm,
since the partitions may contain solutions of different quality (and thus affect global
bounds). As such, we must decide on an order of precedence for the expansion of par-
titions. The order should be beneficial, at least in the sense that it should increase
the performance of the algorithm, and preferably increase the quality of the anytime-
solutions that the algorithm generates.

5. Search for the optimal collaboration structure using branch-and-bound.
In order to find the optimal collaboration structure, we search for the best collabora-
tion structure by using branch-and-bound and subpartition pruning. Branch-and-bound
makes it possible to discard groups of suboptimal solutions, and keep track of the bounds
for each partition. Subpartition pruning means that we can generate non-redundant re-
finements for each partition, which makes it possible for us to discard specific sets of
solutions that are found in each partition. These strategies makes it possible for us to
prevent evaluating collaboration structures that cannot possibly be optimal, and thus
increase the performance of our algorithm.

In the four following sections, the aforementioned steps will be thoroughly described and
discussed.

2.5 Partitioning of the collaboration structure search space

Before finding the optimal collaboration structure, we first use a partitioning algorithm to
divide the space of possible solutions into subspaces. Partitioning is, by definition, the act of
grouping the elements of a set (in our case, the space of all possible collaboration structures)
into non-empty subsets, so that every element of the set is included in only one of the subsets.
Therefore, partitioning does not give rise to any redundancy, since a partitioning of the col-
laboration structure search space would create partitions in which no collaboration structure
exists in two separate partitions at the same time.

For example, the set of agents A = ta1, a2, a3u has five distinct possible coalition structures:
tta1u, ta2u, ta3uu, tta1, a2u, ta3uu, tta1u, ta2, a3uu, tta1, a2, a3uu, and tta1, a3u, ta2uu. These
coalition structures can be partitioned into different subsets that we denote the partitions of the
possible coalition structures. These partitions can then be used for pruning (when searching for
the optimal collaboration structure), since it is possible to calculate bounds for each partition
(i.e. the worst and best possible solutions that can be found in a given partition). For systems
with few agents, this step might seem excessive and unnecessary, but as the number of agents
increases, the number of coalition structures grows exponentially. The partitioning of the
coalition structure search space can thus be used to reduce the time required for collaboration
formation, since we will be able to remove suboptimal subspaces — even if we haven’t even
attempted to search them.

In any case, our partitioning scheme is based on integer partitions, which is a rather simple
way to partition the search space, and has been used to great effect in a previous algorithm
for coalition formation [64]. An integer partition of n is defined as a multiset of the natural
numbers of which the multiset’s members add up to n. For example, for the integer n = 3,
the distinct integer partitions of n are the multisets t3u, t2, 1u, and t1, 1, 1u. What is more
important for our algorithm, however, is the fact that any coalition structure with n agents
can be directly mapped to one of the possible distinct integer partitions of the integer n.
For instance, tta1, a3u, ta2uu can be mapped to t2, 1u, and tta1, a2, a3uu can be mapped to
t3u. We can use this mapping to partition the collaboration formation search space, since any
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collaboration structure can be mapped to a specific coalition structure. See table 2.1 for an
example of the partitioning of the possible coalition structures for three agents.

P3: tta1, a2, a3uu
P2,1: tta1, a2u, ta3uu, tta1, a3u, ta2uu, tta2, a3u, ta1uu
P1,1,1: tta1u, ta2u, ta3uu

Table 2.1: The three partitions P3, P2,1, and P1,1,1 for the possible coalition structures of the
three agents ta1, a2, a3u.

Recall that a collaboration structure Φ is a list of pairs of coalitions and tasks, and that
all collaboration structures in PA,T have the same number of pairs as there are tasks. We can
therefore achieve distinct integer partitions that map to collaboration structures by inserting
zeroes to the integer partitions that are of smaller size than |T |. For example, if we have |T | = 3
and |A| = 3|, the assignment vector Φ1 = x(ta1, a3u, t1), (H, t2), (ta2u, t3)y can be mapped to
t2, 1, 0u, and the assignment vector Φ2 = x(H, t1), (H, t2), (ta1, a2, a3u, t3)y can be mapped to
t3, 0, 0u. This mapping can also be made for all permutations of Φ1 and Φ2, since the partitions
are represented by unique multisets of numbers. As an example, all collaboration structures
that can be mapped to the partition that is represented by the multiset t2, 1u = t1, 2u are
shown in table 2.2.

x2, 1y: Φ1 = x(ta1, a3u, t1), (ta2u, t2)y, Φ2 = x(ta1, a2u, t1), (ta3u, t2)y
Φ3 = x(ta2, a3u, t1), (ta1u, t2)y

x1, 2y: Φ4 = x(ta1u, t1), (ta2, a3u, t2)y, Φ5 = x(ta2u, t1), (ta1, a3u, t2)y
Φ6 = x(ta3u, t1), (ta1, a2u, t2)y

Table 2.2: All collaboration structures that can be mapped to the integer partition t2, 1u.

In a later subsection, we will denote a multiset permutation of a given multiset representation of
a partition P as a subpartition (i.e. refinement) p of P , and we will show how we can discard
subpartitions to further increase the performance of our algorithm. We will also denote a
partition by its multiset representation (i.e. when we write partition, and when it does not
invoke any ambiguities, we consider its multiset representation).

By mapping collaboration structures to integer partitions in the aforementioned manner,
the number of partitions of PA,T becomes the same as the number of distinct integer partitions
of n = |T |, which grows exponentially with n. Even though there exists an exponential number
of distinct integer partitions for any integer, this is not a problem, since this exponential
number is insignificant compared to |PA,T | = |T |

|A| [64, p. 533]. For instance, given |A| = 15
and |T | = 5, the number of possible collaboration structures is 518 ą 1012, and the number
of distinct integer partitions (of the integer 18) is 141. Finally, we present Algorithm 1, which
is an algorithm that can be used to recursively generate all possible integer partitions of size
m = |T | for an integer n = |A| (with inserted zeroes as described above).
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Algorithm 1 A generator that generates all integer partitions of the number n with m or
fewer addends. It then inserts zeroes to all integer partitions until they all have m members.
1: function GenerateAllIntegerPartitionsOfSize(n, m)
2: C ÐH

3: P ÐH

4: Generator(n,n,m,P ,C)
5: add zeroes to the members of P until all members in P have m members
6: return P
7: end function

8: procedure Generator(n, k, m, P, C)
9: sÐ size of C

10: if s ą n then
11: return
12: end if
13: if n = 0 then
14: insert C to P
15: return
16: end if
17: iÐ min(n, k)
18: while i ě 1 do
19: insert i to the back of C
20: Generator(n´ i, i,m,P ,C)
21: remove the back from C
22: iÐ i´ 1
23: end while
24: return
25: end procedure

2.6 Calculation of coalition values

In order to prune and remove subspaces (e.g. partitions) that do not contain the optimal
solution, we need to calculate the upper bounds for all partitions. In our case, we do this
using the m2n possible task assignments (where n is the number of agents, and m is the
number of tasks). In order to do so, we first calculate the value for every possible coalition
to task assignment. This might seem costly, but is very cheap compared to actually searching
for the optimal collaboration structure, even in instances where the evaluation functions have
relatively high computational complexities. The computational complexity of a brute force
search is O(mn), since m2n ! mn for big n and m, while the computational complexity of
calculating all possible coalition values is:

O

(
max

tPT , CPCA

ft(C)m2n

)
where ft(C) denotes the number of operations it takes to calculate the coalition value for the
coalition C P CA that is assigned to the task t P T . For example, if each task evaluation
has a time complexity of O(g), where g is the number of agents assigned to a task, then the
time complexity would become O(gm2n) = O(nm2n

2 ) = O(nm2n), since there always exists a
possible coalition with n members (which is often denoted the grand coalition). If n = 15 and
m = 10, then nm2n = 4915200 ă 107 ă mn = 1015. Additionally, as n grows, the difference
grows by an exponential factor. This is obvious, since if m ą 8 and n ą 3, we have that:

mn

nm2n
=
mn´1

n2n
ą

8n´1

n2n
=

(23)n´1

n2n
=

23n´3´n

n
=

2n+n´3

n
ą

2n+3´3

n
=

2n

n
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2.7. Calculation of the initial upper and lower bounds of partitions

And if m grows, and n ą 3, the difference grows faster than by a factor of m2/16, since:

mn

nm2n
=

1
nm

(m
2

)n
ě

1
2n´1

(m
2

)n´1
=

(m
4

)n´1
ą

(m
4

)3´1
=
m2

16

Similar relative growths can be shown if the evaluation functions have any degree k of polyno-
mial complexity, since we would then end up with nk in the denominator of the first of the two
equations. From the second equation, we can also conclude that if both n and m grows, the
difference grows by a factor that is bigger than

(
m
4

)n´1, which translates to rather staggering
values. This is not surprising, since we expect the number of tasks and agents to have an
exponential growth in the number of required evaluations during search, due to the increasing
number of possible partition permutations and solutions. Finally, the above equations are
based on the assumption that the utility values are calculated before searching.

All known optimal coalition formation algorithms have far worse non-polynomial time
complexities6 than 2n (e.g. [64, 62, 60]). This is due to the time it takes to search the
coalition structure search space, which is a search space with many more search nodes than
the number of possible coalitions. Since the collaboration formation problem (i.e. SCAP) is
a generalization of the coalition formation problem, higher computational complexities than
those found in algorithms used for coalition formation are to be expected for collaboration
formation algorithms. As such, the exponential computational complexity of calculating all
possible coalition values is unlikely a problem for our algorithm.

However, if memory is a problem (i.e. if we cannot possibly store the m2n values in
memory), one can simply recalculate the coalition values every time they are needed. This can
potentially make the algorithm much slower, especially if it is a complex matter to calculate
the coalition values, since it is generally not known beforehand how many times the coalition
values may have to be recalculated before we find the optimal coalition structure.

Another approach for memory-management would be to use memoization (caching) to only
calculate the coalition values once (and only when necessary). However, this might not be as
advantageous as it appears, since all coalition values are often needed in order to find the
optimal coalition structure. In such cases, this approach would only add unnecessary overhead
compared to calculating all coalition values beforehand.

As an example to the previous explanation of calculating coalitions values: if we have
the set of agents A = ta1, a2u, the four possible coalitions are C1 = ta1, a2u, C2 = ta1u,
C3 = ta2u, and C4 = H. If we also have a list of tasks T = xt1, t2y, then each of the
four coalitions C1, C2, C3 and C4 can potentially be assigned to either task t1 or task t2.
Therefore, we calculate the value vij for each possible pair (Ci, tj) of coalitions and tasks:
tv11, v12, v21, v22, v31, v32, v41, v42u, which we then use to calculate the bounds of partitions.

2.7 Calculation of the initial upper and lower bounds of partitions

While calculating all possible coalition values, we also calculate the values that we denote
cardinal values. These represent the minimum, average and maximum values for a given size
of coalitions. The cardinal values can then be used to calculate the lower and upper bounds of
partitions, and give an indication to the potential quality of a given solution (i.e. worst-case
guarantees).

6Even though there exists no coalition formation algorithm that runs in polynomial time (in the number
of agents), there exists coalition formation algorithms that are polynomial in the size of the input, where the
input is defined as the number of coalitions (e.g. [64]).
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2.8. Deciding on an order for partition expansion

Let Qmin(n), Qavg(n), and Qmax(n) denote the minimum, average, and maximum cardinal
values of size n of coalitions, respectively. We now define:

Qmin(n) = min
t(i,j)PJ(n)u

(vij)

Qmax(n) = max
t(i,j)PJ(n)u

(vij)

Qavg(n) =
ÿ

t(i,j)PJ(n)u

(vij)

where J(n) = t(i, j)|i P IΦ ^ j P IΦ ^ n = |Ci|u; i.e. all pairs of indices for all coalition to
task assignments, in which the size of the coalition in the task assignment is exactly n.

Now, recall that a partition is a multiset of integers P = ti1, i2, ...ik, ..., inu, where ik is
the k:th addend in one of the possible distinct integer partitions P of |A|. We now denote the
lower and upper bounds of P as LP and UP , respectively. A loose lower bound of P can now
be calculated as:

LP =
ÿ

iPP

Qmin(i)

However, we can calculate a better (i.e. higher) lower bound of P by using Qavg(n), as shown
by Rahwan et al. in [64, p. 559]:

LP =
ÿ

iPP

Qavg(i)

Finally, an upper bound of the partition P can be calculated as:

UP =
ÿ

iPP

Qmax(i)

Using these bounds, we can also calculate initial lower and upper global bounds for the optimal
collaboration structure that can be found in PAT . First, we denote LG and UG as the lower
and upper global bounds, respectively. Initial lower and upper global bounds can now be
calculated as LG = maxPPQ (LP ) and UG = maxPPQ (UP ), where Q = tP1,P2, ...u denotes
the set of all partitions.

In order to calculate even tighter bounds during the search for the refinements of partitions,
we calculate the values that we denote as the cardinal task values. The cardinal task values are
similar to the cardinal values above, but instead denote the minimum, average, and maximum
values of every task assigned to a coalition of a given size. As such, we have a set of cardinal
task values for every task t P T that can be used to calculate tighter bounds for subpartitions.
The cardinal task values (and the bounds for every subpartition) are calculated in almost the
exact same manner as the cardinal values (and partition bounds) above. However, there is
one major difference: the cardinal task values are calculated per task, and we use the cardinal
task values to calculate the bounds of the subpartitions.

2.8 Deciding on an order for partition expansion

In order to increase performance, and decrease the number of partitions that we actually
expand (i.e. search), we can decide on an order for the expansion of partitions, instead of
just expanding blindly. The question we ask ourselves is, on what criteria should we sort the
partition expansion order?

There are many criteria that we can use, including lower bounds, upper bounds, and the
number of a certain integer in a given partition. Other criteria can also be used, and specific
problem descriptions may include information that can be used to improve the expansion order
(e.g. the characteristics of agents and tasks).
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2.8. Deciding on an order for partition expansion

In [64], Rahwan et al. first searches the partitions that they denote Pn = tnu (which only
represents the grand coalition) and P1 = t1, 1, 1, ...u. This makes it possible to establish tighter
global bounds, but also makes it possible to improve performance by using a rather elegant
coalition ordering mechanism [61]. This ordering mechanism makes it possible to quickly
calculate the values of coalition structures. In our case, we do not do this, even though there
could potentially be a way to use a coalition ordering mechanism to improve the performance
of our algorithm. Using such ordering mechanisms for collaboration formation could be the
subject of future research, and is not further discussed here.

In any case, we present two different approaches to generating the order of precedence for
partition expansions.

Algorithm 2 A sorting comparator, based on counting zeroes, used to generate the order of
precedence for partition expansions.
1: function SortingComparator(Pi, Pj)
2: Zi Ð the number of zeroes in Pi

3: Zj Ð the number of zeroes in Pj

4: if Zi ‰ Zj then
5: if Zi ą Zj then
6: return Pi ą Pj

7: else
8: return Pi ă Pj

9: end if
10: else
11: Ui Ð the upper bound of Pi

12: Uj Ð the upper bound of Pj

13: if Ui = Uj then
14: Li Ð the lower bound of Pi

15: Lj Ð the lower bound of Pj

16: if Li ą Lj then
17: return Pi ą Pj

18: else
19: return Pi ă Pj

20: end if
21: else
22: if Ui ą Uj then
23: return Pi ą Pj

24: else
25: return Pi ă Pj

26: end if
27: end if
28: end if
29: end function

The first approach to generating the order of precedence for partition expansions is based
on the intuition that it is possible for us to quickly search through partitions with many
zeroes (since there is only one way to assign zero agents to a given task). Therefore, it seems
promising to use an expansion order that is based on the number of zeroes per partition, so
that we search partitions that have the most zeroes first (in order to establish new global
bounds early). Also, there can be many partitions with the same number of zeroes in a single
problem instance (e.g. t5, 1, 0, 0, 0u, t4, 2, 0, 0, 0u, and t3, 3, 0, 0, 0u for |A| = 6 and |T | = 5),
making it hypothetically possible to simultaneously compute new upper bounds for multiple
subpartitions.

If we decide to base our sorting on the number of zeroes in each partition, we can define
a secondary sorting criterion when two partitions have the same number of zeroes. It seems
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rather intuitive to use the bounds of the partitions as this criterion, since the bounds give
an indication to the quality of the solutions that we can find inside of a given partition. As
such, we can use the sorting comparator in Algorithm 2 to dictate the order of precedence for
the partition expansions, in which the return statement Pi ą Pj denotes that the partition Pi

should be expanded before the partition Pj .
The second approach to generating the order of precedence for partition expansions is using

the secondary sorting criterion from the first approach. This sorting comparator is detailed in
Algorithm 3.

Algorithm 3 A sorting comparator, based on the lower and upper bounds of partitions, used
to generate the order of precedence for partition expansions.
1: function SortingComparator(Pi, Pj)
2: Ui Ð the upper bound of Pi

3: Uj Ð the upper bound of Pj

4: if Ui = Uj then
5: Li Ð the lower bound of Pi

6: Lj Ð the lower bound of Pj

7: if Li ą Lj then
8: return Pi ą Pj

9: else
10: return Pi ă Pj

11: end if
12: else
13: if Ui ą Uj then
14: return Pi ą Pj

15: else
16: return Pi ă Pj

17: end if
18: end if
19: end function

2.9 Searching for the optimal collaboration structure

Our search algorithm is based on searching through (i.e. expanding) one partition P P Q at a
time. When a partition is expanded, it is first divided into several subpartitions (also denoted
refinements). Each subpartition is then evaluated by calculating its bounds, and discarded7
(pruned) if it has an upper bound that is lower than (or equal) to the value of the best solution
that we have already found. This procedure is shown in Algorithm 6, which we present after
we have discussed evaluation, generation, refinement and pruning of subpartitions.

If a subpartition p is not pruned, we start searching p by iterating over all Φ P p. During
this search (i.e. when we are generating collaboration structures), we can keep track of the
best possible value that we can achieve (not to be confused with the best value found thus far)
during a search within that subpartition, and can therefore discard sub-optimal solutions before
they have been completely generated. If a valid collaboration structure has been generated,
however, it is evaluated and compared to the previously best found collaboration structure.
If its value is better (i.e. higher) than any value that we have previously found, the new
collaboration structure is stored as a potential optimal solution, and the old candidate is
safely discarded.

Also, if the algorithm is prompted to pause, then store the current search state and termi-
nate. If the algorithm is prompted to terminate, then return the best collaboration structure
found so far.

7We can also use the global lower bound to discard subpartitions, since subpartitions have tighter bounds
than their parent-partitions.
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2.9. Searching for the optimal collaboration structure

The aforementioned searching phase can now be described using the following four proce-
dures:

1. Expand partitions. If any expanded partition has a low upper bound, discard it.

2. Divide expanded partitions into subpartitions (i.e. refinements), and iterate over them.
In other words, for each subpartition of a given partition, calculate its upper bound, and
if the upper bound is too low, discard it. Otherwise, search through it by generating
the collaboration structures it represents. If a collaboration structure that is being
generated cannot possibly be better than the best solution that has been found so far,
stop generating said collaboration structure immediately.

3. Continuously update the global lower bound with the value of the best solution found
so far, and interrupt any recursion that cannot possibly produce an optimal (or "good
enough") solution.

4. If the search is prompted to pause, store the search state. If the search is prompted to
terminate, return the best collaboration structure found so far.

The way that the subpartitions (i.e. refinements of partitions) work is integral to the per-
formance of our algorithm. The subpartitions contain no redundancy, and are created using
the fact that each partition is a unique multiset of integers (i.e. none of the partitions have
exactly the same integer members).

In the case of coalition formation, the order in which coalitions are formed does not matter,
and the (unordered) partition P = x2, 0, 0y would represent a set of possible coalition struc-
tures. In our case, P represents a much larger set of possible collaboration structures, since the
order of coalitions in a collaboration structure matters. For instance, the lists X = x2, 0, 0y,
Y = x0, 2, 0y and Z = x0, 0, 2y — that we shall later denote as the subpartitions of P — rep-
resents the same set of coalition structures, while they represent three very different disjoint
sets of collaboration structures.

We now define the subpartition p as the list of integers in which its members are a
multiset permutation of the integers in its (unordered) "parent"-partition P . For example, the
partition P = t2, 0, 0u induces the 3 different subpartitions p1 = x2, 0, 0y, p2 = x0, 2, 0y, and
p3 = x0, 0, 2y.

Recall that there are equally many tasks as there are members in a partition. This is
also true for subpartitions, since every subpartition has equally many members as its parent-
partition (i.e. the partition for which the subpartition is a multiset permutation of). Therefore,
|T | = |P | = |p|, and we can map each coalition assigned to a task t P T in a collaboration
structure ΦA,T to a element in the subpartition p using their indices. As such, we can use
any subpartition p = xk1, k2, k3, ...y to represent a set of collaboration structures, in which ki

corresponds to assigning ki agents to task i. More specifically, if |Ci| denotes the number of
members assigned to the task with index i P IΦ, and ki denotes the i:th element of p, we can
use p to represent all collaboration structures in which |Ci| = ki is true for all indices i P IΦ.

Since every partition P is (represented by) a unique set of integers, each subpartition
is also a unique list of integers. The reason is that each subpartition can only have the
same members as other subpartitions of its parent-partition (since partitions have unique
members, as previously discussed), and since each subpartition is a multiset permutation of
its parent-partition, two subpartitions of a single partition cannot be the same. Therefore,
every subpartition is unique, and represents a unique set of collaboration structures. We can
therefore guarantee that no collaboration structure is generated more than once. The algorithm
we use to search through a subpartition p is presented in Algorithm 4. In the pseudocode for
our algorithms, we will be using H to denote an assignment vector Φ with no assigned agents.
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Algorithm 4 An algorithm that searches through a given subpartition.
1: procedure SearchSubPartition(p, vintermediary,ucurrent, i, Φtemp, Φbest)
2: if i ą |A| then
3: if Φbest = H then
4: LG Ð max (LG, vintermediary)
5: Φbest Ð Φtemp

6: else if vintermediary ą LG then
7: LG Ð vintermediary

8: Φbest Ð Φtemp

9: end if
10: return
11: end if
12: vpossible Ð ucurrent + vintermediary

13: for all k P p do
14: if Φbest ‰ H then
15: if prompted to interrupt or terminate then
16: return
17: end if
18: end if
19: if vpossible ă LG then
20: return
21: end if
22: if the task in Φtemp that corresponds to k has k agents assigned then
23: continue
24: end if
25: assign agent ai to the coalition in Φtemp that corresponds to k
26: vtemp Ð 0
27: utemp Ð 0
28: if the task in Φtemp that corresponds to k has k agents assigned then
29: vtemp Ð the coalition value of the coalition that corresponds to k
30: utemp Ð the maximum cardinal task value of the task that corresponds to k
31: end if
32: vnew Ð vintermediary + vtemp

33: unew Ð ucurrent ´ utemp

34: SearchSubPartition(p, vnew,unew, i+ 1, Φtemp, Φbest)
35: de-assign agent ai from the coalition in Φtemp that corresponds to k
36: end for
37: end procedure

We haven’t discussed how to generate multiset permutations of a given partition. However,
there already exists several ways to to generate all permutations (i.e. subpartitions) of a given
multiset. One very simple way to do so is to generate all possible (single-set) permutations, and
discard multisets until we have no redundancy (i.e. copies of the same multiset permutation).
A better solution would be to use an algorithm that generates multiset permutations without
redundancy, such as the tree-traversal algorithm proposed by Takaoka in [76], or the algorithm
based on loopless generation of multiset permutations presented by Williams in [87]. There
also exists several programming libraries that can generate multiset permutations efficiently,
such as the C++ standard library (e.g. std::next_permutation, which we will be using).

We previously mentioned that we can search through partitions with many zeroes quickly.
This is due to the fact that, given a partition P , we generate a number of subpartitions that
each has the same number of zeroes as P . For every zero in P , we can calculate a tighter
bound for the subpartitions of P (before searching), since a zero in a subpartition represents
a task that should have zero agents assigned to it, and there is only one way to do so (per
task). We can therefore instantly calculate the value that all such tasks would have contributed
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to the final result, and use this information to update our subpartition bounds (and in some
cases even discard the subpartition entirely). Additionally, we can always discard the partition
addends that corresponds to these tasks, since there is no point in further evaluating the tasks
that they correspond to, as long as we keep track of their contributed value. We use Algorithm
5 to refine a subpartition prior to searching (or discarding) it.

Algorithm 5 An algorithm that refines a subpartition
1: procedure RefineSubPartition(p,T = tt1, t2, ...u)
2: prefined ÐH

3: uÐ 0
4: v Ð 0
5: iÐ 1
6: while i ď |p| do
7: if p[i] = 0 then
8: tÐ the utility value of assigning 0 agents to task ti
9: v Ð v+ t

10: else
11: tÐ the upper bound of assigning p[i] agents to task ti
12: uÐ u+ t
13: insert p[i] to prefined

14: end if
15: iÐ i+ 1
16: end while
17: the upper bound of pÐ u
18: the intermediary value of pÐ v
19: pÐ prefined

20: end procedure

We have now discussed and shown:

1. How to partition the collaboration structure search space.

2. How to search through partitions using subpartition pruning.

3. How to potentially improve search performance by generating refinements.

4. Two different approaches to deciding the precedence order for the expansion of partitions.

In the next section, we show how assemble all of the aforementioned techniques and concepts
into a final algorithm for collaboration formation.

2.10 An algorithm for collaboration formation

In this chapter, we present our main algorithm for collaboration formation. First, however,
we present Algorithm 6, which is the aforementioned search algorithm that finds the optimal
collaboration structure given a set of partitions Q = tP1,P2, ...u:
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Algorithm 6 A collaboration structure search algorithm based on branch-and-bound.
1: function FindOptimalCollaborationFormation(Q = tP1,P2, ...u)
2: Φbest ÐH

3: for all P P Q do
4: for all subpartitions p induced by P do
5: RefineSubPartition(p)
6: uÐ the upper bound of p
7: if u ą LG then
8: v Ð the intermediary value of p
9: SearchSubPartition(p, v,u, 1,H, Φbest)

10: end if
11: if prompted to interrupt or terminate then
12: go to 13
13: end if
14: if prompted to pause then
15: save search state
16: go to 13
17: end if
18: end for
19: end for
20: return Φbest

21: end function

Finally, we present Algorithm 7, which is our main algorithm that uses all the aforementioned
algorithms and techniques to solve a given collaboration formation problem optimally:

Algorithm 7 A collaboration formation algorithm that solves SCAP instances optimally.
1: function SolveSCAPOptimally(A = ta1, a2, ...u,T = tt1, t2, ...u)
2: nÐ |A|
3: mÐ |T |
4: QÐGenerateAllIntegerPartitionsOfSize(n,m)
5: calculate all coalition values
6: calculate all cardinal values
7: calculate all cardinal task values
8: calculate the lower and upper bounds of all partitions in Q
9: calculate the global bounds LG and UG

10: count the number of zeroes for each partition in Q
11: sort Q as ordered by SortingComparator
12: return FindOptimalCollaborationFormation(Q)
13: end function
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Chapter 3
Evaluation

This chapter describes how the experiments of this thesis are to be conducted, and how the
results of this thesis are to be achieved. Furthermore, it discusses the validity, reliability, and
replicability of our tests. Additionally, we present a few arguments to why our tests should be
able to empirically show whether our algorithm manages to successfully satisfy the properties
it was designed for (e.g. anytime). Finally, we discuss the implementation that we will used for
the tests, and the equipment that we will use to conduct the experiments (i.e. the performance
benchmarking and quality evaluation).

3.1 Performance benchmarking and quality evaluation

As previously discussed, we will be evaluating the performance and quality of our algorithm
in two different scenarios:

1. Solving the army to region assignment problem in Europa Universalis 4.

2. Solving (abstract) simulated standardized problem instances.

These two scenarios are discussed in the next two subsections.

Tests and experiments using Europa Universalis 4
By using our algorithm to solve real SCAP instances, or more specifically simultaneous coali-
tion formation and assignment problems that already exists in a commercial real-time strategy
game, we hope to show that our algorithm can be used to improve collaborative reasoning of
agents in real-world multi-agent systems. This evaluation will be accomplished by looking
at the specific problem of assigning armies to regions in the real-time strategy game Europa
Universalis 4 (EU4). To test our algorithm, we will use problem instances taken straight from
EU4, where utility values are calculated by using previously defined utility functions that are
already being used in the released (i.e. public) version of the game. As such, we have not
tweaked any utility function to make our algorithm more efficient prior to integrating it into
EU4.

In EU4, there exists predefined scenarios denoted bookmarks [27]. These bookmarks are
available to anyone who owns a license of EU4, and are frequently played by human players.
We will use two of these bookmarks to evaluate our algorithm, since they perfectly represent
the problem instances that occur during play. More specifically, we will use the two following
bookmarks to evaluate our algorithm:

1. Thirty Years War (23 May, 1618)

2. Seven Years War (15 May, 1756)

These scenarios were chosen due to the fact that they are widely different in terms of initial
setup, and can thus hopefully provide a wide set of different assignment problems. They also

33



3.1. Performance benchmarking and quality evaluation

provide many assignment problems in a short duration of time, since many nations are at war
with each other when the scenarios are started. Using these two scenarios, we can not only
deduce whether our algorithm can actually process real SCAP instances in real-time, but also
compare our algorithm to the algorithm that is currently being used in EU4 to solve the army
to region assignment problem. We will denote the algorithm that is currently being used in
EU4 the Europa Universalis Monte Carlo (EUMC) algorithm, since it generates thousands of
randomized assignment samples to find collaboration structures. Additionally, the EUMC is
specifically designed to handle army to region assignments, while our algorithm is a generalized
collaboration formation algorithm that can solve any SCAP. Therefore, it would show great
promise if our algorithm manages to generate good solutions more efficiently than EUMC,
since that would indicate that our algorithm is a viable option to specialized algorithms that
are already being used in real-world applications.

All problem sets that are generated during a simulated scenario consists of a set of armies
(agents) and a set of regions (tasks). Since each region is unique, each region must be treated
as a unique type of task.

If searching for the optimal collaboration structure takes too long, or if there are too many
agents or tasks so that the algorithm don’t have time to calculate the coalition values, we will
force our algorithm to interrupt and return an anytime solution, since armies in EU4 need to
reason and decide on actions in real-time. In this way, we can test the anytime characteristics
of our algorithm, and deduce whether it has managed to prune sub-spaces that only contain
bad solutions. We will also look at the search times for collaboration formation, and see if our
algorithm manages to increase performance when searching for optimal solutions.

If |T | ¨ 2|A| is too large (i.e. if |T | ¨ 2|A| ą 106, we will not even attempt to use our algorithm
to find a collaboration structure, since in such cases, the pre-computational (i.e. calculating
the coalition and cardinal values) phase is too computationally expensive. Therefore, if this
happens, we will fall back on generating a randomized solution, and use that as the basis for
comparison. When this is the case, we expect our algorithm to generate much worse solutions
than EUMC. However, |T | ¨ 2|A| being that large is not very likely, since nations in EU4 rarely
controls more armies than 8 and rarely attempts to assign armies to more regions than 30,
and 30 ¨ 28 ă 104 ! 106.

Since EU4 is non-deterministic, we will run the two scenarios several times each, since each
run can generate different problem sets. This can hopefully increase the validity and reliability
of our tests, since it makes it possible to generate a broader set of different assignment problems
from the same initial problem description.

When a scenario is run, we will let the game run for 20 in-game years, which translates to
roughly 7300 in-game (daily) updates (i.e. ~7300 days). Both our algorithm and the EUMC
will be called whenever the computer-based players decide to assign armies to regions, and
their solutions will be stored, so that the results of the two algorithms can be compared and
discussed.

We argue that the aforementioned tests will deduce whether our algorithm is sufficiently
anytime for real-time scenarios, and whether our algorithm is able to sufficiently prune the
collaboration structure search space, since this would indeed be the case if our algorithm’s
anytime solutions are better than those generated by EUMC.

Finally, and before moving on to the next subsection, we first want to give the reader an
idea of how the army assignment utility function in EU4 works. First of all, the utility function
used for army assignment in EU4 is based on a wide range of criteria and variables. As such,
it’s rather complex, and the description here will be rather vague. However, this shouldn’t be
a problem, since we are only interested in comparing the performance characteristics of EUMC
and our algorithm. In any case, the utility function is based on calculating a relative army
strength per region, which is used as a basis to decide whether it is advantageous to assign
an army to a region. Collaboration formation can thus be used to decide whether it is a good
idea to assign several armies to the same region, or whether certain assignments would create
weaknesses in other regions.
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3.1. Performance benchmarking and quality evaluation

Performance benchmarking and quality evaluation in simulated
standardized problem instances
A common approach to evaluating performance of search algorithms is to use standardized
problem instances for benchmarking. In the case of collaboration formation (and to our knowl-
edge), no such standardized problem instances exist. Therefore, we look at standardized prob-
lem instances from a similar domain. More specifically, we translate the standardized problem
instances used for benchmarking coalition formation algorithms to the domain of collabora-
tion formation. Larson and Sandholm [48] provided such instances for the coalition formation
problem, namely using normal and uniform probability distributions (NPD and UPD, respec-
tively) to provide randomized coalition values. These probability distributions have then been
used to evaluate the performance of state-of-the-art coalition formation algorithms (e.g. [64]).

In the case of collaboration formation, coalition values represent the values of assigning a
coalition to a given task. Therefore, we can directly translate the coalition values provided by
the probability distributions to coalition values in SCAP.

Since the coalition formation problem is closely related to SCAP, we hypothesize that these
probability distributions will be able to push our algorithm to its limits, and that they will give
a clear indication of whether our algorithm is a viable approach to collaboration formation.
Finally, these probability distributions are easy to replicate and re-create, and we deem that
they will increase the replicability of this study.

However, using these distributions to generate coalition values lead to biased optimal coali-
tion structures, as shown by Rawhan et al. in [64, p. 548]. It is reasonable to assume that this
is also the case for collaboration structures, since the bias is due to the fact that small coalitions
are given similar values as large, thus making coalition structures with many small coalitions
have a higher probability of receiving a high utility value. Rahwan et al. [64, p. 549] proposed
another probability distribution that do not generate such biased coalition structures, namely
NDCS (Normally Distributed Coalition Structures). We will also use NDCS to benchmark
our algorithm, since NDCS will be able to generate unbiased coalition values for collaboration
structures (for the same reason as it does so for coalition structures). More specifically, the
probability distributions that we use to generate utility values are:

• NPD: v(C, t) „ |C| ˆN (µ, σ2), where σ = 0.1 and µ = 1.

• NDCS: v(C, t) „ N (µ, σ2), where σ =
a

|C| and µ = |C|.

• UPD: v(C, t) „ |C| ˆ U(a, b), where a = 0 and b = 1.

(V is the random variable used to assign coalition values)

The result of each experiment will be produced by calculating the average of the resulting
values (e.g. time measures or utility values) from 100 generated problem sets per probability
distribution. We deem that this should be sufficient to give a clear indication to the behaviour
of the algorithms.

Finally, we will compare our algorithm to brute-force in a few simple problem instances
where there are few agents and tasks. When there are many agents and tasks, this is not
possible, since brute-force is simply too slow. The reason to why we compare our algorithm to
brute-force is because such comparisons can give us an indication to how much of an improve-
ment our algorithm is compared to simply enumerating all possible solutions. The algorithm
we use for such purposes is presented in Algorithm 8, and is a very simple collaboration for-
mation algorithm that is based on using recursion to enumerate all possible collaboration
structures.
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3.2. Implementation and equipment

Algorithm 8 A recursive brute-force algorithm for collaboration formation.
1: procedure BruteForceCF(A = ta0, a1, ...u,T = tt0, t1, ...u, Φtemp, Φbest, vbest, i)
2: if i = |A| then
3: vtemp Ð 0
4: for all j P IΦ do
5: vcoalition Ð value of assigning coalition Cj P Φtemp to tj
6: vtemp Ð vtemp + vcoalition

7: end for
8: if Φbest = H or vtemp ą vbest then
9: Φbest Ð Φtemp, vbest = vtemp

10: end if
11: end if
12: for all t P T do
13: assign agent ai to the coalition in Φtemp that corresponds to t
14: BruteForceCF(A,T , Φtemp, Φbest, vbest, i+ 1)
15: de-assign agent ai from the coalition in Φtemp that corresponds to t
16: end for
17: end procedure

3.2 Implementation and equipment

All algorithms we used for benchmarking and evaluation were implemented in C++11. Ad-
ditionally, all implementations used the C++ standard library [14]. For example, we used
std::algorithm::next_permutation to generate multiset permutations (subpartitions), and
std::sort to generate the order of precedence for the partitions prior to searching them. The
source code was compiled using GCC (version 5.3.0), with the default optimization level.

All time measurements were made using std::chrono, and more specifically using the
monotonic clock std::chrono::steady_clock for time keeping.

Finally, all probability distributions were generated using the std::random header
from the C++ standard library, and more specifically the random number distribu-
tion generator std::random::normal_distribution<double> for NDCS and NPD, and
std::random::uniform_real_distribution<double> for UPD.

We also used std::algorithm::random_shuffle to generate randomized precedence or-
ders in our two final tests.

The functions, headers and generators that we used are all used in a multitude of real-world
applications, and any major bugs or defects should already have been found and dealt with.
We therefore argue that the random numbers generated by std::random are of good enough
quality for our rather blunt experiments, and that std::chrono should be sufficient for our
time keeping, even though its precision for small sample sizes may influence the results slightly.

All tests were conducted using a computer with Windows 10 (x64), an Intel 7700K central
processing unit with a base frequency of 4200MHz, and 16GB of DDR4 memory (3000MHz
CL15). Today, this is regarded as a high-end computer, and we deem that using such computer
is appropriate for testing an algorithm that could potentially be used in many future computer
games and real-world applications. However, it has a much higher computational power than
most of the computers that are being used by humans playing EU4, and we will therefore use a
rather short timer for premature interruption for the experiments that are conducted in EU4.
More specifically, if our algorithm cannot find a solution before 0.01 seconds has elapsed, it
will be interrupted, and an anytime solution will be returned.
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3.3. Evaluation and benchmarking results

3.3 Evaluation and benchmarking results

This section presents the results that were achieved by using the procedures (i.e. methods)
discussed in the previous sections. In the first subsection, we provide the results from the tests
that were conducted in Europa Universalis 4 (EU4). In the second subsection, we present
the results from the experiments conducted in the simulated problem instances (i.e. the
problem sets generated by UPD, NPD and NDCS). In order to make this chapter less prone
to misconceptions, we will denote our algorithm CSGen (short for Collaboration Structure
Generator) from now on. Additionally, and if nothing else is mentioned, we will be using the
approach based on counting zeroes for generating the precedence order of partition expansions.

Results of the experiments conducted in Europa Universalis 4
The way CSGen (i.e. our algorithm) and EUMC (i.e. the algorithm that is currently being
used in EU4) behave depend significantly on the number of agents (armies) and tasks (regions)
in the problem descriptions that they are given. In the case of CSGen, if these numbers are too
high, it may fail to find any solution at all, since its pre-computation phase may take too long.
In such case, it will just return a random result. In the case of EUMC, the generated solutions
will quickly get worse as the number of agents and tasks increases. This is mainly due to
how un-guided Monte Carlo algorithms works, and due to EUMC not taking advantage of the
problem description (e.g. EUMC doesn’t know before-hand on which of the samples that have
a high probability of being "good"). The scatter plot in figure 3.1 shows a visualization of the
samples that were generated using EU4, and gives an indication to the sizes of the problems
that were generated during our experiments, as to give a hint on the suitability of using the
two different algorithms for army assignment in EU4.
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Figure 3.1: A visualization of the samples that were generated using EU4. A larger scatter
mark indicates that there were more samples for that given number of agents and tasks.

During our tests, CSGen never failed to find a solution. In other words, our algorithm didn’t
have to fall back on generating a randomized collaboration structure, since |T ||A| was rather
small in all of the samples (as can be seen in the scatter plot).

Now, in the next two subsections, we present the results from each of the two experiments
conducted in EU4.
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Benchmark 1: The Thirty Years War

We ran the first scenario 3 times (i.e. we let EU4 run 20 in-game years from the initial setup
of bookmark 1) and gathered a total number of 1983, 2179, and 1748 samples from run 1, 2,
and 3, respectively. The results of these runs are shown in table 3.1.

Algorithm Time Elapsed [ms] Utility Value
Total Average Total Average

EUMC (run 1) 21162.4 10.7 2692.2 1.4
CSGen (run 1) 2967.2 1.5 12747.0 6.4
EUMC (run 2) 24244.2 11.1 2897.5 1.3
CSGen (run 2) 3829.6 1.8 16486.8 7.6
EUMC (run 3) 18359.1 10.5 2301.8 1.3
CSGen (run 3) 2695.7 1.5 10177.4 5.8

Table 3.1: The results from running the first bookmark (i.e. Thirty Years War) for 20
in-game years.

Benchmark 2: The Seven Years War

We ran the second scenario 3 times (i.e. we let EU4 run 20 in-game years from the initial
setup of bookmark 2) and gathered a total number of 2729, 2571, and 2712 samples from run
1, 2, and 3, respectively. The results of these runs are shown in table 3.2.

Algorithm Time Elapsed [ms] Utility Value
Total Average Total Average

EUMC (run 1) 37462.3 13.7 3508.0 1.3
CSGen (run 1) 13275.0 4.9 17905.0 6.6
EUMC (run 2) 37803.6 14.7 3450.1 1.3
CSGen (run 2) 9000.9 3.5 21496.1 8.4
EUMC (run 3) 44288.9 16.3 3591.0 1.3
CSGen (run 3) 11634.4 4.3 25441.0 9.4

Table 3.2: The results from running the second bookmark (i.e. Seven Years War) for 20
in-game years.

Results of the benchmarks on simulated problem instances
The time it takes for CSGen to find optimal solutions for the fixed numbers of 6, 12, and
18 tasks (with evaluation functions that return values as determined by the aforementioned
probability functions NPD, UPD and NDCS) are plotted using a log scale in figure 3.2, 3.3
and 3.4, respectively. A plot of the search times for the brute-force algorithm is used as a
comparison.

The brute-force algorithm is indifferent to the choice of probability distribution for gener-
ating coalition values, since it is indifferent to the values of the coalitions (it just enumerates
all solutions). Therefore, the choice of coalition values does not matter when testing the
brute-force algorithm, and we simply used the coalition values generated by UPD for the tests
conducted with the brute-force algorithm.
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Figure 3.2: A graph that shows the time it takes to find the optimal solution for CSGen in
the simulated problem instances that have 6 tasks that agents are to be assigned to.
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Figure 3.3: A graph that shows the time it takes for CSGen to find the optimal collaboration
structure in simulated problem instances with 12 tasks that agents are to be assigned to.
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Figure 3.4: A graph that shows the time it takes for CSGen to find the optimal collaboration
structure in simulated problem instances with 18 tasks that agents are to be assigned to.

In the next graph, i.e. in figure 3.5, we fix the number of agents to 10, and instead look at
how the number of tasks affect performance.
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Figure 3.5: A graph that shows the time it takes for CSGen to find the optimal collaboration
structure in simulated problem instances with 10 agents that are to be assigned to tasks.
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Now that we have shown our results from the benchmarks and the experiments that were
made to evaluate the performance of exhaustive searches, we move on to the experiments that
were made to evaluate the any-time solutions that CSGen generates. We used 12 agents and
8 tasks for this purpose, and interrupted the algorithm during search by only letting it refine
a fixed number of subpartitions. The total number of subpartitions for 12 agents and 8 tasks
is 50388. The results of this experiment can be seen in figure 3.6. On the y-axis, we show the
utility value U of the collaboration structures that CSGen had found on interruption, divided
by the value U˚opt of the optimal collaboration structure (as found by a brute-force search).
We show the same test in figure 3.7, where we used the number of evaluated collaboration
structures instead of subpartitions.
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Figure 3.6: A graph that shows how far from the optimal solution the algorithm is when it is
interrupted prior to finishing an exhaustive search.
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Figure 3.7: A graph that shows how far from the optimal solution the algorithm is when it is
interrupted prior to finishing an exhaustive search.
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To conclude this evaluation chapter, we now present the results of our two final tests.
These tests were aimed at showcasing how the precedence order of partitions can affect the
performance of CSGen. In order to make a reasonable and valid comparison, we compared
the two different approaches to using a randomly generated order of precedence. We did this
by plotting the quotient Trandom/Torder, where Trandom denotes the average search time for
using a randomly generated order of precedence, and Torder denotes the average search time
for using one of the two aforementioned approaches to generating precedence orders, in two
separate graphs. 10 agents were used in all of these tests, and we used 1000 samples per test
case.

In figure 3.8, we show how the performance was affected by using the order of precedence
from algorithm 2 (i.e. the precedence order that is based on counting the number of zeroes in
each partition). In figure 3.9, we show how the performance was affected by using the order of
precedence from algorithm 3 (i.e. the precedence order that is based on the upper and lower
bounds of each partition).
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Figure 3.8: This graph shows how the performance was affected by using the order of prece-
dence from algorithm 2 (i.e. the precedence order that is based on counting the number of
zeroes in each partition). Trandom denotes the search time for using a random order of prece-
dence, while Torder denotes the search time for using the precedence order based on counting
the numbers of zeroes in each partition.
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Figure 3.9: This graph shows how the performance was affected by using the order of prece-
dence from algorithm 3 (i.e. the precedence order that is based on the upper and lower bounds
of each partition). Trandom denotes the search time for using a random order of precedence,
while Torder denotes the search time for using the precedence order based on the upper and
lower bounds for each partition.
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Chapter 4
Discussion

In this chapter, we discuss and analyze the applied method and our results. We begin by
analyzing the results from Europa Universalis 4 (EU4), and then move on to looking at the
results from the simulated problem instances.

4.1 Analysis of the experiments conducted in Europa Universalis 4

As can be seen in the scatter plot in figure 3.1, the problem set generated by EU4 is neither
distributed using a uniform nor normal probability distribution. Additionally, the number of
agents (armies) is much lower than the number of tasks (regions) in almost all samples. This
is due to the fact that the computer-based players in EU4 normally only have a few armies at
their disposal, while there may be many regions of which every army can be considered to be
assigned to. However, a few bigger nations, such as Russia and France, may sometimes have
up to 8 armies.

In any case, the largest problem instance that was generated during all of the subsequent
runs was an instance of 8 agents (armies) and 24 tasks (regions). A problem description
with 8 agents and 24 tasks has 248 ą 1011 possible solutions (collaboration structures), but
only 24 ¨ 28 = 6144 different task to coalition assignments (and the same number of coalition
values). As such, the pre-computational phase of CSGen was never too expensive, since the
utility function used for army to region assignment is linear in the number of regions, with the
implication of a pre-computational phase of O(|T |2 ¨ 2|A|) time complexity.

Most samples from EU4 were small problem instances, and consisted of only 1-4 agents and
1-12 tasks. Our algorithm was able to solve these small problem instances optimally, while
the previously used algorithm, i.e. EUMC, achieved a lower performance measure (i.e. sum of
utility values) due to failing to do so. The reason is that EUMC generates several randomized
solutions of which many can be the same solution (e.g. even if EUMC generates |T ||A| possible
solutions, none of them are guaranteed to be optimal). As such, EUMC generates a lot of
redundancy, while CSGen generates none.

By looking at all runs from the first benchmark, i.e. the Thirty Years War, we can see
that CSGen managed to generate collaboration structures with a utility that is, on average,
approximately 503% higher than the utility values of the collaboration structures generated
by EUMC. Finally, CSGen also has a much higher computational efficiency, and only needed
about 15% of the time that EUMC needed.

By looking at the next scenario, i.e. the Seven Years War, we can see that CSGen
managed to generate collaboration structures with even higher utility values than those it
generated in the first scenario. In this experiment, CSGen generated solutions with utility
values that were, on average, approximately 614% higher than the utility values of the solutions
that were found by EUMC. CSGen needed, on average, about 28% of the time that EUMC
needed to generate its solutions.

On average, CSGen only needed 3.12 milliseconds to generate collaboration structures.
It is reasonable to argue that this low number is due to the fact that most of the problem
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descriptions were small, as seen in figure 3.1. The performance of EUMC is not affected as
much as CSGen by the input size, since it is based on generating a fixed number of solutions,
without bothering about how many agents and tasks there are, and then picking the best.
However, the quality of the solutions that EUMC provides are highly affected by the input
size (e.g. |T | and |A|) due to the same reason, while CSGen always manages to provide
relatively good solutions (if they exist), at least for all of the sample sizes that were generated
by EU4.

The high performance and quality that CSGen exhibits in our tests is plausible, since it
is intuitively reasonable that an un-guided Monte Carlo algorithm (EUMC) is outperformed
by an optimized algorithm that is based on branch-and-bound (CSGen). Even though our
numbers are calculated from just a few scenarios, they should still give a reasonable indication
to how CSGen and EUMC performs in other real-world applications. Also, we deem that these
tests convey a bigger picture: that CSGen is an efficient generalized approach to collaboration
formation, and that CSGen manages to surpass a specialized algorithm (i.e. EUMC) — in
both quality and performance.

Our algorithm managed to provide much better solutions than EUMC, even when it was
interrupted prior to finishing a search. Due to the small sizes of the samples, and the relatively
low average search time, it is reasonable to assume that CSGen often managed to find the
optimal solutions, even when it hadn’t finished an exhaustive search.

4.2 Analysis of the benchmarks on simulated problem instances

In this section, we will look at the results of the different experiments that were conducted
in artificial problem instances. We will start by looking at the performance evaluations and
benchmarks, and then at the anytime experiments.

Optimality experiments
In the results of the performance tests in which we had a fixed number of tasks (i.e. in figure
3.2, 3.3 and 3.4), we can see that our algorithm is considerably faster than brute-force for all
distributions (i.e. NDCS, NPD and UPD). This was expected, since branch-and-bound has
been used to solve similar NP-hard problems effectively (as previously discussed).

CSGen solved the problem sets generated by UPD the quickest, followed by the sets gen-
erated by NPD, and then NDCS. This is also not surprising, since it is reasonable to expect
that CSGen exhibits performance characteristics that are similar to those exhibited by similar
algorithms used for coalition formation (e.g. the IDP and IP algorithms by Rahwan et al. [64,
62]). In the case of 6 tasks, 12 agents, and coalition values generated by UPD, our algorithm
is, on average, 862 times better than brute-force (i.e. it takes approximately 0.12% of the time
to find the optimal solution). As the number of agents increases, this factor also increases. For
example, in the case of 6 tasks and 14 agents, our algorithm is, on average, 1535 times better
(i.e. it finds optimal solutions in approximately 0.07% of the time it takes for the brute-force
algorithm).

If we increase the number of tasks, the gains in performance increases considerably. This is
not surprising, since if there are many subpartitions in which there are tasks with 0 assigned
agents, our algorithm can discard considerable sizes of the search space.

Increasing the number of tasks does not impact performance as much as increasing the
number of agents. This is empirically shown in figure 3.5, where we fixate the number of
agents, and look at how the number of tasks affect the performance. In this experiment, we
can see that CSGen is extremely fast in comparison to brute-force at solving problem sets with
a high task to agent ratio. The search times for the problem sets with different probability
distributions seems to converge as the number of tasks is increased. A reasonable cause could
be that CSGen is able to discard many partition refinements with integers that represent tasks
with 0 assigned agents.

44



4.2. Analysis of the benchmarks on simulated problem instances

Anytime experiments
In the two last experiments, we looked at the quality of the anytime solutions that CSGen
generates. In figure 3.6, we can see that UPD generates the problem sets for which CSGen is
required to refine the most subpartitions before it can return a solution that is close to optimal.
This may sound surprising, but is in fact not. The reason is that, for problem sets generated
by UPD, CSGen can discard subpartitions very quickly. This can be seen in figure 3.7, where
CSGen is only needed to evaluate a few collaboration structures problem sets generated by
UPD, before it manages to find the optimal solution. However, this is not necessarily the case
for NPD and NDCS, as can be seen in figure 3.6 and 3.7.

In figure 3.7, we can see that CSGen don’t have to evaluate many collaboration structures
before it finds the optimal value. For 12 agents and 8 tasks, in the problem sets generated by
UPD, CSGen only needs to evaluate about 2500 collaboration structures before it finds the
optimal solution. This is remarkable, since there exists a total of 812 = 68719476736 ą 1010

collaboration structures in the problem sets with 12 agents and 8 tasks, and CSGen only
has to evaluate about 0.00004% of the possible collaboration structures before it finds the
optimal solution. This indicates that our strategies for pruning, expanding partitions, and
refining subpartitions are outstanding, and that the solution manages to prune the search
space efficiently. CSGen exhibits a similar efficiency in the problem sets generated by NPD.
Finally, the problem sets generated by NDCS are much tougher for CSGen to solve, and it
takes many more collaboration structure evaluations before it manages to reach utility values
that are close to optimal.

In any case, it doesn’t take many subpartitions or collaboration structure evaluations be-
fore CSGen finds close-to-optimal collaboration structures — for any of the three probability
distributions. For NPD, the utility values of the collaboration structures that are evaluated
in the first 0.02% subpartitions are often within a bound of being 12.5% from optimal. For
NDCS, CSGen finds a solution that is within a bound of 10% from optimal after having only
evaluated 10% of the possible subpartitions. For UPD, it takes a few more subpartitions before
CSGen has found a close-to-optimal solution. However, solutions that CSGen generates for
UPD are often within a bound of 20% of being optimal after having evaluated roughly 10% of
the subpartitions.

These results show that CSGen doesn’t necessarily have to search for very long before it
can find a good solution. This is beneficial for many real-time systems, including real-time
strategy games in which optimal solutions are not always required (e.g. for army to region
assignment in EU4, "good" solutions are often "good enough"). They also indicate that the
much quicker anytime solutions that CSGen generates are sufficient for many purposes (e.g.
real-time strategy games).

Experiments on the order of precedence for partition expansions
As can be seen in figure 3.8 and figure 3.9, the order of precedence did affect the perfor-
mance of CSGen. However, when the number of tasks was increased, the relative difference in
performance became much smaller.

When using the first order of precedence, i.e. the order based on the numbers of zeroes in a
partition, NDCS generated problem sets for which, on average, it was better to use a random
order of precedence. This is not surprising, even though we hypothesized that this approach
would improve search times when there were many zeroes. The reason is that, for NDCS,
this is not the case, since coalitions with 0 agents always have a utility value (or performance
measure) of 0. Therefore, and by sorting on the number of zeroes, we will expand many
unnecessary low-value partitions.

It’s worth noting that our second order of precedence, i.e. the order based on the upper
and lower bounds of each partition, had stable results, even for the problem sets generated by
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NDCS. This is not surprising, since even in cases where there are partitions with many zeroes,
the second approach would search promising partitions first.

The most interesting aspect of these experiments was perhaps the fact that they indicate
that different problems can potentially benefit from different precedence orders. If this is the
case, then it would be interesting to use machine learning to improve the order of precedence
for any domain that CSGen is applied to.

Validity of the experiments
The results of the experiments does not showcase and specific oddities. This is mainly due to
the number of times that each problem description was run. If we did fewer runs, then the
results didn’t converge, and artifacts appeared. We therefore deem that the validity of our
experiments is high. However, there is always room for improvement. One such improvement
would be to use confidence intervals (e.g. 95% confidence intervals) for every problem descrip-
tion and probability distribution. This would give a clearer indication to how big any error
might be, and thus increase the validity of our tests. Also, this would also be able to give a
clear indication to whether the null hypothesis is validated.

4.3 Pay-off distribution and collaboration structure stability

In practice, when the optimal (or best) collaboration structure has been found, all that is
left is to actually assign the agents to their new coalitions. In this phase, it’s possible to add
pay-off distributions to the collaboration formation scheme, where any agent that partake in a
collaboration structure is given a reward that tells the system that the agent is less interested in
joining a new coalition. Recall that a specific task could, if the system wants it to, indicate that
the agent shouldn’t be assigned to a new coalition. This could potentially make the formed
coalitions more stable, since rewards can be used to decrease the probability of the agent
joining a new task-oriented coalition (i.e. not the task that indicates a null assignment). If
the formed coalitions are unstable, then new coalitions may keep on forming without anything
actually being accomplished. Rewards or pay-offs can be used to counteract such behaviour.

4.4 Resumability

Finally, we didn’t include any experiments on the resumability of our algorithm in our results.
The reason is that we deem that its obvious that the design of our algorithm supports such
behaviour, and that we have already sufficiently demonstrated that this is the case. The
presented algorithm can easily store a search state, and resume from any search state when
required. This is also possible when the world state has changed, since it builds its own internal
model of the world by using coalition values, partitions, and bounds.
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Chapter 5
Conclusion

In this chapter, we conclude this thesis. We first give a few final words on the problems that we
have addressed, discuss whether we have managed to reach our goal, and conclude whether we
have answered the research questions that we presented in the introduction chapter. We then
discuss future work aimed at improving collaboration formation, and possible improvements
to the presented algorithm.

5.1 Final words

The problem of forming groups that are aimed at solving specific tasks is a central problem
for collaboration and cooperation in multi-agent systems. In this thesis, we addressed and
discussed several issues that are inherent to this problem. First, we introduced the problem
of simultaneous coalition formation and task assignment by looking at real-time multi-agent
systems. We presented the domain of real-time strategy games, which is a domain of multi-
agent systems in which there hasn’t been much research on algorithms for cooperation and
collaboration. Second, we presented theory for the collaboration formation procedure, and an
algorithm that efficiently solves the problem of collaboration formation by using branch-and-
bound. Third, we presented results that gave a clear indication to that our algorithm is a
viable solution to the simultaneous coalition formation and assignment problem in real-time
systems with few agents and tasks. The results also established that our algorithm is superior
to an algorithm that is currently being used in a commercial real-time strategy game (i.e.
Europa Universalis 4), and that it is an efficient approach to forming optimal collaboration
structures, even when subject to harder problem sets (e.g. NDCS). We also demonstrated
that it has several important properties for real-time systems, including anytime, optimality,
and the ability to prune the search space. Apart from these properties, our algorithm is also
resumable, and able to give worst-case guarantees.

With these considerations in mind, we have managed to answer all of the research questions
from chapter 1, as presented below:

1. Can multi-agent task allocation be integrated into the formation of coalitions?
Answer: Yes. This was accomplished by creating an order of precedence for the mapping
of agents to tasks, and then using branch-and-bound to efficiently search for optimal
coalition to task assignments (i.e. collaboration structures).

2. Can a collaboration formation algorithm be applied to real-time strategy games in order
to improve the utility and capabilities of artificial agents?
Answer: Yes. We accomplished this by applying our algorithm to a collaboration
formation problem that is inherent to real-time strategy games, i.e. the assignment of
armies to regions, and showing that our algorithm improved the utility of coalitions.

3. What are the limitations of algorithms that solve the simultaneous coalition formation
and assignment problem in the domain of real-time systems?
Answer: From our results, and the discussions on time complexity in the theory chapter,
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5.2. Future work

it’s obvious that our algorithm cannot handle too large problem sets. However, the
problem sets generated by Europa Universalis 4 are all manageable. The main bounding
factor — in terms of performance — is |T |2|A|fmax, where fmax denotes the maximum
computational complexity of the function that generates coalition values. This is due to
the fact that if this factor is too high, the presented algorithm cannot provide an anytime
solution quick enough. Other algorithms could potentially be used in systems when the
bounding factor is too large. Also, our algorithm could potentially be adapted to handle
such instances approximately by subdividing the search space before computing the
coalition values, and then calculating partial results subsequently to give approximate
solutions.
The type of problem sets that the algorithm needs to solve has a huge impact on the per-
formance, as demonstrated by the results of the tests that were created using probability
distributions. As such, the distribution of the coalition values may have a substantial
effect on the limits of our algorithm.

Apart from answering our research questions, it is also clear that we have managed to reach our
goal, which was to improve and increase the knowledge and understanding of algorithms that
are designed to improve agent collaboration. By designing a novel algorithm for collaboration
formation, we also managed to solve the simultaneous coalition formation and assignment
problem. However, perfectly solving the problem of collaboration and cooperation may require
advanced reasoning — but this thesis, and designing an algorithm that can be applied to
real-time multi-agent systems (e.g. real-time strategy games), is a step forward in the right
direction.

5.2 Future work

To finalize this thesis, we would like to discuss a few approaches that could potentially improve
the presented algorithm:

• Subpartition refinements increased the performance by a significant margin in partitions
where there are many collaboration structures with tasks that have zero assignments.
It would be interesting to deduce whether it is possible to generalize this technique
to tasks with any number of assignments. A relevant question would be: how much
performance would we gain if we kept sorting the partitions on the cardinal numbers of
each subpartition?

• A similar potential improvement would be to assign agents to the tasks that correspond
to the smallest partition numbers first. This would make it possible to calculate tighter
bounds quicker. However, this would probably be inefficient when solving unbiased
problem sets (e.g. NDCS), but could perhaps increase the performance in biased problem
sets (e.g. real-world multi-agent systems, EU4, UPD, and NPD).

• Discarding subspaces is important to make the presented algorithm viable for collabo-
ration formation. It would be interesting to evaluate the performance gains and quality
losses when making the algorithm remove subspaces that only contain solutions that are
of a certain factor better than the one previously found. For instance, instead of check-
ing if the upper bound of a partition is lower than the current solution, we can check if
the upper bound multiplied by a given factor ď 1.0 is lower than the current solution.
By doing this we would be able to discard many more subpartitions, while still giving
worst-case guarantees on the solutions.

• It could be interesting to use the resumability of the presented algorithm to generate
solutions that are returned to the system a few simulation updates after the algorithm
has started its search. This could potentially work well with distributed computing,
where solutions are generated using external computers or servers.
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5.2. Future work

• Using machine learning to find and dictate the order of precedence for the expansion of
partitions could potentially improve the performance of the algorithm.

Apart from improvements to the presented algorithm, there are numerous other approaches
that could potentially be used to form collaboration structures:

• It would be interesting to study the effects of using parallel computing to improve per-
formance. We did not make any such attempts during this study, since agents in Europa
Universalis 4 are already doing their computations on separate threads (and the threads
are already very busy!).

• Other partitioning schemes could affect performance drastically. As such, studying other
partitioning schemes could be of interest in future studies. One could for example study
dynamic partitioning schemes, where partitions are based on the characteristics of the
problem set that the algorithm is trying to solve.

• Attempts to use other search techniques instead of branch-and-bound would also be of
interest. Deep learning has recently shown great success in many different domains, and
could perhaps be used to create a model that can guide a Monte Carlo-based collabora-
tion formation algorithm. It is also a reasonable suggestion to use dynamic programming
to form collaboration structures.
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