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Abstract 

Investigated in this thesis are the possibilities and effects of reducing CAN data collected from 

forklifts. The purpose of reducing the data was to create the possibility of exporting and managing 

data for multiple forklifts and a relatively long period of time. For doing that was an 

autoregressive filter implemented for filtering and decimating data. Connected to the decimation 

was also the aim of generating a data set that could be used for analyzing lift sequences and in 

particular the usage of fork adjustment functions during lift sequences.  

The findings in the report are that an AR (18) model works well for filtering and decimating the 

data. Information losses are unavoidable but kept at a relatively low level, and the size of data 

becomes manageable. Each row in the decimated data is labeled as belonging to a lift sequence or 

as not belonging to a lift sequence given a manually specified definition of the lift sequence event. 

From the lift sequences is information about the lift like number of usages of each fork adjustment 

function, load weight and fork height gathered. The analysis of the lift sequences gave that the 

lift/lower function on average is used 4.75 times per lift sequence and the reach function 3.23 

times on average. For the side shift the mean is 0.35 per lift sequence and for the tilt the mean is 

0.10. Moreover, it was also found that the struggling time on average is about 17 % of the total lift 

sequence time. The proportion of the lift that is struggling time was also shown to differ between 

drivers, with the lowest mean proportion being 7 % and the highest 30 %.  
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1. Introduction 

1.1. Background 

The era of Big Data and the almost endless possibilities to collect data has reached business all 

over the world, so also the business of material handling. A forklift can be active for 16 hours a 

day, five days per week, almost all year long. The data from a forklift can be collected instantly 

every 20 milliseconds on a very detailed level. Examples of information that can be logged are 

how fast did the driver drive, how heavy lifts did he have, how much time did he spend on the 

forklift, how much time did he have load on the forks and so on. The mentioned variables are 

examples of variables that can be interesting for investigating if there are different driver styles, 

but also for what and how the forklifts are used.  

The commissioner of the thesis is a company that manufactures and sells a large variety of 

different types of forklifts. A demand from the company is that the company name not is 

mentioned in the thesis. Hence, instead of writing out the name, the company will be referred to as 

“the company”. At the company’s factory in Sweden, from which the data in the study comes, 

forklifts for indoor use are manufactured.  Forklifts of the same models as those that are 

manufactured and sold are used at the factory for gathering and moving equipment used in the 

production of new forklifts. Data is collected from a set of these trucks, 21 forklifts called reach 

trucks and five order pickers. Responsible for the project and collection of data is the development 

department at the company. To collect and use large amounts of data in the work of product 

development is not something the company does today, but aims to start doing soon. The ambition 

is to find ways for using data to support decision making about product development, and to 

create data driven services for customers.   

The company today has a lot of organizational assumptions about the forklift usage. Small studies 

are conducted where, for example, data for one forklift during one day is collected. In other cases, 

the driver might be filmed to study how some certain actions are executed or a small driver survey 

might be conducted. These approaches have general problems in that the sample size is very small 

and that drivers of the forklifts might behave differently when filmed compared to when not, or 

not answer completely truthfully to the questions. Today, information from this type of studies is 

used for supporting the decision making, for example in product development. With the 

possibility of accessing much more data, better information can be produced for decision makers. 

For this thesis, the company had a list of topics (see table 1) from which they believe interesting 

and relevant statistical problems can be formulated. Given these questions, my first idea was to 

look at rather broad problems like finding different driver styles. However, this problem proved to 
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be a bit too time-consuming for this project. That since each action that might be used for 

detecting different driving styles must be defined. A turn, 360˚ turn, drive, lift or acceleration all 

are actions that can be performed differently by drivers of the forklifts, but also actions that first 

must be defined and found in data. Therefore, I decided to look at more narrow problems instead. 

For example, problems and questions regarding the actions performed by the drivers during a lift, 

or questions regarding the use of the 360˚ steering wheel capability. The final choice of problem 

to analyze was based on the number of definitions needed, the amount of data processing needed 

and adequacy given complexity and time frame. Given these criteria’s the chosen topic for the 

thesis was “Usage of the lift functions. Adjustment-behavior of driver – usage of steering 

levers for fork positioning”. As gathering and leaving load is a central usage area for a forklift, it 

is of interest to analyze the functions that are used when these actions are performed. To what 

extent the respective lift functions is used is relevant for examining if all implemented functions 

are necessary to implement in new forklift models. The time spent on using the lift functions is 

interesting for investigating how much time the drivers spend on positioning the forks. As the aim 

is to make it easy for the driver to set the right position for the forks, how much the driver 

struggles with the positioning is an important problem for the company to analyze.  

Table 1: List of proposed project topics 

To what extent do drivers use the 360˚ steering wheel capability? 

Drivers never use the brake to reduce speed – they just release the accelerator. 

Generic hour of usage – A sequence of activities – Drive - turn - drive - turn - lift - lower 

Usage of the lift functions. Adjustment-behavior of driver –usage of steering levers for fork 

positioning. 

The steering servo has a maximal speed. The driver may however turn the wheel faster than the 

actual speed (non-mechanical). Does this happen, how much and how often? 

How many times does the driver lift/lower during shorter time than two seconds? 

How long does the driver drive between each lift? 

How many times does the driver reach in and out? 

How many times and how far does the driver side shift? 

 

CAN, Controller Area Network, data is the name of the data that is collected from the units in the 

forklift. Each unit in the forklift sends and receives signals which contain values with information 

about the current mode of the forklift or current instructions given by the driver. As new values 

for the signals are sent every 20 milliseconds, the amount of data that is collected rapidly become 

enormous. Hence, the main statistical problem examined in the thesis is how data can be reduced 

without losing to much information for the analysis of lift functions usage during lift sequences. 

The thesis will also include a brief look into to the problem of analyzing the usage of lift functions 

during lift sequences.  
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1.2. Objective 

The main objective of the thesis is to present an approach for reducing the amount of data. 

Reducing of the data will be accomplished by using a digital signal processing technique called 

decimation. An autoregressive model will be used for filtering the data, and the order k of the 

autoregressive model corresponds to the factor data is reduced by. Hence, the statistical problem 

is to select k so that the amount of data is reduced to a manageable size, and that not too much 

information is lost. Which information that is important to keep is related to what analysis that is 

to be conducted on the decimated data set.  

The chosen topic for the forklift usage analysis conducted in the thesis is the usage of the lift 

functions during lift sequences. A lift sequence is defined as the action where the driver either 

leaves or picks up load. To accomplish this the idea is to analyze the full sequence of a lift, from 

that the lift action is about to start until that the driver is finished and starts to drive again. The 

exact definition of a lift sequence is given in the Data chapter later in the report. 

As mentioned, the main problem examined in the thesis is the reducing of data and selection of 

order for the autoregressive model. The second problem is that of analyzing the usage of the lift 

functions during lift sequences. A formulation of the problems analyzed in the second part is 

given in figure 1 and further explained in the list below the figure. 

 

Figure 1: Project topic 

• How often and how much are the fork adjustment functions used? 

In how many lifts and how many times the fork adjustment functions are used during a lift is a 

topic of interest. An analysis of these questions is useful regarding both which functions that are 

needed for a certain forklift model and the placement of the steering levers. If the usage of the 

steering levers differs between drivers is another interesting question related to this topic. 

• How much time of a lift is struggle time? 

Struggle time is the time that drivers spend on making small adjustments to the position of the 

forks to find the right position for the forks in relation to the pallet rack. As the company is 

Knowledge about 
lift sequences

How much time of a lift is 
struggle time?

How often and how much 
are the fork adjustment 

functions used?
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developing tools that shall make it easier for the drivers to positioning the forks it is an interesting 

topic to look into. Investigated in the thesis is the proportion of a lift sequence that is struggle 

time, and if the proportion varies between drivers.  

The objective with the second part is to conduct some descriptive and explorative analysis for the 

usage of lift functions during lift sequences. As a further step from that point, the aim also is to 

contribute with ideas about progressions to the conducted analysis for future studies.  

1.3. The reach forklift - Fork adjustment functions 

The Reach forklift is used for gathering, moving and leaving load. There are several different 

models of the reach forklift that differ in terms of maximum load weight and maximum fork 

height for example. The basic functionality of the forklift is however equivalent for all the 

models. While picking up or leaving load a set of different functions are available at the reach 

forklift that can be used for adjusting the position of the forks. Lift/Lower, see figure 1, is a 

function that enables the driver to move the forks up and down. The reach function, figure 2, can 

be used for moving the forks in toward the forklift or out away from the forklift. It is the function 

that is used when load is picked from or left in a pallet rack. The tilt function, figure 3, lets the 

driver change the angle of the forks up or down. It is a function that, for example, is useful on 

high heights or when handling heavy loads. The last function is side shift, figure 4, which gives 

the driver the possibility to move the forks to the right or to the left. This is a function that the 

driver may use to adjust the position of the forks before reaching in to a rack.  

 

 
 

 

 

Figure 2: Lift/Lower movement Figure 3: Reach in/out movement 
 

 

 

 

     

Figure 4: Tilt up/down movement Figure 5: Side shift left/right movement 
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2. Literature review 

In the article How data metrics revolutionizes truck management (Maras, 2016) the trends of 

today in the business of material handling are reviewed. The amount of information that can be 

received from data introduces new approaches for evaluating and improving the productivity. To 

be able to follow each damage and collision can be helpful for making sure that the truck is 

available more often, and the security may become better as well. Moreover, data can be useful 

for learning about patterns and behaviors regarding the actual use of the truck. Examples of 

questions that can be examined with data analysis are how the truck is used, for what it is used 

and to what extent it is used. Questions of this type are related to the utilization level of the trucks 

and the need for service of the trucks. If the utilization rate is low, meaning that the trucks are not 

used that much, it should be possible to buy a fewer amount of trucks next time.  If the number of 

collisions and breakdowns can be minimized as well, the utilization rate can increase. Altogether, 

Maras states that knowledge of this type is of big interest in the area of material handling as there 

are clear possibilities to increase the productivity by just increasing the amount of information 

collected about the use of the trucks. 

Reasons to why collection and analysis of data have become so interesting for both manufacturers 

and consumers of lift trucks are listed in the article The data-driven lift truck (Trebilcock, 2016). 

The hardware needed for collection of data and for making computations has become cheaper, 

meaning that larger amounts of data is feasible to collect. In addition, improved communication 

techniques have opened new ways of collecting data. The sensors in a truck can communicate 

wirelessly and the data from the truck can be sent via Wi-Fi to the data storage platform. To store 

the data via a so-called cloud service is also a feature that has enhanced the capability of both 

storing large amounts of data and easily sharing data.  As a result of this, the possibility of doing 

relevant and useful analyses with very large data sets has emerged. The future challenge lies in 

knowing where to dig, so that all the data that is collected comes to a use that moves the 

companies forward.    

Sensor network for vehicles transporting dangerous goods by Vestenicky et al. (2011) is 

interesting to mention for their use of CAN data. In the article the authors explain their 

construction of a sensor network that is used for monitoring the status of a vehicle transporting 

dangerous goods. The sensor network is based on a CAN bus from which data is gathered. From 

the sensor units on the vehicle is data sampled with a sampling rate of 8 kHz. The collected data is 

processed by a digital filter that computes the average over 8 values at a time. After filtering the 

data are decimated since the size of data needs to be reduced as the computational performance is 

limited. The decimation is done by the same factor as the filtering, so every 8th value of the 
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filtered data is kept. On the decimated data is then the monitoring of transports with dangerous 

goods conducted.  

A more advanced decimation method is presented by Wu (2010). In the experiment data is 

collected from a liquid argon time projection chamber (TPC), and in total data from around 9000 

channels is read and processed. The collected data consists of waveform signals and they are 

sampled at a rate of 2 MHz. This means that large amounts of data will be generated from the 

liquid argon TPC, and that a system for reducing the amount of data is needed. The system 

presented in the article is called dynamic decimation and it is applied on a data set called the 

supernova data. This data is stored temporarily and each temporarily stored file covers about 1 

hour of recorded events in the liquid argon TPC. As mentioned, the amount of data becomes large 

and infeasible to store. The solution is to decimate the data and thereby lose information, but on 

the other hand it becomes manageable to store data for more time periods. By dynamic decimation 

the sampling rate is changed dynamically during the hour depending on the observed values for 

the signals. For the regions of interest the data is not decimated at all. The data points, which not 

belong to a region of interest are decimated by a factor of 16. In this way, the size of the data is 

reduced but all vital information is kept and information about the other time periods is also kept, 

but on a less detailed level. On the supernova data set, the dynamic decimation resulted in a 

reduction of data by a factor of 8-12. However, the decimation factor will of course be dependent 

on the number of regions of interest in the data set. Less frequent regions of interest will result in 

a higher level of data compression. 

Karaduman et al. (2013) uses CAN data for detecting if driving aggressively or calmly. The aim 

with the study is to find the variables in CAN data that are the most appropriate ones for detecting 

aggressive or calm driving behavior. To lower the number of variables is desirable for reducing 

the otherwise huge amounts of data, and for making the processing of data faster. A system that 

can classify a driver as aggressive or calm is thought to be useful for helping the drivers to pay 

attention to their driving habits. In order to build a model that can perform this classification are 

test drivers instructed to drive aggressively or calmly. The data sampled from these tests are 

labeled depending on the instructions given to the driver and thereafter used for fitting a 

classification model. By using the presented approach for variable selection and the training data, 

the authors conclude that a meaningful differentiation between aggressive and calm drivers can be 

conducted.  



 

9 

 

3. Data 

3.1.  Controller Area Network (CAN) 

Controller Area Network, abbreviated CAN, is a communication language for the components or 

units in a vehicle (Thompson, 2016). The name of the language is CAN protocol and it was 

developed in the beginning of the 1980s by Bosch. A message that is sent from one unit to another 

unit is constructed by a sequence of 1s and 0s. How the values are organized, and thereby also 

interpreted, depends on which version of a CAN protocol that is used. Between different versions 

the method for how the 1s and 0s are logged against time differs. A CAN message will however 

always consist of a sequence of binary values with information about the current mode of a unit or 

instructions that is sent from one unit to another unit in the vehicle. For example, it could be 

information about the driving speed that is sent from the main control unit to the display unit.  

The units in a vehicle are connected to each other via a network system (Thompson, 2016). There 

are different types of network systems that can be used for connecting the units in a vehicle. In a 

CAN network are the units connected via the so-called bus topology (see figure 6). The bus 

network topology uses a multi-master system for connecting the nodes. This means that each unit 

in the vehicle is independent, if one unit fails the whole network will not fall through.  

 

 

 

 

 

 

 

Figure 6: CAN network system 

3.2.  Earlier work with CAN data 

The same type of data analyzed in this thesis has been analyzed in an earlier study done internally 

at the company. There is not an official report available for people outside the company so no 

reference to the study can be given. The study is an initial exploration of the data sets available at 

the company. In the study, brief analyses on different problems that are relevant for the respective 

data sets are presented. For CAN data are problems related to features of the signals and sampling 

rates discussed.  

Unit 

 

Unit 

Unit 

 
Unit 

 



 

10 

 

The CAN data collected for the study was taken from a reach truck which was operated by five 

different operators in driving and lifting scenarios. In total 222 signals with information were 

logged, taken from about 28 minutes of operation time. This small sample of data resulted in a csv 

file with a size of 355 megabytes. The amount of data that is collected grows very fast as for most 

of the signals are new messages sent every 20 milliseconds. If the data is collected during a longer 

period, the size of the sampled data will become very large if the sampling rate is not decreased. 

The problem with the very large data sets is that the demands on storage and bandwidth 

capabilities would become very high. A solution proposed in the study for solving this problem is 

down-sampling of the data. The downside of down-sampling the data is that information collected 

from the signal will be lost. How much information that is lost depends both on the signal and the 

new sampling rate. Given the type of values received from a specific signal the error tolerance 

may differ and so also the possibilities of choosing to sample less data. It is shown that it could be 

reasonable to sample the speed in km/h once every second instead of once every 20 milliseconds. 

However, for another signal this might not be the case and could instead result in large 

information losses. A methodology for choosing the new sampling rate is proposed in the report. 

The first step is to estimate a function from the observations in the original data set. In the next 

step are the observed values for the signal down-sampled to the desired sampling rate. Then, the 

down-sampled data set is interpolated to fill in the holes after the discarded observations and a 

second function is estimated. The third and last step is to compare the two functions and thereby 

measure the error or information lost by the down-sampling. For calculating the area between the 

curves is integration used and the absolute difference is used for measuring the down-sampling 

error.   

The study does also include a discussion about the limitations with the choice of error estimator 

and interpretation of the error. Regarding the error estimator, the author concludes that there exist 

several methods for calculating the area between curves and that the obtained values may vary 

depending on the chosen method. For interpretation of the error is visual inspection and 

comparison of the observed data and down-sampled data an advised method. The problem of 

choosing the down-sampling rate is concluded to be complicated as the error often will increase 

for a higher down-sampling rate, but the amount of data will decrease and make the data possible 

to analyze. 

A small part of the CAN data that will be used in this study was presented at an internal fair held 

by the company in January 2017. At the fair, descriptive statistics on data for one forklift and one 

day was presented. The data was reduced in the way that only one value per second was kept. 

Among the numbers presented are the numbers concerning the load handling time the most 
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interesting ones for this study. Load handling time was defined as the time spent on actions that 

involve load handling. For the load handling, the time spent on using each of the lift functions was 

included in the presentation. For the actual forklift and the actual day 69 % of the load handling 

was time spent on moving the forks up and down, lift and lower. 41 % of the time was spent on 

reaching in and out, 1 % on tilting up and down, and 6 % of the load handling time was spent on 

side shifting to the right or to the left. 

3.3. Data 

The data set available for the thesis consists of CAN data that was collected from the 24th of 

October in 2016 to the 14th of February in 2017. Data was collected from 21 forklifts of the reach 

model and 5 order picker forklifts. The data set used in the thesis includes data for 12 of the reach 

trucks and none of the order picker forklifts. All the selected forklifts do have a sensor that detects 

if there is load in front of, or at, the forks. The signal from this sensor makes it much easier to find 

the sequences in data where load either is left or picked up. Therefore, only these forklifts are 

included in the data set. The aim regarding the amount of data was to use data for as many days 

and as many forklifts as possible. However, as mentioned above, the number of forklifts was 

demarcated into those with the load detected sensor and the number of days was limited with 

respect to the time of exporting data. Hence, data for 12 forklifts and for two periods, 2016-11-21 

to 2016-12-02 and 2017-01-16 to 2017-01-27, was used in the thesis. The periods were not chosen 

of any special reason other than that week’s including Christmas breaks or other holidays were 

avoided.  

The messages that are sent from the units on the forklift out on the CAN bus network are logged 

and stored into a database. At a first stage, the CAN messages are unpacked from binary code into 

actual values and then stored in a table. If necessary, the values are also converted into a scale that 

is more relevant or interpretable. For example, the raw CAN data for driving speed are unpacked 

and transformed into the unit km/h. Each CAN message corresponds to a row in the table, and 

each row includes from 2 to 64 values. That since a CAN message can include values for as a 

minimum 1 signal and as a maximum 30 signals, but has from 2 up to 64 different values that can 

be in the message. A value for a signal is, however, only stored if the value is not equal to the 

latest value stored for that signal. As CAN messages are sent every 20 milliseconds from each 

unit on the vehicle the amount of data grows rapidly. Hence, it becomes important to avoid storing 

unnecessary data. Still, the number of rows becomes very large as up to 50 CAN messages per 

unit are stored during a second.  
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In order to make the data better suited for data analysis and reduce the number of rows, the 

structure of the table is changed. All CAN messages that are received during a period of 20 

milliseconds are placed in one row. The information about the order of the messages during the 

period of 20 milliseconds is then lost, but instead all information is at one row. This solution 

works as one signal at most can have a new value recorded once every 20 milliseconds. Another 

difference with this table compared to the original format is that each row contains a value for 

each signal. In the first table structure, only values that were different to the latest logged value 

were saved, in the new table these holes are filled with the latest observed value. The practical 

meaning of this is that previous discarded values are added to the table. An upside with this 

solution is that the observed value at any sampled time point can be found in the table, the 

downside is that the size of the table increases. A comparison between the original table structure 

and the new table structure is given in figure 7. 
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Figure 7: Table structure 

 

All the variables in the dataset that will be used in the study are briefly described in table 2. The 

name of the signal, a label that is more interpretable than the name, the minimum and maximum 

values and if necessary a comment about the signal is included in the table. These are the signals 

that are thought to be interesting to use for analyzing the lift sequences.  The decision on which 

signals to use was taken after consideration with an employee at the company who is working 

with areas related to the problems addressed in the report. In total, there are 250 signals for which 

data is collected and at a first stage 48 of these signals were chosen to be the most interesting 

ones. From these 48 signals, 13 signals are selected which beforehand are thought to be 

reasonable to use for analyzing lift sequences and the use of fork position adjustment functions.  

Some of the 48 signals contain the same information but come from different units in the forklift. 

The weight of the load on the forks is given by both DHU_Load and LID_Weight with the 

difference that the former gives the weight in steps of 50 and the latter in steps of 100. Another 
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example can be found for the driving speed where the signals DHU_Speed and 

MCU_SpeedInKmh contain the same information. The difference lies in that the former gives the 

speed with 0 decimals and the latter the speed with 1 decimal. In both the described cases is the 

signal that gives more information, DHU_Load and MCU_SpeedInKmh, selected. Included in the 

data set are also the variables Partitionkey, DriverID and timestamp. Partitionkey is the ID 

number for the forklifts that is used for identifying and searching for a specific forklift. The 

variable timestamp gives the year, month, day and time during the day down to the level of 

milliseconds.  

Table 2: Description of variables in data 

3.4. Down-sampling 

As mentioned, the amount of data quickly becomes very large and thereby also the complexity 

and computational cost of working with the data. Therefore, the data used for model fitting and 

analysis is down-sampled. The alternative would have been to use data for just a few different 

forklifts or just a few days. The process of down-sampling data is further explained and described 

in chapter 5. To lower the frequency of the sampling does not change the appearance of data as it 

BaseSignalDefinition Label Min-Max Comment 

CID_Aux2_Sideshift Side shift left or right -100 - 100 Position of steering lever. 

Controls fork position left 

to right. 

CID_Tilt_Aux1 Tilt up or down -100 - 100 Position of steering lever.  

Controls fork position 

down and up. 

CID_ReachInOut Reach in or out -100 - 100 Position of steering lever.  

Controls fork position out 

and in. 

CID_LiftLower Lift or Lower -100 - 100 Position of steering lever. 

Controls fork position 

lower and lift. 

MCU_ForkLiftLowerSpeed Fork speed, lift or lower -1000 - 1000 Speed on forklift 

movement up and down 

MCU_PressureFreeLift Pressure free lift  0 - 165 Hydraulic pressure on 

forks 

MCU_ForkHeight Fork height Depends on forklift, 

max range is 0-9000 
Height in mm. 

MCU_SpeedInKmh Driving speed 0-14.3 Speed with 1 decimal. 

MCU_Brake Brake 0-100 Position of brake pedal 

MCU_Throttle Acceleration 0-100 Position of acceleration 

pedal 

DHU_LiftActive Hydraulic function active 0-1 1 if lift active. 

DHU_Load Weight in kg 0-2500 Steps of size 50 (from 

200, otherwise 0). 

loadDetected Load detection 0-1 1 if load is detected. 

PartitionKey Forklift ID   

Timestamp Timestamp  Format:  YYMMDD-

HHMMSS.SS 
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still has the same format as described in 3.3. The effect is that the data becomes manageable to 

work with, but also that some information may be lost. In order to evaluate the effects of down-

sampling data and choosing a new sampling rate is a sample of the data on 20 milliseconds level 

used. This data set consists of data for one forklift between 05:45 and 14:25 the 21th of November 

2016. In total, there are 918 249 observed values for each signal in the data set. The effective time 

of usage of the forklift corresponds to approximately 5 hours of usage. This data set is used for 

learning more about the behavior of the signals and thereby also to what extent they can be down-

sampled.  

3.5. Lift sequence data 

From the down-sampled version of the data described in 3.3 are lift sequences created. In the data 

are rows marked as belonging to a lift sequence or as not belonging to a lift sequence. Only the 

rows that are marked as being part of a lift sequences are kept and the rest of the rows are 

discarded. That since the objective of the study is to investigate the usage of the steering functions 

during lift sequences and the struggle time. Sampled observations that are not related to a lift 

sequence thus are uninteresting and unnecessary to keep. However, there is no existing definition 

of exactly what a lift sequence actually is so that has to be defined. There is some useful in-house 

knowledge at the company about how lifts are performed which helps to define the action. A 

“perfect lift” can be described in two ways depending on if an item is on the forks or not when the 

lift sequence starts. 

If item on forks: 

1. The driver lifts the forks.  

2. The driver reaches out, lowers and 

reaches in. 

3. The driver lowers the forks. 

If not item on forks: 

1. The driver lifts the forks.  

2. The driver reaches out, lifts and 

reaches in. 

3. The driver lowers the forks. 

When these actions are performed, load is either picked up or left which in turn means that the 

load detection sensor changes status. Though, most lifts are not perfect which means that the 

lift/lower or the reach in/out might be used more times or that the other steering functions might 

be used during the lift. The other functions are the side shift and the tilt, which both also are used 

for managing and adjusting the position of the forks. Another signal that can be of interest for 

finding lift sequences is the load weight. If the value for the load weight changes, a lift sequence 

can be assumed to be ongoing. The procedure of labeling rows in the data set as belonging to a lift 

sequence or not can be divided into 5 steps. In the first step is a very rough labeling of the rows 
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conducted and in the upcoming steps is the labeling refined. The rules used in the first step are 

described in figure 8. 

 
Figure 8: Rules in step 1 

 

In each of the rules in step 1, all observations two seconds before and after the current observation 

are labeled as lift sequence observations. The reason behind that choice is explained by the aim, 

which is to extract coherent sequences. In order to do that, more than just the exact observation 

where something happened is important to keep. That to add more information about the lift, and 

to hopefully find whole lift sequences.  

The rules implemented in step 2, 3 and 4 are described in figure 9. In step 2, some modifications 

to the very rough labeling of lift sequences are performed. If the time between two lift sequences 

is <= 5 seconds and the maximum driving speed in the period between the lift sequences is < 4 

km/h, the sequences are merged. The time between the lift sequences is added to the lift sequence 

as well, and a joint sequence is created from the respective sets of observations. This step is an 

additional step to the rules in step 1 which are not perfect in the sense that the labeling of 

observations does become rough. With rule II more coherent sequences are formed, but there are 

still some flaws that need to be corrected.  

Rule III states that the sequences which should be kept are the sequences where load either is 

picked up or left and a fork position adjustment is conducted. This means that the lift sequences, 

which not contain any shift in status for the LoadDetected signal or no usage of the fork 

adjustment functions are discarded in step 3. Hence, all the observations that belong to a lift 

sequence of this type are unmarked. If the value of LoadDetected changes and there are no fork 

position adjustments, or vice versa, the sequence does not fulfill the requirements for being 

defined as a lift sequence.  A lift sequence must include both changes in fork position and the 

action of either leaving or picking up load. 

Rule I.I

• If the status for 
LoadDetected shifts from 0 
to 1 or from 1 to 0, that 
observation and all 
observations up to 2 
seconds before and after 
the shift are labelled as 
belonging to a lift 
sequence. 

Rule I.II

• If the value for any of the 
steering functions for fork 
adjustment is non-zero, 
that observation and all 
observations up to 2 
seconds before and after 
the current observation are 
labelled as belonging to a 
lift sequence. 

Rule I.III

• If the value for load weight 
changes, that observation 
and all observations up to 2 
seconds before and after 
the change in value are 
labelled as belonging to a 
lift sequence. 
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Some further modifications of the labeling produced in step 1 to 3 are still needed. In step 4, rule 

IIII, is the driving speed used for deciding when to unmark observations which shall not be 

labeled as belonging to a lift sequence. The driving speed in rule IIII is set after reasoning with an 

employee at the company. If the driving speed is higher than 5 km/h and none of the fork 

adjustment functions are used the observation is unlikely to be part of a lift sequence.  

Figure 9: Rules in step 2-4 

The last rule that needs to be added to the ones in the four first steps is a rule that can be used for 

splitting sequences that covers more than one lift. With the merging implemented in rule II are 

some sequences merged which should not be merged. To find the observations where the 

sequences shall be separated is information about the fork height used.  

By looking backwards and comparing the fork height at the current observation with the fork 

height of observations up to four seconds back in time can occurrences where the fork height was 

high and thereafter decreased be found. If the fork has been lifted and thereafter lowered again to 

a low level, the lift sequence should be ended. Therefore, a rule is implemented which says that if 

the fork height has been lowered by more than 500 mm during the last four seconds and the 

current fork height is lower than 100 mm, the observation does not belong to a lift sequence. In 

this way is a criterion for when to split two lift sequences formulated. After this rule is rule III 

repeated once before the final data set of lift sequences is obtained. That is needed since the 

changes to the labeling produced in step 5 might produce new sequences without any shift in load 

detection status or usage of fork adjustment functions.  

The presented steps can be seen as a rather rough labeling of observations as belonging to a lift 

sequence or not that is stepwise refined. Even more rules could be implemented but the chosen 

rules are thought to be sufficient for the study. Moreover, a more complex and larger list of rules 

would probably lower the interpretability of the lift sequence definition. However, this also means 

that a final cleaning of the set of obtained sequences is needed. All found lift sequences which are 

shorter or equal to 4 seconds or longer than 90 seconds are discarded. That since in general, such 

Rule II

• If the time between two 
sequences is <= 5 seconds 
and the maximum driving 
speed in the period 
between the sequences is < 
4 km/h, the sequences are 
merged. 

Rule III

• A lift sequence  must  
include a shift in 
LoadDetected status and 
usage of at least one of the 
fork adjustment functions. 

Rule IIII

• If the driving speed is > 5 
km/h and none of the fork 
adjustment functions are 
used for at minimum 3 
consecutive seconds, the 
observation cannot be part 
of a lift sequence. 
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short or long lift sequences are rather unrealistic. Additionally, the sequences that do not contain 

two reach commands are discarded since a lift sequence should contain one reach out and one 

reach in. To do this cleaning of lift sequences was chosen over defining more complex rules for 

the definition of a lift sequence. To keep a reasonable amount of interpretability seemed the better 

choice given that there are no guarantees that a more complex list of rules would result in an 

improved performance 

A visual example of lift sequence labeling is presented in figure 10. The values for the fork 

adjustment signals and the value for the load weight, load detection, fork height and driving speed 

signal are shown in the figure. All observations in the data set are either marked as being part of a 

lift sequence, or not being part of a lift sequence. The data in figure 10 comes from one forklift 

and consists of approximately 50 minutes of forklift usage.  

 
Figure 10: Lift sequence labeling example 

 

The parts in figure 10 which are colored in red are the parts that are labeled as belonging to a lift 

sequence and therefore also are kept. From these lift sequences, it is interesting to extract 

information about the length of the lift sequence, how much time that is struggle time and how the 

steering functions that adjust the position of the forks are used. To fetch that information, a set of 

new variables and events must be defined. The information that is extracted from all lift sequences 
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is summarized in table 3 with the name and a short description of each variable. By gathering this 

information from each lift sequence, the lift sequence data set is constructed. The variables that 

need some further explanation than the one given by the description in table 3 are more 

thoroughly described below.   

The number of times a fork adjustment function is used during a lift sequence is defined as 

following. Every time the observed value shifts from zero to a non-zero value, it is counted as one 

usage of the function. If the time that the steering lever was used is two seconds or shorter, it is 

counted as a short usage of the steering lever. Both the number of short usages and the total time 

spent on short usages is calculated for each fork adjustment function. A short usage is equivalent 

to a small adjustment to the position of the forks and the total time that is spent on small 

adjustments is given by the variable SmallAdjustTIme. The proportion of the total lift sequence 

time, LengthSeq, which is spent on small adjustments, is represented by the variable AdjustProp.  

Table 3: Variables in lift sequence data 

Variable Description 

Date YYYY-MM-DD 

ForkliftID Forklift ID number 

DriverID Driver ID number 

LengthSeq Length of sequence in seconds 

LoadStart If load on forks, weight when sequence starts 

LoadEnd If load on forks, weight when sequence ends 

MaxForkHeight Max fork height during sequence 

MaxForkSpeed Max lift/lower speed during lift 

LiftLowNum Number of lift/lowers 

LiftLowNumShort Number of short lift/lowers  

LiftLowTimeShort Time spent on short lift/lowers 

ReachNum Number of reachs 

ReachNumShort Number of short reachs 

ReachTimeShort Time spent on short reachs 

SidesNum Number of side shifts 

SidesNumShort Number of short side shifts 

SidesTimeShort Time spent on short side shifts 

TiltNum Number of tilts 

TiltNumShort Number of short tilts 

TiltTimeShort Time spent on short tilts 

SmallAdjustTime Total time spent on small adjustments 

AdjustProp Proportion of total lift sequence time spent on 

small adjustments 

 

The variables in table 3 are thought to be sufficient for analyzing the usage of fork adjustment 

functions and the amount of struggle time during lifts. It is of interest to learn about each of these 

topics, and the impact of different factors in the respective cases. One aim with the created 

variables is to be able to learn about how much the respective fork position adjustment functions 
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are used. Hence, the number of times a function is used is thought to be relevant information. The 

second aim is to be able to make a sufficient analysis of the amount of struggle time. Therefore, 

variables for the number of small adjustments and the time spent on small adjustments are created. 

Moreover, also variables like the weight on the forks and the maximum fork height are relevant 

for obtaining more knowledge about how different conditions correlate with, and influence on, 

different aspects of a lift sequence.  

In total 87 883 lift sequences that fulfill the requirements stated earlier are found in the data. For 

each of these sequences values for the variables presented in table 3 are calculated.  

  



 

20 

 

4. Methods 

In section 4.1 and 4.2 the methods used for filtering and decimating the data set are explained. 

The methods that are used for analyzing the problems regarding lift sequences are described in 

section 4.3 and 4.4. 

4.1. Autocorrelation function 

The autocorrelation function measures the correlation between values from the same numerical 

sequence given a defined amount of time between the observations (Cryer and Chan, 2008). 

Which difference in time the autocorrelation is computed for is determined by the lag. If the lag is 

1, the autocorrelation measures the correlation between an observed value and the previous 

observed value. If the lag is 2, it is the correlation between an observed value and the 2 previous 

observed values, and so on for higher number of lags.  

The autocorrelation function is (Cryer and Chan, 2008) 

𝑟𝑘 =
∑ (𝑦𝑡 − �̅�)(𝑦𝑡−𝑘 − �̅�)𝑛

𝑡=𝑘+1

∑ (𝑦𝑡 − �̅�)2𝑛
𝑡=1

    (𝑒𝑞. 1) 

The mean value of the process is denoted �̅�. An assumption for the observed time series is 

stationarity, that there exist a common mean and variance for the process. The interpretation of 

the values is conducted according to the interpretation of correlation coefficients recommended by 

Hinkle (2003), see table 4. 

Table 4: Interpretation of autocorrelation value 

Absolute value of correlation Interpretation 

0.9 – 1.0 Very high positive or negative 

0.7 – 0.9 High positive or negative 

0.5 – 0.7 Moderate positive or negative 

0.3 – 0.5 Low positive or negative 

0.0 – 0.3 Negligible 

  

In the report is the autocorrelation calculated for all signals of interest for lag 1, 2,…K. The data 

used for autocorrelation calculations is the 20 milliseconds data, and the results will be used as a 

starting point for the down-sampling procedure. However, as the amount of data rapidly becomes 

very large with the 20 milliseconds sampling rate, only a couple of hours of data for one forklift 

will be used for estimating the autocorrelations. This amount of data is thought to be sufficient as 

a lot of information about the signals is given by just looking at a part of the data set. Moreover, it 

would become too computationally costly to use more data.  
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4.2.  Signal processing 

A signal can be defined as a sequence of numerical values which can be explained by a function 

with time as explanatory variable (Gustafsson, Ljung & Millnert, 2001). The problem of working 

with, and process, signals is to find methods for extracting relevant information. When, as in this 

thesis, there is a need for compressing or aggregating the data decimation and filtering are 

commonly used methods. Decimation is the action of down-sampling an already sampled signal to 

a lower sampling rate. This is done by only keeping every kth sampled value for a signal. In order 

to not have faulty frequency information for the new observed sequence of values, the decimation 

must be preceded by a digital pre-filtering. One such filter is the autoregressive filter (or IIR filter) 

which builds on an autoregressive model.  

4.2.1. Autoregressive model 

The autoregressive model, abbreviated AR model, estimates the linear relationship between a 

value and the previous values for a sequence of numerical values (Yule, 1926; Cryer and Chan, 

2008). In digital signal processing, one of the most commonly used models for filtering the data is 

the AR model (Gustafsson, Ljung & Millnert, 2001). A common alternative to the AR model is 

the moving average (MA) model. If there are sharp peaks in data, the AR model is the appropriate 

model to select. For the variables in the data set, sharp peaks are common. Figure 10 (see the Data 

chapter) can serve as an example of that for the lift functions variables, the load weight variable 

and the load detection variable. Therefore, the autoregressive model is the model chosen for 

filtering the signals.  

An AR process can be described as a regression model where the observed values of a signal are 

used for modeling the signal itself (Cryer and Chan, 2008). The number of previous values used, 

the number of fitted parameters, in the AR model is connected to the correlation between an 

observed value and the previously observed values. The formula, which describes the model for 

the signal is given in equation 2. By this model, the value Y at time point t is predicted.  

𝑌𝑡 = 𝑐 + ∑ 𝜑𝑖(𝑌𝑡−𝑖 − 𝑐) +  휀𝑡

𝑃

𝑖=1

  (𝑒𝑞. 2) 

In equation 2 is c the estimated mean of the process, ϕ are the estimated parameter coefficients, 

𝑌𝑡−𝑖 are the previously observed values for the signal and 휀𝑡 is white noise with zero-mean. P is 

equal to the order of the model, the number of past values that parameters are estimated for. Given 

the formula is then the predicted value 𝑌𝑡 obtained from a linear combination of the p most 

recently observed values for the signal. For all time points t is it assumed that the value of the 

noise term, 휀𝑡 , is independent of 𝑌𝑡−1 : 𝑌𝑡−𝑖 (Cryer and Chan, 2008). 
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A feature of the general AR process is the AR characteristic polynomial (Cryer and Chan, 2008) 

𝜑(𝑥) = 1 − 𝜑1𝑥 − 𝜑2𝑥2 − ⋯ − 𝜑𝑝𝑥𝑝   (𝑒𝑞. 3) 

And the corresponding AR characteristic equation (Cryer and Chan, 2008) 

1 − 𝜑1𝑥 − 𝜑2𝑥2 − ⋯ −  𝜑𝑝𝑥𝑝 = 0   (𝑒𝑞. 4) 

Given the assumption that the value of 휀𝑡 is independent of 𝑌𝑡−1 : 𝑌𝑡−𝑖 is the solution of equation 4 

only stationary if the absolute value of all p roots is higher than 1 (Cryer and Chan, 2008). If that 

not is the case, the solution is not stationary. There are more relationships between the polynomial 

roots and the coefficients that can be used for evaluating if the assumption of stationarity holds. 

The inequalities in equation 5 must hold for the roots to have an absolute value higher than 1.  

  

𝜑1 +  𝜑2 + ⋯ + 𝜑𝑝 < 1          (𝑒𝑞. 5) 

𝑎𝑛𝑑 |𝜑𝑝| <  1 

 

In equation 6 is the autocorrelation function for the general AR process given (Cryer and Chan, 

2008). The expression is obtained by multiplying equation 2 by 𝑌𝑡−𝑘, taking expectations and 

diving by the variance of the process. It is here assumed that the time series is stationary and that 

the mean has been subtracted or that it is zero.  

𝜌𝑘 =  𝜑1𝜌𝑘−1 + 𝜑2𝜌𝑘−2 + ⋯ + 𝜑𝑝𝜌𝑘−𝑝    (𝑒𝑞. 6) 

To estimate the parameters in the models is the least squares method, based on Yule-Walker 

equations, used (Cryer and Chan, 2008). For the lag k=1,2,…,p, and by using that the 

autocorrelation at lag 0, 𝜌0, is equal to 1 and that 𝜌−𝑘 =  𝜌𝑘 the general Yule-Walker equations 

can be expressed as following. 

𝜌1 =  𝜑1 + 𝜑2𝜌1 + 𝜑3𝜌2 + ⋯ + 𝜑𝑝𝜌𝑝−1 

𝜌2 =  𝜑1𝜌1 + 𝜑2 + 𝜑3𝜌1 + ⋯ + 𝜑𝑝𝜌𝑝−2 

.  . 

𝜌𝑝 =  𝜑1𝜌𝑝−1 + 𝜑2𝜌𝑝−2 + 𝜑3𝜌𝑝−3 + ⋯ + 𝜑𝑝 

The numerical values for the autocorrelation of each lag can be obtained from the equations above 

given the estimated values of the regression parameters 𝜑1, 𝜑2, … , 𝜑𝑝. Autocorrelations for higher 

lags can then be obtained by using equation 6.  
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The AR model will be estimated on the same data that is used for calculating the autocorrelations. 

It is thought to be a sufficient amount of data, and also an amount of data that makes the 

computations feasible to perform.  

4.2.2. AR model order selection 

A challenge with the AR model is to select the order of the model (Cryer and Chan, 2008). One 

approach for tuning the model order is k-fold cross-validation (Hastie et al., 2009). When doing k-

fold cross-validation, the data set is divided into n equally large parts. If n is chosen to be 5, four 

parts are used for training the model and the last part is used for testing the model. This procedure 

is repeated so that each part is used as test set once. An important assumption for the k-fold cross-

validation is that all n folds have data that is similarly distributed. The applied strategy for 

dividing the data is to simply cut it into n folds, with each fold containing 1/n of the observations.   

A common measure for evaluating and comparing the performance of different AR models is the 

mean square error, MSE (Cryer and Chan, 2008).  Another measure that can be used is the 

normalized mean square error, NMSE. The reason behind using the NMSE instead of MSE is that 

the former makes the comparison between the errors for variables of widely different scales easier 

(Cirpwiki, 2014). As was shown in table 2 in the data chapter, the range of values differs a lot 

between signals. Some are binary, some lies between -100 and 100, and some between from 0 to 

9000. To account for this is the NMSE chosen over the MSE.  

The predictive performance of a model is evaluated by building the model on n-1 folds and 

predicting the values of the observations in the unused fold with the fitted model. To obtain the 

predicted values, the model stated in equation 2 is used and the formula for calculating the NMSE 

is stated in equation 7.  

𝑁𝑀𝑆𝐸 =  
1

𝑁
∗ ∑(𝑦𝑖 − �̂�𝑖)

2

𝑁

𝑖=1

 ∗  
1

(max(𝑦) − min(𝑦))
   (𝑒𝑞. 7) 

N is the total number of observations in the unused fold (minus the model order), 𝑦𝑖 the observed 

values and �̂�𝑖 the fitted values. The normalization of the MSE value is obtained by dividing the 

value by the difference between the maximum and the minimum value for the signal. The NMSE 

is calculated for each signal and each model order of interest. With k-fold cross validation is k 

NMSE estimates obtained for each signal. Hence, for each model order is the NMSE for the 

respective signals averaged over the k estimates to get a mean of the NMSE values for that model 

order.  
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4.2.3. Evaluation of decimation 

As mentioned, decimation of the data is achieved by only keeping every kth observation in data. 

The value of k is decided by the order of the AR model that is used for filtering the data. If the 

model order is equal to 2, an AR (2) model is fitted and every second value is kept after filtering. 

The filtering of data is performed by using the model described in equation 2. For each variable, a 

separate AR model is fitted. However, the same model order is chosen for all variables. The 

choice of model order is based on an evaluation of the information loss against the factor of 

decimation. How the performance of the decimated values is evaluated is explained in this 

section.  

How the decimated values are evaluated is very much related to what type of values that are 

decimated. The point of decimation is to lower the amount of data, but at the same time is it of 

high importance that not too much valuable information is lost. Depending on the characteristics 

of the signals, the decimation of the signals will be evaluated differently. If it is a signal where the 

number of occurrences of a certain event is of main interest, equation 8 will be used for evaluating 

the implications of the decimation.  

 𝑅𝑎𝑡𝑒 𝑜𝑓 𝑚𝑖𝑠𝑠𝑒𝑑 𝑜𝑐𝑐𝑢𝑟𝑒𝑛𝑐𝑒𝑠 =  
𝑇𝑟𝑢𝑒𝑁𝑢𝑚𝑏𝑒𝑟 − 𝑃𝑟𝑒𝑑𝑁𝑢𝑚𝑏𝑒𝑟

𝑇𝑟𝑢𝑒𝑁𝑢𝑚𝑏𝑒𝑟
   (𝑒𝑞. 8) 

TrueNumber is the number of occurrences in the test data and PredNumber is the predicted 

number of occurrences in the test data. Just as described before, k-fold cross-validation is used for 

evaluating the performance for each model order.  

To the rates of missed occurrences is a double-sigmoid curve fitted. The purpose with the double-

sigmoid is to fit a function that emulates the behavior of the estimated rates. The choice of 

function is based on the need of a function that can model non-linear relationships and that is 

flexible. Moreover, the fitted curve should be able to adjust after eventual drops or raises. The 

latter is something that a sigmoid curve cannot handle, but that a double-sigmoid curve can 

handle. It can either be a drop or a raise which separates two different periods, and these periods 

can be given different characteristics. This enhanced flexibility is the main motivation for the 

double-sigmoid function. Equation 9 gives the formula for the double-sigmoid function, which 

was presented in an article by Elmore et al. (2012).  

𝑓(𝑡, 𝒎) = 𝑚1 + (𝑚2 − 𝑚7 ∗ 𝑡) (
1

1 + 𝑒(𝑚′
3−𝑡)/𝑚′4

−
1

1 + 𝑒(𝑚′
5−𝑡)/𝑚′6

)   (𝑒𝑞. 9) 
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An example of a double sigmoid curve is plotted in figure 11. The example data is a data set that 

is constructed with the purpose of illustrating an example of when the double sigmoid function 

can be useful.  

 
Figure 11: Example of double sigmoid curve 

 

The first parameter in equation 9, 𝑚1, is a parameter that models the average rate for the first 

period (Elmore et al., 2012). Estimated by the second parameter, 𝑚2, is the difference in the 

average rate between the first period and the second period. The shape of the curve is determined 

by the parameters  𝑚′
3,   𝑚′

4,   𝑚′
5  and   𝑚′

6. By the parameters 𝑚′
3 and  𝑚′

5 , the halfway point 

between the maximum of period 1 and maximum of period 2 is estimated. The 𝑚′
3 parameter is a 

parameter for the shift from period 1 to period 2 and the 𝑚′
5 parameter for the shift from period 2 

to period 1. There is also one slope parameter for each period, 𝑚′
4 and  𝑚′

6. The parameter 𝑚7 is 

an additional parameter that measures the lowering of the rate during period 2. To find the non-

linear least-squares estimates for the parameters in equation 9, the expression in equation 10 is 

minimized (Elmore et al., 2012). 

𝜙 =  𝜙𝑑 + 𝜙𝑚 = ||𝑾𝑑(𝒅𝑜𝑏𝑠 −  𝑓(𝑡, 𝒎))||2
2  + ||𝑾𝑚(𝒎 − 𝒎𝑟𝑒𝑓)||2

2   (𝑒𝑞. 10) 

The expression in equation 10 consists of two parts, 𝜙𝑑 and 𝜙𝑚. The former is an expression for 

the data misfit and the latter is a model regularization term (Elmore et al., 2012). In the data misfit 

term is 𝑾𝑑 a diagonal matrix with the value 
1

𝜎𝑖
 on the diagonal. Given by 𝜎𝑖 is the expected error 

for the ith measurement. 𝒅𝑜𝑏𝑠 are the observed rates and 𝑓(𝑡, 𝒎) the predicted values given the 

fitted parameters. In the 𝜙𝑚 term, 𝑾𝑚  is the estimated model covariance matrix and 𝒎𝑟𝑒𝑓 works 

as a reference solution to the parameters which constrains the parameter values.  
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The solution that minimizes equation 10 is found by iteratively updating the parameters according 

to the formula in equation 11. Starting from the initial estimate 𝒎𝑜 are the fitted parameters 

updated by iteratively solving for perturbations to the parameters (Elmore et al., 2012).  

𝛿𝑚𝑖 = [𝑮𝑇𝑾𝑑
𝑇𝑾𝑑𝑮 + 𝑾𝑚

𝑇 𝑾𝑚]−1[𝑮𝑇𝑾𝑑
𝑇𝑾𝑑(𝒅𝑜𝑏𝑠 − 𝑓(𝑡, 𝒎𝑖−1))

+ 𝑾𝑚
𝑇 𝑾𝑚(𝒎𝑟𝑒𝑓 − 𝒎𝑖−1)] (𝑒𝑞. 11) 

In equation 11, the G matrix is a matrix containing the partial derivatives of equation 11 (Elmore 

et al., 2012). The rows in the matrix correspond to the observations and the columns to the fitted 

parameters, with the values being the partial derivative of 𝑓(𝑡, 𝒎). Hence, G is a function of the 

parameters in the model 𝑚𝑖 and must therefore be recalculated at each step in the iteration since 

the values of the parameters changes at each step.  The iterative updates of the model parameters 

are obtained by calculating 𝑚𝑖 =  𝑚𝑖−1 +  𝛿𝑚𝑖. When the desired level of data misfit, 𝜙𝑑, is 

reached the process stops and the final set of parameters is selected. The start values for the 

parameters, 𝒎𝒐, and the reference set,  𝒎𝑟𝑒𝑓, are set to the same value and these values can have a 

large effect on the model performance. For the global minimum of equation 11 to be found, 

Elmore et al. (2012) recommends that expected values of the parameters approximately should lie 

within two standard deviations of the reference set.   

In the R package greenbrown (Forkel et al., 2015) is the double logistic function from Elmore et 

al. (2012) implemented. The solution to the problem of choosing starting values for the 

optimization is handled by letting the user specify the number of reference sets that the 

optimization is started from. The final set is then the parameter set which gave the best 

optimization of equation 11, compared among the final parameter set for all starting sets.  

Is it instead a signal where it is of main interest to keep the general pattern, another approach for 

evaluating the decimation is used. The difference in information between the original data set and 

the decimated set is therefore measured by calculating the area under the curve for the difference 

between the data sets. However, to be able to calculate the difference is the decimated data first 

interpolated so that all discarded points are interpolated back into the data set. The interpolation is 

done by using the same AR model that also was used for filtering and decimating the data. Hence, 

equation 2 is used for the interpolation too. When data has been decimated and interpolated, it is 

compared against the original data with the expression stated in equation 12.  

𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 𝑎𝑟𝑒𝑎 = 

∫ |𝑂𝑟𝑖𝑔𝑖𝑛𝑎𝑙 𝑑𝑎𝑡𝑎 − 𝐷𝑒𝑐𝑖𝑚𝑎𝑡𝑒𝑑𝐼𝑛𝑡𝑒𝑟𝑝𝑜𝑙𝑎𝑡𝑒𝑑 𝑑𝑎𝑡𝑎|𝑑𝑥

𝑡𝑚𝑎𝑥

𝑡𝑚𝑖𝑛

   (𝑒𝑞. 12) 
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By equation 12 is the area under the curve for the difference between the data sets calculated. The 

resulting values are scaled to lie in the range 0 to 1 for easier comparison between the signals, as 

the magnitude of the values differ quite a lot. This rescaling is performed according to the formula 

in equation 13. 

𝑥 − min (𝑥)

max(𝑥) − min (𝑥)
   (𝑒𝑞. 13) 

In equation 13, x is the calculated Difference area according to the formula in equation 12.  

4.3. Models for analyzing lift sequence data 

In this section the methods which are used for analyzing the lift sequence data are described. The 

first part is an explanation of a clustering method called k-means. In the second part, the fitting, 

evaluation and inference of a Bayesian hierarchical model is explained. As the main topic of the 

thesis is the process for reducing the data, the amount of time for analyzing the lift sequences was 

limited. Therefore, the aim is to make a descriptive and explorative analysis of the usage of the lift 

functions. The chosen models are the ones I thought could be reasonable to use for answering the 

questions about lift sequences stated in the Objective section. Unfortunately, I did not have time to 

compare different methods or test more advanced methods.  

4.3.1. K-means 

The k-means clustering method is a centroid-based clustering technique with the objective of 

grouping observations that are similar to one another and dissimilar to other observations in the 

same cluster (Han, Kamber, and Pei, 2011). To cluster the points are k centroids defined where the 

centroid is the center point of each cluster. Each observation is clustered to the cluster which has 

the shortest Euclidean distance from the centroid to the observation. A measure of the quality for 

the clustering is the within-cluster variation. That is the sum of square error between the all 

observations in a cluster and the cluster centroid (equation 14).  

𝐸 =  ∑ ∑ 𝑑𝑖𝑠𝑡(𝑝, 𝑐𝑖)
2

𝑝∈𝑐𝑖

𝑘

𝑖=1

   (𝑒𝑞. 14) 

In equation 14, k is the number of clusters, 𝑐𝑖 is the centroid of the current cluster and p an 

observation that is clustered into the current cluster. The aim with minimizing E is to create 

clusters that are the most compact and most separated ones (Han, Kamber, and Pei, 2011). 

However, to try each possible set of centroids rapidly becomes very computationally costly so a 

greedy algorithm is needed. One simple and commonly chosen greedy algorithm is k-means. The 

first step in k-means is that k observations are randomly selected to be starting points for the k 
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cluster centroids. Each observation is thereafter assigned to the cluster which has the closest 

centroid. Then, the iterative improvement of the within-cluster variation clustering begins. First, 

the cluster centroids are updated by taking the mean value of all observations that are part of the 

cluster. Given the new cluster centroids are the observations reassigned. This procedure continues 

as long as the clusters found by the updated set of centroid points are not identical with the 

clusters in the previous iteration. With this greedy approach, there are no guarantees that the 

global minimum is found, instead it is often the case that local optimums are found.  A solution to 

that problem is to run the algorithm multiple times with different initial cluster centroids.  

Since the variables in the lift sequence data set has values of very different magnitudes, the values 

are normalized before clustering. As mentioned above, the Euclidean distance is used and to give 

the variables the same weight the values are normalized. In equation 15 is the formula for the so-

called z-score normalization given.  

𝑍 =  
𝑋 − �̅�

𝜎(𝑋)
   (𝑒𝑞. 15) 

X are the observed values, �̅� the mean value and 𝜎(𝑋) the standard deviation.  

A property of the k-means clustering technique is that all observations are assigned to a cluster 

(Han, Kamber, and Pei, 2011). The time complexity is Ο(nkt) with n being the number of 

observations, t the number of iterations and k the number of clusters. Hence, the algorithm is fast 

and able to relatively efficiently handle large data sets. A difficulty with k-means is to select the 

number for k, the number of clusters. There is no general technique used for this but a proposed 

method is the so-called Elbow method, first mentioned by Thorndike (1953). The idea behind the 

Elbow method is to compare the total within-cluster variation for different values of k and select 

the number of clusters where the decrease in variation starts to drop off. The within-cluster 

variation will always be decreasing until the number of clusters is equal to the number of 

observations. However, after some value for k the decrease often drops off and very little gain 

would be obtained by choosing a larger k. The name of the method comes from that it sometimes 

looks like an elbow when the decrease in within-cluster variation drops off.  

4.3.2. Bayesian hierarchical model 

The Bayesian hierarchical model is a method that can be useful for modelling the influence of a 

variable on a hierarchical level (Gelman et al., 2013). For example, the influence different drivers 

have on the proportion of the total lift sequence time spent on small fork position adjustments can 

be modelled with a Bayesian hierarchical model. That the data is unbalanced, drivers have not 

equal numbers of lift sequences, is something this model handles well.  
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The proportion of the total time that is spent on small adjustments is modelled for each driver. An 

assumption is that the proportions origin from the same distribution for all drivers. However, the 

parameters for the distribution are allowed to vary between drivers. The proportion for each driver 

is represented by the parameters 𝜃1, … , 𝜃𝑑𝑟𝑖𝑣𝑒𝑟 and by using the concept of exchangeability can a 

joint probability model for all parameters be specified (Gelman et al., 2013). By assuming 

exchangeability, it is assumed that there exists no information that separates the 𝜃: 𝑠 except the 

observed data and that no ordering and grouping can be done. Regarding the distribution of the 

parameters, exchangeability means that the joint distribution 𝑝(𝜃1, … , 𝜃𝑑𝑟𝑖𝑣𝑒𝑟) is invariant to 

permutations of the parameter indexes.   

The proportion of time spent on small adjustments, denoted x, is modelled as being normally 

distributed. For the likelihood expression of the data, it is assumed that the observed proportions 

are independent and identically distributed (Gelman et al., 2013).  As the mean values and the 

variances are allowed to vary, the likelihood for the proportion is specified as following: 

𝑥𝑖,𝑑𝑟𝑖𝑣𝑒𝑟~ 𝑁(𝜃𝑑𝑟𝑖𝑣𝑒𝑟, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟
2 ) 𝑓𝑜𝑟 𝑖 = 1 … 𝑛𝑑𝑟𝑖𝑣𝑒𝑟, 𝑑𝑟𝑖𝑣𝑒𝑟 = 1: 165 

Hence, from the common distribution for the proportion is a specific distribution defined for each 

driver. The prior distribution for the 𝜃: 𝑠 is: 

𝜃𝑑𝑟𝑖𝑣𝑒𝑟~𝑁(𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 ) 

The parameters 𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠 and 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2  are so-called hyperparameters, and a common choice for the 

priors of these parameters is to set relatively vague priors (Gelman et al., 2013). Usually when 

vague priors are set, the aim is to just constrain the hyperparameters to a finite but broad region.  

By including the hyperparameters in the model, the uncertainty for the mean and the variance is 

modelled. That the mean and variance is modelled as unknown parameters and have their own 

prior distributions is the key hierarchical part of the model.   

For 𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠 a normal distribution with zero-mean and a standard deviation of 10 is set as prior 

distribution. As mentioned above, the prior is meant to be vague. Since the proportion must lie 

between zero and one, this prior becomes vague and diffuse. The prior for 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2  is a uniform 

distribution over the interval 0:10. It is a rather common choice of prior distribution for the 

variance, see for example Gelman et al. (2013) or Finley (2013). The values for the parameters of 

the uniform distribution are set with the purpose of making the prior vague.  

𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠~𝑁(0,100) 

𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 ~𝑈(0,10) 
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𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2  is the random effects variance, which is the between driver variance for the mean 

proportion of time spent on small fork position adjustments. The last parameter that is modelled is 

the residual error variance, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟
2 , and it is given the same prior distribution as 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠

2 : 

𝜎𝑑𝑟𝑖𝑣𝑒𝑟
2 ~𝑈(0,10) 

The structure of the Bayesian hierarchical model fitted in this report is visualized in figure 12.  

 

Figure 12: Structure for Bayesian hierarchical model 

 

The joint prior distribution is 𝑝(𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠,  𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 ) 𝑝(𝜃|𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠,  𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠

2 ), abbreviated 

𝑝((𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠,  𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 ), 𝜃). It can also be expressed as following: 

𝑝(𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠,  𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 )  ∗ ∏ 𝑁(𝜃𝑑𝑟𝑖𝑣𝑒𝑟|𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠,  𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠

2 )

165

𝑑𝑟𝑖𝑣𝑒𝑟 = 1

   (𝑒𝑞. 16) 

The joint posterior distribution is obtained by taking the prior times the likelihood, which can be 

expressed as  

𝑝(𝜃, 𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 |𝑥)  ∝  𝑝((𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠

2 ), 𝜃) 𝑝(𝑥|𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 , 𝜃) =

𝑝((𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 ), 𝜃) 𝑝(𝑥|𝜃)   (𝑒𝑞. 16)  

By 𝑝(𝑥|𝜃)is the likelihood given, which also can be expressed in the following way: 

∏ 𝑁(𝑥𝑖|𝜃𝑑𝑟𝑖𝑣𝑒𝑟,  𝜎𝑑𝑟𝑖𝑣𝑒𝑟
2 )

165

𝑑𝑟𝑖𝑣𝑒𝑟 = 1

   (𝑒𝑞. 17) 

The simplification of the posterior distribution is possible to perform since the data distribution 

𝑝(𝑥|(𝜇𝑑𝑟𝑖𝑣𝑒𝑟𝑠, 𝜎𝑑𝑟𝑖𝑣𝑒𝑟𝑠
2 ), 𝜃) only depends on 𝜃 (Gelman et al., 2013). The hyperparameters do only 

affect the value of x through 𝜃, not directly. How much the hyperparameters affect the posterior 

distribution of each 𝜃 depends on the number of observed lift sequences for a driver. A small 

number of lift sequences means that the hyperparameters have a larger impact. For a large number 
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of observed sequences, the hyperparameters have less impact but does still constrain the 

parameters for 𝜃.  

Draws from the respective posterior distributions are generated by Gibbs sampling. When the 

expression for the posterior distribution is complex or even analytically intractable, Gibbs 

sampling is a commonly used method (Gelman et al., 2013). It is a method that performs Markov 

Chain Monte Carlo simulation to generate samples from the posterior distribution. To generate 

samples, a distribution that is approximate to the wanted distribution is used. The approximate 

distribution is updated and corrected in each iteration as the next generated value only depends on 

the former value. By using a sequential approach, the aim is to get a better approximation of the 

target posterior distribution for every new iteration. The output from running the Gibbs sampling 

algorithm is a Markov chain with the generated samples. Whether the target posterior distribution 

has been found is answered by analyzing the Markov chain. The normal procedure is however to 

label the first half of the Markov chain as burn-in and discard these values. This is done since it is 

assumed that it takes some time before the chain has converged to the target distribution. The 

period where the chain updates and converges to the distribution is called the burn-in period.  

If the Markov chain has converged to the target posterior distribution is analyzed by visualizing 

the values with at a trace plot and a histogram (Gelman et al., 2013). With the trace plot is the 

stationarity and the mixing of the chain examined. A chain is concluded to be stationary if the 

whole chain follows the same distribution. This can for example be checked by comparing the 

first and second half of the chain. A histogram can also be used for checking the distribution of 

the chain. The mixing is checked by examining how fast the values move over the range of 

values. If the chain moves quickly over the space of the posterior distribution, it has a good 

mixing. Both a good mixing and stationarity is needed for making the conclusion that the chain 

has converged to the target distribution.  However, a bad mixing does not necessary mean that the 

chain has not converged. Another possibility is that the sampling is ineffective, which also can be 

checked by an autocorrelation plot. If the values are highly autocorrelated, the effective size of 

sampled values will be much lower than the number of generated samples and more draws may be 

needed.  

Inference of the generated samples and the point estimate of the proportion of time spent on small 

adjustments is conducted by calculating the Highest Posterior Density (HPD) interval. Instead of 

just looking at the mean value of the proportion it is for Bayesian models common to also 

measure the posterior uncertainty (Gelman et al., 2013).  A popular measure for the uncertainty is 

the HPD interval. Included in the HPD interval are the values that covers 100 * (1-𝛼) % of the 

posterior distribution of the proportion parameter.  
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5. Software 

The logged CAN data is stored with a cloud solution provided by Microsoft Azure. It is made 

available via the Microsoft Azure Storage Explorer but must first be exported to the Storage 

Explorer via the Azure Export Tool. The format of the exported data is set in the Export Tool 

where the logged data runs through a script written in C-Sharp which transforms the data in the 

chosen way. The filtered and decimated data is obtained by a minor modification of the script that 

already was written by an employee at the company. When the data has been exported to the 

Storage Explorer it can be exported in csv format to a local computer. Further refinements and 

analysis of the data are done in R (R Core Team 2016). In figure 13 is the path of the data from 

cloud storage to an exported csv file and analysis of the data visualized.   

 
Figure 13: Data path 

 

For the further refinements and analysis of data are several R (R Core Team 2016) packages used. 

The package tidyr (Wickham, 2017) is used for reshaping the data. RColorBrewer (Neuwirth, 

2014), scales (Wickham, 2016), ggplot2 (Wickham, 2009), grid (R Core Team, 2016) and 

gridExtra (Auguie, 2016) have functions which are used for creating the visualizations presented 

in the report. For the Bayesian hierarchical model are the packages rjags (Plummer, 2016) and 

coda (Plummer et al., 2006) used. The double sigmoid curves are fitted with the greenbrown 

package (Forkel et al., 2015).  

  

RStudio
The csv file from the table storage is imported into RStudio. In Rstudio are further data cleaning, 

visualizations and analysis actions performed.

Azure storage explorer
Data is imported into the table storage from the export tool. From the table storage can a csv file 

be exported.

Azure export tool
Data in the events table is filtered, decimated and transformed into the desired format. Thereafter 

exported. 

Azure data storage

Events table with data as it is received from the CAN buses on the forklifts.
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6. Results 

In the first part of the results section, the data reduction process is covered. The results are 

presented step by step from the autocorrelations to the evaluation of decimation levels. In this 

section is data from forklift 6079185 between 05:45 and 14:25 the 21th of November 2016 used. 

From the presented results is the model order of the AR filter and level of decimation chosen. In 

the second part of the chapter are results from the analysis on the lift sequence data set presented.  

6.1.  Autocorrelation 

In figure 14 is the autocorrelation for each signal and every lag from 1 to 200 plotted. The lags 

correspond to the autocorrelation for the value 0.02 seconds to the value 2 seconds back. 

 
Figure 14: Signal autocorrelations 

 

It can be noted that the autocorrelation differs quite a lot among the signals. For the lift function 

signals, the LiftActive signal and the forklift speed signal (MCU_ForkLiftLowerSpeed) the 

autocorrelation becomes low much faster than for the other signals. The values for the side shift 

signal have a moderately high autocorrelation after around 0.25 seconds and a low autocorrelation 

after around 0.40 seconds. In comparison, the autocorrelation for the signals DHU_Load, 

LoadDetected, MCU_ForkHeight, MCU_PressureFreeLift and MCU_SpeedInKmh is very high 

for all calculated lags. In general, the autocorrelation stays high longer for the signals from the 

main control unit (MCU) and becomes low earlier for the lift function signals. The autocorrelation 

is not calculated for any further lags as the results presented in figure 14 give sufficient 

information about the signals. A notable result from this section is that the autocorrelation for 

some of the signals does become low in the interval of examined lags.  
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6.2.  Predictive performance of AR model 

The predictive performance of AR models of order 1 to 60 is shown in figure 15. To measure the 

performance is data divided into 5 folds for cross validation and the normalized mean square 

error, NMSE, of the predictions on test data is calculated. The average NMSE over all signals on 

each order is the value shown in figure 15 for the respective model orders. 

 
Figure 15: NMSE for AR model 1:60 

 

For low model orders, the NMSE decreases rather quickly. Around the model AR (6) the level of 

the NMSE stabilizes a bit, but is still decreasing. The lowest NMSE is obtained for the model AR 

(24), and thereafter the NMSE increases a little bit. Between the AR models of order 24 up to 60 

is the difference in NMSE small.  

In table 5 is the model with lowest NMSE, and the NMSE, listed for each signal. For the lift 

function signals are rather low model orders giving the best result, and for the MCU signals and 

the other signals are the preferred model orders more mixed between high and low orders. 

Table 5: Lowest NMSE for each model and on average 

Signal Model order NMSE 

CID_Aux2_Sideshift 7 0.00687 

CID_LiftLower 12 0.03842 

CID_ReachInOut 13 0.04308 

CID_Tilt_Aux1 7 0.00298 

MCU_Brake 1 0.01591 

MCU_ForkHeight 13 0.00007 

MCU_PressureFreeLift 45 0.00465 

MCU_SpeedInKmh 60 0.00010 

MCU_Throttle 2 0.00420 

DHU_LiftActive 60 0.00091 

DHU_Load 11 0.02281 

MCU_ForkLiftLowerSpeed 60 0.00142 

LoadDetected 51 0.00054 

Overall 24 0.01097 
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In figure 16-19, the NMSE for the side shift, lift/lower, throttle and driving speed signal is plotted. 

Figures with the NMSE for model order 1 to 60 for the remaining signals can be found in the 

appendix. 

 
Figure 16: NMSE for side shift signal  Figure 17: NMSE for lift/lower signal 

 

 
Figure 18: NMSE for throttle signal  Figure 19: NMSE for driving speed 

signal 

 

For the side shift signal the NMSE quickly decreases down to the AR (7) model and thereafter 

slowly increases for the remaining model orders. A rather similar pattern can be seen for the 

lift/lower signal. The NMSE for the AR models of the throttle signal is much lower for AR (2), 

which has the lowest NMSE, than for AR (1) but not so different to the NMSE for models of 

higher order. The NMSE for the driving speed, figure 19, decreases quickly for model 1 to 10 and 

thereafter decreases more slowly. It is notable that the lowest NMSE is obtained for the highest 

model order included, AR (60).   

6.3.  Evaluation of decimation 

The decimation by different factors is evaluated in different ways depending on the characteristics 

of the signal. For the lift function signals and the binary signals are the occurrences of main 

interest to capture. The events when the steering function was used, or when the load detection 

signal or the lift active signal shifted from 0 to 1, constitute valuable information to keep. 
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Therefore, the number of occurrences for the steering signals and number of shifts for the binary 

signals are counted in the original data set, and in the decimated data set. The decimated data set 

is obtained by filtering the data with an AR (k) model and then keeping every kth value in the 

filtered data set. In figure 20 is the rate of missed spikes, or shifts, plotted together with a double 

sigmoid curve which is estimated from the obtained rates for each signal. The green line 

corresponds to the highest accepted rate of missed occurrences or shifts, which is set to 0.075. The 

value for the highest accepted miss rate is decided upon after discussion with the supervisor at the 

university and workers at the company about how much information that in worst-case can be 

acceptable to lose. No further examination of the choice of highest acceptable miss rate is 

included in the thesis. The estimated values for the parameters in the double sigmoid equation can 

be found in the appendix.  

 
Figure 20: Evaluation of decimated spike signals 

It can be seen that the general trend for all signals in figure 20 is that the miss rate increases for 

higher model orders. Also, it is notable how the fitted double sigmoid curves differ between the 

signals. For the signals with binary values, lift active and load detected, the rate stays very close to 

0 and then continuously increases. The curve for the tilt signal have a positive slope up to model 

order 40 and then changes to a straight line. The side shift signal has a curve that looks similar, 

but with the differences that it has a negative slope after model order 45.  

An interesting pattern can be seen for the lift/lower and the reach signal. For both signals, the 

slope of the curve is positive up to model order 50, approximately. Thereafter, there is a drop in 

the rate and the rate stays at a lower level also for the remaining model orders. Hence, there seem 
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to be some dependency among the values for these signals. The rate of missed occurrences is 

almost equal for model order 30 and 50, and the latter model order performs better than all models 

with an order between 30 and 50.  

The highest model order with a rate of missed occurrences that is lower than or equal to 0.075 is 

presented in table 6. For each signal, the model order is given for both the estimated rates and the 

fitted double sigmoid curve. On the last line are the results summarized with the worst-case 

scenario, which is the lowest model order. Since the aim is to decimate data as much as possible, 

without losing too much information, the lowest model order with a rate lower than or equal to 

0.075 corresponds to the worst-case scenario. It can be seen in table 6 that it is the tilt signal that 

has the lowest model order, and that the model order for the double sigmoid curve is 18.  

Table 6: Highest model order with a rate <= 0.075, for estimated rates and double sigmoid 

curve 

Signal Model Double sigmoid model 

CID_Aux2_Sideshift 35 32 

CID_LiftLower 52 23 

CID_ReachInOut 22 21 

CID_Tilt_Aux1 19 18 

DHU_LiftActive 23 23 

LoadDetected 35 34 

Worst-case scenario 19 18 

 

In figure 21, the mean area under the curve for the difference between the original data and the 

decimated and interpolated data for model order 1:60 is plotted. The area under the curve is the 

measure used for analyzing the decimation of the MCU signals, signals from the motor, and the 

load weight signal. For these signals is the general appearance, the pattern, of importance to 

capture instead of occurrences. To facilitate the comparison of the results for the signals is the 

output scaled to the range 0-1. 
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Figure 21: Evaluation of decimated non-spike signals 

 

It can be noted that the pattern differs quite a lot between the signals. For some of the signals, the 

difference between the original data and the decimated and interpolated data appears to be small. 

For example, the load signal and the driving speed signal, from model order 20 and onward, have 

a small area under the curve. Signals like the brake and the fork lift/lower speed in general have a 

larger area under the curve. A pattern that is visible for most of the signals is that the value for the 

mean area under the curve differs rather little among different model orders. Exceptions are the 

signal for the driving speed, with significantly larger area under the curve for low orders, and the 

brake signal, which has its smallest area under the curve for low orders. For the other signals, the 

difference is small between the respective models.  

Table 7 summarizes the results in figure 21. Given for each signal and the average over all signals 

is the model that results in the smallest area under the curve, the lowest difference between 

original and decimated + interpolated data. However, as mentioned above the difference between 

the model orders was small for the majority of the signals.  

Table 7: Model with smallest area under curve 

Signal Lowest 

Average 24 

DHU_Load 11 

MCU_Brake 3 

MCU_ForkHeight 8 

MCU_ForkLiftLowerSpeed 13 

MCU_PressureFreeLift 43 

MCU_SpeedInKmh 48 

MCU_Throttle 50 
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6.4. Choice of decimation factor 

Given the results presented in 5.1-5.3 is 18 the chosen decimation factor. That the filtered and 

decimated data do not lose too much information from the lift function signals and the load 

detected signal is prioritized over the performance of the decimation on the other signals. Hence, 

18 is the chosen decimation level as that model order corresponded to the worst-case scenario for 

the lift function signals and the binary signals. The evaluation of the decimation of the motor 

signals and the load weight signal is of course also of interest as it is important that not too much 

information is lost for these signals either. However, the decision of which decimation factor to 

use is primarily based on the results for the lift function and binary signals.  

In order to get a feeling of how well the decimated data resembles the pattern of the original data 

for the MCU signals and the load weight signal, a visual analysis is conducted. Figure 22 and 23 

compares the original and decimated data for the driving speed signal, and figure 24 and 25 gives 

a comparison for the load weight signal. With figure 26 and 27 the original and decimated data for 

the brake signals is compared. Plots with examples for the remaining signals can be found in the 

appendix. 

 
Figure 22: Original driving speed data 

 
Figure 23: Decimated driving speed data 

 

 
Figure 24: Original fork height data 
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Figure 25: Decimated fork height data 

 

 
Figure 26: Original brake data 

 

 
Figure 27: Decimated brake data 

 

The pattern in the plot with the decimated data is very similar to the pattern in the plot with the 

original for both the driving speed and the fork height. It does seem like the most of the important 

information is kept after the decimation. There are some small differences, but in general can the 

same information about the usage be obtained from both data sets. For the brake signal, the plots 

are not similar to those for the driving speed and the fork height signal. As could be seen in figure 

21, the brake signal was one of the signals with the largest scaled mean area under the curve. 

Moreover, figure 21 shows that low model orders result in higher similarity between the original 

data set and the decimated set for the brake signal.   

6.5.  Analysis of AR model coefficients 

The model coefficients are obtained by fitting an AR (18) with the full data set used in the first 

part of the results chapter. A table with the values of the coefficients for each signal can be found 

in the appendix. A heatmap with the values of the coefficients can be seen in figure 28. The 
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purpose of the heatmap is to investigate which coefficients that have the largest impact on the 

filtered values.  

 
Figure 28: AR (18) model coefficients 

 

As expected, the first coefficient for each signal has a value around 1. After the first coefficient, 

the pattern differs between the signals. The CID signals, the lift function signals, have coefficients 

which drop off quickly to 0 and thereafter take low negative values before they drop off once 

again and stay close to 0. The overall pattern for the MCU signals is not as homogenous as the 

pattern for the CID signals. However, in general, the coefficients for the MCU signals shift more 

between positive and negative values and do not drop off to 0 as quickly as the CID signals. The 

lift active signal and the load weight signal have coefficients which are very similar. For both 

signals are coefficient 2 to 18 very close to 0, except coefficient 10 that have a low negative value 

and coefficient 11 that have a low positive value. The coefficients for LoadDetected differs rather 

clearly from all other signals coefficients as all but the first coefficient takes a value that is very 

close to 0. 
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Figure 29: Significance of AR (18) model coefficients 

 

The heatmap in figure 29 visualizes which coefficients that are statistically significant. P-values 

lower than 0.05 means that the coefficient is significantly larger than zero and higher p-values 

means that the coefficient is insignificant. If the coefficient is green, it is significant and if the 

coefficient is red, it is insignificant. Notable is that most the coefficients for the signals 

DHU_LiftActive, DHU_Load, LoadDetected are insignificant. For the other signals, most of the 

coefficients are significant.  

6.6.  Analysis of lift sequences – Case 1 

Lift sequences are in the report analyzed given two different cases. In the first case, the main topic 

is how many times the steering levels are used during a lift. Each time that the steering level is 

moved from its start position is counted and this count of usages is of interest. A k-means 

clustering of drivers and of forklifts given the usages of the fork adjustment functions and the 

usage of the forklifts is presented as well. 

In table 8 are descriptive statistics for the usage of the fork adjustment functions presented and in 

figure 30 are histograms for the usage plotted. The minimum, maximum, mean and median 

number of times that a function is used during a lift sequence is calculated. It can be seen that the 

lift/lower is the most used function, followed by reach. Side shift is used rather infrequently and 

tilt is seldom used.  
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Table 8: Descriptive statistics for usage of fork adjustment function 

Name Min Max Mean Median Variance 

LiftLower 0 30 4.75 4 8.89 

Reach 2 22 3.23 3 2.87 

Side_Shift 0 12 0.35 0 0.56 

Tilt 0 9 0.10 0 0.20 

 

 
Figure 30: Histograms for usage of fork adjustment functions 

 

An aggregated data set is created with the mean value for load weight, fork height and number of 

usages of the steering levers for each driver. This data is normalized and then clustered with the k-

means method. The choice of k, number of clusters, is done by applying the elbow method. 

 
Figure 31: Model comparison for driver clustering 

 

No clear drop-off in the total within-cluster sum of squares can be seen in figure 31. Around k 

equal to four or five the decrease however seems to settle and gradually become smaller. 

Therefore, a k-means clustering with k set to four is performed.  

A summary of each cluster is given in table 9. It seems like there is a clear outlier in the data as 

cluster 1 consists of one observation only. The second cluster has a lower mean value for the 
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maximum fork height and number of lift/lowers, and a higher number of tilts and side shifts 

compared to cluster three and four. There are rather few drivers in the cluster, 12, and the average 

number of lifts is also lower than in the other clusters. The fork height and number of lift/lowers 

increases gradually for cluster three and four. Notable is also that the load weight is highest for 

cluster four.  

Table 9: Summary of driver clusters, averages for each variable 

Variable Cluster 1 Cluster 2 Cluster 3 Cluster 4 

LoadStart 0 77.27 80.04 156.01 

LoadEnd 0 85.78 67.43 165.82 

MaxForkHeight 445 706.35 1123.48 1719.23 

LiftLowNum 15 3.85 4.29 5.45 

SideSNum 5 0.58 0.39 0.30 

ReachNum 5 3.08 3.03 3.49 

TiltNum 1 1.27 0.07 0.11 

Number of drivers 1 12.00 108.00 44.00 

N_liftsAverage 1 296.92 489.64 713.07 

 

The same aggregating procedure is repeated, but for each of the 12 forklifts instead. In figure 32, a 

somewhat clearer drop-off for the decrease in total within-cluster sum of squares can be seen. 

Therefore, a k-means clustering with k set to 4 is fitted.  

 
 

Figure 32: Model comparison for forklift clustering 

 

A summary of the clusters can be found in table 10. Again, it can be noted that the number of 

lift/lowers increases with the fork height. Reversely, the number of tilts is the highest for the 

cluster with lowest mean for the maximum fork height. Regarding the load weight, the forklifts in 

cluster 4 are the forklifts with the highest average load weight and the highest average fork height.   
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Table 10: Summary of forklift clusters, averages for each variable 

Variable Cluster 1 Cluster 2 Cluster 3 Cluster 4 

LoadStart 60.60 114.63 95.75 147.62 

LoadEnd 52.98 125.51 79.66 156.27 

MaxForkHeight 833.99 1146.19 1209.70 1766.40 

LiftLowNum 3.61 4.34 5.16 5.35 

SideSNum 0.51 0.29 0.50 0.23 

ReachNum 2.82 3.53 3.33 3.12 

TiltNum 0.42 0.10 0.08 0.05 

Number of forklifts 2.00 3.00 4.00 3.00 

N_liftsAverage 6606.00 7388.00 6058.75 9424.00 

 

The mean value of the variables for the respective forklifts is summarized in table 11. It can be 

noted that the usage of the fork adjustment functions differs between the forklifts, and that the tilt 

function by far is used the most by forklift 3466054297. In general, it seems like the average 

number of lift/lowers and the average load weight is higher when the average fork height is 

higher.  

Table 11: Mean values for each forklift 

 

6.7.  Analysis of lift sequences – Case 2 

In the second case is the struggle time of a lift sequence the main topic. Struggle time is defined as 

the time spent on giving commands for the position of the forks which lasted for less than or equal 

to two seconds. Of course, the definition of struggle time could be more advanced and complex 

but as a first step into the analysis of struggling time this definition is thought to be sufficient. The 

main aim is to look at how much time the driver spends on making small adjustments on the 

ForkliftID LoadSta

rt 

LoadEn

d 

MaxFork

Height 

LiftLo

w 

Num 

SideS 

Num 

Reach 

Num 

Tilt 

Num 

cluster N_lifts 

3466054297 81.18 70.31 644.63 2.83 0.53 2.80 0.64 1 4854 

3466228009 40.01 35.64 1023.35 4.38 0.48 2.84 0.20 1 8358 

3466160997 116.27 115.83 985.12 3.78 0.24 3.19 0.02 2 8255 

3466249488 119.86 146.22 1407.02 5.28 0.34 3.76 0.26 2 3777 

3466251720 107.77 114.48 1046.41 3.97 0.29 3.64 0.02 2 10132 

3466054301 98.41 93.79 1097.40 5.15 0.47 3.39 0.08 3 1960 

3466079185 90.67 59.77 1217.68 5.10 0.49 3.31 0.12 3 5095 

3466079957 97.23 64.17 1204.72 5.30 0.48 3.27 0.10 3 10163 

3466160990 96.69 100.90 1319.01 5.10 0.56 3.34 0.01 3 7017 

3466079966 138.93 146.05 1683.96 5.59 0.30 2.95 0.10 4 6538 

3466149721 157.76 166.74 1769.21 5.01 0.16 3.20 0.02 4 12266 

36161647 146.17 156.02 1846.05 5.44 0.23 3.20 0.03 4 9468 
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position of the forks during a lift. If the driver uses the steering lever for two seconds or less, the 

change in position of the forks must be small and therefore is only a small adjustment to the 

position conducted. This type of small adjustments is thought to occur when the driver struggles 

to place the forks in the right position to reach out to a rack. In figure 33 are histograms for the 

time spent on small adjustments with each of the fork adjustment steering levers plotted. 

 
Figure 33: Small adjustment time for each fork adjustment function 

 

The total time that is spent on small adjustments is plotted with a histogram in figure 34.  Three to 

four seconds of small adjustments is the most common amount of time that is spent on small 

adjustments. The proportion of the total time for a lift sequence that is spent in small adjustments 

is visualized with a histogram in figure 35. A proportion around 0.05-0.25 is the most common 

proportion of the total time of a lift sequence that is spent on making small adjustments to the 

position of the forks. The average proportion that is spent on small adjustments is 0.17.   

 
Figure 34: Total small adjustment time Figure 35: Struggle time proportion 
 

Next is the convergence and efficiency of the Markov chains for the Bayesian hierarchical model 

examined. 30 000 samples were generated for each parameter, with the first half being the burn-in 

period. The trace plot, histogram and autocorrelation plot is shown for four of the chains. In total, 
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there are 165 drivers and the Markov chains for the reminder of the drivers can be found in the 

appendix.  

 
Figure 36: Chain diagnostics plots, mu Figure 37: Chain diagnostics plots,  

driver 70908 
 

Both in figure 36 and figure 37, the trace plot indicates that the chain is stationary and has a good 

mixing. Also, when plotted in a histogram, the chains seem to have converged to a normal 

distribution. That the mixing is good and that the Markov chains are effective are indicated by the 

low autocorrelations in the autocorrelation plots.  

 
Figure 38: Chain diagnostics plots,       Figure 39: Chain diagnostics plots, 

driver 473612       driver 530846 
 

The Markov chains in figure 38 and 39 are rather similar to the ones presented in figure 36 and 

37. Given both the trace plot and the histogram it seems like the chain has converged to a normal 
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distribution. The chains are efficient when sampling from their distribution and has a good 

mixing.  

In figure 40 are 95 % HPD intervals and the mean value plotted for each driver. Each interval is 

colored after which forklift that the drivers uses the most.   

 
Figure 40: HPD intervals 

 

Notable in figure 40 is that the proportion of the total lift sequence time that is spent on small 

adjustments does differ between drivers. The uncertainty for the mean also differs quite a lot 

between drivers. For some drivers, the HPD intervals are rather wide and for some the intervals 

are very narrow. 

In table 12 is some further information about the drivers in the upper and lower 5 % quantile for 

the mean presented.  The number of lifts is included and it can be noted that, in general, the 

interval is narrower for the drivers with a higher number of lifts.  
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Table 12: Drivers in lower and upper 5 % quantile of the mean 

DriverID N_lifts Upper.95 Lower.95 Mean ForkliftID 

353948 2185 0.066 0.074 0.070 3466160997 

523408 18 0.058 0.137 0.096 3466160997 

530847 255 0.089 0.113 0.101 3466079957 

465371 541 0.095 0.112 0.104 3466054297 

548542 73 0.083 0.127 0.105 3466228009 

566841 13 0.067 0.154 0.111 3466054301 

420134 66 0.088 0.135 0.112 3466160997 

387303 225 0.099 0.125 0.112 3466228009 

35502 446 0.103 0.121 0.112 3466079966 

543954 1168 0.218 0.229 0.223 3466160990 

35528 209 0.212 0.239 0.226 3466079957 

548514 472 0.227 0.245 0.236 3466228009 

35499 812 0.229 0.243 0.236 3466161647 

35546 222 0.224 0.250 0.237 3466079957 

548515 153 0.228 0.259 0.243 3466228009 

46572 175 0.231 0.260 0.246 3466054301 

35541 114 0.232 0.268 0.249 3466054301 

548513 930 0.295 0.307 0.301 3466228009 
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7. Discussion 

The main topic for the thesis was to present an approach for reducing the size of the data. To 

reduce data, the digital signal processing technique decimation was used. An AR (k) model was 

used for filtering the data, and the choice of k corresponded to the choice of decimation factor. A 

k equal to 18 proved to be the choice that both reduced the size of the data quite a lot and resulted 

in that most of the important information was kept. When decimating the data, there is always a 

balance between reducing the size of the data and not losing too much information. Given that 7.5 

% of the times a lift function is used or the LoadDetected change status are missed in the worst-

case scenario, the data could be reduced by a factor of 18.  

Regarding the model coefficients, it was found for most of the signals that the majority of the 

coefficients were significant. Hence, the choice of model seems to be adequate for the data. Also, 

the appropriateness of the AR (18) model and the decimation for the non-spike signals was 

examined visually in section 6.4. The visual comparison of the original data and the decimated 

data also indicated that most of the general pattern and important information was kept after the 

decimation. The only exception is the brake signal which was not represented well with the 

decimated data. Why the brake signal not was well decimated by an AR (18) is suggested to have 

two possible explanations. The first is that the brake signal is not used very often by the drivers 

and that a larger data set with more usages of the brake function would result in a better model. 

The second explanation is that a lower decimation factor is needed for the brake signal, it cannot 

be decimated that much without losing a lot of information.   

For analyzing the usage of the lift functions during the lift sequences, the presented approach for 

processing the data is thought to be useful. Most of the information about how much the 

respective lift functions are used is kept, and data for longer periods and multiple forklifts can be 

exported and analyzed. Compared to Vestenicky et al. (2011), the approach in this thesis is more 

advanced and gives more details about the effect of selecting different decimation factors with 

respect to the information lost. Also in Wu (2010), no detailed information about how the 

decimation factor of 16 is selected for the regions of lower interest is given.  

A clear drawback with the proposed procedure for decimating the data and selecting k for the AR 

model is that information which may be valuable when analyzing the lift sequences may be lost. 

To only keep every 18th value inevitably leads to losses, which increases the uncertainty for the 

obtained results regarding the lift sequences and usage of the lift functions. The method proposed 

by Wu (2010) could be implemented to increase the precision, as no observations during the 

periods of interest would be discarded. However, dynamic decimation requires that it is known at 
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the decimation step which observations that belongs to a region of interest. Since it was not 

known beforehand which observations belong to a lift sequence, it was not possible to test the 

dynamic decimation methodology in this thesis. It would however be an interesting approach to 

try in future studies, given that it is possible to know which regions that are of interest when 

performing the decimation.  

In the analysis part of the report there were two cases regarding the usage of the fork position 

adjustment functions during lift sequences analyzed. The data set used for analyzing the 

respective cases was created by first labeling each row in the decimated data set as belonging to 

lift sequence or as not belonging to a lift sequence. From each lift sequence was thereafter 

information extracted about the sequence. An alternative approach for finding lift sequences could 

be an approach similar to the one applied by Karaduman et al. (2013). In the article by 

Karaduman et al. (2013) is a training data set built with labels that tell if it was an aggressive or a 

calm driver. The corresponding approach for this report would be to sample train data where it is 

known which rows that are part of a lift sequence. By using such information, the manually 

defined rules for extracting could be discarded and a model that classifies rows could be trained 

instead. An interesting future study could then also be to compare the rules used by the model 

with the manually created rules.  

In case 1 were descriptive statistics for the fork adjustment function usage presented. These 

numbers corresponded well to the small study made for the company fair held in January. The 

lift/lower function is the most used function, followed by the reach function. The side shift 

function is used occasionally and the tilt function is not used very often. A k-means clustering for 

drivers and forklifts was also conducted. For the clustering of the drivers there seem sto be some 

relation between fork height and number of lift/lowers, and perhaps also between the fork height 

and the number of reachs. The relationship between fork height and lift/lower usages was found 

also for the clustering of forklifts. How the usage of the lift/lower function and the reach function 

differ at different fork heights is something that could be explored further in future studies. The 

sequence in which commands for the fork adjustment functions are used and whether patterns can 

be found for when many usages are performed could be interesting to consider. It could also be 

interesting to add a variable like driver experience for investigating if more experienced drivers in 

general give fewer commands during a lift. Regarding the tilt function, it was found that it was 

used rather equally for all forklifts except one that had the clearly highest number of average uses 

per lift sequence. When the tilt function is used, by whom it is used and what factors that can 

explain the use of it is another possible future scope. A way for doing that could be by 

incorporating more knowledge and information where and for what the forklifts are used.  
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In the second case was the struggling time of a lift sequence the main topic. The struggling time 

was defined as adjustments to the position of the forks that was given for two seconds or less. 

This is a rather simple definition of struggle time that could be further elaborated. For example, it 

could be possible that the driver lifts the forks too high and therefore directly lowers the forks 

without stopping. Then, the time for lowering the forks also should be part of the struggling time. 

However, the most common case is assumed to be that the driver stops and performs a new 

command. Regarding the results, it can be noted that the Bayesian hierarchical model gave that 

the proportion of lift time that is spent on struggling with the position of the forks differ between 

drivers. The mean values for the drivers ranged from 7 % to 30 %. It could also be noted that the 

variance seemed to be rather low as the drivers with many lifts had very narrow 95 % HPD 

intervals. For this analysis, an interesting progression could be to add driver experience as a factor 

that explains the proportion of time spent on small adjustments. An assumption the employees at 

the company has is that the more experienced drivers struggles less with the positioning of the 

forks.   
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8. Conclusion 

Investigated in this thesis are the possibilities and effects of reducing CAN data collected from 

forklifts. The purpose of reducing the data was to create the possibility of exporting and managing 

data for multiple forklifts and a relatively long period of time. For doing that was an 

autoregressive filter implemented for filtering and decimating data. Connected to the decimation 

was also the aim of generating a data set that could be used for analyzing lift sequences and in 

particular the usage of fork adjustment functions during lift sequences.  

The findings in the report are that an AR (18) model works well for filtering and decimating the 

data. Information losses are unavoidable but kept at a relatively low level, and the size of data 

becomes manageable. Each row in the decimated data is labeled as belonging to a lift sequence or 

as not belonging to a lift sequence given a manually specified definition of the lift sequence event. 

From the lift sequences is information about the lift, like the number of usages of each fork 

adjustment function, load weight and fork height gathered. The analysis of the lift sequences gave 

that the lift/lower function on average is used 4.75 times per lift sequence and the reach function 

3.23 times on average. For the side shift the mean is 0.35 per lift sequence and for the tilt the 

mean is 0.10. Moreover, it was also found that the struggling time on average is about 17 % of the 

total lift sequence time. The proportion of the lift that is struggling time was also shown to differ 

between drivers, with the lowest mean proportion being 7 % and the highest 30 %.  

To sum up the report, it can be concluded that there are a lot of possible topics and possible 

progresses for the results and the methodology presented in the report. The analysis part in the 

report is most of an explorative and rather simple character, which also was the idea with that 

section. To get started with some analysis and from the generated results formulate ideas about the 

future progress of the analysis of lift sequences was the main goal with the conducted analysis. A 

future study that I believe could be interesting to do would be to combine the dynamic decimation 

with a trained model for finding lift sequences. The aim with that study would be to decimate data 

more effectively in terms of information losses and get rid of the need to manually specify the 

rules for the definition of a lift sequence.  
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10. Appendix 

10.1.  NMSE plots 

 
Figure 41: NMSE for reach signal  Figure 42: NMSE for tilt signal 

 

  
Figure 43: NMSE for brake signal                  Figure 44: NMSE for fork height signal 

 

  
Figure 45: NMSE for pressure free lift signal Figure 46: NMSE for lift active signal 
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Figure 47: NMSE for load weight signal         Figure 48: NMSE for forklift lower speed signal 

 

 
Figure 49: NMSE for load detected signal 

 

 

10.2. Parameter coefficients for double sigmoid curves 

Parameter Sideshift LiftLower ReachInOut Tilt LiftActive LoadDetected 

m1 0.15 0.11 0.13 0.14 0.00 0.00 

m2 -0.37 -0.19 -0.15 -0.15 -0.02 0.01 

m'3 27.27 0.58 0.09 0.47 11.59 30.17 

m'4 53.85 23.91 0.07 0.13 0.41 3.65 

m'5 45.93 49.08 49.42 39.87 63.47 61.88 

m'6 0.84 0.79 0.30 0.72 0.89 1.26 

m7 -0.01 -0.01 0.00 0.00 0.00 0.00 
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10.3. Visualization of decimation – None-spike signals 

 

Figure 50: Original load weight data 

 

 
Figure 51: Decimated load weight data 

 

 
Figure 52: Original forklift lower speed data 

 

 
Figure 53: Decimated forklift lower speed data 
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Figure 54: Original pressure free lift data 

 

 
Figure 55: Decimated pressure free lift data 

 

 
Figure 56: Original throttle data 

 

Figure 57: Decimated throttle data 
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10.4. AR (18) coefficients 

Order MCU

_Bra

ke 

MCU_Fo

rkHeight 

MCU_ForkLiftLow

erSpeed 

MCU_Pressu

reFreeLift 

MCU_Spe

edInKmh 

MCU_Thrott

le 

1 1.01 1.16 1.16 0.87 0.59 1.64 

2 -0.06 0.07 0.16 0.20 0.24 -0.55 

3 0.05 -0.03 -0.06 -0.02 0.19 -0.14 

4 0.04 -0.08 -0.13 -0.08 0.12 0.01 

5 -0.03 0.03 -0.04 -0.08 0.03 0.05 

6 0.00 -0.10 -0.07 -0.01 0.00 0.03 

7 0.04 0.01 -0.01 0.03 0.00 -0.03 

8 -0.10 -0.03 -0.02 0.04 -0.01 -0.05 

9 0.07 -0.03 0.00 0.03 -0.01 0.03 

10 -0.02 0.06 0.02 0.01 -0.02 0.01 

11 0.03 -0.09 -0.04 -0.01 -0.03 -0.02 

12 -0.02 0.01 0.00 -0.01 -0.03 0.00 

13 -0.02 0.00 0.00 0.00 -0.03 0.00 

14 0.03 -0.01 0.01 0.01 -0.03 0.01 

15 -0.05 0.05 0.00 0.02 -0.02 0.00 

16 0.01 -0.05 -0.02 0.01 -0.02 0.00 

17 -0.01 0.01 0.00 0.01 0.00 -0.01 

18 0.02 0.02 0.03 -0.02 0.02 0.00 

 

Order CID_Aux2

_Sideshift 

CID_LiftL

ower 

CID_Reach

InOut 

CID_Tilt_

Aux1 

DHU_Lift

Active 

DHU_

Load 

LoadDetec

ted 

1 0.79 0.83 0.83 0.72 0.99 1.00 0.99 

2 0.30 0.21 0.20 0.33 0.00 0.00 0.00 

3 0.06 0.04 0.01 0.08 0.00 0.00 0.00 

4 -0.03 0.00 0.00 -0.03 0.00 0.00 0.00 

5 -0.05 -0.03 -0.02 -0.04 0.00 0.00 0.00 

6 -0.06 -0.02 0.00 -0.04 0.00 0.00 0.00 

7 -0.04 -0.03 -0.02 -0.03 0.00 0.00 0.00 

8 -0.02 0.00 0.00 -0.02 0.00 0.00 0.00 

9 0.02 -0.01 0.01 -0.01 0.00 0.00 0.00 

10 0.01 -0.02 -0.01 -0.01 -0.05 -0.08 0.00 

11 0.01 0.01 0.00 0.03 0.05 0.07 0.00 

12 -0.01 0.02 0.01 0.01 0.00 0.01 0.00 

13 0.00 0.00 -0.01 -0.04 0.00 0.00 0.00 

14 0.01 0.00 0.00 0.02 0.00 0.00 0.00 

15 0.00 0.01 0.02 -0.01 0.00 0.00 0.00 

16 0.00 -0.01 -0.01 0.00 0.00 0.00 0.00 

17 -0.01 0.00 0.00 0.00 0.00 0.00 0.00 

18 0.00 0.00 0.00 0.00 -0.01 0.00 0.00 

 



 

61 

 

10.5. R-code 

Code for the Bayesian hierarchical model: 

drivers <- unique(DriverData$DriverID) 

data_list2 <- list(StruggleProp=DriverData$AdjustProp, 

Driver=as.numeric(factor(DriverData$DriverID, levels=drivers)), drivers = length(drivers), lifts = 

nrow(DriverData)) 

modelString2="model{for(i in 1:lifts) { 

StruggleProp[i] ~ dnorm(theta[Driver[i]], tau.e)  } # likelihood  

for(z in 1:drivers) { 

theta[z] ~ dnorm(mu,tau.z) } # Driver means (random effects) 

# priors 

mu ~ dnorm(0, 0.1) 

tau.z <-  1 / sigma2.z # Translating variance to precision 

sigma2.z ~ dunif(0, 10) # betw-Driver (random) var of mean StruggleProp 

tau.e <-  1 / sigma2.e # Translating variance to precision 

sigma2.e ~ dunif(0, 10)  # residual error variance 

} 

" 

modelFit2 <- jags.model(textConnection(modelString2), data=data_list2, n.chains=3, n.adapt=5000) 

update(modelFit2, 5000) 

s1_2 <- coda.samples(modelFit2, variable.names=c("mu", "theta"), n.iter=10000, thin=2) 

Code for labeling of rows – Functions used for finding lift sequences:  

newLiftFunc <- function(Data){ 

  Data$liftAction = 0 

  NRow <- nrow(Data) 

  for(i in 2:NRow){ 

    if(NRow -i > 2 & (Data$LoadDetected[i] - Data$LoadDetected[i+1] !=0 | Data$DHU_Load[i] - 

Data$DHU_Load[i+1] != 0) ){ 

      SEQ <- seq(((Data$time[i])-2), ((Data$time[i])+2), 0.01) 

      Ind <- which(Data$time %in%  SEQ) 

      Data$liftAction[Ind] = 1  } 

    if(NRow - i > 2 & (Data$CID_Aux2_Sideshift[i] != 0 | Data$CID_ReachInOut[i] != 0 | 

Data$CID_LiftLower[i] != 0  | Data$CID_Tilt_Aux1[i] != 0)){ 

      SEQ2 <- seq(((Data$time[i])-2), ((Data$time[i])+2), 0.01) 

      Ind2 <- which(Data$time %in%  SEQ2) 

      Data$liftAction[Ind2] = 1 }} 

  return(Data)} 

liftNumber <- function(Data){ 

  if(Data$liftAction[1] == 1){ 

    j=1  } 

else{ 

    j=0  } 

  Data$liftNumber <- j 

  NRow <- nrow(Data) 

  for(i in 2:NRow){ 

    if(Data$liftAction[i-1] == 0 & Data$liftAction[i] == 1){ 

      j <- j+1 

      Data$liftNumber[i] <- j } 
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    if(Data$liftAction[i] == 1){ 

      Data$liftNumber[i] <- j } 

    if(Data$liftAction[i] == 0){ 

      Data$liftNumber[i] <- 0}} 

  return(Data)} 

mergeFunc <- function(Data){ 

  seqList <-unique(Data$liftNumber) 

  seqList <- subset(seqList, seqList > 0) 

  liftEvents = data.frame(sequence=0, timeShift=0, length=0, endTime=0) 

  k = 0 

  for(i in seqList){ 

    k = k+1 

    Ind <- which(Data$liftNumber == i) 

    lastInd <- rev(Ind)[1] 

    liftEvents[k,1] = k 

    liftEvents[k,2] = Data$time[Ind][1] 

    liftEvents[k,3] = Data$time[lastInd] - Data$time[Ind][1] 

    liftEvents[k,4] = liftEvents[k,2] + liftEvents[k,3] } 

  liftEvents$diff <- c(liftEvents$timeShift[-1] - liftEvents$endTime[-length(liftEvents$endTime)],NA) 

  lengthSeq <- length(seqList) 

  j = 0 

  while(lengthSeq > j+1){ 

    j = j+1 

    IndFirst <- which(Data$liftNumber == seqList[j])  

    IndSecond <- which(Data$liftNumber == seqList[j+1])  

    IndBtw <- ((rev(IndFirst)[1]+1) : (IndSecond[1]-1))  

    if(liftEvents$diff[seqList[j]] <= 5 & max(Data$MCU_SpeedInKmh[IndBtw]) < 4 ){   

      Ind3 <- c(IndBtw,IndSecond) 

      Data$liftNumber[Ind3] <- seqList[j] 

      Data$liftAction[Ind3] <- 1 } 

    seqList <-unique(Data$liftNumber)[-1] 

    lengthSeq <- length(seqList) 

  } 

  return(Data)}   

seqCheck <- function(Data){ 

  seqList <- unique(Data$liftNumber) 

  seqList <- if(seqList[1] == 0){ 

    seqList = seqList[-1] 

  }else{ 

    seqList } 

  for(f in seqList){ 

    Ind <- which(Data$liftNumber == f) 

    if(all(abs(diff(Data$LoadDetected[Ind])) == 0)| (all(Data$CID_Aux2_Sideshift[Ind] == 0) & 

all(Data$CID_LiftLower[Ind] == 0) &all(Data$CID_ReachInOut[Ind] == 0) &  

all(Data$CID_Tilt_Aux1[Ind] == 0))){ 

      Data$liftAction[Ind] <- 0 

      Data$liftNumber[Ind] <- 0  } } 

  return(Data)} 
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speedFunc <- function(Data){ 

  NRow <- nrow(Data) 

  for(i in 2:NRow){ 

    if(Data$liftAction[i] == 1 & Data$MCU_SpeedInKmh[i] > 5){ 

      SEQ <- seq(((Data$time[i])-1), ((Data$time[i])+1), 0.01) 

      Ind <- which(Data$time %in%  SEQ) 

      if(all((Data$MCU_SpeedInKmh[Ind]) > 5 & all(Data$CID_Tilt_Aux1[Ind] == 0) & 

all(Data$CID_LiftLower[Ind]== 0) &  

             all(Data$CID_ReachInOut[Ind]== 0) & all (Data$CID_Aux2_Sideshift[Ind] == 0)) ){ 

        Data$liftAction[Ind] = 0 

      } } } 

  return(Data)} 

forkBreakFunc <- function(Data){ 

  for(i in 1:nrow(Data)){ 

    SEQ = seq(Data$time[i]-4, (Data$time[i]), 0.01) 

    Ind = which(round(Data$time,2) %in%  round(SEQ,2)) 

    if(any((Data$MCU_ForkHeight[i] - Data$MCU_ForkHeight[Ind] < - 500 & 

Data$MCU_ForkHeight[i] < 100 & abs(Data$CID_Aux2_Sideshift[i]) < 50 & 

abs(Data$CID_LiftLower[i]) < 50 & abs(Data$CID_ReachInOut[i]) < 50 & 

abs(Data$CID_Tilt_Aux1[i]) < 50)  == TRUE) ){ 

      Data$liftAction[i] <- 0 

 }} 

  return(Data)} 

10.6. Markov chain diagnostics 
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