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Abstract

This thesis presents and investigates a dependency-based recursive neural network
model applied to the task of natural language inference. The dependency-based model is
a direct extension of a previous constituency-based model used for natural language infer-
ence. The dependency-based model is tested on the Stanford Natural Language Inference
corpus and is compared to the previously proposed constituency-based model as well as a
recurrent Long-Short Term Memory network. The experiments show that the Long-Short
Term Memory outperform both the dependency-based models as well as the constituency-
based model. It is also shown that what is to be explicitly represented depends on the
model dimensionality that one use. With 50-dimensional models, more explicit represen-
tations of the dependency structure provides higher accuracies, and the best dependency-
based model performs on par with the LSTM. Higher model dimensionalities seem to favor
less explicit representations of the dependency structure. We hypothesize that a smaller di-
mensionality requires a more explicit representation of the relevant linguistic features of
the input, while the explicit representation becomes limiting when a higher model dimen-
sionality is used.
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1 Introduction

Any competent speaker of a language can understand the meaning of a well formed expres-
sion in that language given that they understand its constituent parts, regardless of whether
they have encountered this exact expression before: language is a highly productive system.
This is often ascribed to the principle of compositionality – the meaning of a sentence can
be determined by the meaning of the words and the rules used to combine them, meaning
that as long as we understand the words and have knowledge of the rules used, we can
understand any given sentence. This linguistic ability allow us to form representations of
expressions that we can use to reason about their meaning and their relation to the world
and other expressions. Recent years have seen a large interest in computational models for
reasoning about the relationship between sentences, most commonly whether two sentences
entail or contradict each other, often referred to as reasoning about textual entailment or natural
language inference (NLI). This is something that has a long history in natural language pro-
cessing. Many of the recent approaches to this problem have made use of neural network
models that encode sentences into distributed sentence representations, vector representations
of sentences that in some way are able to capture the larger meaning of them. Since they
work by combining individual word representations in to sentence representations, they can
be said to model the phenomena of compositionality.

The sentence encoding models that have shown to be successful have often made use of
the structure of the sentence somehow. We can interpret sentence structure in, at least, two
ways. One way is to say that the structure is the directly linear sequence the words appear
in. Most of the models employed for natural language processing use this interpretation.
Another way is to explicitly model the grammatical structure of sentences, which is a slightly
less common approach. If we choose to use this interpretation, we also need to decide how
we represent the grammatical structure. The two main ways of representing syntax in natural
language processing is phrase-structure grammar and dependency grammar. Dependency
grammar has become ever more popular in recent years. Most models for the encoding of
sentences do however make use of phrase-structure descriptions of grammar, especially the
ones that have been applied to NLI. However, NLI often involves reasoning about events and
the actors involved in them. Dependency grammar explicitly capture the predicate–argument
structure in sentences, which could be beneficial for the task of NLI.

1.1 Purpose

Recursive neural network models that explicitly capture the grammatical structure of sen-
tences have been shown to be useful for the task of natural language inference. However,
these models have used phrase-structure grammar as their underlying representations, and
dependency-based descriptions of grammar in recursive neural networks are not as well ex-
plored for the purpose of natural language inference.

The purpose of this thesis is to explore whether the representational difference between
constituency and dependency grammar have an impact on how well recursive neural net-
work models perform on the task of natural language inference, and whether this explicit
modeling of syntactic structure is beneficial compared to using the linear structure, as has
previously been suggested.

The main motivation behind this idea is that dependency grammar models predicate–
argument structure and events and actors in sentences in a more explicit way than what
phrase-structure grammar does. The focus on key events and actors is arguably important
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1.2. Research questions

for natural language inference, since it does require reasoning about who is doing what in the
given sentences.

1.2 Research questions

1. Does the use of dependency grammar instead of phrase-structure grammar as the un-
derlying representation in a recursive neural network improve the performance on the
task of natural language inference?

2. Is the explicit modeling of syntactic structure in sentence encoding models for natural
language inference beneficial compared to only making use of the linear structure?

1.3 Organization

This thesis is organized as follows. Chapter 2 will survey the relevant background, includ-
ing a brief introduction to natural language inference, composition in distributional semantic
models, as well as different types of syntactic descriptions and how they can be modelled in
neural networks. Chapter 3 will describe how the modification of a previously suggested re-
cursive neural network model for natural language inference for handling dependency based
grammars can be done, as well as the experimental setup used to test this new dependency-
based model. Chapter 4 will describe the results from the previously described experiments,
and Chapter 5 will discuss these results. Finally, Chapter 6 will conclude this thesis.
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2 Background

This chapter will present the necessary background needed, including a brief introduction to
the task of natural language inference, what we mean by distributed representations of words
and sentences, how we can describe syntactic structure, and commonly used neural network
models used for inducing sentence representations.

2.1 Natural Language Inference

The task of recognizing entailment and contradiction in text, also known as natural language
inference (NLI), has a long history in natural language processing, and has been argued to
be an important step in deriving meaning from text (Condoravdi et al., 2003). The task as
such is often structured as given two sentences, a premise P and a hypothesis H, recognizing
whether P entails H, where P is said to entail H if a human would say that H is most likely
true given P (Dagan et al., 2006). For example, consider the premise in example (1) and the
two hypotheses in example (2):

(1) A happy golden retriever is playing with a small red ball in the park.

(2) a. A dog is playing with a toy.

b. A sad cat is sleeping.

Most people would indeed agree that example (2a) is true given example (1): it is entailed by
example (1). And while one can not say that example (2b) is not true, it is not something that
can be reasonably inferred from example (1). While this example may seem trivial, it is some-
thing that presupposes linguistic knowledge as well as world knowledge. For example, one
need to know that “golden retriever” is a compound word that refers to a specific dog breed,
that the place the dog is in (“the park”) is irrelevant for deciding whether the hypothesis (2a)
is true, and that the small red ball is a toy.

Many approaches to solving this problem have been suggested throughout the years,
ranging from reasoning with various types of logic (Fyodorov et al., 2003; MacCartney and
Manning, 2007), to different types of neural network approaches (Bowman et al., 2016; Mou
et al., 2016). Many of the recent neural network approaches to NLI have made use of dis-
tributed sentence representations, where sentences are represented as vectors in some vector
space. One of the reasons for this is that NLI provides a good way to evaluate such models,
since it requires the ability to reason about high-level linguistic concepts.

Stanford Natural Language Inference Corpus

Recognizing the fact that NLI has become a testing ground for models using distributed rep-
resentations of words and sentences, Bowman et al. (2015) released a large corpus, motivated
by the fact that previous datasets dedicated to the NLI task have been to small to train the data
hungry models that are commonly employed when creating distributed sentence represen-
tations, which often are based on neural networks containing a large set of parameters. The
corpus, Stanford Natural Language Inference (SNLI) corpus, contains approximately 570,000
human-labeled sentence pairs. The labels are entailment, contradiction and neutral, indicating
whether the premise entails, contradicts, or does not say anything about the hypothesis, re-
spectively. As such it is a classification task. Example sentences with their corresponding
labels from this corpus are presented in Table 2.1.
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2.2. Distributional semantics and compositionality

Table 2.1: Examples of sentence pairs from the development section of the SNLI corpus.
Adapted from Bowman et al. (2015).

Premise Hypothesis Label

A black race car starts up in front of
a crowd of people.

A man is driving down a lonely
road.

contradiction

A soccer game with multiple males
playing.

Some men are playing a sport entailment

An older and younger man smiling. Two men are smiling and laughing
at the cats playing on the floor.

neutral

E CN

Neural network classifier

Concatenate

Sentence encoder Sentence encoderpremise hypothesis

xpremise xhypothesis

Figure 2.1: Representation of how sentence encoding models for the SNLI task typically is
used to predict labels for a premise and hypothesis. The two sentences are encoded into a vec-
tor representation and sent into a neural network where they are concatenated and processed
in order to yield a prediction over the three labels neutral, entailment and contradiction.

Distributed sentence representations for NLI

The availability of SNLI corpus has spawned numerous different proposals for how to solve
the task with distributed sentence representations, with most of them being based on differ-
ent types of neural networks. These range from different type of recurrent neural networks
(Vendrov et al., 2015; Bowman et al., 2015), to convolutional networks (Mou et al., 2016) and
recursive neural network variants (Bowman et al., 2016). Figure 2.1 show a typical classi-
fication pipeline used for sentence encoding models. The premise and hypothesis are first
encoded into d-dimensional vectors by some encoding function. They are then concatenated
and sent through a neural network that yields a prediction over the three labels entailment,
contradiction, and neutral. The sentence encoders generally share the same parameters in the
encoding of both sentences. The work that is presented in this thesis is focused on the spe-
cific form of the sentence encoder, and whether there is anything to gain from making this
sentence encoder taking the dependency structure into account during the encoding process.

2.2 Distributional semantics and compositionality

What we are ultimately interested in are vector representations of sentences that are built
from vector representations of the constituent words. Towards this end we will begin by
briefly surveying how vector representations of words can be induced, and how these word
representations can be combined to form representations of larger linguistic units.
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2.2. Distributional semantics and compositionality

Distributional semantics

Recent years have seen a surge in interest in distributed word representations, where the idea
is to represent words in a vector space where semantically (and syntactically) similar words
lie near each other. This allows us to for example measure how similar two words are by
measuring their distance in the vector space, which can be exploited to create models that
better generalize. While this idea is not new to natural language processing, it has received
increased interest in recent years, much thanks to the resurgence of neural network learning.
Neural networks play especially well with these types of vector representations.

Many models for inducing distributed word representations have been suggested
throughout the years. And while they differ in many ways, they all rest upon the distribu-
tional hypothesis (Harris, 1954) which states that words that are distributionally similar are
also semantically similar, i.e. words that appear in similar contexts have similar meanings.
The basic idea is then that we can induce word representations that can capture similarities
among words by observing which contexts words occur in natural language text. The sim-
plest way to achieve this is by constructing a VˆC matrix M, where V is the number of words
in the vocabulary, C is the number of contexts and each entry Mij corresponds to the number
of times word i occur in the context of j in the corpus. What is chosen as context depends on
what is deemed to be indicative of similarity. In Latent Semantic Analysis (LSA) (Deerwester
et al., 1990) the context is the defined as the documents the words appear in, while in Hyper-
space Analogue to Language (HAL) (Lund and Burgess, 1996) the context is defined as the n
words surrounding a word. Representing words with their full vector extracted from the ma-
trix is however not an optimal way to represent words, since that vector will have a very high
dimensionality and will also be very sparse. One way to obtain vectors of more manageable
size is to use standard dimensionality reduction techniques on the full co-occurrence matrix,
such as singular value decomposition, as is done in LSA. Another way, which has become
ever more popular in recent years, is to induce low-dimensional word representations from
the get-go. Most of these types of word representation models are inspired by neural network
language models (Bengio et al., 2003). A language model tries to model the probability of ob-
serving a word wt given the previous words wt´1, wt´2, ..., wt´n. A neural network language
model tries to solve this by associating each word with a randomly initialized d-dimensional
vector, and then using neural network approaches to model the conditional probability of ob-
serving a word given the previously observed words. This results in both a language model,
as well as word representations that capture how words co-occur. When using this type of
setup only for inducing useful word representations, the restriction of only looking at previ-
ous words can be done away with and words in a surrounding window of n words can be
used instead, much like is done in HAL. The task could then be designed as, given a context
of n words, try to predict the word appearing as the center word of this context.

Popular models for inducing fixed size word vector representations from large corpora
include the two word2vec models, skip-gram (SG) and continuous bag-of-words (CBOW)
(Mikolov et al., 2013), and GloVe (Pennington et al., 2014). The two word2vec models are
based on a shallow neural network architecture with one hidden layer, and induce word rep-
resentations by modeling the conditional probability of observing a word w given the context
c (CBOW), or observing the context c given the word w (SG). GloVe is a model inspired by
both earlier global matrix factorization models (e.g. LSA) and the more recent prediction-
based methods (e.g. CBOW and SG). GloVe induce word representations by training a log-
bilinear regression model over a global word co-occurrence matrix, with the objective of try-
ing to adjust the word vectors such that the dot product between co-occurring words vectors
are as similar as possible to the probability of the given words co-occurring.
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2.3. Describing syntactic structure

Composition in distributional models of semantics

While there exist models for inducing distributed word representations that in an adequate
way can approximate word meaning through the quantification of distributional informa-
tion, the question of how these isolated word representations can be combined to capture the
meaning of larger linguistic units, such as sentences, is a difficult and important challenge.
Since language arguably is a compositional system, where smaller units can be combined into
larger units according to some rules, a model of semantics must be able to somehow capture
this. The most common way to combine word vector representations to form representations
of larger units is by using a bag-of-words approach, typically by summing or averaging the
vector representations corresponding to the words. This is however not a particularly suit-
able model of linguistic composition since it does not preserve the linear or syntactic structure
of the given sentence. Two sentences can have different meanings despite sharing all of their
constituents, as in the examples John loves Mary and Mary loves John; but in the case of a rep-
resentation based on the sum of the constituents would be equal (Mitchell and Lapata, 2010).

Mitchell and Lapata (2010) define a general framework for composition in distributional
models of semantics. Given two words represented as vectors a and b, a function expressing
the compositional meaning p is defined as p = f (a, b, R, K), where R is a syntactic relation
holding between the two words and K is some kind of background knowledge. The spe-
cific function f can take many forms, and Mitchell and Lapata (2010) experiment with a few
different models based on addition and multiplication, as well as tensor products.

Many methods have been proposed for modeling compositionality in distributional se-
mantic models throughout the years. These models have represented words as both vectors
and matrices, where the word matrix acts as a function that maps a word from one mean-
ing to another (Baroni and Zamparelli, 2010; Grefenstette et al., 2013). Given for example a
noun modified by an adjective, the noun would mapped to a new vector capturing the com-
positional adjective-noun meaning by multiplying the noun vector with the adjective matrix
(Baroni and Zamparelli, 2010). Other models have made use of different types of neural
network approaches for creating distributed sentence representations, often making use of
models that are able to capture the linear or syntactic structure of sentences. These neural
network models will be further expanded upon in Section 2.4.

2.3 Describing syntactic structure

As this work is largely concerned with representations of syntactic structure, we need to more
precisely define the syntactic explanations that we are dealing with. We will briefly survey the
two types of syntactic representations that are used throughout this work from a perspective
of computational linguistics. There are several variations of these two syntactic representa-
tions, but we will stick to the basic representations that are typically used in computational
models of syntax.

Phrase-structure grammar

Phrase-structure grammar1 represents the syntactic structure of a given sentence as hierar-
chically structured phrases or constituents, which simply can be said to be the grouping of one
or more words according to some exhibited properties. A phrase behaves as a single unit
within in a given sentence and always has a head word, which can be used to describe the
type of phrase we are dealing with. Consider for example the leftmost noun-phrase (NP) in
Figure 2.2(a). The noun “woman” is the head word, and the other words in this phrase are,
in one way or another, modifying this noun. This phrase could be replaced by another noun-
phrase: we could for example say that “A sad man is holding an umbrella” without changing
the overall structure of the sentence, as we still have the same type of phrase in its place.

1Also called constituency grammar. Both phrase-structure and constituency grammar will be used here.
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2.3. Describing syntactic structure

S

VP

VP

NP

NN

umbrella

DT

an

VBG

holding

VBZ

is

NP

NN

woman

JJ

costumed

VBG

smiling

DT

A

(a) A phrase-structure tree.

A smiling costumed woman is holding an umbrella

ROOTdet

amod

amod
nsubj

aux det

dobj

(b) A dependency tree.

Figure 2.2: Two different ways of representing syntactic structure, where figure (a) is a phrase-
structure tree and figure (b) is a dependency tree. The sentence is taken from the development
section of the SNLI corpus.

Dependency grammar

In dependency grammar, syntactic structure is represented by relations that link two words
together. These relations, dependency relations, hold between two words, a head and a dependent
(or child). The child is syntactically subordinate to the head. An example could be an adjective
that modifies a noun, where the adjective would be dependent on the noun acting as the
head. This type of description is quite different from the phrase-structure description in what
is explicitly represented. As the dependency description represents grammatical structure as
functional relations among words, the predicate–argument structure can easily be inferred
from the representation. Such information can also be said to be encoded in the phrase-
structure tree, however not explicitly represented.

Figure 2.2 presents a dependency tree as well as a phrase-structure tree over the same
sentence. Consider how the word “woman” is represented and how the modifying words
are represented in the two trees. In both representations one can say that the word forms
a cluster with its modifiers centered around it. However, the dependency tree represents
how the different words modify the head word explicitly through the relations. The phrase-
structure tree does not capture how the surrounding words modify its head explicitly.

Parsing

In natural language processing parsing is the task of automatically inferring the grammatical
structure of a sentence. It is a highly active subfield, and there exist many different ways
to go about this problem. One highly popular paradigm is shift-reduce parsing (Aho and
Ullman, 1972). In its original form, a shift-reduce parser produce a binary constituency tree,
and works as follows. It makes use of two data structures: a buffer and a stack. At the start

7



2.4. Neural networks

of operation, the buffer holds all the tokens of the given sentence. At any given time the
parser has two options: to SHIFT or to REDUCE. The SHIFT operation pops the top word on
the buffer and pushes it onto the stack. The REDUCE operation essentially builds the tree,
by popping the two topmost words on the stack, and merge them into a single node that is
pushed onto the top of the stack. For the REDUCE operation to be allowed there has to be at
least two tokens on the stack, and for the SHIFT operation to be allowed there has to be at
least one token on the buffer. When the buffer is empty and there is exactly one node on the
stack, parsing is complete with the result being a full parse tree. Shift-reduce style parsing is
highly efficient, as it reads a sentence in a single sweep from left to right, consuming 2N ´ 1
operations where N is the length of the sentence.

Shift-reduce style parsing is a highly popular way for parsing dependency grammars,
more commonly know as transition-based dependency parsing, since it has shown to be both
accurate and efficient (Nivre, 2008). The main difference between a transition-based depen-
dency parser and a constituency shift-reduce parser, apart from the representations that they
operate upon, is the set of allowed operations. Transition-based parsers also make use of
an additional data structure, which is a set of relations holding between words, i.e. the par-
tially built dependency tree. There exist many different transition systems, descriptions of
which transitions are allowed and the prerequisite state that the parser has to be in for it to
be allowed. A parser state can be described by the states of the three data structures used:
the contents of the buffer, the contents of the stack and the set of relations that represents
the (partially) built tree. Most transition systems share at least three core transitions: SHIFT,
LEFT-ARC and RIGHT-ARC, where a LEFT-ARC and RIGHT-ARC transition attaches a head to a
left or a right child, respectively.2

The main problem in transition-based dependency parsing is to predict the correct action
given each state during parsing. This stems from the fact that the parser generally can ap-
ply several different transitions in each state, and together with the ambiguity of language,
deciding which transition is correct is a non-trivial problem (Nivre, 2008). Deciding the cor-
rect transition given a parser state is generally tackled with machine learning approaches,
where a classifier is induced by training it on state-transition pairs that have been extracted
by running the parser over trees extracted from a dependency annotated treebank.

2.4 Neural networks

Recent years have seen a resurgence in the interest in neural network models as powerful
machine learning models. They have been successfully applied in a variety of areas, not at
least in most areas of natural language processing. Neural network models have also been
shown to be powerful models when it comes to creating sentence representations.

A neural network typically consist of one or more layers, which is some sort of transforma-
tion of the incoming input. The simplest, and perhaps most widely used, is the fully connected
layer, which is a linear transformation of some input x by multiplication of a weight matrix
W and the addition of a bias term b, followed by an element-wise non-linear function g:

NNFC = g(Wx + b) (2.1)

A feed-forward neural network can be constructed by chaining such fully connected lay-
ers together, where the output from each layer serves as input to the next layer. The last
layer is the output layer, where the non-linear function is skipped or replaced with e.g. the
softmax function to yield a probability distribution. Neural networks are typically trained
by minimizing some objective function using gradient descent techniques. Say that we are

2This is a description of unlabeled parsing, i.e. only assigning the correct head to a given child without saying
which type of relation they have. For labeled parsing, the arc-transitions are usually augmented with the relation
holding between the two words.
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2.4. Neural networks

given the task of recognizing images of handwritten digits. The images would first be trans-
formed into an input vector, and then sent through one or more fully connected layers. The
last layer would transform its input to a vector with n elements, where n is the number of
classes, and then the softmax function would be applied to this vector. Each element i in
this output vector corresponds to the predicted probability of the example belonging to class
i. We could then proceed to try to minimize the cross-entropy between the predicted dis-
tribution and the real distribution (which would be represented as one-hot vectors with the
element of the correct class being 1). In practice, this is done by computing the gradients with
respect to the error (which in this case is defined as the cross-entropy) and then updating the
parameters of the network (the weight matrices and biases) by moving them in the opposite
direction of the gradient. The gradients are computed using the backpropagation algorithm
(Rumelhart et al., 1986). Exactly how the parameters are updated depends on the particular
optimization algorithm that is chosen; there are many options of which the most simple is
stochastic gradient descent (LeCun et al., 1998), which has the form θ Ð θ´ ηĝ where θ is the
parameters of the neural network, η is the learning rate and ĝ are the gradients with respect
to the parameters.

Recurrent neural networks

Ordinary feed-forward neural networks, while being powerful models, are restricted to pro-
cessing inputs with a fixed size. In the case of some application domains, e.g. natural lan-
guage, the inputs do not have fixed size, such as sentences. While we could process the
inputs to have a fixed size, such as using a continuous bag-of-word representation, it is often
desirable to keep the original structure. Moreover, we often want to make predictions over all
the items in a sequence, where the prediction for an item might be dependent on the previous
items in the sequence. Recurrent neural networks (RNNs) are powerful sequence models that
can process variable length sequences and, at least in theory, capture long-term dependencies
between the items in these sequences, making them very suitable for natural language tasks.
Given a sequence of input vectors X = (x1, x2, ...xt) an RNN produce a hidden state ht for
each timestep in the sequence according to the formula:

ht = tanh(Wxt + Uht´1 + b) (2.2)

What we do with this hidden state depends on the task that we are trying to solve. Fig-
ure 2.3 show two different RNN variants, where Figure 2.3(a) is a transducer and Figure 2.3(b)
is an encoder or acceptor.3 If we are interested in part-of-speech tagging, we can use a trans-
ducer RNN where each hidden state is fed to a classifier (e.g. a feed-forward network) to
predict the part-of-speech for each input token. If we want to use an RNN to create a vector
representation of a sentence, an RNN encoder can be used, where the hidden state of the last
token in the sentence is used as the representation of the entire sentence.

While RNNs are powerful models that in theory are able to capture long-term dependen-
cies in sequences, they can be difficult to train because of vanishing gradients (Bengio et al.,
1994). This means that the gradients become so small that they practically disappear and will
not be able to facilitate any learning for the earlier timesteps. One way to overcome this prob-
lem is to use gating mechanisms that control the flow of information, such as the one used in
Long-Short Term Memory (LSTM) networks (Hochreiter and Schmidhuber, 1997). The LSTM
architecture introduces three different gates and a memory cell ct that control the flow of in-
formation through the network. The gates are one input gate it, one forget gate ft and one

3Encoders and acceptors have the same structure, and the difference between them is generally only how the
hidden state is used. Acceptors make a prediction directly given this state, whereas encoders use the hidden state in
addition to some other information.
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(a) A recurrent neural network acting as a transducer.
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(b) A recurrent neural network acting as an encoder.

Figure 2.3: Two different versions of recurrent neural networks: the topmost works as a trans-
ducer and use the hidden state for each timestep to make a prediction for each item in the
input sequence. The second version works as an encoder that use the last hidden state as a
representation of the entire sequence.

output gate ot, which are d-dimensional vectors with elements in the range [0, 1]. The LSTM
equations have the following form:

it = σ(W(i)xt + U(i)ht´1 + b(i)),

ft = σ(W( f )xt + U( f )ht´1 + b( f )),

ot = σ(W(o)xt + U(o)ht´1 + b(o)),

ut = tanh(W(u)xt + U(u)ht´1 + b(u)),

ct = it d ut + ft d ct´1,

ht = ot d tanh(ct),

(2.3)

where σ is the logistic sigmoid function and d is the the element-wise product.
LSTM networks have shown to be extremely powerful models that have been successfully

applied in a variety of problems within natural language processing.

Recursive neural networks

While the different variants of RNNs, and especially LSTMs, can work well for the purpose of
encoding sentences, models that are able to explicitly model the syntactic structure might be
desirable from a theoretical point of view, since the meaning in language is largely influenced
by syntactic structure (Dowty, 2007). It has been shown that LSTMs can capture syntactic de-
pendencies to some extent, but they do need specific supervision in order to do so effectively
(Linzen et al., 2016). Recursive neural networks (TreeRNNs, to avoid confusion with RNNs)
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‚ ‚ ‚ ‚ ‚S =
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‚ ‚ ‚ ‚ ‚NP = ‚ ‚ ‚ ‚ ‚VP =

compose

‚ ‚ ‚ ‚ ‚V = ‚ ‚ ‚ ‚ ‚NP =

Figure 2.4: Information flow in a recursive neural network. Each node is represented as a
vector: leaf nodes are typically pre-trained word vectors, whereas the inner nodes are vectors
resulting from the composition of two node vectors.

(Pollack, 1990; Goller and Küchler, 1996; Socher et al., 2011a) propagate information accord-
ing to the structure of a parse tree.

The idea behind TreeRNNs is to explicitly model the grammatical structure of a given
sentence, either to parse sentences (e.g. Socher et al. (2011a)) or to create a representation
of sentences that considers the syntactic structure in the encoding process (e.g. Socher et al.
(2011b)). Here we will focus on approaches for sentence encoding. TreeRNNs for encoding
sentences typically operate by recursively combing pairs of words into new nodes, and as
such forming a binary tree structure, with the final result being a vector representation of the
sentence, not unlike the last hidden state from an RNN. Figure 2.4 shows how a recursive
neural network operates. Here, the vector representation of the node S is used as the repre-
sentation of the encoded sentence. The combination of nodes can be done in many different
ways, and is usually some function that maps two d-dimensional vectors into one new d-
dimensional vector that serves as the representation of the new node. A simple composition
function could take the following form (Socher et al., 2011b):

p = g(W
[

x1
x2

]
+ b), (2.4)

where g is a non-linear function applied element-wise, x1 and x2 is the child node represen-
tations and b is a bias term.

There have been many variations on composition functions for TreeRNNs. Socher et al.
(2012) present a model specifically designed for composition in distributional semantic mod-
els, where the words in the vocabulary are represented as both vectors and matrices.

Most of the proposed TreeRNN models have been designed to process constituency trees,
and using dependency grammar as the underlying grammatical description has not been as
popular. This stems mostly from the fact that dependency trees usually have a high branch-
ing factor, making them harder to process efficiently, whereas any constituency tree can be
represented in Chomsky normal form, where each node has either two internal nodes or
one leaf node as children, without losing any information. Thus, one can guarantee efficient
computation of the representation of each node in the tree. There have however been some
proposals on how to make use of dependency grammars in TreeRNNs. Socher et al. (2014)
present Dependency TreeRNNs. The Dependency TreeRNN use a composition function with
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2.4. Neural networks

different parameters depending on whether the child is a left or a right child of a word, and
how far to the left or the right it stands from the head word.

Even more expressive models have been presented. Tai et al. (2015) presents two differ-
ent variations of the LSTM specifically for tree structured networks. The two variations are
suited for dependency and constituency grammars, respectively. They generalize the LSTM
by allowing it to take as input several hidden states, which correspond to the states of the
children, and using additional weight matrices to model the extra information that comes
with the explicit representation of the syntactic structure.

While being desirable from a theoretical point of view, TreeRNNs suffer from some prac-
tical limitations in that it is very hard to utilize batched computation for training and inference.
Batched computation is a technique commonly used for neural network models, where the
idea is to process multiple examples at the same time using matrix–matrix operations in-
stead of matrix-vector operations. This can significantly speed up the computations. Since
the grammatical structure varies from example from example, so does the network topology,
making it hard to make use of batching. When training RNN models that also process se-
quences of variable length, one can pad the examples to have the same length and ignore
the results of the calculations performed on the padding tokens. This is harder when using
TreeRNNs.

The inability of TreeRNNs to utilize batched computation is not an unsolvable problem,
however. Bowman et al. (2016) introduce the Stack-augmented Parser Interpreter Neural
Network (SPINN). The motivations behind SPINN is both to solve the problem of batched
computation, but also to provide a way to integrate the parsing step in the sentence encoding
step, eliminating the need to rely on an external parser to pre-process the input sentences. The
core component of SPINN is a shift-reduce parser (as described in Section 2.3), which instead
of producing a tree as output produces a vector representation of a sentence. This is done by
representing the tokens on the stack and the buffer with word vectors, and when a REDUCE

operation is performed the word vector representations of the involved tokens are popped
of the stack and sent to a composition function. The new vector that is returned from this
composition function is then put back on the top of the stack as the representation of the new
node. Additionally, SPINN introduce a way to also capture the linear structure of sentences,
by feeding a tracking LSTM with the two topmost words on the stack and the topmost word
on the buffer. The resulting hidden state is then used as additional input to the composition
function, and is also the representation that serves as input to a softmax layer that predicts
the next transition if the input has not been pre-processed by an external parser.

12



3 Method

In order to test the adequacy of dependency-based representations of grammatical structure
for natural language inference, a dependency-based sentence encoder that is largely similar
to previous phrase-structure based sentence encoders is implemented. As previously stated,
our motivation for this is that dependency grammars in an explicit way encode predicate–
argument structure, and the task of NLI does to a large extent involve reasoning about events
and the involved actors. This dependency-based sentence encoder is then compared with two
baseline models as well as a re-implementation of the phrase structure based SPINN encoder
(Bowman et al., 2016), which currently is state-of-the-art when it comes to pure sentence
encoding models on the SNLI corpus.

3.1 A dependency-based sentence encoder

The implementation of the dependency-based encoder is based on the SPINN architecture of
(Bowman et al., 2016). The idea behind this architecture, as previously described, is to com-
bine parsing and sentence encoding in order to solve two of the problems associated with
recursive neural networks: relying on already parsed inputs and being inefficient to train
since they cannot be trained using batched computation. The parsing component in SPINN
is a shift-reduce parser that reads a sentence in one sweep from left to right, and builds a
parse tree by performing one of two transitions: shift and reduce. A shift-reduce parser
can be modified to handle dependency structures by allowing making use of additional al-
lowed transitions (as described in Section 2.3), which is the main point of modification for the
dependency-based encoder. While SPINN is designed to be able to handle unparsed inputs,
our main motivation for basing the implementation on this architecture is the relative speed
of computation one can achieve thanks to the ability of using efficient batching, and we will
assume that parsed inputs from which transition sequences can be extracted are also given at
test time.

The parsing component

Modern dependency parsers are often based on the shift-reduce parsing paradigm, and
transition-based parsing techniques is a highly researched area. There exist many differ-
ent types of transition systems, each with their own set of advantages and drawbacks. Our
choice of transition system is the arc-standard system (Nivre, 2004). The arc-standard system
is a fairly simple transition system that has been proven to be quite effective. It uses three
different transitions: LEFT-ARC, RIGHT-ARC and SHIFT. SHIFT pops the topmost token on the
buffer and pushes it onto the stack. LEFT-ARC attach the topmost word on the stack as the
head of the second topmost word on the stack, and pops the child. RIGHT-ARC attach the sec-
ond topmost word on the stack as the head of the topmost word, and pops the child. When
the stack and buffer is empty, parsing is complete. The main motivation behind using this
specific transition system is that it builds the tree strictly bottom-up, utilizing a stack to store
partially processed tokens, as well as a buffer from where the stack is fed with new inputs.
When a child is attached to a head, all the children of said child have been found. When we
compose a head and a child, we want the representation of the child node to be fully built, i.e.
have all of its children “attached”, which is guaranteed with the arc-standard transition sys-
tem. We make a slight modification to the two arc-transitions: when an arc-transition is made,
the token corresponding to the head and the token corresponding to the child is popped of
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3.1. A dependency-based sentence encoder

the stack and sent to the composition function. The result of the composition function is put
back on top of the stack, and serves as the new representation of the head.

More precisely described, the encoder receives input in the form of a mini-batch of n
sentences together with their corresponding transition sequences. Separate buffers and stacks
are kept for each of the sentences, i.e. we have n buffers and n stacks for each mini-batch. For
each step in the transition sequence, the encoder extracts the transition for each sentence, and
applies each transition to the corresponding sentence. For the SHIFT transitions, the relevant
stacks are updated with the tokens from their corresponding buffers. If any LEFT-ARC or
RIGHT-ARC transitions are to be made, all tokens involved in the respective arc-transitions
are collected and sent to the composition function as a mini-batch. These new representations
are then pushed as the top tokens on to the relevant stacks.

Composition function

In order to keep the efficiency of the SPINN architecture, the composition function that is
used should combine pairs of words. This is somewhat tricky, since any given head in a
dependency tree can have a large number of children. But we can achieve word-pair com-
position by interpreting the encoding process as recursively combining head-child pairs; the
given head is combined with a child that in some way modifies it. This is similar to how Dyer
et al. (2015) creates representations of dependency trees in a LSTM-based dependency parser.
Our starting point is the same composition function used in SPINN, the binary tree-LSTM
(Tai et al., 2015). This function produce a hidden state ht for a new node given the state of
two children. It takes as input the hidden state and memory cell of two children hl , cl and
hj, cj and, if the node is a leaf node, a vector representation xt of the word:

it = σ(W(i)xt + U(i)
j hj + U(i)

l hl + b(i)),

fjl = σ(W( f )xt + U( f )
j hj + U( f )

l hl + b( f )),

ot = σ(W(o)xt + U(o)
j hj + U(o)

l hl + b(o)),

ut = tanh(W(u)xt + U(u)
j hj + U(u)

l hl + b(u)),

ct = it d ut + fj d cj + fl d cl ,

ht = ot d tanh(ct),

(3.1)

This function is largely similar to an ordinary LSTM (see Section 2.4). The key differences
is that separate gate matrices U are kept for the hidden state of the left and the right node, as
well as having two forget gates, one for the right child node and one for the left child node. In
the full SPINN model, xt is a vector coming from the tracking LSTM and as such is supplied
for internal nodes as well. We do not use this tracking LSTM for SPINN in our comparisons.

In our dependency-based setup, hj and hl refers to the hidden state of the head and the
dependent, respectively. In order to augment this composition function with the additional
information that we are able to model with the dependency representation, we explore two
slight variations of this composition function. The first variation is that we supply the com-
position function with a vector representation xt of the head word. This is something that
becomes possible thanks to using the dependency representation – in contrast to a phrase-
structure tree, each node in a dependency tree have an associated head word. The hidden
state of the head captures the state representations of the subtree that have been built, but
does not explicitly contain the purely lexical information of the head. Arguably, both parts
are important to capture. The second variation that is explored tries to model the fact that left
and right children often modify a given head slightly differently. Consider for example a verb
in English: the syntactic subject of a verb almost always stands to the left of it, while a syntac-
tic object most commonly stands to the right of the verb. We try to model this by separating
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3.2. Classifying sentence pairs

the transformation matrices of the child (i.e. U(i)
l , U( f )

l , U(o)
l and U(u)

l ) into two sets of matri-
ces. If a LEFT-ARC transition is made, the hidden state of the child is transformed with the left
transformation matrices, while if a RIGHT-ARC transition is made, the right transformation
matrices are used.

Word representations

The described composition function expects at least four inputs for each timestep: two hidden
states h and two memory cells c. This means that the initial word representations that are
used to initialize the buffer should have the form of a tuple (h, c), in order to match the form
that the composition function outputs. We achieve this by first using a word embedding
layer to map word indices to d-dimensional word vectors, and then mapping them through
a projection layer that outputs two d-dimensional vectors:

(h, c) = Wprojx + b (3.2)

This projection layer mapping strategy is the same one used by Bowman et al. (2016) in
the original SPINN architecture. It is also similar to how Socher et al. (2014) handle the word
representations in their Dependency TreeRNN, by mapping them to a new hidden space
before they take part in any composition. With this strategy, the representations of all the
nodes on the buffer and the stack, leaf nodes as well as internal nodes, are tuples of the form
(h, c).

The word embedding layer is initialized with GloVe vectors (Pennington et al., 2014)
which are not updated during training for neither of the models; but the weights of the
projection layer are updated. For the dependency models that use the word vector repre-
sentation as additional input to the composition function, the raw embedding coming from
the embedding layer is used. In this case, each node on the stack and buffer is represented as
a triple (w, h, c), where w is the word embedding corresponding to the word that this node
represents.

Batching and padding

All models that operate over variable-length sequences (such as sentences) need to use
padding in order to make use of batched computation. Bowman et al. (2016) outlines one
strategy for padding in the SPINN model where the transition sequences are cropped or
padded with SHIFTs at the left, and the sentences are cropped or padded to match the padding
of the transition sequence. The padding tokens are still processed but do not have any impact
on the final sentence representation since the empty tokens are not processed by the compo-
sition function. We employ a slightly different strategy. First and foremost, no sentences are
cropped. For each mini-batch, both the sentences and the transition sequences are padded
at the right to the length of the longest sequence in the mini-batch. If the longest sentence is
N, the longest transition sequence is 2N ´ 1. When encoding, the padding tokens are simply
ignored. This padding strategy is used for both the dependency-based encoder as well as our
re-implementation of the original SPINN model.

3.2 Classifying sentence pairs

As the overall task is to classify if one sentence can be reasonably inferred from another, the
sentence pairs need to be classified somehow. This is done by first encoding both sentences
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using the given encoder, and the sending them in to a classifier after combining them as
follows:

xclassi f ier =


hpremise

hhypothesis
hpremise ´ hhypothesis
hpremise d hhypothesis

 (3.3)

This input to the classifier is the concatenation of four vectors: the first two are the en-
coded sentence representations, the third is the element-wise difference between them, and
the fourth is their element-wise product. This combination strategy was first suggested by
Mou et al. (2016) and was also used by Bowman et al. (2016). Previous classification strategies
(e.g. the one used in Bowman et al. (2015)) have only used the concatenation of the two sen-
tence vectors. Mou et al. (2016) motivate using the element-wise difference and element-wise
product of the sentence vectors as additional matching heuristics to capture similarities be-
tween the two vectors, and could show empirically that using them helps in achieving better
classification accuracies. The element-wise difference can be seen as similar to how vector
offsets have been used to reason about word analogies (Mikolov et al., 2013).

The classifier used is a feed-forward neural network with one 1024-dimensional hidden
layer using Rectified Linear Unit (ReLU) activations (Glorot et al., 2011), followed by an out-
put layer that transforms the output of the hidden layer to a 3-dimensional vector that is sent
through a softmax function which yield a probability distribution over the three labels in the
classification task, with the class assigned the highest probability being used as the prediction
for the sentence pair.

3.3 Experimental setup

Baselines and models

The dependency-based recursive sentence encoder is compared to three different baselines:
a bag-of-words baseline, which encodes the sentences by simply summing the word vectors,
an ordinary LSTM from which the last hidden state is extracted and serves as the sentence
representations, and the original SPINN encoder that operates over binary phrase-structure
trees. For the simpler baseline models, the BOW-encoder and the LSTM-encoder, the pre-
viously described projection layer is used to map the d-dimensional word vectors to a new
d-dimensional vector that is used as input to the encoder. We explore two different variants
of the dependency-based encoder, one where the transformation matrices for the children are
shared for both left and right children (DepSPINN-1TMa) and one where separate transfor-
mation matrices are kept for left and right children, respectively (DepSPINN-2TMa). We also
explore making use of the word embedding of the head word for both of these models, as
previously described (which will be referred to as +Lexical).

Data

All models are trained and tested on the SNLI corpus, using the predefined training, devel-
opment and test sets. SNLI consists of 570,000 sentences in total. The training split consists
of 550,000 sentences, and the development and test sets consist of 10,000 sentences each. The
SNLI corpus comes with automatically produced constituency parses for all sentences, in
two versions, both an original representation as well as a binarized one. The binary con-
stituency parse is used to derive transition sequences for the constituency based model. The
original constituency parses are converted to dependency trees in the Universal Dependen-
cies representation (Nivre et al., 2016) with the Stanford parser (De Marneffe et al., 2006).
These dependency trees are then used to derive transition sequences for the dependency-
based encoder. Since the arc-standard transition system only handles projective trees, all the
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non-projective trees are removed from the data. From the training data, transition sequences
for 216 of the sentences could not be derived, while for the final evaluation data, the number
of transition sequences that could not be derived were 4. The sentences from the training
set were removed when training the dependency encoder, but kept for the other encoders.
While this could be considered somewhat unfair, the dataset is so large that the impact of
training on these extra sentences can be considered to be negligible. The four sentences with
non-derivable transition sequences in the test set were kept for the evaluation of all models,
but counted as incorrect classifications for the dependency-based encoders.

Implementation and training

All models used for the experiments are implemented in Python and PyTorch1, including
a reimplementation of SPINN in order to more carefully control parameters and training
procedure for a fair comparison. These implementations are made publicly available.2

Training is performed by encoding both sentences using the given encoder, then com-
bining them and classifying them as previously described. The classifier yield a probability
distribution over the three classes, and our objective function is to minimize the cross-entropy
loss between the predicted distribution and the real distribution, to which an L2 regulariza-
tion term is added:

Lcross´entropy(ŷ, y) = ´ log(ŷt) +
λ

2
}θ}2 (3.4)

where t is the true label of the example, λ is a parameter controlling the amount of regular-
ization and θ is the parameters of the network (Goldberg, 2016).

All models are trained using the same hyperparameters. While some of the models might
perform better given other settings, it would complicate the comparison of the models.

The parameters of the classifiers hidden layer are initialized with random samples from a
Gaussian distribution using the strategy outlined in He et al. (2015), which has been shown
to be a good strategy when using ReLU activations, while the softmax layer is initialized with
random uniform samples in the range [´0.005, 0.005]. All other parameters of the network,
projection layer and encoder parameters, are initialized with uniform random samples in the
range [´ 1?

n , 1?
n ] where n is the output size of the layer. Mini-batch gradient descent is used

together with the RMSProp optimization algorithm (Tieleman and Hinton, 2012) to train the
network. The learning rate is set to an initial value of 0.02 and is decreased during training,
by a factor of 0.75 every 10,000 iterations. The L2 regularization parameter λ is set to 3e-5.
Mini-batch sizes of 64 is used. Batch normalization (Ioffe and Szegedy, 2015) is applied to
the output of the word embedding projection layer, as well as to both the input and output of
classifiers hidden layer. Dropout (Srivastava et al., 2014) with a probability of 0.2 is applied
to the input and output of the classifiers hidden layer. Each model is trained for 15 epochs
over the training data, which roughly corresponds to 120,000 iterations with said batch size.
The models are evaluated on the development set every 5,000 iterations, and the parameters
of the network are saved when the accuracy reaches a new high. The model parameters that
achieved the highest accuracy on the development set during training is used for the final
evaluation.

1https://github.com/pytorch/pytorch
2https://github.com/jesege/nl-inference
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4 Results

Having presented the dependency-based sentence encoder together with the general training
setup, including baselines, training procedures and data, this chapter will present the results
from our experiments. We will present results for 50-dimensional, 100-dimensional and 300-
dimensional encoders. Results for the 50-dimensional and 100-dimensional are produced for
all explored models. 300-dimensional results are produced for the LSTM and SPINN base-
lines, as well as the top-performing dependency-based model, in order to make the results
more easily compared to previously published results on the SNLI corpus. Some error anal-
ysis will also be presented for the 100-dimensional models, in order to make sure that there
is not a large skew in the prediction error distributions as well as seeing whether the models
make the same types of errors.

4.1 50-dimensional sentence encoders

Table 4.1: Results for the 50-dimensional sentence encoders. Test accuracy is the final test ac-
curacy on the test set of the SNLI corpus, while the training accuracy is the accuracy achieved
on the training set during training of the models.

Train accuracy (%) Test accuracy (%)
Baselines

50D BOW 69.26 56.21
50D LSTM 78.26 77.49
50D SPINN 77.57 76.40

Dependency encoders
50D DepSPINN-1TMa 79.27 75.96

+ Lexical 79.41 76.32
50D DepSPINN-2TMa 79.85 76.72

+ Lexical 80.21 77.45

Results for the 50-dimensional sentence encoders are presented in Table 4.1. The first
thing to note is that the LSTM baseline achieves the highest accuracy. The original SPINN
model outperforms the dependency models with a shared transformation matrix for left and
right children. The dependency models with different transformation matrices outperform
the original SPINN, and the top-performing dependency model achieve roughly the same
accuracy as the LSTM. The most interesting thing to note about these results is the pattern
exhibited for the dependency models: the more specialized the architecture is tailored to the
dependency representation the higher accuracy is achieved. First and foremost, using the raw
word embedding of the head as extra input in addition to the hidden representations of the
subtrees (+Lexical) is beneficial for both the models. Adding the lexical information makes
the first dependency model (DepSPINN-1TMa) perform basically on par with the original
SPINN model. Separating the weight matrices for the left and right children further im-
proves the results and this model outperform the SPINN model, and adding the raw word
embedding to this model makes it perform on par with the LSTM. These observations sug-
gest that the information explicitly encoded in the dependency representation can indeed be
useful for the task of NLI.
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4.2 100-dimensional sentence encoders

Table 4.2: Results for the 100-dimensional sentence encoders. Test accuracy is the final test ac-
curacy on the test set of the SNLI corpus, while the training accuracy is the accuracy achieved
on the training set during training of the models.

Train accuracy (%) Test accuracy (%)
Baselines

100D BOW 73.96 63.91
100D LSTM 83.38 80.73
100D SPINN 81.99 79.39

Dependency encoders
100D DepSPINN-1TMa 84.01 80.02

+ Lexical 82.12 79.67
100D DepSPINN-2TMa 83.26 79.42

+ Lexical 83.96 79.11

Table 4.2 presents classification accuracies on the SNLI corpus for the 100-dimensional
sentence encoders used with 100-dimensional word vector representations. Again, the LSTM
outperforms all the recursive sentence encoders, and this time with a larger margin. The re-
sults for the recursive encoders are a bit harder to interpret for these models. However the
dependency model with shared transformation matrices for the children outperform the orig-
inal SPINN, while the dependency models with separate matrices for left and right depen-
dents perform on par or worse than SPINN. The most surprising thing, however, is the com-
plete reversal of the pattern observed for the 50-dimensional dependency encoders, where the
encoders with a composition function more tailor-made to the dependency structure achieved
higher accuracies. For these 100-dimensional encoders the opposite hold: the less tailor-made
the composition function is to the dependency representation, the higher accuracy achieved.

Figure 4.1 presents confusion matrices for the original constituency-based SPINN model,
the LSTM and the top-performing dependency model. The types of mistakes made are largely
similar between all the models. First and foremost, there are no real extremes when it comes
to the distribution of errors: the prediction errors are fairly evenly distributed between all the
labels for all three models. The constituency-based SPINN model is however slightly worse
when it comes to correctly recognizing entailments compared to the other models. While the
dependency-based model are slightly better at this, it still does lag behind the LSTM when
it comes to classifying entailments. Both the dependency-based and the constituency-based
models are better at recognizing contradictions than the LSTM, with the constituency-based
model achieving almost 1 percentage point higher accuracy on this label compared to the
LSTM.

All models are fairly good at distinguishing between contradictions and entailments: the
confusion between these labels are fairly small, and in the case such sentence pairs are mis-
classified, it is more likely that they are labeled as being neutral than being prescribed the
opposite label. Moreover, entailments are more likely to be predicted as being neutral than
contradictions are.

4.3 300-dimensional sentence encoders

Table 4.3 presents results for the 300-dimensional encoders. Since the dependency model
with a shared weight matrix for both left and right children without the addition of the word
vector of the head achieved the highest test accuracy of the two dependency models, it is
the one that is further explored with an increase in dimensionality. The first thing to note
is that the accuracy that is achieved with our reimplementation of SPINN is slightly higher
than the one reported by Bowman et al. (2016), which indicates that our implementation is
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4.3. 300-dimensional sentence encoders

(a) Confusion matrix for the 100D SPINN. (b) Confusion matrix for the 100D DepSPINN-
1TMa.

(c) Confusion matrix for the 100D LSTM.

Figure 4.1: Confusion matrices showing percentages of predicted versus true label for three
models: the constituency-based SPINN, DepSPINN-1TMa, and the LSTM. The y-axis is the
true label, while the x-axis is the predicted label.

Table 4.3: Results on the test split of the SNLI corpus for the 300-dimensional LSTM, SPINN
and DepSPINN-1TMa sentence encoders.

Train accuracy (%) Test accuracy (%)
300D LSTM 84.24 82.85
300D SPINN 86.30 81.15
300D DepSPINN-1TMa 86.45 80.60

indeed correct. The second thing to note is again that the LSTM outperforms both recursive
encoders, and this time with an even larger margin. These results do show a slightly different
pattern than the one exhibited by the 50-dimensional and 100-dimensional encoders: here, the
constituency-based model outperform the dependency-based model.
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5 Discussion

With having presented the results, this section will provide some discussion based on the
observations that was made regarding the performance of the different models explored, as
well as some discussions on how this work and the presented model fits in together with
previous work on neural network models for NLI.

5.1 Results

The results that were presented were not entirely straightforward to interpret, with fairly
large differences in model performance depending on model dimensionality, as well as show-
ing that the LSTM outperform all recursive encoding models. We will provide some discus-
sion as to why the accuracy patterns might look like they do.

The remarkable effectiveness of the LSTM

All the recursive models that were explored had a hard time outperforming the LSTM that
was used as a baseline. The only instance where a recursive encoding model performed
on par with the LSTM were in the 50-dimensional case, where the difference between the
two were 0.04 percentage points, too small of a difference to be significant. However, the
larger the dimensionality, the better the LSTM performed. These observations seem to go
against previous results published on the SNLI corpus. Bowman et al. (2016) observed that
all their SPINN models outperformed the LSTM baseline. This is something that we could not
reproduce here. In fact, our 300-dimensional LSTM baseline significantly outperformed their
equivalent, with 2.25 percentage points. Even when the reimplementation of SPINN achieved
a higher accuracy than reported by Bowman et al. (2016), it could not perform better than the
LSTM. Why the results achieved here are so much higher is not entirely clear as there should
not be a high variability in the exact implementation of an LSTM.

The impact of dimensionality

As previously stated, the performance gap between the LSTM and the recursive models (both
constituency-based and dependency-based) grew with an increase in dimensionality. There
are a few other things in relation to dimensionality that warrants discussion. The first is
that the dependency-based models seemed to benefit from a more explicit modelling of the
syntactic structure in the composition function when a smaller model dimensionality was
used. For the 50-dimensional encoders, the addition of extra information corresponding to
information encoded in the dependency representation increased the accuracy, with the top-
performing dependency-encoder using both separate transformation matrices for the left and
right subtree, as well as the lexical information of the head in form of its corresponding word
embedding. We interpret the encoding process, that recursively computes representations
of head-child pairs, as enriching a given head with information on how it is modified by its
children. The addition of separate transformation matrices for left and right children were
motivated by the fact that left and right children of a head often modifies a head slightly
differently, at least in English. For example, there are very few valid English constructions
where a complement would be placed to the left of its head word, or where an adjective that
modifies a noun is placed to the right of said noun. Moreover, as the hidden representation re-
turned by the composition function can be interpreted as a representation of the built subtree,
the lexical information of the head is not explicitly represented. A large difference between
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constituency-based grammars and dependency-based grammars is that dependency gram-
mars place a larger focus on the lexical dimension. Incorporating the word vector represen-
tation of the head was motivated by trying to model this fact. And indeed, both these mod-
ifications to the composition function showed to improve accuracies for the 50-dimensional
encoders. Strangely enough, this did not continue to hold for the 100-dimensional encoders.
While not entirely clear, there is the possibility that a smaller model dimensionality requires a
more explicit representation of the input, as there is a smaller representational capacity. With
an increase in the dimensionality, there is an increase of what the model is able to learn and
represent: here it seems that the explicit modelling of syntactic structure become a limitation,
as it might be the case that the model is less free in what it should represent.

Explicit and implicit representations

Our motivation for using a dependency-based description of grammatical structure was that
dependency grammars in a more explicit way capture predicate-argument structure than a
constituency grammar, and NLI is a task that to a large extent involves reasoning about events
and its involved actors. It was shown that this explicit representation was beneficial only
when using a smaller model dimensionality, as increased model dimensionality seem to fa-
vor models with a less explicit representation. Bowman et al. (2016) did in fact observe that
the SPINN were able to learn some approximations of headedness, something that, while not
being explicitly represented in constituency grammars, can be inferred from them. Another
observation that has been previously made is that LSTM networks can in fact learn about
grammatical relations. Linzen et al. (2016) showed that LSTMs can learn about syntactic de-
pendencies between words given proper supervision. As syntactic relations between words
can be important for NLI it is entirely possible that this allowed the LSTM to learn about such
things, while still allowing the model more freedom in what to represent.

To sum up the discussions based on the results we do believe that explicit representation
of syntactic structure can be beneficial for the task of NLI. However, this depends entirely on
the dimensionality of the used models. We believe that when models of smaller dimension-
ality are used, the explicit representation is useful. If one is allowed to use a larger dimen-
sionality, models with more explicit syntactic representations can become limiting, and using
models that are able to learn these structures automatically should be preferred.

5.2 The model implemented

The model that was implemented is a direct extension of the previously proposed SPINN
model. The modifications that were explored were applied to the parsing component to allow
making use of a dependency representations, and a slightly different parametrization of the
composition function in order to express the representational difference. We will discuss this
model, and since the model was shown to be useful in some scenarios, how one could further
refine it.

Handling unparsed inputs

One of the things that were not explored were how to handle unparsed inputs. The ability to
handle unparsed inputs is one the great strengths of SPINN. It is however entirely possible to
integrate support for using predicted transitions for the dependency-based encoder as well.
Doing this would most probably have an impact on the results, as was observed by Bowman
et al. (2016), and would likely have a somewhat larger impact on the dependency variant,
since deciding the correct transition in a dependency parser is arguably slightly harder than
for a constituency parser, partly due to having a higher number of transitions. However, the
promising results of the dependency-based encoder are quite exciting given the progress that
is currently being made when it comes to parsing dependency grammars. In fact, the choice
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of composition function was partly inspired by the work of Dyer et al. (2015) who used a
similar, although simpler, composition function to recursively compute representations of
the partly built dependency tree for the purpose of using it as a feature for an LSTM-based
dependency parser. Like the composition function that was used for the dependency-based
encoder here, their composition function computes the representation of the dependency tree
by recursively combining head-child pairs.

High-performing dependency parsers do however often rely on fairly complex feature
functions, and often assume inputs that have been tagged with parts-of-speech, to predict
transitions. Such complex feature functions could be limiting in the sense that they would
add too complexity to the model. Bowman et al. (2016) used fairly simple model of transition
prediction: the state vector from their tracking LSTM is sent through a softmax layer that
yield a prediction over the possible transitions. Kiperwasser and Goldberg (2016) presented
an approach for computing feature representations for a transition-based dependency parser
based on LSTMs. Their results showed state-of-the art results on a standard parsing bench-
mark, even without using part-of-speech tags, while being fairly efficient. One could possibly
use a similar, perhaps somewhat simpler, feature function to extract features and predict the
next transition to provide a way to handle inputs that have not been parsed.

The composition of head and child

The composition function that was used is based on the binary TreeLSTM-function (Tai et al.,
2015) and was used to compose word-pairs: a head with a child. This strategy was interpreted
as enriching the head with the additional information that the modifying child provides,
recursively. Moreover, this strategy was mainly motivated in that it provides a relatively
simple way of parametrizing the composition function. There have been models proposed in
the literature that in an even more explicit way captures the dependency structure (e.g. Tai et
al. (2015) and Socher et al. (2014)). The problem, however, is that these proposed composition
functions for dependency trees are harder to utilize in the context of SPINN on which our
implementation was based. For example, the TreeLSTM-function designed for dependency
structures requires one to have access to all children of a given head in order to perform the
composition. It would not be impossible to incorporate such a composition function. This
would however complicate the model, since it requires the keeping track of the entire trees
for all the sentences in the batch. Moreover, it would not be as straightforward to utilize
batching, since the number of children varies from node to node.

5.3 Relation to previous neural network models for NLI

The model that was explored is directly based on SPINN (Bowman et al., 2016) that was
shown to be highly accurate for the task of NLI, and is the only published model making use
of a recursive neural network. There has however been other models published that makes
use of grammatical structure. Mou et al. (2016) presents a convolutional neural network that
operates over dependency trees, where the convolution operation extract relevant parts of
the tree from which the sentence representation is built, and could report competitive results
on the SNLI corpus. One large difference, apart from the choice of network architecture, is
the dependency representation used. They used Stanford dependencies using the collapsed
representation (De Marneffe et al., 2006), where conjunctions, prepositions etc. are removed
from the sentence such that all relations in the dependency tree hold between content words,
and the removed word are instead indicated on the relation. This results in a representa-
tion that place an even higher importance on the content words. This type of dependency
representation was also explored by Socher et al. (2014) in their Dependency TreeRNN, and
they could show that this representation was beneficial for, among other things, identifying
correct image descriptions. Moreover, Mou et al. (2016) also made use the type of relation
between words as additional information. Such information can allow the model to place a
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larger emphasis on the most important relations, such as subject and object relations. Rela-
tion information could be incorporated into the model explored here, by for example using a
low-dimensional relation embedding as is done by Dyer et al. (2015).

Several other neural network models have been suggested for the task of natural language
inference (e.g. Rocktäschel et al. (2016) and Parikh et al. (2016)). Many of them are more
accurate than all the models that have been explored here. However, most of them rely on
attention mechanisms that are more tailor-made to the task of NLI, and as such can be slightly
more difficult to apply to other tasks. We want to situate this work in a wider context, where
one could easily transfer the sentence encoding model to other tasks where one want to make
use of distributed sentence representations. While our choice of dependency grammar as the
underlying representation was motivated by the transparent encoding of predicate–argument
structure which we believed to be beneficial for NLI, the model as such is not specific to the
task of NLI. In fact, all of the models that have been explored in this thesis could easily be
applied to other tasks where distributed sentence representations are used, given access to
suitable data. No modification of the sentence encoding model as such is necessary, only the
classification strategy and training procedure needs to be changed.
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6 Conclusion

This thesis has investigated how making use of a dependency-based description of syn-
tactic structure impacts results on the task of natural language inference, in contrast to a
constituency-based description and not making use of any explicit representation of syntac-
tic structure at all. The results presented show two things. First, the pure sequence-based
LSTM that does not explicitly represent any syntactic structure seems to be superior based
on our results. Secondly, model dimensionality seem to have an effect on what one should
explicitly represent in the model: when using 50-dimensional models, the best dependency-
encoder performed basically on par with the LSTM. Increased dimensionality favored the
models with less explicit representations.

The work that has been presented here shows that the explicit representation of depen-
dency grammar in neural network models can be useful for the task of natural language
inference. This holds especially well when using a small model dimensionality. Further
investigations on the design of an efficient composition function that in an even more ex-
plicit way models the dependency structure might further increase the performance of the
dependency-based sentence encoder.
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