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Abstract 
 
Year after years, the amount of data that we continuously generate is increasing. When this 

situation started the main challenge was to find a way to store the huge quantity of 

information. Nowadays, with the increasing availability of storage facilities, this problem is 

solved but it gives us a new issue to deal with: find tools that allow us to learn from this 

large data sets. In this thesis, a framework for Bayesian learning with the ability to scale to 

large data sets is studied. We present the Stochastic Gradient Langevin Dynamics (SGLD) 

framework and show that in some cases its approximation of the posterior distribution is 

quite poor. A reason for this can be that SGLD estimates the gradient of the log-likelihood 

with a high variability due to naïve sampling. Our approach combines accurate proxies for 

the gradient of the log-likelihood with SGLD. We show that it produces better results in 

terms of convergence to the correct posterior distribution than the standard SGLD, since 

accurate proxies dramatically reduce the variance of the gradient estimator. Moreover, we 

demonstrate that this approach is more efficient than the standard Markov Chain Monte 

Carlo (MCMC) method and that it exceeds other techniques of variance reduction proposed 

in the literature such as SAGA-LD algorithm. This approach also uses control variates to 

improve SGLD so that it is straightforward the comparison with our approach. We apply the 

method to the Logistic Regression model. 

Keywords:	Big Data, Bayesian Inference, MCMC, SGLD, Estimated Gradient, Logistic 

Regression.	
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1. BACKGROUND 
 

1.1 Introduction  
	
Nowadays, the term Big Data is widely used and it refers to very large data sets. However, it 

is hard to quantify which “size” it takes to be considered large, since every year there are 

improvements in storage capabilities that lead to bigger and bigger data sets.  Moreover, the 

amount of data generated by each person is increasing every year. IBM defines big data as 

follows: “Every day, we create 2.5 quintillion bytes of data — so much that 90% of the data 

in the world today has been created in the last two years alone. This data comes from 

everywhere: sensors used to gather climate information, posts to social media sites, digital 

pictures and videos, purchase transaction records, and cell phone GPS signals to name a 

few. This data is big data.”1 

It is clear that many traditional algorithms for inference in data sets have to be redesigned, 

so that they can be applied to big data. One class of methods that needs to be revisited are 

the Bayesian methods. They are very important since they have some advantages; for 

example, they allow capturing the uncertainty of the model parameters. Uncertainty is 

fundamental in many frameworks. Consider for example a recommendation system: if we 

have a Bayesian classification method, based on the uncertainty, we can then make 

decisions about suggesting or not, for example, a specific movie to the user. This could not 

be done with another type of classification methods where you just know the outcome. In 

fact, in that case, a movie would be suggested even if it is quite unlikely that the user likes 

it.  

One of the main tools for Bayesian inference is Markov Chain Monte Carlo (MCMC) 

(Brooks et al., 2011). MCMC algorithms, such as the Metropolis-Hastings (MH) algorithm, 

are time consuming since they usually require computations over the whole data set. A brief 

introduction is given in Section 3.1 and 3.2. 

In recent years, many solutions have been developed in order to face this computational 

problem. The new algorithms can be divided into two main groups: divide and conquer 

																																																								
	
1 https://www-01.ibm.com/software/data/bigdata/what-is-big-data.html 
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algorithms and subsampling-based algorithms. In the first group, the methods divide the 

problem for the whole data set into sub-problems, each using a sample of data, run MCMC 

on that sample and then combine all the results in order to obtain an approximation of the 

posterior based on the full data set. See for example Scott et al., (2013); Neiswanger et al. 

(2013); Wang and Dunson (2013); Minsker et al. (2014).  

In this thesis we consider speeding up computations by subsampling the data. Approaches 

to speeding up the MH algorithm by data subsampling can be found in Korattikara et al. 

(2014); Bardenet et al. (2014, 2015); Maclaurin and Adams (2014); Quiroz et al. (2016, 

2017b). 

Bardenet et al. (2015) divides these methods into exact and approximate approaches, where 

the main difference is represented by the fact that the methods in the first group sample 

exactly from the posterior distribution, while the second group from an approximation. An 

example of exact approach, presented by Banterle et al. (2015), is Delayed Acceptance 

MCMC where the acceptance ratio is divided into sequences with increasing bits of the 

data. If a draw is rejected early in the sequence, then the rest of the data do not need to be 

examined. Other delayed acceptance approaches are Quiroz et al. (2017a); Payne and 

Mallick (2015). A more important exact method for this thesis is the Stochastic Gradient 

Langevin Dynamics (SGLD), Welling & Teh (2011). SGLD is a prominent posterior 

sampling algorithm. Section 3.3 gives an overview of this algorithm and shows that the 

results of SGLD algorithm are quite poor for particular models; this can be also seen in 

Bardenet et al. (2015).  

Bardenet et al. (2015) presents some of the approximate approaches such as Austerity MH, 

proposed by Korattikara et al. (2014), and it shows that most of them still have quite poor 

results. 

Our approach is a combination of SGLD with the technique of variance reduction 

introduced in Quiroz et al. (2016) to estimate the gradient of the log-likelihood. Section 4.2 

explains the approach presented in Quiroz et al. (2016). Since we are going to use proxies, 

we call our proposed method P-SGLD (Proxies Stochastic Gradient Langevin Dynamics). 

During this entire thesis we talk about proxies and control variates but please note that they 

specify the same thing.  

SGLD is based on the gradient of the likelihood (or log-likelihood), while Quiroz et al. 

(2016) deals with the estimation of the log-likelihood. Section 4.3 shows how the work of 
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Quiroz et al. (2016) is modified in order to obtain an accurate approximation of the gradient 

of the log-likelihood.  

Another algorithm that uses the same approach as ours (using control variates to reduce the 

variance) to improve SGLD is the SAGA-LD algorithm, Dubey et al. (2016). This approach 

is analysed in Section 4.1 and compared to our method with different experiments in 

Section 5. All the methods are applied to the Logistic Regression model, a relatively easy 

model that has been used as benchmark in a lot of scientific papers, such as Welling & Teh 

(2011) and Dubey et al. (2016). 

 

1.2 Objective 
	
The main goal of this thesis is to develop an efficient tool for Bayesian learning when 

dealing with big data. Since we talk about large data sets, the algorithm must not only be 

computational efficient but it must preserve the statistical efficiency of existing tool such as 

the Markov Chain Monte Carlo methods. In particular, we want to apply techniques of 

variance reduction to the SGLD algorithm in order to obtain better estimates of the gradient 

of the log-likelihood than the ones SGLD is able to achieve. There exists already another 

technique of variance reduction applied to SGLD, which is called SAGA-LD algorithm. The 

thesis investigates not only the possibilities to improve SGLD with our method but the 

SAGA-LD algorithm as well. The study is conducted for the logistic regression model in 

order to find the posterior distributions of the parameters.  
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2 Sampling Data 
 
This section briefly examines the problem of sampling, in particular the case of sampling 

with replacement. For this reason the Hansen-Hurwitz estimator is presented. At the end of 

the section, we present the Difference Estimator, which is very important for our studies.  

2.1 Sampling data with replacement 
	
Many solutions to the problem of speed up MCMC are based on a mini-batch approach. 

Thus, those methods use just a sample 𝑚 of data, where 𝑚 is usually much smaller than the 

total amount of data 𝑛. 

Let’s consider the problem of estimating the total sum 𝑡 =  𝑌!! , with 𝑘 = 1, . . ,𝑛. Instead 

of using all the observations, it is possible to sample a smaller amount of data, which is used 

to estimate the total sum. There are many possible estimators, but in this thesis we will 

consider a common one when sampling with replacement: the Hansen-Hurwitz estimator 

(Hansen and Hurwitz, 1943). The Hansen-Hurwitz estimator is used by a lot of sub-

sampling based algorithms, such as the SGLD algorithm, so it is of particular interest for 

this thesis.  

Let 𝑢! be the observation index for which observation is sampled at draw 𝑖, 𝑖 = 1,… ,𝑚 and 

consider the case that each observation has the same probability to be included in the 

sample, 𝑝!! =
!
!
 . Then, the Hansen-Hurwitz estimator is: 

 
𝑡 =  

1
𝑚

𝑌!!
𝑝!!

!

!!!

=  
𝑛
𝑚 𝑌!! .

!

!!!

 (1) 

Hansen-Hurwitz is an unbiased estimator of the total sum 𝑡. Simple random sampling can 

result in a very large variance of the estimator in (1). This is particularly the case when the 

population elements are heterogeneous in size with a few large values. To see this, note that 

if a large value is sampled, it is in inflated by 𝑝!! =
!
!

 in (1) when estimating the total. 

However, if this large value represents much more than a fraction !
!
 of the total sum, its 

contribution has been overestimated leading to an overestimated total. The variance of the 

estimator can be calculated as:  
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𝑉 𝑡 =
𝑛!

𝑚 𝑉 𝑌!! . 

Note that the smaller the sample size is, the higher the variance of the estimator is. Thus, it 

is important to be able to use a small sample of data, in order to reduce the computation 

problem, but at the same time it should not be too small so to not have a big variance. A big 

value of the variance of the estimator can lead to overestimate or underestimate the correct 

value of the quantity of interest. This means that even if the estimator is unbiased most of 

the time its estimations are far from the correct value. For this reason, it is central to control 

the variance of the estimator to have accurate estimations. A possible solution is to use a 

proper probability 𝑝!!, so that each observation is included with a probability proportional 

to its size.  

Another solution to control the variance is to use control variates. When the control variates 

are used, the parameter of interest is estimated by using the Difference Estimator DE 

(Särndal et al., 2003). Denote a single proxy as 𝑞! and the difference between the true value 

and the proxy as 𝑑! = 𝑌! − 𝑞!. Note that in this case 𝑖 = 1,… ,𝑛. Let the mean and the 

variance of the difference population 𝑑! !!!
! be: 

                     𝜇! ≔
!
!

𝑑!  !
!!!  and  𝜎!! ≔  !!! !! !!

!!!
!

. 

The DE can be defined as: 

 𝑡 ≔  𝑞! + 𝑛𝜇! ,
!

!!!
 (2) 

where 𝜇! ≔
!
!

𝑑!!
!
!!! . The Difference Estimator is an unbiased estimator of 𝑡, so that 

Ε 𝜇! =  𝜇! . Finally, as it will be clear later on in this thesis, control variates with the 

Difference Estimator dramatically decrease the variance of the Hansen-Hurwitz estimator.  
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3 Inference 
 
This section briefly describes the concepts of Bayesian Inference and introduces the 

important tool of MCMC. The thesis mostly consider the Metropolis-Hastings algorithm, 

therefore in the MCMC section we only describe this method in detail. The last subsection 

presents another method for Bayesian inference, which is the Stochastic Gradient Langevin 

Dynamics algorithm. 

	

3.1 Bayesian Inference  
	
In Bayesian Inference, any unknown quantity is considered as random. Naming 𝜃 the 

random variable of interest, it can represent, for example, a parameter of the model we are 

considering or unobserved data. Bayesian methods use a probability distribution for 

quantifying uncertainty, that is, for any unknown variable there is an associated probability 

𝑝(𝜃), which is called prior probability. This is a subjective probability, meaning that it 

reflects our prior belief about the random variable 𝜃, before the data are taken into account. 

The prior belief can come, for example, from previous studies and works or from a 

suggestion of an expert. Using the collected data 𝑦, the likelihood function 𝑝(𝑦|𝜃) is 

defined as a function of the parameter 𝜃  for the observed 𝑦. Note that the Bayesian 

paradigm considers data as fixed, since they are observed. 

Central for this type of inference is Bayes’ theorem.  Through this theorem we can update 

our prior knowledge of the parameter by combining it with the data using the likelihood 

function. The new belief about 𝜃, 𝜋 𝜃 = 𝑝(𝜃|𝑦), is called posterior probability. 

Bayes’ theorem is defined as follow: 

𝜋 𝜃 =  
𝑝 𝑦 𝜃 𝑝(𝜃)

𝑝(𝑦) , 

where 𝑝 𝑦 =  𝑝 𝜃 𝑝 𝑦 𝜃 𝑑𝜃. 

𝑝(𝑦) does not depend on 𝜃 and, with fixed 𝑦, can be considered as a constant, yielding the 

unnormalized posterior density: 

𝑝𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 ∝  𝑝𝑟𝑖𝑜𝑟 ∗  𝑙𝑖𝑘𝑒𝑙𝑖ℎ𝑜𝑜𝑑. 
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The subjective prior probability is one of the main reasons of critiques against the Bayesian 

inference. However, using Bayes’ theorem, the prior belief is updated objectively to the 

posterior belief. Moreover, as more observations are accumulated, the influence of the prior 

probability vanishes.  

Bayesian Inference is very appealing for two main reasons:  

1. Avoid over-fitting: in the Bayesian settings the regularization comes through the use 

of the prior distribution. In the big data framework, it can be said that over-fitting is 

not present since there will be a lot of data for inferring the parameters. However 

with large data sets we can also try to use large model, so that this problem is still 

very important. 

2. Model Uncertainty: Bayesian methods allow capturing uncertainty, which is very 

important. Consider a classification problem, Bayesian algorithms are able to predict 

the outcome together with their uncertainty. This is very important in a lot of 

settings: for example we can predict that a user will like a particular product but if we 

know that the prediction is highly uncertain then we can avoid suggesting it. 

 

3.2 MCMC 
	
Most of the time in Bayesian inference, we have to deal with intractable 𝜋, which means 

that 𝜋 cannot be solved in a closed form. One way to solve this problem is using simulation 

methods such as Markov Chain Monte Carlo (MCMC). MCMC techniques are often 

applied to solve also other problems in machine learning, physics, econometrics, etc.  

MCMC uses a Markov chain mechanism such that its equilibrium probability distribution is 

the intractable target distribution. For this reason, after a plausible number of iterations, the 

draws generated by the MCMC correspond to draws from the target distribution. The main 

problem of these methods is that they are computationally expensive. 

In this section we focus on the Metropolis-Hastings algorithm (MH). However there are 

also other methods such as the Gibbs sampler, see for example Andrieu et al. (2003) for 

more details about other MCMC algorithms. Most of these methods can be interpreted as a 

special case of MH. 

The Metropolis-Hastings (Metropolis et al., 1953; Hastings, 1970) is one of the most 

popular MCMC methods. The pseudo-code of MH is as follows: 



	 8	

• Initialise	𝜃! =  𝜃(!)	

• For	𝑗 = 1, . . . ,𝑁:	

1. Sample	𝜃∗ ∼ 𝑞 (𝜃∗|𝜃!)		

2. 𝛼 = min (1, ! !∗ !(!∗|!!)
! !! !(!!|!∗)

)	

3. Sample	𝑢 ∼ 𝒰[!,!]	

4. If	𝑢 <  𝛼	

			𝜃(!) =  𝜃∗	

													Else  𝜃(!) =  𝜃! .	

As can be seen from the pseudo-code, MH involves the use of a proposal distribution 𝑞.  

The choice of a good proposal is central for an efficient MH algorithm. The main condition 

for 𝑞 is that its support must include the support of 𝜋. A common choice of proposal is 

represented by a symmetric distribution centred on the current state; the Gaussian 

distribution represents one example. This proposal is called a random walk proposal. 

 

Considering 𝛼 in Step 2, it is evident why this approach is computationally expensive; for 

each iteration, MH has to evaluate a ratio, which involves computing the likelihood for the 

entire data set. This becomes one of the main problems in the context of Big Data, in fact 

for large data sets, this ratio becomes too costly to evaluate.   

 

3.3 Stochastic Gradient Langevin Dynamics 
	
Stochastic Gradient Langevin Dynamics (SGLD), proposed by Welling & Teh (2011), is a 

subsampling method based on the combination of two different algorithms: stochastic 

optimization algorithm (Robbins & Monro, 1951) and Langevin dynamics (Neal, 2010). 

They both use gradient information and have similar structure but while the stochastic 

optimization is looking for the maximum a posteriori (MAP) value of the parameter of 

interest, the aim of Langevin dynamics is to simulate from the posterior distribution.    

Given 𝜃 as parameter of interest, there is an associated prior distribution 𝑝(𝜃). At each 

iteration 𝑡, the stochastic optimization method updates the parameters as follows: 

∆𝜃! =  
𝜖!
2 ∇ log 𝑝(𝜃!) +

𝑛
𝑚 ∇

!

!!!

log 𝑝(𝑥!! |𝜃!) , 
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where 𝜖! is a sequence of step sizes.  

To ensure convergence to a local maximum, the step size must satisfy these properties: 

 
𝜖!

!

!!!

= ∞                  𝜖!!
!

!!!

< ∞.  (3) 

The first condition ensures that the algorithm will reach high probabilities regions, even if 

they are far from the starting point; the second condition assures that it will converge to the 

mode. 

The Langevin dynamics is similar to the stochastic optimization approach but it adds some 

Gaussian noise into the parameter updates, so that it will not collapse just to the MAP 

solution but it will explore the entire parameter space,  

∆𝜃! =
𝜖
2 ∇ log 𝑝(𝜃!) +  ∇ log 𝑝(𝑥! |𝜃!)

!

!!!

+ 𝜂! 

𝜂!~𝑁 0, 𝜖 . 

Langevin dynamics is derived as discretization of a stochastic differential equation whose 

equilibrium distribution is the posterior distribution. Discretization is the process of 

transforming continuous functions into discrete forms that can be used to calculate 

numerical solutions on digital computers (Korattikara, 2014). 

Here, 𝜖 is the discretization step size. In this case, the equilibrium distribution is no longer 

the posterior distribution because of the error introduced by the discretization. However, if 𝜖 

goes to zero, the discretized updates approaches the original stochastic differential equation. 

Since the equilibrium distribution of the original stochastic differential equation is the 

posterior distribution, it follows that, if 𝜖 → 0, the proposed parameters can be considered 

generated from the posterior distribution (Welling and Teh, 2011).  

One possible solution to correct the discretization error was proposed with the Metropolis-

Adjusted-Langevin algorithm (MALA) (Robert and Casella, 2004). In this approach, the 

Langevin solution is used as proposal distribution and the proposed states are accepted or 

rejected using the Metropolis-Hastings algorithm. SGLD, combine these two methods: 

stochastic optimization algorithm and Langevin dynamics.  

The resulting update expression is the following: 

 
∆𝜃! =  

𝜖!
2 ∇ log 𝑝(𝜃!) +

𝑛
𝑚 ∇

!

!!!

log 𝑝(𝑥!! |𝜃!) + 𝜂!  (4) 
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𝜂!~𝑁 0, 𝜖! ,  

where the step sizes decrease to zero at a rate satisfying (3). From the previous expression 

(4), it should be easy to recognize the use of the Hansen-Hurwitz estimator (1) as estimator 

of the sum of the gradient components for the entire data set, which is: 

∇𝑙 𝜃 =  ∇𝑙!(𝜃)!
!!! .   

The condition that the step sizes decrease to zero allows the SGLD algorithm to avoid the 

accept/reject step of the Metropolis-Hastings method. This is because, as said previously, 

with the step sizes decreasing to zero, the proposed parameters can be considered generated 

from the correct posterior distribution, therefore, the rejection rate goes to zero 

asymptotically (Welling and Teh, 2011). At the beginning, SGLD works as a stochastic 

optimizer, in fact in the first phase the stochastic gradient noise will dominate. Thus, in this 

phase, the algorithm will go toward the MAP solution. In the second part of the algorithm, 

when the step sizes start to approach zero, the Langevin noise will dominate, so that instead 

of going to the mode, SGLD will simulate values around it. This can be seen by the fact that 

the variance of the stochastic gradient is !!
!

!
𝑉(∇𝑙(𝜃!)), while the injected Gaussian noise 

has variance 𝜖!. When 𝜖! is close to zero !!
!

!
is much smaller than 𝜖!, so that the Langevin 

noise will dominate. Deeper explanations and correctness of SGLD can be found in Welling 

& Teh (2011) and Teh et al. (2016). Welling & Teh (2011) proposes as step size 𝜖! =

𝑎(𝑏 + 𝑡)!! . Teh et al. (2016) shows that the optimal choice of 𝛾 is !
!
. This is because the 

exponent equal to − !
!
 gives the fastest decay of the Mean Squared Error (𝑀𝑆𝐸). The 𝑀𝑆𝐸 

is defined as the average of the differences between the estimator and what is estimated; 

this, for an estimator 𝜃, can be expressed as: 𝑀𝑆𝐸(𝜃) =  𝔼 𝜃 − 𝜃 !
 .The drawback of 

this solution is that SGLD converges at rate 𝑡!
!
! while the traditional MCMC rate is 𝑡!

!
!. It 

follows that the convergence rate of SGLD is slower than the rate of MCMC. 

To illustrate the weakness of SGLD we review an example given in Bardenet et al. (2015). 

The example, shown in Figure 1, estimates the mean and the variance in the Normal model 

under two scenarios: with Normal simulated data 𝑋!~𝑁(0,1) (a) and with Log Normal 

simulated data 𝑋!~ log𝑁(0,1) (b). In both cases 10000 is the number of iterations and the 

step size suggested by Teh et al. (2016) was used. 



	 11	

 

 

 

 

 

   

	
Figure 1: Results of SGLD. From Bardenet et al. (2015). 
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It can be seen that SGLD performs quite good for the Gaussian data. However, in the log 

Normal scenario, the algorithm is still far from convergence. With log Normal data the 

samples from the mean (horizontal axis) are all concentrate at the mode, so that the 

algorithm has converged for this parameter but without exploring the other parts of the 

distribution. For the standard deviation (vertical axis), instead, the algorithm is still far from 

the convergence. Recall that the Hansen-Hurwitz estimator (1) usually has a big variance. 

This can be an explanation of the poor results obtained with SGLD, when using log Normal 

simulated data. In fact, a big variance can lead to an overestimation of the gradient of the 

log-likelihood; in this case it might happen that the discretization error becomes unstable. 

Thus, the resulting Markov chain of the SGLD algorithm will diverge. 

SGLD is a subsampling method. At each iteration, SGLD randomly select a mini-batch of 

𝑚 observations and updates the parameter through the expression in (4). It follows that 

SGLD can produce each sample with 𝒪(𝑚)  computations, while standard MCMC 

algorithms will use 𝒪(𝑛), since, as seen in Section 3.2, they use the entire data set. 
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4 Variance Reduction techniques 
 
This section examines the two variance reduction techniques proposed by SAGA-LD 

(Dubey et al. (2016)) and Quiroz et al. (2016). The last sub section shows how the proxies 

in Quiroz et al. (2016) are modified and used in our method P-SGLD. 

Since both SAGA-LD and P-SGLD use the Difference Estimator (2) to estimate the 

gradient of log likelihood (i.e. 𝛻𝑙 𝜃 =  ∇𝑙!(𝜃)!
!!! ) and they share the same expression to 

update the parameters 𝜃, we introduce a general notation for it. Denote as 𝑞! a single control 

variate, we can define the difference with the correct gradient as 𝑑! = ∇log p 𝑥! 𝜃! − 𝑞! . 

Then, the update expression can be written using the DE (2) as: 

 ∆𝜃! =  
𝜖!
2 ∇ log 𝑝(𝜃!) +  𝑞! 𝜃! + 𝑛𝜇! 𝜃!

!

!!!
+ 𝜂!  (5) 

𝜂!~𝑁 0, 𝜖! , 

where 𝑝(𝜃!) is prior distribution and 𝜖! is a sequence of step sizes. Note that the update 

formula of SGLD (4) can be seen as a special case of (5) where control variates are not 

used, which means that 𝑞! = 0. 

 

4.1 SAGA-LD 
	
Dubey et al. (2016) proposes a modification of SGLD in order to control the huge variance. 

Their approach, as previously mentioned, uses control variates and the Difference Estimator 

as written in (5). Recall that 𝑢! indicates the observation index for which observation is 

sampled at draw 𝑖, 𝑖 = 1,… ,𝑚. 

The SAGA-LD algorithm can be summarized as: 

• Initialise 𝛼!! =  𝜃! for 𝑖 ∈ 1,… ,𝑛 , step sizes 𝜖! > 0 

• 𝑔! =  ∇ log 𝑝(𝑥!|𝛼!! )!
!!!  

• For 𝑡 = 0,… ,𝑇 − 1: 

1. Uniformly randomly pick a set with replacement 

2. Randomly draw 𝜂!~ 𝑁 0, 𝜖!  

3. 𝜃!!! = 𝜃! +
!!
!
(∇ log 𝑝(𝜃!) +

!
!

∇log p(𝑥!! |𝜃!) − ∇ log 𝑝(𝑥!! |𝛼!
!! ) + 𝑔!) + ! 𝜂! 

4. 𝛼!!!
!! =  𝜃! and 𝛼!!!! =  𝛼!!  for the other observations 
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5. 𝑔! =  𝑔! +  (! ∇ log 𝑝 𝑥!! 𝛼!!!
!! −  ∇ log 𝑝(𝑥!! |𝛼!

!! )). 

The proxy for each observation used in SAGA-LD is just the gradient for that observation 

calculated at the last time the observation was sampled, this is written as ∇ log 𝑝(𝑥!!|𝛼!
!!) 

in Step 3 of the previous code. Note that 𝑔! is the sum of the proxies (i.e. the first term in 

(2)), then the expression in Step 3 of SAGA-LD is exactly the same as expression (5), with 

a single control variate defined as: 𝑞!(𝜃) =  ∇ log 𝑝(𝑥!|𝛼!!).  

Practically, at each iteration, SAGA-LD approximates the gradient of the observations 

selected in the sample with the gradient calculated at the current 𝜃, while for the other 

observations with the gradient of the last time they were selected. Dubey et al. (2016) show 

that SAGA-LD has better convergence than SGLD, moreover this algorithm just needs to 

store the gradient for each observation, so that the computational cost is almost the same as 

the one of SGLD. The drawback of this method is that with small sample size, it can 

happen that one observation was not sampled since long time, therefore, if not selected, its 

approximation is quite poor.  

 

4.2 Quiroz et al. (2016) 
	
Quiroz et al. (2016), proposed a subsampling method using control variates. As said in 

Section 2, control variates can be a solution to control the large variance of the Hansen-

Hurwitz estimator (1). For the purpose of this thesis, it is of interest to see how the control 

variates are built and how they are used to estimate the log-likelihood. To see how this 

approach is used inside the Metropolis-Hastings algorithm and for more details of this 

method, see Quiroz et al. (2016).  

The idea of control variates is to make the log-likelihood contributions 𝑙!(𝜃)  more 

homogeneous. In order to do that, the approach of Quiroz et al. (2016) cluster the data into 

𝐾 clusters, where 𝐾 ≪ 𝑛. The observations are clustered based on a user-defined input, 

which defines the radius of a ball. For each observation, all the other data that fall inside this 

ball are going to be clustered together with that observation. 

Consider the data to be 𝑧! = (𝑦! , 𝑥!)!  ∈  ℝ !!! ×! for a given parameter 𝜃 ∈  ℝ!. Then the 

log-likelihood contributions are defined as: 

𝑙 𝑧!;𝜃 ∶=  log 𝑝 𝑦! 𝑥! ,𝜃 =  𝑙! 𝜃 . 
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Let 𝑧! represents the centroid of cluster 𝐶. Then the control variates are defined as a second 

order Taylor approximation of the log-likelihood around the centroid: 

 𝑞 𝑧!;𝜃 = 𝑙 𝑧!;𝜃 + ∇!𝑙  𝑧!;𝜃 ! 𝑧! − 𝑧! +
1
2 𝑧! − 𝑧! !𝐻 𝑧!;𝜃 𝑧! − 𝑧! ,  (6) 

where 𝐻 𝑧!;𝜃 =  ∇!!𝑙 𝑧!;𝜃  is the Hessian evaluated at the centroid 𝑧! . In this case, the 

control variates are used to compute the following difference: 

 𝑑!,! 𝜃 :=  𝑙! 𝜃 −  𝑞!,! 𝜃 .      (7) 

Note that the expression (6) represents 𝑞!,!(𝜃) in (7) and the dependence on 𝑛 is for the 

reason that 𝑞!,!(𝜃) is an approximation of 𝑙! 𝜃  that usually improves with more data 

available. 

Then, the Difference Estimator (2) is used to estimate 𝑙 ! 𝜃 ≔  𝑙! 𝜃!
!!! . The DE is an 

unbiased estimator of 𝑙 ! 𝜃 . It is straightforward how to compute the second term in the 

DE expression (2), so that we just show how to do the first term, which involves computing 

the sum of the control variates. Denote as 𝐶! the set of observations within cluster 𝑐!. The 

following expression represents the sum of control variates: 

𝑙 𝑧!!;𝜃 + ∇!𝑙 𝑧!!;𝜃 ! 𝑧! − 𝑧!! +
1
2 𝑧! − 𝑧!! !𝐻 𝑧!!;𝜃 𝑧! − 𝑧!!

!∈!!

!

!!!!∈!!

!

!!!!∈!!

!

!!!

. 

See Quiroz et al. (2016) to have an overview of how to compute each term in the expression 

above. However, it is important to underline that within a centroid 𝑐!, 𝑙 𝑧!!;𝜃 ,∇!𝑙 𝑧!!;𝜃  

and 𝐻 𝑧!!;𝜃  are constant. Moreover, the sum 𝑧! − 𝑧!!!∈!!  is independent of the 

parameter 𝜃 and can be calculated once before the MCMC. It follows that the sum of the 

control variates reduces to a sum over the 𝐾 clusters. 

Assuming that the cost of evaluating the proxy is the same as evaluate the log-likelihood 

contribution, we can write the cost of computing the Difference Estimator with the control 

variates of Quiroz et al. (2016) as 𝐾 +𝑚, where as it was said earlier, 𝐾 and 𝑚 are both 

much smaller than 𝑛. 

 

4.3 P-SGLD 
	
The idea of this thesis is to modify the control variates in Quiroz et al. (2016), in order to 

use them as approximations of the gradient of the log-likelihood. After that, these proxies 

can be used in (5). As explained in the previous section, Quiroz et al. (2016) proposed to use 
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control variates as approximations of the log-likelihood, but since SGLD deals with the 

gradient of the log-likelihood our idea is simply to take the gradient of those control variates 

(6), which we denote as ∇!𝑞 𝑧!;𝜃 . This is a vector of 𝑝 elements, with 𝑝 number of 

parameters considered. The 𝑗-th element of this vector is defined as: 

∇!!𝑞 𝑧!;𝜃 = ∇!!𝑙 𝑧
!;𝜃 + ∇!!∇!𝑙  𝑧!;𝜃 ! 𝑧! − 𝑧! +

1
2 𝑧! − 𝑧! !∇!!𝐻 𝑧!;𝜃 𝑧! − 𝑧! . 

Note that 𝑧! − 𝑧!  does not depend on 𝜃!, so the computation of that term is exactly the 

same as seen in Section 4.2. The difference (7) is now defined as:  

𝑑!,! 𝜃 = ∇!𝑙! 𝜃 −  ∇!𝑞!,! 𝜃 . 

The sum in the first term of the Difference Estimator (2) is computed in the same way as 

explained in Quiroz et al. (2016). Note that 𝑞! 𝜃  in (5) corresponds to ∇!𝑞 𝑧!;𝜃  in our P-

SGLD  method.  

We believe that our technique will be more successful than the one of SAGA-LD to reduce 

the variance of the SGLD algorithm, because P-SGLD is able to update all the proxies for 

each 𝜃 while SAGA-LD updates just the proxies for the observations sampled in the mini-

batch. Notice that we achieve to update all the proxies using less than 𝑛 evaluations, thus 

giving a considerable speed up to the classic MCMC approach.   
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5 Results 
 
This section shows the results of the studies done of the two variance reduction techniques 

proposed by SAGA-LD and P-SGLD, with the goal of improving the SGLD method. These 

two approaches are compared in different ways both with SGLD and the MCMC results and 

for this reason the section is divided into subsections showing the different experiments. 

The data set considered is the covtype.binary described in Collobert et al. (2002). This 

data set has 581,012 observations and 11 variables. Due to time reasons we work with 

100,000 observations and 5 variables. Through all the analysis, the sample size 𝑚 is kept 

equal to 5000. Denote the step size of the algorithms as !
!
𝑡!

!
! (the choice of the exponent !

!
 

comes from optimality of MSE as explained in Teh et al. (2016)); what varies in our 

analysis is the value of 𝑐 together with the starting points. Recall that in Quiroz et al. (2016) 

to cluster the data is necessary to specify the radius. The radius controls the number of 

clusters and so, the quality of the proxies. For our experiments this value is set equal to 1.1 

for both the group of observations with 𝑦 = 0 and 𝑦 = 1, in order to have accurate proxies 

without having a huge number of clusters.  

 

Experiment 1-Number of evaluations 
 
The first experiment considers the number of evaluations that each proposed method has to 

compute per iteration. 

 

In the Big Data scenario, it is not feasible to evaluate the entire data set at each iteration. 

The three studied methods in this thesis allow for an important speed up by considering just 

a sample of data. Recall that 𝑛 is the total number of observations, 𝑚 the size of the mini-

batch and 𝐾 is the number of clusters created, with 𝑚 ≪ 𝑛 and 𝐾 ≪ 𝑛. Table 1 summarises 

the number of evaluations that each algorithm needs to compute at each iteration.   

	
	
Table 1: Number of evaluations per iteration computed by each of the algorithm 

Algorithm MCMC SGLD SAGA-LD P-SGLD 

# evaluations n m m  m + K 
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One of the main advantages of SGLD is that it works by evaluating just 𝑚 observations per 

iteration. This is a huge speed up compared to the number of evaluations of the MCMC 

algorithms. As discussed in Section 3.3, it can be said that this advantage is also one of the 

biggest problem of this algorithm because it leads to a dramatically big variance. Both 

SAGA-LD and P-SGLD work with a sample of data as well, but they have an additional 

computation cost. However, SAGA-LD is able to keep the number of evaluations per 

iteration as SGLD with just an initial additional cost since, at the beginning of the 

algorithm, it has to compute the gradient for all the observations evaluated at the starting 

points. Instead P-SGLD, in addition to evaluate the 𝑚 observations in the mini-batch, has to 

evaluate the sum of the proxies for all data points, which, as seen in Section 4.2, reduces to 

a sum over the 𝐾 clusters. Therefore, the two methods add a minimal computation cost 

(note that 𝑚 + 𝑘 ≪ 𝑛), but in this way they allow to dramatically decreasing the variance, 

which can reduce the estimation error and lead to better approximations of the posteriors of 

the parameters considered.  

 

Experiment 2-Variance reduction 
 
P-SGLD and SAGA-LD propose two different variance techniques applied to the SGLD 

algorithm. In this second experiment, we want to investigate which of the two methods 

gives the best results in terms of variance reduction.  

 

Figure 2 and Figure 3 show the mean, over the SGLD iterations, of the ratios of the standard 

deviation of the estimator of the gradient for SGLD with the two standard deviations of the 

estimators for the alternative approaches, SAGA-LD and P-SGLD. Denote 𝑇 the total 

number of iteration and 𝑖 the current iteration, with 𝑖 = 1,… ,𝑇, what the two figures show 

is: 

𝜎!"#$
! (𝜃)

𝜎!"#
! (𝜃)

!
!!!

𝑇 , 

where 𝐴𝐿𝐺 means the corresponding algorithm (i.e. P-SGLD and SAGA-LD). This ratio 

gives an idea of how much the two proposed methods (i.e. P-SGLD and SAGA-LD) are 
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able to reduce the big variance of SGLD on average. The mean is shown just for two 

parameters, 𝜃! and 𝜃!, but with three different choices of 𝑐 equal to 0.5, 2 and 9. Notice that 

the same pattern for all the other parameters has been observed, so that to have a more 

compact representation we decided to omit them. 

 

	
Figure 2: Mean of the ratio of the standard deviation of the gradient estimator of SGLD 
with the gradient estimator of P-SGLD and SAGA-LD starting from zero. 
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Figure 3: Mean of the ratio of the standard deviation of the gradient estimator of SGLD 
with the gradient estimator of P-SGLD and SAGA-LD starting close to the mode. 

	
The difference between the two figures is due to different starting values: in Figure 2 the 

algorithms were started at zero while in Figure 3 close to the mode. From the two figures, it 

is immediately clear that both methods decrease the standard deviation by a huge factor. 

However, there can be noticed differences when the constant 𝑐 changes and some small 

ones when the starting points are different. If starting by analysing the difference on having 

different starting points, it can be seen that the case with bigger change is when 𝑐 =

0.5, even if the variation is minimal. In that case P-SGLD achieves more variance reduction 

in Figure 2 than Figure 3. In the case of Figure 2 with 𝑐 = 2 and 𝑐 = 9 there is a smaller 
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reduction using P-SGLD as it can be seen from the second and third line of the figure. 

SAGA-LD achieves its best variance reduction with small step size and the worst one with 

large step size. Consider, for example, 𝜃!: in Figure 2 SAGA-LD has a value of about 450 

with 𝑐 = 0.5 that reduces to 250 with 𝑐 = 2 and it finishes to be less than 150 with 𝑐 = 9.  

To outline the behaviour of the two methods, SAGA-LD and P-SGLD, Figure 4 shows the 

trace plots of their standard deviations for 𝜃! (the pattern is the same with the other 

parameters). Note that the y-axis is set to the logarithmic scale. 

 

	
Figure 4: Trace plots of the standard deviation of the gradient estimator of P-SGLD and 
SAGA-LD starting from zero. 
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It can be seen that, when starting far from the mode, the standard deviation of SAGA-LD 

stabilizes faster with 𝑐 = 9, compared to the other cases. However, a big step size seems to 

lead to worse approximations in fact, if considering the trace plots, a big step size gives a 

larger standard deviation, in particular even bigger than the one of P-SGLD when 

considering the last 3000 iterations. In the case of 𝑐 = 0.5, the standard deviation of SAGA-

LD is smaller than the one of our method in the last 3000 iterations. Note that when starting 

close to the mode the entire trace plots look like the trace plots on the last line of Figure 4, 

since the methods are already converged. 

Overall, SAGA-LD gives a better variance reduction with small step sizes because its 

variance is smaller than the cases with bigger step sizes. P-SGLD has almost the same 

variances so it is not influenced much by the choice of the step size.  

 

Experiment 3-Accuracy of proxies 
 

In this experiment we analyse the proxies of the two different methods, SAGA-LD and P-

SGLD, compared with the true gradient of the log-density.  

 

As explained in the previous experiment, starting far from the mode with a small step size, 

the variance of SAGA-LD will take longer to stabilize than with a bigger step size. It can be 

seen in the trace plots in Figure 5 that this also affects the convergence to the true values. 

The trace plots show that the smallest step size leads to the slowest convergence. For this 

reason the proxies of SAGA-LD with small step size and starting from zero are worse than 

the ones with bigger step size at the same iteration when the algorithm did not converge yet. 

Figure 5 shows the approximations of SAGA-LD algorithm versus the correct gradient at 

iteration 100 for the different step sizes. A good approximation would be on the 45 degrees 

line plotted in red. The same is shown in Figure 6 but in this case starting close to the mode. 
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Figure 5: SAGA-LD trace plots of 𝜽𝟏 and 𝜽𝟑 with corresponding proxies after 100 iterations 
starting at zero with different step sizes. 
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Figure 6: SAGA-LD trace plots of 𝜽𝟏 and 𝜽𝟑 with corresponding proxies after 100 iterations 
starting close to the mode with different step sizes. 

 

It can be seen in Figure 5 that at iteration 100, with small step size SAGA-LD is still quite 

far from convergence so its approximations are bad while with a large step size the 

algorithm is already close to the true value and so the proxies are much better, even if some 

observations are still poorly approximated. Figure 6 shows that SAGA-LD has accurate 

proxies when it starts close to the mode, even after few iterations, not matter the size of the 

step size. Note that Experiment 2 has shown that SAGA-LD has larger standard deviation 

with bigger step size and this should lead to worse proxies. However, this is visually hard to 

see from Figure 6. Our method is, instead, independent of either step size or starting points, 
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so that it gives accurate approximations both starting from zero and close to the true values. 

Figure 7 shows the proxies of P-SGLD for the two starting points. The figure confirms that 

P-SGLD gives accurate approximations, regardless of the starting points. 

	
Figure 7: Proxies of P-SGLD algorithm for 𝜽𝟏 and 𝜽𝟑 starting at zero and close to the 
mode. 
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Experiment 4-Approximation of the posterior distribution 
 

In this last experiment, the goal is to check which method gives the best approximations of 

the posterior distributions of the parameters of interest. For this reason we plot the 

histograms of each parameter using the samples obtained by SGLD, SAGA-LD and P-

SGLD, and compare to that of MCMC which represents the ground truth. Note that the 

parameter is 𝜃! with 𝑗 = 0,… 𝑝, so that the first plot in Figures 8-11 represents 𝜃!. In most 

of the applications of these algorithms, the mode is unknown so that one solution to 

overcome this problem is to simply start the algorithm at some random points. For this 

reason, the results for all the step sizes are shown for the case when starting at zero. For the 

case starting close to the mode we just show the results with 𝑐 = 9. A burn-in equal to 1000 

iterations was chosen for all the mentioned cases. 

 

We have observed that SGLD is an algorithm that seems to require a not too small variance 

in order to be able to explore the entire posterior distribution. P-SGLD reduces the variance 

by a large factor, so that to balance this reduction and have enough noise to explore the 

parameters space, the solution is to choose a bigger step size. For this reason P-SGLD gives 

the best approximations in Figure 10. As seen previously, for SAGA-LD is a bit different, 

since with bigger step size there is less variance reduction. However, for the parameters 

with the mode far from zero, SAGA-LD seems to converge better with large step size. 

Figure 11 shows the results starting close to the mode and with step size equal to 9. In this 

case, SAGA-LD performs much better than starting from random points, while P-SGLD is 

not influenced much.  

Overall, Figure 8 and Figure 9, where the results are showed for 𝑐 = 0.5 and 𝑐 = 2, confirm 

that a bigger step size is needed. Figure 10 and Figure 11 show that, with an enough big step 

size, P-SGLD gives better results than SGLD. The starting points, instead, influence SAGA-

LD, so that from Figure 11 it can be said it has better results than SGLD but not from the 

previous figures. 
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Figure 8: Histograms of the samples obtained with the three algorithms vs. MCMC starting 
at zero with 𝒄 =  𝟎.𝟓. 
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Figure 9: Histograms of the samples obtained with the three algorithms vs. MCMC starting 
at zero with 𝒄 =  𝟐. 
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Figure 10: Histograms of the samples obtained with the three algorithms vs. MCMC 
starting at zero with 𝒄 =  𝟗. 
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Figure 11: Histograms of the samples obtained with the three algorithms vs. MCMC 
starting close to the mode with 𝒄 =  𝟗. 
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6 Discussion 
 
The goal of this thesis is to study the Stochastic Gradient Langevin Dynamics algorithm and 

try to improve its results by reducing its huge variance. As seen in Figure 1 of Section 3.3, 

this algorithm does not work properly in some cases, such as in the Normal model with Log 

Normal simulated data in that figure. Our idea is to use control variates, in particular the 

ones presented in Quiroz et al. (2016), to improve the results of SGLD. Those proxies gave 

good results when applied to the log-likelihood so that by taking the derivative we modified 

them in order to be used as approximations of the gradient of the log-density. Our method is 

compared to the SAGA-LD algorithm, which is one of the few modifications of SGLD that 

also uses control variates.  

 

As shown in Section 4.2 and then summarized in Table 1 of Section 5 the use of the 

Difference Estimator in Quiroz et al. (2016) adds a little computational cost due to the sum 

over all the proxies that is needed to compute in the first term of (2). Quiroz et al. (2016) 

explains the efficient way to compute this sum so that it reduces to a sum over the 𝐾 

clusters. This means that to the computational cost of evaluate the gradients for the 

observations in the mini-batch, at each iteration, the cost of evaluate 𝐾 terms is added. Note 

that P-SGLD also has a minimal additional cost of computing the clusters. SAGA-LD is 

able to improve SGLD by keeping its number of evaluations per iteration equal to 𝑚. This is 

because it stores the old approximation (i.e. the gradients of the observations last time they 

were selected in the mini-batch) in order to do not need to recompute them at each iteration 

but reuse the stored ones. However, SAGA-LD adds an initial additional cost. In this case 

the additional cost is due to the fact that at the beginning it has to compute the gradient for 

all the observations evaluated at the starting points. Note that the first goal of these 

algorithms is to be much more computationally efficient than traditional MCMC. The three 

algorithms presented in Table 1 fulfil the goal, since they give an important speed up when 

compared to the traditional MCMC algorithms, since both 𝑚 + 𝐾 and 𝑚 are much smaller 

than 𝑛.  

	
The use of proxies, together with the Difference Estimator, is able to reduce the variance by 

a big factor as shown in Experiment 2 of Section 5. Considering P-SGLD, the smallest 

reduction it is able to achieve is around 200. This gives an idea of the quality of our method 
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and at the same time of the huge noise SGLD has, due to the use of the Hansen-Hurwitz 

estimator with poorly chosen sampling probabilities. From Figure 2 and Figure 3, SAGA-

LD shows better results than our approach when using a small step size. For example, 

considering 𝜃!, this method accomplishes to reduce the standard deviation by a factor 

almost double of P-SGLD. However, when a bigger step size was applied, we noticed that 

the reductions given by SAGA-LD algorithm were decreasing while the ones obtained by P-

SGLD were basically unaffected. The result is that in the case of 𝑐 = 9, P-SGLD is able to 

reduce more standard deviation than SAGA-LD. Note that the decreasing pattern when 

using larger step size is true for both the figures. The reason behind the behaviour of 

SAGA-LD is that a bigger step size means a bigger step in the parameter space. In fact, the 

step size controls both the variance of the Langevin noise injected and the scale of the 

gradient estimations; so that with small step size there will be a small value of the Langevin 

noise and the gradient estimations will be highly reduced in size. The control variates of 

SAGA-LD strongly depend on where the algorithm is in the parameters space compared to 

where it was at the previous iterations. This is because the correct gradient for the 

observations in the mini-batch is approximate with the approximations saved at the last 

iteration for those points, as explained in Section 4.1.	It follows that, if it possible to move 

farther, then the approximations of this method will be less precise. In fact, even if we are 

able to resample the same observations as in the last iteration, the stored gradient 

approximations for these observations will be quite different to the current gradient 

estimation. This is because, with a big step size, the current gradient is evaluated at a quite 

different parameter compared to the parameter of the proxies. This will affect as well the 

noise, SAGA-LD will be much more noisy and so it will help do decrease the standard 

deviation of SGLD by a smaller factor. Note that, even in the worst case, SAGA-LD 

manages to decrease the standard deviation by a large factor. However, when compared to 

P-SGLD, which has almost constant reductions with all the three step sizes, this can be seen 

as a point of weakness for SAGA-LD. Notice that the small variations of reductions of P-

SGLD are due to the variations of the standard deviations of SGLD and not of the standard 

deviations of P-SGLD itself. In particular, SGLD with small step size and starting far from 

the mode has a huge variance because it has a slow convergence to the true values, while it 

converges faster when using bigger step size. Moreover, if starting close to the mode, SGLD 

has smaller variance because it is already converged. This explains why P-SGLD achieves 
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more reduction in Figure 2 than Figure 3 when using 𝑐 = 0.5. In Figure 4, the trace plots 

confirm that SAGA-LD has a smaller standard deviation when the step size is small and that 

P-SGLD has it almost constant. In addition, it can be seen that for the first iterations, the 

standard deviation of SAGA-LD is much higher than the one of our method. 

	

At the beginning SAGA-LD approximates the gradients of all the observations with the 

correct gradient calculated at the starting points, so that this algorithm is also particularly 

sensible to the choice of the initial points. This can be seen not only in the plots of the 

proxies in Experiment 3 but also looking at the histograms in Experiment 4.  

If the algorithm is started far from the mode the initial approximations will be very bad. 

After several iterations, there is still high probability to sample some observations that were 

not updated since the first approximations, leading to very bad proxies. In general, this is 

also true after more iterations: there can always be some observations that were not updated 

since a lot of iterations, which will cause poor estimations. Figure 5 shows that with a larger 

step size SAGA-LD after 100 iterations is much closer to the true values than the case with 

small step size, leading to better proxies. However, this is just a result of being closer to the 

mode, in fact we have seen in Experiment 2 that larger step size leads to worse proxies. 

Instead, if starting close to the mode even if the observations sampled were not updated for 

a long time, their approximations are way better than the case with far starting points and 

this can be seen in Figure 6. 

The proxies used by P-SGLD, as it can be seen from Figure 7, are independent from the step 

size and from the choice of starting points. This figure shows that the proxies created by our 

method are accurate. 

 

The histograms in Experiment 4 done with different step sizes show distinct results. Note 

that as said in the previous section, SGLD is an algorithm that seems to need variance in 

order to be able to explore the parameter space. In this method, as well as in P-SGLD and 

SAGA-LD, there are two sources of noise: the variance of the gradient estimator and the 

step size, which represents the variance of the Langevin noise. Since, as seen previously, 

control variates decrease the variance of the gradient estimator by a large factor, a good 

amount of total variance inserted in the algorithm can be kept by increasing the step size. 

Comparing the histograms this is confirmed, as in Figure 10-11 where the bigger step size is 



	 34	

used, we have the best results for our P-SGLD algorithm. Regarding SAGA-LD this idea is 

not completely true because the plots in Experiment 2 show a decrease of variance reduction 

when the step size gets bigger. This would probably suggest to choose a mid size step. 

However, when SGLD is used with random starting points, it is recommended to use a 

relative big step size in order to be able to move farther and reach convergence in a faster 

way. This would give some problems when applying the SAGA-LD algorithm. It is still not 

clear why SAGA-LD performs worse than SGLD when starting far from the mode as it can 

be seen in Figure 10 for at least parameters 0, 1 and 3. The histograms present the results 

after taking off the burn-in, so that the part where the algorithm still has to converge to the 

true values is removed. We have seen, from Experiment 2, that SAGA-LD has a big 

variance in that part but it is still able to reduce the one of SGLD by a large factor on 

average. For this reason, we are a bit surprised by the results of SAGA-LD compared to 

SGLD, since we would have expected better approximations from the first of the two 

methods. 

 

Overall, we showed that our approach P-SGLD, following the fact that is able to decrease 

the variance by a large factor and from what it can be seen with the histograms in 

Experiment 4, gives better results than the Stochastic Gradient Langevin Dynamics 

algorithm. In particular it performs better than both SAGA-LD and SGLD when starting far 

from the true values with a proper step size (e.g. the case of Figure 10). This means that our 

approach gives the fastest convergence out of the three algorithms. According to Welling & 

Teh (2011), sample from the SGLD should be collected just after the algorithm is entered in 

the Langevin phase, to be sure that we are sampling from the correct posterior probability. 

This is quite close to say that samples should be collected after the algorithm has converged 

to the true values. Since P-SGLD has the fastest convergence, it can be said that this 

algorithm would need to use less iterations than the standard SGLD and SAGA-LD due to 

the fact that it is earlier in its Langevin phase. 

The results from Figure 10 and Figure 11 do not show clear improvements for some of the 

parameters with P-SGLD. Considering the big amount of variance that it is able to reduce, 

way better results could have been expect. However, recall that SGLD performs well in 

several models and this could be one of them. In such these cases we discovered, at the 

beginning of our study using some toy proxies that the use of the Difference Estimator will 



	 35	

not give better results than what we get from the standard SGLD. However, in addition to 

the fact that P-SGLD gives better results than SGLD, our method seems also to perform 

better than the SAGA-LD algorithm and it is showed that it is much more stable since it 

does not depend on either the size of step size and the starting points.  

Observe that during the studies different choices of the starting points rather than zero (e.g. 

starting all the parameters from 2) have also been carried out. However, the results are very 

similar to the case proposed in this thesis and so omitted.   

Notice that both P-SGLD and SAGA-LD present two general techniques to reduce the big 

variance of the Hansen-Hurwitz estimator. In this case they were applied to improve the 

SGLD algorithm but it is also possible to apply them to other problems of stochastic 

optimization where such estimator is used. 
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7 Conclusion 
 
In this thesis the posterior sampling algorithm SGLD, Stochastic Gradient Langevin 

Dynamics, was studied. This is a prominent method for learning from large scale data sets 

in Machine Learning which gives good results for some models but bad for others as seen in 

Section 3.3. Different extensions have been developed and SAGA-LD algorithm is one of 

them. This algorithm is one of the few approaches to use control variates to improve SGLD, 

for this reason it is a good comparison to the method that we propose, call P-SGLD.  

Control variates have shown to reduce the variance when the Hansen-Hurwitz estimator is 

used. For this motive, both our method and SAGA-LD can improve SGLD since reducing 

the big variance of SGLD leads to better gradient estimates. However, our approach does 

not depend on the step size nor on the starting points. This, in addition to the fact that P-

SGLD gives the closest results to MCMC, makes P-SGLD more useful than SAGA-LD. 

 

SGLD is an algorithm that needs good approximations of the gradient but at the same time, 

from what we have observed, it seems to need a good amount of variance in order to be able 

to explore the parameters space. One solution is to use control variates and a bigger step 

size, however it is still quite hard to decide how big it should be. This problem is also true 

for SGLD; there is not a fixed way to choose the step size so that when this is varied the 

results can be quite different. Some more detailed studies about how to choose the step size 

should be done in order to give a better idea of which value to choose.  
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