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Abstract
In this thesis we study automated planning, a branch of artificial intelli-
gence, which deals with the construction of plans. A plan is typically an
action sequence that achieves some specific goal. In particular, we study
unsolvable planning instances, i.e. when there is no plan. Historically,
this topic has been neglected by the planning community, and up to re-
cently the International Planning Competition only evaluated planners
on solvable planning instances. For many applications we can know, for
instance by design, that there is a solution, but this cannot be a general
assumption. One example is penetration testing in computer security,
where a system is considered safe if there is no plan for intrusion. Other
examples are resource bounded planning instances that have insufficient
resources to achieve the goal.

The main theme of this thesis is to use variable projection to prove
unsolvability of planning instances. We implement and evaluate two
planners: the first checks variable projections with the goal of finding
an unsolvable projection, and the second builds a pattern collection to
provide dead-end detection. In addition to comparing these planners to
existing planners, we also utilise a large computer cluster to statistically
assess whether they can be optimised further. On the benchmarks of
planning instances that we used, it turns out that further improvement
is likely to come from supplementary techniques rather than further
optimisation. We pursue this and enhanced variable projections with
mutexes, which yields a very competitive planner. We also inspect
whether unsolvable variable projections tend to be composed of variables
that play different roles, i.e. they are not ‘similar’. We devise a variable
similarity measure to rate how similar two variables are, and statistically
analyse this. The measure can differentiate between unsolvable and
solvable planning instances quite well, and is integrated into our planners.
We also define a binary version of the measure, namely, that two variables
are isomorphic if they behave in exactly the same way in some optimal
solution (extremely similar). With the help of isomorphic variables we
identify a computationally tractable class of planning instances that
meet certain restrictions. There are several special cases of this class
that are of practical interest, and this result encompass them.

This work has been supported by the Theoretical Computer Sci-
ence Laboratory, Department of Computer and Information Science,
Linköping University, and in part by CUGS (the National Graduate
School in Computer Science, Sweden).
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Populärvetenskaplig
sammanfattning

I den här avhandlingen studerar vi automatisk planering, vilket är ett
nyckelområde inom artificiell intelligens. Planering är att tänka innan
man handlar för att uppnå ett specificerat mål. Motsatsen till detta är
att enbart handla reaktivt på vad som sker ögonblickligen. Planering
använder sig av kunskap om världen för att konstruera en plan för vad
som behöver göras, och i vilken ordning. Normalt tar vi inte hänsyn till
allt i den riktiga världen och gör en avgränsning. Denna avgränsning
kallas oftast för domän, och tre exempel på mycket olika domäner är
logistik, schemaläggning, och pussel som sudoku. För sudoku är det
till exempel onödigt att överväga dagens temperatur eftersom det inte
finns någon koppling mellan de två, så inom denna värld har vi ingen
kunskap om temperaturer. Med andra ord, inom planering studerar vi
hur man uppnår mål inom olika avgränsningar av verkligheten. Det är
viktigt att poängtera att det inte är ett fåtal domäner som vi studerar,
trots allt, en artificiell intelligens måste, precis som en människa, kunna
hantera många olika domäner och domäner som inte påträffats tidigare.

Den mest generella formen av automatisk planering är oavgörbar,
vilket betyder att det inte finns en planerare som alltid kan konstruera
(korrekta) planer. Det finns helt enkelt för många möjligheter vilket gör
världen ohanterbar. Därför är det vanligt att anta, bland annat, följande
förenklingar om världen: att vi känner till det nuvarande världstillståndet
till fullo; att handlingar har exakt ett förutsägbart utfall; att handlingar
utförs omedelbart; att inga handlingar kan utföras samtidigt; och att
endast vi kan påverka världstillståndet. Med världstillståndet menar vi
det kollektiva tillstånd som alla ting i (den avgränsade) världen har. Det
kan tyckas att dessa begränsningar är väldigt restriktiva, men det finns
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många exempel som uppfyller dessa krav, exempelvis, pusslen Rubiks
kub och sudoku. Det går också att använda denna typ av planering
för planeringsproblem som inte uppfyller kraven genom att se planerna
som riktlinjer; om man vill besöka någon plats och behöver bestämma
en rutt är det i de flesta fall ointressant att överväga risken att fordonet
går sönder under färden, eller hur alla andra trafikanter kan tänkas
bete sig – det är något som hanteras då. Trots alla restriktioner är
denna typ av planering inte enkel, om man inte angriper planering på
ett klokt sätt så går det bara att konstruera planer för de allra enklaste
planeringsproblemen inom rimlig tid.

Nu när vi har beskrivit vad automatisk planering är, och vilken
typ av planering vi betraktar, är det dags att förklara vad avhand-
lingen behandlar. En vanlig metodik för att utvärdera hur bra en ny
planerare fungerar är att låta den konstruera planer för en stor mängd
planeringsproblem. Vanligtvis är dessa planeringsproblem tagna från
planeringstävlingen International Planning Competition, och de ska
exemplifiera planeringsproblem från verkligheten. I denna avhandling
identifierade vi en anomali: att alla dessa planeringsproblem var lös-
bara! Det vill säga, för lösbara planeringsproblem så går det alltid att
uppnå målet, och när man gav olösbara planeringsproblem till många
moderna planerare så presterade de dåligt. Större delen av avhandlingen
studerar olösbara planeringsproblem och beskriver flertalet planerare
som presterar mycket bättre på sådana planeringsproblem. Stommen
i våra planerare är variabelprojicering, vilket är en metod att förenkla
planeringsproblem på ett sådant sätt att olösbarhet behålls. Det vill
säga, om variabelprojektionen av ett planeringsproblem är olösbar så är
planeringsproblemet också olösbart. Denna egenskap utnyttjas i olika
avseenden av alla planerare i avhandlingen. Ett tillvägagångsätt är att
systematiskt variabelprojicera på alla möjliga vis för att undersöka om
det finns en olösbar variabelprojektion. Vår första planerare gör exakt
detta, och undersöker variabelprojektionerna som är enklast först. Vår
andra planerare bygger sedan vidare på denna idé genom att också
utvinna kunskap ur de variabelprojektionerna som har undersökts. Båda
planerarna presterar betydligt bättre än planerare som är optimerade
för lösbara planeringsproblem.

Utöver planerarna har vi också gjort en detaljerad statistisk analys
av variabelprojicering, då det finns ett ofantligt antal sätt att förenkla
planeringsproblem. Denna analys togs fram med hjälp av ett stort be-
räkningskluster, och med denna data kunde vi bekräfta att planerarna
använde sig utav variabelprojicering på ett nära optimalt vis. Detta
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innebär att vidare förbättringar måste utnyttja ytterligare metoder, vil-
ket är något vi också undersöker. Slutligen identifierar vi även en grupp
av planeringsproblem som går att lösa snabbt. Dessa planeringsproblem
har en specifik struktur, vilket är av intresse i de fall en planerare stö-
ter på ett planeringsproblem med denna struktur eftersom strukturen
kan utnyttjas för att konstruera en plan snabbare, om det finns en.
Strukturen av planeringsproblemen gav oss också insikt i varför vissa
variabelprojektioner är olösbara och andra inte.
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Chapter One

Introduction

The contributions of this thesis are related to the area of automated
planning, or simply planning, which is one of the main research areas
of artificial intelligence (AI) and has been so since the beginning of
the field. Before we go into detail of what planning is and what our
contributions are, we give a concise overview of the role that planning
plays in the broader context of AI. As the name AI suggests, a long-term
goal of the field is for some artifact to exhibit intelligent thought process
or behaviour. Currently, the artifact is computers, but that might
change with future inventions. The latter, however, is philosophical
by nature and there is a myriad of definitions of intelligence, where
every definition has its own ambition. Four simple definitions are that
the artifact should: think like humans; behave like humans; think
rationally; or behave rationally. For example, robots were recently
introduced to the healthcare system to care for elderly, such as helping
them stand, walk, or even alleviating loneliness [RMKB13]. In this case
we want robots to behave like humans, especially regarding alleviating
loneliness since a pure rational robot is unlikely to be suitable for human
interaction (see Dautenhahn [Dau07] for a description of social rules for
robots). Additionally, Watson from IBM, originally built for Jeopardy!
[FBCc+10, Fer12], was recently specialised to diagnose cancer patients
[FLB+13]. In this instance we want the system to think rationally and
suggest correct treatments.

Note that we have not formally defined what intelligence is, just
that an AI either imitates us or is rational. Both, at its core, depend
on our subjective opinion (i.e. how do we define rational behaviour?).
There is no formal definition of what intelligence is, and there is no
list of qualifications for when we have created something intelligent.
One attempt to test when we have achieved our goal is the Turing test
by Alan Turing in 1950 [Tur50]. The AI passes the test if a human
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CHAPTER 1. INTRODUCTION

interrogator, after asking questions, cannot decide whether the responses
are from an AI or a human. The interrogator is in a different room than
the AI since having a phyiscal body is not a requirement for intelligence.
The total Turing test also includes a physical body. Again, Turing used
human-like behaviour as a measurement of intelligence. Many computer
programs, that are clearly not intelligent, frequently passes variants
of the Turing test. Hence, the test itself is widely criticised, but gave
insights into what might be necessary to pass a thorough version. To
pass a thorough version of the total Turing test, the AI might need to
be able to do at least the following.

• Knowledge representation. The AI might require knowledge about
the world to function, such as objects (doors and keys) and prop-
erties (doors can be locked and unlocked), but also less tangible
things like concepts, categories and relations (some keys lock and
unlock doors).

• Automated reasoning. If the AI does not have complete knowledge
of the world, then she might need to use reasoning to derive further
knowledge. One very active subarea of this field is automated
theorem proving.

• Automated planning. The AI might need to perform actions in the
world to achieve its goal. Planning deals with the construction
of strategies, or action sequences, that achieves the goal. It is
important to note that the plan is contructed ahead of time and
the AI has to consider expected and unexpected results. This
thesis contributes to this area.

• Machine learning. If the AI does not have a complete understand-
ing of the world, then it might sometimes fail. In this case, it is
important for the AI to have the ability to learn.

• Natural language processing. In order to communicate with us,
the AI needs to understand both written and spoken languages.
Strictly speaking, natural language processing is not a necessity
for intelligence (this is also true for the capabilities beneath).

• Perception. The AI might need to take input from sensors, such
as cameras (computer vision), microphones, and so on, to extract
knowledge about its surroundings.
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1.1. CLASSICAL PLANNING

• Robotics. The AI might need to navigate and manipulate its
surroundings. Two subareas of this field are motion planning
and path planning, which should not be confused with automated
planning (a more general case).

A long-term goal is to develop a strong AI, which is a term reserved
for AIs that are able to do nearly all in the list. In contrast, a weak AI
focuses on a narrow task, and there are many such examples in the real
world. One example is the planning system part of the Deep Space One
spacecraft from NASA [JMM+00], which monitored the operation of the
spacecraft and that its plans were executed – if not, then it diagnosed
and repaired the plan. The planning system was necessary because
direct control is unreasonable due to the communication delay. Another
example is the emerging technology of rescue robots, which are robots
used in disasters to search for and rescue people. Two examples of
disasters are mining accidents and earthquakes, and in such situations
it might be dangerous for rescue personnel to undertake certain tasks,
and it is appropriate to use robots. Furthermore, some robots are more
apt at surveying narrow spaces, and if they can navigate autonomously
then personnel can be used more efficiently. The international Robo-
Cup [KAK+97] competition has a league for rescue robots. Other
examples are AIs for games such as chess and go, and AIs for these
games have defeated world champions [Pan97, SHM+16, Orm16].

The field that this thesis expands on is automated planning, which
is unmistakably important to build many functional AIs. This intro-
ductionary chapter is divided into three sections. Section 1.1 presents
the planning problem that we study in high-level terms, and Section 1.2
explains what computational complexity is. Finally, Section 1.3 outlines
and gives a summary of the results in this thesis.

1.1 Classical Planning

Within most areas of artificial intelligence, the notion of an intelligent
agent is fundamental. An agent lives in a world, which she can perceive
and act in. The world consists of entities, such as doors, keys, and
agents (we use the term variable instead of entity later on). At any
particular point in time, every entity has a state and the state of the
world is the collective state of its entities. The agent can perform actions
in the world, such as opening a door. Of course, the aspiration is for
the world model to be as flexible as the real world, but we restrict the
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CHAPTER 1. INTRODUCTION

world by imposing some assumptions on it. For instance, many different
worlds can be defined by assuming some of the following properties.

• Deterministic vs. stochastic. The outcome of every action is
predictable in a deterministic world.

• Discrete vs. continuous. The world is discrete if the set of possible
states for every entity is discrete.

• Finite vs. infinite. The world is finite if the set of possible states
for every entity is finite.

• Fully observable vs. partially observable. The world is fully
observable if every agent can always perceive the state of every
entity.

• Static vs. dynamic. The world is static if only the actions of
agents can change the state of the world.

Clearly, there is no lack of assumptions to make about the real world.
With respect to these properties, the classical world is the simplest
possible one: the number of states of the world is finite and discrete,
every agent can fully observe it, and only the deterministic actions of
the agents can change its state. It might seem like this problem is too
simple, are such worlds even encountered in the real world? Indeed,
puzzles such as crosswords and Rubik’s Cube, as well as board games
like chess and go, immediately meet these assumptions. Many tasks
such as plotting a route to drive can be viewed as a classical planning
problem; at a high-level we usually do not contemplate the risk of a
vehicle breakdown or other road users, and maps are easily translated
to some graph structure.

The planning problem deals with the construction of a plan, which
achieves a goal in a world for one or more agents. In addition to the
restrictions discussed earlier, we also consider the following.

• If the initial state of the world is known.

• If actions have durations.

• If actions can be performed concurrently.

• If the goal is to reach some specific state, or to maximise some
reward function.

• If there are several agents, and if they are co-operative.
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1.1. CLASSICAL PLANNING

Joe

T K
B

D
L

Figure 1.1: An illustration of the initial state of Example 1.1.

These properties are relevant to the agent(s) in the world and not the
world itself. The classical planning problem is the simplest problem. In
other words, the single agent lives in the classical world and knows the
initial state. Her actions have no duration and cannot be performed
concurrently. The goal is for the world to be in a specific state.

Example 1.1. Consider a world of two rooms R1 and R2, which are
connected by a locked door D. There is no window between the rooms.
Joe lives in R1. He is a gorilla with a passion for consuming bananas.
Sadly, he has not been able to enjoy his passion lately, but he has a
plan. Joe noticed, by using his X-ray vision, that there is a bunch of
bananas B in R2. Specifically, musa acuminata – his favourite species
of bananas. However, the door to R2 is locked, and the key K for the
door is ‘hidden’ inside a toy T in his room. Arguably, it is not possible
to hide anything from Joe because of his awesome power. The toy is
a Rubik’s Cube and he believes that the cube opens up when solved.
Joe’s plan is simple: take T ; solve T ; grab K; unlock D with K; open
D; enter R2; pick up B; and finally, munch on B.

Example 1.1 (together with Figure 1.1) is meant to illustrate a
classical planning problem, and in Chapter 2 we show how to formally
model the example. The keen reader might have noticed that Joe is
not your typical gorilla: he is blessed with X-ray vision. This is a
consequence of Joe living in a classical world, which is fully observable.
Joe’s plan is a high-level plan and there are many gaps that needs to be
filled in. For instance, how to solve the Rubik’s Cube is left out, and
how to execute the plan in terms of motor control (robotics) is omitted.
Such intricate details of a plan are often delegated to other systems to
be filled in.

If Joe’s plan does not succeed for some reason, then he has to
revisit it. An execution monitoring agent checks if everything is going
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according to the plan. There are several types of execution monitoring,
for instance, action monitoring, which verify that the next action is
viable and if not then it might be possible to repair the plan (e.g. replan
some part of it). However, both execution monitoring and plan repair
are outside the scope of this thesis. In some sense, the properties of
classical planning allow us to construct high-level plans. It is important
to note that the plan in Example 1.1 was constructed in advance. The
initial state of the static world was fully known and the actions were
deterministic. These three properties allow us to devise a plan (if there
is one) ahead of time that is guaranteed to achieve the goal (with respect
to the model).

It might be tempting to think that classical planning is easy after
imposing so many restrictions on the world. Figure 1.1 depicts the
initial state of Example 1.1, but how many states are there? To answer
that question, we need to know the states of every entity.

Example 1.2. One way to represent the states of every entity of
Example 1.1 is the following. The possible states of:

• Joe are R1 and R2 (the rooms Joe can be in),

• T are Solved and Unsolved,

• K are T and Joe (either the key is inside the cube, or Joe has it),

• L are Locked and Unlocked,

• D are Closed and Open, and

• B are Not-eaten and Eaten.

We say that the set of these values is the domain of the entity, e.g.
the domain of Joe is {R1, R2}. The initial state is represented as the
set {(Joe, R1), (T,Unsolved), (K,T ), (L,Locked), (D,Closed), (B,Not-
eaten)}. The first element of every pair is the entity, whereas the second
element is the state of the entity. One state that Joe wants to be in is
the goal state {(Joe, R2), (T,Solved), (K, Joe), (L,Unlocked), (D,Open)
(B,Eaten)}. The number of different states is 26 = 64. However,
some states might not be reachable from the initial state, i.e. there
are no plans from the initial state to them. For example, the state
{(Joe, R2), (T,Unsolved), (K,T ), (L,Locked), (D,Closed) (B,Eaten)}
is unreachable since there is no way for Joe to be in R2 without opening
the door.
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1.2. COMPUTATIONAL COMPLEXITY THEORY

The number of states of Example 1.2 is only 64, which might not
sound like a lot. However, if we were to place an additional 260 bananas
in R2, then the number of states would be greater than the number of
atoms in the observable universe.1 The reason for this absurd increase
in the amount of states is that Joe can eat the bananas in very many
different orders. Every different combination of Eaten and Not-Eaten is
an unique state. This effect is typically described as a combinatorial
explosion. Note that the same thing happens when we introduce irrelev-
ant entities, for instance, suppose there are a lot of retractable pens on
the floor and Joe can extend the tip of each pen by clicking on top of
it. This also causes a combinatorial explosion of states. However, the
pens are irrelevant for Joe’s plan. The problem is still easy for humans
since we are aware of the fact that there is no need to differentiate
between the bananas, or that we can ignore the pens, but automated
planners cannot differentiate. Of course, in the general case, we have
to differentiate between every entity and such problems would also be
extremely difficult for humans. Much research in this field has been
devoted to how to deal with the combinatorial explosion of states. In
other words, even classical planning is computationally hard, which is
the theme of our next discussion.

1.2 Computational Complexity Theory
Planning problems can differ vastly regarding computational complexity.
The objective of computational complexity is to classify problems ac-
cording to their inherent difficulty, and compare the difficulties to one
another. We assume that the reader is already familiar with compu-
tational complexity, and give a brief reminder. Consider the following
computational problem.

SAT
Instance: A boolean formula F on conjunctive normal form, i.e.
F is a conjunction of clauses where each clause is a disjunction of
literals.
Question: Does F have a satisfying assignment?

We require, without loss of generality, that repeated clauses are not
allowed and that no empty clauses appear. Note that the definition
of SAT instances implies that there are no unused variables, i.e. every

1The number of atoms in the observable universe is estimated to be 1080.
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variable appears in at least one clause. The problem k-SAT, k ≥ 1, is
the SAT problem restricted to clauses containing at most k literals.

Example 1.3. The boolean formula (x∨y)∧(¬y∨¬z) has the satisfying
assignment x = T, y = T, z = F . The assignment of y does not matter.
The formula is on conjunctive normal form.

The answer to the SAT problem for the boolean formula in Ex-
ample 1.3 is ’yes’ since we have a satisfying assignment. An obvious
algorithm to find such an assignment is to systematically enumerate
every assigment, and check if any of them satisfies the boolean formula.
Our main concerns are how efficient the algorithm is, and if there are
more efficient algorithms. We denote this particular algorithm as A for
the remainder of this section.

1.2.1 Asymptotic Complexity

Algorithm A answers the question of the SAT problem for a boolean
formula F . Let n be the number of variables in F , and m be the length
of F . Then the number of possible assignments for F is 2n. Given an as-
signment, we can compute the next assignment in n steps. Furthermore,
we can check whether an assignment satisfies F in roughly m steps.
(The details of how we do this are left as an exercise.) Consequently,
the number of steps of A is, in the worst case, roughly 2n · n ·m. A
step can be thought of as a machine instruction for a computer, or a
constant number of them, where the instruction takes constant time to
execute. In this case, the number of steps measure how much time the
algorithm require. Similarly, we can measure space, i.e. the memory
usage of the algorithm.

The analysis of algorithm A exemplify the intuition behind asymp-
totic complexity: we ignore constant factors and terms and study how
the algorithm behave when the input size approach infinity. The ignored
factors and terms are dominated by the remaining parts when the input
size is sufficiently large. Formally, let f and g be two functions defined
on some subset of the real numbers. Then we write f(x) = O(g(x)) if
and only if there is a positive constant c and a real number x0 such
that f(x) ≤ c · g(x) for all x ≥ x0. Intuitively, the function f does not
grow faster than g for sufficiently large x. For example, the asymptotic
complexity of A is 2n ·n ·m ≤ 2m ·m2 = O(2m ·m2) (n < m since every
variable occurs at least once in F ).
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1.2.2 Complexity Classes

A complexity class is a set of problems of related complexity. We are
especially interested in the following classes.

• P: The set of problems that can be solved by an algorithm
running in time O(nc), where c is a constant. When we say that
an algorithm is polynomial, then the problem it solves is in P.
If a problem is in this class, then we consider it to be tractable
(computationally feasible), and otherwise to be intractable. (If
this is a fair dichotomy is debatable.)

• NP: The set of problems that can be solved by a non-deter-
ministic algorithm running in time O(nc), where c is a constant.
A non-deterministic algorithm can be thought of as an algorithm
that, when confronted with a several options, is always able to
guess the correct option. For instance, algorithm A has to check
every assignment since we do not know which one is a satisfying
assignment, and if there is one. A non-deterministic version of
A consists of two phases: a non-deterministic phase and then
a deterministic phase. The first phase guesses an answer and
the second phase verifies it. In this case, we would guess some
assignment in the first phase, and then deterministically check
if it satisfies the formula in the second phase. Assuming that
every guess was correct, A is in NP since both phases runs in
polynomial time. It is known that P ⊆ NP, but whether P 6= NP
is a major open question. However, due to the amount of research
that has been devoted to answering just that question throughout
many decades, it is common to assume that P 6= NP.

• PSPACE: The set of problems that can be solved by an algorithm
running in space O(nc), where c is a constant. It is known
that NP ⊆ PSPACE, however if NP 6= PSPACE and P 6=
PSPACE are also open questions.

As the reader might have noticed, there is a straightforward hierarchy
of the complexity classes, but if a problem is, for instance, in PSPACE
then we do not know how hard it is (since P ⊆ PSPACE). Hence,
hardness with respect to a complexity class means, informally, that
the problem is at least as hard as the hardest problems in the class.
For example, the SAT problem is in NP and is also NP-hard [GJ79,
problem LO1]. Furthermore, if a problem is both inNP and isNP-hard
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then we say that it is NP-complete (we use analogous definitions for
other classes). Hardness can be formalised by using polynomial-time
reductions, which translates, or reduces, one problem to another. The
reduction must be done in polynomial-time, and the answer for the
former problem is derived from the answer for the latter problem. If the
latter problem can be answered quickly, then so can the former since
the reduction is done in polynomial-time. Hence, the latter problem
is at least as hard as the former. If a problem is NP-hard then it is
common to assume that there is no polynomial algorithm which solves
it (i.e. by assuming that P 6= NP). We refer the reader to the textbook
by Papadimitriou [Pap94] for more information.

1.3 Contributions & Thesis Outline

There has been an impressive advancement in domain-independent
planning over the past decades. New and efficient planners have
entered the scene, for instance, Fast Forward [HN01], Fast Down-
ward [Hel06a], Lama [RW10], and planners based on compilation
into SAT instances [RHN06]. Various ways to exploit the structure of
planning instances have been proposed and integrated into existing plan-
ners. Perhaps most importantly, a rich flora of heuristics has appeared,
making many previously infeasible instances solvable with reasonable
resources. See, for instance, Helmert et al. [HD09] for a survey and
comparison of the most popular heuristics. This development has largely
been driven by the international planning competitions (IPC). However,
in the long run one might question how healthy it is for a research area
to focus so much effort on solving the particular problems choosen for
the competitions. This is a very natural question from a methodological
point of view, and although it has not been raised as often as one might
expect, it is not a new one, cf. Helmert [Hel06b].

One problem with the planning competitions so far is that all
planning instances have a solution, and the effect of this is that the
planners and methods used are getting increasingly faster at find-
ing the solutions that we already know exist. It is important to
note that other similar competitions, such as the SAT competition
(http://www.satcompetition.org) and the Constraint Solver Com-
petition (http://cpai.ucc.ie), consider unsolvable instances together
with solvable instances. It is no secret that few planners exhibit any
similar speed improvement for instances that have no solution. For
many applications we can know, e.g. by design, that there is a solu-
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tion, but this cannot be a general assumption. Obvious examples are
planning for error recovery and planning for systems that were not
designed to always have a solution (old industrial plants that have
evolved over time is an archetypical example). Another example is
support systems where a human operator takes the planning decisions
and the planner is used to decide if there is a plan or not, or to attempt
finding errors in the human-made plan [GKS12]. System verification
has an overlap with planning [ELV07], and proving that a forbidden
state is unreachable corresponds to proving that there is no plan. Sim-
ilarly, planning is used for penetration testing in computer security
[BGHH05, SBH13, FNRS10, HGHB05], which is an area of emerging
commercial importance [SP12]. In penetration testing, a system is
considered safe if there is no plan for intrusion. We finally note that
oversubscription planning (i.e. where not all goals can be satisfied sim-
ultaneously and the objective is to maximise the number of satisfied
goals) have been considered in the literature [Smi04].

Perhaps the most important contribution of our work is that we
sparked interest in the anomaly explained above by implementing a
planner tailored towards unsolvable instances and demonstrated that
it outperformed state-of-the-art IPC planners on such instances. This
exposed a weakness which needed to be addressed by the planning
community, and as a result a number of responses have been produced.
The situation has improved significantly, and IPC has introduced an
unsolvability track to encourage further research. The following public-
ations are a few examples of recent methods for detecting unsolvable
instances. Hoffman et al. [HKT14] specialised the heuristic function
Merge & Shrink [HHH07] for detecting unsolvable instances. Steinmetz
and Hoffmann [SH16] tailored the heuristic function hC for detecting
dead-end states, and gave it the ability to learn from misclassifications
to improve itself. Lipovetzky et al. [LMG16] investigated the relation
between traps and dead-ends, and devised a preprocessing algorithm
for computing them. Gnad et al. [GSJ+16] designed a method around
partial delete relexation, or red-black planning, to detect unsolvable
planning instances. Gnad et al. [GTSH17] exploited symmetries in
the planning instance to prune states during the search on its state
transition graph. This is far from a complete list, but it is clear it
sparked an interest and that a lot of experimentation is taking place.
It is worth noting that dead-end detection is not something new, but
its relevance to unsolvable planning instances was not studied in-depth.
Some contenders from the first unsolvability IPC are Aidos [SPS+16],
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Django [GSH16], SymPA [Tor16], M+S and SimDominance [THK16];
and they make use of the results in the publications above and more.
We compare our planners to some of these contenders, and we outline
and describe our results next.

Part I: Introduction

In this part, we define the planning formalism that we use throughout the
thesis (Chapter 2). We also motivate our work further by showing that
there is no significant theoretical difference, with respect to complexity,
between solvable and unsolvable instances (Chapter 3). Finally, we give
a brief explanation of the inner workings of our planner (Section 4.1), and
discuss the domains of unsolvable instances that we use (Section 4.2).

Part II: Variable Projection

This part describes two planners for unsolvable problems, both of
them are based on variable projection, which is a technique to simplify
instances. From now on, we use the more mathematical term variable
instead of entity, they are essentially synonyms. Variable projection
lets us project away variables from the instance, for example, if we were
to project away the lock in Example 1.1 then we can open the door
without the key. The key is still in the projected world, but it has no
use. A plan for the projected instance is: open the door; go to the
other room; dine on the banana. Note that this plan is an incomplete
and inapplicable plan for the original instance, and to complete it we
can add these actions: take the puzzle; solve the puzzle; grab the key;
and unlock the door. In other words, variable projection lets us find
partial plans that are parts of a plan for the instance. The process of
completing a partial plan is also known as plan refinement; this is also
how variable projection was used in the beginning [Kno94]. There is no
guarantee that partial plans can be refined into a plan for the instance,
however, if there is no partial plan at all for a projected instance then
there is no plan for the original instance. This is a very important
property: we can prove that an instance is unsolvable by proving that a
simpler instance, constructed by variable projection, is unsolvable. This
fact is the cornerstone which our planners are based on.

The first planner, consistency checking, systematically enumerates
every subset of variables and projects the instance onto it, and then
checks whether the projection is unsolvable or not. If the projection is
unsolvable, then the original instance must be unsolvable. Projections

12



1.3. CONTRIBUTIONS & THESIS OUTLINE

onto smaller subsets are faster to solve, so the method starts with
projecting onto every subset of size 1, then every subset of size 2, and
so on, up to size k. Consistency checking for planning is often efficient,
but at the cost of being incomplete, that is, it is infeasible to detect
all unsolvable instances. Consistency checking also runs in polynomial
time for any fixed value of a parameter k, which can be used to trade off
between efficiency and completeness. Consistency checking for planning
is efficient if unsolvability can be proved with a reasonably small variable
subset, otherwise it quickly becomes too time-consuming because of the
sheer number of possible projections.

The second planner is an adaptation of an existing heuristic function
for solvable instances: pattern databases (PDB). More precisely, we
adapt pattern collections. A pattern is the same as a projected instance,
and we have a collection of different projected instances. Historically,
PDBs have used variable projection for providing heuristic guidance
and, naturally, such PDBs perform badly when given an unsolvable
instance. We refocus PDBs to identify dead-end states – states from
which no goal state is reachable. Note that if the instance is unsolvable,
then the initial state is a dead-end state. Hence, dead-end detection is
a viable approach to identify unsolvable instances.

We evaluate both planners on 183 unsolvable planning instances over
8 domains, matching our methods against some of the most commonly
used planners. A typical statistical analysis of some method study
instance coverage and run-time, but we also carry out a much more
in-depth statistical analysis by taking advantage of a large computer
cluster. One issue with the typical analysis is that the limitation of the
methods is not clear. For example, if we have a PDB that performs well
on an instance, then we do not know if there is another PDB which would
have performed considerably better. With the help of the computer
cluster, we establish a distribution for every instance of its projections,
of various properties. The distributions help us answer questions such
as ‘how optimal is our method with respect to its potential?’. Note that
we are discussing the potential, or ‘upper bound’, of the method as a
whole. In other words, to improve the potential of the method, we have
to complement it with additional techniques.

Part III: Polytree Causal Graphs & Variable Similarity

We take a detour from unsolvable instances and look at a specific class
of instances, which gave us insights in which variable projections are
of particular interest when trying to detect unsolvability. The class
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consists of instances whose causal graph is a polytree. The causal graph
of an instance is a directed graph of its variables, where an edge from
one variable to another means that the former can influence the latter
through an action. We also restrict the domain size of the variables
(entities) by a constant, and either the depth or the diameter of the
causal graph. The depth is a graph is the length of the longest simple
directed path, and the diameter is the longest simple undirected path.
Similar classes has been studied previously, and some of them are special
cases of these classes.

The algorithm for one of the classes works by recursively breaking
down the instance into several smaller instances, which are then solved
independently. A solution for the instance is then derived from the
solutions for the smaller instances. The foundation of the algorithm
for the other class is the notion of variable ismorphism. Essentially,
two variables are isomorphic if one of them can be removed without
affecting solvability because the two ‘behave’ the same anyway. Going
back to Example 1.1, we mentioned that if we add 260 bananas then
we get a combinatorial explosion, and we also mentioned that there
was no need to differentiate between them. One way to motivate this
is that the bananas are isomorphic. That is, we can remove all but
one banana without affecting solvability. We show, by exploiting this
feature, that the class defined in the previous paragraph is tractable,
albeit the constants in the asymptotic complexity are large.

We follow up on this idea by defining a variable similarity measure,
which scores the similarity of two variables between 0 and 1. The
similarity score of two isomorphic variables is always 1, however, it
is possible for two non-isomorphic variables to also get the score 1.
This is because it is infeasible to decide whether two variables are
isomorphic in the general case, so we need an approximation. We then
show empirically that the smallest unsolvable projections very often
consist of variables that pairwise score very low on the variable similarity
measure. This is important since we now have a tool that can help us
decide whether to consider a variable projection. We use this measure
to improve the planners in Part II. The tool is statistically analysed
and the improvement is empirically evaluated.

Part IV: Conclusions

We conclude this thesis with a summary and discuss future research
directions. The main topic is how to improve variable projection and
thus the methods. We also mention some open research questions.
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Chapter Two

Planning Formalism

In this chapter we present the planning formalism that is used in this
thesis and show some important properties, discuss how planners are
implemented in practice, and present the unsolvable instances that we
evaluate our results on.

We use the extended simplified action structures (SAS+) [BN95]
formalism, which uses multi-valued variables. This is the main difference
between SAS+ and STRIPS, which use propositional atoms (binary
variables). A SAS+ instance is a tuple Π = (V,A, I,G) where:

• V = {v1, . . . , vn} is the set of variables, and each variable is asso-
ciated with a domain Dv. A partial state is a set s ⊆

⋃
v∈V {(v, d) :

d ∈ Dv} where every variable in V occurs in at most one pair. A
total state is a partial state where every variable in V occurs in
exactly one pair. We also view partial states as partial functions
and use the corresponding notation, i.e. s[v] = d means that
(v, d) ∈ s, and Domain(s) = {v : (v, d) ∈ s} denotes the domain
of s.

• A is the set of actions. An action a = pre(a) → eff(a) con-
sists of two partial states, a precondition pre(a) and an effect
eff(a). An action a has a prevailcondition on a variable v if v ∈
Domain(pre(a)) \Domain(eff(a)), i.e. there is a precondition but
no effect on v.1 Furthermore, we do not allow pre(a)[v] = eff(a)[v]
since the effect on v is then superfluous.

• I is the initial state, and it is a total state.

• G is the goal, and it is a partial state.
1This is slightly non-standard, some formalisms define preconditions and prevail-

conditions of an action as distinct sets of pre(a). However, in the vast majority of
this thesis we do not need to distinguish between the two.
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We write V (Π), A(Π), I(Π) and G(Π) for the set of variables, actions,
the initial state and the goal of Π, respectively.

We say that a partial state s1 matches another partial state s2
if s1 ⊆ s2. We define the composition of two partial states s1, s2 as
s1 ⊕ s2 = s2 ∪ {(v, s1[v]) : v ∈ Domain(s1) \Domain(s2)}. An action a
is applicable in a total state s if pre(a) ⊆ s, and the result of applying a
in s is the total state s⊕ eff(a).

Example 2.1. Recall Example 1.2. The way we represented the entities,
i.e. the variables, followed the SAS+ formalism closely. Henceforth, we
denote the following instance as ΠJoe. The set of variables is V (ΠJoe) =
{Joe, T,K,L,D,B}, where:

• DJoe = {R1, R2} (the rooms Joe can be in),

• DT = {Solved,Unsolved},

• DK = {T, Joe} (the key is either inside the cube, or Joe has it),

• DL = {Locked,Unlocked},

• DD = {Closed,Open}, and

• DB = {Not-eaten,Eaten}.

The initial state is I(ΠJoe) = {(Joe, R1), (T,Unsolved), (K,T ),
(L,Locked), (D,Closed), (B,Not-eaten)}, and the goal is G(ΠJoe) =
{(B,Eaten)} (Joe’s life goal is to devour B). The actions of ΠJoe are
the following.

• aSolve = {(Joe, R1), (T,Unsolved)} → {(T,Solved)},

• aGrabKey = {(Joe, R1), (T,Solved), (K,T )} → {(K, Joe)},

• aUnlock = {(K, Joe), (L,Locked), (D,Closed)} → {(L,Unlocked)},

• aLock = {(K, Joe), (L,Unlocked), (D,Closed)} → {(L,Locked)},

• aOpen = {(L,Unlocked), (D,Closed)} → {(D,Open)},

• aClose = {(D,Open)} → {(D,Closed)},

• aR1→R2 = {(D,Open), (Joe, R1)} → {(Joe, R2)},

• aR2→R1 = {(D,Open), (Joe, R2)} → {(Joe, R1)},

• aIngest = {(Joe, R2), (B,Not-eaten)} → {(B,Eaten)},
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Note that the cube cannot be moved around (it is always in R1)
and the same is true for B (it is always in R2). This is not a limitation
of the SAS+ formalism, we simply wanted a more brief example. For
instance, if the domain of B was {R1, R2, Joe,Eaten}, then we could
have had actions to let Joe pick it up and put it down.

2.1 States and Reachability
The plan that Joe conceived in Example 1.1 was a linear plan, which is
the type of plans that we consider in this thesis. We are interested in
whether a state is reachable from the initial state, and whether a goal
state is reachable from another state. The following three definitions
define these nuances.

Definition 2.2. Let s0 and sn be two total states, and ω = 〈a1, . . . , an〉
be sequence of actions. Then ω is a plan from s0 to sn if and only if
there exists a sequence of intermediate total states 〈s1, . . . , sn−1〉 such
that ai is applicable in si−1 and si is the result of applying ai in si−1
for all 1 ≤ i ≤ n. The plan ω is also a solution with respect to a goal G
if G ⊆ sn, and the length of ω is |ω| = n.

A solution is optimal if there does not exists another a better solution,
and with better we mean either shorter or lowest total cost (depending
on the context). When a solution is not optimal, it is suboptimal.
The following definition is very important, especially for unsolvable
instances.

Definition 2.3. A state s is reachable with respect to an initial state
I if there is a plan from I to s. A state is unreachable with respect to I
if it is not reachable from I. A state s is a dead-end if there is no plan
from s to any goal state g, G ⊆ g, where G is the goal.

The state transition graph of an instance is an important structure
for finding solutions. The nodes of the graph are the total states of the
instance, and an edge from one state to another means that there is an
applicable action that takes us from the first state to the latter. A path
from the initial to a goal state in the graph represents a solution. In
other words, one way to solve instances is to use some search algorithm
on the state transition graph.

Definition 2.4. Let Π be an instance. The set of every total state
of Π is TotalStates(Π) = {{(v1, d1), . . . , (vn, dn)} : d1 ∈ Dv1 , . . . , dn ∈
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Dvn , n = |V (Π)|}. The state transition graph of Π is the directed graph
TG(Π) = (TotalStates(Π), E), where (s1, s2) ∈ E if and only if there is
an action a ∈ A(Π) such that a is applicable in s1 and s2 is the result
of applying a in s1.
Example 2.5. We noted in Example 1.2 that the number of total
states of ΠJoe is 26 = 64, i.e. |TotalStates(ΠJoe)| = 64. The number of
goal states is 32, but not all them are reachable. For example, the state
{(Joe, R2), (T,Unsolved), (K,T ), (L,Locked), (D,Closed), (B,Eaten)}
is unreachable since there is no way for Joe to enter R2 without solving
T . A plan and solution for ΠJoe is 〈aSolve, aGrabKey, aUnlock, aOpen,
aR1→R2 , aIngest〉. This is not the only solution; after applying aOpen,
Joe could aClose and aOpen again before applying the remainder of the
plan. Of course, such a solution is suboptimal (there exists a better
solution).

2.2 Variable Projection
Some instances have enormous state transition graphs and are very
difficult to solve. When this is the case, it might help to relax, or abstract,
the instance. Relaxation is a strategy which lets us approximate the
solution of an instance by solving an easier, related, instance. There
are several ways to relax planning instances, and we focus on variable
projection. We define variable projection in the usual way [Hel04].
Definition 2.6. Let Π = (V,A, I,G) be a SAS+ instance and let
V ′ ⊆ V . The variable projection of a partial state s onto V ′ is defined
as s|V ′ = {(v, d) : (v, d) ∈ s, v ∈ V ′}. The variable projection (or simply
projection) of Π onto V ′ is Π|V ′ = (V ′, A|V ′ , I|V ′ , G|V ′), A|V ′ = {a|V ′ :
a ∈ A, eff(a|V ′) 6= ∅} where pre(a|V ′) = pre(a)|V ′ and eff(a|V ′) =
eff(a)|V ′ .

Note that a variable projection cannot contain actions with an empty
effect. It is safe to remove such actions since they cannot be part of any
optimal solution, and nor do they affect solvability.
Example 2.7. Suppose R2 in Example 1.1 contained an additional 260
bananas and that Joe could not solve the Rubik’s Cube since it was
rigged. Then it does not matter if we consider that Joe only wants to
eat 1 banana, or all 261 of them: the instance is unsolvable in both
cases. Hence, it makes sense for Joe to ignore, or project away, all but
one banana since if he can devour one banana, then he can devour them
all.
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The following theorem is central for this thesis.

Theorem 2.8. [Hel04] Let Π be a SAS+ planning instance, and V ′ ⊆
V (Π). If Π|V ′ is unsolvable, then Π is unsolvable.

Proof. Assume that Π is solvable and Π|V ′ is unsolvable. Let ω =
〈a1, . . . , an〉 be a solution for Π. Let ω′|V ′ = 〈a1|V ′ , a2|V ′ , . . . 〉 where
actions with empty effects have been removed. The actions in ω′ are
in A|V ′ (per definition). The plan ω′ is applicable for Π|V ′ since ω is
applicable for Π. Furthermore, for every variable v ∈ V ′, v is assigned
the same values and in the same order. In other words, the final value
for every v for ω′ is the same as for ω, thus ω′ is a solution for Π|V ′ .
This contradicts that Π|V ′ is unsolvable.

Variable projection does not necessarily preserve unsolvability, as
the following example demonstrates. That is, if we ignore the ‘rigged’
Rubik’s Cube, then the projection is solvable.

Example 2.9. Suppose we want to project ΠJoe (see Example 2.1)
onto the variable set {Joe,K, L,D,B}, i.e. we project away the Rubik’s
Cube. The domain of every remaining variable is unaffected, but the
actions aSolve and aGrabKey have changed and their projections are:

• aSolve|{Joe,K,L,D,B} = {(Joe, R1)} → {}, and

• aGrabKey|{Joe,K,L,D,B} = {(Joe, R1), (K,T )} → {(K, Joe)}.

Note that the effect of the first action is empty, i.e. applying it does not
change the world state. Clearly, we can remove such actions from the
projection. The precondition on T of the second action that required T
to be solved has been removed, and Joe can simply grab the key from
the non-existing T (a side-effect of projection since there is no ‘correct’
initial state for the key).

2.3 Graphs

The state transition graph is a victim of the combinatorial explosion,
and it is often infeasible to represent it in memory. Hence, it is difficult
to reason about the instance by using this graph explicitly. Thus, to get
a bird’s-eye view of how the variables are interconnected it is common
to use the causal graph – an important tool that we frequently use.
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Figure 2.1: The causal graph of ΠJoe (see Example 2.1).

Definition 2.10. The causal graph CG(Π) of a SAS+ instance Π =
(V,A, I,G) is the digraph (V,E) where an edge (v1, v2), such that
v1 6= v2, belongs to E if and only if there exists an action a ∈ A such
that v2 ∈ Domain(eff(a)) and v1 ∈ Domain(pre(a)) ∪Domain(eff(a)).

Example 2.11. Figure 2.1 depicts the causal graph of ΠJoe. A main
purpose of the causal graph is to highlight causal relationships between
variables. For example, an edge to B from Joe means that a change in
state of B depends on the state of Joe. Indeed, B can only be eaten if
Joe is in the room.

It is common to define classes of planning instances by imposing
restrictions on the causal graph, and many tractable classes has been
defined with this approach. We take a much closer look at the causal
graph in Part III.

Yet another technique to describe dependencies is the domain trans-
ition graph, which detail dependencies between the values of a domain
of a variable.

Definition 2.12. The domain transition graph DTG(v) for a variable
v ∈ V is the labelled digraph (Dv, E) where for every distinct d1, d2 ∈
Dv, (d1, d2) ∈ E if and only if there exists an action a ∈ A such that
pre(a)[v] = d1 or v /∈ Domain(pre(a)), and eff(a)[v] = d2. The label of
an edge is a set of the prevailconditions of the actions that satisfy the
requirement for the edge to exist (a set of sets).

Example 2.13. The domain transition graph (DTG) of a variable v il-
lustrates how v can change its state. The DTG(B) of ΠJoe consists of two
nodes and one edge: the nodes Not-eaten and Eaten, and an edge from
the former to the latter with the label {pre(aIngest) \ {(B,Not-eaten)}}.
We remove non-prevailconditions since they are redundant with the
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direction of the edge. There is no way for B to become Not-eaten once
eaten, so there is no edge in that direction.

In some sense, DTGs give a local overview of the planning instance.

2.4 Computational Problems

The SAS+ planning formalism presented so far have ignored the possib-
ility that actions are not equal, i.e. that there is some kind of ‘cost’ of
applying them. Suppose we want to model this logistics problem: we
have a truck, a number of packages and locations where the truck have
to deliver the packages to. If we ignore the time it takes for the truck to
drive from one location to another, then a solution might be to drive to
the location furthest away without delivering any intermediate packages.
Clearly, such solutions are suboptimal in practice and to remedy this
we can incorporate driving time into the model. One approach is to
associate a cost with every action, and in the example the cost is the
driving time. In other words, in addition to an instance Π, we also give
a cost function c : A(Π) → R. The cost of a plan ω = 〈a1, . . . , an〉 is
c(ω) = c(a1) + · · ·+ c(an).

There are a number of computational problems in planning and the
following are the most common ones.

Plan Existence (PE)
Instance: A SAS+ planning instance Π.
Question: Is there a solution for Π?

Bounded Plan Existence (BPE)
Instance: A SAS+ planning instance Π and a number b ∈ N.
Question: Is there a solution ω for Π such that |ω| ≤ b?

Bounded Cost Plan Existence (BCPE)
Instance: A SAS+ planning instance Π, a cost function c : A(Π)→
N, and a number b ∈ N.
Question: Is there a solution ω for Π such that c(ω) ≤ b?

These three problems are concerned with the existence of a solution,
not the generation of one. In some cases, it is easier to verify the
existence of a solution than it is to generate one. Furthermore, the
problems are sorted in increasing difficulty: PE is easier than BPE since
the latter is the optimisation version (if there is a ‘short’ solution);

23



CHAPTER 2. PLANNING FORMALISM

and BPE is easier than BCPE since the former is a special case of the
latter, i.e. let the cost of every action be 1. The following corresponding
computational objectives require the generation of a solution.

Plan Generation (PG)
Instance: A SAS+ planning instance Π.
Objective: Generate a solution ω for Π, if one exists. Otherwise,
answer ‘no’.

Bounded Plan Generation (BPG)
Instance: A SAS+ planning instance Π and a number b ∈ N.
Objective: Generate a solution ω for Π such that |ω| ≤ b, if one
exists. Otherwise, answer ‘no’.

Bounded Cost Plan Generation (BCPG)
Instance: A SAS+ planning instance Π, a cost function c : A(Π)→
N, and a number b ∈ N.
Objective: Generate a solution ω for Π such that c(ω) ≤ b, if one
exists. Otherwise, answer ‘no’.

Of course, if we are able to generate a solution, then we can answer
the corresponding problem about its existence. If PG does not generate
a solution, then no solution exists. However, if BPG or BCPG does not
generate a solution then the instance can still be solvable, but a higher
bound is required. We also consider the following problems.

Cost Optimal Plan Generation (COPG)
Instance: A SAS+ planning instance Π and a cost function c :
A(Π)→ N.
Objective: Generate a solution ω for Π such that there is no other
solution ω′ for Π where c(ω′) < c(ω), if a solution exists. Otherwise,
answer ‘no’.

Cost Optimal Plan Existence (COPE)
Instance: A SAS+ planning instance Π and a cost function c :
A(Π)→ N.
Objective: Generate a cost c such that there is a solution ω for Π
where c(ω) = c and there is no solution ω′ for Π where c(ω′) < c. If
Π is unsolvable then c =∞. Otherwise, answer ‘no’.

The objective is to generate an optimal solution, or the cost of one,
for the instance. The solutions generated when considering BPG and
BCPG might not be optimal when the bound b is larger than the cost
of an optimal solution.
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Chapter Three

Solvable vs. Unsolvable
Instances

We mentioned earlier that we have identified an asymmetry between
how much attention solvable and unsolvable instances have gotten in
the literature, but is there a theoretical difference between the two?
To prove that an instance is, in fact, solvable, we only have to give a
solution for the instance. Furthermore, it is straightforward to verify the
solution: check if the first action is applicable, and if yes then apply it
to the current state. Repeat this for the second action, and so on. If the
final state is a goal state then the instance is solvable. In other words,
the solution is a certificate that demonstrates solvability. In contrast, it
might be more tricky to provide a certificate for unsolvable instances.
One certificate is the set of reachable states, and to verify it we need
to: (1) check if the initial state is in it; (2) check if no goal state is in
it; and (3) check that the set of reachable states is closed under every
action. Another possible certificate is the set of states that can reach
a goal state. In this case, conditions (1) and (2) are flipped, i.e. the
initial state should not be in the set and every goal state should be. The
description so far might give the impression that it is computationally
easier to verify solvability certificates, however, optimal solutions for
solvable instances can be of exponential length and thus expensive to
verify. Eriksson, Röger and Helmert [ERH17] describes a family of
certificates for unsolvability that can be efficiently verified, and one
important aspect of their certificates is a compact representation of
states. Another possible certificate is a subset of variables such that the
projection onto it is unsolvable, and if the subset is sufficiently small
then unsolvability can be verified efficiently. In this chapter we show
that there is no theoretical difference between solvable and unsolvable
instances.
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3.1 Exponential Time Hypothesis

The k-SAT problem is NP-complete when k ≥ 3 [GJ79, problem LO1],
and there is no algorithm running in polynomial time if we assume
P 6= NP. However, there is a huge difference between the asymptotic
complexity of O(2n) and O(20.386n) – a nuance which is not visible when
merely studying complexity classes – but how small can the constant
in the exponent be for k-SAT? A more precise characterisation of the
complexity of k-SAT is possible by using the exponential time hypothesis
(ETH) [IP01, IPZ01]. This hypothesis is a conjecture stated as follows.

Definition 3.1. For all constant integers k > 2, let sk be the infimum
of all real numbers δ such that k-SAT can be solved in time O(2δn),
where n is the number of variables of an instance. The exponential time
hypothesis (ETH) is the conjecture that sk > 0 for all k > 2.

Informally, ETH says that satisfiability cannot be solved in subex-
ponential time. One may equivalently define the ETH for the number
of clauses, i.e. replacing O(2δn) with O(2δm) in Definition 3.1, where
m is the number of clauses. It is known that the ETH with respect
to the number of clauses holds if and only if the ETH with respect to
the number of variables holds [IPZ01]. Note that since the ETH refers
to actual deterministic time bounds it is possible to swap the answer,
i.e. if we could solve k-UNSAT in time O(f(n)) for some function f ,
then we could also solve k-SAT in time O(f(n)). Hence, the ETH can
equivalently be defined in terms of the k-UNSAT problem.

Since using the ETH offers more precision than polynomial reduc-
tions between the usual complexity classes do, we will benefit from also
being more precise about how much a reduction blows up the instance
size, defining the following measure for this purpose.

Definition 3.2. Given a reduction ρ from some problem X to some
problem Y, we say that ρ has blow-up b, for some b > 0, if there exists
an n > 0 such that ||ρ(I )|| ≤ ||I ||b for all instances I of X such that
||I || ≥ n.

Clearly, every polynomial-time reduction has bounded blow-up.
The following properties of 3-CNF formulae will be used in the

forthcoming proof. The bounds are straightforward to prove by recalling
that we require that F contains no repeated clauses, no empty clauses,
and no unused variables.
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Proposition 3.3. Let F be an arbitrary 3-CNF formula with n variables
and m clauses. Then one may assume that:

1. n ≤ 3m,

2. m ≤ 8n3,

3. ||F || ≤ 3m(1 + logn) and

4. ||F || ≤ 12m logm, for m ≥ 2.

The time complexity of a problem is usually defined as a function of
the instance size, while the ETH is defined as a function of the number
of variables or clauses. This latter allows for a sharper characterization
but it is not quite suitable for planning where the instance size is not
necessarily polynomial in the number of variables. We will instead use
time bounds on the form O(2nc), where n is the instance size.

Lemma 3.4. 3-SAT and 3-UNSAT cannot be solved in time O(2||F ||c)
for any c < 1, unless the ETH is false.

Proof. Suppose 3-SAT can be solved in time O(2||F ||c) for some c < 1.
We know from Proposition 3.3 that ||F || ≤ 12m logm, for m ≥ 2.
Furthermore, 12m logm < m1+ε for all ε > 0 and large m. Choose
ε = 1− c, which satisfies that ε > 0 since c < 1. It then follows from the
assumption that 3-SAT can be solved in time O(2||F ||c) ⊆ O(2m(1+ε)c) =
O(2md), where d = (1 + ε)c = (1 + ε)(1 − ε) < 1. This contradicts
the ETH since 2md grows slower than 2δm for all δ > 0. The case for
3-UNSAT is analogous.

3.2 Solvable vs. Unsolvable Instances
If we consider a tractable class of planning problems, then it is easy
both to find a solution and to find that there is no solution. On the
other hand, if we are faced with an NP-hard class, then it cannot be the
case that all solvable instances are easy, and only some of the unsolvable
instances are hard, as the following result shows.

Theorem 3.5. Let A be a planning algorithm. Let C be a class of
SAS+ instances such that PE(C) is NP-hard and let ρ be a polynomial-
time reduction from 3-SAT to PE(C) with blow-up b. If algorithm A
can generate a solution for each solvable instance in C in 2||Π||c steps
for some c such that 0 < c < 1

b , then the ETH is not true.
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Note that the behaviour of A only needs to be correct for solvable
instances. For unsolvable instances, it may give incorrect answers or
not even terminate.

Proof. Suppose there is some algorithm A that can generate a solution
for each solvable instance of C in 2||Π||c steps for some c such that
0 < c < 1/b. Let F be an arbitrary 3-SAT instance and let ΠF = ρ(F )
be the corresponding SAS+ instance. Simulate A on ΠF for 2||ΠF ||c

steps. If ΠF is solvable, then A will return a correct solution for ΠF ,
since it has to be correct for all solvable instances. On the other hand,
if ΠF is not solvable, then there are three possibilities:

1. A answers that ΠF has no solution,

2. A does not halt within 2||Π||c steps or

3. A returns an output string that is not a solution for ΠF .

Obviously, if A does not return any output string (cases 1 and 2),
then ΠF has no solution. It remains to distinguish between a solvable
instance and case 3. This can be done by checking whether the output
string returned by A is a solution for ΠF or not. The output string can
contain at most 2||ΠF ||c symbols, since A does not have time to produce
a longer output string, so there can be at most this many actions in
the string. Each step of a solution can be verified in time p(||ΠF ||) for
some fixed polynomial p. Hence, the output from A can be checked in
time O(p(||ΠF ||) · 2||ΠF ||c). The construction of ΠF guarantees that A
outputs a correct solution for ΠF if and only if F is satisfiable. Hence,
we can check whether F is satisfiable or not in time

O
(
2||ΠF ||c+p(||ΠF ||)·2||ΠF ||c)⊆ O((1+p(||F ||b))·2(||F ||b)c)⊆ O(2||F ||bc+ε)

for all ε > 0. Furthermore, bc < 1, since c < 1/b, so we can choose ε
such that 0 < ε < 1− bc. However, then bc+ ε < 1, which contradicts
the ETH according to Lemma 3.4.

An immediate consequence of the proof of Theorem 3.5 is the
following.

Corollary 3.6. Let A be a planning algorithm and let C be a class of
SAS+ instances. If algorithm A can generate a plan for each solvable
instance in C in f(n) steps, then PE(C) can be solved in (p(n)+1) ·f(n)
steps for some polynomial p that does not depend on C.
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In other words, if A is a planner that can generate solutions for all
solvable instances in C, then there exists a planner A′ that is sound
and complete for C and that has the same time complexity as A up
to a polynomial factor. With this result in mind, one may speculate
why planners apparently are better at analysing solvable instances than
unsolvable instances in empirical evaluations. One possible explanation
is that the development of planners has to a large extent been spurred
by the international planning competitions [LCO15]. However, the
backside of this development is that these competitions, and thus
also most planners, have been heavily focused on instances that are
guaranteed to be solvable, that is, the planners and methods used are
getting increasingly faster at finding solutions but not on verifying
that no solutions exist. Another possible explanation is that the test
cases that have been used are not sufficiently large. Corollary 3.6 is an
asymptotic result and a planner may very well not behave as expected
when given instances that are too small.
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Chapter Four

Planners & Benchmarks

The methods proposed in this thesis are not implemented in any previ-
ously existing planner, but are part of a planner that emerged from this
work. Since we compare our implementations with other planners, we
need to discuss the most important details of our planner. The chapter
is divided into two parts: implementation details of the planner and the
benchmarks that we use throughout the thesis to evaluate our proposed
methods.

4.1 Classical Planning Toolkit

Our planner, Classical Planning Toolkit (CPT), tackles the plan-
ning problem the same way as most modern planners. Modern planners
often solve planning instances by using some search algorithm in the
state transition graph of the instance. Almost all competitors that we
compare with are implemented in Fast Downward [Hel06a] (FD),
which is why the implementation of CPT follows its implementation
closely. This is necessary; suppose our planner runs significantly faster
than it, then we would like to know if the heuristic function is the
reason for the measured difference and not some other implementation
detail. The main difference between CPT and FD is the programming
language that they are implemented in: CPT is implemented in C#,
whilst FD is implemented in C++. In most cases, C++ is faster than C#
by some factor, and we take a brief look at its performance later.

The motivation behind CPT is that the author wanted insight into
the design decisions behind modern planners. It should be straight-
forward to implement the methods presented in this thesis in another
planner, such as FD. The programming language C# was chosen for its
good balance between productivity and performance.
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4.1.1 Search Algorithms

Modern planners often search for a path from the initial state to a goal
state in the state transition graph of the instance. There is such a
path if and only if the instance is solvable, and if such a path is found
then it is trivial to derive a solution. The downside is that the size of
the state transition graph is exponential in the number of variables, so
finding such a path, or deciding if one exists, is very computationally
expensive. To deal with the combinational explosion, it is common to
use informed search algorithms, such as A*, which are equipped with
heuristic functions. When the search algorithm is informed then it can
avoid states that either cannot lead to a goal state (a dead-end state);
or lead to a costly solution. Therefore, it is able to reduce the number
of states that it needs to consider and is thus able to find a solution
more quickly. However, whether this actually happens hinges on the
heuristic function, which informs the search algorithm.

Heuristic Functions

In general, a heuristic function is a function that estimates how far
away a state is from solving the problem. In planning, a heuristic
function often estimates the plan cost of reaching a goal state from
a state. There may be a number of applicable actions for a state, all
of which might lead to different states, and following up on some of
them may have detrimental impact on performance if they are very far
away from solving the problem. Hence, an informed search algorithm
exploits the heuristic function to avoid actions leading to such states
and thus produce a solution more quickly. Throughout this thesis, we
are interested in heuristic functions that are:

• Admissible. A heuristic function is admissible if it never overes-
timates the cost of reaching a goal state.

• Consistent. A heuristic function is consistent if its estimate is
always greater than or equal to the estimate for any of its adjacent
states, plus the cost of the action to that state.

These two properties are very important for the forthcoming search
algorithm.
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A* Search

The informed search algorithm A* [HNR68] is a widely used algorithm
throughout computer science, and unsurprisingly it is also regularly
used in AI. We briefly explain how this algorithm is used when solving
planning instances, its properties and present some pseudocode.

Algorithm 4.1 contains pseudocode for an A* planner. The function
A* takes three arguments: the instance, a heuristic function, and a cost
function. Informally, the algorithm starts by generating the immediately
reachable states of the initial node, and then use the heuristic function
to evaluate them. The states are put in a priority queue, and the
priority of a state is the cost it took to reach it plus the estimated cost
of reaching a goal state. The algorithm repeats this with the state that
has the currently lowest priority until a goal state has been found. If
the heuristic function is admissible and consistent, then the algorithm is
guaranteed to find an optimal solution (if a solution exists at all). Since
this thesis is concerned with solvability, the pseudocode in Algorithm 4.1
does not construct a solution and simply outputs whether the instance
is solvable or not.

Depth-first & Breadth-first Search

Many of the details of A* are only useful for solvable instances: if there
is no solution then there is no point in considering the cost of actions,
prioritising states in the open list, nor trying to estimate the distance to
the goal. The only exception to the last point is if the heuristic function
can prove that some states are dead-ends (indicated by the heuristic
value ∞). Hence, when dealing with an unsolvable instance, then a
simple uninformed search algorithm should perform better. Two such
search algorithms are depth-first search [Tré82] (DFS) and breadth-first
search [Moo59] (BFS).

Pseudocode for a BFS planner is presented in Algorithm 4.2. Con-
ceptually, the only difference between DFS and BFS is how Open is
implemented, and in BFS it is a queue (first in, first out) instead of
a stack (last in, first out). In practice, DFS should be implemented
recursively to achieve better memory efficiency. We mentioned earlier
that heuristic functions that can detect dead-ends are also useful for
unsolvable instances, and to add that functionality to these two search
algorithms then, just before Line 4 and 13, we evaluate I and s, respect-
ively, with the heuristic function to decide whether s is added to Open
(when the estimate is not ∞) or Closed (when the estimate is ∞). Of

33



CHAPTER 4. PLANNERS & BENCHMARKS

1 function A*(Π = (V,A, I,G), h : TotalStates(Π)→ R,
c : A→ R)

2 if h(I) =∞ then
3 return Unsolvable
4 Let Open be a priority queue
5 Let Closed be an empty set
6 Add I to Open with priority 0
7 while |Open| > 0 do
8 Let s be a state in Open with the lowest priority
9 Let p be the priority of s in Open

10 Remove s from Open
11 Add s to Closed
12 if G ⊆ s then
13 return Solvable
14 forall a ∈ A : pre(a) ⊆ s do
15 Let s′ = s⊕ eff(a)
16 Let p′ = (p− h(s)) + c(a) + h(s′)
17 if s′ 6∈ Closed then
18 if s′ ∈ Open with priority p′′ then
19 if p′ < p′′ then
20 Remove s′ from Open
21 Add s′ to Open with priority p′

22 else
23 if h(s′) =∞ then
24 Add s′ to Closed
25 else
26 Add s′ to Open with priority p′

27 return Unsolvable
Figure 4.1: Pseudocode for the informed search algorithm A*
in the context of SAS+ planning.
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1 function BFS(Π = (V,A, I,G))
2 Let Open be a first-in first-out queue
3 Let Closed be an empty set
4 Enqueue I to Open
5 while |Open| > 0 do
6 Dequeue s from Open
7 if s 6∈ Closed then
8 Add s to Closed
9 if G ⊆ s then

10 return Solvable
11 forall a ∈ A : pre(a) ⊆ s do
12 Let s′ = s⊕ eff(a)
13 Enqueue s′ to Open

14 return Unsolvable
Figure 4.2: Pseudocode for the uninformed search algorithm breadth-
first search in the context of SAS+ planning.

course, this only works if the heuristic function is admissible. So far, we
have been vague on intricate details such as how a state is represented,
how we efficiently find all applicable actions, and how we get the state
with the lowest priority.

State Representation

In Chapter 2 we said that a partial state is a set of variable-value
pairs, where every variable occurs in at most one pair. Whilst this is a
convenient mathematical representation of a state, it is less suitable for
a computer. For performance reasons, it is of outmost importance to
represent them well. After all, most of an instance consists of partial
states: the initial state, the goal, every state in the state transtion
graph, preconditions and effects. These two functions are central to
how CPT represents states:

• Let Vid : V → {0, . . . , |V | − 1} be a bijective function, and

• Let Dv
id : Dv → {0, . . . , |Dv| − 1} be a bijective function.

A total state in CPT is represented as an array 〈n0, . . . , n|V |−1〉, where
(Dv

id)−1(ni) is the value of the variable (Vid)−1(i) is the state. In other
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words, to construct a CPT total state s we allocate space for an array
a of size |V |, and for every variable v ∈ V we write Dv

id(s[v]) at position
Vid(v) in a. For partial states, we use some unique natural number
u to represent that the variable, at the position in the array, is not
defined. i.e. there is no pair with that variable in the mathematical
representation. For example, checking whether a precondition matches
a state is simply a matter of comparing whether the numbers at the
same position, that are not u, are equal. This representation is a
lot more memory efficient and cache friendly than the mathematical
representation.

Open & Closed List

CPT stores one copy of every encountered state in a fixed-size block
list (a list of fixed size arrays) with time O(1) for access/indexing (not
to be confused with search) and amortised time O(1) for insert, in the
worst case. Note that we never remove states, only add. To figure
out exactly where in the block list a state is stored, we need some
other data-structure to map states to indices, and we use a hash table
which uses the hashing function MurmurHash3 [App16]. The open list
contains indices for the block list instead of actual states. Furthermore,
information such as whether the state is closed, if its a goal state, the
best known plan cost to it, its heuristic value, and so on, is stored
together with the state in the block list.

The open list is different in the three search algorithms that we
discussed earlier. For DFS and BFS, how it should be implemented is
straightforward, however, for informed search algorithms it is less so,
and is even an active research subject. A common explanation of A*
is that the open list should be a heap (time Θ(1) to find a minimum
element, time Θ(logn) to remove or insert any element, in the worst
case), but the range of priorities for planning instances tends to be
relatively narrow and heaps exploit this poorly. A more suitable data-
structure is to use a hash table (with a good hash function, the expected
search and insert time is O(1)) where keys are priorities and values are
lists of indices. To find an index to a state with a minimum priority,
we iterate over the (relatively few) priorities, find the minimum, and
then pick some index in the associated list. To find out whether a state
is closed, we have to figure out its index in the block list (if it has one).
This mapping is also done with the aforementioned hash table where
keys are states and values are indices, so deciding whether we have seen
a state before should be fast.
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Bottleneck Pegsol 3-SAT TPP
6-2 30 65-15-1 05-02

CPT 25s 13s 112s 32s
FD 37s 15s 62s 35s

Table 4.1: The total real time it took for CPT and FD to visit every
reachable state (rounded to closest full second), for 4 instances in 4
different domains. The numbers below the domain name is the specific
instance in the benchmarks. Both planners were configured to use A*
with a blind heuristic function.

Applicable Actions

It is common that only a few actions are applicable in any state, and
therefore iterating over the list of every action to check if it is applicable
is wasteful. CPT generates a list of applicable actions the same way as
FD does: by traversing a decision tree, where nodes are variables, the
branches are values, and leaf nodes are lists of actions. A path from
the root to a leaf node determines which actions are in the list, more
specifically, the path must have assigned a single value, including the
undefined value u, to every variable and they are the preconditions of the
actions in the list. Thus, generating a list of applicable actions is simply
a matter of traversing the decision tree, by chosing branches marked
with the value of the variable in the state and u (to get actions with no
precondition on the variable). We refer the reader to Helmert [Hel06a]
for an in-depth explanation.

4.1.2 Performance Comparison

We also carried out a small performance comparison between CPT
and FD, which is presented in Table 4.1. To make the comparison
fair, we gave the planners unsolvable instances and they use the same
configuration. The configuration is A* with a blind heuristic function
(which returns 1 if the state is not a goal state, 0 otherwise). Note
that, the order in which the planners visit the reachable states does not
matter since the instances are unsolvable, so the benchmarks measure
raw performance: time spent per state. Both planners were run on an
Intel Core i7-6700K at 4.00 GHz with 32 GB RAM, and on Windows
10. CPT ran using .NET Core, and FD was (natively) compiled using
MinGW64.
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The instances in Table 4.1 are explained in the next section. The
results in Table 4.1 are surprising: CPT was able to beat FD in 3
out of 4 instances. This is unexpected since C++ is normally a faster
language than C#. One of the features of C# is that memory is managed
with the help of a garbage collector, which also runs on a different
thread. Thanks to managed memory, allocations and deallocations of
memory are very fast, and these two are performance bottlenecks in
CPT (and perhaps also in FD). Since the garbage collector runs on a
different thread, the time spent managing memory is not included in
the measured time so CPT sometimes runs faster than FD. The reason
why CPT performs badly on 3-SAT is because of how it represents
states: it always allocate 16 bits of memory per binary variable, instead
of 1 bit. Consequently, memory operations such as copying states and
applying actions are slower. FD is more memory efficient when it comes
to this, and for some instances CPT runs out of memory whilst FD
does not.

Ultimately, the performance of CPT and FD is comparable, but
raw performance is not imperative to begin with: a good heuristic
function can easily improve these planners by an order of magnitude by
reducing the number of states that they have to consider.

4.2 Benchmarks of Unsolvable Instances

Throughout this thesis, the following domains are repeatedly discussed
and statistically analysed. The instances were provided by Hoffman et
al. [HKT14], and we give a brief explanation of the domains in the
portfolio:

• 3-SAT: We introduced k-SAT in Chapter 1.2, and unsolvable
formulas are taken from the phase transition region. The phase
transition region is, intuitively, when there are not too few and
not too many clauses in a formula, and such formulas are regarded
as being hard to solve [GW94].

• Bottleneck: n agents have to move to individual goals on a grid
of tiles. However, when an agent moves to a tile then the tile is
flipped, and agents can not move to a flipped tile. Instances are
unsolvable since only n− 1 agents can fulfill their goal.

• Mystery: A fuel-restricted transportation domain where the names
of different types are obscured (e.g., locations are named foods).
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The fuel is a property of every location, and there is not enough
fuel to achieve the goal.

• No mystery: Same as Mystery, but the names are not obfuscated
and the fuel is a property of every truck.

• Peg Solitaire (Pegsol): A tabletop game where, for these instances,
the (impossible) goal is to have a single peg in the centre of the
board.

• Rovers: A power-restricted rover which has to complete its mission
before it runs out of energy. Normally, the rover is able to recharge
but not in these instances, making them unsolvable.

• TPP: An agent is given a budget and can buy goods, drive between
markets with different prices, and sell goods. The goal is to own
a lot of goods, but its impossible to earn enough money to own
enough at the same time.

• Tiles: A sliding tiles puzzle where the initial state of the puzzle is
taken from an unsolvable part of the state transition graph.

The results in this thesis are presented in chronological order and to
make the experiments tell a story, we do not compare the results with
results for planners that were developed later. Furthermore, we do not
use every benchmark in some experiments for the same reason.

There are more benchmarks available. However, some of the statist-
ical analyses that we carried out were very computationally expensive
(we used a large computer cluster), and the computations were per-
formed before many of them were available. For this reason, we use
somewhat restricted set of benchmarks throughout this thesis. This
does not change any conclusions.
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Overview of Part II

In Chapter 2 we formally defined variable projection and gave some
examples. The larger part of this thesis studies variable projection with
the goal of using it to show unsolvability. Our first method is based on
Theorem 2.8, which states that if a projection is unsolvable, then so
is the original instance. Observe that Theorem 2.8 only works in one
direction, and there is no guarantee that there exists a proper subset
V ′ ⊂ V which proves unsolvability. Nevertheless, this theorem is the
basis for our first method, consistency checking, which is presented in
Chapter 5.

Chapter 6 strays away from the ambition of finding a single unsolv-
able projection, and instead attempts to find projections that provide
good dead-end detection. This is often easier in practice since we do
not restrict ourselves to proving that a single state, i.e. the initial state,
is a dead-end. The identified dead-ends are then used to combat the
combinatorial explosion when searching for a solution for the original
instance.
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Chapter Five

Consistency Checking

The forthcoming method for proving unsolvability, which is presented
in Section 5.1, balances completeness against efficiency through a para-
meter k: the algorithm identifies more unsolvable instances but takes
more time for increasing values of k. The algorithm runs in polynomial
time with respect to the instance size, when k is fixed. In Section 5.2
we analyse consistency checking formally with respect to computational
complexity, and in Section 5.3 we take a more hands-on approach and
try to solve every projection at the two lowest inconsistent levels, for
every benchmark, to get a picture of how viable consistency checking
is in practice. Finally, in Section 5.4 we compare its performance to
planners that existed when the method was published, on a subset of
the benchmarks.

5.1 Definitions
The cornerstone of consistency checking is Theorem 2.8: if the projection
of an instance onto a subset of its variables is unsolvable, then the
original instance is also unsolvable. To show that an instance Π is
unsolvable, it is thus sufficient to project the instance onto a single
subset V ′ ⊆ V (Π) such that the projection Π|V ′ is unsolvable. This is
a very powerful fact, but one that comes at a cost; deciding if such a
subset exists is obviously as hard as deciding if Π is solvable. In order
to gain any efficiency at all from this idea, we must thus necessarily
settle for an incomplete method. Based on the assumption that there
will often exist a small subset of variables that suffices as a witness for
unsolvability, the basic principle of our method is to check all subsets
of variables up to some predefined size k. Since, as we will see, many
planners perform badly on unsolvable instances, an obvious use of this
method is as a preprocessing step, attempting to decide if the instance
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CHAPTER 5. CONSISTENCY CHECKING

is unsolvable before even invoking the planner to search for a solution.
The parameter k can be used to balance time against coverage; a higher
value of k requires more time but also catches more unsolvable instances.

Definition 5.1. [BJS13] Let Π be a SAS+ instance and 1 ≤ k ≤ V (Π)
be an integer. Then level k of Π is the set {Π|V ′ : V ′ ⊆ V (Π), |V ′| = k}.
We say that a level is consistent if every projection in it is solvable, and
inconsistent otherwise. A SAS+ instance Π is variable k-consistent for
an integer k if level k of Π is consistent.

The two definitions are similar and the main difference is that we
can refer to a specific set of projections when talking about levels, which
is sometimes useful. We very often write k-(in)consistent instead of
variable k-(in)consistent. We define the computational problem in the
following way.

Consistency Checking
Instance: A SAS+ instance Π and an integer 1 ≤ k ≤ |V (Π)|.
Question: Is Π variable k-consistent?

Clearly, the number of subsets to check grows quickly with the value
of k. If there are n variables in total, then there are

(n
k

)
subsets of size

k, so checking consistency is usually only feasible for small values of k.
If an instance is consistent for a particular k, then it is also consistent
for all k′ < k by definition, so if we have decided on a fixed k to check
consistency for, it is sufficient to check all subsets exactly of size k. In
practice, however, it may be desirable to make an iterative computation
that checks also all smaller sets in order of increasing size, since the
algorithm may often terminate early, for some set of smaller size than
k. Similarly, if an instance is inconsistent for a particular k, then it
is also inconsistent for all k′ > k. Furthermore, if we do not fix k in
advance, then we can check consistency for increasing values of k until
the algorithm is stopped or hits a resource limit. The longer it runs,
the greater the chance that it will detect that an unsolvable instance is
unsolvable.

The straightforward iterative algorithm appears in Figure 5.1. The
test in Line 4 can be performed by any complete and sound planner. Of
course, our implementation uses CPT and in this version of consistency
checking, CPT was configured to use depth-first search. The algorithm
is reasonably efficient for small values of k, but it can easily be improved
by using well-known and obvious techniques. We will consider the
following two straightforward methods for filtering which subsets to
check (Line 3).
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1 function ConsistencyCheck(Π, k)
2 for i = 1 to k do
3 forall V ′ ⊆ V (Π), |V ′| = i do
4 if Π|V ′ is unsolvable then
5 return k-inconsistent

6 return k-consistent
Figure 5.1: The consistency checking method by Bäckström et al.
[BJS13].

1. A projection without any goal variables is solved by the empty
plan, so it is sufficient to check projections containing at least one
goal variable.

2. A variable projection induces a subgraph of the causal graph
which needs not be weakly connected even if the causal graph is.
The components of the subgraph define independent subinstances,
so if a projection to k variables induces more than one component,
it suffices to check consistency for each component separately. In
the incremental case we need not even do that; every component
that is smaller than k must already have been checked in an
earlier iteration, so it is not necessary to check consistency for the
projection at all.

As a further improvement, our implementation traverses the causal
graph to generate only those sets that are connected, thus avoiding
to even consider the non-connected ones. Suppose we have a weakly
connected component C of size k, then we can generate a weakly
connected component C ′ of size k + 1 by adding a variable v 6∈ C such
that (v, v′) or (v′, v) is an edge in the causal graph, where v′ ∈ C. This is
done for every possible v, not just one. If we do this for every component
of size k that satisfies (1) and (2), then we get every component of
size k + 1 that satisfies (1) and (2). Of course, a component might be
generated several times and we must check if it has been generated
already. The initial components are each individual goal variable.

45



CHAPTER 5. CONSISTENCY CHECKING

5.2 Complexity Analysis

We start by analysing Consistency Checking with standard complexity
theory and show that it can be decided in polynomial time for fixed
integers k.

Theorem 5.2. The problem Consistency Checking can be answered in
time O(nk · d3k), for every k, where n is the number of variables and d
is the maximum domain size.

Proof. Let 〈Π, k〉 be an instance of Consistency Checking of size n with
m variables of maximum domain size d. Then m ≤ n and d ≤ n by
the standard assumption of reasonable encodings [GJ79]. There are(m
k

)
= m!

(m−k)!k! <
(m−k)!mk

(m−k)!k! = 1
k!m

k subsets of size k. Each projected
instance has a state space with ≤ dk states, and checking if it is solvable
can be done by Dijkstra’s algorithm in O((dk)3) = O(d3k) time. We get
a grand total of O(mkd3k) time, i.e. O(n4k) time, for checking variable
k-consistency for Π.

Although k-consistency can be checked in polynomial time for every
fixed k, it is problematic that the degree of the polynomial grows with
the constant k. However, it could still be the case that we could solve
the problem in a way that does not scale as badly with the value of k
by using some other algorithm.

A way to analyse that possibility is to use parameterised complexity
theory. We begin by defining the basic notions of parameterised com-
plexity theory and refer to other sources [DF99, FG06] for an in-depth
treatment. A parameterised problem is a set of instances 〈I , k〉, where
I is the main part and k the parameter (usually a non-negative integer).
The problem is fixed-parameter tractable (FPT) if there is an algorithm
that solves any instance 〈I , k〉 of size n in time f(k) · nc, where f is
an arbitrary computable function and c is a constant independent of
both n and k. Note that this expression is separable in the sense that
f(k) must not depend on n and the polynomial nc must not depend on
k. FPT is the class of all fixed-parameter tractable decision problems.
There are also various classes used to prove that problems are hard, eg.
the class W[1].

Parameterised complexity offers a completeness theory, similar to
the theory of NP-completeness, that allows the accumulation of strong
theoretical evidence that some parameterised problems are not fixed-
parameter tractable. This theory is based on a hierarchy of complexity
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classes
FPT ⊆W[1] ⊆W[2] ⊆W[3] ⊆ · · ·

where all inclusions are believed to be strict. Each class W[i] contains
all parameterised decision problems that can be reduced to a certain
canonical parameterised problem under parameterised reductions. A
parameterised problem L reduces to a parameterised problem L′ if there
is a mapping R from instances of L to instances of L′ such that:

1. 〈I , k〉 is a Yes-instance of L if and only if 〈I ′, k′〉 = R(I , k) is a
Yes-instance of L′,

2. There is a computable function f and a constant c such that R
can be computed in time O(f(k) · nc), where n denotes the size
of 〈I , k〉, and

3. There is a computable function g such that k′ ≤ g(k).

Not much is known about the relationship between the parameterised
complexity classes and the standard ones, except that P ⊆ FPT.

If we could prove that Consistency Checking is in FPT, then we
would know that there is an algorithm that might still scale badly in
k but not in the combination of k and n as the polynomial nk does.
Unfortunately, if we consider k as a parameter there is little hope for
such an algorithm, since the problem can be shown to be hard for the
class W[1].

Theorem 5.3. Consistency Checking is W[1]-hard when parameterised
by k.

Proof. We present a parameterised reduction from Independent Set,
which is W[1]-hard [DF99], to Consistency Checking. Let (V,E) and
k ≥ 0 denote an arbitrary instance of Independent Set and assume
V = {v1, . . . , vn}. Construct a planning instance Π = (W,A, I,G)
as follows. Define the actions bji : {(wi, s)} → {(wi, vj)} and clmij :
{(eij , 0), (wi, vl), (wj , vm)} → {(eij , 1)}, and let

• W = {w1, . . . , wk} ∪ {eij : 1 ≤ i < j ≤ k}

• D(wi) = {s, v1, . . . , vn}, 1 ≤ i ≤ k

• D(eij) = {0, 1}, 1 ≤ i < j ≤ k

• A = {bji : 1 ≤ i ≤ k, 1 ≤ j ≤ n} ∪ {clmij : 1 ≤ i < j ≤ k, 1 ≤
l,m ≤ n, l 6= m, (vl, vm) 6∈ E},
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• I = {(wi, s) : 1 ≤ i ≤ k} ∪ {(eij , 0) : 1 ≤ i < j ≤ k}

• G = {(eij , 1) : 1 ≤ i < j ≤ k}

To prove that this is indeed a parameterised reduction, we first
prove that Π has a solution if and only if G has an independent set of
size k. Assume G contains an independent set {v1, . . . , vk}. Then, the
following is a valid solution for Π for some function f : [1, k] → [1, n]
that tells how the bji actions select the k independent vertices from V :

b
f(1)
1 , . . . , b

f(k)
k , c

f(1)f(1)
11 , c

f(1)f(2)
12 , ..., c

f(k−1)f(k)
(k−1)k .

Assume instead that Π has a valid solution ω. Since all variables
eij are set to 1 after the execution of ω, it follows that all variables
w1, . . . , wk are given distinct values. Additionally, these values (if
interpreted as vertices in the original graph) form an independent set.
Now note that |W | = k + k(k − 1) = k2 so Π has a solution if and only
if Π is variable k2-consistent. Thus, it satisfies condition (1) and (3).
To see that it satisfies condition (2), it is sufficient to note that the
reduction can be performed in O(poly(k) · poly(|V | + |E|)) time: we
introduce k + k(k − 1) variables where each variables has a domain of
size ≤ n+ 1 and we introduce less than k · n+ k2 · n2 actions.

Despite this negative result, Consistency Checking could still be in
FPT for other parameters.

5.3 Statistical Analysis

When we introduced consistency checking, we said that it was based on
the assumption that there often exists a small subset of variables that
suffices as a witness for unsolvability. The statistical analyses in this
section investigate precisely this assumption, and whether there often
are similarities between such witnesses. The statistical data details how
many unsolvable projections there are, and if the unsolvable projections
share a significant number of variables. We also look into whether
unsolvable projections tend to form clusters with respect to how many
variables they have in common, and it turns out that they do. In
Chapter 8 we take an even closer look at unsolvable projections and not
only consider how many variables they share, but also the structure of
their domain transition graph and how they influence one another in
the causal graph.
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% of unsolvable projections # of instances

Domain (#) Avg. k Level k Level k + 1 Level k Level k + 1

3-SAT (30) 11 0.002 - 5 0
Bottleneck (25) 4 1.425 3.755 20 20
Mystery (9) 3.63 9.008 12.434 8 8
No Mystery (25) 4.72 1.646 7.917 25 20
Pegsol (24) 10.90 0.176 0.195 21 2
Rovers (25) 4 0.002 0.005 3 3
TPP (25) 4.2 0.039 0.152 5 4

Table 5.1: The average ratio between the number of unsolvable projec-
tions and the total number of projections for the lowest inconsistent
level k, and if possible level k+1, for every domain. However, it was not
computationally feasible to solve every projection in both levels for every
instance (especially 3-SAT). We also give the average lowest inconsistent
level (avg. k). The last two columns detail for how many instances we
were able to do this. The Tiles domain is omitted since every projection
that we considered was solvable, i.e. variable k-inconsistency can only
be found for a large k.

The data used in the forthcoming analysis was collected by a single
computer, which solved a very large number of projections during the
course of several months, starting with projections with the fewest
variables. Every projection had a weakly connected causal graph and at
least one goal variable. Of course, for most instances, there are simply
too many projections to solve each and every one so the data is by
necessity incomplete.

5.3.1 Unsolvable Projections

We will now ask questions such as: What is the lowest value of k for
which level k is inconsistent? What is the ratio between the number
of unsolvable projection and the total number of projections? Is this
ratio higher at level k + 1? The ratio can decrease for higher levels
since we require projections to have a weakly connected causal graph.
Table 5.1 presents data to answer these questions. The average ratios
between unsolvable and solvable projections in Table 5.1 are for the
lowest inconsistent level k and the next level, k + 1. We observed that
the ratios did not vary much between instances of the same domain.
Unsurprisingly, the overall ratios are low at level k: 3-SAT and Rovers
had the lowest average ratio of about 0.002%; Mystery had the highest
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average ratio of about 9%; and the average ratio (of the averages) over
every domain was about 1.76%. At level k + 1, the situation improved
substantially: Rovers had the lowest ratio with about 0.005% unsolvable
projections, which is almost 3 times more than the previous level; and
the highest ratio was about 12.43% for the Mystery domain. The
average ratio (of the averages) over every domain was 4.08% – slightly
higher than 2 times the previous level. The outlier is Pegsol, whose
ratio barely increased from level k to level k+ 1, and we will shed some
light on why this is the case later on.

The good news is that, for most domains, the ratio increases and later
on we will see that we can expect the ratio to increase at higher levels. It
is important to know how many unsolvable projections there are in order
to verify that the forthcoming histograms observe something interesting.
For example, if the ratio of unsolvable and solvable ‘neighbours’ is
higher than the overall ratio of unsolvable and solvable projections, then
unsolvable projections tend to be ‘neighbours’.

5.3.2 Neighbour Projections

We conjecture that unsolvable projections tend to have a lot of variables
in common. Intuitively, the (impossible) dependencies between some
variables is why the instance is unsolvable, and unsolvable projections
are able to isolate these dependencies.

Note

A histogram is a graphical representation of the frequency of the
given data points, that is, the more frequent a data point is, the
taller its corresponding bar is. For instance, a tall bar at 0% means
that many projections have around 0% unsolvable neighbours. In
the upcoming histograms, we have aggregated the result for every
instance in the same domain. For example, suppose Π1, Π2 and
Π3 are part of the same domain D, and the lowest inconsistent
level for Πi is Li. Let U =

⋃3
j=1{Πj |V : Πj |V is an unsolvable

projection in level Lj}. Then the data of the histogram is based
on U , e.g. the percentage of neighbours every projection in U has.
We do this since presenting 183 histograms is impractical. Luckily,
histograms for instances within the same domain tend to have a
similar distribution.
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Definition 5.4. Let Π|V1 and Π|V2 be projections that both have weakly
connected causal graphs and contain at least one goal variable each.
Then Π|V1 and Π|V2 are neighbours if |V1| = |V2| and |V1∩V2| = |V1|−1.

In other words, two neighbours share all but one variable and we
examine whether most unsolvable projections are also neighbours. Fig-
ure 5.2 and 5.3 present histograms over how many unsolvable neighbours
a projection have at the lowest inconsistent level k and the next level
(k + 1), respectively. The difference between the two figures is that
Figure 5.2 is restricted to unsolvable projections, whilst Figure 5.3 is
not. The massive difference between these two figures implies that
unsolvable projections tend to have many variables in common. For
example, unsolvable projections at level k for Pegsol has an average of
14.2% unsolvable neighbours, whilst the same figure for all projections
is 0.2%. In other words, an unsolvable projection is much more likely
to have unsolvable neighbours than a solvable projection. The average
ratio (of the averages) between unsolvable and solvable neighbours for
unsolvable projections was about 7.86% and 32.85% for level k and
k+ 1, respectively. These ratios are significantly higher than the corres-
ponding averages for all projections (0.17% and 1.3%). When the ratios
differ this significantly, then we are able to reason about how likely a
projection is to be solvable by looking at its neighbours: if we know
that all of its neighbours are solvable, then the projection is very likely
to be solvable as well.

A natural follow-up question is what happens if we allow neighbours
to differ in more than one variable.

Definition 5.5. A neighbourhood of unsolvable projections is the trans-
itive closure of the neighbour relation on unsolvable neighbours.

In other words, every projection in the neighbourhood is unsolvable.
Intuitively, a neighbourhood is a set of projections that have many
variables in common. Table 5.2 details how many neighbourhoods there
are and how large they are. For every domain, except Pegsol, the
number of neighbourhoods are very few and they can be quite large,
especially at level k+ 1. The outlier is still Pegsol, where the histogram
for level k and level k + 1 are about the same, and they have about
the same average. For TPP, we note that, even though the unsolvable
projections at level k have 0% neighbours, there is on the average only
one neighbourhood (of average size 1). The number of neighbourhoods
can go down from one level to another if they merge, and this happens
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Figure 5.2: Histograms of the ratio between the number of unsolvable
neighbours and the total number of neighbours that unsolvable projec-
tions have. The histograms to the left are for the lowest inconsistent
level k, and the corresponding histograms to the right are for the next
level.
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Figure 5.3: Histograms of the ratio between number of unsolvable
neighbours and the total number of neighbours that all projections
have. The histograms to the left are for the lowest inconsistent level k,
and the corresponding histograms to the right are for the next level.
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if the neighbourhoods are similar and can be bridged by a common
unsolvable projection in the next level.

Considering that most domains have very few neighbourhoods, an-
other natural question is if there are variables that always occur together
or not at all in every unsolvable projection? We say that such variables
at some level are inseparable. The average number of inseperable pairs
and triples is given in Table 5.3. For domains with very small neigh-
bourhoods, the number of pairs and triples tends to be higher. One
explanation is that projections from different neighbourhoods are likely
to not have many variables in common, and since there are only few
projections from the same neighbourhood, then the pair and triples
are likely to be inseparable. In general, it seems that as the average
neighbourhood size increases, the number of inseparable variable subsets
decreases. If we could identify inseparable pairs and triples then we
could reduce the number of projections to check significantly, e.g. to
decide if an instance Π is k-variable consistent we would normally have
to check

(|V (Π)|
k

)
projections, but if we know of an inseparable pair then

we only have to check
(|V (Π)|
k−1

)
projections since we can treat the pair as

a single ‘variable’.

5.3.3 Predecessor and Successor Projections

Table 5.1 showed that the ratio between the number of unsolvable
projections and the total number of projections tends to increase from
one level to the next, and we take a closer look at this through the lens
of predecessor, successor and minimal projections.

Definition 5.6. The projection Π|V1 is a predecessor to the projection
Π|V2 if |V1| = |V2| − 1 and V1 ⊂ V2. Conversely, Π|V2 is a successor of
Π|V1 . Furthermore, we require the causal graph of the instances to be
weakly connected and the goal to be defined for at least one variable.

For the lowest inconsistent level k, every predecessor is solvable.
Hence, the notion is only relevant for levels higher than k. Furthermore,
an unsolvable projection is minimal if it has no unsolvable predecessors,
e.g. all unsolvable projections at the lowest inconsistent level k are
minimal. An unsolvable projection at level > k can be minimal, but if
it is not then it can be projected into one.

How many unsolvable predecessors that unsolvable projections tend
to have is detailed in Figure 5.4, and on average they have about 27%
unsolvable predecessors. The ratio for most domains is around that
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# of neighbourhoods Size of neighbourhoods

Domain Level k Level k + 1 Level k Level k + 1

3-SAT 1 - 213.8 -
Bottleneck 2.35 1 33.53 2849.25
Mystery 1 1 1.25 36.25
No Mystery 1.12 1 17.5 223.9
Pegsol 1474.95 1628 21.6 21.67
Rovers 2.33 1 1 294
TPP 1 1.5 1 30.5

Table 5.2: The average number of neighbourhoods and their average
size for every domain, at the lowest inconsistent level k and at level
k+ 1. The average number of unsolvable projections per instance is the
product of the number of neighbourhoods and their size.

# of inseparable pairs # of inseparable triples

Domain Level k Level k + 1 Level k Level k + 1

3-SAT 0 - 0 -
Bottleneck 0.95 0.85 0.6 0.6
Mystery 5.5 5.5 5.25 5.25
No Mystery 2.36 1 1 0
Pegsol 2.19 0 2 0
Rovers 6 4.34 2.67 2.67
TPP 7.4 3.5 7.2 1.5

Table 5.3: The average number of inseparable pairs and triples for every
domain, at the lowest inconsistent level k and at level k + 1.
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mark, and for Mystery it is a lot higher: 55.8%. The histograms are
quite narrow for most domains, except for Mystery and No Mystery,
which have quite a wide histogram. Pegsol is, again, the outlier and it is
not surprising considering how little the average size of neighbourhoods
increased from level k to level k+1: since every successor of an unsolvable
projection is also unsolvable and the size of the neighbourhoods did not
increase, then there must be very few successors.

The number of unsolvable projections at level k + 1 that are also
minimal is given in Table 5.4, and for most domains there are very few
minimal unsolvable projections at level k + 1, i.e. nearly all unsolvable
projections appear to have propogated from some unsolvable predecessor.
Yet again, Pegsol is the black sheep, who almost exclusively had minimal
unsolvable projections, although, the previous observation explains this
too (there must be very few unsolvable successors that are not filtered
away).

The main reason (excluding Pegsol, of course) for why the ratio
between unsolvable and solvable projections increased is because unsolv-
able projections give rise to unsolvable successors, i.e. they propagate to
the next level (and so on). Furthermore, successors of the same unsolv-
able projection are also neighbours. This means that, for most domains,
we can expect the density of unsolvable projections and neighbours to
increase strictly.

5.4 Experimental Analysis

A common way of evaluating methods on a large collection of bench-
marks is to give the methods a time and space limit, and then count
how many they were able to solve within these limits. This is a bit
different from the original publication [BJS13], where we also measured
their runtime. The reason for this adjustment is that there were no
benchmarks of unsolvable instances, so these had to be constructed
from scratch. Hence, we only had 11 benchmarks and were able to do
a more detailed analysis per instance. However, at this point in time
there are many unsolvable instances available and we opted to use them
instead in the forthcoming analysis. As the reader will notice, we do
not use every domain in the analysis, and we restrict the competition to
what was available then. We do this to demonstrate what the original
publication [BJS13] demonstrated.
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Figure 5.4: Histograms for every domain over how many (in percent)
unsolvable predecessors every unsolvable projection has, for one level
past the lowest inconsistent level.

% of unsolvable projections that are minimal at level k + 1

Bottleneck 0.0
Mystery 0.0
No Mystery 31.9
Pegsol 98.8
Rovers 0.0
TPP 1.5

Table 5.4: The percentage of unsolvable projections that are also minimal
at lowest inconsistent level k + 1.
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5.4.1 Planners

Consistency checking (CC) used CPT to check projections, and CPT
was configured to use A∗ coupled with a pattern collection, which
consisted of every pattern of size 3.1 (The terminology of pattern
databases is presented in Section 6.1.) Furthermore, since we are only
interested in Plan Existence, A∗ did not reprioritise states nor construct
a plan. CC ran with both filters until it either found an unsolvable
projection or ran out resources. Note that, we do not exploit the
observations in Section 5.3 since they were not part of the original
method, but we will revisit this topic in Chapter 8, which presents some
additional improvements.

We compare consistency checking with a number of standard plan-
ners that are optimised for Plan Generation:

• Fast Forward (FF) [HN01]. The planner was set to its standard
configuration.

• Fast Downward (FD) [Hel06a]. This planner was tested in
two configurations, seq-sat-fdss-1 and seq-sat-fdss-2, referred to as
FD1 and FD2, respectively.

• Lama [RW10]. This is yet another configuration of FD, seq-sat-
lama-2011.

It is reasonable to assume that the heuristics of these planners will
often do more harm than good on unsolvable instances. There are
some methods that are primarily intended for planning that are reas-
onable to use also for detecting unsolvable instances. We also evalu-
ated A∗ coupled with the following admissible heuristic functions: (i.e.
Cost Optimal Plan Generation)

• Blind. This heuristic function returns 1 if the state is not a goal
state, 0 otherwise. The blind heuristic will always be better than
any heuristic function that cannot detect dead-ends since it does
not waste any resources.

• iPDB [HBH+07]. There are many approaches of constructing
pattern collections, iPDB is one well-known way of doing so and
is discussed in more detail in Section 6.1. We used the default
settings in FD, i.e. the maximum PDB size is 2 million and the
maximum collection size is 20 million.

1The original paper used another configuration.
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5.4. EXPERIMENTAL ANALYSIS

• hm [HG00]. This is a family of admissible heuristic functions. For
a given m ≥ 1, hm is the maximum cost of achieving any subset
of m goal atoms by regression, applying the same criterion also
to all subgoals. CPT was configured to use depth-first search,
which used hm for dead-end detection. If this state is identified
as a dead-end, then the planner can backtrack early.

5.4.2 Coverage

All tests were run a computer with an Intel Xeon E5-2660 at 2.2 GHz
CPU and 4 GB available RAM. All methods were given a time limit of
30 minutes on each instance, and the empirical data for all methods is
listed in Table 5.5.

The worst performing contender was blind search, which was able
to prove a mere 18 instances as unsolvable by exhaustively enumerating
every reachable state and check if none is a goal state. In general, we
cannot expect this to work since there often are too many states to
store in memory, thus this method serves as a baseline.

The planner configurations FF, FD1, FD2 and Lama outperformed
blind search and were able to prove 19, 32, 34 and 23 instances as unsolv-
able, respectively. It is worth noting that some of these configurations
consist of several searches, and each search might use a different heuristic
function. Regardless, they did not provide any meaningful improve-
ment over blind search and were easily outperformed by the admissible
heuristics iPDB, h2 and h3, which were able to prove 48, 39, and 55
instances as unsolvable. Overall, no method except for h3 could compete
with CC and both identified a significant number of initial states as
dead-ends (CC proves that an initial state is a dead-end by finding
an unsolvable projection, and the heuristic function h3 proves this by
producing the value ∞). However, h3 is very expensive to compute and
for most instances, just evaluating the initial state can take up to half
a minute (if not more).

The best performing method was CC, which proved a total of 66
instances as unsolvable. The most surprising observation was that iPDB
identified 17 TPP instances as unsolvable, but CC only identified 4,
despite that both methods are based on variable projection. However,
they identified the same initial states as dead-ends, i.e. iPDB made
use of good dead-end detection to prune the reachable state transition
graph.
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5.4.3 Discussion

The experiments were meant to illustrate a shortcoming of planners
tailored toward solvable instances. However, we have also conveniently
ignored some domains that would highlight a weakness of CC, which
we will discuss shortly. The configurations of the planners FF, FD and
Lama, were optimised for Plan Generation (PG), and one would assume
such planners to be good at the corresponding problem Plan Existence
(PE), however, this was obviously not the case since they just marginally
outperformed blind search. The planner configurations for Cost Optimal
Plan Generation (COPG), iPDB and hm, were more successful, despite
tackling a tougher problem.

Consider the following two properties of heuristic functions, where
h is some heuristic function and h∗ is the perfect heuristic function.

1. Let s be a state. If h(s) =∞ then h∗(s) =∞.

2. For every state s, h(s) ≤ h∗(s).
A heuristic function is safe if it fulfills property (1), and it is admissible if
it also fulfills (2). The heuristic functions of the planners were safe, and
heuristic functions for PG need only to fulfill (1). However, it appears
that admissible heuristic functions for COPG put more emphasis on
(1) than non-admissible heuristic functions, despite (1) obviously being
useful for both problems – a perplexing anomaly. After all, (2) is not
important for unsolvable instances, thus there is no reason why safe
non-admissible heuristic functions should perform worse than admissible
ones.

There is a strong correlation between the instances that CC were able
to prove unsolvable and the data in Table 5.1. The lowest inconsistent
level for the domains that CC performed well on is quite low, but it is
also low for the few instances of Rovers and TPP that the table had data
on. Recall that we used a lot more time to collect the data in Table 5.1,
however, that did not help very much for Rovers and TPP. This exposes
a weakness of CC, namely, that if there is no small unsolvable projection
then spending more time is likely to be fruitless. This is especially clear
in TPP, where iPDB was able to prove 17 instances as unsolvable and
CC only 4. Note that the data in Table 5.1 in incomplete and it is likely
that for the remaining instances, the lowest inconsistent level is quite
high. In Chapter 6 we will take a look at how to remedy this by taking
advantage of dead-ends identified whilst solving projections, using a
more aggressive strategy, and by making projections more informative
with the help of mutexes.
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A much more extensive experimental analysis is presented in Sec-
tion 6.5, where we use more benchmarks and also compare against
methods developed since the original paper was published.
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Chapter Six

Pattern Databases

A major drawback of consistency checking is that, when it does not find
an unsolvable projection, then all the work is wasted since it does not
save any information about the solved projections. However, there is
useful information to store, namely, dead-end states. We remind the
reader that no goal state is reachable from a dead-end state. A dead-end
state of a projection can match several states of the original instance,
and all of them are dead-ends. Furthermore, all states reachable from
a dead-end are also dead-ends. Consequently, dead-end detection can
have a significant impact on the performance of a planner. After all,
the initial state of an unsolvable instance is a dead-end, and the planner
is done if it can detect it as such.

A natural continuation of consistency checking is thus to solve
projections completely with regression search, and store all states that
never got visited since they are dead-ends. If the initial state of a
projection was never visited then we have proven that the original
instance is unsolvable. And when we have spent ample time on solving
projections, then we turn our focus on the original instance and perform
a search that ignore states that match any stored dead-end state. This
is one of the differences between the methods devised in this chapter and
consistency checking. A pitfall of consistency checking is how reluctant
it is to check larger projections, and the second difference is that the
devised methods are a lot more eager to check larger projections.

In Section 6.1 we give a brief introduction to pattern databases [CS98]
and present a strategy that we use to build them. We present the meth-
ods that we analyse in Section 6.2 and carry out a detailed statistical
analysis of them in Section 6.3, which is similar to the one we did for
consistency checking. For this statistical analysis, we took advantage of
a large computer cluster to determine a distribution for every instance
of how many dead-ends the projections have. These distributions are
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then used in Section 6.3.1 to show that the proposed methods construct
pattern collections that are amongst the best. In other words, to im-
prove dead-end detection further would require additional techniques.
We show in Section 6.3.2 that the two proposed methods differ in a
significant way: one method tends to find more unsolvable projections
than the other, which is important since an unsolvable projection im-
plies that the instance is unsolvable. In Section 6.4, we show that
mutexes are useful for improving how many dead-ends patterns can
detect. Finally, in Section 6.5 we run experiments and show that our
best methods are competitive. The experiments also show that mutexes
have a considerable effect on many instances.

6.1 Definitions

We first give a brief introduction to pattern databases, and present one
technique for constructing pattern collections. A pattern P ⊆ V (Π)
is a subset of variables of an instance Π, and the lowest solution cost
of reaching a goal state in Π|P from each state s ∈ TotalStates(Π|P )
is stored in a pattern database (PDB) hP . The database is used to
efficiently provide an estimate of the real solution cost from some state
to a goal state. We write hP (s) to denote the cost associated with s
in hP . A main problem with constructing a PDB is how to choose
the pattern, since PDBs are often vastly different with regard to how
informative they are (and there is an enormous amount of them). A
pattern collection C consists of several patterns which, together, are
used to provide a solution cost estimate: C(s) = max{hP (s) : P ∈ C}.
We are only interested in dead-end detection and for this purpose it is
sufficient to take the maximum, however, for an actual solution cost
estimate it might be beneficial to take the sum of a few, carefully
selected, PDBs.

A popular strategy to build a pattern collection is iPDB [HBH+07].
The iPDB strategy uses hill-climbing search in the space of pattern
collections, and we use a similar strategy. Hill-climbing search is an
optimisation technique which attempts to maximise some score function
by local search. In planning, the score function for solvable instances
is often the average cost in the PDB. The search starts with a pattern
of a single goal variable, and then attempts to find a better pattern
by repeatedly adding a single variable to it. There might be several
candidates, and the candidate whose PDB scored best is selected. This
procedure is repeated until some condition is met. More precisely, for
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an instance Π, we use the following pattern selection strategy.

1. Let P = {g} where (g, d) ∈ G(Π), d ∈ Dg (i.e. g is a goal variable),
and let b be a bound on the maximum PDB size. We also have
some function Score, where the input is a PDB and the output is
a number;

2. Compute Score(hP∪{v}) for every v ∈ V (Π), where v /∈ P , v is
weakly connected to some variable in P in the causal graph, and
|Dv| ·

∏
{|Dv′ | : v′ ∈ P} ≤ b.

3. If there are no candidates then return P ; and

4. Let P be the candidate with the highest score in step 2 and go to
step 2. If there are several candidates with the same score then
choose one arbitrarily.

The resulting pattern is added to the pattern collection, and then we
start yet another search (with another initial pattern, if there is one).
This is repeated until either: the collection is sufficiently large; or if the
last 5 searches returned patterns that we have already seen before. The
implementation tries to avoid candidates that were selected in previous
searches. For example, suppose there are two candidates C1 and C2,
Score(C1) > Score(C2). If C1 was selected in a previous search but not
C2, then C2 is selected. And if both were selected in previous searches,
then C1 is selected. The purpose of this is to avoid selecting the same
pattern several times when constructing a pattern collection.

6.2 Methods

We propose two methods for constructing pattern collections and both
methods are based on hill-climbing search, and the only difference is the
score function. Before we define them, we give a definition of a central
concept. Let Π be a planning instance. The function ξ(Π) generates a
set of at most 20000 reachable states of Π by breadth-first search. Note
that, if Π is unsolvable then every state of ξ(Π) is a dead-end. The
function ξ is required to generate the same set every time for the same
instance. The figure 20000 is somewhat arbitrary, and we discuss why
it is sufficiently large later on. Our methods are:
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• HCDE(Π): A pattern collection is constructed for Π by hill-
climbing search with the scoring function:

DE(hP ) = |{s ∈ TotalStates(Π|P ) : hP (s) =∞}|
|TotalStates(Π|P )|

which favours PDBs with a high percentage of dead-ends.

• HCSamples(Π): A pattern collection is constructed for Π by hill-
climbing search with a scoring function that attempts to maximise
the number of different dead-end states that the pattern collection
can detect. If two patterns are able to identify exactly the same
states as dead-ends, then we only need one of them. The overlap
of a new pattern with the collection is approximated with the
help of ξ(Π) in the following way. Let P be a pattern and let C
be the current collection, then the scoring function is:

Samples(hP , C) = |{s ∈ ξ(Π) : hP (s) =∞, C(s) 6=∞}|

The function Samples outputs the number of dead-ends that C did
not detect as dead-ends, but hP did detect. Note that, ξ generate
states close to the initial state. Detecting dead-end states close
to the initial state is likely to prune away many reachable states
from the search space. Hence, Samples should favour patterns
that can detect many, previously undetected, dead-end states of
ξ(Π). Furthermore, we resolve tiebreaks with DE(hP ) (and if we
still have a tiebreak then the successor is chosen arbitrarily).

6.3 Statistical Analysis
We present a detailed statistical analysis of how well pattern collec-
tions constructed by the methods defined in Section 6.2 perform on
benchmarks. Roughly speaking, the analysis reveals the limit of pattern
collections as a method for detecting dead-ends, and we attain this by
letting a computer cluster1 generate PDBs using many years of CPU-
time. The collected data lets us visualise the distribution of PDBs w.r.t.
how many dead-ends they have – a crucial property for good dead-end
detection. We show that the methods perform comparably but that
HCDE tends to find more unsolvable projections, which is important
since such projections prove that the instance is unsolvable.

1The processors were 8-core Intel Xeon E5-2660 at 2.2GHz, provided by
National Supercomputer Centre (NSC) at Linköping University. Website:
https://www.nsc.liu.se/
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6.3.1 Dead-end Detection

A disadvantage of a typical experimental analysis, such as measuring
coverage, is the absence of a notion of optimality. For example, let
hP be a PDB whose size is bounded by some integer b, and let s be a
dead-end state that hP cannot detect. Then we do not know if there
is another PDB, whose size is also bounded by b, that can detect s.
An optimal pattern collection for the bound b would contain a PDB
for every dead-end that is detectable by a PDB whose size is bounded
by b. Note that there might be dead-ends that an optimal pattern
collection does not detect, for example, the initial state if there is no
PDB of an unsolvable projection whose size is bounded by b. In this
section, we analyse how well the pattern collections constructed by
HCDE and HCSamples are at detecting dead-ends, and whether spending
more CPU-time would help. The latter is estimated by comparing how
many dead-ends they detect compared to pattern collections that were
constructed by using years of CPU-time on a computer cluster. The
dead-ends that we use to compare them against are generated by ξ.

It is, of course, computationally infeasible to construct optimal
pattern collections in general, and a more pragmatic approach is to
spend an excessive amount of CPU-time instead. We used a computer
cluster to generate 20 million random PDBs for every instance Π where
the size of every PDB is bounded by 500000, and we denote this set of
PDBs as P(Π). The pattern collection ϕ(Π) ⊆P(Π) consists of the
1500 patterns with the highest percentage of dead-ends. We stress that
even though we generate 20 million PDBs, it is not a complete set of
PDBs for most instances, and it is possible for HCDE and HCSamples
to generate PDBs not in P(Π). The reason why we do not generate
more or larger PDBs is because of how computationally expensive it
is. Of course, the same bound on PDB size was used by HCDE(Π) and
HCSamples(Π) in the following analysis.

Figure 6.1 and 6.2 shows how HCDE and HCSamples perform against
ϕ, where hill-climbing methods were given at most 20 minutes to
construct a pattern collection. The pattern collections perform similarly
and in most domains they were able to detect as many dead-ends as ϕ.
The exceptions are Pegsol and 3-SAT, which we examine more closely
later. In the other domains the ratio is close to 1, i.e. HCDE and
HCSamples detected about as many dead-ends as ϕ. We observe the
effect of P(Π) being incomplete in 3-SAT, where HCDE and HCSamples
detect many more dead-ends than ϕ. Typically, the frequency of dead-
ends drop as the instance difficulty increase (roughly speaking, the

67



CHAPTER 6. PATTERN DATABASES

0

1

Bottleneck 90%

0

1

No mystery 91%

0

1

Pegsol

83%

0

1

Mystery 87%

0

1

Rovers 77%

0
1

3-SAT 28%

0

1

TPP 76%

Figure 6.1: Every point represents an instance Π and they are ordered
according to increasing difficulty (left to right). The value of a point
is the ratio of the number of dead-ends identified by HCDE(Π) to the
number of dead-ends detected by ϕ(Π) on the set ξ(Π). A point below 1
means that the pattern collection identified fewer dead-ends than ϕ(Π),
and the percentage is the average ratio of dead-ends that ϕ(Π) detected
of ξ(Π). No PDB detected any dead-end for Tiles.
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Figure 6.2: Same as Figure 6.1 except that we used HCSamples.
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Figure 6.3: Histograms of the percentage of dead-ends of the PDBs in
P for 3 instances. The numbers within the parentheses denote specific
instances in the benchmark. The percentage in the upper right corner
is the average percent of dead-ends across all PDBs of the instance.

difficulty of an instance is its state space size, or by the parameters used
to generate it), i.e. good patterns become more rare. Consider this: ϕ
was given several weeks of CPU-time per instance to generate 20 million
PDBs and construct a pattern collection, whereas HCDE and HCSamples
were given a mere 20 minutes and they were still able to compete with
ϕ!

The two outliers are Pegsol and 3-SAT, but why is this? Figure 6.3
shows the histograms of how many dead-ends the PDBs of P have for
3 instances: a hard Pegsol instance, an easy 3-SAT instance and a hard
3-SAT instance. The easier 3-SAT instance has a smaller state space
than the harder one which means that the PDBs for the easy instance
are (relatively) a lot more informative than the PDBs for the hard
instance. To get a more meaningful distribution for the hard instance
we might have to consider larger PDBs or additional techniques (e.g.
mutexes). The situation is different for Pegsol, where the distribution in
Figure 6.3 is representative for every Pegsol instance, i.e. the PDBs are
not very informative. The distributions are even worse for smaller PDBs,
i.e. no PDB has any dead-end. The methods HCDE and HCSamples
might struggle when given these instances because their score functions
count dead-ends for smaller state space sizes but the score is almost
always 0. In other words, the search degrades to blind, uninformed
search and is therefore unlikely to find the few patterns which are useful
for dead-end detection.
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6.3.2 Unsolvable Projections

If we encounter an unsolvable projection at some point during the
construction of a pattern collection then we can terminate early: we
know that the initial state is a dead-end and that the instance is
unsolvable. Hence, unsolvable projections are very important. The
proposed methods differ in this regard; HCDE found a total of 1458
unsolvable projections over all instances, whereas HCSamples only found
499. To derive these figures, we did not terminate early, and every
pattern collection contained at most 60 PDBs of unsolvable projections.
However, this does not mean that HCDE finds a single unsolvable
projections faster, or more likely, than HCSamples. In this section, we
investigate why HCDE finds more unsolvable projections than HCSamples,
and whether the PDBs of unsolvable projections tend to have a lot of
dead-ends in addition to the initial state, i.e. if such PDBs are likely to
get a high score by DE.

Note

We give a short example to illustrate how the figures in Table 6.1
are computed. Suppose we have three instances Π1, Π2 and Π3 from
the same domain D. For each instance Πi, 1 ≤ i ≤ 3 we compute
100 PDBs, denoted hP1

i , . . . , hP100
i . Then Hi is the histogram over

the ratios DE(hP1
i ), . . . ,DE(hP100

i ).
Suppose Πi|P1 , Πi|P2 and Πi|P3 are unsolvable, and are the only

unsolvable projections. Let r1
i , r2

i and r3
i be the percentile ranks

of the PDBs of these unsolvable projections in Hi. The percentile
rank of a PDB is its relative position in a distribution, e.g. if
the percentile rank of a PDB is 99 then 99% of the PDBs have a
smaller or equal ratio of dead-ends. The figures in Table 6.1 are
computed in the following way. Let ri = avg{r1

i , r
2
i , r

3
i }. Then:

min{ri : 1 ≤ i ≤ 3} is the minimum-average; avg{ri : 1 ≤ i ≤ 3}
is the average-average; and max{ri : 1 ≤ i ≤ 3} is the maximum-
average. These figures are only for D.

Table 6.1 shows that PDBs of unsolvable projections tend to have
a high percentile rank in the distribution of frequency of dead-ends,
i.e. PDBs of unsolvable projections tend to have many dead-ends. For
example, Figure 6.3 illustrates this distribution for 3 instances. Note
that a high percentile rank of a PDB for the Pegsol instance means that
the PDB has around 10% dead-ends (i.e. a high percentile rank does
not guarantee good dead-end detection but that it is amongst the best
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Average percentile rank

Domain Minimum Average Maximum

3-SAT 98 98 99
Bottleneck 49 67 93
Mystery 51 75 99
No mystery 96 97 99
Pegsol 96 98 99
Rovers 99 99 99
TPP 99 99 99

Table 6.1: Minimum, average and the maximum average percentile rank
of the ratio of dead-ends in the PDBs of the unsolvable projections
in P(Π), for every instance Π. That is, for every instance of a do-
main we take the average percentile rank of the unsolvable projections,
and then we take the minimum, the average or the maximum (of the
aforementioned average) over the entire domain.

for said purpose). For most domains, the percentile ranks are very high,
around 98, which means that PDBs of unsolvable projections tend to
score high by DE. This partly explains why HCDE encounters far more
unsolvable projections than HCSamples: DE serves as a heuristic function
to find unsolvable projections. The two exceptions are Bottleneck and
Mystery, but their average percentile rank is higher than 50, i.e. they
have more dead-ends than the average PDB.

6.4 Mutual Exclusions

A useful and well-known technique to improve the heuristic values of a
PDB is to use mutexes: a mutex is a partial state which matches states
that cannot be reached from the initial state. We generate mutexes
with the critical path heuristic hm [HG00]. More specifically, we let
m = 2 or m = 3. In this section, we detail how many mutexes h2 and h3

identify and whether any of the mutexes can directly prove the instance
unsolvable. If a mutex does not infer unsolvability, then it can still have
a tremendous effect on increasing the number of dead-ends in a PDB.

Definition 6.1. A partial state sm of a SAS+ instance Π is a mutual
exclusion, or mutex, if and only if there is no state s reachable from
I(Π) such that sm ⊆ s.
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Mutexes identified Goal is mutex

Domain (# instances) h2 h3 h2 h3

3-SAT (30) 42 38 554 0 0
Bottleneck (25) 51 679 248 340 10 20
Mystery (9) - - 9 9
No mystery (25) 81 788 2 027 164 0 10
Pegsol (24) 826 4 768 0 6
Rovers (25) 19 431 234 424 3 8
Tiles (20) 11 160 11 160 0 0
TPP (25) 97 858 1 479 852 1 5

Table 6.2: The sum of mutexes identified for every domain. Mutexes
are identified by either h2 or h3. The sum does not include mutexes for
instances whose goal matched a mutex (e.g. Mystery).

A common definition of mutex in the literature is that there is no
reachable total state which contains more than one variable-value pair
of a mutex, but we use a more general definition (for mutexes of size
2, both definitions are identical). We get mutexes of size 2 and 3 from
h2 and h3, respectively. Ideally, for an unsolvable instance Π we want
to prove that some sm ⊆ G(Π) is a mutex (i.e. every goal state is
unreachable), but it is obviously PSPACE-hard to do so. Hence, if we
use a polynomial-time algorithm to identify mutexes then the typical
case is that the goal does not match any identified mutex.

To (naively) decide whether a partial state sm is a mutex for an
instance Π, we let sm be the goal and evaluate h2 on I(Π). Table 6.2
details how many mutexes were found by h2 and h3, and how many
instances were identified as unsolvable by a mutex. Every instance of
the Mystery domain had a goal which matched a mutex as well as many
instances of the Bottleneck domain. Mutexes from h2 immediately
identified 23 of 183 instances as unsolvable, whilst mutexes from h3

identified 58 instances as unsolvable. For every instance, it took less
than 4 seconds for h2 to identify mutexes, and (except in a few cases)
less than 5 minutes for h3.

The mutexes identified by h2 are also identified by h3, but they are
in a different form. For example, suppose h2 identifies a mutex sm =
{(v1, d1), (v2, d2)}, then h3 will generate the mutexes {sm ∪ {(v3, d3)} :
v3 ∈ V \ {v1, v2}, d3 ∈ Dv3}. Obviously, this set, collectively, identifies
the same states as sm. In practice, we first generate mutexes by h2

since they are more general, and only add mutexes generated by h3 if
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Figure 6.4: Histograms of the percent of dead-ends of the PDBs in
P for two instances. The PDBs in the histograms to the left did not
use mutexes, whilst the PDBs in the histograms to the right did. The
mutexes were generated by h3. No mutex matched any goal.

they are not matched by some more general mutex.
If a solution for a projection visits a state that matches a mutex

then there is no corresponding solution for the original instance, and
by avoiding such solutions we can generate PDBs with potentially
more dead-ends. Figure 6.4 shows the impact of exploiting mutexes
when generating PDBs for two instances, and the impact is a very
significant increase in dead-ends: the average ratio of dead-ends for
the 3-SAT PDBs went from 15.7% to 84.2% and for the TPP PDBs it
went from 3.6% to 88.4%. Figure 6.4 consists of only two instances, but
the experiments in Section 6.5 show that many other instances benefit
greatly, too, from using mutexes.

6.5 Experimental Evaluation

In this section, we evaluate our methods on all benchmarks. The tests
were run on a computer with an Intel Xeon E5-2660 at 2.2 GHz CPU
and 4 GB available RAM, and every method were given 30 minutes for
every instance.
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6.5.1 Planners

This time we do not compare against configurations meant for solvable
instances (i.e. FF, Lama, and so on), and focuse on methods developed
for unsolvable instances. The methods we compare are:

• Blind. Same configuration as we used in Section 5.4.

• Two variants of the M&S heuristic that are optimised for dead-
end detection [HKT14]. Hoffmann et al. [HKT14] gave three
configurations, and we present the two best ones: Mrg1 and Mrg2.

• Consistency Checking (CC). See Chapter 5 for details. We also
evaluate the impact of using mutexes when solving projections,
which were generated by h3.

• iPDB. This method is not designed for unsolvable instances, but
serves as a baseline for our similar methods.

• HCBL. A pattern collection is constructed by hill-climbing search
with the scoring function:

S(hP ) =
∑
{hP (s):hP (s)6=∞,s∈TotalStates(Π|P )}

|TotalStates(Π|P )|

This scoring function is useful for solvable instances, but not so
much for unsolvable. This method is very similar to iPDB and the
main difference is that this method does not terminate the search
if the improvement is too small. The planner used a depth-first
search algorithm, and the pattern collection is used to detect
dead-ends. Just like iPDB, this method also serves as a baseline.

• HCDE. The pattern collection is constructed as previously de-
scribed, and is using the same planner as HCBL. We also evaluate
different PDB and pattern collection sizes, and how much PDBs
benefit from mutexes generated by h2 or h3. These paramet-
ers are denoted as Cnm, where C is the pattern collection, n ≥
max{|TotalStates(Π|P )| : P ∈ C}, m ≥

∑
P∈C |TotalStates(Π|P )|,

and we write h2 or h3 to denote whether the mutexes were gener-
ated by h2 or h3.

• DE-PDBs [PS16], which identifies dead-ends by systematically
constructing PDBs and then use them to prune the reachable
state space – very comparable to our method.
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• Aidos [SPS+16], the winner of the first unsolvability IPC, which
consists of an array of methods, and one of them is DE-PDBs.

• SymPA [Tor16], which performs bidirectional search in the original
and abstract state spaces.

6.5.2 Coverage

Coverage results are presented in Table 6.3, together with two different
totals. The first total is the sum of coverage for all domains, whilst the
second ignores the coverages of 3-SAT, Pegsol and Tiles. We motivate
the second total in the following way. Any heuristic function that is
evaluated sufficiently fast will perform well on the excluded instances
because the blind heuristic function performs well. In other words, we
are not measuring how good they are at dealing with the combinatorial
explosion. Note that blind search does not have full coverage for the
excluded domains, but no other method performed better (except for
Aidos in the 3-SAT domain). The domains excluded in second total
coverage also coincide with the domains that we did not evaluate
in Section 5.4, and a difference between the two totals is especially
noticeable for consistency checking (CC): CC was not able to compete
with Mrg1 in the first total (77 vs. 114), but could compete in the
second total (66 vs. 65). This is because the lowest inconsistent level is
too high for CC even though it is possible to simply visit every reachable
state.

The M&S methods Mrg1 and Mrg2, just like CC, were tailored
towards proving that the initial state is a dead-end; in this regard, Mrg1
had the best performance with 114. The runner ups were C5M

60M with
mutexes by h3 and Aidos, who showed 98 initial states as dead-ends
(Aidos got coverage if any method detected the initial state as a dead-
end). When the latter methods had to fall back to search, then their
total coverage was higher than Mrg1.

The best performing method w.r.t. total coverage was Aidos which
proved 170 (or 106) of 183 (or 109) instances as unsolvable – impressive!
However, it is arguably not fair to compare a single method to a
collection of methods. Hence, we focus our comparison to the most
similar method: DE-PDBs, which is also part of Aidos. Our best
performing configuration was C5M

60M using mutexes generated by h3,
which identified 147 (or 98) as unsolvable. DE-PDBs identified 132 (or
83) instances as unsolvable, which is 15 less than ours. The difference
is explained by Mystery and Rovers, where our method had a much
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better coverage thanks to mutexes. When HCDE did not have access
to mutexes then its performance was comparable to DE-PDBs (137
against 132), however, it was able to find more unsolvable projections
(66 against 48). Increasing the maximum allowed PDB size had varied
effect, the total coverage dropped when it did not have any mutexes, and
went up slightly when it had mutexes. Note that, we did not increase
the maximum allowed pattern collection size. In other words, the total
memory usage stayed the same and it was not utilised significantly
better by increasing PDB size.

The reason why HCBL performs surprisingly well is because it stops
once it finds an unsolvable projection, regardless of its score. This is
especially clear in the second total coverage, where 49 of 64 instances
were proven as unsolvable by finding an unsolvable projection. No 3-SAT,
Pegsol or Tile was proved as unsolvable by encountering an unsolvable
projection, and unsolvability was instead proven by exhaustive search.
Note that iPDB performed significantly worse despite being similar to
HCBL, and found only 27 unsolvable projections. The poor performance
of iPDB might be that it terminates its search too early since it does
not see any significant heuristic improvement, and that this strategy
does not work well on unsolvable instances.
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6.5.3 Discussion

An obvious critique against the statistical analysis done in Section 6.3
is that PDBs with the most dead-ends are not necessarily the best
since there is no guarantee that those will have the most impact when
pruning away reachable states. Suppose there exists a PDB with just
one dead-end entry: the initial state. Obviously, there is no other PDB
with a greater pruning impact since the search finishes immediately.
However, this PDB would get a very low score by the scoring function
DE (but selected if found), and thus thus claiming that there are very
few better pattern collections might not be true. The following theorem
shows that the described PDB cannot exist unless the initial state is
the only reachable state.

Theorem 6.2. Let Π be a SAS+ planning instance, and let Π|P , P ⊆
V (Π) be an unsolvable projection. Then for every reachable state s of
Π, hP (s) =∞.

Proof. Since Π|P is unsolvable, then hP (I(Π)|P ) = ∞. This means
that every state s reachable from I(Π)|P is also hP (s) =∞ (otherwise
hP was computed incorrectly). Suppose there is a reachable state s′
of Π such that hP (s′|P ) 6=∞ (i.e. unreachable in Π|P ). The proof of
Theorem 2.8 essentially says that if a state is unreachable in a projection,
then the matching states are unreachable in the original instance. This is
easily shown by changing the goal of the original instance to a reachable
matching state, which would bring forth the situation where the original
instance is solvable but not a projection; an obvious contradiction. In
other words, the assumption that s′ is unreachable is contradictive, thus
every reachable state of Π is detected as a dead-end by hP .

Theorem 6.2 is, perhaps, not surprising, but it explains a number of
observations:

• PDBs of unsolvable projections can detect every reachable state as
a dead-end, which means that we can expect PDBs of unsolvable
projections to contain many dead-end entries. This is backed up
by the data in Table 6.1, except for Bottleneck and Mystery, for
which the average percentile ranks are a fair bit below 99. This is
possible since there might be states that are both unreachable and
dead-ends, i.e. the state transition graph consists of more than 2
weakly connected components. Entries in a PDB for such states
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are, of course, pointless, and perhaps the scoring function for
HCDE should check whether the state associated with a dead-end
entry is reachable in the projection to avoid giving such PDBs an
unsuitable high score. This is not a problem for HCSamples since
it evaluate PDBs on reachable states.

• Theorem 6.2 also reveals an important property of PDBs: let s be
a state of the original instance that is detected as a dead-end by
some PDB, then the very same PDB detects every state reachable
from s as a dead-end. This is trivially shown by replacing the
initial state of the instance with s, thus Theorem 6.2 is applicable.
Perhaps, most PDBs with a high percentage of dead-ends identified
a state close to the initial state as a dead-end, and therefore also all
subsequent states. This might also explain why the Tiles domain
is difficult: it is possible to undo actions (reversible actions), hence,
proving that one reachable state is a dead-end also proves that
every reachable state is a dead-end. Solvable projections with only
reversible actions cannot contain any reachable dead-end state
since one would imply that every state is a dead-end, including
goal states.

• Another possible critique against the statistical analysis in Sec-
tion 6.3 is that we evaluated the methods on ‘only’ 20000 states,
and that they were generated by using breadth-first search (in-
stead of, for instance, depth-first search). We chose breadth-first
search since detecting dead-ends close to the initial state often
leads to pruning a large part of the state transition graph. Of
course, there is no guarantee that this will happen. However,
Theorem 6.2 says that if a PDB detects a dead-end state, then
all states reachable from it are detected as dead-ends by the very
same PDB. The problem with generating states using depth-first
search is that it can give a misleading score, e.g. when a single
PDB detects a large part of a search as dead-ends.

At this point, we have hopefully established that the scoring function
DE is a good way of measuring PDBs with respect to how well they
prune away reachable states, and that HCDE finds PDBs with very high
scores (Chapter 6.3). Two concerns that we have not discussed yet are:
we did not use all of the IPC instances to evaluate HCDE; and that
the statistical analysis should have considered more and larger PDBs.
Obviously, we believe that we would get a similar result, however, this
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kind of analysis is inherently computationally expensive and has to be
restricted.

Based on the statistical analysis, we believe that there is little
point in spending more time to construct a better pattern collection.
Furthermore, since the pattern collections are often very good, we believe
that further improvement is likely to come from enhancing patterns with
other techniques such as mutexes. We showed that mutexes generated by
hm had a tremendous impact on the number of dead-ends in PDBs, and
it would be interesting to compare different mutex generation methods.
Another possibility of improving PDBs is to simplify the instance such
that the simplified instance is solvable if and only if the original instance
is, e.g. redundant actions [HJ00] are actions that can be removed since
they are replaceable by a sequence of other actions. DE-PDBs and
HCDE without mutexes perform similarly, and a difference is the order
they consider patterns. DE-PDBs is not as aggressive as HCDE since it
considers patterns in the same way as consistency checking, perhaps
they differ significantly w.r.t. pattern collection construction time.

It is worth noting that solvable instances might also contain dead-
ends and therefore the proposed methods might be useful for such
instances, e.g. Sokoban [PRB14]. Pattern collections can easily be
tailored toward both heuristic guidance and dead-end detection; it is
simply a matter of selecting different PDBs for either purpose. However,
the cost is increased pattern collection construction time or increased
memory usage. The latter might be addressed by compressing the PDBs
[FKMH07].
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Overview of Part III

We now take a short intermission in our enterprise to prove unsolvability,
and consider instances with polytree causal graphs. In Chapter 7, we
reveal two computationally tractable classes of instances, which both
have polytree causal graphs and meet some additional restrictions. The
notion of variable isomorphism was pivotal for finding the first class,
and intuitively two variables are isomorphic if they behave in the same
way in some optimal solution. If we know of an isomorphic pair, then
we can remove one of the two variables without affecting solvability. If
we also want to preserve optimal solution cost, then the action costs for
the variables that we left intact need to be adjusted. We do precisely
this for instances with polytree causal graphs, and identify a number of
restrictions for when such a strategy yields a polynomial time algorithm.
In Chapter 8, we use a variant of variable isomorphism to analyse
unsolvable projections. We also identify another related tractable class
through the idea of instance splitting, which splits the instance such that
the original instance is solvable if and only if the smaller corresponding
instances are. We construct a divide-and-conquer algorithm which runs
in polynomial time when the instance meet certain restrictions.

We carried out an extensive statistical analysis of unsolvable pro-
jections in Chapter 5.3 and noted that unsolvable projections tend to
have a significant number of variables in common. In Chapter 8 we
ask the question: why those variables? We postulate that unsolvable
projections tend to be composed of variables that play different roles, i.e
they are not ‘similar’. Isomorphic variables are, in some sense, extremely
similar, and we devise a variable similarity measure to rate how similar
two variables are. We then perform a statistical analysis and show that
the variable similarity measure can differentiate between unsolvable and
solvable projections quite well. This measure is then used to optimise
consistency checking.
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Chapter Seven

Tractable Classes

One approach for constructing heuristic functions is to: (1) find a
tractable (i.e. polynomial-time solvable) class of planning instances;
(2) abstract the original instance to an instance in the tractable class
and solve it; and (3) use the cost of the solution for the abstract
instance as a heuristic value (cf. Helmert [Hel04]; Helmert, Haslum
and Hoffman [HHH07]; Katz and Domshlak [KD10]). An ongoing
quest in the planning community is to identify as many and as general
tractable classes as possible, since having knowledge of these might
prove invaluable for constructing efficient planners [KD08a]. A common
approach to the problem of identifying tractable instances is to impose
restrictions on the causal graph (cf., Brafman and Domshlak [BD03],
Katz and Domshlak [KD07], or Giménez and Jonsson [GJ12]). In this
chapter, we consider instances whose causal graphs are polytrees, i.e.
acyclic graphs whose underlying undirected graphs are trees. PG is
known to be NP-hard for instances whose causal graph is a directed path
and having domain size ≥ 5 [GJ09]. This implies that such instances
must be avoided when searching for tractable fragments. A natural
parameter when considering causal graphs is the diameter, that is,
the length of the longest simple undirected path. Restrictions on the
diameter have been used in previous work. For instance, Katz and
Domshlak ([KD08b, KD10]) studied forks and inverted-forks while Katz
and Keyder [KK12] studied hourglasses. In all these cases, the causal
graph is a polytree with diameter ≤ 2. Another parameter is the depth,
namely, the length of the longest simple directed path. With this in
mind, we use the following notation to define classes.

Definition 7.1. The classes P i,ok,d and −→P i,o
k,d consist of instances that

are restricted in the following way: (1) the causal graph is a polytree;
(2) the indegree of the causal graph is bounded by a fixed constant i;
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(3) the outdegree of the causal graph is bounded by a fixed constant o;
(4) for P i,ok,d the diameter is bounded by a fixed constant d, whilst for
−→
P i,o
k,d the depth is bounded by a fixed constant d; (5) and the domain

size of every variable is bounded by k. We use the symbol ∞ to denote
when the class is unrestricted in some regard.

Note that the only difference between the two classes is (4), i.e.
whether we restrict the diameter or the depth of the causal graph. This
is indicated by the line above the P; no arrow head indicates that we
restrict the diameter (undirected path), and an arrow head indicates
that we restrict the depth (directed path). Section 7.2 shows that the
class P∞,∞k,d is tractable, and Section 7.3 shows that −→P i,∞

k,d is tractable.
In other words, the bound on the diameter is traded for a bound on the
depth and a bound on the indegree. Note that a bounded depth still
allows for an unbounded diameter.

7.1 Preliminaries

We briefly introduce and repeat some terminology that is used through-
out this chapter. Consider a digraph P = (V,E). P is a polytree if it is
acyclic and the underlying undirected graph is a tree. The diameter of
P is the longest shortest path in the underlying undirected graph, and
the depth of P is the longest shortest directed path in the underlying
directed graph. A vertex v ∈ V is a leaf if the degree of v is exactly
1. Furthermore, we say that v is an ingoing leaf if (v, w) ∈ E, and we
say that v is an outgoing leaf if (w, v) ∈ E, for some vertex w ∈ V . A
vertex v ∈ V is critical if it is connected to at least one leaf, and at
most one non-leaf. The non-leaf connected to a critical vertex is its
parent.

Planning instances whose causal graph is a polytree only have unary
actions (a is unary if |Domain(eff(a))| = 1), otherwise a cycle would
have been introduced in the causal graph. We also define A†v = {a ∈
A : v ∈ Domain(pre(a))} and A†v = {a ∈ A : v ∈ Domain(eff(a))}.
Additionally, the notation ‖x‖ denotes how many bits are required to
represent x with a reasonable encoding. For example, ‖Π‖ is how many
bits we need to represent every variable (including its domain), every
action, the initial state and the goal.

Lastly, we remind that the prevailconditions of an action a are the
preconditions that are still satisfied after applying the action, i.e. a has
a prevailcondition on v if v ∈ Domain(pre(a)) \Domain(eff(a)).
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aaaaaa
d

k 2 fix. const free
2 COPG is in P COPG is in P* PG is NP-h.**

fix. const COPG is in P COPG is in P PG is NP-h.
free PG is NP-h.*** PG is NP-h. PG is NP-h.

Table 7.1: The known results for P∞,∞k,d . The shaded cells are results
that can be derived from the neighbouring cells, and the results in bold
are the new results. (* Katz and Keyder [KK12]. ** Domshlak and
Dinitz [DD01]. *** Giménez and Jonsson [GJ08].)

7.2 Bounded Diameter

The currently known results are presented in Table 7.1. We note that
some of the previous work has used a slightly different set of restrictions
and is more general, but the results are still applicable to the restrictions
that we consider. These results left an open case: what happens if both
the domain size and the diameter are bounded by arbitrary constants?
We show that COPE is in P which immediately implies that COPG is
in P, too. This follows from the fact that the length of our optimal
solutions are bounded by a polynomial in the instance size so we can
use prefix search for generating cost-optimal solutions given that we
have a polynomial time algorithm for COPE.

Let us compare our result with some other results for polytree
causal graphs. Brafman and Domshlak [BD03] gave a polynomial time
algorithm for instances with binary variables and where the causal
graph is a polytree such that the indegree of every vertex is bounded by
a constant. Giménez and Jonsson [GJ12] later generalised this result by
giving an algorithm that, instead of restricting the indegree, restricts
the number of prevailconditions. Note that a bound on the indegree
implies a bound on the number of prevailconditions but not the other
way round. Our algorithm is a bit different: it allows not only binary
domains, but any domain size bounded by a constant and it allows the
actions to have an unbounded number of prevailconditions. However,
this flexibility comes at the expense of the diameter which must be
bounded by a constant.

In this section, we devise an algorithm built on the notion of iso-
morphic variables. Intuitively, two variables are isomorphic if the
structure of their domain transition graphs are isomorphic with regard
to initial value, goal value, actions, prevailconditions, and so on. In
other words, the two variables will (or can) behave exactly the same in
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every optimal solution, which allows us to combine them into a single
variable. By combining isomorphic variables, we can gradually reduce
the size of the initial instance, and this allows us to devise an algorithm
that runs in polynomial time.

7.2.1 Isomorphism

Identifying isomorphic variables is the keystone of our algorithm; in
fact, we will only need to take leaves into consideration. The basic idea
is to look for isomorphic leaves that are connected to the same critical
vertex and remove them in a systematic way. The algorithm will remove
variables such that the set of critical vertices changes. The next lemma
guarantees that we will not run out of critical vertices.

Lemma 7.2. Every tree consisting of at least three vertices has a
critical vertex.

Proof. Let G = (V,E) be a tree, and since |V | ≥ 3 there exists a vertex
v ∈ V that is not a leaf. Remove all of the leaves of G along with their
connected edges, resulting in G′ = (V ′, E′). Since v is not a leaf of G
then v ∈ V ′, i.e., |V ′| ≥ 1. Per definition, every leaf of G′ is a critical
vertex of G and there exists at least one leaf.

In graph-theoretic terms, two graphs (V,E), (V ′, E′) are said to be
isomorphic if there exists a bijective function σ : V → V ′ such that
(v, w) ∈ E if and only if (σ(v), σ(w)) ∈ E′. However, we obviously need
to take more structure into consideration when considering isomorphisms
between variables in planning instances. This implies that we need a
slightly more involved definition.

Before we define isomorphism we need the following defintions. Let
ω = 〈a1, . . . , an〉 be a sequence of actions, then P(ω, v) = 〈pre(a1)[v],
. . . , pre(an)[v]〉 denote the prevail- or preconditions ω has on the variable
v. Also let S(ω, v) = 〈I[v], eff(a1)[v], . . . , eff(an)[v]〉 denote the values
v visits. If either the prevail-, precondition or effect is undefined for v
then the result is u, which symbolises an undefined value.

Definition 7.3. Let Π = (V,A, I,G) ∈ P∞,∞k,d . Two leaves l1, l2 ∈
CG(Π) that are connected to the critical vertex x are isomorphic if and
only if there exists a bijective function σ : Dl1 → Dl2 such that:

1. DTG(l1) is isomorphic to DTG(l2) by σ,

2. σ(I[l1]) = I[l2] and σ(G[l1]) = G[l2], where if both l1, l2 6∈
Domain(G) then the equality is true,
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3. A†l1\A†l1= A†l2\A†l2 , and for every a ∈ A†l1\A†l1 , σ(pre(a)[l1])=
pre(a)[l2],

4. For every edge (d, d′) ∈ DTG(l1) with label L1, (σ(d), σ(d′)) ∈
DTG(l2) with label L2, L1 = L2, and the converse is true, and

5. For every d, d′ ∈ Dl1 , let ωl1 , ω′l1 be sequences of actions no longer
than |Dl1 | that take l1 from d to d′, and ωl2 , ω′l2 be sequences of
actions that take l2 from σ(d) to σ(d′) such that

• P(ωl1 , x) = P(ωl2 , x),
• σ(S(ωl1 , l1)) = S(ωl2 , l2),
• P(ω′l1 , x) = P(ω′l2 , x), and
• σ(S(ω′l1 , l1)) = S(ω′l2 , l2).

Then R(c(ωl1), c(ω′l1)) = R(c(ωl2), c(ω′l2)), where: R(x, y) = −1 if
x < y; R(x, y) = 0 if x = y; and R(x, y) = 1 otherwise.

We note that the definition implicitly requires l1, l2 to be either
both in- or outgoing from x. Condition 3 requires every action with
an effect on x to have the same prevailconditions on both l1, l2 (i.e.,
both are ingoing leaves), and condition 4 requires the actions in the
leaves to have the same prevailconditions on x (i.e., both are outgoing
leaves). Condition 5 requires the costs of the actions for l1 and l2 to
be ‘compatible’ with each other, i.e., the best actions to use to get to a
particular value are the same no matter how x behaves.

We will now see that there are explicit bounds on the number of
non-isomorphic leaves. Define In(x) and Out(x) to be the sets of
ingoing and outgoing leaves of a critical vertex x, respectively. We give
a proof for out-leaves; the proof for in-leaves can be done in a similar
way.

Lemma 7.4. Every critical vertex x has at most

fO(m) = m(m+ 1)2(m+1)3 (((m+ 1)3 + 1)m!
)

non-isomorphic outgoing leaves, where m = maxv∈{x}∪Out(x) |Dv|.

Proof. Let l ∈ Out(x). Every a ∈ A†l is of the form {(x, α), (l, β) →
(l, γ)} or {(x, α)→ (l, γ)}, which meansm·(m+1) possible preconditions
andm possible effects, thus |A†l| ≤ (m+1)3. A DTG consists of a subset
of these actions, hence, there are at most 2(m+1)3 different DTGs that l
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can have. There are m options for an initial value and m+ 1 options for
a goal value (including no goal value). Furthermore, there are at most
(|A†l|+ 1)m different sequences of actions of length no longer than m
and they can be sorted in at most (|A†l|+ 1)m! different ways, which
brings us to the final value m(m+ 1)2(m+1)3 (((m+ 1)3 + 1)m!

)
.

Lemma 7.5. Every critical vertex x has at most fI(m) = fO(m)(m+1)q
non-isomorphic ingoing leaves, where q = |A†x| and
m = maxv∈{x}∪In(x) |Dv|.

Proof. Since an ingoing leaf has no prevailconditions on other variables,
the total number of different DTGs that it can have is less that or equal
to fO(m) (see proof of Lemma 7.4). For each one of the q actions, every
ingoing leaf can have either no precondition on, or one precondition
chosen from the m values. Hence, there are (m+ 1)q different ways to
set preconditions on all ingoing leaves for the q actions that affect the
critical node.

7.2.2 Defoliation of Polytrees

After having identified isomorphic leaves in the causal graph, our al-
gorithm will remove them. This will be accomplished with two methods
where we combine isomorphic leaves and then take the product of the
remaining leaves and their correpsonding critical vertex. The idea be-
hind this is that the combination step removes sufficiently many leaves
and, thanks to that, the new product vertices will have domain sizes
that grow in a controlled way. This method also guarantees that the
number of vertices will decrease monotonically.

Definition 7.6. Let Π = (V,A, I,G) ∈ P∞,∞k,d be an instance, c be the
cost function, and v1, v2 ∈ V, v1 6= v2 be two isomorphic variables (i.e.
leaves) by a function σ such that both are connected to the same critical
variable x ∈ V . The result of combining the two variables v1 and v2 is
the instance Π′ = (V ′, A′, I ′, G′) and cost function c′ where:

• V ′ = (V \ {v1, v2}) ∪ {v3}, where v3 6∈ V ,

• Dv3 = Dv1 ,

• Prevailconditions on x.
Let λ(a1, a2) = pre(a1) → eff(a1), where v1 is replaced with
v3 and the cost of the action is c(a1) + c(a2). Then A1 =
{λ(a1, a2) : a1 ∈ A†v1 , a2 ∈ A†v2 , σ(pre(a1)[v1]) = pre(a2)[v2],
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σ(eff(a1)[v1]) = eff(a2)[v2], pre(a1)[x] = pre(a2)[x]}, where we
interpret two undefined as equal,

• Prevailconditions on v1 and v2.
Let λ(a) replace every occurance of v1 in a with v3. Then A2 =
{{(v, d) ∈ pre(λ(a)) : v 6= v2} → eff(λ(a)) : a ∈ A†x}, where every
action keep its cost, i.e. c(a),

• A′ = (A \ (A†v1 ∪A†v2 ∪A†x)) ∪A1 ∪A2,

• I ′ = I|V \{v1,v2} ∪ {(v3, I[v1])}, and

• G′ = G|V \{v1,v2} ∪
{
{(v3, G[v1])} if v1 ∈ Domain(G)
{} otherwise

Intuitively, we replace v2 by removing every occurrence of it and for
every action a affecting v1 we adjust c(a) to be the sum of the original
cost and the cost of corresponding action for v2. We can reuse v1, but
for clarity we use a new variable v3. From now on, we extend the
bijective function σ to A†v1 such that for every a1 ∈ A†v1 , σ(a1) = a2 ∈
A†v2 where σ(pre(a1)[v1]) = pre(a2)[v2], σ(eff(a1)[v1]) = eff(a2)[v2] and
pre(a1)[x] = pre(a2)[x].

Theorem 7.7. The cost of an optimal solution does not change by
combining isomorphic variables.

Proof. Let Π = (V,A, I,G) ∈ P∞,∞k,d be an instance and c a cost function,
let v1, v2 ∈ V be two isomorphic variables by a function σ, and let v3,
Π′ be the resulting variable and instance by combining v1 and v2. We
show that there is a correspondence between solutions of Π and Π′.

Let ω be an optimal solution for Π. Let x be the parent of v1 and
v2. We note that ω might use ‘non-isomorphic’ sequences of actions for
v1 and v2 to reach their respective goal value, but by Definition 7.3 it
is easy to show that we can replace either sequence with an isomorphic
sequence of actions which does not increase the total cost of the solution.
We construct ω′ from ω in the following way: first, remove every action
in A†v2 from ω; second, replace every a ∈ ω ∩ A†v1 with λ(a, σ(a));
finally, replace every a ∈ ω ∩A†x with the corresponding action a′ from
A2 of Definition 7.6. Since v1 and v2 are isomorphic it is straightforward
to show that ω′ is a solution for Π′ and using condition 5 of Definition
7.3, they both have the same cost.
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Note that the process is reversible. Let ω′ be a solution for Π′, then
we can construct a solution ω for Π from ω′ in the following way: replace
every a ∈ ω′ ∩A1 with a1 and a2 where a1 and a2 are isomorphic by σ
and a = λ(a1, a2); and replace every a′ ∈ ω′∩A2 with the corresponding
a ∈ A†x (according to definition of A2 in Definition 7.3). The rest of the
actions remain unchanged. Therefore, the cost of an optimal solution
for Π and Π′ is the same.

By combining leaves (with a common critical vertex) we can achieve
the bounds given by Lemmata 7.4 and 7.5. After doing so we will
construct a new variable whose domain is the product of all the leaves
and the critical vertex. The product of two variables is a variable whose
domain consists of possible states the two variables can be in, and an
action for one of the original variables are then instantiated to several
actions, one for each applicable ‘state’ in the domain of the new variable.
The definition of product is very similar to synchronised product or the
merge step from merge-and-shrink (M&S). The result from merge of
M&S ignores the dependencies between variables that have not been
merged, while Definition 7.8 maintains these dependencies. In other
words, taking the product of two variables by Definition 7.8 changes
the representation of the problem, but not the problem itself.

Definition 7.8. Let Π = (V,A, I,G) ∈ P∞,∞k,d , let c be a cost function
and let v1, v2 ∈ V . The product of v1 and v2 with respect to Π and c is
the instance Π′ = (V ′, A′, I ′, G′) and cost function c′:

• V ′ = (V \ {v1, v2}) ∪ {v3}

• Dv3 = {{d1, d2} : d1 ∈ Dv1 , d2 ∈ Dv2} ∪ {{g}} (assume Dv1 ∩
Dv2 = ∅)

• A′ = A1 ∪A2 ∪A3 ∪A4 ∪Ag:

– The following allows the forthcoming definitions to be concise.

∆(s, v) =
{
{s[v]} if v ∈ Domain(s)
Dv otherwise

where s is a partial state and v is a variable.
– Effect on v1:
A1 = {pre(a)|V \{v1,v2} ∪ {(v3, {d1, d2})} → {(v3, {eff(a)[v1],
d2})} : a ∈ A†v1 , d1 ∈ ∆(pre(a), v1), d2 ∈ ∆(pre(a), v2)},
and the cost of every new action is c(a),
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– Effect on v2:
A2 is analogous to A1: swap v1 with v2 in the definition,

– Prevailconditions on v1 and/or v2:
A3 = {pre(a)|A\{v1,v2} ∪ {(v3, {d1, d2})} → eff(a) : a ∈
(A†v1 ∪ A†v2) \ (A†v1 ∪ A†v2), and the cost of every new
action is c(a), d1 ∈ ∆(pre(a), v1), d2 ∈ ∆(pre(a), v2)},

– No effect and no prevailcondition on both v1 and v2:
A4 = {a ∈ A\ (A†v1 ∪A†v2 ∪A†v1 ∪A†v2)}, and every action
keep its cost.

– New goal actions:
Ag = {{(v3, {d1, d2})} → {(v3, {g})} : d1 ∈ ∆(G, v1), d2 ∈
∆(G, v2)}, and the cost of every new goal action is 0.

• I ′ = (I|V \{v1,v2} ∪ {(v3, {I[v1], I[v2]})}

• G′ = (G|V \{v1,v2} ∪ {(v3, {g})}

Basically, the domain of the new variable is the set product of the
domains of the first two variables, and a special value g for the goal.
For every action in A(Π), we construct at most max{|Dv1 |, |Dv2 |}2 new
actions, and an additional |Ag| for the goal variable.

Theorem 7.9. The cost of an optimal solution does not change by
taking the product of two variables.

Proof. We give a brief overview without going into fine points of Defin-
ition 7.8. Let v1 and v2 be the variables of the product, and v3 the
resulting variable.

(⇒) Let ω be an optimal solution for Π. Then we can construct a
solution ω′ for Π′ by simply applying the rules in Definition 7.8. For
every action a ∈ ω, iterating from start to end:

1. Action a has an effect on v1 or v2. Add the action in the rule to
the end of ω′. A single action might yield several actions, and in
this case we can ‘apply’ the current ω′ to figure out which one of
the actions is applicable. It is guaranteed by construction that
one action is applicable.

2. Action a has a prevailcondition on v1 or v2. Add the action in
the rule to the end of ω′. Just like the previous case, the action
might yield several actions and we can do the same to figure out
which one we should use.
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(a) Before the product.

A B

C

{1, X} {1, Y}

{2, X} {2, Y}

{3, X} {3, Y}

(b) After the product.

Figure 7.1: Circles are domain transition graphs, i.e. possible transitions
between two values in the domain of the variable. Lines between values
denote a precondition and an effect, and dashed lines to another line
denote prevailconditions. Figure 7.1a presents the original instance, and
Figure 7.1b is the result of taking the product of the bottom and the
right variable.

3. Action a neither an effect nor prevailcondition on v1 or v2. Add
action a to the end of ω′.

If v1 or v2 is in Domain(G) then we need to add the corresponding
action in Ag to the end of ω′. By construction, ω′ is a solution, the
replaced actions have the same cost and the cost of actions in Ag is 0.
Therefore, c(ω) = c(ω′).

(⇐) Let ω′ be an optimal solution for Π′. It is straightforward to
figure out which action in A(Π) corresponds to an action a ∈ ω′. For
actions with an effect or prevailcondition on v1 or v2, we simply have
to find an action in A(Π) that yields a in the rule. If a ∈ Ag then we
skip it. Otherwise, we keep a as is.

We illustrate the idea behind Definition 7.8 in Figure 7.1. The
domain of the new variable is the cross product of each argument’s
domain; and the actions with a precondition or an effect on these
variables are rewired to the new domain. The state transition graph
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before and after the product is essentially the same, with the exception
that a goal value might need to be introduced (the figure does not
illustrate this). We also make the following simple observation.

Lemma 7.10. The product of n variables having domain size of at
most k results in a variable with domain size of at most (k + 1)n.

7.2.3 The Algorithm

We now present our algorithm, which can be found in Figure 7.2. The
steps in the algorithm is roughly the following: (1) select a critical vertex
x, (2) identify the isomorphic leaves of x, (3) combine the isomorphic
leaves, and (4) take the product of the remaining leaves and the critical
vertex. The resulting instance has strictly fewer variables so this process
may be repeated in a recursive fashion. The algorithm terminates when
there is two or fewer variables left, at which point the algorithm takes
the product of the variables and uses Dijkstra’s algorithm to compute
the cost of an optimal solution.

Recall that, for a critical vertex x, the number of ingoing leaves for
x is bounded by a function in |A†x|. We need a constant bound on the
number of leaves so this poses a problem. In other words, we must find
a way to construct a set Rx ⊆ A†x that contains every action used in
an optimal solution and |Rx| is bounded by a constant. Then, we can
safely replace A†x with Rx. By knowing how many times a variables
needs to change at most, we can construct the set Rx.

Theorem 7.11. Let Π ∈ P∞,∞k,d be an instance. The value of each
variable in Π changes at most µ times in every optimal solution, where

µ = t
t

.
.

.
t

d times
t = (k(k + 1))2

Proof. Let Changeω(v) be the number of times that the value of variable
v changes in an optimal solution ω. We claim that Changeω(v) ≤ pk(k+
1)p + k, where p = max{Changeω(v′) : (v, v′) ∈ CG(Π)}, and p = 0
when there are no such variables v′. Each one of the v′ variables changes
at most p times, so each one of them can only have p prevailconditions
on v. Therefore, there are at most (k + 1)p different sequences of
prevailconditions on v. Variable v takes at most p different values in
each sequence of prevailconditions, and there are at most k changes
between every two consecutive values (corresponding to a path in

95



CHAPTER 7. TRACTABLE CLASSES

DTG(v)). This brings the number of changes up to pk(k + 1)p. Finally,
there are at most k actions needed to change the value of v to G[v] so
Changeω(v) ≤ pk(k+1)p+k. By repeated use of this inequality and the
fact that the diameter for CG(Π) is bounded by d, a straightforward
induction proof shows that Changeω(v) ≤ µ.

Let RelevantActions(Π, c, x) where Π = (V,A, I,G), c : A→ N
and x ∈ V be a function that computes the set Rx (with the properties
we mentioned earlier) for the critical vertex x. Let p be the parent of x
(we assume there exists one, otherwise it is trivial). The function does
the following:

1. Let Rx = ∅.

2. For every possible sequence of prevailconditions P = 〈d1, . . . , dn〉,
di ∈ Dp∪{u} (the value u denotes an undefined prevailcondition),
n ≤ µ compute the cheapest sequence ωx = 〈a1, . . . , an〉 such that
P(ωx, p) = P . The cost associated with ωx is the sum of c(ωx)
and the cost of the cheapest possible action sequence for the leaves
with regard to the prevailconditions of ωx. The cheapest ωx can
be computed by simply trying all |A†x|µ combinations. he cost
of the cheapest possible action sequence for the leaves can be
computed in the following way:

(a) For every l ∈ In(x), ωx might have prevailconditions on
l. To compute the cost of the cheapest path to the next
prevailcondition, or goal value, we simply try every path in
DTG(l) no longer than |Dl|(µ+ 1).

(b) For every l ∈ Out(x), ωx does not have any prevailcon-
ditions on l, but the other way around may happen. To
compute the cost of the cheapest sequence of actions, we
simply try every sequence for l no longer than |Dl| such that
its prevailconditions can be satisfied by ωx.

We then set Rx to Rx ∪ {a1, . . . , an}.

3. Return Rx.

If there exists a solution for the original Π, then p has a sequence of
prevailconditions on x that is not longer than µ and we have computed
the cheapest sequence of actions for it. An optimal solution (if there is
one) is preserved by replacing Ax with Rx, which we will prove later.

The other functions occurring in the algorithm are:
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• CriticalVertex(Π) returns a variable that is a critical vertex
in CG(Π).

• CombineIsoVars takes the instance and a set of variables which
are either ingoing leaves or outgoing leaves in the causal graph,
and checks if they are pairwise isomorphic, and combine them if
they are.

• Product takes an instance and a set of variables and returns a
new instance in which the variables in the second argument are
replaced by their product.

1 function BoundedDiameter(Π = (V,A, I,G), c : A→ N)
2 if |V | ≤ 2 then
3 return Product(Π, V )
4 x = CriticalVertex(Π)
5 (Vo,Π1) = CombineIsoVars(Π, Out(x))
6 Rx = RelevantActions(Π1, c, x)
7 Replace A with (A \Ax) ∪Rx
8 (Vi,Π2) = CombineIsoVars(Π1, In(x))
9 Π3 = Product(Π2, {x} ∪ Vo ∪ Vi)

10 return BoundedDiameter(Π3)
Figure 7.2: The devised algorithm, which outputs a new instance with
a single variable of constant size.

7.2.4 Correctness

We begin by proving that algorithm BoundedDiameter is correct.
The groundwork has already been laid and the proofs are straightfoward.
Firstly, we show that replacing actions with the ones computed by
RelevantActions does not change the cost of optimal solutions.

Lemma 7.12. The cost of an optimal solution does not change by
replacing A with (A \A†x) ∪Rx.

Proof. Let Π = (V,A, I,G) ∈ P∞,∞k,d , c be a cost function, Π′ = (V, (A \
A†x) ∪ Rx, I, G, c) and p the parent of x. Let Π have a solution ω
and let α = ω ∩ A†x = 〈α1, . . . , αn〉, a = {ai}ni=1 and b = {bi}ni=1
such that eff(αi)[x] = ai and pre(αi)[p] = bi. Rx contains enough
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actions for a locally optimal solution over {x} ∪ In(x) ∪ Out(x) for
any (a, b). So, there exists a plan ω with actions in (A \ A†x) ∪ Rx
over {x} ∪ In(x) ∪ Out(x) with the same cost as the part of ω over
{x} ∪ In(x) ∪Out(x). Let

ω′ = {a ∈ ω : @v ∈ {x} ∪ In(x) ∪Out(x), v ∈ Domain(eff(a))}

Now, since both ω′ and ω require x, p to take the values in a, b for their
execution, they can be combined together into a solution for Π′ with
the same cost as ω.

We know that taking the product of two variables does not change
the cost of optimal solutions, and next we show that the output of
BoundedDiameter does neither.

Theorem 7.13. Let Π ∈ P∞,∞k,d be an instance. The cost of the optimal
solution for BoundedDiameter(Π) and Π is the same.

Proof. According to Lemma 7.2, CriticalVertex(Π) returns a critical
vertex x, which is connected to at least one leaf and the Product
function reduces the number of variables by at least one. This means
that the recursion stops after at most |V | steps. Using Theorems
7.7, 7.9 and Lemma 7.12, the cost of the optimal solution for Π and
BoundedDiameter(Π) are the same.

7.2.5 Time Complexity

We now turn our attention to the time complexity of algorithm Poly-
tree. The main result is proven in Theorem 7.18 which builds on
Lemmata 7.14–7.17. We remind the reader that ||Π|| denotes the rep-
resentational size of the instance Π.

Lemma 7.14. During the execution of BoundedDiameter(Π), every
v ∈ VΠ is the output of CriticalVertex at most once.

Proof. Assume that x ∈ V is the output of a CriticalVertex call.
After Product(Π, {x} ∪ Vl), x is a leaf. Hence, it cannot be a critical
vertex anymore.

The fact that Rx contains at most µ actions for every pair (a, b)
of sequences of length at most µ over Dx and Dp including undefined,
results in |Rx| < µ2|Dx|µ(|Dp|+ 1)µ. After replacing A†x with Rx, we
can use Lemma 7.5 and the bound on |Rx| to derive a new bound on

98



7.2. BOUNDED DIAMETER

the number of non-isomorphic ingoing leaves. Note that for instances
in P∞,∞k,d , µ is a constant that only depends on k and d. Now let
f(k) = (k + 1)fO(k)+fI(k)+1 (where fI and fO are the functions defined
in Lemmata 7.4 and 7.5, respectively) and let fn = f ◦ fn−1 denote the
n-th iteration of f .

Lemma 7.15. Let y be the new variable created by Product(Π,
{x} ∪ Vo ∪ Vi) (where Vo is the outgoing leaves connected to x and
Vi are the ingoing). Then |Dy| ≤ f(m) where m = max{|Dv| : v ∈
{x, p} ∪ Vo ∪ Vi} and p is the parent of x.

Proof. This is straightforward according to Lemmata 7.4, 7.5, 7.10 and
the fact that fI and fO are strictly increasing.

We now show that the domain of the final variable is bounded by a
constant.

Lemma 7.16. |DBoundedDiameter(Π)| ≤ fd(k) for Π ∈ P∞,∞k,d .

Proof. Let v be the variable in BoundedDiameter(Π) and assume to
the contrary that |Dv| > fd(k). Going one step back and using Lemma
7.15, either one of the multiplied vertices or the parent of v must have
had a domain size larger than fd−1(k). According to Lemma 7.14, v
has not been a critical vertex before so it has a domain size of at most
k. Therefore, there exists a vertex among the leaves or the parent of v,
call it v1, such that |Dv1 | > fd−1(k). Again, going one step back, there
exists a vertex among the leaves or the parent of v1, call it v2, such
that |Dv2 | > fd−2(k). Continuing this, we reach a vertex, vd, such that
|Dvd
| > k. Since the domain size of vd is greater than k, it cannot be a

variable in the original instance Π, so we must have another vertex, call
it vd+1, that was either a leaf for vd or its parent if we go back again.
This means that there is a path of length d+ 1 from v to vd+1 in the
polytree, but the causal graph for Π is supposed to be a tree with a
diameter of d and we have a contradiction.

Since every variable’s domain is bounded by a constant during every
step of the algorithm, we can guarantee that RelevantActions runs
in polynomial time.

Lemma 7.17. RelevantActions runs in polynomial time.

Proof. As a result of Lemma 7.16, the domain size of all variables is
bounded by fd(k) throughout the algorithm. It is not hard to see that
the algorithm runs in polynomial time by combining this fact with the
fact that µ is a constant.
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Finally, we show that the algorithm runs in polynomial time and
thus the class is in P.

Theorem 7.18. COPE(P∞,∞k,d ) is in P.

Proof. Let Π = (V,A, I,G) ∈ P∞,∞k,d be an instance where c is the cost
function. The functions appearing in the algorithm run in polynomial
time. In particular, one may note CombineIsoVars runs in polynomial
time since Lemma 7.16 implies that the variable domains are of constant
size which implies that the isomorphism check can be performed in
polynomial time. Hence, according to Lemma 7.14, BoundedDia-
meter(Π) runs in polynomial time, too. Finally, applying Dijkstra’s
algorithm to the resulting DTG does not change the overall complexity
due to Lemma 7.16 and the fact that the action weights are bounded
by a polynomial (that only depends on k and d) in ||Π||.

In order to use prefix search to construct an optimal solution for the
original instance Π we need an upper bound on the solution length that
is less than some polynomial p(||Π||). After running the algorithm on an
instance Π, we get a new instance Π′. Let ω be an optimal solution for
Π′. We know that the cost of an optimal solution for Π is c(ω), but we
do not have an upper bound on the length of it. Note that every action
in Π′ represents at most |V | actions in Π, where V is the variable set of
Π, because the algorithm combines at most |V | variables. Furthermore,
|ω| is bounded by fd(k). Hence, a loose polynomial upper bound on
the length of an optimal solution for Π is fd(k) · |V |.

7.2.6 Discussion

Exploiting Isomorphism

Consider the class of instances Θ having fork causal graphs and domain
size bounded by k. A directed graph (V,E) is a fork if there exists a
vertex r ∈ V such that every (u, v) ∈ E ⇔ u = r. Definition 7.3 tells
us when two leaves in V (Π) are isomorphic. Since the domain size is
bounded by k, then the number of non-isomorphic leaves is bounded
by a constant c. This bound can be exploited by variable projection in
the following way. As we have discussed extensively in Part II, if the
projection of Π onto V ′ ⊆ V (Π) is unsolvable, then so is Π. Suppose
V ′ contains two isomorphic variables l1, l2. Clearly, removing l1 or l2
from V ′ would not make the projection solvable. Thus, it is pointless of
to choose V ′ such that |V ′| > c+ 1 if one wants to check unsolvability.
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With this in mind, we can use the consistency checking algorithm for
solving PE(Θ): (1) enumerate all variable sets of size c, (2) for every
such variable set project the instance onto it and solve it, (3) if it is
unsolvable then report that the original instance is unsolvable, and
(4) if all variable sets lead to solvable instances, then report that the
instance is solvable. We see that this procedure is a sound and complete
method for PE(Θ) and it trivially runs in polynomial time. In fact,
this is the first example of a non-trivial class of planning instances
where consistency checking yields a polynomial-time algorithm that is
simultaneously sound and complete.

This simple idea can, of course, be generalised. Up to now, we
have only discussed isomorphic leaves but it is possible to generalise
the definition to isomorphic subforks and more general substructures.
While isomorphic variables would most likely be rare in practice, the
observation that projecting onto a set containing isomorphic variables
is pointless might hint that the inclusion of ‘similar’ variables should
be avoided. Consequently, it might be interesting to measure how
similar two variables are. We speculate that choosing a set whose
variables are ‘dissimilar’ are the most useful for proving that an instance
is unsolvable. We investigate this idea in the context of consistency
checking in Chapter 8. We also speculate that this may, at least
partially, explain why methods such as merge-and-shrink [HHH07] have
been successful for identifying unsolvable instances [HKT14]. The way
merge-and-shrink choses variables to merge may somehow correlate to
their dissimilarity.

The Algorithm

Many polynomial-time algorithms for planning under polytree causal
graphs share a common problem: the degree of the polynomials are very
high, cf., Giménez and Jonsson [GJ12] and Katz and Keyder [KK12].
The presented algorithm is, unfortunately, plagued with the very same
problem. We believe that our algorithm can be vastly improved in at
least two different ways: (1) the upper bound on the number of times
a variable has to change is very pessimistic and (2) the isomorphism
checking procedure is based on blind exhaustive enumeration. However,
such improvements do not change the idea of enumerating many different
paths in the DTGs that our and the previously mentioned algorithms
are based upon. A completely new idea may be needed in order to
obtain significantly lower complexity figures.

We observe that the high degree of the polynomial stems from
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one single step, RelevantActions, which is needed because we allow
causal graphs with unbounded indegree. If the indegree is bounded by a
constant, then after merging isomorphic outgoing leaves, the number of
actions affecting the critical vertex is bounded by a constant. Hence, we
can skip RelevantActions and the time complexity of the algorithm
is instead O(‖Π‖4), which is dramatically better. This might hint
that imposing a restriction on the indegree might be necessary to, for
example, construct efficient heuristics based on polytree causal graphs.
Furthermore, Katz and Domshlak [KD09] implemented and evaluated
an admissible heuristic based on forks and inverted-forks, which the
class studied in this thesis generalises. To overcome the problem that
their heuristic was computationally quite expensive, they precompiled
values and stored them in a database. The very same idea may be
useful for a heuristic based on our class.

7.3 Bounded Depth

A more general restriction of diameter is depth. Whilst a bounded
diameter implies a bounded depth, the opposite is not true. In this
section we consider a bound on the depth instead of the diameter, and
show that −→P i,∞

k,d is tractable. That is, our algorithm requires a bounded
indegree, which was not necessary for P∞,∞k,d . The algorithm presented
in this section is built on the notion of splitting an instance into several
independent instances. It is obvious that when we have several weakly
connected components in the causal graph, then we can project the
original instance onto each of them and solve them independently. The
solutions for the projections can then be interleaved to construct a
solution for the original instance. In other words, we fabricate weakly
connected components in the causal graph by instance splitting, and
then use a divide-and-conquer strategy to construct a solution (if one
exists). As with most divide-and-conquer algorithms, it is desirable to
have subproblems of about equal size, and in our case this means that
the weakly connected components should have about the same number
of variables.

Throughout this section, we will use the following assumption and
notation. We assume, without loss of generality, that there does not
exist two actions a1, a2 such that pre(a1) = pre(a2) and eff(a1) = eff(a2),
but c(a1) 6= c(a2). A weakly connected component is a subset of vertices
that induces a subgraph such that there is an undirected path between
any two vertices. We use the notation wcc(G) where G is a graph to
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denote the weakly connected components in G (i.e. is set of sets of
vertices).

7.3.1 Instance Splitting

A crucial part of the forthcoming algorithm is how to decide on a
variable to split the instance in; this must be done with care to prevent
that some weakly connected component in the causal graph consists of
the majority of the variables.

Theorem 7.19. Let Π ∈ −→P∞,∞∞,∞ be a planning instance with variable
set V . There exists a split variable v ∈ V which splits the causal
graph CG(Π) into weakly connected components C1, . . . , Cj such that
|Ci| ≤ |V |/2 for all i, 1 ≤ i ≤ j.

We say that every variable with this property is a split variable. The
existence of such a variable is guaranteed [Vyg11] and can be computed
in polynomial time. For instance, one could simply try to remove each
variable from the original instance and write down the size of the largest
component, and then return the variable that gave the smallest largest
component. This algorithm runs in time O(|V |3).

Once we have decided on a split variable, we split the instance.
To do this we introduce a copy of the split variable into every newly
introduced weakly connected component in the causal graph. Of course,
this is insufficient since solutions for the projections onto these weakly
connected components might use different actions for the copies, and to
synchronise them we decide on a specific action sequence beforehand
that every solution must use.

Definition 7.20. Let Π = (V,A, I,G) ∈ −→P∞,∞∞,∞ be a planning instance,
v ∈ V be a variable, and S = 〈av1, . . . , avm〉 be a sequence of actions,
where avn ∈ A†v for 1 ≤ n ≤ m. Removing v from CG(Π) results in
j new weakly connected components, denoted C1, . . . , Cj . Splitting
the instance Π in variable v by S yields the instance Split(Π, S, v) =
(V ′, A′, I ′, G′) where:

• V ′ = {v1, . . . , vj} ∪ V \ {v}, where v1, . . . , vj are new variables

• A′ =
⋃j
i=1{a

vi
1 , . . . , a

vi
m} ∪

⋃
a∈A λ(a), where avi

1 , . . . , a
vi
m are new

actions

• I ′ = {(v1, 0), . . . , (vj , 0)} ∪ I \ {(v, I[v])}
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• G′ = {(v1,m), . . . , (vj ,m)} ∪G \ {(v,G[v])}

The domain of every variable vi ∈ {v1, . . . , vj} is {0, . . . ,m}, the actions
affecting it are avi

1 , . . . , a
vi
m, and the definition of every action avi

n , 1 ≤
n ≤ m, 1 ≤ i ≤ j is:

• avi
n = {(vi, n− 1)} ∪ {(v′, d′) ∈ pre(avn) : v′ ∈ Ci} → {(vi, n)}

• c(avi
n ) = c(avn)

Note that for every i, the action avi
n only has preconditions on variables in

1 weakly connected component in the causal graph. However, collectively,
they have the same preconditions as the original action. (It is safe to do
this since all newly introduced actions must be in every solution and in
the same order.) The idea of λ is to remap the prevailconditions on v to
the newly introduced variables. Let Ci be the component that contains
the variable that a has an effect on, then λ(a) is defined as follows.

λ(a) =


∅ if v ∈ Domain(eff(a))
{a} if v 6∈ Domain(pre(a)) ∪Domain(eff(a))
{a1, . . . , ak} otherwise

Where:

• C(S, v, d, I) =
∑
{1 : s[v] = d, s ∈ {eff(a) : a ∈ A} ∪ {I}},

• N (〈av1, . . . , avm〉, l, v, d, I) =


0 if l = 1 and I[v] = d

n
where l = C(〈av1, . . . , avn〉, v, d, I)
and eff(avn)[v] = d, otherwise

• k = C(S, v,pre(a)[v], I), and

• al = {(vi,N (S, l, v,pre(a)[v], I))} ∪ {(v′, d′) ∈ pre(a) : v′ 6= v} →
eff(a), c(al) = c(a), for 1 ≤ l ≤ k.

The function C denotes how many times a value d ∈ Dv is visited by
the sequence S and the initial state. The function N gives the position
of the action in S that visits the given value for the l:th time.

Figure 7.3 illustrates various aspects of splitting: the need of a
predefined action sequence for the split variable; introduction of copies
of the split variable and actions with prevailconditions on it; and the
goal of fabricating more weakly connected components in the causal
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F T

F T

F T

(a) Before the split.

F T

F T

0 1 2 0 1 2

(b) After the split.

Figure 7.3: Circles are domain transition graphs. Lines between values
denote a precondition and an effect, and dashed lines to another line
denote prevailconditions. The initial instance consists of 3 binary
variables. The instance was split in the middle variable by actions that
changes the value from F to T , and back to F . The resulting instance
consists of 4 variables, whereas two new variables are ternary; and there
are two actions that can change the value of the top variable, one for
each middle value that represent the old prevailcondition.
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graph. Once we have split an instance and found solutions for each
independent projection, we interleave them in the following way. Let
ω = 〈a1, . . . , an〉, ω′ = 〈a′1, . . . , a′m〉 be two sequences of actions, then ω9
ω′ = 〈a1, . . . , an, a

′
1, . . . , a

′
m〉. To simplify our algorithm, interleave also

supports the special value ‘Unsolvable’: ω 9 Unsolvable = Unsolvable,
or Unsolvable 9 ω′ = Unsolvable. In other words, if any argument is
‘Unsolvable’, then so is the result.

Theorem 7.21. Let Π ∈ −→P∞,∞∞,∞ be a SAS+ instance with cost function
c. There exists a solution with total cost t for Π if and only if there
exists a solution with cost t+ c(S) · (|wcc(Split(Π, S, v))| − |wcc(Π)|) for
Split(Π, S, v) for every variable v ∈ V (Π) and some action sequence S
with effects only on v.

Proof. (⇒) Let ω = 〈a1, . . . , am〉 be a solution for Π such that c(ω) = t.
Let S = 〈av1, . . . , avp〉 be every action in ω that are in A†v, in the same
order. By Definition 7.20 the instance Split(Π, S, v) has replaced the
variable v by j = |wcc(Split(Π, S, v))| − |wcc(Π)| + 1 new variables
v1, . . . , vj and replaced every action that either had an effect or a
prevailcondition on v with actions that has an effect or a prevailcondition
on one of the variables that replaced v. In order to construct a solution
ω′ for Split(Π, S, v), we can replace every action a in ω with a sequence
of actions:

• Action a has a prevailcondition on v:
Let vi be the variable that replaced v in the weakly connected
component that also contains the variable a has an effect on.
Let l be the number of times pre(a)[v] is visited before a in ω.
Then, replace a with the action a′ that has pre(a′)[v′] = l and
eff(a) = eff(a′). This action exists since we based our split on ω.

• Action a has an effect on v:
Let n be the number of actions with an effect on v in ω before a.
Then, replace a with the introduced actions av1

n , . . . , a
vj
n that has

the precondition pre(avi
n )[vi] = n and effect eff(avi

n )[vi] = n+ 1.

• Action a has no prevailcondition nor effect on v:
Do not replace a, i.e. keep a.

We only replace actions that has an effect on v with several actions, one
for every introduced weakly connected component in the causal graph.
The sequence S consists of such actions and thus c(ω′) = t+ (j− 1)c(S).
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(⇐) Let ω be a solution for Split(Π, S, v) with cost t, where S =
〈a1, . . . , am〉. Let j = |wcc(Split(Π, S, v))| − |wcc(Π)|+ 1 be the num-
ber of variables introduced by the split. In other words, the weakly
connected components C1, . . . , Cj were introduced by the split. There
might be additional weakly connected components that were part of the
original instance, thus we do not need to consider them. Let ωi be the
part of ω that solves Π|Ci (i.e. every action that has an effect on any
variable in Ci). Note that ω1 9 · · · 9 ωj is a solution for Split(Π, S, v)
since every solution only affects the variables in its component and
can be interleaved in any way. Let avi

n , 1 ≤ n ≤ m, 1 ≤ i ≤ j be the
actions that replaced an for vi. Another solution for Split(Π, S, v) is to
interleave ω1, . . . , ωj such that the actions av1

n , · · · , a
vj
n are grouped up:

. . . , av1
1 , a

v2
1 , · · · , a

vj

1 , . . . , a
v1
n , a

v2
n , · · · , a

vj
n . . . , av1

m , a
v2
m , · · · , a

vj
m , . . .

In other words, for every n, there are no other actions in between the ac-
tions av1

n , · · · , a
vj
n , but with other actions in between these subsequences.

To construct a solution ω′ for Π, we replace these subsequences, and
actions with a prevailcondition on a new variable, with one action:
• Subsequence av1

n , . . . , a
vj
n :

Replace subsequence with action an.

• Subsequence a, where a has a prevailcondition on vi:
Let ωi be the sequence that contains a, and let l be the number of
actions with an effect on vi before a in ωi. Then, replace a with
the action a′ that has c(a′) = c(a), eff(a) = eff(a′), and pre(a′) =
pre(a|Ci) ∪ {(v, eff(al)[v])} or pre(a) = pre(a|Ci) ∪ {v = I[v]} if
l = 0. This action exists per definition.

• Subsequence a, where a has no prevailcondition nor effect
on any vi:
Do not replace a, i.e. keep a.

We replace the actions that were introduced by the split with the
corresponding action that they replaced. Clearly,

c(ω′) = t− (j − 1)c(S)

The proof of Theorem 7.21 specifies how to construct a solution for
the original instance based on a solution for a split instance. There are
no time-consuming steps and they can easily be performed in polynomial
time, and the algorithm we present next is very much inspired by this
proof.
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7.3.2 Algorithm

The input to the algorithm is a planning instance Π ∈ −→P i,∞
k,d , and the

idea of the algorithm is as follows: (1) compute a variable v to split
in; (2) compute an upper bound of how many times v might change
value for any optimal solution; (3) for every possible sequence of actions
S that only affects v, we split Π in S, perform recursive calls, and
construct a solution for Π; and (4) return the solution with the smallest
cost. Furthermore, if Π only consists of 4 variables or less, then we
simply solve it directly with some optimal and complete planner.

Theorem 7.22. Let Π = (V,A, I,G) ∈ −→P∞,∞∞,∞ be a planning instance,
and let c be a cost function. The maximum number of times v ∈ V
needs to change value for any optimal solution is

Change(v) ≤ |Dv| · p · (|Dv|+ 1)p + |Dv|

where
p = max{Change(v′) : (v, v′) ∈ CG(Π)}

If there is no variable v′ then p = 0.

Proof. In the case where there are not any outgoing variables, then
no other variable has any prevailconditions on v and we only have to
find the cheapest path to its goal value. The length of the cheapest
paths is obviously bounded by |Dv|. In this case, p = 0, which gives us
Change(v) ≤ |Dv|.

In the case where there are outgoing variables, then p 6= 0 is the
maximum number of times any variable with a prevailcondition on v
has to change. It is sufficient to only care about this number because
we can always satisfy whatever prevailconditions other variables have
on v, as long as they change value fewer times. The idea is as follows:
since all outgoing variables can only change at most p times then they
can only have p prevailconditions on v, in some ordering. There are
(|Dv|+ 1)p unique orders to have prevailconditions on v, and for every
ordering the variable follows a path in DTG(v) that visits the values
in the ordering. The length of the ordering is p and between any two
values the variable has to change value at most |Dv| times. Regardless
of how many outgoing variables v has, for every outgoing variable one
of the orderings must have satisfied all of its prevailconditions on v for
the optimal solution. After having done all this, the variable has to
assume its goal value, which it can do in |Dv| variable changes.
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Theorem 7.23. Let Π = (V,A, I,G) ∈ −→P∞,∞k,d be a planning instance,
and let c be a cost function. Then, Change(v), v ∈ V is bounded by
some function, or constant, η = f(k, d).

Proof. Without loss of generality, assume that the domain size of
every variable size is exactly k. Going back to the Theorem 7.22,
and more specifically, the value of p: let O be the set of outgoing
variables from v, then the only possibility for two variables v1, v2 to
have Change(v1) > Change(v2) is if they have different values for p
themselves. One way this could happen is if there does not exists a
variable that has a prevailcondition on v2, but there exists a variable
that has a prevailcondition on v1. Even if both of them do, at one point
during the recursive chain that case must happen, which reflects in their
values of p. Hence, to determine what child to use to compute the value
of p, we simply take the variable that has a prevailcondition on v and
has the longest chain of children, grandchildren, and so on.

The definition of Change(v) is recursive, but since the longest dir-
ected path is bounded, then so is the recursive depth. Furthermore,
Change(v) only depend on k and d, and both are bounded by a constant,
then Change(v) is bounded by some function f(k, d).

To make the complexity analysis of the forthcoming algorithm easier,
we make sure that the recurrence relation in the algorithm conforms
to the form that is required by the master theorem (Theorem 7.25).
The problem with our explanation so far is that there is no obvious
upper bound on the number of recursive calls since the degree for every
variable in the causal graph is unbounded. One way to solve this is to
pass several components to each recursive call. A complication with
this is that we need to ensure that the total number of variables to the
recursive calls decreases strictly. The algorithm in Figure 7.4 details
how to divide, or distribute, the components between the two recursive
calls. The Divide function takes a set Components which contains
disjunct sets of variables, and the output is two sets A and B such that
A ∪B = C, A ∩B = ∅. The aim is to distribute the disjunct sets into
two different sets as evenly as possible (with regard to the total number
of variables). The function Divide is a greedy; it starts with A = ∅,
B = ∅, and for every set adds it to the set that currently contains the
fewest variables.

Figure 7.5 presents the algorithm that computes the cost of an
optimal solution for instances in −→P i,∞

k,d . For clarity and conciseness, the
algorithm does not construct an optimal solution and instead compute
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1 function Divide(Components)
2 Let A = ∅
3 Let B = ∅
4 forall C ∈ Components do
5 if NumVars(A) < NumVars(B) then
6 Set A to A ∪ {C}
7 else
8 Set B to B ∪ {C}

9 return 〈A,B〉
Figure 7.4: A greedy algorithm that distributes components
between two sets. The algorithm considers one component
at a time, and adds it to the set which has the fewest total
number of variables.

the cost of one. In the proof of Theorem 7.21 we had access to a
variable v and a sequence of actions S to split with, and we had a
solution ω for Split(Π, S, v). Of course, in practice we do not have
access to these. Firstly, we have to select the variable v so that when
we split the instance in it then no weakly connected component in the
causal graph is too big, and Theorem 7.19 discussed how to do this.
Secondly, we also need a sequence of actions S for v, which is difficult
since the cost of the optimal solution for the splitted instance is affected
by the choice of S. In an actual implementation, we would most likely
need a heuristic function to decide on a good S, but for the complexity
analysis we simply try all possible sequences S of length up to η. Since
η is a constant and the number of actions is bounded by some constant
κ = g(k, i), where k, d and i are constants, then the number of sequences
S that we need to try is bounded by

∑η
n=0 κ

n (i.e. a constant). Note
that, if we do not have a bounded number of actions, then we get an
unbounded number of recursive calls. We then split the instance and
perform recursive calls, and this is essentially our algorithm. There is
one quirk though; if the weakly connected components are too small
then we might introduce too many new variables, and to prevent this
the base case of the algorithm is to solve weakly connected components
of size 4 or less immedatiely by some optimal planner.
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1 function Flatten(S)
2 return {e ∈ S′ : S′ ∈ S}

3 function BoundedDepth(Π = 〈V,A, I,G〉 ∈ −→P i,∞
k,d )

4 if V = ∅ then
5 return 0
6 else if ∃C ∈ wcc(CG(Π)) : |C| ≥ |V |/2 then
7 Let v be a split variable for Π where v ∈ C
8 Let m = Change(v,CG(Π|C))
9 Let t∗ =∞

10 forall paths S = 〈av1, . . . , avi 〉 of DTG(v) s.t. i ≤ m and S
fulfills the goal G[v] do

11 Let Π′ = Split(Π, S, v)
12 Let

t =
∑
{Planner(Π′|C) : C ∈ wcc(CG(Π′)), |C| ≤ 4}

13 Let 〈A,B〉 = Divide({C ∈ wcc(CG(Π′)) : |C| > 4})
14 Let tA = BoundedDepth(Π′|Flatten(A))
15 Let tB = BoundedDepth(Π′|Flatten(B))
16 Set t∗ to

min(t∗, (t+ tA + tB)− (|wcc(Π′)| − |wcc(Π)| − 1)c(S))
17 return t∗

18 else
19 Let 〈A,B〉 = Divide(wcc(Π))
20 Let tA = BoundedDepth(Π|Flatten(A))
21 Let tB = BoundedDepth(Π|Flatten(B))
22 return tA + tB

Figure 7.5: Algorithm for computing the total cost of an optimal solution
for Π ∈ −→P i,∞

k,d .
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7.3.3 Complexity

Since we introduce variables when we split the instance, we need to
make sure that partitioning by the algorithm in Figure 7.4 is sufficiently
even.

Theorem 7.24. Let Π be a planning instance with variable set V .
Consider the function call BoundedDepth(Π), which consequently
calls Divide. The output of Divide is two sets of components A and
B such that |A| ≤ 9

10 |V | and |B| ≤
9
10 |V |.

Proof. There are two calls to Divide in BoundedDepth, and we start
with the second one. For this call, there is no component C such that
|C| ≥ |V |/2. Since every component C is of size |C| < |V |/2, then the
difference between A and B, with respect to number of variables, is
at most |V |/2− 1 < |V |/2. Hence, A and B contain at most max{x :
2x− 1 ≤ 1

2}|V | =
3
4 |V | variables, individually.

1

For the first call, there exists a component C such that |C| ≥ |V |/2,
and we note that C is the only component of size |V |/2 or greater
(otherwise the number of variables would exceed |V |). Splitting the
largest component yields at most |V |/5 components because components
of size 4 or less are immediately solved. We also add one variable to
every new component, i.e. at most |V |/5 new variables. After splitting,
every component has a size between 5 and |V |/2, and from the first
case we can conclude that the number of variables in A and B contains
is at most 3

4(|V |+ |V |/5) = 9
10 |V | variables, individually.

Before we present the proof for the asymptotic complexity of the
algorithm we introduce the master theorem.

Theorem 7.25. Master theorem [CLRS09]. Let a ≥ 1 and b > 1
be constants, let f(n) be a function, and let T (n) be defined on the
nonnegative integers by the recurrance

T (n) = aT (n
b

) + f(n)

where n
b is interpreted as either

⌊
n
b

⌋
or
⌈
n
b

⌉
. Then T (n) has the following

asymptotic bounds:

1. If f(n) = O(nc) where c < logb a, then T (n) = Θ(nlogb a).
1The largest possible size of a set such that it contains less than |V |/2 more

variables than the other set is solved by maximising x in x− (1− x) ≤ 1
2 . That is,

x · |V | is the largest possible size.
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2. If f(n) = Θ(nlogb a), then T (n) = Θ(nlogb a logn).

3. If f(n) = Ω(nc) where c > logb a and af(nb ) ≤ kf(n) for some
constant k < 1 and all sufficiently large n, then T (n) = Θ(f(n)).

In the context of a recursive algorithm: n is the size of the problem;
a is the number of subproblems in the recursion; nb is the (maximum)
size of each subproblem; and f(n) is extra work done for every recursive
call, such as dividing and merging. Our algorithm is designed around
the master theorem, and next on the schedule is to apply it.

Theorem 7.26. The asymptotic complexity of the algorithm in Fig-
ure 7.5 is Θ(|V (Π)|a) for instances Π ∈ −→P i,∞

k,d , where

a = log 10
9

2

k(k + 1)
i∑

j=0

[
kj
(
i

j

)]η

Proof. Let Π = (V,A, I,G) ∈ −→P i,∞
k,d be a planning instance. Since we

are working with polytree causal graphs, then only variables with a
degree > 1 are split variables and the degree of variables introduced by
splitting is 1 (i.e. they are never split variables). This means that a
split variable will never have a domain size > k (this is not necessarily
true for the newly introduced variables). Let v′ be a split variable of
the original instance, and v be a variable introduced by splitting in v′.
Since DTG(v) is a simple path then it will change value exactly |Dv|−1
times, thus |Dv| − 1 ≤ η (for the original instance). Hence, η is still a
valid upper bound.

Observe that a bound on |A| depends on |V |, k and i: since the
causal graph is a polytree, then the actions are unary; every variable’s
domain size is bounded by k, so there are at most k different actions
with the same pre- and prevailconditions; and every action can have at
most i prevailconditions. Thus the number of actions with an effect on
a specific variable is bounded by:

x = k(k + 1)
i∑

j=0

[
kj
(
i

j

)]

Hence, |A| is bounded by |V |x.
Partial states are obviously bounded by a polynomial function that

only depends on |V | and k, that is, ‖I‖ and ‖G‖ are bounded by it.
Since the all other components of Π, that is ‖A‖, ‖I‖, ‖G‖, are bounded
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by a polynomial function that takes |V |, k, and i, then ‖Π‖ is also
bounded by some polynomial function that only depends on |V |, k and
i. Note that k and i are fixed constants. Thus, we can use the master
theorem on |V | instead of ‖Π‖.

Theorem 7.23 and Theorem 7.24 also provide an upper bound on
the number of recursive calls, and guarantee that the size of the input
to them is strictly smaller. More specifically, since the selected variable
v can change at most η times, and there are at most x actions that has
an effect on v, then the number of action sequences is bounded by xη.
For every such sequence we make two recursive calls, which gives us a
total of 2xη recursive calls.

The master theorem requires the recurrence to be of the form
T (n) = aT (nb ) + f(n), which we have.

• n = |V | (size of the problem),

• a = 2xη (number of recursive calls),

• b = ( 9
10)−1 = 10

9 (size of subproblems, i.e. Theorem 7.24), and

• f(n) = O(n3).

Case (1) of the master theorem states that if f(n) = O(nc) where
c < logb a, then T (n) = Θ(nlogb a). The lowest sensible values for
k and i are 2 and 0 (d = 0 implicitly), respectively, which implies
a ≥ 2 · (2 · 3)2 = 72. Since 3 < log 10

9
72 ≈ 40.59, then the asymptotic

complexity of the algorithm is Θ(|V |
log 10

9
a
).

A brief note on f(n) in the proof. We have not shown that the work
outside of the recursive calls, that is, finding a split variable, splitting
the instance, and so on, can be done in O(n3). It is, however, obvious
that this can be done in polynomial time with a reasonable exponent,
moreover, we have leeway for the exponent to be as large as 40.

7.3.4 Soundness, Completeness & Optimality

We now show soundness, completeness and optimality of the algorithm
in Figure 7.5. The proofs are straightfoward and rely heavily on The-
orem 7.21 and 7.22.

Theorem 7.27. Soundness.
Let Π ∈ −→P∞,∞k,d , and c = BoundedDepth(Π). If c 6= ∞, then there
exists a solution for Π with cost c.
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Proof. Let Π = (V,A, I,G) ∈ −→P∞,∞k,d . There are three cases in the
algorithm: (1) V = ∅; (2) there exists a component C ≥ |V |/2; (3)
otherwise.

(1) Returns 0 since the goal is met in the initial state, i.e. G(Π) ⊆
I(Π). This case only happens if the original instance does not have any
variable.

(2) We have a split variable v, a sequence of actions S for v, and
Π′ = Split(Π, S, v). By construction (Definition 7.20), we can solve the
projections induced by the weakly connected components C1, . . . , Cj in
CG(Π′) independently. According to Theorem 7.21 the total cost of an
optimal solution for Π′ is

∑j
i=1 ci − |wcc(Split(Π, S, v)) \ wcc(Π)|c(S),

where ci is the cost of an optimal solution for Π′|Ci .
(3) It is obvious that several projections induced by weakly connected

components in the causal graph can be (optimally) solved independently
and that their solutions can be interleaved in any way to construct an
optimal solution.

Theorem 7.28. Completeness.
Let Π ∈ −→P∞,∞k,d , and c = BoundedDepth(Π). Then c =∞ if and only
if Π is unsolvable.

Proof. Let Π = (V,A, I,G) ∈ −→P∞,∞k,d . Suppose c = ∞ and that there
exists a solution ω for Π. We note that the algorithm has three cases:
(1) V = ∅; (2) there exists a component C ≥ |V |/2; (3) otherwise. One
of these cases must yield ∞ despite the existence of a solution.

(1) Returns 0 since the goal is met in the initial state, i.e. G(Π) ⊆
I(Π). This contradicts the assumption.

(2) Theorem 7.21 says that there exists a sequence of actions S for
every v such that the instance Split(Π, S, v) is solvable if and only if Π
is. Theorem 7.22 states that |S| ≤ η for some optimal solution, and the
algorithm enumerates all such sequences. Therefore the sequence will
eventually be found and ∞ will not be returned. This contradicts the
assumption.

(3) This case cannot yield ∞ since we can solve the projections
induced by weakly connected components in the causal graphs inde-
pendently, and interleave their solutions in any way. We sum their
costs and no cost is ∞ unless the input instance is unsolvable. This
contradicts the assumption.
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Theorem 7.29. Optimality.
Let Π ∈ −→P∞,∞k,d , and c = BoundedDepth(Π). Then, there does not
exists a solution for Π with cost c′ such that c′ < c.

Proof. Since the algorithm is complete (Theorem 7.28), we assume
that Π is solvable. In other words, there exists an optimal solution
for Π with cost c′. Let c = BoundedDepth(Π), and assume c > c′.
Then suboptimality must have been introduced in at least one of the
three cases: (1) V = ∅; (2) there exists a component C ≥ |V |/2;
(3) otherwise.

(1) The algorithm always returns 0, which is the optimal cost for
instances with no variables. In other words, suboptimality cannot have
been introduced in this case.

(2) Theorem 7.21 and 7.22 says that there is no longer sequence S
which would yield a split with a smaller cost for Π (i.e. after compensat-
ing for the additional costs). Since there exists a solution for Π with cost
c′ then a sequence S, |S| ≤ η can be extracted from it. Furthermore,
the algorithm enumerates every sequence S′, |S′| ≤ η, computes the
cost of Split(Π, S, v) and stores the cost of the cheapest split. However,
since c > c′ it must never have encountered S – a contradiction.

(3) Since we can solve projections induced by weakly connected
components in the causal graph independently, and optimally, to con-
struct an optimal solution (or cost) for the original instance. Hence,
suboptimality cannot have been introduced in this case.

7.3.5 Discussion

At the end of the proof for Theorem 7.26, we considered the lowest
sensible values for the fixed constants k, i and d, and derived an
unflattering exponent ≥ 40. This is probably a very pessimistic upper
bound since it depends on Change is likely not a tight estimate. If
the goal is to find an optimal solution, then the algorithm must try
all possible action sequences to split with. However, if an suboptimal
solution is acceptable then it can stop after finding a split that has a
solution. However, this does not change the complexity analysis, but
it might perform well in practice. Furthermore, there are plenty of
existing heuristic functions that could suggest action sequences to split
with. Consider a solution ω for a variable projection that contains
the split variable. We can then extract an action sequence for a split
variable from ω by removing actions that do not have an effect on the
split variable. Of course, for every remaining action we need to find

116



7.3. BOUNDED DEPTH

an action in the original instance that projects to it. In other words,
the co-operation of some abstraction method, or heuristic function, and
this algorithm could prove worthwhile to solve polytree instances.

Polytree causal graphs might not occur frequently in practice, al-
though this does not mean that they are not useful. It is possible to
transform causal graphs to polytrees by removing pre-, prevailcondi-
tions and effects, but this also means that solutions are no longer valid
for the original instance. However, such solutions can still be used to
form a distance heuristic for the original instance. This strategy is also
performed by another causal graph heuristic [Hel04].

Another observation is that many parts of the algorithm can be used
for other causal graph structures. A vertex in an undirected connected
graph is an articulation point (or cut vertex) if and only if removing it
disconnects the graph. In order words, such vertices in a causal graph
are split variables, even if the causal graph is not a polytree. It might be
rewarding to split the instance and use other means to solve projections
induced by the weakly connected components in the causal graph. After
all, the state transition graph grows exponentially with the number
of variables, so if one is fortuitous and splits the variable with a good
action sequence then the reward would be substantial.
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Chapter Eight

Variable Similarity

The last topic in this thesis is variable similarity. This topic might
be a bit controversial since there is no similar research, and because
we analyse unsolvable projections with a very pragmatic approach. In
Chapter 7 we exploited the fact that when two variables are isomorphic
(i.e. extremely ‘similar’), then we can aggregate them into one. This is
not uncommon; many theoretical results exploit similarities to deduce
when we can do something without ruining some purpose. For example,
in M&S it is favourable to aggregate states with similar distances (or
costs) to the initial state and the goal states, and the purpose is to
minimise the size of the abstract state space without sacrificing too much
information. Furthermore, when two states meet specific conditions
states, they can be aggregated without affecting solvability with respect
to subsequent merges. In some sense, the set of conditions denotes when
two states are sufficiently similar to be exploited.

In this chapter we look into a much more general notion of similarity
which might be useful despite the fact that we have no theoretical
understanding. The idea is to capture the cases above and other ones.
Of course, the tool is not perfect but might function well in practice.
More specifically, we devise a variable similarity measure that rates how
similar two variables are on a scale (between 0 and 1). This measure
takes into account the domain transition graph of both variables and
the causal graph. Regarding the latter, we consider direct and indirect
dependencies, and whether the indirect dependencies are also similar.
In other words, two variables are similar if they have similar domain
transition graphs and if they have dependencies on similar variables.
Consider an instance from some logistics domain; two trucks should be
considered to be similar if they are able to visit the same areas and
pick up the same packages. This is symbolised by having identical, or
similar, domain transition graphs, and if they have arcs to the same
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variables in the causal graph then they, presumably, have actions to
load and unload the same packages. We use the measure to analyse
unsolvable variable projections and observe that they tend to consist of
dissimilar variables, more so than solvable projections.

8.1 Definitions
As we mentioned briefly earlier, the variable similarity measure takes
into account: (1) how similar the two domain transition graphs are and
(2) how similar the adjacent variables in the causal graph are. In order
for two variables to be considered similar, they must depend on similar
variables. The latter part is defined as a modification of SimRank
[JW02], which is a general similarity measure. SimRank computes
a similarity value for any domain with object-to-object relationships.
Jeh and Widom [JW02] explain that SimRank, intuitively, considers
two objects to be similar if they are referenced by similar objects, which
coincides with our earlier discussion. Furthermore, many instances
encoded with the SAS+ formalism also capture the notion of objects
and relationships: the variables represent the objects, and the actions
represent the relationships. The input to SimRank is a graph, and in
our case, an abstract overview of the instance and its dependencies is
provided by the causal graph. Our equations differ slightly from what
Jeh and Widom [JW02] gave. We use their minimax variant, but we
let s(v1, v2) take the average rather than the minimum in order to not
ignore either the in- or outgoing edges completely. The equations we
use are:

sIn(v1, v2) =
C ·

∑
v′

1∈In(v1) max{sIn(v′1, v′2) : v′2 ∈ In(v2)}
max(|In(v1)|, |In(v2)|)

sOut(v1, v2) =
C ·

∑
v′

1∈Out(v1) max{sOut(v′1, v′2) : v′2 ∈ Out(v2)}
max(|Out(v1)|, |Out(v2)|)

s(v1, v2) = sIn(v1, v2) + sOut(v1, v2)
2

Where In(v1) = {v2 : (v2, v1) ∈ CG(Π)} and Out(v1) = {v2 :
(v1, v2) ∈ CG(Π)}, i.e., the neighbours that v is connected to with an
in- and outgoing arc, respectively. If either In or Out returns an empty
set, then sIn(v1, v2) = 0 and sOut(v1, v2) = 0. Intuitively, how similar a
variable v1 is to a variable v2 depend on if every adjacent variable of
v1 (in the causal graph) can be matched with a similar neighbour of
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v2, which is done recursively. We refer the reader to Jeh and Widom
for how to efficiently compute the value. The constant C is what
Jeh and Widom called the decay factor, and its purpose is to let the
closest relationships have the most impact on the final similarity rating.
We replace C with a function d(v1, v2) which allows us to influence the
final similarity rating with regard to how similar the DTGs of the two
variables v1 and v2 are.

A natural choice of computing a similarity rating of two DTGs is to
compute the graph edit distance and divide it with some upper-bound
of the edit distance. The graph edit distance is the smallest number of
operations required to transform a graph to another, by using operations
such as vertex insertion, vertex deletion, edge insertion, edge deletion,
and so on. A naive upper-bound is to delete every vertex and edge,
and then insert every vertex and edge in the goal graph. However,
computing the graph edit distance is NP-hard [ZTW+09]. Instead, the
similarity rating d(v1, v2) is computed in the following way:

1. For every pair of vertices d1, d2 in DTG(vi), compute the cheapest
cost c from d1 to d2, and insert c into a sorted list li;

2. Compute the string edit distance (polynomial time) s for trans-
forming l1 to l2 (symbol insertion, deletion and substitution);
and

3. Return 1− (s/max{|l1|, |l2|}).

This method of computing a graph similarity rating is simple, but
given two variables v1, v2 with isomorphic DTGs then d(v1, v2) = 1 (i.e.,
s = 0).

We extend the function s to sets of variables, and take the pairwise
average:

s(V ) = 1(|V |
2
) ∑
vi,vj∈V,i<j

s(vi, vj)

We take the pairwise average since, as discussed above, we want a
good mix between variables that are depended on and depends on
other variables. Taking, for example, the maximum, could be bad since
there might be good combinations with two similar variables. The
next problem is that s(V ) does not guarantee that the range of s(V ) is
between 0 and 1, or that they are evenly distributed. Hence, to give
a domain-independent threshold we need to normalise and adjust the
ratings produced by s. A straightforward way is to find the range of s,
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take the minimum min and the maximum max of it, and then adjust
the output:

s∗(V ) = s(V )−min
max−min

In the upcoming statistical analysis, the variable projection with the
most similar variables is rated 1, and the projection with the least
similar variables is rated 0.

8.2 Statistical Analysis

In this statistical analysis we consider projections at the lowest incon-
sistent level, i.e. there are no unsolvable projections with strictly fewer
variables. The objective of this analysis is to find out whether the ‘core’
of unsolvable projections tend to consist of dissimilar variables. The
risk of considering larger projections is that the core can be obscured
by all other variables. Furthermore, as we noted in Section 6.5.3, PDBs
of unsolvable projections tend to contain many dead-end entries, thus
this analysis is relevant for PDBs too.

Figure 8.1 contains histograms of the similarity ratings for both
unsolvable projections, and all projections, for the lowest inconsistent
level k. For most domains, the similarity measure partitions unsolvable
and solvable projections surprisingly well; unsolvable projections tend to
have a very low similarity rating (close to 0%). This is very good news
since we can exploit this by checking projections with a low similarity
rating. For 3-SAT and Pegsol, unsolvable projections tend to have a
lower similarity rating, however, the contrast is not as extreme. Every
projection in the domain Tiles had the same similarity rating, thus
the measure was unable to differentiate between them. For level k + 1
(Figure 8.2) the differences are not as distinct. One explanation is that
almost all of them are successors of some unsolvable projection, and the
added (superfluous) variable is very often similar to the variables of the
unsolvable predecessor(s).

8.3 Improving Consistency Checking

One obvious way to utilise the variable similarity measure is to filter out
solvable projections for consistency checking. A disadvantage of doing
this is that we can no longer guarantee k-consistency since we might
filter out every unsolvable projection. If this happens then inconsistency
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Figure 8.1: Histograms for every domain over the similarity rating
of projections for the lowest inconsistent level k. The histograms to
the left are restricted to unsolvable projections, and the corresponding
histograms to the right are not restricted.
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Figure 8.2: Histograms for every domain over the similarity rating of
projections for one level above the lowest inconsistent level k, i.e. k + 1.
The histograms to the left are restricted to unsolvable projections, and
the corresponding histograms to the right are not restricted.
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must instead be found for a k′ > k. Based on the statistical analysis,
this scenario seems unlikely.

In addition to the variable similarity measure, we also exploit ob-
servations made in the statistical analysis for consistency checking, i.e.
Section 5.3. Suppose we know the percentage p of unsolvable projections
for level k, and let u be the number of unsolvable projections that we
aim to not filter out. Then we use the following conditions to decide
whether to check a projection Π|P for some instance Π:

1. if G(Π) is defined for some variable in P ,

2. if CG(Π|P ) is a weakly connected component,

3. if we have not checked u
p projections,

4. if the similarity rating of P is below the median rating for level
k (sort w.r.t. the rating, and only consider the most dissimilar
half), and

5. if r ≥ (1 − c)1/u, where r ∈ [0, 1] is a random number from an
uniform distribution, and c ∈ [0, 1] influences the probability that
the current level is consistent.

Conditions (1) and (2) were used in the first version of consistency
checking, and are repeated to serve as a reminder. The statistical ana-
lysis in Section 5.3 revealed how many unsolvable projections there are,
even though they are scarce, they are not extremely rare. Furthermore,
they tend to be less scarce at higher levels. Condition (3) exploits this
by generating a subset of level k, which contains u

p random projections
with k variables; and the expected number of unsolvable projections in
this set is u. For example, if u = 10 and p = 0.0001 then we generate a
set of 100000 random projections of size k. According to the statistical
analysis, if there is not a single unsolvable projection in this set, then it is
very likely that Π is k-consistent. Condition (4) is fairly straightfoward:
we ignore projections with similar variables. If every projection has an
unique rating, then we filter out about half the projections (which might
seem cautious). Continuing on the previous example, we filter out about
50000 of the randomly generated projections that we have reason to
believe are solvable. Condition (5) exploits the fact that we only need to
find 1 unsolvable projection, and that there often are several unsolvable
projections. Suppose there are 10 unsolvable projections and we give
every projection a 30% chance of being checked, then the probability of
not checking any of the 10 unsolvable projections is (1− 0.3)10 ≈ 2.8%.
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In other words, 70% of all projections are filtered out, yet there is a
97.2% chance that there still is an unsolvable projection to check. In
the previous example, the final number of projections to check is about
15000. Note that, in condition (5), we give the probability of filtering
out every unsolvable projection.

Condition (3) and (5) are approximately the same, both filter out
projections blindly based on the given probabilities. The main dif-
ference is that condition (3) establishes a set of projections for other
conditions to operate on. The implementation does not does not take
every projection into account, it performs a breadth-first search with a
bounded branching factor (branches are selected randomly). This hope-
fully avoids the potential problem of bias with respect to how frequently
variables are selected. Furthermore, since we know that unsolvable pro-
jections do tend to cluster up, we want an ‘uneven’ search to increase
the likelyhood of finding a cluster. Recall that the pattern database
method HCDE had a tendency of finding the same cluster several times
because it selected similar branches in its search. Additionally, this
implementation is often necessary since representing every projection of
size k can make the method run out of memory, or time from generating
them.

The variable similarity measure cannot improve our pattern database
methods in any significant way since they already select amongst the
best patterns within the given restrictions for dead-end detection. The
measure could be useful for guiding the initial part of the hill-climbing
search since small PDBs might not contain any dead-end, thus the
successor is selected arbitrarily. When this happens, we can use the
measure as a fall back, and select a successor of dissimilar variables.

8.4 Experimental Evaluation

In this section, we evaluate different configurations of consistency check-
ing on all benchmarks. We gave every configuration 30 minutes and
4 GB of available memory for every instance. Every configuration
uses a subset of the filters presented in Section 8.3, and the constants
are: c = 90%, p = 0.01%, u = 10. Since the frequency of unsolvable
projections tends to increase for higher levels, we do not aim to find
inconsistency at the lowest possible level, but rather one above.

The coverage results are detailed in Table 8.1. Note that configur-
ation {1, 2} is the configuration from Chapter 5. The figures within
parentheses are the average level inconsistencies were found at for the in-
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Domain (#) {1, 2} {1, 2, 3} {1, 2, 3, 4} {1, 2, 3, 4, 5} {1, 2, 3, 5}

3-SAT (30) 0 (-) 1 (18.0) 5 (18.8) 5 (17.8) 5 (18.0)
Bottleneck (25) 20 (1.0) 20 (1.0) 20 (1.0) 20 (1.0) 20 (1.0)
Mystery (9) 9 (1.0) 9 (1.0) 9 (1.0) 9 (1.0) 9 (1.0)
No mystery (25) 25 (3.6) 25 (3.6) 25 (3.6) 25 (3.7) 25 (3.7)
Pegsol (24) 6 (1.0) 7 (3.6) 15 (13.1) 24 (16.5) 24 (16.5)
Rovers (25) 9 (1.4) 9 (1.9) 10 (2.4) 11 (4.2) 12 (3.9)
Tiles (20) 10 (8.0) 10 (8.0) 10 (8.0) 10 (8.0) 10 (8.0)
TPP (25) 6 (1.0) 6 (1.0) 7 (1.7) 9 (4.1) 7 (2.0)

Total (183) 85 87 101 113 112
Total* (109) 69 69 71 74 73

Table 8.1: Coverage results when using different filters. The figures
in the set denote which filters are used from the list in Section 8.3,
and the figures within parentheses are the average level inconsistencies
were found at. Every configuration used mutexes generated by h3. The
second total excludes 3-SAT, Pegsol and Tiles.

stances they showed unsolvability, i.e. the average might differ between
configurations that show unsolvability for different instances. Perhaps
the most surprising configuration is {1, 2, 3}; restricting consistency
checking to check a fixed number of projections per level did not give a
sigificant increase in coverage. One would assume that giving up early
on a level that has proven to either contain no or very few unsolvable
projections would be helpful, but 100000 projections per level might
still be too many. For Pegsol instances, this configuration reached level
16 (out of 33 levels), whilst {1, 2} reached level 8, before running out of
time. However, this improvement was obviously not enough to find an
unsolvable projection.

The next configuration, {1, 2, 3, 4}, performed a lot better. Most
notably, it proved an additional 8 Pegsol and 4 3-SAT instances as
unsolvable. Regarding the first domain, this configuration found un-
solvable projections around level 20, but could not go any further since
it ran out of time. The number of projections it checked per level was
around 50000.

Out of these configurations, the best performing one was {1, 2, 3, 4, 5}
(i.e. every filter was used); the increase in coverage came mostly from
Pegsol, and some from 3-SAT, Rovers and TPP. This configuration
found unsolvable projections between level 20 and 24 for most Pegsol
instances, and it checked around 10300 projections per level. When
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Domain (#) {1, 2, 3} {1, 2, 3, 4} {1, 2, 3, 4}+ h3

3-SAT (30) 10 (37.1) 10 (34.2) 10 (33.8)
Bottleneck (25) 12 (4.3) 18 (5.5) 20 (1.0)
Mystery (9) 7 (4.1) 4 (4.3) 9 (1.0)
No mystery (25) 24 (5.1) 25 (4.7) 25 (3.6)
Pegsol (24) 20 (26.3) 21 (25.5) 21 (18.6)
Rovers (25) 5 (9.8) 5 (11.8) 9 (2.7)
Tiles (20) 10 (9.0) 10 (9.0) 10 (8.0)
TPP (25) 4 (14.5) 11 (15.5) 11 (10.2)

Total (183) 92 104 115
Total* (109) 52 63 74

Table 8.2: Coverage results for three configurations. The figures in the
set denote which filters are used from the list in Section 8.3, and the
figures within parentheses are the average level inconsistencies were
found at. The third filter reduces to 100 and 100000 projections for
{1, 2, 3} and {1, 2, 3, 4}, respectively, and the fourth filter reduces to
100 projections. No configuration used mutexes unless stated otherwise.
The second total excludes 3-SAT, Pegsol and Tiles.

filter 4 was removed from the best configuration, i.e. {1, 2, 3, 5}, then
some coverage was lost for TPP since it ran out of time, but it gained
some coverage in Rovers.

Consider the increase in the average level inconsistencies were found
at for Pegsol in Table 8.1. This increase does not stem from the methods
skipping many smaller unsolvable projections, but rather that the lowest
inconsistent level was too high for some configurations. We also note
a similar result for Rovers. Of course, the methods can fail to find an
unsolvable projection at the lowest inconsistent level, but it is rare that
it does not find an unsolvable projection at the lowest inconsistent level
or the next level.

It is not obvious from Table 8.1 how useful the variable similarity
measure is. Hence, in Table 8.2 we test two configurations and both
are limited to 100 projections. The configurations are {1, 2, 3} and
{1, 2, 3, 4}, where the third filter reduces to 100 and 100000 projections
for respective configuration. The fourth filter, instead of halving, ensures
that the 100 most dissimilar projections are left to be checked. We also
included one configuration that uses mutexes so that we can compare
the figures with the ones in Table 8.1. The configuration with the
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similarity filter performs overall better (104) than the configuration
without it (92). The similarity filter works well on Bottleneck and
TPP instances, but has an opposite effect on Mystery instances. The
histograms for Mystery show that there are a fair amount of solvable
instances that are also very dissimilar, but this does not explain why
configuration {1, 2, 3} performs well on Mystery instances.

8.5 Discussion
Limiting the number of projections to check for every level appears to
be crucial for good performance. The statistical analysis throughout
this thesis supports this since the frequency of unsolvable projections
is not extremely low for the inspected instances. By exploiting this
we increased the total coverage from 85 to 112 – 115, depending on
configuration. In Section 6.5, the method that identified the most initial
states as dead-ends was Mrg1 with 114, or Aidos with 94 for the second
total, and one of the configurations barely beat Mrg1. Consistency
checking can be improved further by correctly identifying how many
projections to consider per level, after all, we could detect 5 more 3-SAT
instances by limiting to 100 projections per level.

Even though the variable similarity measure did not have an im-
portant impact on the total coverage, it safely removed most solvable
projections and thus improved the running time significantly. Since the
measure is very fast to evaluate and it removed half of the projections to
check per level, then it effectively halved the running time for sufficiently
large instances. Nevertheless, it might be the case that the variable
similarity measure can be exploited in different and better ways. Per-
haps, by refining the variable measure we could provide a more distinct
partitioning between unsolvable and solvable projection. For example,
we only take into account preconditions and effects indirectly via the
causal graph, and by considering them directly we might end up with a
better measure. It is important to note that the variable measure never
backfired. In the worst observed case, Tiles, it simply gave the same
similarity to every projection. In other words, it degraded elegantly: it
gave no information, rather than misleading information. Of course,
this may not be the case for every domain and has to be investigated
further.
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Chapter Nine

Concluding Remarks

This thesis is about to come to a conclusion, and it is time to summarise
what we have learned. The theme of this thesis is unsolvable planning
instances – a facet of planning that has historically been neglected – and
we devised several methods for detecting unsolvable planning instances
using variable projection. Furthermore, we scrutinised variable projec-
tions statistically to outline various properties of projections, which are
exploited in a range of ways.

The first method was consistency checking, which checks every
projection with a certain number of variables. The method starts
with projections with i = 1 variables, and if all such projections are
solvable then i is incremented by 1. This is repeated until either an
unsolvable projection is found, or i is larger than some fixed constant
k. As we noted in Chapter 8, it is essential to reduce the number of
projections to check since there are simply too many of them. Suppose
we want to check every projection with 10 variables of an instance
with 30 variables, then (if the undirected causal graph is a complete
graph) we have to check about 30 million projections – an infeasible
task. If unsolvable projections are not exceedingly rare then after
checking 1 million projections, it becomes questionable to check any
more projections. The statistical analysis revealed that even though
unsolvable projections are uncommon at the lowest inconsistent level,
there are still sufficiently many of them for proving unsolvability. We
exploited this by limiting the number of projections to consider per
level, and it had an immense impact on the performance of the method.

A flaw of consistency checking is that if we never find an unsolv-
able projection, then all of the computations are wasted. The second
method, pattern databases, mends this by storing every encountered
dead-end state in a data structure, which is then used to prune the state
transition graph of the original instance. Of course, this could be added
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to consistency checking but then we have to use a regression search
algorithm and store them at the expense of time and space. However,
it is often worthwhile to pay this price in practice. In Chapter 6 we
devised an opportunistic method which do what we just discussed. By
an extensive statistical analysis, we showed that this method found
very good PDBs for the purpose of dead-end detection. We also showed
that PDBs of unsolvable projections tend to contain a lot of dead-end
entries, which explained why the method also found many unsolvable
projections. Out of all of our proposed methods, this method had the
best performance with respect to total coverage.

We also explored polytree causal graphs, and unearthed some tract-
able classes. The techniques used to find these classes gave inspiration
to a variable similarity measure. This measure was able to distinguish
between unsolvable and solvable projections fairly well, and was used
to optimise the running time of consistency checking.

Future Research Directions

We have already discussed a few research directions, and we extend on
some of these and also discuss some additional ones.

Refining Variable Projection

Variable projection is a fairly coarse abstraction method; every variable
that we add to a projection, at least doubles the size of its state transition
graph. We demonstrated that variable projection can be refined with
the help of mutexes, which could turn previously solvable projections
into unsolvable ones. They could also increase the number of dead-ends
in a projection. However, there might be other techniques that are also
useful for variable projection.

Since we are only interested in (un)solvability, then it might be
possible to simplify an instance such that the instance is solvable if and
only if the simplified instance is. Hopefully, it is easier in practice to
prove that the simplified instance is unsolvable. One such simplification
is to remove redundant actions [HJ00], which are actions that can be
replaced by a sequence of other actions. In other words, if a redundant
action is used in some solution, then we can construct another solution
without the redundant action. Thus, we can remove the redundant
action without affecting solvability. With respect to some projection, if
we remove a redundant action then we potentially remove a transition in
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its state transition graph. In the original instance, this does not matter
as much since, per definition, there is another path to the target state
but this is not necessarily true for the projection. For example, if the
redundant action has preconditions on a different set of variables than
the sequence of actions it is redundant to, and the variable projection
was not projected onto some of those variables, then the redundant
action can be applicable in states where the sequence of actions is not.
Therefore, removing redundant actions might be helpful.

Refining the Variable Similarity Measure

The statistical analysis of the variable similarity measure is compelling:
the similarity values of unsolvable projections were much closer to 0
than the similarity values of all projections. In many domains, every
unsolvable projection got 0 as a score, or very close to it. However, the
statistical analysis is restricted to those instances where we could solve
every projection at the lowest inconsistent level. Furthermore, since
there is little formal understanding of the variable similarity measure, it
is difficult to get an understanding of the generality of the measure. A
more extensive analysis must be performed to see if the result holds, and
if it does not then it can still useful: we can design a heuristic function
that decides when it should be used. We suspect that the variable
similarity measure works well on ‘natural’ domains, e.g. logistics, but
less so on domains such as 3-SAT since it is not clear what every variable
in the planning instance represents.

The variable similarity measure can be improved by taking into
account more information. For instance, at the moment it only considers
preconditions and effects indirectly via the causal graph. Furthermore,
the way that we compute the similarity between two domain transition
graphs is very crude, and there are many other ways of measuring
graph similarity. Hopefully, by improving these aspect of the measure,
it can then partition between unsolvable and solvable projection more
accurately.

Consistency Checking

Two approaches of improving consistency checking is by refining variable
projection – which we have discussed – and by improving the filters,
which decides whether a projection should be checked. It is critical to
reduce the number of projections to check and to do it in an ‘informative’
fashion. At the moment, the informative filters that we have are: (1)
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check if the projection has a goal variable; (2) check if causal graph of
the projection is weakly connected; (3) check if the variable similarity
value of the projection is sufficiently low. The first two are very simple,
and the third one is somewhat difficult to exploit in its current state.
Hopefully, by refining the variable similarity measure, we can set a much
more aggressive threshold and improve the performance of consistency
checking even more.

Pattern Databases

The scoring function of HCDE counts the number of dead-ends, and
when HCDE is in the scenario where the PDB of every successor contains
no dead-ends, then it has to make an uninformative decision of which
one to choose as the successor. This is obviously bad, and one approach
to decide tie-breaks is to use the variable similarity measure. Since the
measure considers structural information encoded in the causal graph
and the domain transition graphs, then it can compute different scores
for the successors. However, it is not clear whether this would lead
to any improvement since HCDE already constructs very good pattern
collections. The previous statement might not be true for all domains or
for other restrictions than what we used in the statistical analysis, and
as such, a more extensive statistical analysis should be carried out. Of
course, we believe that we would get a similar results in most domains.

CEGAR

Variable projection is a fairly coarse abstraction method, and another
method which allows for a more fine grained control is cartesian ab-
straction [SH13], and variable projection is a special case of it. Seipp
and Helmert [SH13] use cartesian abstraction in roughly the following
way: (1) find a solution for the abstract instance, if there is none then
the original instance is unsolvable; (2) find a flaw in the solution by
applying it on the original instance, if there is none then we have found
a solution for the original instance; (3) adjust the abstraction to re-
solve the flaw; (4) if we are not satisfied with the current abstraction
then go to (1), otherwise we are done. In other words, this algorithm,
also known as counterexample-guided cartesian abstraction refinement
(CEGAR), disproves abstract solutions. Every abstract solution for
unsolvable instances can be disproven, however, CEGAR appears to not
work well on unsolvable instances in practice (we got 74 out of 183 total
coverage on the same machine and instances as our other experiments).
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This might be because there are simply too many abstract solutions
to disprove, and disproving them one by one is too time consuming.
In contrast to cartesian abstraction, the success of variable projection
could be explained by being so coarse; it disproves a number of abstract
solutions in one go. We envision that CEGAR could be useful towards
the end of both consistency checking and the PDB methods: once we
have identified a variable projection with a lot of dead-end states but
which is solvable, there might be just a few abstract solutions to disprove
and thus it might be appropriate to use CEGAR to find an unsolvable
abstraction. In other words, if no unsolvable variable projection is found,
then our best candidate could be used to jump-start CEGAR.

Additionally, PDBs could be used to help CEGAR decide how
to resolve flaws by looking at the PDBs with many dead-ends. For
example, suppose CEGAR constructs an abstract solution that visits a
dead-end state. CEGAR would, eventually, refine the abstraction such
that the dead-end state is detected, but if it had access to dead-end
detection then it might be able to do so earlier by looking at the pattern.
Alternatively, CEGAR could attempt to apply the abstract solution
on the original instance during its construction. That is, for every
action added to the abstract solution, apply the latest action and, by
using some dead-end detection, check if the latest reached state is a
dead-end. However, this must be done with care since CEGAR might
backtrack, i.e. we do not want to preemptively fix flaws. The benefit is
that CEGAR can avoid generating, and thus avoid disproving, abstract
solutions that other techniques has already disproved. Note that any
dead-end detection technique for the original instance can be used.

Polytrees

We showed that P∞,∞k,d and −→P i,∞
k,d are in P. Suppose our goal is to find

a more general and tractable class, then consider the following results
for the PG problem.

• P∞,∞2,∞ is NP-hard [GJ08], i.e. polytree causal graphs with binary
variables;

•
−→
P 1,1

5,∞ is NP-hard [GJ09], that is, we cannot remove the bound
on the diameter or depth; and

• P∞,∞∞,2 is NP-hard [DD01], namely, we cannot remove the bound
on both the indegree and the domain size.

137



CHAPTER 9. CONCLUDING REMARKS

Two open questions are whether the problems −→P∞,∞k,d and −→P i,∞
∞,d are

tractable. Note that the first problem generalises both of our results,
whilst the second generalises the last result. It might be difficult to
adapt our algorithms to unbounded domain sizes since tractability
follows from proving an upper bound on the number of times every
variable has to change value. The derivation of the upper bound rely
heavily on the maximum domain size, but is more flexible with respect
to indegree. Hence, one way of showing that −→P∞,∞k,d is tractable could be
to remove the dependency on the indegree when derivating said upper
bound.

The polynomial time algorithm for −→P i,∞
k,d is a divide-and-conquer

algorithm: it identifies a split variable in the causal graph, splits the
instance in it, and solves the subproblems independently. However, for
this to work, we have to decide on a sequence of actions S with effects on
the split variable. This strategy is not just applicable for polytree causal
graphs, in fact, we can do this for any causal graphs with articulation
points (removing one disconnects the weakly connected component it
is in). Note that every action with an effect on an articulation point
must be unary. The problem is that it is difficult to decide on S. One
possible approach of deciding on S is to use existing heuristic functions
since they often solve some relaxed problem under the hood, and the
solution might provide insight into which actions should be in S. If one
decides on an S successfully, then the reward is monumental since the
size of the state transition graph has, at least, been cut in half; and in
the best case (e.g. fork and inverted-fork causal graphs) the total size
of each independent state transition graphs is O(|V | · |A| · k) where k is
the maximum domain size and |V | is the number of variables. Clearly,
assuming |S| is not exponential in |V |, this is much better than O(k|V |).
However, certain fork and inverted-forked causal graphs requires |S|
to be exponential in |V |. Whilst the notion of instance splitting is
very intruiging, the concept is poorly understood and must be studied
further to assess the feasibility of it.
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