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Abstract

The objective of this master’s thesis work is to evaluate the potential benefit of
a superpixel preprocessing step for general object detection in a traffic environ-
ment. The various effects of different superpixel parameters on object detection
performance, as well as the benefit of including depth information when generat-
ing the superpixels are investigated.

In this work, three superpixel algorithms are implemented and compared, in-
cluding a proposal for an improved version of the popular Spectral Linear Itera-
tive Clustering superpixel algorithm (SLIC). The proposed improved algorithm
utilises a coarse-to-fine approach which outperforms the original SLIC for high-
resolution images. An object detection algorithm is also implemented and evalu-
ated. The algorithm makes use of depth information obtained by a stereo camera
to extract superpixels corresponding to foreground objects in the image. Hier-
archical clustering is then applied, with the segments formed by the clustered
superpixels indicating potential objects in the input image.

The object detection algorithm managed to detect on average 58% of the objects
present in the chosen dataset. It performed especially well for detecting pedestri-
ans or other objects close to the car. Altering the density distribution of the super-
pixels in the image yielded an increase in detection rate, and could be achieved
both with or without utilising depth information. It was also shown that the
use of superpixels greatly reduces the amount of computations needed for the
algorithm, indicating that a real-time implementation is feasible.
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1
Introduction

In Sweden alone, traffic accidents were responsible for 270 deaths and 2347 se-
vere injuries during 2016 [20]. One step towards decreasing the risk of a traffic
accident is the use of a vision-based active safety system. The vision system gath-
ers information from the car’s surroundings and employs a number of image pro-
cessing algorithms in order to detect and track objects such as pedestrians and
other cars. This system can warn the driver should a dangerous situation arise,
and even automatically apply the brakes in the case of an imminent collision.

For an active safety system, every millisecond that passes could potentially mean
the difference between life and death. In order to speed up the image processing
algorithms, a segmentation method called superpixels can be utilised before sub-
sequent image processing algorithms are executed. In a superpixel segmentation,
similar pixels are grouped together to form larger superpixels. A superpixel pre-
processing step reduces the number of elements that need to be processed dras-
tically compared to a regular pixel representation, while preserving information
in the image.

1.1 Objective

The objective of this master’s thesis work is to evaluate the potential benefit of
using a superpixel preprocessing step for general object detection in a traffic en-
vironment. The various effects of different superpixel parameters on the object
detection performance is investigated. In this work, data obtained from a stereo
camera is provided, which gives information regarding the distance of objects in
the image to the camera. The benefit of including this depth information when
generating the superpixels is also investigated.
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2 1 Introduction

1.2 Problem Definition

The main questions that are answered in this thesis are the following:

• Is the use of a superpixel algorithm suitable for real-time segmentation of
images in a traffic environment?

• How do the different parameters of the superpixel algorithm affect perfor-
mance?

• Is it useful to include depth information when generating the superpixels?

1.3 Solution Strategy

In order to answer the posed questions, a process is implemented that takes an
image obtained from a car-mounted stereo camera pair and attempts to find po-
tential objects. This process can mainly be divided into two steps:

1. Perform a superpixel segmentation of the image.

2. Run an object detection algorithm on the superpixel segmentation.

As part of this thesis, three superpixel algorithms are implemented, and perfor-
mance as well as speed is evaluated. For the subsequent object detection, an
algorithm that marks potential objects in the images is implemented. The al-
gorithm utilises general knowledge about the scene together with hierarchical
density-based clustering to cluster superpixels together. The segments formed
by the clustered superpixels indicate potential objects in the input image.

1.4 Limitations

Although different object detection algorithms may benefit differently from the
use of a superpixel processing step, the time available for this thesis work severely
restricts the ability to perform exhaustive testing. Therefore, the number of im-
plemented superpixel algorithms is restricted to three, while the number of ob-
ject detection algorithms is restricted to one. All implementations are done in
Matlab without the use of multi-threading or hardware acceleration. Thus, opti-
misation of algorithm runtime is not performed.
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1.5 Report Structure

An introduction to superpixels and related work in the field is presented in Chap-
ter 2. This is followed by detailed descriptions of the three superpixel algorithms
that are used as part of this work. The object detection algorithm and its related
work is covered in Chapter 3, and the entire object detection process is presented
step by step. All evaluations performed in this work are presented in Chapter
4. The first half of the chapter compares the three implemented superpixel algo-
rithms, while the second half covers the evaluation of the object detection algo-
rithm. The results presented in Chapter 4 are discussed in Chapter 5, followed
by conclusions and ideas for future work in Chapter 6.





2
Superpixel Algorithms

This chapter starts by defining what superpixels are. The implemented algo-
rithms are then described in more detail, followed by an explanation of the meth-
ods used for including depth information in superpixel generation.

2.1 Definition

The term superpixel was first coined by X. Ren and J. Malik et al. in 2003 [18].
The general idea is to group similar pixels together in larger entities called super-
pixels, creating a more natural representation of the image. Also, the number of
elements which need to be processed for subsequent image processing algorithms
is greatly reduced. Superpixels is a special case of image segmentation, which is
performed based on various inherent image features such as colour [2], texture
[21], or edges [14].

While there exists no strict list of conditions to be fulfilled in order for a seg-
mentation algorithm to be a superpixel algorithm, there are some traits which
are generally considered to be desirable. In their comparative study of superpix-
els, D. Stutz et al. [19] describe the most widely adopted conditions to be the
following:

1. Partition - The superpixels in the image should be disjoint and each pixel
should be assigned to a superpixel.

2. Connectivity - Each superpixel should represent a connected set of pixels.

3. Boundary adherence - The superpixels should preserve object boundaries
present in the original image.

5



6 2 Superpixel Algorithms

4. Compactness - Where no boundaries are present in an image, the superpix-
els should be compact, placed regularly and have smooth boundaries.

5. Controllable number of superpixels - The number of superpixels should
be controllable by the user.

An example of a superpixel segmentation can be seen in Figure 2.1, which shows
an image from the BSD dataset [16] of the Golden Pavilion (金閣寺) segmented
into 1080 superpixels.

Figure 2.1: Superpixel borders in the RGB image (left) and mean colour for
each superpixel (right).

2.2 Related Work

One of the most popular superpixel algorithms is Spectral Linear Iterative Clus-
tering (SLIC), proposed by Achanta et al. in 2010 [1]. The algorithm performs a
version of k-means clustering1 for creating superpixels based on colour similar-
ity in an image. Compared to the other algorithms available at the time, it shows
good performance both regarding quality and segmentation speed. A detailed
description is provided in Section 2.3.1. Owing to the relative simplicity of the
algorithm, many methods of improving its performance have been suggested. Ex-
amples include algorithms such as S-SLIC [9] and gSLIC [17], which successfully
enable the computation of SLIC superpixels in real-time. gSLIC in particular
shows interesting results, as it allows for a speedup of the basic SLIC algorithm
by up to 20 times when implementing hardware acceleration. Another method
for segmenting superpixels is given by Van den Bergh et al. in [22]. Their al-
gorithm, Superpixels Extracted via Energy-Driven Sampling (SEEDS), can achieve
real-time performance through the use of a coarse-to-fine approach. The pixels
are iteratively assigned to superpixels through the optimisation of a given energy
function, taking superpixel colour and shape into account. Additionally, the num-
ber of calculations are kept low by restricting superpixel updates to border pixels.

1K-means clustering is a common clustering method. Given a number of points and k cluster
centres in some feature space, the algorithm assigns each point to its closest cluster centre. Each
cluster centre is then moved to the centroid of its constituent points, and the process is repeated until
convergence. For a more detailed description, see [8].
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Yao et al. describe an algorithm inspired by SEEDS in [24], using an improved
regularisation term resulting in more uniform superpixels while retaining high
speed.

In this thesis, the potential use of a coarse-to-fine update strategy confined to su-
perpixel boundaries for use together with the straightforward SLIC algorithm is
investigated. The algorithm is compared to an implementation of the basic SLIC
algorithm as well as a coarse-to-fine energy optimisation algorithm akin to [22]
and [24].

2.3 Superpixel Algorithms

As part of this thesis, three superpixel algorithms are implemented and com-
pared.

1. Spectral Linear Iterative Clustering (SLIC) - A superpixel algorithm pro-
posed by Achanta et.al. in [2]. It is popular due to its simplicity and perfor-
mance.

2. Coarse-To-Fine Superpixel Segmentation (CTF) - A modified version the
coarse-to-fine block update algorithms presented in [22, 24].

3. Coarse-To-Fine Spectral Linear Iterative Clustering (CTF-SLIC) - An al-
gorithm which is proposed in this thesis as an improvement of SLIC, com-
bining it with the coarse-to-fine update strategy from [22, 24].

This section presents each of the three algorithms and provides general descrip-
tions of how they work.

2.3.1 Spectral Linear Iterative Clustering (SLIC)

In this work, the regular version of SLIC as presented in [1] is implemented and
evaluated. SLIC has the benefit of being easy to implement while resulting in
good quality segmentations within a reasonable amount of time.

The algorithm starts by sampling a number of points in the image, placed with
distance

S =
√
N/k (2.1)

apart from each other, where N denotes the number of pixels in the image and
k the number of desired superpixels. These points are called superpixel centres,
each one corresponding to a superpixel in the final image. The superpixel cen-
tres are then moved to the position with the smallest gradient value in a 3x3
neighbourhood. This is done in order to prevent initialising superpixels on object
edges. Each superpixel centre stores two attributes; the mean colour information
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in CIELAB colour space2, as well as the mean superpixel position in image coor-
dinates. The colour is represented by the three values (lk , ak , bk), and the position
is represented by image coordinates (xk , yk) for each superpixel centre Ck .

For each of the superpixel centres, a distance in the (l, a, b, x, y) feature space
is calculated from the centre to each pixel in a fixed-size neighbourhood in the
image plane. The distance is a weighted variant of the five-dimensional euclidean
distance. A user-defined compactness parameter m is introduced, which adjusts
the importance of image colour in comparison spatial position. A lower value of
m gives superpixels which better adhere to colour boundaries in the image, and
a high value has the opposite effect. The distance is defined as

D =

√
d2
c +

ds
S

2
m2, (2.2)

where dc is the difference between a pixel and a superpixel centre in the colour
space, ds is the distance in image coordinate space, S is the distance between the
superpixel centres as defined in Equation 2.1 and m ∈ [1, 40] is the compactness
parameter.

After processing all superpixels, the mean colour and position of each superpixel
is calculated. Each superpixel centre is assigned its new mean colour and posi-
tion. A residual error, E, is calculated as the L2-norm between the old and the
new superpixel centres. The process then starts over, recalculating distances for
all pixels using the new superpixel centres. This continues until E becomes small
enough, a predetermined number of maximum iterations is reached, or if E no
longer is strictly decreasing. Since the algorithm does not enforce superpixel con-
nectivity, there may exist small fragments of superpixels which are not connected
to the rest of the superpixel. In our implementation, each pixel which is not part
of the largest connected component of a superpixel is relabelled. Each relabelled
pixel is assigned the most frequently occurring superpixel label among its ad-
jacent pixels. Pseudo-code for the algorithm is presented in Algorithm 1, and
example segmentations are illustrated in Figure 2.2 and 2.11.

2The CIELAB colour space is divided into three channels with one representing luminosity (l∗)
and the other two representing colour (a∗ and b∗). In contrast to the RGB colour space, CIELAB
is perceptually uniform for small distances. This means that a small difference in perceived colour
corresponds to a proportionally small distance in the colour space. A more detailed explanation of
the CIELAB colour space is available at [12].
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Algorithm 1 SLIC superpixels

Initialise superpixel centres Ck = [lk , ak , bk , xk , yk]T a distance S apart from each
other.
Move superpixel centres to the lowest gradient position in a 3x3 neighbourhood.
Set label l(i) = −1 for each pixel i.
Set distance d(i) = ∞ for each pixel i.
repeat

for each superpixel centre Ck do
for each pixel i in a 2S × 2S region around Ck do

Compute the distance D between Ck and i.
if D < d(i) then

set d(i) = D
set l(i) = k

end
end

end
Update superpixel centres.
Compute residual error E.

until E ≤ threshold or E > Eprevious;
Perform post-processing.

Figure 2.2: Part of an image segmented into superpixels using SLIC. The su-
perpixel overlaid on the original image (left) and filled with the mean colour
of each superpixel (right).

2.3.2 Coarse-To-Fine Superpixel Segmentation (CTF)

In contrast to SLIC, in which the algorithm operates on the entire full-size im-
age, some algorithms employ a coarse-to-fine strategy. A coarse-to-fine strategy
involves assigning superpixel labels to large blocks of pixels instead of individ-
ual pixels. Each time a block is assigned a superpixel label, an energy function is
evaluated. The optimal superpixel label for each individual block is determined
to be the label which minimises a certain energy function. As the label assign-
ment proceeds, the blocks are successively made smaller, until they are of pixel
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size. This is referred to as going from a high coarseness level to a low one. Fur-
thermore, by restricting label updates to the superpixel edges, the number of
performed calculations can be heavily reduced, resulting in faster segmentation
speeds.

The Coarse-To-Fine superpixel segmentation algorithm (referred to as CTF in the
sequel) is based on the algorithms Coarse to Fine Monocular Segmentation (Yao et
al. 2015) [24] and SEEDS (Van der Bergh et al. 2013) [22], with some modifica-
tions. The most noteworthy modifications are described below. This is followed
by a section describing the implemented algorithm.

• The regularisation terms introduced in [24] are utilised in order to achieve
compact superpixels. The border length regularisation term denoted Eb in
[24] is replaced by Ereg . This term takes into account border length relative
to superpixel size, rather than border length alone.

• In [24], it is stated that convergence of the energy function is achieved for
as few as one calculation of border blocks per coarseness level. In order to
maximise speed, border pixels are only calculated once for each coarseness
level in our implementation.

• In the implementation proposed in [24], all edge blocks are inserted into
a list. Each time a block switches superpixel, the surrounding blocks are
added to the list for reprocessing. That is omitted in this implementation,
as the impact on segmentation quality is negligible compared to the added
computational time caused by the use of dynamic memory allocation. In-
stead, the list is sequentially processed a predetermined number of times.

The Algorithm

The algorithm starts by dividing the image into a coarse grid, which becomes
the initial superpixel segmentation. Each square in the grid is then divided into
smaller blocks. The blocks that are on the border between superpixels may switch
to neighbouring superpixels. Which superpixel a block should belong to is deter-
mined through the minimisation of an energy function. As the algorithm pro-
gresses, the blocks become smaller, until each block is the size of one pixel in the
image.

This implementation of the algorithm does not take a desired number of super-
pixels as user input, but rather the maximum coarseness level Nmax ∈ Z

+
0 . At the

start of the algorithm, the image is divided into a regular grid with regular blocks
containing 4Nmax+1 pixels. The mean colour in CIELAB colour space and position
in image coordinates is calculated for each block. These blocks are then defined
to be the initial superpixels. Thus, the number of superpixels in the final segmen-
tation is determined entirely by the resolution of the input image in combination
with the user defined value of Nmax.
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For each coarseness level N , the image is divided into blocks containing 4N pix-
els (i.e. each block is split into 4 new blocks for each lower coarseness level). For
each new block, the mean colour and position is calculated, as well as whether it
lies on the border of two superpixels or not. For each block which is placed on the
border between two or more superpixels, the algorithm investigates whether the
block should switch to a neighbouring superpixel. All edge blocks are processed
maxIter times.

For each border block, two conditions must be fulfilled in order for it to switch
its superpixel label.

1. A block may only change label if it does not violate the 8-connective con-
nectivity of any superpixel.

2. A block may only change label if its total size in pixels is above 1
6 times its

original size.

For each border block which fulfils the conditions above, an energy function
Emono is evaluated for all possible new label assignments. The new label assign-
ment is the one for which the energy is minimal. Emono is defined as

Emono = λcolEcol + λposEpos + λregEreg , (2.3)

where the three λ:s denote user-specified weight factors. The three energies Ecol ,
Epos and Ereg affect how much the colour, position in the image and regularity
should be taken into account when creating the superpixels. They are defined as

Epos = ||p − µsp ||
2
2, (2.4)

where p is the mean block position and µsp is the mean position of the superpixel
in image coordinates.

Ecol = ||cp − csp ||
2
2, (2.5)

where cp is the mean colour of the block and csp is the mean colour of the super-
pixel in CIELAB colour space.

Ereg =
pedge
ptot

, (2.6)

where pedge is an estimation of the number of border pixels in the superpixel and
ptot is the total number of constituent pixels. Each time a block switches super-
pixel label, the new mean colour and position is updated incrementally. The al-
gorithm processes all edge blocks in this way for a number of iterations maxIter
specified by the user, after which it moves to a finer coarseness level. Pseudo-
code for the algorithm is presented in Algorithm 2, and example segmentations
are illustrated in Figure 2.3 and 2.11.
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Algorithm 2 CTF superpixels
Initialise the superpixels to a regular grid.
Compute µsp and csp for each superpixel p.

for each coarseness level N do
Initialise each block on level N with a regular grid.
Compute mean colour and position for each block.
Compute edge blocks for level N.
for maxIter iterations do

for each border block do
if valid connectivity then

if large enough then
Calculate energy Emono for current block and assign to neigh-
bouring label for which it is minimised.
if the block is updated then

Compute the mean colour and position incrementally for
the involved superpixels.

end
end

end
end

end
end

Figure 2.3: Part of an image segmented into superpixels using CTF. The su-
perpixel overlaid on the original image (left) and filled with the mean colour
of each superpixel (right).
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2.3.3 Coarse-To-Fine Spectral Linear Iterative Clustering
(CTF-SLIC)

Coarse-To-Fine Spectral Linear Iterative Clustering (CTF-SLIC) is a combination
of SLIC and the coarse-to-fine approaches presented in [24] and [22]. CTF-SLIC
is proposed in this thesis as an improvement of the original SLIC algorithm. The
purpose of this algorithm is to gain the performance advantage of a coarse-to-fine
algorithm, while retaining the simplicity of SLIC.

In the conventional SLIC algorithm, distance calculations are performed for every
pixel within a fixed distance of every superpixel centre. The process is iterated un-
til convergence, and for each iteration all distances have to be recalculated. Most
of the changes to the superpixels occur on the superpixel borders, and many of
the pixels close to the superpixel centres stays in the same superpixel through-
out the process. This means that many of the distance calculations performed
will not lead to any change in the superpixels. This is especially important when
segmenting high-resolution images, as the increased number of distance calcula-
tions negatively affects speed. By limiting the distance calculations to the edge
pixels of each superpixel, many redundant calculations are avoided while still
retaining segmentation accuracy.

As noted by Yao et al. in [24], performing computations on a scaled-down version
of an image while successively increasing the resolution should yield a speedup
of an order of magnitude when it comes to the number of distance calculations
required. For large images it may not even be necessary to perform the pixel-level
refinement step in order to get a satisfactory result. The coarse-to-fine approach
allows the user to end the algorithm at any coarseness level, thus enabling a trade-
off between precision and computation time.

The Algorithm

The basic CTF-SLIC algorithm works in a similar way as the original SLIC, with
some notable differences. Just like CTF, the algorithm operates on a user-specified
number of coarseness levels. For each coarseness level N ∈ Z+

0 the image is down-
sampled with a factor 2N , with N = 0 representing the per-pixel level. An exam-
ple of how the different coarseness levels look can be seen in Figure 2.4, where
an image has been segmented into 500 superpixels for two coarseness levels, dis-
playing the mean colour in each superpixel.

For the highest coarseness level denoted Nmax, the algorithm processes the down-
sampled image identically to the original SLIC algorithm. After a coarseness level
is processed, the superpixel border pixels are detected and saved in an edge map
g. This edge map stores a binary value g(i) for each pixel i in the downsampled
image. When running the SLIC algorithm for the current level N < Nmax, the
distance D is only calculated for pixels which are labelled as border pixels in g.
When the image is downsampled, the spatial distances in the image are affected.
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Figure 2.4: Intermediate superpixel segmentations obtained for an image
with 500 superpixels using the CTF-SLIC algorithm for coarseness level N=2
(left) and N=0 (right). Image from the Pascal VOC 2012 dataset [6].

The distance between two corresponding points in the image plane is therefore
scaled so that it is constant for all coarseness levels.3 Just like for SLIC, superpixel
connectivity is enforced through the use of a post-processing step. Pseudo-code
for the algorithm is presented in Algorithm 3, and example segmentations are
illustrated in Figure 2.5 and 2.11.

Parameter Selection

When running the CTF-SLIC algorithm, the user has to decide a value for the
maximum coarseness level Nmax. The optimal setting depends on the resolution
of the input image as well as the number of superpixels. Having too many pixels
cramped together in a low-resolution image leads to artefacts, as there are not
enough pixels to allow for the superpixels to assume regular shapes even in ho-
mogeneous areas.

In Figure 2.6, the superpixels are large in comparison to the image resolution,
with both Nmax = 2 and Nmax = 3 yielding compact, regularly shaped superpixels
in areas with homogeneous colour. In Figure 2.7 the same image is segmented
using 600 superpixels. In this caseNmax = 3 yields pixels of irregular shapes even
in areas with homogeneous colour. Furthermore, the performance gained from a
high Nmax is most apparent for high resolution images. The difference in speed
for Nmax = 2 and Nmax = 3 for low resolution images is negligible. In Figure 2.5,
the result of running the algorithm on an image taken in a traffic environment
is presented. In this case, Nmax = 3 yields regular superpixels, owing to the
considerably larger image size of 1024x2048 pixels.

3This corresponds to each pixel in the label output image from the previous step being represented
by four pixels in the current step.
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Algorithm 3 CTF-SLIC superpixels

Initialise superpixel centres Ck = [lk , ak , bk , xk , yk]T by sampling pixels at regular
grid steps S.
Move superpixel centres to the lowest gradient position in a 3x3 neighbourhood.
Set label l(i) = −1 for each pixel i.
for each coarseness level N do

Downsample the image to 1
2N times its original size.

Set distance d(i) = ∞ for each pixel i.
Set edge g(i) = 1 if pixel i is on an edge, 0 otherwise. For the highest coarse-
ness level this is always 1.
repeat

for each superpixel centre Ck do
for each pixel i in a 2S × 2S region around Ck do

if g(i) == 1 then
Compute the distance D between Ck and i. if D < d(i) then

set d(i) = D
set l(i) = k

end
end

end
end
Update superpixel centres.
Compute residual error E.

until E ≤ threshold or E > Eprevious;
end
Perform post-processing.

Figure 2.5: Part of an image segmented into superpixels using CTF-SLIC.
The superpixel overlaid on the original image (left) and filled with the mean
colour of each superpixel (right).
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Nmax = 2 Nmax = 3

Figure 2.6: A 481x321 image segmented into 187 superpixels for different
Nmax. The superpixels are large enough to allow for regular shape regardless
of the value of Nmax.

Nmax = 2 Nmax = 3

Figure 2.7: A 481x321 image segmented into 600 superpixels using different
values of Nmax. The segmentation in the right image is distorted due to a too
high value of Nmax.

2.4 Incorporating Depth Information

In addition to using colour as basis for the superpixel segmentation, we have ac-
cess to depth information through the use of a stereo camera. This information is
represented as a disparity map, which gives information regarding the difference
in pixel position between two corresponding points in the left and right image.
An example of an image and the corresponding disparity map can be seen in Fig-
ure 2.8.

Note that the disparity images do not contain disparity values for all pixels. In
order for a disparity value to be calculated, the point in world coordinates must
be both visible as well as be successfully matched in both images. When that fails,
the disparity value is set to 0, shown as black in the right image in Figure 2.8.
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Figure 2.8: An image from the Cityscapes Dataset [4], taken by the left cam-
era of a stereo pair (left) and its corresponding disparity map (right). The
higher the disparity, the brighter the colour in the disparity map.

In order to determine whether the extra depth information can improve segmen-
tation performance, two methods are implemented for use together with CTF-
SLIC or SLIC:

1. Incorporating the disparity information as part of the distance measure.

2. Adjusting initial superpixel centre placement based on disparity.

2.4.1 Disparity as a Distance Measure

The disparity in each pixel is used as a third parameter alongside with colour
information in the CIELAB colour space and position given in image coordinates.
The original expression for the distance measure defined in equation 2.2 is used
as is. The difference lies in the spatial distance factor ds which is redefined as

ds =
√

(∆x)2 + (∆y)2 + (∆d ·α)2, (2.7)

where ∆x and ∆y represent the difference between two points in image coordi-
nates (x, y), ∆d is the difference in disparity value between two points. α is a
weight factor which allows the user to adjust how strongly the superpixels should
adhere to the disparity map.

2.4.2 Disparity Utilised for Superpixel Initialisation

When using a superpixel preprocessing step as a basis for object detection in a
traffic environment, it is important that as much information as possible is pre-
served in the image. A traffic scene contains objects on a relatively large distance
interval, ranging from objects passing by a couple of meters in front of the cam-
era to distant objects over a hundred meters away. For this reason, objects close
to the camera will be considerably larger in image space than objects far away.
Thus, closer objects will also be covered by more superpixels than distant objects.
This becomes a problem during object detection, as it gets increasingly harder to
distinguish an actual object from noise, the fewer the number of superpixels it is
represented by.
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Since a disparity map is available which gives information regarding the distance
of objects from the camera, we can attempt to increase the superpixel density
where there are faraway objects (i.e. areas in the image with low disparity). The
image is divided into a number of disparity layers, each layer containing the im-
age pixels with disparity values belonging to some certain interval. Good perfor-
mance is obtained by assigning each pixel i that has a valid disparity value to a
disparity layer L according to

L(i) = 1 + max(5 − d4 · d(i)/dmeane, 0), (2.8)

where dmean is the mean disparity in the image and d(i) is the disparity of pixel
i. Most of the high disparity values are often given by road pixels, which are
of no interest for object detection. Therefore the first layer is larger than the
others, covering the disparities d ≥ dmean. The rest of the disparities d < dmean
are divided into four uniform intervals, giving a total of five disparity layers.

Figure 2.9: Three of the five layers masked out from the RGB image. Layer
1 (left), layer 3 (middle) and layer 4 (right).

The algorithm traverses the image with a fixed step length Sd , similar to S in
Section 2.3.1. For each visited pixel position i, a total of L(i) centres are added to
the surrounding area in the image.4 Pixels with invalid disparities are treated as
if L = 1. As the number of superpixels changes depending on the characteristics
of the disparity image, the step length Sd must also change in order to keep the
number of superpixels (fairly) constant over a set of images. In the normal case,
the step length is defined as S =

√
N/k where N is the number of pixels in the

image and k is the number of desired superpixels. In our case, the density of
superpixels is different for each disparity layer. We define the new step length as

Sd =
√
αNd /k, (2.9)

where Nd is an approximation of the number of pixels the image would have
had if the superpixel centres were placed with uniform density, and α is a user-
defined constant. We calculate Nd as

Nd =
∑
n

Pn ·Nn, (2.10)

4For example, if the visited pixel position i is part of disparity layer L(i) = 2, two superpixel
centres will be placed.
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where Pn is the number of added superpixels for layer n and Nn is the total num-
ber of pixels in the disparity image for layer n. The resulting superpixel centre
placement and the corresponding superpixel segmentation can be seen in Fig-
ure 2.10.

Figure 2.10: A superpixel segmentation where the initial superpixel centres
are concentrated to areas with low disparity values. Each red circle shows
the location of a superpixel centre.
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SLIC CTF-SLIC CTF

Figure 2.11: A visual comparison of the three superpixel algorithms. The
images are segmented into 187/600 superpixels for SLIC and CTF-SLIC, and
178/651 superpixels for CTF. CTF-SLIC is run with with Nmax = 2.
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Object Detection

In this chapter, a novel object detection algorithm is proposed and described.
Related work is presented, followed by explanations regarding each step of the
algorithm. The effect of each step on the processed image is presented, from start
until the final result.

3.1 Related Work

Utilising disparity information in order to segment interesting objects in images
is proposed by Q. Xingming and W. Wei in [23]. The achieved segmentations
are of good quality, although the algorithm does not run in real-time. Kootstra
et al. propose a real-time general object detection algorithm in [13]. The algo-
rithm uses superpixels as a pre-processing step, after which they are clustered
together based on a graph-cuts algorithm utilising colour and disparity informa-
tion. Thanks to the superpixels, the algorithm is able to run in real-time while
maintaining good results. Huang et al. present an algorithm in [10], which yields
good object proposal performance on images taken in traffic environments. Their
algorithm uses depth and colour information in order to find proposals of possi-
ble general object bounding boxes in images. A random number of potential
bounding boxes are scattered over the image, and the objectness, i.e. the likeli-
hood of it representing an object, is evaluated in order to obtain the final propos-
als. While the algorithm does not utilise superpixels for the object detection itself,
SLIC superpixels are successfully used to refine the initial coarse depth map.

In this thesis, the potential use of a full superpixel representation for finding
and segmenting interesting objects in a traffic scene is investigated. Superpixels
are utilised both for depth map refinement like in [10], as well as used as com-

21
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ponents for achieving the final object segmentations like in [13]. The algorithm
investigates the possibility of solely building the object proposals on hierarchical
clustering of 3D positional data and general prior knowledge of the scene, with
the aim of maximising computational speed.

3.2 Disparity Map Refinement

The disparity map contains areas where no disparity information is available (e.g.
due to occlusion), and this is reflected in the disparity of the superpixels. There-
fore, gap filling is performed on the disparity image after the superpixels have
been generated and before the object detection algorithm is executed. The gaps
are clearly visible in the left image in Figure 3.1 as dark-blue areas found on the
image edges as well as beside foreground objects. In order to correct this, each
connected area of superpixels with invalid disparity values are detected, and sub-
sequently assigned the lowest valid disparity present in any of the surrounding
superpixels. the calculations can be performed exclusively using the superpixel
representation (i.e. no per-pixel operations), given that the neighbours of each
superpixel are provided.

Figure 3.1: An image segmented into superpixels, showing the disparity
value of each superpixel. Compared to the original image (left), the pro-
cessed image (right) contains less holes (dark blue) caused by invalid dispar-
ity values.

3.3 The Algorithm

The goal of the object detection algorithm is to cluster together superpixels which
correspond to general objects and create a segmentation where the detected ob-
jects are highlighted. The basic idea behind the segmentation process is based on
a number of assumptions regarding the detectable objects. These are:

• Objects are found above or on the road.
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• Objects are shorter than buildings and tall trees.

• Objects are not located behind buildings.

• Objects are taller than a minimal height limit.

• Objects of interest are generally found close to the camera.

The algorithm makes use of the depth information provided by a stereo camera
in order to find objects which fulfil the conditions above. No attempt is made to
classify the detected objects. Anything ranging from pedestrians and signposts
to cars and hedges are viable targets for detection, and will simply be classified
as an object or a non-object.

When performing the object detection, only the location information of the super-
pixels is used. The location of each superpixel is represented by a point in two
coordinate systems, disparity coordinates and world coordinates. Owing to the char-
acteristics of each of the two coordinate systems, they are both used in different
steps in the algorithm.

Disparity coordinates (x,y,d), describe each superpixel using the mean image
coordinates (x,y) as well as the mean disparity (d) of all its constituent pixels.

World coordinates (X,Y,Z) describe the mean real world location relative to the
camera of all a superpixel’s constituent pixels. The X-axis shows the sideways
distance relative to the camera, the Y-axis shows the height and the Z-axis shows
the depth (the distance in the camera’s facing direction). Z is calculated as

Z =
f B

d
, (3.1)

where f is the focal length of the cameras in pixels, B is the baseline between
the two cameras in metres and d is the disparity given in pixels. X and Y can be
calculated as

X =
uZ
f
, Y =

vZ
f
, (3.2)

where u and v are the image coordinates with origin in the image centre [11].

The algorithm takes a set of points in disparity space, stereo camera parameters
and information regarding the connectivity of the corresponding superpixels in
the image as input. It then detects potential objects by performing the following
steps:

1. The road is estimated as a plane in disparity space, and points which are
considered to be part of it are removed.

2. Points belonging to the background are detected and removed.

3. The remaining ground points are removed.
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4. Hierarchical density-based clustering is performed on the remaining points,
detecting possible objects.

5. Post-processing is performed.

Both disparity coordinates and world coordinates are used in different steps of
the algorithm. In steps 1 and 2, the characteristic distribution of points in dispar-
ity coordinates is utilised for detecting which points belong to the road and to the
background. However, the size of an object in the disparity coordinate space is
directly related to the size of the object in the image. In step 3 and 4, it is essential
that the sizes of objects remain constant regardless of the distance to the camera.
In those cases, world coordinates are used.

In order to visualise the disparity and world coordinate spaces, one of the im-
ages from the Cityscapes Dataset is annotated along with a corresponding anno-
tation in the two respective coordinate systems. The images shown in Figures 3.2
through 3.4 are annotated as follows:

Brown Road.

Purple Sidewalk.

Blue Pedestrians.

Yellow Foreground objects, a lamp post and a tree.

Red Background.

Figure 3.2: The original RGB image with object annotations.
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Figure 3.3: Superpixels represented by points in disparity coordinates with
corresponding annotations.

Figure 3.4: Superpixels represented by points in world coordinates with cor-
responding annotations.

In the following sections, the steps of the algorithm are described. In order to il-
lustrate the process, the scene that is annotated in Figures 3.2 through 3.4 is used
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as an example. The set of points that is used as input is presented in Figure 3.5.
Points that are not yet assigned a label (such as road, background, object etc.) are
referred to as being unlabelled points. All points are unlabelled at the start of the
algorithm.

Figure 3.5: The set of points used as input to the object detection algorithm
in disparity coordinates.

3.3.1 Road Plane Estimation

The first step towards finding objects is to exclude the road from the calculations.
It yields a significant reduction of the number of points for the subsequent pro-
cessing steps, as a relatively large portion of the superpixels in the image are part
of the road. Two assumptions are made which are necessary for this step to work:

• The road is approximately flat.

• The road directly in the front of the car is not occluded.

The computations for finding the road are done entirely using the position in im-
age space (x(i), y(i)) and disparity data d(i) for each superpixel i. Provided that
there is enough space in front of the car, an estimation of the road plane can be
done based on the road points closest to the camera. In (x, y, d)-space, the dis-
parity increases linearly with the inverse of the distance to the car. This makes it
possible to robustly fit a plane to these points using RANSAC1, and subsequently

1Random Sample Consensus (RANSAC) can be used to robustly fit a plane to a number of 3D-points.
The benefit of using RANSAC compared to a regular least-squares fit is that outlying noise pixels have
little effect on the generated plane. For a more detailed description of the algorithm, refer to [16].
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remove the points which are closest to, as well as below the estimated plane. The
result of this can be seen in Figure 3.6. Comparing the left image in Figure 3.6
with the annotations in Figure 3.3, it can be seen that parts of the road and the
sidewalk remain - these are processed at a later stage.

Figure 3.6: Identification of road points (green) removed through the robust
fitting of a plane to the points closest to the car. The red points are not
labelled as being part of the road, and continue to the background removal
step.

3.3.2 Background Removal

With most of the road plane points removed, the next step becomes finding and
removing the background. For this algorithm, we define the background as:

• Buildings on the side of the road.

• Tall trees, lamp posts etc.

• Distant or too small objects.

As a first step towards finding the background points, the point positions are con-
verted from (x, y, d)-coordinates to real-world (X, Y , Z)-coordinates (where the
ground is defined as the XZ-plane).
In the algorithm, it is assumed that the road is flat and that the height in world
coordinates represents the height above the ground. In order to compensate for
scenarios where the car is moving uphill, the points in the world coordinate space
are adjusted so that the road level coordinates have height 0. In order to do this,
the point world coordinates are divided into a number of intervals along the Z-
axis.2 For each interval Iz , the point heights are subtracted with the lowest point
heights in the interval, adjusting the minimal height to 0 for each set of points
in Iz . It is worth noting that this procedure requires that there exists at least one
point in every interval which is located in the ground plane. In general this is

2In practice, when having approximately 4000 points, good results are obtained for dividing the
Z-axis into around 100 intervals.
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true for most intervals containing points close to the camera. The result after
such a conversion can be seen in Figure 3.7.
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Figure 3.7: The world coordinates of a scene with the camera located to the
left in the image. The point coordinates in their original state (left) and after
height adjustment (right).

The points which have a real-world height above some user-defined threshold are
labelled as high points. In Figure 3.8, the points which are determined to be high
points are displayed. For a traffic environment, the background often has a char-
acteristic look in disparity coordinates, as the scene usually is made up of a road
in the middle surrounded by tall buildings. The tall buildings form a contour in
the disparity image space, distinctive enough for a human to easily identify it as
the background on visual inspection. In order to find the contour, we use the fact
that the surrounding buildings are relatively tall compared to other objects in the
scene. Based on the positions of the high points shown in Figure 3.8, a contour is
estimated based on finding the maximum disparity value max(d(Ix)) of the high
points for each fixed interval Ix on the X-axis of the image.

To blindly define the points belonging to the background contour from the max-
imum disparity value for each interval Ix would increase the error sensitivity. A
single high point which has been assigned a too high disparity value might cause
the contour to include nearby points which are not supposed to be labelled as
background. In order to reduce the effect of such outlying points, the contour is
smoothed using 5-point moving average. The points belonging to the background
are then defined as being all points with a disparity value

d < contour(Ix) + ψ · std(contour(Ix−2...Ix+2)). (3.3)

For each interval Ix, contour(I) denotes the smoothed contour for some interval
I , ψ denotes a constant and std(contour(Ix−2...Ix+2)) is the standard deviation of
the disparity value over the five closest intervals in the contour. This ensures that
parts of the background contour with sharp disparity differences are included,
and gives the results seen in Figures 3.9 and 3.10.
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Figure 3.8: Identification of high points (blue) in disparity space. The red
points are unlabelled thus far.

Figure 3.9: Points labelled as background (blue) and the smoothed back-
ground contour (black line). The background points are removed, leaving
the unlabelled red points for the ground removal step.
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Figure 3.10: The background points (blue) and unlabelled points (red)
shown in world coordinates.

3.3.3 Ground Removal

Even though many of the points belonging to the ground plane are removed dur-
ing the road plane estimation step, there are in more cases than not several un-
wanted road points remaining afterwards. For example, in Figure 3.8 we can see
that several stray road points remain even after background removal, especially
on the right hand side, where a sidewalk is located, as well as close to the build-
ings.

Luckily, all these points have in common the fact that their real-world height is
low. However, we cannot simply remove all points below some certain height, as
that would also apply to objects standing on top of the ground (e.g. the lower
parts of cars, legs of humans, bicycles, etc.). We therefore define the two follow-
ing conditions for a point to be labelled as part of the ground:

1. The real world height Y is below some constant level h.

2. The point is not located below a point for which Y > h.

This means that we assume that all points with a low real-world height are ground
points unless there is a chance that they belong to a taller object. In order for a
point with low height to be regarded as potentially being part of an object, its
position in the world coordinate XZ-plane must lie within some fixed distance
d from a point which is neither considered a high point, nor a potential ground
point. The points identified as remaining ground points using this method are
visualised in Figure 3.11.
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Figure 3.11: The identified ground points (orange) are removed. The re-
maining unlabelled points (red) continues to the foreground clustering step.

3.3.4 Foreground Clustering

Objects of interest tend to form dense clusters in the real world XZ-space. Al-
though the measures taken up until now have removed the vast majority of points
belonging to the background and the ground, there are still points remaining
which are not part of any dense object cluster. These points are regarded as being
noise points. In order to find the remaining object clusters and at the same time
filter out the noise points, the hierarchical density based clustering method DB-
SCAN is used.

DBSCAN was proposed by Ester et al. in 1996 [5], and provides a method for
grouping points together based on the proximity in some feature space. The al-
gorithm is hierarchical, which means that the number of clusters does not need to
be known beforehand. The user provides the algorithm with two parameters, a
distance ε and a minimum number of points minPts. Points belonging to clusters
are labelled as either a border point or a core point. If there are minP ts or more
points within the distance ε of a point p, it is considered to be a core point. If not,
p is considered to be a border point.

If a point p is a core point, all points which lie within the distance ε from p
are considered to be directly density reachable from p. Furthermore, all points
which are directly density reachable from the core points which are directly den-
sity reachable from p are said to be density reachable. This chain of reachability
stretches as far as there are core points to support it. If a core point p and a bor-
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der point q are within the distance ε of each other, q is directly density reachable
from p, but not the other way around. Border points can be part of the final clus-
ter but not spread the reachability chain further. Two border points which are
density reachable from points in the same cluster are defined as being density con-
nected. All points which are either density reachable or density connected with
each other form a cluster. See Figures 3.12 and 3.13 for examples.

Figure 3.12: Point p is a core point,
and q is density reachable from p.
Since q is a border point, the reverse
is not true.

Figure 3.13: Points p and q are bor-
der points, and since they are den-
sity connected through a chain of
core points they are part of the same
cluster.

The algorithm starts by visiting one data point p in the given feature space. If p
is a core point, all points which are density reachable from p will be defined as
being in the same cluster. The algorithm continues this process until all points
have been visited. The final segmentation is not affected by the order in which
the points are visited.

In the implemented algorithm, DBSCAN is slightly modified. In order for two
superpixels to be part of the same cluster, they must be connected directly or
indirectly in the image plane. This can interpreted as imposing a penalty of ∞
on the distance between two points for which the corresponding superpixels do
not fulfil the connectivity requirement. The points which are recognised as be-
ing neither ground points nor background points are clustered based on their
XZ-coordinates. An example of a DBSCAN clustering result can be seen in Fig-
ure 3.14. By assigning each superpixel a distinct colour based on the cluster it
belongs to, a segmentation image is created, for example as seen in Figure 3.15
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Figure 3.14: The clusters as identified by the DBSCAN algorithm.

Figure 3.15: The segmentation given by DBSCAN, with each cluster shown
in the image.
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Figure 3.16: The refined segmentation after the post-processing step.

3.3.5 Post-Processing

After the clustering step, the segments might contain spurs or small holes, and
there may still be road segments or small "flying" segments remaining through-
out the image. The turquoise segment seen in Figure 3.15 is a good example of
such a segment. Objects we want to find (pedestrians, cars etc.) almost always
have a larger absolute height than these segments. Furthermore, the objects are
almost exclusively placed on the ground, which imposes restrictions on the small-
est and mean height of a segment.3

After performing the steps listed below, the segmentation is complete. The final
refined segmentation is shown in Figure 3.16, while it can be seen overlaid on the
original RGB image in Figure 3.17.

1. Spurs and holes are removed through morphological closing of each seg-
ment, followed by morphological opening.

2. Segments with a total height below some threshold are omitted.

3. Segments with a mean height below some threshold are omitted.

4. Segments with a lowest height above some threshold are omitted.

3Since objects may be partially occluded (as for example the pedestrians to the left in Figure 3.17),
the height requirements should not be too strict as it could possibly remove valid segments.
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Figure 3.17: The final segmentation overlaid on the original RGB image.





4
Evaluation

In this chapter, we provide an evaluation of our proposed methods. The evalu-
ation is split into two parts. The first part covers the comparison of the three
superpixel algorithms presented in Chapter 2. The second part covers the evalua-
tion of the proposed object detection algorithm. Each of the two parts starts with
describing relevant error measures, followed by descriptions of the performed
evaluation and used parameter values. The results are then discussed briefly. All
experiments are performed with Matlab r2017a on an Intel i5 2500k processor
@4.3GHz and 16GB DDR3 RAM @2133MHz.

4.1 Datasets

For evaluating the implemented algorithms, the Berkeley Segmentation Dataset
(BSDS500, denoted BSD in the sequel) [16] and the Cityscapes Dataset [4] are used.

• BSD contains 500 RGB images with a size of 481x321 pixels. Multiple
ground truth segmentations done by several individuals are provided for
each image. An example of an image and ground truth segmentation pro-
vided by the dataset is shown in Figure 4.1.

• The Cityscapes Dataset contains 5000 images captured using a vehicle-
mounted stereo camera from various cities in Germany and Switzerland,
as well as pre-computed disparity maps and ground-truth labelled data for
those images.1 Compared to BSD, the images found in this dataset are con-
siderably larger, with a size of 1024x2048 pixels. This of course affects the

1The dataset contains 5000 images with fine annotations and an additional 20000 images with
coarse annotations.

37
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speed at which superpixels can be generated. An example of how the data
is represented can be seen in Figure 4.2.

Figure 4.1: An RGB image from BSD (left) and one of the provided ground
truth segmentations (right).

Figure 4.2: The RGB image (left), precomputed disparity map (middle) and
labelled objects (right).

4.2 Superpixels

This section covers the used error measures and quantitative results of the super-
pixel algorithms.

4.2.1 Error Measures

In order to evaluate the final superpixel segmentation, the three error measures
below are used. It is assumed that we have a superpixel segmentation S = {S1 . . . SNsp }
containing Nsp superpixels and a ground truth segmentation G = {G1 . . . GNg }
containing Ng ground truth objects. The three error measures used in this thesis
are also described in [15].

Achievable segmentation Accuracy

The Achievable segmentation Accuracy (ASA) is a measure of how well an optimal
segmentation algorithm can segment the image after the conversion to superpix-
els. Given a ground truth image and the superpixel segmentation, the ground
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truth label to which the majority of the pixels belong is calculated for each su-
perpixel. The number of pixels of the most prominent label in each superpixel is
counted and the sum is calculated over all superpixels. The sum is then divided
by the total number of pixels N in the image. It can be expressed as

ASA(S, G) =
1
N

∑
Si∈S

max
Gj
|Si ∩ Gj |, (4.1)

where |Si ∩ Gj | is the number of pixels in the superpixel Si that has the label Gi .

Boundary Recall

The Boundary Recall (BR) is a measure of how well the edges of the superpixels
follow the object edges as defined in the ground truth image. If a border pixel
in the ground truth image is within a number of pixels ε from the border of a
superpixel, the boundary pixel is said to be close to a superpixel border. The
BR is then calculated as the ratio of ground truth border pixels sufficiently close
to superpixel borders to the number of boundary pixels that are not. It can be
expressed as

BR(S, G) =

∑
i(dist(Sboundary , G

i
boundary) < ε)

|Gboundary |
, (4.2)

where Sboundary and Giboundary are the sets of pixels comprising the borders of the
superpixels and each ground truth segment i, respectively. For the evaluation
performed in this project, ε is set to 2.

Undersegmentation Error

The Undersegmentation Error (UE) is a measure of how much the superpixels
"leak" across borders in the ground truth image. If a superpixel overlaps an object
in the ground truth image, all pixels not belonging to that object count as being
leaked pixels. The superpixel is considered to overlap an object only if 10% or
more of the pixels in the superpixel are labelled as said object. The UE is defined
as the ratio of leaked pixels to the total number of pixels N in the image. It can
be expressed as

UE(S, G) =
1
N

∑
j

|S jleak |, (4.3)

where S jleak denotes the leaked pixels for ground truth object j.

In an image segmented into superpixels, ground truth segments are often cov-
ered by more than one superpixel each. In general, the error given over a specific
ground truth segment remains the same regardless of the number of superpixels
by which it is covered. For ASA and UE, the total number of pixels in the image
that fulfil a certain condition is counted and normalised with the total number
of pixels in the image. For BR, it is done for all boundary pixels rather than all
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pixels. These calculations are not affected by the number or size of the superpix-
els, nor by the number of superpixels that cover the same ground truth instance.
However, this does not mean that one can, given a superpixel segmentation, split
each pixel into multiple fractions and get the same error values. As a superpixel
changes shape, so does the distribution of ground truth labels for its constituent
pixels. This may in turn change the calculated error values.

4.2.2 Evaluation Implementation

For evaluating the superpixel algorithm performance, the three implemented al-
gorithms are used to segment the 200 RGB images from the BSD dataset into
varying amounts of superpixels. The results are compared with the result ob-
tained by simply downsampling the image so that it contains an equal number of
pixels and treating each pixel in the downsampled image as a superpixel. This is
denoted "Squares" in the results.

The superpixel segmentation quality is evaluated on the 200 images located in
the training-folder of the BSD dataset.2 The images are segmented into 200, 400,
600, 800, 1000 and 2000 superpixels. Because of the way the algorithm is imple-
mented, CTF is run for 176, 651 and 2501 superpixels. The weights used when
calculating the energy Emono in CTF are set to λcol = 1, λpos = 0.05 and λreg = 10.
For SLIC and CTF-SLIC, the error threshold is set to 1, and the compactness m is
set to 10. CTF-SLIC is run for both Nmax = 3 and Nmax = 2.

Since there are several ground truth segmentations available for each image, the
obtained error value for each image is set as the best value over a set of ground
truth images. The final metric value is calculated as the mean best value over all
the used images.

The mean time taken to segment an image is calculated over all images for each
algorithm. The time taken to perform conversion between the CIELAB and RGB
colour spaces is omitted, as it is identical for all methods. The resulting segmen-
tation performance can be seen in Figure 4.3.

4.2.3 Quantitative Results

The Achievable segmentation Accuracy is consistently better for CTF-SLIC than
for SLIC (for both values of Nmax) when employing 1 iteration. CTF-SLIC using
Nmax = 3 gives a slightly better result for a lesser amount of superpixels than
for Nmax = 2, although the difference is small. CTF performs close to SLIC for a
lesser amount of superpixels, and close to CTF-SLIC when the number of super-
pixels is higher. Increasing the number of allowed iterations to 10 yields modest
improvements in performance for SLIC and CTF-SLIC using Nmax = 2, although

2Because of the time required to calculate the Undersegmentation Error, only the first 100 images
of the dataset is used in that case.
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the effect is hardly noticeable for higher numbers of superpixels. The most dra-
matic difference is the performance decrease of CTF-SLIC using Nmax = 3 for
a large amount of superpixels. CTF is largely unaffected by the increase in the
number of iterations.

The Boundary Recall using 1 iteration is similar for all SLIC-based algorithms,
with CTF-SLIC being slightly better than SLIC for a lesser amount of superpix-
els. CTF performs remarkably well, constantly outperforming the SLIC-based
algorithms. Increasing the number of iterations to 10 gives the same overall ef-
fect as for the ASA; slightly better performance for lower amount of superpixels,
with CTF-SLIC using Nmax = 3 dropping considerably in performance for higher
amounts of superpixels. Nmax = 2 still performs slightly better than regular SLIC.

The Undersegmentation Error for 1 iteration shows similar performance for all
three algorithms (lower is better). Note that Nmax = 3 gives a slightly better re-
sult than Nmax = 2 for a low number of superpixels, while the opposite is true
for a high number of superpixels. Increasing the number of iterations to 10 gives
a slight performance increase for SLIC and CTF-SLIC with both Nmax = 2 and
Nmax = 3 for a lower amount of superpixels. When using a higher number of
iterations and larger number of superpixels, Nmax = 3 gives a decrease in perfor-
mance, while Nmax = 2 gives an increase. The algorithms that benefit the most
from using more iterations are SLIC and CTF-SLIC using Nmax = 2, while the
performance of CTF is largely unaffected.

The time consumed when using 1 iteration is similar for all SLIC-based algo-
rithms, with CTF-SLIC having a slight advantage for fewer superpixels and a
slight disadvantage for more superpixels. The speed of CTF stands out, being
significantly faster and nearly unaffected by the number of superpixels. When in-
creasing the number of iterations to 10 the performance difference between SLIC
and CTF-SLIC becomes apparent, especially for fewer superpixels. Nmax = 3 and
Nmax = 2 both have similar performance up until 1000 superpixels, after which
the time consumed by Nmax = 2 becomes closer to that of SLIC. The time con-
sumption of the CTF algorithm is affected by the increase in iterations more so
than CTF-SLIC for fewer superpixels, but retains the advantage for larger num-
bers of superpixels.
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Figure 4.3: Graphs showing the performance for a maximum of 1 iteration
(left column) and 10 iterations (right column) for each algorithm.
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4.2.4 Segmentation Speed Analysis

As the resolution of an image increases, so does the time needed to create a super-
pixel segmentation. It is therefore studied how well the different algorithms can
handle high resolution images. The difference in computation time using differ-
ent values for the maximum allowed iterations is also investigated.

The evaluation is performed on the 174 RGB training images taken in Aachen
provided in the Cityscapes Dataset, with an original image size of 2048x1024.
The images are scaled to different sizes after which a superpixel algorithm is ap-
plied. For the SLIC and CTF-SLIC algorithms, the error threshold is set to 1, and
the compactness m is set to 10. The time taken for conversion between CIELAB
and RGB colour spaces is not taken into account. In all cases, the number of su-
perpixels is approximately 2000.3
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Figure 4.4: The time taken to create superpixels for different resolutions
using 1 iteration (left) or 10 iterations (right) for each algorithm.

In Figure 4.4, the time taken to create superpixels for varying image resolutions
using 1 iteration (left) and 10 iterations (right) is presented. As can be seen in
the left figure, CTF is slightly faster than both SLIC and CTF-SLIC when run-
ning using 1 iteration. With increasing resolution the advantage of CTF-SLIC
over regular SLIC increases, and for high resolutions it has a speed close to that
of CTF. The performance for CTF-SLIC is almost identical for both Nmax = 2
and Nmax = 3. When the number of iterations is increased from 1 to 10, the
advantage of the algorithms using coarse-to-fine approaches over SLIC increases
dramatically. For large images, CTF-SLIC with Nmax = 3 is slightly faster than
with Nmax = 2, and both values of Nmax results in lower times than for CTF.

As mentioned in Chapter 2, SLIC and CTF-SLIC do not enforce connectivity in
the clustering process. The segmentation is therefore post-processed, relabelling
superpixel fragments that violate connectivity. While enforcing connectivity is a
necessity from a theoretical point of view (the five rules we defined in Section 2.1
must not be violated), the omission of post-processing might be beneficial from a

3In the case of CTF, the implementation once again restricts the possible resolutions that can be
evaluated, since the number of superpixels has to be kept at the same level throughout the evaluation.
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practical point of view.4

For the following evaluations, the post-processing is completely omitted from
the SLIC and the CTF-SLIC algorithm. The evaluation conditions and parameter
values are identical to previous evaluations. The evaluation results are presented
in Figure 4.5 and 4.6. A visual comparison of the results with and without post-
processing using both algorithms is provided in Figures 4.7 and 4.8. Note that
using CTF-SLIC instead of SLIC increases the visual quality of the superpixel
segmentation even before performing post-processing.
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Figure 4.5: The time taken to segment an image from the BSD dataset for a
varying number of superpixels while omitting post-processing. The images
show the results for 1 iteration (left) and 10 iterations (right).
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Figure 4.6: The time taken to segment an image into approximately 2000
superpixels for different image resolutions while omitting post-processing.
The images show the results for 1 iteration (left) and 10 iterations (right).

4It is worth noting that the nature of the post-processing step and its speed may vary greatly
depending on the implementation. Running the both SLIC and CTF-SLIC without it is therefore
necessary in order to accurately show the speed difference between the two algorithms.
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Figure 4.7: An image segmented using SLIC with post-processing (left) and
without post-processing (right).

Figure 4.8: An image segmented using CTF-SLIC with post-processing (left)
and without post-processing (right).

4.3 Object Detection

In this section the resulting object detection performance on the Cityscapes Dataset
is presented. A collection of qualitative segmentation results and corresponding
error measure values is presented in Appendix A.

4.3.1 Error Measures

In order to evaluate the performance of the object detection algorithm, the follow-
ing error measures are used. For all error measures in this section, higher values
are better. To start with, each pixel in the segmented image is given one of the la-
bels True Positive (TP), False Positive (FP), True Negative (TN), False Negative (FN).
The number of pixels with each label in the image is counted, and later used for
computing the final error measures. We define:

TP The number of pixels that are correctly labelled as part of an object.
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FP The number of pixels that are incorrectly labelled as part of an object.

TN The number of pixels that are correctly labelled as part of the background.

FN The number of pixels that are incorrectly labelled as part of the background.

IoU and iIoU

When evaluating performance on the Cityscapes Dataset, one commonly used
error measure is the PASCAL VOC intersection-over-union metric [6] defined as

IoU =
T P

T P + FP + FN
. (4.4)

Additionally, the authors of the Cityscapes Dataset propose an extension of IoU
suitable for traffic environments where the detected objects generally compose a
comparatively small part of the image. It is called the instance-level intersection-
over-union metric, defined as

iIoU =
iT P

iT P + FP + iFN
, (4.5)

where

iT P =
T P
R
, (4.6)

iFN =
FN
R
, (4.7)

R =
Gobject

Gbackground
, (4.8)

and Gobject and Gbackground are the number of object and background pixels in
the ground truth image, respectively. In the case that the ground truth image
contains an equal amount of object pixels and background pixels, iIoU is identi-
cal to the regular IoU metric. For both IoU and iIoU , as high a value as possible
is desirable.

Other Error Measures

In addition to the two error measures mentioned above, the following are used
as well:

Correctness =
T P + T N

T P + T N + FP + FN
(4.9)

Correctness is the ratio of correctly labelled pixels in the image. It gives an idea
of the overall segmentation quality, but tends to give high values for images that
are dominated by large labels.

Sensitivity =
T P

T P + FN
(4.10)
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Sensitivity is a measure of how well the objects present in the image were de-
tected. This can be said to be especially important when detecting pedestrians in
a traffic environment.

P recision =
T P

T P + FP
(4.11)

Precision is a measure of how many of the detected objects actually were sup-
posed to be detected. A low value indicates that the algorithm detects relatively
many false positives.

In the images containing the ground truth segmentations, all humans and vehi-
cles are considered to be objects while the rest of the items in the image are con-
sidered to be non-objects. As the segmentation algorithm does not distinguish
between items labelled as objects (e.g. pedestrians, cars) and other items (e.g.
bushes, signs or tables), even a perfect segmentation of the image in terms of ob-
jects detected might not receive a perfect score. For example, the segmentation
result seen in Figure 3.17 also labels the table to the left as well as the tables and
tree to the right as objects. In terms of error measures, this gives a good Sensitiv-
ity as many of the objects are found, but a lower value of Precision than expected.

4.3.2 Evaluation Results

In order to determine what properties of the superpixel preprocessing step are
necessary for the best possible object segmentation, a number of experiments
are performed for the chosen set of images from the Cityscapes Dataset. The
object detection performance is evaluated using the training images for Aachen,
Hamburg and Zürich, giving a total of 544 images. In Section 4.2.3, CTF-SLIC
using Nmax = 2 yielded good quality segmentations while still processing high-
resolution images quickly. CTF-SLIC using Nmax = 2, k = 4000, m = 10 and 10
iterations is shown to yield decent object detection performance. These are the
parameter values used if nothing else is stated.

Varying the Number of Superpixels

In this experiment, the effect of the number of superpixels on segmentation qual-
ity is investigated. On the one hand, since the number of superpixels is the pri-
mary factor that affects the time taken to segment the image, a small number
of superpixels is desired. On the other hand, a large number of superpixels is
needed in order for the segmentation algorithm to accurately identify clusters in
the world coordinate system.

The results obtained from this experiment are shown in Table 4.1. The quality
of the segmentation increases for all error measures up until 6000 superpixels,
where the overall best results are obtained. When increasing from 6000 to 8000
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superpixels, the IoU and Precision are slightly improved, while the other error
measures shows a slight decrease in performance.

k Correctness IoU iIoU Sensitivity Precision

1000 0.863 0.335 0.427 0.446 0.527
2000 0.906 0.392 0.501 0.521 0.578
4000 0.918 0.411 0.528 0.549 0.596
6000 0.916 0.413 0.535 0.556 0.594
8000 0.915 0.413 0.530 0.550 0.604

Table 4.1: Error measures for varying number of superpixels.

Varying the Compactness

In this experiment, the effect of the compactness of the superpixels is studied.
Low compactness means that superpixels form based on colour differences in the
image to a large extent. However, this also leads to the superpixels taking irreg-
ular shapes to a higher degree. Since the superpixels’ positions are represented
by the mean position of all constituent pixels, highly irregular superpixels may
contain many pixels far from the superpixel centre. This may have a negative
effect on the clustering result.

As can be seen in Table 4.2 the Correctness is seemingly unaffected by pixel com-
pactness, while the other error measures suggest that the quality benefits from
compact superpixels. The results are still fairly similar for all experiments ex-
cept for m = 1, which yields a particularly low Sensitivity. Since the resulting
compactness is dependent on the size of the superpixel in combination with the
value of m, it is necessary to lower the value of m for increasing numbers of su-
perpixels in order to obtain similar appearance.

m Correctness IoU iIoU Sensitivity Precision

1 0.913 0.395 0.508 0.509 0.583
5 0.904 0.400 0.513 0.534 0.586

10 0.918 0.411 0.528 0.549 0.596
20 0.912 0.409 0.529 0.551 0.582
40 0.916 0.413 0.533 0.554 0.588

Table 4.2: Error measures for varying compactness (higher is more compact).
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Using Disparity in the Distance Measure

In this experiment, the disparity map is used in the distance measure, with the
intent of making the superpixels adhere better to edges found in the disparity
map. For this experiment, the distance measure defined in Section 2.4.1 is used
with varying values of the parameter α. It adjusts the weight of the disparity
values on the distance measure, with a high α making the disparity have a larger
influence on the segmentation.

The results of incorporating disparity as a distance factor when doing the clus-
tering of superpixels is presented in Table 4.3. We can see that the difference
between not incorporating disparity (α = 0) and incorporating disparity (α > 0)
yields similar results. In fact, α > 0 even gives slightly worse results in all cases
but one (Precision for α = 1).

α Correctness IoU iIoU Sensitivity Precision

0 0.918 0.411 0.528 0.549 0.596
1 0.916 0.404 0.518 0.537 0.605
5 0.912 0.404 0.524 0.545 0.590

10 0.907 0.403 0.524 0.545 0.589
20 0.912 0.401 0.521 0.542 0.586
40 0.908 0.398 0.519 0.541 0.583

Table 4.3: Error measures for a varying weight of the disparity map in the
superpixel segmentation step. α = 0 represents the case where there is no
influence from the disparity map, giving the same result as in Table 4.1 with
k = 4000.

Concentrating Superpixels Based on Disparity

In this experiment, the initial superpixel cluster centres are placed with higher
density in areas in the image that are far away from the camera (e.g. areas with
low disparity values). This is an attempt to compensate for the fact that objects
close to the camera are represented by more superpixels than objects further
away, making distant objects harder to detect. An explanation of how this works
is presented in section 2.4.2.

According to the results presented in Table 4.4, the concentration of pixels in
areas of the image with low disparity yields an overall increase in quality for most
error measures. Most notable is the comparatively large increase in Sensitivity
performance compared to the results in Table 4.1.
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k Correctness IoU iIoU Sensitivity Precision

1000 0.892 0.316 0.407 0.426 0.524
2000 0.904 0.387 0.501 0.522 0.575
4000 0.911 0.411 0.534 0.556 0.594
6000 0.917 0.420 0.546 0.568 0.595
8000 0.918 0.421 0.551 0.574 0.594

Table 4.4: Error measures for a varying number of superpixels with higher
superpixel density in image areas with low disparity. Results better than in
Table 4.1 are shown in boldface.

Concentrating Superpixel Centres to the Middle of the Image

In this experiment, the initial superpixel centres are placed in such a way that the
concentration is higher closer to the horizon in the image. For images captured
in a traffic environment, objects of interest are most often found in this area. The
upper and lower parts of the image are usually dominated by tall buildings and
road, respectively.

As can be seen in Table 4.5, increasing the concentration of superpixels in the mid-
dle of the image (along the horizon) yields better results for most error measures.
The value of the Sensitivity increased sharply, especially for a small number of
superpixels.

k Correctness IoU iIoU Sensitivity Precision

1000 0.880 0.363 0.474 0.496 0.538
2000 0.913 0.405 0.526 0.548 0.577
4000 0.912 0.416 0.542 0.564 0.588
6000 0.918 0.420 0.543 0.565 0.601
8000 0.914 0.415 0.546 0.569 0.586

Table 4.5: Error measures for a varying number of superpixels with higher
concentration in the middle of the image. Results better than in Table 4.1
are shown in boldface.

Using the Median Disparity

In this experiment, the median disparity of each superpixel is calculated rather
than the mean. The reasoning behind this is that the disparity map obtained
is not perfect. A substantial amount of superpixels lack valid disparity values
caused by occlusion in the two images captured with the stereo camera. The
mean disparity of a superpixel might be severely affected in the case of a super-
pixel overlapping two objects with different disparities. For example, a super-
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pixel could overlap both a pedestrian with high disparity as well as part of the
background with low disparity. When using the mean to determine the final dis-
parity of the superpixel, the final calculated position in world coordinates may
differ substantially from that of the pedestrian. Using the median depth, the su-
perpixel disparity would be more likely to represent either the disparity of the
background or that of the pedestrian, whichever overlaps the pixel the most.

From the results shown in Table 4.6, the use of the median when calculating
superpixel disparities yields better results across the board. Most notable is the
improvement of Sensitivity, which increases roughly 2 percentage points for large
numbers of superpixels compared to the results in Table 4.1.

k Correctness IoU iIoU Sensitivity Precision

1000 0.880 0.347 0.443 0.462 0.536
2000 0.908 0.402 0.511 0.530 0.586
4000 0.923 0.420 0.544 0.564 0.606
6000 0.928 0.425 0.552 0.572 0.610
8000 0.928 0.425 0.553 0.574 0.604

Table 4.6: Error measures for a varying number of superpixels using median
instead of mean disparity to describe each superpixel. Results better than in
Table 4.1 are shown in boldface.

Maximising Performance

Two additional experiments are performed with the intent of maximising the per-
formance based on results from the previous experiments. Both experiments are
run with k = 6000, m = 5 with superpixel disparities calculated using the me-
dian disparity. The results are presented in Table 4.7.5 Experiment 1 is performed
using the disparity map to concentrate superpixel centres, while in Experiment
2 the superpixel centres are concentrated to the horizon in the image. The re-
sults show that performance can be increased by combining the results from the
previous experiments. Furthermore, the two examined methods of concentrating
superpixels yield similar performance.

k Correctness IoU iIoU Sensitivity Precision

Experiment 1 0.924 0.428 0.565 0.587 0.597
Experiment 2 0.925 0.427 0.563 0.585 0.595

Table 4.7: Error measures for a varying number of superpixels with higher
concentration in the middle of the image.

5Note that the low value of m is used in order to compensate for the higher number of superpixels.
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4.3.3 Algorithm Speed

In this section, the time taken to perform the segmentation given a varying num-
ber of superpixels is presented. The results are based on the computational times
measured when performing the baseline segmentation (the results of which are
presented in Section 4.3.2).

The segmentation algorithm is divided into four distinct steps, and the mean time
taken to perform each step is calculated. A definition of what is done in each step
is given below.

Step 1: All neighbours belonging to each superpixel are calculated. Holes
are filled in the superpixel segmented disparity image.

Step 2: The removal of ground and background pixels as well as the clus-
tering using DBSCAN is performed.

Step 3: The final image representing the segmentation is created. Infor-
mation regarding the height in world coordinates is extracted.

Step 4: The segmentation image is processed morphologically and seg-
ments that do not have the required height characteristics are
excluded.

k Step 1 Step 2 Step 3 Step 4 Total

1000 0.69 0.03 0.42 0.12 1.26
2000 1.42 0.05 0.80 0.14 2.41
4000 2.72 0.08 1.52 0.15 4.47
6000 4.07 0.12 2.21 0.15 6.55
8000 5.85 0.18 3.05 0.15 9.23

Table 4.8: The time taken in seconds for each step in the clustering algorithm
for different numbers of superpixels. The time is calculated as the mean over
all the 544 used images.



5
Discussion

In this chapter, the obtained results and implemented algorithms are discussed
and criticised. The first section discusses the superpixel algorithms, while the
second section discusses the object detection algorithm. This is followed by a
discussion regarding the implementations and the evaluation itself.

5.1 Results for Superpixel Segmentation

Three superpixel algorithms have been implemented and evaluated; SLIC, CTF
and a combination of the two called CTF-SLIC. In this section, the results of the
performed evaluations are discussed for each algorithm.

5.1.1 SLIC

SLIC can be seen as a good basic algorithm, since it is both easy to implement
and understand. It is shown to give decent segmentation results in all categories.
However, it is outperformed by CTF in terms of Boundary Recall, and by both CTF
and CTF-SLIC in terms of Achievable Segmentation Accuracy and Undersegmenta-
tion Error according to the evaluation results presented in Figure 4.3. Increased
boundary adherence can be obtained by setting the compactness parameter m to
a lower value, but at the cost of less regular superpixels. As superpixels become
less regular, the number of disconnected superpixel fragments which need to be
post-processed increases.

The segmentation quality can be improved further by increasing the number of
iterations performed. Since the distance D is recalculated only for the pixels
within a fixed distance of each superpixel centre, the computation time increases
linearly with the number of superpixels as well as with the number of pixels in
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the image. One negative aspect of SLIC is the fact that a post-processing step
is needed in order to guarantee superpixel connectivity. The authors suggest a
variant of SLIC called ASLIC which eliminates the need for post-processing, but
it is shown to lack in boundary adherence and speed compared to regular SLIC
[2].

5.1.2 CTF

According to the results presented in Figure 4.3, CTF performs well in compar-
ison to the SLIC-based algorithms. It shows outstanding performance concern-
ing Boundary Recall, with values up to 9% better than SLIC and 6% better than
CTF-SLIC. The performance advantage is greatest when using few superpixels
and few iterations. The obtained Boundary Recall value is, just like for the other
algorithms, dependent on the weight parameters used for when calculating the
energy Emono. A high value of λcol in comparison to λpos in equation 2.3 will re-
sult in the algorithm prioritising colour similarity within superpixels rather than
spatial compactness. This is the exact same effect that is controlled by the com-
pactness parameter m in the SLIC and CTF-SLIC algorithms.

The main reason to consider using CTF is its relatively high speed in compari-
son to SLIC. In addition to not being affected as much by an increasing number
of superpixels, the possibility to stop the algorithm at any coarseness level gives
the user flexibility when deciding whether to opt for precision or speed. For the
SLIC-based algorithms, there is always a need for post-processing in order for the
superpixel criteria to be fulfilled with certainty. Using CTF, a valid segmentation
can be obtained at any time during the segmentation process. The number of iter-
ations performed with CTF hardly affects the quality at all, and the segmentation
quality after one single iteration is better than, or comparable to, those of SLIC
and CTF-SLIC.

The CTF algorithm which is implemented for this thesis is slightly different com-
pared to the original algorithms [24] and [22]. In an attempt to cut computation
time, the border blocks are only calculated once for each coarseness level. The
dynamic queue presented in [24] is also replaced by a static queue, which is iter-
ated over a fixed number of times. According to the results presented in Figure
4.4, the algorithm excels in speed for larger images. When generating approxi-
mately 2000 superpixels based on an image from the Cityscapes Dataset (with a
resolution of 2048x1024 pixels), CTF yields a finished segmentation in 70% of
the time consumed by SLIC when using 1 iteration. When using 10 iterations,
this is reduced further down to 50%.

5.1.3 CTF-SLIC

The main idea behind CTF-SLIC is to decrease the computation time of super-
pixels for large images compared to the SLIC algorithm, while minimising neg-
ative effects on superpixel quality. According to the results of the performed
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experiments shown in Figure 4.3, CTF-SLIC actually gives an increase in segmen-
tation quality compared to SLIC, performing slightly better in Achievable Segmen-
tation Accuracy and Undersegmentation Error, and with similar results concerning
Boundary Recall. According to the results presented in Figure 4.4, CTF-SLIC is
faster than the original SLIC algorithm for high-resolution images like the ones
included in the Cityscapes Dataset, with a resolution of 2048x1024 pixels. When
segmenting images of this size into around 2000 superpixels, CTF-SLIC needs
90% of the time taken by SLIC if 1 iteration is used, and roughly 40% of the time
if 10 iterations are used.

The advantage of the CTF-SLIC algorithm over regular SLIC increases with the
size of the superpixels. This is expected, since the benefit of only recalculating
distance for border pixels is inversely proportional to the number of border pix-
els in the image. Thus, the performance difference between CTF-SLIC and SLIC
decreases as the ratio of border pixels to the total number of pixels increases.

As can be seen in Figure 4.5, very small superpixels (the result of a high number
of superpixels in a low-resolution image) can lead to CTF-SLIC being slower than
regular SLIC. Since CTF-SLIC executes the SLIC-algorithm on multiple coarse-
ness levels, the total number of distance calculations becomes similar to that of
SLIC if the superpixels are small enough. There are also more overhead calcula-
tions performed in the CTF-SLIC algorithm: downsampling of the original image
and the identification of border pixels are both performed Nmax times. In accor-
dance with the results in Figures 4.3, 4.4, 4.5 and 4.6, the reduced number of dis-
tance calculations of CTF-SLIC has a noticeable positive effect on performance
when increasing the number of iterations or the size of the superpixels.

The importance of a correct value of Nmax is apparent from the results seen in
Figure 4.3. In general, Nmax = 3 requires large enough superpixels to yield good
results. This is most likely due to the distortion effects described in Section 2.3.3
for large superpixels. Furthermore, the results worsen with an increasing number
of iterations. This is a result of running the algorithm on too high a coarseness
level for too long. For the images in the BSD dataset, Nmax = 2 has a clear per-
formance advantage over Nmax = 3 due to the relatively low image resolution.
The slight improvement in computation time from using a higher level is only
noticeable for high resolution images when running for multiple iterations.

5.2 Results for Object Detection

In this section, the results obtained from the object detection algorithm as well
as the obtained error measure values are discussed.

5.2.1 The Error Measures

The main goal of the segmentation algorithm is to find and segment general ob-
jects in a captured scene. In the end, the main objective of an active vision system
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for use in cars is to prevent the car from running into objects. In order to fulfil that,
it is important that all the objects present in the scene are detected. The Sensi-
tivity measure indicates how many of the objects in the scene that were detected,
which gives it a high priority. It is also desirable to keep the number of wrongly
detected objects to a minimum, corresponding to a high Precision value. An ex-
ample that illustrates this is shown in Figure A.2 where most of the car pixels
are detected, giving a good Sensitivity score. There are however many wrongly
detected pixels in the image, resulting in low Precision.

The Correctness is a measure of how many of the superpixels which were labelled
correctly across the entire image. Since we only employ the use of two classes
(object and non-object), the resulting value is high even though not many objects
are found, as the majority of superpixels are labelled as non-objects and there-
fore count as being correctly classified. An example of this is shown in Figure
A.1, where the Sensitivity score implies that roughly half of the object pixels were
labelled correctly. Since the objects are located far away from the camera, most
pixels in the image are still correctly labelled as non-objects, yielding a high Cor-
rectness value.

In contrast to Correctness, IoU and iIoU give a measure which more correctly re-
lates to the actual overall segmentation quality, since the correctly labelled non-
objects do not add to the score. iIoU in particular gives results that better reflect
the real world results, especially in the case where the objects which should be de-
tected are small and far away. In the previously mentioned segmentation shown
in Figure A.1, the IoU and iIoU have lower values than the Correctness, excluding
the effect of correctly labelled non-objects. The difference between IoU and iIoU
is best illustrated in Figure A.4, where the number of pixels in the ground truth
that are labelled as objects is small. In this case, the iIoU gives a considerably
higher score than IoU, as it takes the size of the objects in the image into account.

5.2.2 Increasing the Number of Superpixels

The most apparent (and also expected) result yielded by the performed experi-
ments is the impact of the number of superpixels on segmentation quality. By
increasing the number of superpixels, the probability of finding objects which
are small or faraway increases. In scenes such as the ones presented in Figures
A.1 and A.3, the algorithm gets difficulties detecting the objects furthest away
from the camera, should the number of superpixels be too low. This is because
the algorithm cannot differentiate between objects covered by single superpixels
and noise. However, simply increasing the number of superpixels with the in-
tent of increasing the segmentation quality has several drawbacks, with the most
prominent one being increased computation time. Increasing the number of su-
perpixels too much might also have a negative effect on the segmentation quality,
as seen in Table 4.1. One reason for this might be that the benefit of the locality
of the superpixels is reduced. As the superpixels shrink, so does the number of
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pixels that affect each superpixel’s final properties. Image areas for which the
disparity values are invalid or incorrectly calculated might thereby affect certain
superpixels more, increasing the risk of them being regarded as noise by the clus-
tering algorithm. An example of this is shown in Figure 5.1.

Figure 5.1: A detected object (left) and the same object using 8 times the
number of superpixels (right). Disparity values in the middle of car windows
are prone to errors, which become apparent when decreasing the superpixel
size.

5.2.3 The Effect of Altering the Distance Measure

Two experiments were run in which parameters in the distance measure were
altered. In the superpixel compactness experiment, the compactness parameter
m was varied, while in the other experiment the influence of disparity was con-
trolled using a scaling parameter α. In what way a different value of α orm affects
the superpixels is illustrated in Figures 5.2 and 5.3, respectively. A high value of
α gives better edges in regions where the disparity map is of good quality, such
as around the upper body or the head of pedestrians. It also introduces errors
in areas where there is noise in the disparity map, for example around the legs
of pedestrians. As for the compactness parameter m, a low value creates super-
pixels that follow the edges present in the image well, but results in superpixels
of irregular shapes. A high value gives regularly placed superpixels of similar
shape, but the edges in the image are preserved to a lesser extent.

From the results of the compactness experiment seen in Table 4.2, it can be con-
cluded that a low compactness affects the clustering result negatively, in accor-
dance to what was expected. As for values of m of 10 and upwards, the quality
remains at a fairly constant level, or possibly experiences a slight increase. For
this case it is also important to take the visual quality of the result into consider-
ation. While the difference is small in the error measure for large m, all too large
values have a noticeable negative effect on the visual quality of the segmentation,
as can be seen in Figure 5.4. In this figure, the same objects are found regardless
of the value of m. In the case of m = 40, the edges of the detected objects are
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Figure 5.2: Part of an image showcasing the difference between α = 0 (left)
and α = 10 (right). Notice that a higher α leads to better superpixels around
the upper body/head regions, while introducing errors for the legs (an area
which is more prone to be noisy in the disparity map).

Figure 5.3: Part of an image showcasing the difference between m = 1 (left)
and m = 40 (right).

rougher than for m = 10, causing pixels that are part of the road and background
to be wrongfully labelled as objects. It is therefore desirable to keep the compact-
ness at a level where there is a balance between high error measure values and
perceived visual quality.

As for using the disparity as part of the distance measure, the results in Table 4.3
do not indicate any form of improvement. In fact, the value of the parameter α
does not appear to have any noticeable effect on the overall segmentation quality
whatsoever. This would suggest that the superpixel borders obtained solely from
the colour information in the image are sufficient.
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Figure 5.4: A segmentation showing the difference between m = 40 (left)
and m = 10 (right) for k = 4000.

5.2.4 Using the Median Disparity

The difference between representing a superpixel’s disparity using either the
mean or median of the disparities of its consistuent pixels is illustrated in Fig-
ure 5.5. In order to mitigate the effect of pixels with invalid disparities, only
pixels with valid disparity contributed to the calculation of the mean. There is
still a noticeable difference in the two images, as the use of the median resulted
in more visually homogeneous disparities for the objects in the scene.

Figure 5.5: Refined disparity map with mean disparities (left) and median
disparities (right).

The largest increase in segmentation quality is undoubtedly gained from using
the median for calculating the final superpixel disparities, with substantial im-
provements for all error measures, as can be seen in Table 4.6. The only real
drawback of this method would be the computational cost. When using the mean
for calculating superpixel disparities, it can be computed incrementally for each
pixel update. This cannot be done when calculating the median.
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5.2.5 Concentrating Initial Superpixel Centres

As can be seen in Table 4.5 and 4.4, the concentration of superpixel centres in ar-
eas where objects are either smaller or more likely to be found is a way to increase
the segmentation quality. This has a particularly positive effect on the Detection
measure, as expected. Both of the evaluated distribution options produces simi-
lar results, although using the disparity to place the centres proves to be slightly
more effective for larger number of superpixels. The opposite is true for the other
option.

This difference might simply be caused by a difference in parameter values. As
can be seen in Figure 5.6, the faraway areas have a significantly higher super-
pixel density in the image where disparity was utilised than where it was not.
Increasing pixel density along the horizon is a fairly simple way to address the
performance difference for large numbers of superpixels.

When combining the use of median disparity with any of the two distribution op-
tions, the segmentation results are improved. As shown in Table A.1, the results
obtained from using each of the superpixel options are rather similar regardless
of which one that is used. It can be argued that the two options yield similar im-
provements. The only real difference would be that one of the options requires
access to a pre-computed disparity map at an early stage (before the superpixel
image is generated), while the other does not.

5.2.6 Algorithm Speed

As expected, the time consumed by the segmentation step increases with the num-
ber of superpixels. Most of the time is consumed by processes which involve op-
erations performed in a high-resolution image; the process of finding the neigh-
bouring pixels for each superpixel and the process which assigns each superpixel
its designated label.

The bulk of the clustering itself (ground and background removal as well as DB-
SCAN clustering) is relatively fast, accounting for about 1−2% of the total compu-
tation time. This is where the benefit of the superpixel representation becomes
apparent. Running the same algorithm without using a superpixel representa-
tion would mean roughly 500 times the computation time needed compared to
using 4000 superpixels. This means that a real-time implementation without us-
ing superpixels is improbable.

As for the last step of the algorithm, the time consumption is dominated by the
morphological operations applied to the image in order to remove minor irreg-
ularities in the edges of the final segments (such as spurs or small holes). The
impact on performance remains fairly constant for the number of superpixels, as
the size of the objects in the segmentation image is the same for all numbers of
superpixels. The increase of time consumed for a larger number of superpixels is
likely because more potential objects are detected, resulting in more segments to
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a)

c)

b)

d)

Figure 5.6: An RGB image (a) with its corresponding disparity map (b). The
bottom images show the superpixel density distributions for k = 8000 in the
image by concentrating pixels to the horizon (c) and concentrating pixels in
areas with low disparity (d). Lighter colour indicates higher density.

post-process.

The results presented in Section 4.3.3 indicate that the processing speed for the
current implementation of the algorithm is dominated by the processes in steps
1 and 2, which both involve looping through and processing large images. When
using 4000 superpixels, step 2 and 4 together can run in 5Hz using the current
implementation, while still performing relatively expensive morphological oper-
ations on the end result.

5.2.7 Overall Performance

The performance of the proposed object detection algorithm varies greatly de-
pending on the scene. The best performance is achieved in scenes where there is
a well-defined background, the road is approximately flat and objects are clearly
separated from other objects and located close to the camera. A scene which ful-
fils these conditions is for example where pedestrians cross the road in a traffic
environment. For these scenes, it is common to see values of iIoU, Sensitivity or
Precision above 0.8. A good example of this is shown in Figure 5.7. Most of the
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pedestrians are accurately segmented, with the exception of the person walking
close to the building in the right hand side of the image, who is regarded by the
algorithm as being part of the building itself.

Figure 5.7: A segmentation of pedestrians.

The algorithm struggles more with objects that are far away, both because the far-
away objects are represented by fewer superpixels, but also since they are more
likely to be mistaken as being part of the background or road plane. Objects may
also be missed by the algorithm if they are placed underneath or close to tall
buildings or trees, as they will be regarded as being part of the wall. In Figure 5.8
the effect of high trees on the background detection is noticeable. The cars fur-
ther away on the right hand side are considered as being part of the background
due to their position behind the trees in disparity space. The detected high points
and the detected background is shown in Figure 5.9.
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Figure 5.8: Trees interfering with object detection.
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Figure 5.9: The detected high points (green) in the scene (left) and the re-
moved background points (green) together with the background boundary
(blue) shown in disparity coordinates (right).

Another issue lies in the identification and removal of superpixels belonging to
the background. In Figure 5.10, part of the background to the left in the image
has been wrongfully detected as an object. This is not unusual to see close to the
image edges, where the lack of disparity data affects the estimation of the contour
separating the background from the rest of the scene. A similar effect can be
obtained if there is a lack of high points from which to determine the background
contour. This is the cause of the incorrectly detected objects in Figure 5.4.
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Figure 5.10: Final segmentation of an image showing part of the background
being detected as an object (left). The removed background points (green)
and the background boundary (blue) shown in disparity coordinates (right).

5.3 Proposed Method Assessment

In this section, the validity of the obtained results are discussed for both the
superpixel algorithms and the object detection algorithm.

5.3.1 Superpixels

The superpixel algorithms and all error measures that are used in this work are
implemented from scratch using Matlab, and there are most certainly better im-
plementations to be found on the Internet. The benefit of implementing the al-
gorithms from scratch is that they can be compared without introducing bias
on performance caused by one implementation being better optimised than the
other. This is especially important for the comparison between SLIC and CTF-
SLIC done in this report, as CTF-SLIC retains much of the inner workings of the
SLIC algorithm. Although the qualitative performance of the superpixel algo-
rithms should still be comparable to the original implementations, the runtimes
as well as error measures may not.1 Despite that, efforts have been made to im-
plement the algorithms in as similar ways as possible so that the relative perfor-
mance shall be comparable.

Regarding the validity of the superpixel performance results obtained, the BSD
dataset is frequently used for the purpose of evaluating superpixel algorithms,
and is used for example in [2] and [19]. For practical reasons, only 200 of the
500 available images were used, along with all given ground truth segmentations
for each image. For calculating the Undersegmentation Error, the time consump-
tion warranted a further reduction of the number of images down to 100. The
combined experiments for the superpixel part of the project performed on the

1In fact, the implementation of SLIC provided by the authors is in practice considerably faster
than any of the three algorithm implementations.
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BSD dataset took several days of non-stop computing to perform, with the major-
ity of the computation time being consumed by the ground-truth pixel-per-pixel
evaluation. Performing the evaluation using all 500 images and all ground truth
segmentations would take a significantly longer time, and was not done.

5.3.2 Object Detection

The implemented algorithm is simple in its nature. We make a number of as-
sumptions regarding how the world looks, and remove any pixels which do not
fit into that description. While this yields good performance in scenes matching
these assumptions, the performance is lacking in scenes that do not. For exam-
ple, the result seen in Figure 5.11 fits the assumptions perfectly. There is a well-
defined background, the road is flat and the objects in the foreground are clearly
separated from tall houses or trees. The result in Figure 5.12 on the other hand,
shows a scene which does not match the assumptions very well, with lacking seg-
mentation quality as a result. The tall trees in the image cause the cars parked
underneath to be considered as being part of the background, and thus the cars
are not detected.

Figure 5.11: A scene which yielded a good segmentation result. Objects are
close to the camera and separated from the background.

Another issue with the algorithm is that it uses a lot of parameters that need to
be tuned for optimal performance. The parameters which need to be set include:

• The height over which points are labelled as high points. All points above
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Figure 5.12: A scene which yielded a poor segmentation result. The trees
cause most of the objects to be labelled as background.

this height are considered as being part of the background, and the optimal
value depends on the scene. Recommended value: 2-3 metres.

• The height under which a point can be part of the ground. If the road
has shifting height or contains high sidewalks, a higher value is needed.
Recommended value: 0.2-0.5 metres.

• The maximum distance in XZ-coordinates which defines whether a point
with low height is part of an object made up by pixels above it. The opti-
mal value is dependent on the number of superpixels used in the segmen-
tation, as fewer superpixels causes the points in the XZ-plane to become
more sparse. Recommended value: 0.5-1 metres.

• The two input parameters minPts and ε required for the DBSCAN cluster-
ing as described in Section 3.3.4.

Too low a value of minPts increases the sensitivity to noise, while too high
a value makes it harder to detect small objects. The larger the number of
superpixels, the larger the value that can be used. Recommended value: 2-5
points.

ε is the distance in XZ-coordinates within which two points are considered
to be neighbours. Since neighbouring points are restricted to points whose
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corresponding superpixels are also neighbours in the image plane, too high
a value will not result in all points forming one single cluster (as is the
case in the normal DBSCAN algorithm). The value of ε can be tuned to
achieve a suitable separation of the detected objects into multiple clusters.
The smaller the number of superpixels, the larger the value ε must be. Rec-
ommended value: 0.5-1 metres.

• The required height characteristics of possible objects found in the DB-
SCAN step. This includes constraints on the total height of objects, and
the allowed height above the ground (to remove "flying" objects). Recom-
mended object height interval: 0.5-2.5 metres. Recommended maximum height
of object above ground: 0.3-0.8 metres.

When setting the parameters stated above, the algorithm will rule out any point
which does not meet the criteria. This means that points which for example are
classified as being part of the road as a result of the first road removal step (using
RANSAC to estimate a plane to the road surface) never are considered in sub-
sequent steps. Therefore, setting one parameter to a sub-optimal value early in
the process has a great effect on the end result. A scene which illustrates this
is shown in Figure 5.13. The image illustrates well the effect of the parameters
used for ground removal. For the faraway cars, the points closest to the ground
are removed, while the car to the right also includes several ground points. The
cause of this is that the distance threshold in the second ground removal step is
constant while the point concentration 3D-space is not (although it is mitigated
by concentrating superpixels in low-disparity areas).

Figure 5.13: This segmentation illustrates well the effect of the parameters
used for ground removal.
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Similar to the superpixel algorithm evaluation, the performance evaluation of the
object detection algorithm is only performed on a part of the Cityscapes Dataset.
The three cities of Aachen, Hamburg and Zürich are chosen, as they present a
large variety of traffic situations. Because of time constraints, it is unfeasible to
run all the experiments for all 5000 available images. In the end, this only repre-
sents around 10% of the entire supply of provided images with fine annotations.
For the sake of this project though, this might be enough. The final goal is not to
create an algorithm which actively competes with existing algorithms, but rather
to examine the effect of the superpixel preprocessing step on the algorithm’s per-
formance. It is also hard to compare the actual results obtained to the existing
benchmarks on the dataset found on the Cityscapes website [3]. The performance
results of the algorithms presented there are based on a semantic labelling of the
scene, while the algorithm implemented in this work does not make any attempt
to classify the detected objects.
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Conclusions

In this thesis, a process that utilises information obtained from a car-mounted
stereo camera for general object detection has been presented and evaluated. The
process is split into two steps; generation of a superpixel segmentation and the
clustering of superpixels representing objects based on positional information.

For the superpixel part, an improvement of the widely used SLIC algorithm
called CTF-SLIC has been proposed. CTF-SLIC yields increased or equal quality
segmentations, while outperforming regular SLIC in terms of speed, in particular
for high-resolution images where the superpixels are made up of a large amount
of pixels. Experiments show that the use of CTF-SLIC can reduce the segmen-
tation time down to 40% of the time required by SLIC on the high-resolution
images of the Cityscapes Dataset.

In the evaluation performed in this thesis, CTF was shown to outperform the two
other algorithms in Boundary Recall, getting up to a 9% and 6% higher score than
SLIC and CTF-SLIC, respectively. The segmentation quality of CTF is largely un-
affected by an increase in the number of iterations; CTF using 1 iteration achieves
almost the same Achievable Segmentation Accuracy and Undersegmentation Error as
CTF-SLIC using 10 iterations. The segmentation of an image from the Cityscapes
Dataset using CTF-SLIC with 10 iterations and CTF using 1 iteration results in
CTF being 2.6x faster than CTF-SLIC (and 6.1x faster than SLIC using 10 iter-
ations). Therefore, regarding segmentation quality and speed, CTF appears to
be the best of the three algorithms. The benefit of CTF-SLIC over CTF is rather
the ability to control the superpixel density distribution (which is shown to be
beneficial for the subsequent object detection) and the fact that the inner loop of
the original SLIC algorithm is preserved, potentially making it compatible with
other SLIC-based algorithms such as [17].

69
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The proposed object detection algorithm is promising for finding general objects
in a traffic environment, being able to detect average 58% of the objects in the
evaluated images.1 Through the use of a superpixel preprocessing step, the seg-
mentation time is improved and errors in the disparity map are mitigated. The
best performance was achieved for objects within a relatively close distance to
the camera.

6.1 Towards Real-Time Performance

Is the use of a superpixel algorithm suitable for real-time segmentation of images in a
traffic environment?

For object detection in traffic environments, it is important that the algorithm is
fast enough to be able to detect sudden changes in the scene. Such changes could
be caused by for example objects approaching in high speed, or objects suddenly
entering the camera’s field of view from the sides. In accordance with [24], we
consider an update speed of 30 frames per second to be real-time performance.

As for the superpixel algorithms, the performance when implemented correctly is
reported to be 5Hz for SLIC and 30Hz for the coarse-to-fine algorithms [2, 19, 24].
This does however apply to the low-resolution images found in the BSD dataset.
CTF is more resistant to the increase in resolution, while SLIC is not [2, 9].2

Although SLIC is slow for large images, there are variations of the algorithm
which achieve real-time performance for high-resolution images with the help
of hardware acceleration [9, 17]. The implementation of CTF-SLIC using hard-
ware acceleration could prove to be a useful method for real-time segmentation
of high-resolution images. CTF-SLIC does not alter the inner loop of the SLIC
algorithm in any other way than limiting the pixel updates to superpixel borders.
That should make adapting CTF-SLIC for use with a GPU, akin to what is done
with SLIC in [17], a relatively simple task.

The performance of the core of the object detection algorithm (Step 2 in Section
4.3.3) shows promising results for use in real-time. Even though this is where the
majority of the actual object detection is performed, it takes a mere 0.18 seconds
when using as many as 8000 superpixels. In order to attain real-time perfor-
mance, the performance bottlenecks described in Step 1 and 4 in Section 4.3.3
must also be dealt with properly. Possible improvements include keeping track
of each superpixel’s neighbours throughout the superpixel generation step, and

1Based on the best achieved average Sensitivity.
2The authors of [24] claim that their algorithm has real-time capability for the high-resolution

KITTI dataset [7] for their stereo superpixel algorithm provided that the computation of image dis-
parities are done in real-time. It is therefore likely to assume that the simpler mono superpixel
algorithm on which CTF is based also fulfils this criterion.
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parallelising the per-pixel computations involving high-resolution images.

Through the improvements described above, there is potential for the object de-
tection algorithm to achieve real-time performance in a traffic environment. The
reduction in complexity provided by the superpixel preprocessing step is neces-
sary in order for the proposed object detection to reach this goal.

6.2 Influence of Superpixel Parameters

How do the different parameters of the superpixel algorithm affect performance?

The performed evaluation shows that the number of superpixels is the factor
which has the most influence on the segmentation quality. A higher number of
superpixels is not always better, as the runtime is negatively affected and yields
diminishing returns in terms of segmentation quality. The compactness of the
superpixels also turned out to affect segmentation performance; highly irregular
superpixels gave noticeably worse results than superpixels with moderate or high
compactness. Finally, representing the disparity of each superpixel using the me-
dian of the pixel disparities instead of the mean turned out to be beneficial for
segmentation quality regardless of the number of superpixels.

6.3 Including Depth Data for Superpixel Generation

Is it useful to include depth information when generating the superpixels?

The evaluation performed in this thesis shows that concentrating superpixels in
areas of the image with low disparity indeed does enhance the quality of the final
segmentation. However, similar results could be obtained by simply concentrat-
ing the pixels along a horizontal line which roughly coincides with the horizon
in the images.

The drawback of utilising the depth data as early in the process as superpixel
generation is that the stereo-matching algorithm which generates the disparities
must be allowed to finish before superpixel generation can commence. In a traf-
fic situation where every millisecond matters, it is desirable to finish generating
the superpixels as fast as possible. It would therefore be beneficial if superpixels
could be generated in parallel with the disparity map, so that subsequent pro-
cesses which use the superpixels and disparity information can start working as
fast as possible.

Including depth information results in a better quality segmentation if used as
a basis for the superpixel density distribution in the image. This introduces a
performance bottleneck as the superpixel segmentation cannot commence until
the disparity map has been calculated. Since the same increase in segmentation
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quality can be achieved by concentrating superpixels to the horizon, the inclusion
of depth information when generating the superpixels is of little use.

6.4 Future Work

There are several aspects of the algorithms presented in this thesis which would
be interesting to investigate, had more time been available. First of all, imple-
menting the algorithms properly using e.g. C or C++ would be beneficial from
a performance point of view. Also, implementing the CTF-SLIC algorithm using
hardware acceleration akin to the method seen in [17] would be of great interest,
especially for segmenting high-resolution images. It would also be of interest to
consider a hardware-accelerated implementation of either [22] or [24].

As of now, the object detection algorithm does not employ any form of learning,
but relies on a large number of parameters which have to be set correctly by the
user. Since there is a vast amount of training data available, it would be of inter-
est to introduce some form of learning in order to increase the robustness of the
algorithm. For example, the ability to differentiate between high trees and build-
ings using texture or colour descriptors could lead to better results in cases such
as those seen in Figures 5.8 and 5.12. It would also be of interest to introduce
a probability-based segmentation algorithm which, instead of completely remov-
ing road- or background superpixels, assigns each superpixel a label with some
attached level of confidence. This might alleviate the issues caused by superpix-
els belonging to objects being wrongfully excluded at an early stage.
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A
Qualitative Results

In this appendix, some qualitative results of object detection performed on some
of the images from the Cityscapes dataset is presented, along with error measures
and comments. The results are obtained for CTF-SLIC with Nmax = 2, k = 6000,
m = 5, and using median depth and superpixels placed based on disparity.

Figure A.1: A segmentation where several objects are located far away.
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Figure A.2: The cars to the right are accurately segmented, but the bushes
on the left are not, due to lack of high points directly above the bushes as
well as low disparity values in the leftmost edge.

Figure A.3: The majority of the cars were detected.
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Figure A.4: An example of a segmentation that does not fit well with the
ground truth data, receiving a bad score.

Figure A.5: The large vertical segment on the wall to the far left is a result
of the sharp drop in disparity close to the left image edge, affecting the back-
ground border.
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Figure A.6: All objects of interest have been found, showcasing the general-
ity of the object detection algorithm.

Figure A.7: The cars further away on the right hand side are considered to
be part of the background, since they are placed below the high trees.
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Figure A.8: The car in the middle close to the background has lost around
half of its pixels due to the background removal step.

Figure A.9: Only some of the objects are found, and part of the background
remains on the right hand side.
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Figure A.10: The people to the left are found, but the image contains many
errors.

Figure A.11: A segmentation of pedestrians.
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Figure A.12: Cars or other objects located at the far left edge close to the
camera gets a patchy look caused by a lack of valid disparity values.

Figure A.13: Segmentation of pedestrians. The building to the left is also
detected as an object because of its relatively low height.
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Figure A.14: An example of good conditions for the segmentation algorithm.
Both the pedestrian and the bicyclist is detected.

k Correctness IoU iIoU Sensitivity Precision

Figure A.1 0.9878 0.5042 0.5303 0.5309 0.9091
Figure A.2 0.9630 0.5584 0.8712 0.9004 0.5951
Figure A.3 0.9714 0.6436 0.7655 0.7768 0.7896
Figure A.4 0.7910 0.0156 0.4500 0.5434 0.0158
Figure A.5 0.9462 0.7431 0.8414 0.8733 0.8328
Figure A.6 0.9659 0.6507 0.8700 0.8949 0.7045
Figure A.7 0.9466 0.7530 0.8181 0.8410 0.8780
Figure A.8 0.9790 0.6251 0.6793 0.6827 0.8811
Figure A.9 0.9415 0.1506 0.3113 0.3231 0.2199

Figure A.10 0.9021 0.1408 0.3643 0.3921 0.1801
Figure A.11 0.9543 0.6855 0.7955 0.8137 0.8131
Figure A.12 0.7439 0.3937 0.4480 0.5132 0.6283
Figure A.13 0.8981 0.4781 0.8640 0.9576 0.4884
Figure A.14 0.9889 0.6001 0.6401 0.6412 0.9033

Table A.1: Error measures for the resulting segmentations.



Bibliography

[1] Radhakrishna Achanta, Appu Shaji, Kevin Smith, Aurelien Lucchi, Pascal
Fua, and Sabine Süsstrunk. Slic superpixels. Technical report, 2010. Cited
on pages 6 and 7.

[2] Radhakrishna Achanta, Appu Shaji, Kevin Smith, Aurelien Lucchi, Pascal
Fua, and Sabine Süsstrunk. Slic superpixels compared to state-of-the-art
superpixel methods. IEEE transactions on pattern analysis and machine
intelligence, 34(11):2274–2282, 2012. Cited on pages 5, 7, 54, 64, and 70.

[3] Marius Cordts. Benchmark suite, 2017. Cited on page 68.

[4] Marius Cordts, Mohamed Omran, Sebastian Ramos, Timo Rehfeld, Markus
Enzweiler, Rodrigo Benenson, Uwe Franke, Stefan Roth, and Bernt Schiele.
The cityscapes dataset for semantic urban scene understanding. In Proc. of
the IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
2016. Cited on pages 17 and 37.

[5] Martin Ester, Hans-Peter Kriegel, Jörg Sander, Xiaowei Xu, et al. A density-
based algorithm for discovering clusters in large spatial databases with
noise. In Kdd, volume 96, pages 226–231, 1996. Cited on page 31.

[6] Mark Everingham, SM Ali Eslami, Luc Van Gool, Christopher KI Williams,
John Winn, and Andrew Zisserman. The pascal visual object classes chal-
lenge: A retrospective. International Journal of Computer Vision, 111(1):98–
136, 2015. Cited on pages 14 and 46.

[7] Andreas Geiger, Philip Lenz, Christoph Stiller, and Raquel Urtasun. Vision
meets robotics: The kitti dataset. The International Journal of Robotics Re-
search, 32(11):1231–1237, 2013. Cited on page 70.

[8] John A Hartigan and Manchek A Wong. Algorithm as 136: A k-means clus-
tering algorithm. Journal of the Royal Statistical Society. Series C (Applied
Statistics), 28(1):100–108, 1979. Cited on page 6.

[9] Injoon Hong, Iuri Frosio, Jason Clemons, Brucek Khailany, Rangharajan
Venkatesan, and Stephen W Keckler. A real-time energy-efficient superpixel

83



84 Bibliography

hardware accelerator for mobile computer vision applications. In Design
Automation Conference (DAC), 2016 53nd ACM/EDAC/IEEE, pages 1–6.
IEEE, 2016. Cited on pages 6 and 70.

[10] Shao Huang, Weiqiang Wang, Shengfeng He, and Rynson WH Lau. Stereo
object proposals. IEEE Transactions on Image Processing, 26(2):671–683,
2017. Cited on page 21.

[11] FLIR Integrated Imaging Solutions Inc. How is depth determined from a
disparity image?, 2015. Cited on page 23.

[12] Adobe Systems Incorporated. Technical guides: Cielab, 2000. Cited on page
8.

[13] Gert Kootstra, Niklas Bergström, and Danica Kragic. Fast and automatic
detection and segmentation of unknown objects. In Humanoid Robots (Hu-
manoids), 2010 10th IEEE-RAS International Conference on, pages 442–447.
IEEE, 2010. Cited on pages 21 and 22.

[14] Li Li, Jian Yao, Jinge Tu, Xiaohu Lu, Kai Li, and Yahui Liu. Edge-based
split-and-merge superpixel segmentation. In Information and Automation,
2015 IEEE International Conference on, pages 970–975. IEEE, 2015. Cited
on page 5.

[15] Ming-Yu Liu, Oncel Tuzel, Srikumar Ramalingam, and Rama Chellappa. En-
tropy rate superpixel segmentation. In Computer Vision and Pattern Recog-
nition (CVPR), 2011 IEEE Conference on, pages 2097–2104. IEEE, 2011.
Cited on page 38.

[16] D. Martin, C. Fowlkes, D. Tal, and J. Malik. A database of human segmented
natural images and its application to evaluating segmentation algorithms
and measuring ecological statistics. In Proc. 8th Int’l Conf. Computer Vision,
volume 2, pages 416–423, July 2001. Cited on pages 6, 26, and 37.

[17] Carl Yuheng Ren and Ian Reid. gslic: a real-time implementation of slic
superpixel segmentation. University of Oxford, Department of Engineering,
Technical Report, 2011. Cited on pages 6, 69, 70, and 72.

[18] Xiaofeng Ren and Jitendra Malik. Learning a classification model for seg-
mentation. In ICCV, volume 1, pages 10–17, 2003. Cited on page 5.

[19] David Stutz, Alexander Hermans, and Bastian Leibe. Superpixels: An eval-
uation of the state-of-the-art. Computer Vision and Image Understanding,
2017. Cited on pages 5, 64, and 70.

[20] Trafikanalys. Vägtrafikskador 2016, 2017. Cited on page 1.

[21] Maciej Wieslaw Trzcinski. Texture aided superpixel segmentation. PhD
thesis, 2013. Cited on page 5.



Bibliography 85

[22] Michael Van den Bergh, Xavier Boix, Gemma Roig, Benjamin de Capitani,
and Luc Van Gool. Seeds: Superpixels extracted via energy-driven sampling.
In European conference on computer vision, pages 13–26. Springer, 2012.
Cited on pages 6, 7, 10, 13, 54, and 72.

[23] Ouyang Xingming and Wei Wei. Video object segmentation based on dis-
parity. In Advances in Web and Network Technologies, and Information
Management, pages 36–44. Springer, 2009. Cited on page 21.

[24] Jian Yao, Marko Boben, Sanja Fidler, and Raquel Urtasun. Real-time coarse-
to-fine topologically preserving segmentation. In Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition, pages 2947–2955,
2015. Cited on pages 7, 10, 13, 54, 70, and 72.


	Abstract
	Acknowledgments
	Contents
	1 Introduction
	1.1 Objective
	1.2 Problem Definition
	1.3 Solution Strategy
	1.4 Limitations
	1.5 Report Structure

	2 Superpixel Algorithms
	2.1 Definition
	2.2 Related Work
	2.3 Superpixel Algorithms
	2.3.1 Spectral Linear Iterative Clustering (SLIC)
	2.3.2 Coarse-To-Fine Superpixel Segmentation (CTF)
	2.3.3 Coarse-To-Fine Spectral Linear Iterative Clustering (CTF-SLIC)

	2.4 Incorporating Depth Information
	2.4.1 Disparity as a Distance Measure
	2.4.2 Disparity Utilised for Superpixel Initialisation


	3 Object Detection
	3.1 Related Work
	3.2 Disparity Map Refinement
	3.3 The Algorithm
	3.3.1 Road Plane Estimation
	3.3.2 Background Removal
	3.3.3 Ground Removal
	3.3.4 Foreground Clustering
	3.3.5 Post-Processing


	4 Evaluation
	4.1 Datasets
	4.2 Superpixels
	4.2.1 Error Measures
	4.2.2 Evaluation Implementation
	4.2.3 Quantitative Results
	4.2.4 Segmentation Speed Analysis

	4.3 Object Detection
	4.3.1 Error Measures
	4.3.2 Evaluation Results
	4.3.3 Algorithm Speed


	5 Discussion
	5.1 Results for Superpixel Segmentation 
	5.1.1 SLIC
	5.1.2 CTF
	5.1.3 CTF-SLIC

	5.2 Results for Object Detection
	5.2.1 The Error Measures
	5.2.2 Increasing the Number of Superpixels
	5.2.3 The Effect of Altering the Distance Measure
	5.2.4 Using the Median Disparity
	5.2.5 Concentrating Initial Superpixel Centres
	5.2.6 Algorithm Speed
	5.2.7 Overall Performance

	5.3 Proposed Method Assessment
	5.3.1 Superpixels
	5.3.2 Object Detection


	6 Conclusions
	6.1 Towards Real-Time Performance
	6.2 Influence of Superpixel Parameters
	6.3 Including Depth Data for Superpixel Generation
	6.4 Future Work

	A Qualitative Results
	Bibliography

