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Abstract
In this work, the graph database Neo4j developed by Neo Technology is presented together with some
of it's functionality when it comes to accessing data as a graph. This type of data access brings the
possibility to implement common graph algorithms on top of Neo4j. Examples of such algorithms are
presented together with their theoretical backgrounds. These are mainly algorithms for finding shortest
paths and algorithms for different graph measures such as centrality measures. The implementations
that have been made are presented, as well as complexity analysis and the performance measures
performed on them. The conclusions include that Neo4j is well suited for these types of
implementations.
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Sammanfattning
I denna rapport presenteras grafdatabasen Neo4j utvecklad av företaget Neo Technology tillsammans
med viss av dess funktionalitet vad gäller att komma åt data som en graf. Denna typ av dataåtkomst
möjliggör implementationen av vanliga grafalgoritmer ovanpå Neo4j. Exempel på sådana algoritmer
presenteras tillsammans med deras teoretiska bakgrunder. Dessa är huvudsakligen algoritmer för att
hitta kortaste vägar och algoritmer för olika typer av mått på grafer som centralitet. Implementationerna
som framställts presenteras, tillsammans med komplexitetsanalys och de prestandamått som utförts på
dessa. Slutsatserna innefattar att Neo4j är väl lämpad för dessa typer av implementationer.

6

Analyzing and adapting graph algorithms for large persistent graphs, 2008

Contents
1 Introduction.............................................................................................................................................9
1.1 Report structure...............................................................................................................................9
1.2 Intended audience............................................................................................................................9
1.3 Background.....................................................................................................................................9
1.4 Problem.........................................................................................................................................10
1.5 Solution.........................................................................................................................................10
1.6 Third party libraries.......................................................................................................................11
1.7 Basic Definitions...........................................................................................................................11
1.8 Chosen algorithms.........................................................................................................................11
2 Applicability of standard algorithms on the Neo4j solution.................................................................13
2.1 Subgraph selection / calculation limitations..................................................................................13
2.2 Neo4j operation complexities........................................................................................................14
2.3 Complexity of Java utilities...........................................................................................................14
3 Testing...................................................................................................................................................15
4 Measures of performance......................................................................................................................17
4.1 Execution environment..................................................................................................................17
4.2 Measuring framework...................................................................................................................17
4.3 Generated graphs...........................................................................................................................18
5 Shortest Path algorithms.......................................................................................................................20
5.1 Definitions.....................................................................................................................................20
5.2 Implementation remarks................................................................................................................20
5.3 Path representations.......................................................................................................................21
5.4 Breadth-first search algorithm.......................................................................................................21
5.5 Dijkstra Algorithm.........................................................................................................................23
5.6 Bidirectional Dijkstra Algorithm...................................................................................................26
5.7 Bidirectional Breadth First Search................................................................................................30
5.8 Floyd Warshall Algorithm.............................................................................................................30
6 Path finding algorithms.........................................................................................................................32
6.1 Find all simple paths algorithm.....................................................................................................32
7 Graph measures and centrality algorithms............................................................................................34
7.1 Definitions.....................................................................................................................................34
7.2 Implementation remarks................................................................................................................34
7.3 Eccentricity....................................................................................................................................35
7.4 Radius and diameter......................................................................................................................37
7.5 Stress centrality algorithm.............................................................................................................38
7.6 Betweenness centrality algorithm.................................................................................................39
7.7 Closeness centrality algorithm......................................................................................................41
7.8 Running several centrality algorithms simultaneously.................................................................42
8 Eigenvector centrality algorithms.........................................................................................................44
The Power method...............................................................................................................................45
7

Analyzing and adapting graph algorithms for large persistent graphs, 2008

8.2 Arnoldi iteration............................................................................................................................46
9 Conclusions and Future Work...............................................................................................................50
9.1 Adaptation to the data model.........................................................................................................50
9.2 Resulting complexities..................................................................................................................50
9.3 Limiting computations..................................................................................................................52
9.4 Clustering......................................................................................................................................52
9.5 Semantic interpretations................................................................................................................52
9.6 Filling out with more algorithms...................................................................................................53
9.7 General functions..........................................................................................................................54
9.8 Dijkstra with multiple start points.................................................................................................54
9.9 Decentralized searching in small world graphs.............................................................................54
10 References...........................................................................................................................................56
10.1 Software packages.......................................................................................................................57
10.2 Short reference criticism.............................................................................................................57
11 Appendix A: User manual...................................................................................................................58

8

Analyzing and adapting graph algorithms for large persistent graphs, 2008

1 Introduction
Here the background to the problem is presented, the intended solution and what questions should be
answered through this work.

1.1 Report structure
This report starts with some introduction sections such as this, number 1, specifying the problem solved
in this work. In section 2 some of the features of Neo4j are examined and how these can support
common graph algorithms is investigated. Some notes about complexity analysis is also made here. In
section 3 the framework used for testing is explained. This is followed by section 4 where the
environment and tools used for performance measures are defined.
Then follows a few sections about the algorithms, their theory, implementation and results. Section 5 is
dedicated to shortest path algorithms. In section 6, an algorithm for finding many simple paths through
a graph is presented. Section 7 contains the algorithms computing centrality measures based on shortest
paths. This is followed by section 8 containing algorithms computing a centrality measure based on
eigenvectors.
Last, section 9 contains the end conclusions together with some thoughts about future expansions of
this work.

1.2 Intended audience
As this work was primarily done for the developers at the company, creating a software module
targeted at other developers, the readers of this report are expected to have some knowledge about
programming and to have only some basic knowledge about graphs and their properties.

1.3 Background
The software company Neo Technology is developing what they have chosen to call a graph database, a
network oriented database, Neo4j. To cite their own homepage neo4j.org, “... an embedded, disk-based,
fully transactional Java persistence engine that stores data structured in graphs rather than in tables.”
That means that all data is stored as a network, or graph in mathematical language. These graphs,
consists of vertices (called nodes) and edges (called relationships) and supports all the primitive
operations you can expect from these data structures. One typical kind of data that can be stored with
Neo4j is a social network. In this example vertices represents people and edges represents different
relationships between these people. Neo4j includes support for different edge types. In this simple
example these types may be “knows” and “trusts”. This is shown in the following illustration.
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Eve
Knows Knows
Trusts

Alice Knows

Steve
Knows

Bob
Trusts

David

Illustration 1: Example graph of a small social network showing
that edges can have different types.
Note that all edges are directed. When traversing the graph however, the choice can be made to
interpret edges as undirected, directed or directed in the opposite direction.

1.4 Problem
There is currently no functionality implemented in Neo4j to perform different kinds of common graph
calculations on these graphs. In the example above, one question might be: can a common friend for
Alice and Steve be found? What about finding a chain of friends such that David is a friend of a friend
of a friend of Eve? This is clearly about finding a path between two vertices, a well studied problem
when it comes to graph theory. The people at the company desired an investigation of what common
graph algorithms such as the one above could be implemented for Neo4j, if they in that case would
have to be adapted in some way or not, and what performance would be achieved. After some
discussions, the choice was made to focus on algorithms for finding shortest paths and then use that for
algorithms computing different graph measures, such as centrality measures.

1.5 Solution
The solution to the problem is the investigation of what algorithms would be interesting to support,
both for Neo4j internally and customers, and the implementation of these algorithms together with
appropriate tests, complexity analysis and also measures of performance to give a hint about
performance. As Neo4j is structured as a number of components, the implementation of these
algorithms together with proper documentation is to be packaged as a component for Neo4j. Like the
other components, developers should be able to automatically include this component into their
projects through the Maven2 system, which is a software project management tool
(http://maven.apache.org/).
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1.6 Third party libraries
Most of the investigated algorithms are considered to be well known, and as such a great number of
implementations of them already exists. Many of these are commercial and thus of no use unless paid
for. Others are free to use, often with source code available. The main reasons for not using those are
that detailed control of the implementations is desired in order to adapt them for the specific
environment Neo4j provides, and also to have the freedom to modify them if that environment would
change. Another reason is that no library has been found that could be easily adapted and contains the
desired algorithms.
These libraries have however served as a source of inspiration and ideas regarding implementational
details. The most notable is the NetworkX package which contains implementations of a lot of
algorithms in python. Another interesting library is JUNG (Java Universal Network/Graph Framework)
which is interesting since it is implemented in Java, just as Neo4j. However it doesn't seem to include
all the algorithms wanted, and at the time of writing it seems that a new version of JUNG is being built
from scratch and that this new version will be incompatible with the old one. It would thus in a way be
pointless to use the older version, which is the only one currently available.

1.7 Basic Definitions
In this report a graph G is defined as G=(V, E), where V = {i,...,j} is the set of vertices and E⊆V x V
is the set of edges.
To simplify complexity analysis the number of vertices is denoted n = |V|, and the number of edges is
denoted m = |E|.
A note about used terminology in this work should be made. In the world of Neo4j vertices are known
as nodes and edges are known as relationships. The choice has been made to use the words vertex and
edge in this document and to use the words node and relationship in the produced source code and its
documentation.

1.8 Chosen algorithms
Here a brief list of the algorithms included in this report is given. For detailed motivations behind the
inclusion of the respective algorithms, see their dedicated chapters.
First of all, shortest path algorithms are included in order to find the shortest paths from one single
vertex to all other vertices. This algorithm type is called Single Source Shortest Path and two variants
have been investigated:
•

Breadth First Search, for unweighted graphs

•

Dijkstra, for weighted graphs.

Another type of shortest path problem is the Single Source Single Sink Shortest Path problem which
consists of finding the shortest path(s) from one given start vertex to one given target vertex. For this
purpose only one algorithm is properly investigated since a solution based on Breadth First Search
11
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already existed at the company:
•

Bidirectional Dijkstra, for weighted graphs.

An algorithm is included which can find the shortest paths between all pairs of vertices in a weighted
graph:
•

Floyd Warshall

One algorithm is also included which can find all simple paths between two vertices:
•

All Simple Paths

When it comes to graph measures and centrality most of them are based on the shortest path problem.
Two measures for entire graphs are included:
•

Diameter

•

Radius

Centrality for nodes can be computed in several different ways and several algorithms are included:
•

Eccentricity

•

Stress Centrality

•

Betweenness Centrality

•

Closeness Centrality

Another way of computing node centrality not based on the shortest path problem is eigenvector based
centrality. Two algorithms for computing this has been investigated, one simple based on powers to
solve the problem for certain, and another more advanced in an attempt to gain performance:
•

Power Method

•

Arnoldi Iteration
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2 Applicability of standard algorithms on the
Neo4j solution
When choosing and adapting algorithms for Neo4j a number of assumptions are made. First of all the
graphs can be very large. Secondly, they are typically rather sparse, since in for example a social
network every user is not connected to so many users compared to the total number of users. Here a
look is given at the problems and possibilities that arise from those assumptions, and the Neo4j model
in general.

2.1 Subgraph selection / calculation limitations
The graphs stored in a Neo4j instance can be very large, currently capable of handling datasets of one
billion vertices and edges. Because of this many of the chosen algorithms cannot be run on the entire
graph in reasonable time. What is needed is the ability to select what part of the dataset the algorithms
should be working on.
In part this is already supported by Neo4j. In Neo4j each edge has an edge type. The typical example is
a graph where vertices represent people. There may then be edges of the type “knows” to represent
friendship and the type “trusts” to represent how much people trust each other. When calculating which
people know each other, or have mutual friends, the edges of the type “trusts” are simply not
interesting. Neo4j supports this selection, by being able to only retrieve edges of a selected type when
asked for. It can also limit the number of edges by only returning edges in a specified direction from a
vertex, “incoming”, “outgoing” or “both”. This works because in the underlying data model all edges
are directed.
The second way of limiting the amount of data to work on is to cut out a subgraph from the original
graph to run the algorithm on. This can in practice be done by giving the algorithms for example a
maximum number of edges to examine.
Another thing to consider is how to limit the calculations when some algorithms make use of others. If
for example it is desired to calculate betweenness centrality for a set of vertices, some shortest path
algorithm is used to find shortest paths between these vertices. Should this shortest path algorithm
restrict itself to only consider paths where only vertices from the given set are included, or should paths
going outside of this set also be considered? What if for some reason it is needed to calculate some
centrality where only a few vertices are allowed to be affecting this measure. What if these are
scattered and are typically not neighbors? In that case, the shortest path algorithm would have to
include other vertices. Because of all these questions and possible combinations, the algorithm on top
(the centrality measure) does currently not affect the limits of the algorithm under it (the shortest path).
It is left for the user, who will have to choose the underlying algorithm anyway, to set proper limits for
both algorithms.
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2.2 Neo4j operation complexities
To understand the total complexities of the algorithms it must be taken into consideration the
complexity of the underlying operations in Neo4j that is used. First a rather simple operation,
Neo4j.getNodeById, which can be used to retrieve a specific vertex from its unique identifier. This is
done in constant time.
Second an operation used often, Node.getRelationships. This is used to retrieve all edges for a specific
vertex. As specified above, the result can be limited by specifying an edge type and direction. How fast
this operation is depends, like most operations on any data, on whether it has previously been read into
memory and cached or if the system will have to read it from a secondary storage medium (disk). In the
latter case, the edges are not sorted in any way and to retrieve the edges of a certain type all of them
still has to be read into memory. Once they are in memory however, they will be sorted according to
their type so if the same request comes again this operation will be performed in linear time with
respect to the number of edges returned.
The assumption has been made that, since when working with a Neo4j netbase continually most of the
data will reside in memory, the complexity of this operation will typically depend on the number of
wanted edges and not on the total number of edges of a vertex. This is why only the currently selected
graph (edge type etc.) needs to be considered when doing complexity analysis. The company also has
the ambition to improve the way in which data is stored, with the result that in the future the required
time should be linear with respect to only the number of edges returned even the first time they are
retrieved.

2.3 Complexity of Java utilities
When it comes to the time complexity of the used functionality in Java, no tests have been run. The
choice has been made to trust the claims of the Java development team. The information used is the one
found in each utility's page in the Java 1.5 API documentation
(http://java.sun.com/j2se/1.5.0/docs/api/).
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3 Testing
In order to properly test the correctness of the algorithms and constructing unit test cases, a number of
small graphs have to be constructed. These should be small, well defined graphs for which the correct
answers are known. One way of building these graphs is to do it in native Neo4j code. That is, by a
number of statements create the proper vertices and edges between them, then run the algorithm, then
finally retrieve the results. While this is doable, the amount of code required quickly becomes large and
hard to interpret. It is simply hard to see exactly what graph is being built.
The solution to this problem is a small utility called the simple graph builder. When building graphs
with it all vertices are referred to with an id string. Edges are then created by supplying two of these
ids, and if those vertices don't already exist, they are automatically created.
An example: The two statements makeEdge(“a”,”b”) and makeEdge(“b”,”c”) would be sufficient to
generate the graph in the following illustration.

A

B

C

Illustration 2: Simple graph built from only the two statements
makeEdge(“a”,”b”) and makeEdge(“b”,”c”).
This utility also includes some more effective methods. One is the creation of several edges at the same
time. For example makeEdges(“a,b,c,d”) results in the graph in the following illustration.

A

B

C

D

Illustration 3: Several edges made from the single statement
makeEdges(“a,b,c,d”).
Another way of creating several edges at once is through the method createEdgeChain, which is selfexplanatory. For example makeEdgeChain(“a,b,c,d”) results in the graph in the following illustration.

A

B

C

D

Illustration 4: Also several edges made from a single statement.
In this case makeEdgeChain(“a,b,c,d”).
Finally an example of a combination. The two statements makeEdgeChain(“a,b,c”) and
makeEdgeChain(“d,b,e”) results in the graph in the following illustration.

15

Analyzing and adapting graph algorithms for large persistent graphs, 2008

D
A

B

C

E
Illustration 5: Graph made from only the two statements
makeEdgeChain(“a,b,c”) and makeEdgeChain(“d,b,e”).
The result of this utility is the ability to create well defined graphs with only small fragments of code.
This has showed to help a lot when it comes to testing.
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4 Measures of performance
In order to get a picture of how efficient the algorithms are it is desired to measure performance. The
purpose of these measures is not to give thorough support to the complexity analysis. They are further
not used for comparison with the same kind of computations on other database solutions, since these
computations might be very hard to implement on other solutions when at all possible. The purpose of
these measures is simply to give an approximate idea of the efficiency. Sometimes this matches well
with the theoretical complexity analysis but is too vague to serve as scientific proof.
When testing the running time requirements of algorithms a few things are required to make the work
easier and get a good result. The first of these are good graphs to run the algorithms on, and in the case
they have to be generated and that takes a lot of time, some way to store generated graphs for future
use. Further, some kind of framework is needed to set up these tests to automatically run them several
times to get average values, and also to store these obtained values to use for future comparison. Here
such a framework is presented together with proper algorithms for generating test graphs.

4.1 Execution environment
All of the test documented is this report were performed on a standard laptop of the model Acer Aspire
5632WLMi. This computer's specifications are: Intel Core2 Duo processor T5200 (1.6GHz, 2MB L2
cache), 1GB DDR2 memory.
The software environment was an install of Gentoo Linux 2007.0 with Java version 1.6.0. The used
version of neo4j was neo1.0-b7 (downloaded on July 18, 2008). The following optimization flags were
passed to the Java-vm as arguments: "-server -Xms300M -Xmx300M". They were specified by the
supervisor at the company and they gave a noticeable difference in performance. The “-server” flag
gives more aggressive optimization from the Java-vm, suitable for longer iterative calculations such as
the algorithms in this work.

4.2 Measuring framework
In order to get good average values and also to let the Neo4j instance warm up it's caches, measures
have to be run several times at once. When such a value has been obtained, it is also of interest to save
it somewhere to use it for future comparisons. In order to achieve this, an abstract class has been
implemented to serve as a base class for all performance measuring. When a certain measure is to be
implemented, only three functions needs to be implemented. These are a function that will set up the
environment for the measure like the initialization of an algorithm, the corresponding tear down
function for freeing resources when the measure has been done and the function performing the action
to be measured itself. The base class then contains the functionality of calling these functions, perform
the measure and save the result in a place depending on an identifier given by each measure
implementation.
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4.3 Generated graphs
In order to have something to run the algorithms on, large automatically generated graphs are needed.
If these take a lot of time to generate it would be very time consuming to re-generate them every time a
measure is to be performed. The solution to this includes giving each generated graph an identifier.
This is given from the name of the generating algorithm and it's arguments. Then a utility has been
implemented that is called a graph store. This graph store can store graphs together with their
identifiers to later on retrieve some graph from it's identifier. The implementation of this lets the graphs
lie in a Neo4j store. From the reference vertex edges are kept to a number of other vertices each
representing a graph. These vertices in turn contains the corresponding graph's identifier and references
to all the vertices in that graph.
4.3.1

Generated graph types

A very simple way of generating random graphs have been implemented. This algorithm simply creates
the number of desired nodes, and then creates the number of desired edges between these. For every
edge to be generated two vertices are chosen randomly. This makes the probability for every potential
edge to be created equal, and does not consider whether multiple edges are created between two
vertices or not. This type of totally random graph is easy to generate, but they lack the properties of
many “natural” networks and it is said that running algorithms on them doesn't give a good picture of
how the algorithms actually behave “in the field”.
There exists a family of graphs called small worlds. These can be randomly generated and does a better
job at representing “natural” networks like social networks or power grids. This is good since it is this
type of information that is typically expected to be stored in Neo4j systems. These small worlds are
above all distinct by two properties. These are a high clustering coefficient, i.e. the average density of
the neighborhood of vertices, and short average distances between pairs of vertices, sometimes called
characteristic path length (Batagelj and Brandes, 2004).
One way of generating these is by the algorithm called preferential attachment, which will generate
them in linear time. The basic concept is that natural networks grow, and when they do the new vertices
are more likely to link to vertices that already have a high number of edges. One example is that new
homepages are more likely to link to large pages like google or wikipedia than to smaller unknown
pages. (Batagelj and Brandes, 2004).
The implementation is rather straightforward. All edges are stored in a list and for every vertex that is
added, a random edge and random end of it is chosen to get a vertex to link the new vertex to. This can
be repeated to increase the minimum degree of vertices in the graph.
Another way of generating small worlds is also described by Batagelj and Brandes (2004). It is based
on the idea that people know their neighbors, and then they also know a few people “farther away”.
This kind of structure can be generated in one dimension by first creating a ring, representing people
knowing their neighbors, and then according to some random factor connecting vertices to vertices
farther away. There exists a few variants of this procedure of course. The first variable is how many
neighbors each vertex should be connected to. This is varied through a distance d, by simply
connecting each vertex to all other vertices within this distance. The other variable is whether to
actually add long distance edges, or letting them replace edges to neighbors as is suggested by Batagelj
and Brandes (2004) because this puts a simple limit to the time required generating the graph. The last
18
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variable is whether long distance edges should be constructed uniformly or not. It makes sense to let
the probability of an edge being created being inversely proportional to the distance between it's two
vertices. For example, a person typically knows more people in the neighboring town than in a town of
some other country. An implementation has been made with support for all these variables.
When measures of performance are listed in later chapters, it is always specified which algorithm was
used to generate the graph and also the parameters used. While these are given quite naturally from the
descriptions above, here a list is given for faster lookup.
RandomGraph
1. The number of vertices.
2. The number of edges.
PreferentialAttachment
1. The number of vertices.
2. The number of new edges drawn from each vertex (the minimum degree).
SmallWorldGraph
1. The number of vertices.
2. The number of neighbors to connect to.
3. The probability for each edge that a ”long distance” edge is also drawn.
4. True/False. Specifies whether in the case above the edge to the neighbor should be replaced by
the ”long distance” edge (True) or be kept (False).
5. True/False. Specifies whether ”long distance” edges should be distributed depending on
distance (True) or uniformly (False).
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5 Shortest Path algorithms
As a very basic and well known operation, calculating shortest paths between vertices in a graph is a
relevant problem to include in this work. It is also important since other algorithms, such as algorithms
for different types of centrality, depend on it.

5.1 Definitions
In order to define the shortest path problem, a number of definitions regarding paths is needed. Here
follows a number of definitions which are heavily influenced by those done by Brandes (2001), but are
considered to be very common.
First of all a graph can be unweighted which implies edge weights equals to one, or the graph can be
weighted by some function  that assigns a weight to each edge e∈E. A path from vertex s∈V to
vertex t∈V is defined as an alternating sequence of vertices and edges starting with s and ending with t
where every edge connects its preceding vertex with its succeeding vertex. The length of a path is then
defined as the sum of the weights of its edges. Then the distance d(s,t) is defined as the minimum
length of any path connecting s and t. The path(s) yielding the minimal path length d(s,t) between s and
t is the shortest path(s). By definition d(s,s) = 0 for every vertex s∈V. Furthermore d(s,t) = d(t,s) for all
pairs of vertices s,t∈V if s and t are reachable from each other in an undirected graph.
A number of variations of shortest path problems exists. Graphs can as previously mentioned be
weighted or not, which has an impact on which algorithms are applicable. Furthermore the desired
result can be the shortest path(s) between two vertices s,t∈V, known as the single source single sink
shortest path problem, or be the shortest paths from one given vertex s∈V to all other vertices v∈V,
known as the single source shortest path problem (Cormen, Leiserson, Rivest and Stein, 2001). Of
course, an algorithm solving the more general latter problem can also solve the former, though that
might be inefficient.

5.2 Implementation remarks
To make these algorithms as generally usable as possible, a few special features have been made in the
implementation. First of all, it is unknown what data type the end user would like to use to represent
distances in a graph. Therefore these algorithms have been made generic with a data type parameter
specifying what kind of data they are working on.
Further more, an alternative definition of shortest path might be desired sometimes. An example would
be that edges store factors, and the total distance for a path is not the sum of all edge weights but rather
the product of them. Another problem also exists. Is it known how the end user would like to store edge
weights in the graph? In the Neo4j model an edge can contain properties, but what property should be
used and what if someone would like to use a property for the starting or ending vertex to determine the
weight of an edge? The solution to these problems is to make the user supply the weight function , as
20
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well as a function for adding costs, and a third one to compare path lengths.
In practice this means that each affected algorithm object at the time of initialization receives a number
of objects that can perform these predefined actions. The weight function can return a weight for every
edge, the cost adder can take two weights and produce a third one, and last the cost comparator can take
two weights and tell which one is more optimal.
These functions are called a number of times during the computations, typically once for every edge,
and thus have an impact on the total complexity of the algorithms.

5.3 Path representations
A note about path representations is in order. It is unknown what the end user intends to do with the
paths that are generated, for example shortest paths found between two vertices. One classic way of
representing paths is to just store a list of vertices. This might be sufficient for many cases, but what if
the edges holds some interesting information? One might argue that from the vertices the edges can
often be found, but what if there are more than one edge between two of the vertices in a path? Another
way of representing paths might be to store a list of only the edges. From this the vertices can always
be retrieved, but there is a slight problem with ordering illustrated easiest by the path consisting of only
one edge. In this small example nothing is known about the direction of the path. A third variant is to
store alternating lists of both vertices and edges. In this case all the relevant information is there, but
this also uses more memory.
All algorithms have been implemented with respect to this problem. They can return paths as lists of
vertices, as lists of edges and as lists of both.

5.4 Breadth-first search algorithm
The breadthfirst search algorithm can be used to solve the single source shortest path problem for
unweighted graphs.
The concept is to process vertices in increasing distance from a start vertex. When processing a vertex,
all vertices reachable from it are added to a queue or a list containing the vertices of higher distance.
Then the algorithm removes the first vertex (least distance) from this queue/list and continues from that
vertex. No proof of correctness will be shown here, since this algorithm is considered to be well known.
(Cormen, Leiserson, Rivest and Stein, 2001)
5.4.1

Applicability

The breadthfirst search algorithm can be used to solve the single source shortest path problem for
unweighted graphs only.
5.4.2

Implementation for Neo4j

The implementation is straightforward, with a function filling a map of distances and also for every
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vertex saving the edges that vertex was reached from. When traversing the graph, a list S is used
containing all the vertices of the current distance d. A second list S2 is filled with the vertices reachable
from the vertices in S, thus having the distance d+1. When all vertices in S have been processed, S is
replaced by S2 and the algorithm continues.
5.4.3

Complexity analysis

When it comes to weight type and operations on weights/lengths such as adding and comparing, this
algorithm is implicitly working on integers so all such operations are done in constant time and has
therefore no impact on the total complexity.
The algorithm continues from any vertex v∈V at most once. That is, the edges leading from v will only
be processed once. The result is that all edges in the graph is processed at most once. This is all the
work that is done when processing the vertices, except for updating the distance map which is done in
constant time and therefore doesn't matter. When it comes to reaching the vertices, every reached vertex
is the result of a traversed edge. Thus this algorithm runs in O(m) time.
When it comes to memory, the distance for each vertex is stored, and every edge is stored with the
vertex reached by it. The result is the memory usage O(n + m).
5.4.4

Benchmarks

For each measure the algorithm was run 100 times on the graph unless otherwise is specified and then
an average time was computed. For each run the start node was chosen randomly and the shortest paths
where computed to all other vertices in the graph.
Graph generation parameters

Time measured

RandomGraph(1000, 10000)

0.032s

SmallWorldGraph(1000, 10, 0.25, true, true )

0.027s

PreferentialAttachment(1000, 10)

0.031s

RandomGraph( 10000, 100000 )

0.419s

SmallWorldGraph(10000, 10, 0.25, true, true )

0.340s

PreferentialAttachment(10000, 10)

0.406s

RandomGraph( 100000, 1000000 )

29.724s (avg of 20 runs)

SmallWorldGraph(100000, 10, 0.25, true, true )

22.547s (avg of 20 runs)

PreferentialAttachment(100000, 10)

25.330s (avg of 20 runs)

5.4.5

Summary

The breadthfirst search algorithm can be used to get the distances from one vertex to all other vertices
in any unweighted graph in O(m) time and O(n + m) memory.
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5.5 Dijkstra Algorithm
The Dijkstra algorithm can be used to solve the single source shortest path problem for weighted
graphs.
The main concept of the Dijkstra algorithm is to in a greedy fashion begin with a start vertex, and then
slowly expand a sphere around this vertex, by increasing the distance from the start vertex, getting the
final distances to the vertices which are then reached. In practice, a set of vertices S whose distances to
the start vertex has already been determined is expanded one vertex at a time. The algorithm continues
with the vertex u ∈ V – S, with the minimum shortest path estimate. This vertex is added to S, and then
all edges leaving u are examined in order to update the shortest path estimate to all neighbors of u.
(Cormen, Leiserson, Rivest and Stein, 2001).
5.5.1

Applicability

Since the algorithm is based on the idea that the distance from the start vertex is always increased as
the set S is expanded, the distance to the vertex u being greater or equal to all vertices already in S, the
algorithm has some limitations. If there are edges with negative weights, this would mean the algorithm
takes a step further away from the start vertex but suddenly gets “closer” in terms of distance. This
could in turn result in a vertex in S being reachable with a lower cost than already determined, a
situation the algorithm cannot handle. To divide it into some cases:
A cycle with negative total weight will make the algorithm fail, since it will come back to a vertex in S
with a lower cost than already determined.
A tree, that is a graph completely free from cycles even in it's undirected form, will present no problem
in correctness with negative weights since there only exists one path from the start vertex to any other
given vertex, which will then have a certain weight with no options.
The case in between, a graph with no negative directed cycles but with negative cycles in it's
undirected form can turn into a problem, which is best illustrated by an example (see illustration
below). The shortest distance to a vertex x is to be calculated. Two paths from the start vertex to x
exists. The optimal path is initially ignored because of an unfavorable starting edge with a high weight.
The algorithm cannot take into consideration that this path might get “better” later, so it goes along
with he other path, reaching the vertex x and setting it's final distance. In the illustration below, the
distance is set to 3 despite the optimal weight being 0.
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Illustration 6: Dijkstra failing when multiple
paths exists, at least one containing negative
costs.
This leads to the conclusion that the algorithm is invalid for graphs containing edges with negative
weights. The only exception is trees, which the algorithm can handle, but if a graph is known to be a
tree it would probably be simpler to use some other kind of search to find paths in it.
5.5.2

Implementation for Neo4j

The implementation is relatively straightforward. When relaxing edges, objects storing the end vertex
and the new potential distance for that vertex is put into the queue. The determined final distances to
vertices is stored in a Java hash map, and so is also the potential distances found. This hash map
typically provides constant-time performance for the basic operations (get and put).
A flag is stored to indicate if all shortest paths to every vertex are desired or not. If not, only one
predecessor needs to be stored for every vertex which reduces memory complexity. This flag also has
some effect on the stopping condition of the bidirectional Dijkstra described later.
5.5.3

Complexity analysis

The complexity of Dijkstra's algorithm largely depends on the priority queue used. This reasoning can
be started with a few statements. Firstly, every vertex is removed from the queue once, when the final
distance to it has been found, and only then are the edges from this vertex relaxed. Edges are therefore
relaxed only once, and when they are their distance is either added to the queue or updated in the
queue. Further, the relaxation of one edge requires the extraction of the edge weight (one call to the
weight function), an addition of this weight to the weight of the entire path (one call to the
accumulator) and the comparison to the existing distance for the end vertex (one call to the
comparator).
If the time complexity of adding or updating values in the priority queue is denoted Tpqa, the time
complexity of the accumulator Tac, the time complexity of the weight function Twf and the time
complexity of the comparator Tco the result is:
O mTpqaTacTwf Tco
Like previously stated, all vertices are removed once from the queue. If Tpqr denote the time
complexity for this removing of the vertex added to the result is:
O n∗Tpqr 
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This provides the total sum:
O mTpqaTacTwf Tcon∗Tpqr 
In the typical case Tac = Twf = Tco = 1. When using a Fibonacci heap for the queue, Tpqa = 1 and Tpqr
= log(n) which gives the well known complexity:
O mn∗log n
There exists an implementation of this which uses a standard Java priority queue which provides
O(log(m)) time for the relevant methods (remove and add). This gives the complexity:
Onm∗log  m
When it comes to memory, for every vertex the distance to that vertex is stored as well as one or more
predecessors (depending on the previously mentioned flag). To this add the memory consumption of
the priority queue, denoted Mpq, which depending on implementation has a limit of O(n) or O(m).
The result is thus O(n) + Mpq when searching for one path, which can sum to O(n) with a good priority
queue. When searching for all shortest paths the predecessors becomes dominant with the space O(nm).
5.5.4

Benchmarks

For each measure the algorithm was run 100 times on the graph unless otherwise is specified and then
an average time was computed. For each run the start node was chosen randomly and the shortest paths
where computed to all other vertices in the graph.
Graph generation parameters

Time measured

RandomGraph(1000, 10000)

0.050s

SmallWorldGraph(1000, 10, 0.25, true, true )

0.045s

PreferentialAttachment(1000, 10)

0.047s

RandomGraph( 10000, 100000 )

1.657s

SmallWorldGraph(10000, 10, 0.25, true, true )

1.367s

PreferentialAttachment(10000, 10)

1.684s

RandomGraph( 100000, 1000000 )

148.736s (avg of 10 runs)

SmallWorldGraph(100000, 10, 0.25, true, true )

112.761s (avg of 10 runs)

PreferentialAttachment(100000, 10)

150.336s (avg of 10 runs)

5.5.5

Summary

Dijkstra's algorithm is a pretty fast algorithm for finding shortest paths on graph which contains no
negative edge weights. Complexity becomes in the typical case O mn∗log  n time and O n
space when searching for one path to each node, or O nm space when searching for all the shortest
paths to each node.
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5.6 Bidirectional Dijkstra Algorithm
The common Dijkstra Algorithm can be used to solve the single source single sink shortest path
problem. There are however possibilities to optimize it.
The staff at Neo Technology has assumed that the graphs this software will be used for will often be
sparse, but still have a relatively large number of edges per vertex. The reasoning then continues that a
search for the shortest path(s) between two given vertices, will examine an exponential number of
vertices when the search depth is increased. Searching from one direction, assuming that the average
number of edges per vertex is x and that the required search depth is d, this can be approximated by xd.
Much could then be won if the search is not only done from the start vertex, but from the end vertex as
well. Two spheres would then be expanded, two sets of vertices S1 and S2 whose final distances from
the start vertex and the end vertex respectively has been determined. The solution would be found when
these two calculations meet each other. The number of examined vertices could then be approximated
by the expression 2xd / 2 which in most cases should be better. This would of course not only speed up
the algorithm in general, it would also allow increasing the search depth considerably without suffering
too much regarding calculation time.
A search for material regarding this algorithm has resulted in a description of it by Luby and Ragde
(1986) and complete source code for it in Python has been found as part of the NetworkX software
package. These descriptions are a bit vague when it comes to proof of correctness and a few slight
modifications have been done to it in order to be able to find all the shortest paths instead of just one,
which is why here a closer look at some of the theoretical problems implementing this algorithm will
be presented, and some reasonings as to why the implementation is correct.
Running a Dijkstra from two directions initially seems easy, the two searches works exactly like in the
single direction case, each holding a set of vertices whose final distances has been determined, S1 and
S2. In practice they also hold a set of vertices each which have a minimum shortest path estimate, E1
and E2. The problem is to determine when the calculation can be considered done. Intuition says let the
calculation run one step in each search at a time, until a vertex x ∈ S1 ∩ S2 has been found. Then the
calculation should be done and the shortest path should be going through x. It can however easily be
proven that this might not be the case. Again an illustration is handy.

a

b

The two searches begin at the start node s and at the
target vertex t. After two steps each, they have
3
3
vertex a and vertex b respectively, both with
s
t reached
a total cost of 3. Now the one proceeding will
continue over the edge (a,b) and meet the other
1 c
1
d
which will then generate the false shortest path s,a,b,t
4
with the total cost of 7. The real shortest path
Illustration 7: Bidirectional Dijkstra, wrong path however is s,c,d,t with the cost of 6.
found first.

1

There also exists the problem of finding several shortest paths. If the searches meet in just a single
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vertex, how can several equally good paths be found?
The solution resembles how the shortest path estimate is made for every vertex outside the set S, where
the cost is stored for every vertex and every time a better one is found it is updated. The trick is to store
candidate shortest paths. These are found when a vertex x ∈E 1 ∩S 2 ∨x ∈E 2 ∩S 1 is found, which is
equivalent to finding an edge between vertices a, b where a ∈S 1 and b∈S 2 . Then a reference to the
vertex x is stored, as part of one of the shortest paths found so far. Of course, if the new one is better
than the previously stored ones, they are discarded. If the search is run until a vertex x ∈S 1∩S 2 is
found like previously, there is at least one candidate shortest path which then will be the shortest
path(s).
Proof: When the search is done, assuming that at least one path exists between the start and end
vertices, eventually there will be a number of vertices which have neighbors in both S1 and S2 but are
not in S1 or S2 themselves. These will have met the criteria x ∈E 1 ∩E 2 and those with the least total
cost from both directions have thus been stored as shortest path candidates. For these shortest path
candidates to be accepted as the optimal solution, at least one of their vertices will have to be put into
both S1 and S2. If there exists a strictly better path than these, then the vertices on that path will have a
lower shortest path estimate from both sides, resulting in one of those vertices being processed and put
into S1 and S2 first, which on the way will have made this into a new candidate shortest path. This
proves that always at least one of the shortest paths will be found.
An example of the situation in the proof is given in an illustration here.

s

1
1

a

b

C

c

d

C
C1

e

1

t

1

C2

Illustration 8: Better path not missed when storing candidate shortest paths.
In this illustration two shortest path candidates have been found, both with cost 1 + C + 1. It can now be
assumed that the path s,c,e,d,t with the cost 1 + C1 + C2 + 1 is cheaper. That would imply C1 + C2 < C.
For both searches not to proceed to vertex e, C1 as well as C2 would have to be equal to C. Thus a
contradiction.
However, a problem still comes with finding all shortest paths. But there is only one situation that will
not be correctly handled by the method described above. This situation is as follows. For a shortest path
not to be found it will have to be badly prioritized, i.e. not examined before the search is terminated. In
order for this to happen for an equally good path, it has to from both directions begin with a higher or
equal cost compared to the shortest path found. Since the cost being higher from one direction induces
the cost from the other direction to be lower, they have to be equal to the corresponding costs in the
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shortest path. And then the rest of the path will have to have cost zero.
This corresponds to C1 = 0 or C2 = 0 in the previous illustration, but is also described by a dedicated
illustration which is given below.

4

S1
4

5
0

S2
5

Illustration 9: Only one shortest path of
two found if the search is terminated too
early.
This problem can be solved by letting the two searches continue until they are to process a vertex with a
higher shortest path estimate than when the vertex x ∈S 1∩S 2 was found.
5.6.1

Applicability

This algorithm is applicable in the same cases as the ordinary Dijkstra, it is invalid for graphs
containing edges with negative weights.
5.6.2

Implementation for Neo4j

The implementation is equal to that of the ordinary Dijkstra algorithm, with the modifications
described above to handle the cooperation between the two searches.
5.6.3

Complexity analysis

The base complexity is simply that of the ordinary Dijkstra algorithm times two. The only additional
work is to detect when paths are found, which can be done in constant time either when an edge is
relaxed or a vertex is processed.
Please note that even though this algorithm has the same theoretical complexity, the average in practice
becomes much better. The reason behind this is the number of examined nodes as stated previously in
the theory section. It simply grows like 2xd / 2 instead of like xd.
5.6.4

Benchmarks

For each measure the algorithm was run 100 times on the graph and then an average time was
computed. For each run the start node and end node where chosen randomly.
Graph generation parameters
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RandomGraph(1000, 10000)

0.011s

SmallWorldGraph(1000, 10, 0.25, true, true )

0.009s

PreferentialAttachment(1000, 10)

0.009s

RandomGraph( 10000, 100000 )

0.027s

SmallWorldGraph(10000, 10, 0.25, true, true )

0.026s

PreferentialAttachment(10000, 10)

0.034s

RandomGraph( 100000, 5000000 )

1.086s

SmallWorldGraph(100000, 50, 0.25, true, true )

1.087s

PreferentialAttachment(100000, 50)

1.794s

RandomGraph(250000, 1000000 )

0.156s

SmallWorldGraph(250000, 4, 0.25, true, true )

0.173s

PreferentialAttachment(250000, 4 )

0.189s

For comparison, a version of the algorithm searching from only one direction was run on some of the
same graphs in the same way, clearly performing worse:
Graph generation parameters

Time measured

RandomGraph(1000, 10000)

0.032s

SmallWorldGraph(1000, 10, 0.25, true, true

0.025s

PreferentialAttachment(1000, 10)

0.032s

RandomGraph( 10000, 100000 )

1.060s

SmallWorldGraph(10000, 10, 0.25, true, true )

0.806s

PreferentialAttachment(10000, 10)

1.073s

RandomGraph( 100000, 1000000 )

86.941s (avg of 10 runs)

SmallWorldGraph(100000, 10, 0.25, true, true )

79.732s (avg of 10 runs)

PreferentialAttachment(100000, 10)

100.474s (avg of 10 runs)

5.6.5

Summary

Running a Dijkstra from two directions is usable whenever the usual Dijkstra is and the path(s) between
two given vertices is wanted, and can typically save a lot of computation time.
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5.7 Bidirectional Breadth First Search
The same way the common Dijkstra Algorithm can be optimized when solving the single source single
sink shortest path problem, the Breadth First Search can be adapted for the same problem. There was
however already such an algorithm implemented for Neo4j, making it unnecessary to include in this
work. Also, even though some performance is lost in practice, the bidirectional Dijkstra can perform the
exact same work with the right parameters.

5.8 Floyd Warshall Algorithm
The Floyd Warshall algorithm solves the all-pairs shortest path problem, i.e. finds the shortest paths
between all pairs of vertices in a weighted graph.
The main idea is to iterate over all vertices v, and for every pair of vertices w, x check if a path from w
to x through v would be better than a path from w straight to x.
5.8.1

Applicability

This algorithm does not depend on any special property of the graph.
5.8.2

Implementation for Neo4j

The implementation is very straightforward. The algorithm itself cannot be altered that much. The only
thing that needed to be added was the filling of the distance matrix with it's initial data from the graph.
5.8.3

Complexity analysis

To determine the weights of all the edges, the weight function is called for every edge. Once if the edge
is directed and twice if it is undirected. If the weight function has complexity w, this gives O(mw).
This algorithm makes three nested iterations over all the vertices, with a constant time consuming
inside them except for one call to the cost adder and one to the cost comparator. These might have
unknown complexities which is denoted a and c respectively. This gives the time complexity
3
O n  ac .
All this gives O n3  acmw which in the typical case of constant time operations gives O n3 
.
To store all distances between all pairs of vertices this algorithm uses a two-dimensional matrix of size
n*n which gives the memory complexity O n2  .
5.8.4

Benchmarks

For each measure the algorithm was run on the entire graph 10 times and then an average time was
computed.
Graph generation parameters
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RandomGraph(100, 1000 )

0.068s

SmallWorldGraph(100, 10, 0.15, true, true )

0.065s

PreferentialAttachment(100, 10)

0.072s

RandomGraph(250, 10000 )

1.042s

SmallWorldGraph(250, 40, 0.15, true, true )

1.021s

PreferentialAttachment(250, 40)

1.033s

RandomGraph(1000, 10000 )

95.469s

SmallWorldGraph(1000, 10, 0.15, true, true )

77.423s

PreferentialAttachment(1000, 10)

85.195s

5.8.5

Summary

The Floyd Warshall algorithm can be used to solve the allpairs shortest path problem typically in O(n3)
time and O(n2) space.
While this makes it practically impossible to use for anything other than tiny graphs, it came to use
during the implementation of other shortest path algorithms as answers could be verified. Also the
implementation was rather fast because of the simplicity of the algorithm.
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6 Path finding algorithms
Finding paths in a graph is something usable, but maybe not the most interesting of problems.
However, during this work one such problem was stumbled upon which is described below.

6.1 Find all simple paths algorithm
During the work with this thesis a problem was encountered which could be solved by finding all
simple paths in a graph between two given vertices. In the common case a maximum length of these
paths were given, effectively limiting the search depth. To minimize the number of searched vertices a
bidirectional search is made. What needs to be realized is that in order to actually find all the paths, the
entire depth must be traversed, which in practice means half the total depth from each side.
6.1.1

Applicability

This algorithm is applicable for any graph in which the definition of a path makes sense.
6.1.2

Implementation for Neo4j

The implementation is divided into two steps. In the first step it traverses half the maximum depth from
one side, for every node saving where it came from. Of course this can be multiple entries per vertex.
In the second step, it traverses half the maximum depth from the other side. When doing this it is also
keeping track of where it comes from, but there is no need to save that information for future use so
just a list of the previous vertices in the current search path is enough. When reaching a vertex that was
reached in the first step, i.e. information for one or more paths is stored for that vertex, it searches that
path backwards all the way to the start vertex to see if any of the vertices contained in it are also
contained in the list that is kept (the path now searched, from the end vertex). If that is the case, the
path is not a simple one and should not be included. If the path turns out to be simple it is added to a
result list, which after all the searching is done will be returned as the total result.
Of course, both traversals must use the information of where they are coming from to avoid cycles. For
every vertex they reach it must not be contained in this information.
Now only one detail remains, regarding when to actually include paths in order to avoid duplicates.
Consider the case in the following illustration.

A

B

C

D

Illustration 10: Traversals meeting in two places. The
path should only be added to the result once.
The traversal in the first step reach vertices A, B and C. All is well so far. The second traversal Reaches
C and finds the path (A,B,C,D) so it is added to the result. Then it continues to B where it find the same
path again! When a path is examined to see if it should be included or not, there is a need to check if
when continuing the search from here would continue to that vertex (B in the example). If so choose
32

Analyzing and adapting graph algorithms for large persistent graphs, 2008

not to include the path at this time.
The easiest way of checking this is to lookup if the path has a continuation at all (otherwise the other
start node has been reached and the path should be included) and simply assume that if the maximum
search depth has not been reached yet this path will be taken care of later.
6.1.3

Complexity analysis

This algorithm needs to traverse all the paths through the given graph which can be many. Although the
average case might not be too bad, the theoretic worst is horrific. All paths from a vertex A to a vertex
C through a vertex B is all combinations of all paths from A to B and all paths from B to C. This yields
a theoretical maximum of 2 m / 2 , which is corresponds to the graph consisting of a chain of vertices
where each link in the chain is two edges between the same vertices. This does not only correspond to
the time consumed by this algorithm, but remember that all these paths will have to be represented in
memory. The only comfort is that each paths data is constant in size.
Summary: Both time and memory complexity is O2 m / 2  , or rather O p if p is the number of
paths that the end result can be.
6.1.4

Benchmarks

For each measure the algorithm was run 100 times on the graph and then an average time was
computed. For each run the start node and end node where chosen randomly. As default no maximum
length was specified, so all the possible simple paths through the entire graph between the two vertices
were calculated. This is the reason behind the modest graph sizes. To better illustrate this, the algorithm
was run the same way on two larger graphs, but with a maximum path length of 10.
Graph generation parameters

Time measured

RandomGraph(10, 20 )

0.031s

SmallWorldGraph(10, 2, 0.25, true, true )

0.196s

PreferentialAttachment(10, 2)

0.014s

RandomGraph(10, 25 )

1.351s

RandomGraph(10, 30 )

14.357s

PreferentialAttachment(10, 3)

0.064s

RandomGraph(100000, 200000)

0.347s (maximum length 10)

SmallWorldGraph(100000, 2, 0.25, true, true)

0.145s (maximum length 10)

6.1.5

Summary

Finding all paths between two vertices in a graph is doable, but simply requires that there are not too
many potential paths.
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7 Graph measures and centrality algorithms
In order to evaluate for example what parts of a graph are more “important” or what links of a network
are more important to communication within the network, it is needed to analyze how connected
different vertices are to the rest of the network, how “central” they are. This has many different uses
and was therefore chosen as algorithms to be included in this work.
Conceptually, all centrality algorithms assign a value to each vertex where vertices “in the middle” of
the graph are assigned higher values than the vertices “further out”. This is best shown with an
illustration.

Illustration 11: The concept of centrality.

7.1 Definitions
In an earlier chapter about the shortest path problem the distance d(s,t) between two vertices was
defined. Now this and a few more definitions also supplied by Brandes (2001) shall be used. Let  st
be the number of shortest paths from vertex s∈V to vertex t∈V. Then let  st  v be the number of
paths from s to v that some vertex v∈V lies on. By convention  ss=1 and in the undirected case
 st=ts . This is the basics needed to define the various types of centrality.

7.2 Implementation remarks
Many of these centrality measures are based on the shortest path problem. Because of this, an algorithm
solving the single source shortest path problem can be used by these centrality algorithms. In practice,
all these centrality algorithms do at initialization receive an object representing the single source
shortest path algorithm of the end users choice. This has the effect that since the different shortest path
algorithms can be run on any arbitrary data type, so can these algorithms. The only difference is that
these algorithms produce a result that can either be of the same type as the shortest path data type or
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another type given implicitly by the algorithm.
7.2.1

Path counting and other shortest path spanning tree traversals

When solving the single source shortest path problem for a vertex s∈V, the result is the shortest path
spanning tree for s. This tree is represented as a set of predecessor vertices for every vertex. So for
every vertex t∈V the predecessor vertices P s t  are those vertices immediately preceding t in all the
shortest paths from s to t. This becomes useful, since some of the following centrality algorithms make
use of some recursively defined property for the vertices in this tree.
The typical example is counting the number of paths from s to some other vertex t∈V. This value
defined as  st can be recursively calculated as (Brandes, 2001):
For s ≠t ∈V

 st=

∑

u∈ P s t 

 su

By the use of dynamic programming, just storing calculated values for  so they only need to be
calculated once, the time complexity for calculating this value for all vertices becomes O(m). Proof:
This is very similar to the reasonings behind a breadth first search. Each vertex is only processed once,
and only then process that vertex's edges. All edges are therefore processed once. Further there are at
most m + 1 vertices, which are all processed in conjunction with an edge with the obvious exception of
the starting vertex s.
Further, the only memory required is a single value for every vertex, which gives the memory
complexity O(n).
Note: The name shortest path spanning tree is a bit misleading since there can be several shortest paths
to any node from the start node and this structure therefore is not a tree by definition. The choice has
been made to use this name anyway since it goes well with the intuition.

7.3 Eccentricity
One simple measure to tell how central a vertex is in a graph is to consider the longest shortest path
from this vertex, i.e. the longest distance to all other vertices. This is called eccentricity and can be thus
be defined as (Rodriguez & Watkins, 2007):
e  v = max d v , t 
t∈V
7.3.1

Applicability

Everything needed is an algorithm solving the single source shortest path problem for the graph on
which this algorithm is to be applied.
7.3.2

Implementation for Neo4j

This algorithm can store the eccentricity value for every vertex v∈V. However, each value is not
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calculated and stored until asked for. This lazy behavior can save time when the measure is only needed
for a few of the vertices. When calculating one of these values, this algorithm runs the underlying
shortest path algorithm once to calculate the distance to all the other vertices. All those values are then
compared to find the maximum.
7.3.3

Complexity analysis

For every node this measure is wanted for, the following is done:
•

The underlying shortest path algorithm is run once. The result data fits in O(n+m) memory.

•

The distances to all other vertices are compared, which takes O(n) time.

Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm this gives O(A+n) time and O(B+n+m) memory.
If this is desired for all vertices the total is O(n(A+n)) time and O(B+n+m) memory.
This gives in the case of breadth first search: O(n(n+m)) time, O(n+m) memory. And in the typical case
of Dijkstra: O(n2 log(n) + nm) time, O(n+m) memory.
7.3.4

Benchmarks

For each measure the algorithm was run on the entire graph 10 times and then an average time was
computed. For each run values were calculated for all vertices.
Graph generation parameters

Time measured

RandomGraph(100,1000)

0.179s

SmallWorldGraph(100,10,0.25,true,true)

0.175s

PreferentialAttachment(100,10)

0.144s

RandomGraph(1000,5000)

10.867s

SmallWorldGraph(1000,5,0.25,true,true)

10.024s

PreferentialAttachment(1000,5)

10.943s

RandomGraph(1000,10000)

20.957s

SmallWorldGraph(1000,10,0.25,true,true)

18.621s

PreferentialAttachment(1000,10)

20.498s

7.3.5

Summary

Eccentricity is a simple measure that can be computed separately for every vertex. It can be computed
as long as there is an applicable single source shortest path algorithm.
Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm this gives the complexity O(A+n) time and O(B+n+m) memory for every vertex a value is to
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be computed for.

7.4 Radius and diameter
Two measures for entire graphs are diameter and radius. These are easily defined through eccentricity,
as the maximum eccentricity and the minimum eccentricity in the graph (Rodriguez & Watkins, 2007):
radiusG  = min e v 
v∈V
diameter G = max e  v
v ∈V
At least the diameter is easy to grasp conceptually as the length of the longest shortest path in a graph,
i.e. the distance between the two vertices furthest away from each other.
7.4.1

Applicability

The radius and diameter of a graph can be calculated as long as the eccentricity for all vertices in that
graph can be calculated.
7.4.2

Implementation for Neo4j

The implementation is straightforward. The eccentricity is calculated for all vertices and a maximum or
minimum value respectively is kept at all time.
7.4.3

Complexity analysis

Except for calculating the eccentricity for every vertex, a single value is stored and compared to all
others which is done in constant space and O(n) time. The total is then the same as for just calculating
the eccentricity for all vertices.
Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm this is O(n(A+n)) time and O(B+n+m) memory.
7.4.4

Benchmarks

Unnecessary, since these algorithms do no significant more work than computing the eccentricity for
all vertices.
7.4.5

Summary

Radius and diameter are two simple measures for a graph which is easily calculated through
eccentricity.
The complexity, assuming a time complexity of A and memory complexity of B for the underlying
shortest path algorithm, is O(n(A+n)) time and O(B+n+m) memory.
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7.5 Stress centrality algorithm
Stress centrality for a vertex v∈V is defined as (Brandes, 2001):
C S  v=

∑

s≠v≠t ∈V

 st  v

It is simply the number of shortest paths going through that particular vertex. In the typical example of
actors communicating with each other, where they only communicate over their shortest paths, the
stress centrality tells how many channels of communication goes through this vertex.
7.5.1

Applicability

Everything needed is an algorithm solving the single source shortest path problem for the graph on
which this algorithm is to be applied.
7.5.2

Implementation for Neo4j

This algorithm uses the underlying shortest path algorithm to generate a shortest path spanning tree
from every vertex s∈V in the graph. Then for every such tree the stress, the number of paths from s
through every vertex v∈V is calculated recursively as:
 s *  v=

∑

w :v∈ P s  w

1 s * w 

Why this works can be realized like this: The number of paths through a vertex v∈V is equal to the
number of nodes reachable from v in the tree, i.e. for every vertex w∈V succeeding v the number of
vertices reachable from w plus w itself.
All that is left then is to for every vertex summarize its values calculated for each such tree. This is
done by accumulating values as they are calculated. This makes it possible to discard a tree once it is no
longer needed, thus freeing the memory occupied by it, and only save the total sum for every vertex.
7.5.3

Complexity analysis

For every vertex v∈V the following is done:
•

The underlying shortest path algorithm is run once.

•

The produced tree is traversed which according to the proof given earlier is done in O(m) time and
O(n) memory.

Assuming the trees are processed one at a time, only one at a time needs to be stored, which will fit in
O(n+m) memory. The only other data needed is the total result. It is just a value for every vertex and is
thus stored in O(n).
Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm this gives the total O(n(A+m)) time and O(B+n+m) memory.
This gives in the case of breadth first search: O(nm) time, O(n+m) memory. And in the typical case of
Dijkstra: O(n2 log(n) + nm) time, O(n+m) memory.
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7.5.4

Benchmarks

For each measure the algorithm was run on the entire graph 10 times and then an average time was
computed. For each run values were calculated for all vertices.
Graph generation parameters

Time measured

RandomGraph(100,1000)

0.314s

SmallWorldGraph(100,10,0.25,true,true)

0.233s

PreferentialAttachment(100,10)

0.242s

RandomGraph(1000,5000)

20.674s

SmallWorldGraph(1000,5,0.25,true,true)

18.784s

PreferentialAttachment(1000,5)

20.244s

RandomGraph(1000,10000)

44.410s

SmallWorldGraph(1000,10,0.25,true,true)

37.615s

PreferentialAttachment(1000,10)

40.205s

7.5.5

Summary

Stress centrality is a centrality measure usable when comparing different vertices. It can be computed
as long as there is an applicable single source shortest path algorithm.
Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm this gives the total complexity O(n(A+m)) time and O(B+n+m) memory.

7.6 Betweenness centrality algorithm
While for example stress centrality can tell how many shortest paths are going through a vertex, this
still does not tell everything about the importance of the vertex. In the example of communication in a
network, the given information is that many communication lines are drawn through this vertex, but its
relative importance is still unknown since many of those communication lines might have alternative
routes through the network not depending on this particular vertex. In that case the vertex is clearly not
as vital to communication as if it would have been the only route between the communicating vertices.
In an effort to reflect this kind of relative centrality, betweenness centrality was invented. Betweenness
centrality for a vertex v∈V is defined as (Brandes, 2001)(Rodriguez & Watkins, 2007):
C B  v=

∑

s≠v≠t ∈ V

 st v 
 st

This means that for every shortest path between two vertices s∈V and t∈V going through the vertex v,
the result is divided by the total number of shortest paths between s and t.
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7.6.1

Brandes's algorithm for betweenness centrality

Ulrik Brandes (2001) comes with a new algorithm for calculating betweenness centrality adapted for
large sparse graphs, which fits perfectly for Neo4j. The details of the algorithm is referred to his article,
but a very quick summary will be given here.
First comes the definition of the pair-dependency  st  v =  st v / st of a pair s, t ∈V on an
intermediary v∈V, i.e. the ratio of shortest paths between s and t that v lies on. The calculation of the
betweenness centrality is simply to summarize all of these. The trick is to summarize them recursively
in a shortest path spanning tree, similar to the way paths are counted recursively. This is done by
defining the dependency of a vertex s∈V on a single vertex v∈V, as
 s * v =∑  st  v
t∈ V

Brandes then through a number of steps derives the conclusion that this can be recursively defined as
 s * v  =

 sv
1 s *  w
w: v∈ P w   sw

∑

s

This allows computation of betweenness centrality recursively over shortest path spanning trees in the
same way the number of paths and a number of other centrality measures is computed.
7.6.2

Applicability

Everything needed is an algorithm solving the single source shortest path problem for the graph on
which this algorithm is to be applied.
7.6.3

Implementation for Neo4j

The underlying shortest path algorithm is used to generate a shortest path spanning tree from every
vertex s∈V in the graph, one at a time. These are used to accumulate the betweenness centrality
following Brandes's algorithm.
7.6.4

Complexity analysis

Following the same reasoning as when analyzing stress centrality, the trees (one at a time) need
O(n+m) memory for which each are traversed in O(m) time and then O(n) memory is needed for the
result.
Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm this gives the total O(n(A+m)) time and O(B+n+m) memory.
This gives in the case of breadth first search: O(nm) time, O(n+m) memory. And in the typical case of
Dijkstra: O(n2 log(n) + nm) time, O(n+m) memory.
Note: It is this O(nm) time complexity for unweighted graphs that is the primary achievement of
Brandes's algorithm.
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7.6.5

Benchmarks

For each measure the algorithm was run on the entire graph 10 times and then an average time was
computed. For each run values were calculated for all vertices.
Graph generation parameters

Time measured

RandomGraph(100,1000)

0.329s

SmallWorldGraph(100,10,0.25,true,true)

0.256s

PreferentialAttachment(100,10)

0.260s

RandomGraph(1000,5000)

22.177s

SmallWorldGraph(1000,5,0.25,true,true)

19.752s

PreferentialAttachment(1000,5)

22.507s

RandomGraph(1000,10000)

47.363s

SmallWorldGraph(1000,10,0.25,true,true)

39.441s

PreferentialAttachment(1000,10)

42.337s

7.6.6

Summary

Betweenness centrality is a relative centrality measure, thus giving more information than for example
stress centrality. It seems to be used in many areas and thanks to Brandes's algorithm it can be
computed with roughly the same amount of resources as for example stress centrality.
Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm the total complexity becomes O(n(A+m)) time and O(B+n+m) memory.

7.7 Closeness centrality algorithm
Yet another centrality measure is the closeness centrality. It tells something about how far a vertex is
from the rest of the graph, as it in a way represents the average distance to all other vertices. It is
defined as (Brandes, 2001)(Rodriguez & Watkins, 2007):
C C v =

1
∑ d v ,t 
t ∈V

7.7.1

Applicability

Everything needed is an algorithm solving the single source shortest path problem for the graph on
which this algorithm is to be applied.
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7.7.2

Implementation for Neo4j

Since this measure calculation wise is very similar to eccentricity, it can adopt the same lazy behavior
only calculating values when they are asked for. The calculation itself is also identical except new
values are not compared to an old one, they are used to build a sum which at the end is used for the
division.
7.7.3

Complexity analysis

Identical to that of eccentricity.
7.7.4

Benchmarks

For each measure the algorithm was run on the entire graph 10 times and then an average time was
computed. For each run values were calculated for all vertices.
Graph generation parameters

Time measured

RandomGraph(100,1000)

0.174s

SmallWorldGraph(100,10,0.25,true,true)

0.138s

PreferentialAttachment(100,10)

0.141s

RandomGraph(1000,5000)

10.777s

SmallWorldGraph(1000,5,0.25,true,true)

9.783s

PreferentialAttachment(1000,5)

10.737s

RandomGraph(1000,10000)

26.781s

SmallWorldGraph(1000,10,0.25,true,true)

18.964s

PreferentialAttachment(1000,10)

20.535s

7.7.5

Summary

Closeness centrality can tell how far a vertex is on average from the rest of the graph, which can be
interpreted as how long an average path from this vertex to any other vertex is, i.e. how fast the rest of
the graph can be reached. It holds the same complexity as the eccentricity measure.
Assuming a time complexity of A and memory complexity of B for the underlying shortest path
algorithm this gives the complexity O(A+n) time and O(B+n+m) memory for every vertex a value is to
be computed for.

7.8 Running several centrality algorithms simultaneously
Sometimes it can be interesting to calculate a number of different centrality measures in order to
compare them with each other. Since all centrality measures taken into account here are not only based
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on the shortest path problem, but also make use of the same resulting structure from the shortest path
algorithm chosen, the shortest path spanning tree, time can be saved by running them together. Because
of this a utility called ParallellCentralityCalculation has been implemented. This utility can be used to
group together a number of centrality measure computations.
Given an algorithm solving the single source shortest path problem, this utility will for every vertex run
this algorithm to generate the shortest path spanning tree and then give this tree to all the collected
centrality measurement calculations for processing. The generation of this tree is therefore only
performed once, compared to once for every centrality measure which would otherwise be the case.
7.8.1

Benchmarks

A benchmark was run where both stress centrality and eccentricity was computed. For each measure
the algorithms were run on the entire graph 10 times and then an average time was computed. For each
run values were calculated for both algorithms for all vertices.
Graph generation parameters

Time measured

RandomGraph(100,1000)

0.329s

SmallWorldGraph(100,10,0.25,true,true)

0.245s

PreferentialAttachment(100,10)

0.249s

RandomGraph(1000,5000)

21.458s

SmallWorldGraph(1000,5,0.25,true,true)

19.415s

PreferentialAttachment(1000,5)

21.011s

RandomGraph(1000,10000)

46.428s

SmallWorldGraph(1000,10,0.25,true,true)

39.596s

PreferentialAttachment(1000,10)

41.976s

When comparing these numbers with those for only stress centrality it can clearly be seen that not
much is added.
7.8.2

Summary

As can be seen in the performance measures, time can be saved by lumping several centrality
algorithms together.
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8 Eigenvector centrality algorithms
One type of centrality measure differing from the ones mentioned so far in the way that it is not based
on shortest paths, is the eigenvector centrality. This measure places the emphasis on how many
incoming edges each vertex has, and also the centrality of the vertices in which these edges originate. A
vertex can thus have a high centrality value either from having many edges to it from many vertices
with low values or just a few edges to it from vertices with high values (Borgatti, 2002)(Newman). This
has been used for example by Google in their PageRank algorithm (Brin, Page, 1998).
The problem of calculating eigenvector centrality is from a mathematical point of view all about
solving the eigenvector equation A=b  for the adjacency matrix A of the graph. Since this is a
well studied problem, a number of algorithms adapted for many different variants of the problem
exists. The choice of algorithm is affected by the fact that only one eigenvector is of interest. This
eigenvector is further the eigenvector associated with the (absolute) largest eigenvalue (Golub,
Haveliwala, Kamvar, Manning, 2003)(Bai, Demmel, Dongarra, Ruhe, van der Vorst, 2000). This
problem is also equivalent to finding a stationary distribution of a Markov chain (Golub, Haveliwala,
Kamvar, Manning, 2003).
One of the simplest algorithms for solving eigenvector problem is the iterative “Power method”, which
will be described in detail later. It was chosen for implementation for this exact reason, and for
comparative purposes when eventually implementing other more advanced algorithms solving the same
problem. One slightly more advanced algorithm is the Rayleigh Quotient Iteration, which is equivalent
to the Power iteration except that it uses an eigenvalue approximation to speed up the computation by
reducing the number of iterations needed. This eigenvalue approximation does however require a lot of
resources to compute, leading to much slower iterations. A test implementation of the Rayleigh
Quotient Iteration did confirm that despite requiring less iterations than the power method, it gave
longer total running times. Therefore no more attention than this will be brought to this algorithm.
Another algorithm adaptable to solving this problem is the QR algorithm. This does however compute
all the eigenvectors which leads to a lot of unnecessary work when only one is needed. (Olver, 2006).
Yet another algorithm is the Lanczos method which is also iterative and works by building an
orthogonal basis of the Krylov subspace (Bai, Demmel, Dongarra, Ruhe, van der Vorst, 2000). It can
converge rather fast but has one limitation. It only works for hermitian (real symmetric) matrices which
in this case corresponds to an undirected graph. However, a more general variant of this algorithm
capable of handling non-hermitian matrices exists using Arnoldi iteration. This algorithm have thus
been chosen for further study.
Finally a small note should be made about the PageRank algorithm, since it is getting rather famous.
Google's pagerank algorithm solves a special case of the eigenvector centrality problem, adapted with
certain assumptions that can be made in the domain of the world wide web. This problem is less
general and has pretty much only one application. It is further uncertain whether the algorithm being
patented could lead to future legal disputes or not. Software patents seems to still be illegal in Europe,
so no problems should occur in the present, but the future is always uncertain. Because of these reasons
the choice has been made not to include the pagerank algorithm in this work.
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The Power method
Regarded as the simplest way of determining both the largest absolute eigenvalue and its corresponding
eigenvector of a matrix A is the Power method. The name comes from the phenomenon that by
multiplying A with itself repeatedly, a matrix is constructed whose columns gets closer and closer to
the sought eigenvector. From a computational point of view, performing a large number of matrix
matrix multiplications is undesirable. There is a very simple trick to avoid this. To get the actual
eigenvector just start with almost any random vector v 0 and then perform the multiplication.
v = Ak v 0
As k goes towards infinity the eigenvector will be successively better approximated. Now it can be
noted that:
Ak v 0= A k−1   A v 0 = A k− 2  A A v 0 = A k−3   A A A v 0 
Thus, a random vector can be successively multiplied by A to get the eigenvector. This can be done
with only matrixvector multiplications, which requires a lot less computations and makes it easier to
take advantage of the eventual sparseness of the matrix.
8.1.1

Applicability

Some matrices can be ill-conditioned from a mathematical point of view, which will make computation
either slow or even impossible (Bai, Demmel, Dongarra, Ruhe, van der Vorst, 2000). This has however
to do with the structure of the matrix itself and not the algorithm. Unfortunately, there is no easy way to
see if a graph is ill-conditioned or not.
8.1.2

Implementation for Neo4j

The simplicity of this algorithm made the implementation straightforward except for the matrix
multiplication itself. Due to the high probability of the graph being large and sparse, taking advantage
of that sparsity becomes necessary. It can however be realized that when multiplying a matrix with a
vector a loop is performed over all non-zero elements in the matrix, and the order does not matter. This
is the exact same thing as looping over all edges in the graph. So as long as a list of the relevant edges
is kept, the matrix need not be stored at all! The only detail that needs some attention is whether each
edge should be interpreted as directed, undirected or reversely directed as Neo4j has support for these
modes.
8.1.3

Complexity analysis

The Power method algorithm is as previously mentioned iterative. How many iterations that will be
needed to solve each problem is uncertain. The convergence rate is dependent on the two absolute
largest eigenvalues 1 and 2 . The closer these eigenvalues are to each other, the slower the
convergence. More precisely, the convergence is determined by the factor ∣ 2 /1∣ , where a smaller
factor gives faster convergence (Bai, Demmel, Dongarra, Ruhe, van der Vorst, 2000). Each iteration
can however be subject to detailed analysis. Each iteration begins with the matrix-vector multiplication,
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which is done by looping over all edges. For each edge the user supplied weight function is called. The
iteration continues by normalizing the resulting vector. This is done by looping over the elements in
this vector which is of size n. Finally a check is made to see if the result has converged enough or not.
This is also done in O(n). Conclusion: If the weight function has complexity Twf and the number of
required iterations is denoted i, the total time complexity for the algorithm becomes:
O i nm∗Twf 
which typically becomes:
O i nm 
When it comes to space, this algorithm is rather cheap. All that is needed is a vector or two, storing a
value for each vertex. The space complexity thus becomes:
O n 
8.1.4

Benchmarks

For each measure the algorithm was run on the entire graph 10 times and then an average time was
computed. For each run values were calculated for all vertices with a precision parameter of 0.001.
Graph generation parameters

Time measured

RandomGraph(1000, 10000)

0.134s

SmallWorldGraph(1000, 10, 0.25, true, true )

1.174s

PreferentialAttachment(1000, 10)

0.543s

RandomGraph( 10000, 50000 )

1.343s

SmallWorldGraph(10000, 5, 0.25, true, true )

104.498s

PreferentialAttachment(10000, 5)

2.927s

RandomGraph( 10000, 100000 )

1.889s

SmallWorldGraph(10000, 10, 0.25, true, true )

104.556s

PreferentialAttachment(10000, 10)

9.663s

8.1.5

Summary

The Power method can be used to compute eigenvector centrality typically in O i nm  time and
O n  space. Exactly how many iterations that will be required is however a bit hard to predict, as it
can depend a lot on the structure of the input graph.

8.2 Arnoldi iteration
One drawback with the Power method is that each iteration only uses the result of the previous
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iteration. All other results from previous iterations are discarded and cannot be used further. The
obvious advantage is that storage space is saved, but at the same time an algorithm taking advantage of
all previous iterations might be faster. One algorithm built from this idea is the Arnoldi iteration.
The algorithm works by building, step by step, an orthogonal basis for the Krylov subspace
K m  A , v1  ≡ Span v 1 , Av1 , ... , Am−1 v 1
for A generated by the vector v 1 (Lehoucq, 1995)(Bai, Demmel, Dongarra, Ruhe, van der Vorst,
2000). This basis is denoted Q. The algorithm was originally designed to compute the Hessenberg
decomposition
U T AU =H

U T U =I

where H is an upper Hessenberg matrix (Lehoucq, 1995)(Bai, Demmel, Dongarra, Ruhe, van der Vorst,
2000). It should be noted that the matrix H is the projection of the adjacency matrix A into the Krylov
subspace spanned by Q. For the details of exactly how the Arnoldi iteration decomposes A into Q and
H, please see the book by Bai, Demmel, Dongarra, Ruhe and van der Vorst (2000).
Now then? The Arnoldi iteration only provides a new matrix H. What can be done from here is apply
some other eigenvector algorithm on the matrix H to get the leading eigenvector.
H u = u
It can then multiplied by Q to get the corresponding eigenvector of A.
v =Q u
How does this help? Another eigenvector algorithm still had to be used and on top of that the possibly
large matrices H and Q has to be stored. The solution to all this is called explicit restarting.
The idea behind explicit restarting is to not let the Arnoldi decomposition run the full n steps, but rather
a smaller k steps. The matrix Qk is then a k-by-n matrix and the matrix H k is only a k-by-k matrix.
If an eigenvector of this smaller H k is computed and then multiplied by Q k the result is an
eigenvector approximation called a Ritz vector (Lehoucq, 1995)(Bai, Demmel, Dongarra, Ruhe, van
der Vorst, 2000). The algorithm can then be restarted with this Ritz vector as the new start vector. This
vector is a better approximation than the previous start vector and thus eventually, the algorithm
converges.
Lehoucq (1995) identifies numerical problems with the following:
•

Maintaining the orthogonality of the Arnoldi basis vectors (Q).

•

Handling spurious eigenvalues when orthogonality is not enforced.

•

Reducing the storage requirements of the method.

•

The computation of multiple and clustered eigenvalues of A.

•

Convergence to a selected group of eigenvalues of A.

These should however not become any serious problems. The first two are mainly problematic when a
large number of vectors are computed, i.e. for large values of k. In the domain of eigenvector centrality
small values of k are sufficient. More discussion about this follows in the section about complexity.
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When it comes to the third point it is also solved in part by choosing a small k, but some tricks can be
applied, like sparse representations of the matrices. The fourth point is not applicable to the eigenvector
centrality problem since only one eigenvector is relevant. This also solves the fifth point since there is
no need to choose a specific eigenvector, except for the fact that it is the leading eigenvector that is
wanted.
8.2.1

Applicability

This algorithm can suffer from ill-conditioned input graphs just like the Power method.
8.2.2

Implementation for Neo4j

The implementation uses representations for the matrices Q and H that takes advantage of sparsity, i.e.
only stores the non-zero elements. Thus the vector operations can take advantage of that. The
eigenvector of H k is currently computed with an internal version of the Power method.
8.2.3

Complexity analysis

Each time the algorithm is (re)started for a k-step decomposition, the following is done in each step:
If the weight function has complexity Twf , the current vector is multiplied by A in O m Twf  time.
Then it is orthogonalized to all the previous k-1 vectors which is done in O n for each vector, thus
O n  k−1 in total. The vector is finally normalized to be put into Q, which is also done in O n 
. The total time complexity for each step thus becomes O knm Twf  .
Then after the decomposition a Power iteration is made on H k which takes O i k 2 if i iterations
are required. Then the resulting vector is multiplied by Q k which takes O k n time. Finally the
resulting Ritz vector is compared to the previous one to check for convergence. This takes O n 
time.
The total time for a (re)start of the Arnoldi iteration is thus O k knm Twf i k 2 kn
O k 2  nik  nm Twf 

=

Thus if i iterations are required by the internal Power iteration and j restarts are made before
sufficient convergence is reached, the total time complexity for computing an eigenvector with the
Arnoldi iteration is:
O  j k k ninmTwf 
Regarding space requirements only a few vectors are stored (one of length n and one of length k),
except for the matrices Q and H. These take O n k  and O k 2  respectively. Since k≤n the total
space requirement is:
O kn
It should be noted that increasing k much will not give any large benefit because of the growing
matrices and the complexity of the internal eigenvector computation. A large k is only required when
several eigenvectors are wanted (Bai, Demmel, Dongarra, Ruhe, van der Vorst, 2000). One possibility
is then to freeze k to some small value, for example 3. The theoretical complexities then becomes
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O  j  nmTwf i time and O n  space, which if the weight function is assumed to run in
constant time becomes:
O  j  nmi time and O n  space.
8.2.4

Benchmarks

For each measure the algorithm was run on the entire graph 10 times and then an average time was
computed. For each run values were calculated for all vertices with a precision parameter of 0.001.
Graph generation parameters

Time measured

RandomGraph(1000,10000)

0.246s

SmallWorldGraph(1000,10,0.25,true,true)

2.651s

PreferentialAttachment(1000,10)

Hangs

RandomGraph(10000,50000)

25.441s

SmallWorldGraph(10000,5,0.25,true,true)

216.553s

PreferentialAttachment(10000,5)

Hangs

RandomGraph(10000,100000)

43.440s

As can be seen, two cases where found that could not be handled by the implementation of the
algorithm. The reason to this is unknown.
8.2.5

Summary

When the internal computation requires i iterations and the algorithm requires j restarts the
Arnoldi algorithm can be used to compute eigenvector centrality in O  j  nmi time and O n 
space. Exactly how many iterations that will be required is however a bit hard to predict, as it can
depend a lot on the structure of the input graph.
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9 Conclusions and Future Work
Here the conclusions of the work are presented together with some topics of interest for future research.

9.1 Adaptation to the data model
When it comes to implementing graph algorithms for Neo4j, very little adaptation has to be made to
conform with the Neo4j data model. Data stored in a Neo4j database is structured as a graph and
optimized for traversing the graph structure. It is for example fast at retrieving all edges for a certain
vertex, and then to retrieve the other vertex for each edge. To run similar algorithms on an SQLmodeled database would require extensive searches through tables just to find these edges and
neighboring vertices of a certain vertex, making it almost impossible to perform in practice.

9.2 Resulting complexities
In general, the algorithms did behave like expected. As previously mentioned the Neo4j data structure
does not infer any direct limitations when it comes to implementations of algorithms such as the ones
chosen in this work. Some optimization can sometimes be done on the algorithms themselves, like
Dijkstra can be modified to search from two directions.
For reference, a list is given here over the algorithms specifying what kind of problem they solve and
their theoretical complexity.
9.2.1
•

Single Source Shortest Path

Breadth First Search, works for unweighted graphs. Complexity:
O(m) time and O(n + m) memory.

•

Dijkstra, works for weighted graphs with positive weights. Complexity:
O mTpqaTacTwf Tcon∗Tpqr  time which typically becomes O mn∗log  n and
O(n) memory (one shortest path) or O(nm) memory (all shortest paths).

9.2.2
•

Single Source Single Sink Shortest Path

Dijkstra, works for weighted graphs with positive weights. Complexity:
Theoretical worst case based complexity is identical to the complexity of SSSP Dijkstra described
above.

9.2.3
•
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All Pairs Shortest Path

Floyd Warshall, works for weighted graphs. Complexity:
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3
O n  acmw which typically becomes O(n3) time and O(n2) space.

9.2.4
•

Find All Simple Paths

Find All Simple Paths. Complexity:
Both time and memory complexity is O2 m / 2 

9.2.5
•

Graph measures

Radius and Diameter. Complexity:
O(n(A+n)) time and O(B+n+m) memory, assuming a time complexity of A and memory
complexity of B for the underlying shortest path algorithm.

9.2.6
•

Centrality based on shortest path

Betweenness centrality. Complexity:
O(n(A+m)) time and O(B+n+m) memory, assuming a time complexity of A and memory
complexity of B for the underlying shortest path algorithm.

•

Closeness centrality. Complexity:
Identical to Eccentricity.

•

Eccentricity. Complexity for computation of a value for a single node:
O(A+n) time and O(B+n+m) memory, assuming a time complexity of A and memory complexity of
B for the underlying shortest path algorithm.

•

Stress centrality. Complexity:
O(n(A+m)) time and O(B+n+m) memory, assuming a time complexity of A and memory
complexity of B for the underlying shortest path algorithm.

9.2.7
•

Eigenvector Centrality

Power method. Complexity:
If the weight function has complexity Twf and the number of required iterations is denoted i, the
total time complexity for the algorithm is O i nm∗Twf  which typically becomes
O i nm  . Space requirement is O n  .

•

Arnoldi iteration. Complexity:
When the internal computation requires i iterations and the algorithm requires j restarts the
complexity is O  j  nmTwf i time and O n  space, which if the weight function is
assumed to run in constant time becomes O  j  nmi time and O n  space.
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9.3 Limiting computations
The hard part of implementing algorithms for Neo4j, is thus not adapting to the data model itself, but
rather to optimize these algorithms according to the assumptions made regarding the structure of user
data. One such assumption is that the graphs will typically be sparse. Keeping this in mind while
adapting algorithms might not affect some algorithms at all, like Dijkstra and BFS, but may have an
impact on others. The primary example is the Arnoldi method used in this work to compute eigenvector
centrality. Since this method revolves around matrices, a clever representation of these matrices may
save immense amounts of space because of their sparsity.
The other assumption made about data stored in a Neo4j database is that there is no real limit to the
amount of data stored. This often makes it practically impossible to let algorithms run on the entire
graph. The main problem is how to limit the amount of data a certain algorithm is allowed to traverse,
and if possible let the user specify these limits. Take the case of finding a shortest path, like Dijkstra or
BFS. One way of limiting them is to set a maximum search depth, but this doesn't help too much if they
already at a small depth run into a vertex with a lot more edges than average. Another way is to specify
a maximum number of edges or vertices that is to be searched. Yet another way is to pick some
interesting arbitrary subgraph, maybe make a copy in memory of it, and then release the algorithms on
that. A few questions arise in that case. Like if the algorithm is supposed to infer some change to the
data, should the change be reflected to the real data or should the change be confined to the temporary
copy? It is believed more research can be done on the topic of limiting the amount of data traversed by
algorithms.

9.4 Clustering
Another topic subject to future research is clustering in graphs. When datasets become large or just
become subject to a large amount of operations, it is of interest to distribute the data over several
physical machines, possibly at different geographical positions. It would then be interesting to analyze
how to partition the data. One possible way of doing it could be to apply a common mincut algorithm,
to minimize the number of edges with vertices in different partitions. The problem is however to
balance the amount of data in the different partitions. It could also be of interest to put a weight in this
balance to different pieces of the data. If for example 90% of accesses to the database is accessing the
same small subgraph, it could be more important how to divide that particular piece of the graph than
how to divide the graph as a whole. Furthermore, maybe some parts of the graph should be replicated
on several machines. Yet another dimension of this problem is how to dynamically change the partition
when changes are made to the data, or usage patterns change over time.

9.5 Semantic interpretations
During the work on this thesis, contact was made with a researcher at the Los Alamos National
Laboratory, Marko Rodriguez. He pointed out that when traversing graphs for calculating for example
centrality measures, it is not always desired to just blindly follow edges of certain types. Sometimes
there might be more complex patterns given by the semantics that would be more interesting to follow.
He came with a good simple example which is quoted here:
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“Lets say you want to calculate the centrality of a cocitation network between scholars but all you have
are WROTE (maps human to article) and CITES (maps article to article) edges. In such cases, you will
need to move in the graph in more interesting ways... You will need to take a WROTE, CITES,
WROTE-1 and loop on that pattern. This is a simple example, and for more complicated semantics, you
will need a traverser that is nearly Turing complete.”

He then suggests that traversals of the graph should somehow be programmable by the user. This is
indeed an interesting problem. Since the best solution to it seems to include the implementation of a
new kind of traverser for Neo4j that can become very complex, the choice has been made not to
continue the exploration of this particular problem. The current implementations of the algorithms does
however mainly depend on only the method for retrieving edges from a certain vertex
(Node.getRelationships), which should ease a future adaptation of them.
Marko Rodriguez returned later and presented a scientific paper which he and a colleague of his had
been working on (Rodriguez, Shinavier, 2008). It describes an algebra for describing complex multirelational patterns, like the WROTE, CITES, WROTE-1 in the above example. These algebraic
expressions can then be used to map the original multi-relational graph down to a single-relational
graph. It would then be possible to run the normal graph algorithm on the new graph to compute a
metric on the specified pattern. Developing a model for doing this could certainly be of interest. For
more details "Grammar-Based Random Walkers in Semantic Networks" (Rodriguez, 2008) is
recommended reading.

9.6 Filling out with more algorithms
While the algorithms included in this work can be used to solve many problems, there of course exists
variants of these problems that cannot be solved yet. There may also exist algorithms solving the same
problems more efficient under certain conditions. Some examples of such algorithms will be presented
here.
When it comes to shortest path problems, Dijkstra's algorithm works fine as long as there are no
negative edge weights. If there are negative edge weights, the only algorithm to use today is Floyd
Warshall, which quickly becomes too complex. An implementation of the well known shortest path
algorithm of Bellman Ford may fill this hole. Also a very efficient shortest path algorithm, although
depending on a good heuristic, is the A* algorithm. Another algorithm, maybe more adapted to sparse
graphs, is Johnson's algorithm.
Advancing to the area of centrality, it can be realized that there exists a lot of different centrality
measures and new are constantly being invented. The most common ones have been looked at in this
work, but there are many more out there. The most commonly mentioned one is “Radiality” and there
was also a rumor about something called “Bridging”. The point is that there are many of them out there
that have not been investigated yet. Of course even in this area there might exist better algorithms for
computing the measures taken up in this work. The important example is the eigenvector centrality
which can be computed in many different ways. One algorithm of interest could be the JacobiDavidson method.
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9.7 General functions
While many algorithms solving similar problems have been made to conform to a common interface
and thus can be used identically, the user still have to manually choose which algorithm to use in each
case. While this might work good, maybe it could be interesting to supply functions that run some kind
of basic analysis on the input data in order to choose a proper algorithm automatically. If the user for
example would like to compute a shortest path, the corresponding function would maybe check for
negative edges to see if Dijkstra is applicable or not, and if it is applicable automatically run the
Dijkstra algorithm. This would of course add a more or less complex analysis of the input data to the
total running time, but the possibility might be worth investigating.

9.8 Dijkstra with multiple start points
In this report, a version of Dijkstra's algorithm solving the single source single sink shortest path
problem has been described that does not start only in the start vertex, but in parallel runs the search
from the target vertex as well. This makes the total searched part of the graph smaller and the algorithm
thus becomes faster. The natural question is, if performance can be improved by starting in two points
instead of one, can even more performance be gained by starting in three points? What about four, or
even more? The problem obviously becomes how to choose these starting points. The other question is,
how many starting points would be optimal? Stretching it far enough will make every vertex in the
graph a starting point which would correspond to searching the entire graph which is exactly what
should be avoided.
Another aspect of it is the following. If such a technique could be used while solving the single source
single sink shortest path problem, could it not be used to optimize the solving of single source shortest
path problems?

9.9 Decentralized searching in small world graphs
A lot of research has been made on graphs with small world properties. Not least professor Jon M.
Kleinberg at Cornell University, New York, has contributed to this science with a lot of papers. When it
comes to searching, i.e. finding paths through this kind of networks, Oskar Sandberg came with some
good research during his time as a student at Chalmers, Göteborg University, Sweden. Some of his
theories where used in the routing protocol of the FreeNet software. The main ideas are to embed the
graph on either a one-dimensional circle or a two-dimensional torus, effectively giving each vertex a
position on either a one-dimensional line or two-dimensional grid. The Metropolis-Hastings algorithm
is run in a fixed number of iterations to “sort” the vertices in this grid so vertices with many common
neighbors end up close to each other. In essence, vertices of dense clusters in the graph comes closer to
each other. After this procedure is done, a path to any vertex should be able to be found by from each
vertex iteratively proceed to the neighbor with a position closest to the target position. This is the same
idea as used in the “Six degrees of separation” Milgram experiment, where the entire network have
same clue of how to get a message closer to the recipient.
These ideas might be applicable to find relatively short paths through this kind of graphs very
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efficiently. The downside is of course the initial vertex “sorting” that needs to be done. It seems to
require a lot of resources, and when the graph changes when does it need to be redone?
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10.1 Software packages
Java 1.5 API documentation, http://java.sun.com/j2se/1.5.0/docs/api/
Maven, http://maven.apache.org/, “A software project management and comprehension tool.”
NetworkX, https://networkx.lanl.gov/, “A Python package for the creation, manipulation, and study of
the structure, dynamics, and functions of complex networks.”

10.2 Short reference criticism
Except for the occasional book, most sources of information are scientific papers obtained through the
Internet. The Internet is in general considered to be untrustworthy, but these are scientific papers which
should hold a good quality and the places where these have been obtained is mainly respected sites like
IEEE (http://ieeexplore.ieee.org) and the Association for Computing Machinery
(http://www.acm.org/publications) .
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11 Appendix A: User manual
Getting started/introduction
This is a component that offers implementations of common graph algorithms on top of Neo4j. It is
mostly focused around finding paths, like finding the shortest path between two nodes, and different
centrality measures, like betweenness centrality for nodes. The implementation was part of a master
thesis project, so for a more advanced theoretical background the report is available.

Including it into your project
You need to make sure that the jar file for this component is in your classpath (just like Neo4j).
The easiest way to achieve this is to use Maven. When you have added the neo4j m2 repository (http://
m2.neo4j.org/) as described in the GettingStartedGuide
(http://wiki.neo4j.org/content/Getting_Started_Guide), you can add this to your pom.xml:
<dependency>
<groupId>org.neo4j</groupId>
<artifactId>graph-algo</artifactId>
<version>SOME_VERSION</version>
</dependency>
...and it should be available, ready to use!

Overview
There exists a number of algorithms and more are being added. To get a complete overview including
the latest changes and documentation of algorithm complexities please see the API. Also, if we don't
have the algorithm you would like, feel free to contact us.

Shortest path algorithms
These algorithms have been implemented:
Breadth First Search
Dijkstra
Floyd Warshall
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The only algorithm currently optimized to find the shortest path(s) between two given nodes is
Dijkstra. It cannot handle relationships with negative weights.
Floyd Warshall can be used to solve the all-pairs shortest-paths problem i.e. find the shortest paths
between all pairs of nodes in a network.
Both Breadth First Search and Dijkstra can be used to solve the single source shortest path problem, i.e.
find the shortest path(s) from one given node to all other nodes. BFS is limited to unweighted
networks, and Dijkstra cannot handle relationships with negative weights.

Centrality algorithms and graph measures
In this family of algorithms we have:
Eccentricity
Network diameter
Network radius
Stress centrality
Closeness centrality
Betweenness centrality
Eigenvector centrality
Further, some of these might be done in parallel.
All of these compute measures of centrality, computing a value for each node. The exceptions are
diameter and radius, since they give one value/measure for an entire network.

Other algorithms
There also exists an algorithm to find all simple paths between two nodes.

Example use of shortest path
Here comes some examples.
Initial example
Let us start straight away with an example. Let us say we have a small network with weighted
relationships. We assume all relationships have a property “cost” containing a Double giving us the
cost of that particular relationship.
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We would now like to find the cheapest path through this network, calling the end nodes node1 and
node2. Since there are no negative weights on any relationships, Dijkstra will work just fine. Without
further explanation, saving some details for later, here is a piece of code:
SingleSourceSingleSinkShortestPath<Double> sp = new Dijkstra<Double>(
0.0, node1, node2, new DoubleEvaluator( "cost" ),
new DoubleAdder(), new DoubleComparator(), Direction.BOTH,
MyRelationshipType );

This will provide us with an object capable of computing the shortest path. For instance to get the
resulting cost (4.0) we call:
sp.getCost();

Calling getPath will give us the path as both the nodes and the relationships in the path.
List<PropertyContainer> path = sp.getPath();

Here is a picture of it:
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If we are only interested in the nodes or relationships these can be acquired separately:
List<Node> pathNodes = sp.getPathAsNodes();
List<Relationship> pathRelationships = sp.getPathAsRelationships();

If there exists more than one shortest path and we would like all of them we can call getPaths:
List<List<PropertyContainer>> paths = sp.getPaths();

Observe that when asking for only one path, only data for that path is stored, so later asking for all
paths will invalidate the computation and automatically redo it. So in that case, asking for all paths first
then only one will save one computation. Also note that asking for the cost will count as asking for only
one path.
Conclusion: When all paths are wanted, retrieve them before any other result.
Here is an example of several paths:
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More details, cost types and such.
Ok, so much for the basics. But what about those DoubleAdder, DoubleEvaluator and
DoubleComparator objects in the code above? Well, first of all, these algorithm objects (many of them
anyway) are generics made to be able to run their computations on any data type. Doubles should be
common but what if we have integers? Strings? Some user defined type? In order to use these a number
of operations on these must be supplied. This does not only allow us to use different types, but also to
tweak the algorithms to work for any search with the characteristics of a shortest path problem!
So what are these operations? First of all we have the costEvaluator. It is called for every relationship
in order to get the cost/weight for it. It has one method:
CostType getCost( Relationship relationship, boolean backwards );

The standard thing to do is just fetch some property, but we could fetch several and maybe some
information from the nodes in order to make some small computation. An example is coming later.
Next in line is the costAccumulator with the method:
CostType addCosts( CostType c1, CostType c2 );

This is simply called in order to add together several costs. For example if there is a path from a node A
to a node B with cost X and a path from node B to node C with cost Y, the cost for the path from A to C
is X+Y.
Last comes the comparator. This is just a common java.util.Comparator, used to tell which of two paths
is more optimal.
So what where those DoubleAdder, DoubleEvaluator and DoubleComparator? For the standard case
where we want to add costs with common addition, prefer the lowest cost and just want to fetch a
property as the cost for a relationship, a number of standard objects have been provided. Thats where
these came from.
Variants of shortest path
Now when we are familiar with the cost comparators and such, we can change them in order to modify
the behavior of the algorithms. The first example is another evaluator. Imagine we store a number of
geographic points in a network between which there are paths. These points lie at different altitudes and
this is stored as a property, for simplicity called “h”. Now imagine someone would like to travel
between two points while minimizing the total vertical movement. We could store the needed
information on the relationships, but why bother? The information is already available in the nodes! We
define the costEvaluator like this:
CostEvaluator<Double> costEvaluator = new CostEvaluator<Double>()
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{

};

public Double getCost( Relationship relationship, boolean backwards )
{
Node startNode = relationship.getStartNode();
Node endNode = relationship.getEndNode();
// Fetch values
Double h1 = (Double) startNode.getProperty( "h" );
Double h2 = (Double) endNode.getProperty( "h" );
return Math.abs( h1 - h2 );
}

Observe that we in this case don't need to bother with the direction, but if it somehow would matter
(maybe we prefer going downhill) it can be easily modified to support this:
CostEvaluator<Double> costEvaluator = new CostEvaluator<Double>()
{
public Double getCost( Relationship relationship, boolean backwards )
{
// Take direction into consideration
Node startNode = backwards ? relationship.getEndNode()
: relationship.getStartNode();
Node endNode = relationship.getOtherNode( startNode );
// Fetch values
Double h1 = (Double) startNode.getProperty( "h" );
Double h2 = (Double) endNode.getProperty( "h" );
return Math.abs( h1 - h2 );
}
};

The result can look like this:

Now let's have a look at an alternative costAccumulator. What if we take the network from the first
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example but don't want to add costs together, we would like to multiply them. We choose to code this
one in-place like this:
SingleSourceSingleSinkShortestPath<Double> sp = new Dijkstra<Double>(
1.0, node1, node2, new DoubleEvaluator( "cost" ),
new CostAccumulator<Double>()
{
public Double addCosts( Double c1, Double c2 )
{
return c1 * c2;
}
}, new DoubleComparator(), Direction.BOTH, MyRelationshipType );

Note that we in this case have to change the starting cost (first argument) to 1.0 instead of 0.0.
The result for this example is identical to the first example except that getCost now returns 2.0 instead
of 4.0:

Let's take one more example of cost accumulations. This one is a bit stranger since it is only correct
when retrieving one path, not several. Imagine this: We have a network of pipes/communication lines
in which we can send information. Each link has a certain capacity. Now we would like to find the one
single route through this network through which we can send the most information. The accumulator
needs not add or multiply, but take the minimum value and the comparator needs to prioritize larger
values. The code is like this:
CostAccumulator<Double> costAccumulator = new CostAccumulator<Double>()
{
public Double addCosts( Double c1, Double c2 )
{
return Math.min( c1, c2 );
}
};
Comparator<Double> comparator = new Comparator<Double>()
{
public int compare( Double o1, Double o2 )
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{
}

return (int) (o2 - o1);

};
SingleSourceSingleSinkShortestPath<Double> sp = new Dijkstra<Double>(
Double.POSITIVE_INFINITY, node1, node2,
new DoubleEvaluator( "cost" ), costAccumulator, comparator,
Direction.BOTH, MyRelationshipType );

The cost becomes 2.0 and the result looks like this:

Shortest path with only source node
So far we have only covered problems involving shortest paths between a source node and a target
node (known as sink). The problem of finding shortest paths from one node to all other nodes is our
new topic. In its simplest form, we have the Breadth First Search algorithm available for unweighted
networks. I.e. works on integers and assumes cost 1 for every relationship. Here is a piece of code:
SingleSourceShortestPathBFS pathBFS = new SingleSourceShortestPathBFS(
startNode, Direction.BOTH, MyRelationshipType );

We can now get the cost for any node:
pathBFS.getCost( node );

An example run can produce a result like this:
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Now lets use this in another example. The earlier promise of an example using String as data type is
now going to get fulfilled. A bit bizarre one might think, but let's have a look. Imagine a network used
to build sentences, where the relationships represents words. Like this:
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Imagine we would like to construct the longest string possible, in regards to number of characters. Here
is the code:
CostEvaluator<String> costEvaluator = new CostEvaluator<String>()
{
public String getCost( Relationship relationship, boolean backwards )
{
return (String) relationship.getProperty( "word" );
}
};
CostAccumulator<String> costAccumulator = new CostAccumulator<String>()
{
public String addCosts( String c1, String c2 )
{
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return c1 + " " + c2;
}

};
Comparator<String> comparator = new Comparator<String>()
{
public int compare( String o1, String o2 )
{
// o2 - o1 since we want the longest
return o2.length() - o1.length();
}
};
SingleSourceShortestPath<String> singleSourceShortestPath = new
SingleSourceShortestPathDijkstra<String>(
"", startNode, costEvaluator, costAccumulator, comparator,
Direction.OUTGOING, MyRelationshipType );

The result looks like this:
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Example use of centrality
Pretty much all of the centrality measures behave similarly usage-wise. Therefore only one example
will be provided here. Most centrality measures require an underlying shortest path algorithm of the
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type SingleSourceShortestPath (i.e. no sink). The only other thing that is needed is a set of the nodes
we would like a centrality value computed for. This is currently the only way to limit the scope of the
computation, and it does not affect the chosen shortest path algorithm. Desired limits for that has to be
set separately. The following example does not set such limits. The computation is done for the entire
network. For simplicity, BFS is chosen as the underlying algorithm. The code is rather simple:
// Set up shortest path algorithm.
// Observe that we don't need to specify a start node.
SingleSourceShortestPath<Integer> singleSourceShortestPath = new
SingleSourceShortestPathBFS(
null, Direction.BOTH, MyRelationshipType );
// Set up betweenness centrality algorithm.
BetweennessCentrality<Integer> betweennessCentrality = new
BetweennessCentrality<Integer>(
singleSourceShortestPath, nodeSet );

The result becomes:
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