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ABSTRACT

In this thesis we present the idea of using parallel phrases for word alignment. Each par-
allel phrase is extracted from a set of manual word alignments and contains a number of
source and target words and their corresponding alignments. If a parallel phrase matches
a new sentence pair, its word alignments can be applied to the new sentence. There
are several advantages of using phrases for word alignment. First, longer text segments
include more context and will be more likely to produce correct word alignments than
shorter segments or single words. More importantly, the use of longer phrases makes
it possible to generalize words in the phrase by replacing words by parts-of-speech or
other grammatical information. In this way, the number of words covered by the ex-
tracted phrases can go beyond the words and phrases that were present in the original
set of manually aligned sentences. We present experiments with phrase-based word align-
ment on three types of English–Swedish parallel corpora: a software manual, a novel and
proceedings of the European Parliament. In order to find a balance between improved
coverage and high alignment accuracy we investigated different properties of generalised
phrases to identify which types of phrases are likely to produce accurate alignments on
new data. Finally, we have compared phrase-based word alignments to state-of-the-art
statistical alignment with encouraging results. We show that phrase-based word align-
ments can be used to enhance statistical word alignment. To evaluate word alignments
an English–Swedish reference set for the Europarl corpus was constructed. The guidelines
for producing this reference alignment are presented in the thesis.
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Chapter 1

Introduction

Translated texts are rich sources of information about language, language
differences and translation. A text and its translation in another language
are called a parallel text. The goal of research in parallel text processing
is to extract translation information from the large amounts of translations
that are produced and made available in electronic form.

A fundamental step in extracting translation information from parallel
text is to determine which words in the source text correspond to which
words in the target text, a process known as word alignment. A parallel
text is often aligned at the sentence level which means that word align-
ment is performed on a pair of corresponding source and target sentences.
Word alignments can then be used to extract information from the texts
including bilingual dictionaries, transfer rules and information about word
order differences between languages. It is also possible to train a completely
data-driven statistical machine translation system based on a word aligned
corpus, provided that the corpus is large enough. It is not an easy task
to decide which source and target words correspond in a parallel text and
manual word alignment can be very time-consuming. Today, there are effec-
tive techniques for automatic word alignment of parallel text. However, the
quality of automatic word alignment is far from perfect, especially if parallel
data is scarce which is the case for most language pairs unless one of the
languages is English.

This thesis concerns the problem of word alignment and suggests a new
method to create high quality word alignments using phrases from a set of
manually word aligned sentences. Phrases are defined as pairs of aligned
sentence segments of arbitrary length. The use of phrases has several ad-
vantages over words for word alignment. Longer parallel phrases provide
more context to the word links which makes them more reliable. In addi-
tion, the use of longer phrases makes it possible to generalize words in the
phrase by replacing words by parts-of-speech or other grammatical informa-
tion. In this way, the number of words covered by the extracted phrases
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CHAPTER 1. INTRODUCTION

can go beyond the words and phrases that were present in the original set
of manually aligned sentences. More specifically the thesis will address the
following questions. What is the highest recall phrase-based word alignment
can produce with high precision? How can phrases be generalised to increase
recall without losing precision? We also address the issue of how the quality
of phrase-based word alignment compares to the quality of state-of-the-art
statistical word aligment and whether word alignments from these systems
can be combined to produce better alignments.

1.1 Contributions

This thesis presents the idea of using phrases for word alignment and shows
how phrases can be applied to create high quality alignments. The main
contributions of this thesis are:

• A framework for phrase-based word alignment.

• A study of how to select reliable parallel phrases for word alignment.

• A comparison of phrase-based word alignment and state-of-the-art sta-
tistical word alignment.

• An English–Swedish word aligned reference set from the Europarl cor-
pus.

• A set of reference alignment guidelines for English–Swedish word align-
ment.

1.2 Outline

After this short introduction to word alignment, Chapter 2 will present
current state-of-the-art methods of automatic word alignment, as well as
various approaches to improve them. The chapter discusses methods and
measures for evaluating word alignment systems and reviews some appli-
cations of word aligned parallel texts with a focus on statistical machine
translation. Research on the relationship between word alignment quality
and machine translation quality is also reviewed here.

Chapter 3 describes the novel phrase-based approach to word align-
ment. Phrase-based word alignment is a new approach to word alignment,
which aligns new text based on parallel phrases from manually aligned text.
We explain the ideas and motivations behind the approach and outline the
research questions for the experiments in this thesis.

Chapter 4 presents the experiment corpus and describes the creation of
the manual word alignments that were used in this study. Two sets of word
alignments were created, a training set and a test set. The training set was
used to extract parallel phrases and the test set was used as reference data

2



CHAPTER 1. INTRODUCTION

for word alignment evaluation. The creation of manual word alignments in-
cluded constructing suitable word alignment guidelines, manual annotation
and finally, merging the annotations from two human annotators into one
reference alignment.

Chapter 5 describes the experiments that were performed to evaluate
the phrase-based word alignment algorithm on the Europarl corpus as well
as various methods to improve its accuracy and recall. The results were
evaluated using standard measures of alignment quality and were compared
to the quality of statistical word alignment.

Chapter 6, finally, contains a summary of the findings and outlines
directions for future research.
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Chapter 2

Background

Word alignment is the task of finding correspondences between words and
phrases in parallel texts. Aligning words in translated texts is difficult for
many reasons. Language differences make word-by-word translations very
uncommon in real translations and human translators may use paraphrases,
omissions, additions and reorderings to express the original content in a new
language.

In this chapter I will present methods for aligning a parallel text on the
sentence and word levels. Sentence correspondences are usually identified
in a separate process before word alignment to make the word alignment
problem easier. Sentence alignment is described in Section 2.1. The two
main approaches to automatic word alignment, statistical word alignment
and heuristic word alignment are described in Section 2.2 and Section 2.3.
In Section 2.4 I discuss advantages and disadvantages with the heuristic and
statistical approaches. In Section 2.5 I will present research on improving
statistical word alignment with syntactic and morphological information.
A number of applications of word alignment are described in Section 2.6,
with a focus on statistical machine translation. Finally, Section 2.7 explains
how to evaluate word alignment systems – a very important aspect of word
alignment research.

2.1 Sentence alignment

Most word alignment algorithms require a parallel text that has been aligned
at the sentence level. Sentence and paragraph alignment can be performed
with relatively high precision using language independent methods such as
Gale and Church’s algorithm (Gale and Church, 1991). Several simplifying
assumptions can be made about sentences and paragraph alignment which
makes this an easier problem than word alignment. First of all, sentences and
paragraphs are generally translated in the order they appear in the original
text and we can therefore generally assume that alignment can be monotone.

5



CHAPTER 2. BACKGROUND

Second, there is a correlation between the sentence lengths (in characters)
in many language pairs. The Gale and Church algorithm depends on these
two assumptions and also assumes that sentences correspond either 1-to-1,
1-to-2, 2-to-1, 1-to-0, 0-to-1 or 2-to-2 since these correspondences are the
most common in text. In their algorithm, each candidate sentence pair
is assigned a probabilistic score based on the ratio of lengths of the two
sentences and the variance of this ratio. Dynamic programming is then used
to find the most probable alignment for all sentences in the document. The
accuracy of this method varies with the language pair and characteristics
of the text. Gale and Church, for example, report a 4% error rate on a
sample of the French–English Canadian parliamentary proceedings, known
as the Hansards. Other sentence alignment algorithms use similar dynamic
programming techniques but also use information about cognates and word
correspondences to find anchor points in the parallel text (Melamed, 1999;
Moore, 2002; Wu, 1994).

2.2 Statistical word alignment

Statistical methods have become the dominating approach to word align-
ment in recent years due to the availability of parallel data and the success
of statistical machine translation. In the statistical approach to word align-
ment, a statistical translation model is estimated directly from parallel
texts. A translation model models the conditional probability of a source
string given a target string, (e.g., Pr(I|jag) = 0.9 and Pr(me|jag) = 0.1).
These probabilities are estimated from corpora via an alignment that con-
nects words in a source sentence with words in a target sentence. Conse-
quently, alignments are produced as a by-product of estimating the transla-
tion model.

2.2.1 Statistical translation models

Translation models are used in statistical machine translation to find the
most probable translation t = [t1, . . . , tI ] of a source string s = [s1, . . . , sJ ].
Using Bayes’ theorem, we can write the probability Pr(t|s), the probability
of translation t given the source string s, as in (2.1).

Pr(t|s) =
Pr(s|t)Pr(t)

Pr(s)
(2.1)

The goal of finding the most probable target t can be restated as finding the
target language string t that maximize the function in (2.2). In this way,
the translation probability only depends on the reversed translation model,
Pr(s|t), and a target language model, Pr(t).

t̂ = argmax
t

Pr(t)Pr(s|t) (2.2)

6



CHAPTER 2. BACKGROUND

This model of translation assumes that the source string is just a noisy
version of the target string. Using the example of translation from Swedish
to English the model assumes that when a native Swedish speaker generates
a string s in Swedish, she did actually have an English string t in mind.
The goal is to find out which English string the speaker had in mind when
she said s, based on the probability of the English string Pr(t) and the
probability of s being a translation of t, Pr(s|t).

The target language model Pr(t) is estimated from a target language
corpus and the translation model Pr(s|t) is estimated from parallel corpora.

2.2.2 Statistical alignment models

Statistical alignment models introduce a hidden alignment a, which connects
words in the source string to words in the target string. The set of alignments
a is defined as the set of all possible connections between each word position
j in the source string to exactly one word position i in the target string. The
translation probability Pr(s|t) can be calculated as the sum of Pr(s,a|t)
over all possible alignments, where Pr(s,a|t) is the joint probability of the
source string s and an alignment a given the target string t (2.3).

Pr(s|t) =
∑
a

Pr(s,a|t) (2.3)

The joint probability Pr(s,a|t) is not estimated directly from a parallel
corpus. Instead, the process of generating the source string s from the
target string t is broken down into smaller steps and the probability of each
step is estimated from the corpus. The IBM models 1-5 (Brown et al., 1993)
and the HMM model (Vogel et al., 1996) decompose the alignment model
into a set of parameters that describe this generative process. Model 1 and
2 tells a simplified story of how the source string was generated from the
target string, while the story of the more complex models 3, 4 and 5 account
for more relevant factors that affect alignment probability.

In the simplest of the IBM-models, Model 1, Pr(s,a|t) only depends on
one parameter, the translation probability t(sj |taj

) which is the probability
that the target word t aligned to the source word at position j is a translation
of the word sj .

Model 2 includes a parameter for alignment positions a(i|j, I, J) where
the position of the target word i depends on the position of the source word
j, the length of the target sentence I and the length of the source sentence
J . In this model, the alignment depends on the source and target words as
well as the absolute position of the source word.

Model 3 adds several new parameters to the alignment model. In this
model, each target word can give rise to several source words as in anyhow
– hur som helst. The fertility parameter f(n|t) models the probability that
a target word generates n source words. Model 3 also assumes that source
words can be generated from a NULL word token at each position in the tar-
get sentence. The probability of generating such a NULL word is also used

7



CHAPTER 2. BACKGROUND

as a parameter in this model. Finally, a reversed position model a(j|i, J, I)
is used that models the probability of the source word position j based on
the target word position i.

Model 4 adds two new parameters, a relative word order model and a
first order dependence on word classes. The word order model acknowledges
the fact that words tend to move around in groups. This is modeled by
having two reversed alignment models, one for the first word of a group
d1(∆j|A(ti−1), B(sj)) and the second model for the relative positions of the
following words d>1(∆j|B(sj)). ∆j is the relative position of the source
word being placed and A(t) and B(s) are the word classes of a target word
and a source word respectively. Consequently, in Model 4, the placement of
the first word of a word group depends on the word class of the previous
aligned target word and the word class of the source word being placed. The
placement of the other words in a group depends only on the word class of
the source word. Word classes are automatically induced from data (Och
and Ney, 2003).

Model 5 differs from Model 4 only by the fact that it is not deficient.
The deficiency of Model 4 means that the model wastes probability on events
that can not be source strings. The problem is the relative word order
model, which lets source positions be chosen more than once and assigns
probabilities to alignments outside of the sentence boundaries.

The Hidden Markov Model alignment presented in Vogel et al. (1996)
is an alternative to IBM Model 2. Unlike Model 2, the HMM model include
a first order dependence on the previous aligned word position a(aj |aj−1, I).
This model produces better results than Model 2.

2.2.3 Parameter estimation

The Expectation-Maximization (EM) algorithm (Dempster et al., 1977) is
used to iteratively estimate alignment model probabilities according to the
likelihood of the model on a parallel corpus. In the Expectation step, align-
ment probabilities are computed from the model parameters and in the
Maximization step, parameter values are reestimated based on the align-
ment probabilities and the corpus. The iterative process is started by ini-
tializing parameter values with uniform probabilities for IBM Model 1. The
EM algorithm is only guaranteed to find a local maximum which makes the
result depend on the starting point of the estimation process. Therefore, the
result of simpler models is used as initial guesses to bootstrap more complex
models.

2.2.4 Giza++

Giza++ is a free statistical word alignment system that implements IBM
Models 1-5, HMM alignment, and parameter smoothing (Och and Ney,
2003). The Giza++ default alignment model is estimated using 5 itera-
tions each of Model 1, HMM, Model 3 and Model 4. Giza++ also finds

8
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the most probable alignment for each sentence pair based on the estimated
parameter values. This alignment is called the Viterbi aligment.

Giza++ produces word alignments in the format shown in Figure 2.1
where each aligned sentence pair is represented by three lines of text. The
first line contains sentence number, lengths of source and target sentences
and an alignment score. The second line contains the target sentence. The
third line, finally, contains the source sentence with links to the correspond-
ing target words. The first source token is a null token so that target words
can be linked to null if there is no other corresponding token in the source.

1: # Sentence pair (1) source length 3 target length 4 alignment

score : 0.00459675

2: resumption of the session

3: NULL ({ }) återupptagande ({ 1 }) av ({ 2 }) sessionen ({ 3 4 })

Figure 2.1: Giza++ alignment format

2.2.5 Symmetrization heuristics

Because the statistical models require that each target word is aligned to
exactly one source word, Viterbi alignment results in an asymmetric align-
ment containing one-to-many alignments but not many-to-one or many-to-
many alignments. This is a problem since many-to-many alignments are
quite common. The solution is to produce assymetric alignments in both
translation directions and then combine the alignments into one symmetric
alignment. The simplest symmetrization algorithms take the intersection or
the union of the words links from the two asymmetric alignments. More
complex heuristics start from the intersection of word links and then add
additional alignment points from the union based on particular criteria.

The following heuristics and combinations of heuristics in Table 2.1 are
implemented in the Moses toolkit for statistical MT (Koehn et al., 2007).
Starting with the intersection, the alignment is expanded by adding align-
ment points from the union of alignments. Points are added if they are
adjacent to previously aligned words (grow), that is, if they are above, be-
low, to the right or left of an alignment point in the alignment matrix. In
addition, alignment points may be diagonally adjacent in order to be added
to the alignment (diagonal). In a final step, remaining unaligned words can
be aligned although they are not adjacent to other alignment points (final).
An additional constraint can be added to the final step that both words in
the alignment point must be unaligned (and). The heuristics in Table 2.1
were used to produce symmetric Giza++ alignments for the project Europarl
corpus. These alignments were then used as a state-of-the-art baseline. An
evaluation of the heuristics on this corpus is presented in Section 5.2.2.

9



CHAPTER 2. BACKGROUND

intersection A1 ∩A2

union A1 ∪A2

grow add adjacent links (block distance)
grow-diag add diagonally adjacent links
grow-diag-final add non-adjacent links in a final step
grow-diag-final-and add links for unaligned words in the final step
grow-final grow + add non-adjacent links in a final step

Table 2.1: Symmetrization heuristics

2.3 Heuristic word alignment

Word alignment methods that align words and phrases based on other
knowledge sources than pure statistical estimation are called heuristic or
associative word alignment. Heuristic systems base their alignment deci-
sions on many knowledge sources, usually a combination of co-occurrence
metrics, string similarity metrics, machine readable dictionaries and part-of-
speech patterns or other types of information that can be manually defined
or learned from word aligned data.

Co-occurrence metrics measure the association between a source and
target word by measuring the number of times the source and target words
co-occur in a sentence pair compared to the number of times they would
co-occur by chance. Common measures of co-occurrence are the Dice score
(2.4) and pointwise mutual information (2.5).

Dice(s, t) =
2(c(s, t))

c(s) + c(t)
(2.4)

MI(s, t) = log2

p(s, t)
p(s)p(t)

(2.5)

Cognate words, words that are similar across languages, include proper
names, loan words and other words with common origin. Cognates such
as international - internationell and Volvo - Volvo can be used as high-
confidence alignments in a sentence pair. String similarity measures are
used to determine the likelihood that two words are cognates. A common
measure of string similarity is the co-occurrence of character bigrams calcu-
lated using Dice’s coefficent (2.6).

Dicecharacter bigrams(s, t) =
2|bigrams(s) ∩ bigrams(t)|
|bigrams(s)|+ |bigrams(t)|

(2.6)

Another measure for finding possible cognates is the Longest Common
Subsequence Ratio, LCSR, which measures the ratio between the longest
common subsequence of characters in source and target words, and the
length of the longest word (2.7). Example (2.8) shows LCSR for the word
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pair farmer – farmare.

LCSR(s, t) =
|longest common substring|

max(|s|, |t|)
(2.7)

LCSR(farmer, farmare) =
|farmr|

max(|farmer|, |farmare|)
=

5
7
≈ 0.71 (2.8)

Cognates can be a good indicator of translation correspondence for closely
related languages, but they may also give false indications of correspondence
in the case of ”false friends” such as eng. eventually - swe. eventuellt and
eng. fart - swe. fart. The risk of false cognates is greater for shorter words
and to minimise this risk a length threshold can be set for accepting potential
cognate pairs.

Associations between words can also be identified through the use of ordi-
nary bilingual dictionaries or lists of corresponding parts-of-speech patterns,
phrase type correspondence, relative positions and so on.

2.3.1 Combining knowledge sources

Co-occurrence metrics like the Dice coefficent produce an association score
for pairs of lexical items in a sentence pair. Heuristic systems need a way to
find the best alignment of a parallel corpus given these scores. The com-
petitive linking algorithm (Melamed, 2000) is a greedy algorithm that
produces a word alignment from association scores. First, word pairs are
ranked according to their association scores assoc(s, t). Beginning from the
top of the ranked list, word pairs are linked in the parallel corpus. Because
the algorithm is restricted to one-to-one alignments, linked words are re-
moved from the search space. New alignments are then added iteratively by
linking word pairs with the next highest association score.

Heuristic systems that use other knowledge sources than co-occurrence
scores must have a method of combining the different knowledge sources into
an accurate alignment. Tiedemann (2003; 2005) suggests a way to combine
different types of information that indicate association between lexical items
in a parallel text. He calls information that indicate associations between
lexical items word alignment clues. Each clue Ci(s, t) indicates a value
between 0 and 1 for the association between two lexical items s and t as
defined by a weighted association measure wiAi(s, t). The association score
can be calculated for any feature of the lexical items (e.g., word form, lemma,
part-of-speech, phrase-type), using any measure of association (e.g., Dice,
string similarity). Different clues are then combined for each word pair from
the union of all available clues as defined in (2.9).

Call(s, t) = C1(s, t) ∪ C2(s, t)
= C1(s, t) + C2(s, t)− C1(s, t)C2(s, t)

(2.9)

After filling a word alignment matrix with the value of the combined clues
for each pair of lexical items, links are found by looking at cells in the matrix
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with highest value and accept those links that do not violate a constraint, for
example, by overlapping with more than one accepted link cluster. Unlike
Melamed’s competitive linking algorithm, the clue-based algorithm is not
restricted to one-to-one alignments. If a clue indicates association between
MWUs (as in hand luggage – handbagage) the clue’s score will be added to
each cell of the MWU (i.e., hand – handbagage and luggage – handbagage in
Table 2.2). Then, in the alignment step, alignment of MWUs are created by
adding new links to existing link clusters in the matrix. The only constraint
is that an MWU must be a contiguous sequence of words. The search for
links stops when no more links are found or when the values in the remaining
cells reach a certain threshold.

sedan öppnas handbagaget
then 0 0 0
hand 0 0 0.30

luggage 0 0 0.30
is 0 0 0

opened 0 0 0

Table 2.2: A word alignment matrix (Tiedemann, 2003)

Clues and association scores can also be learnt from word aligned data.
In experiments with clue-based alignment Tiedemann (2003) used the align-
ments found by combining two simple clues: LCSR and Dice-score to esti-
mate new clues for the association between parts-of-speech, phrase types
and word positions in source and target. These ”bootstrapped clues” im-
proved performance in spite of the fact that they were derived from a less
than perfect word alignment. Tiedemann also used bilingual lexical transla-
tion probabilities from Giza++ as a knowledge source among others in the
clue-based system. To choose a good combination of all available clues and
find good weights for each clue, Tiedemann (2005) used a genetic algorithm
to optimize Swedish–English word alignment.

2.4 Statistical vs. heuristic word alignment

The previous sections described the statistical and heuristic approaches to
word alignment. In this section we will look at their respective advantages
and disadvantages.

Statistical methods, as defined by IBM model 4 and implemented in
the Giza++ system are currently state-of-the-art in word alignment and
outperform most heuristic systems. This is evident from looking at recent
word alignment competitions called Shared Tasks (Mihalcea and Pedersen,
2003; Martin et al., 2005), where the majority of the competing systems
were based on IBM models improved in various ways.
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An advantage of statistical word alignment is that it is language indepen-
dent. No language dependent resources like part-of-speech taggers, parsers
and dictionaries are required to create a word alignment provided that a
sufficient amount of parallel training data is available. As a result, statis-
tical alignment can be applied instantly to texts from any language pair.
Language independence can be desirable in some cases. However, one can
also argue that for languages with plenty of available linguistic resources it
would be a waste not to use these resources to improve alignment quality.
Especially since statistical word alignment has several well known weak-
nesses where linguistically informed methods might be better at finding the
correct alignment.

Heuristic methods, on the other hand, are well suited for linguistic aug-
mentation because they typically rely on a number of information sources
already and adding another one fits well into the framework. Adding syn-
tactic and gold-standard information to statistical word alignment systems
is a harder problem. There is no obvious way to incorporate linguistic in-
formation into the standard statistical framework although some attempts
are described in Section 2.5. Other weaknesses of statistical word alignment
include:

Hapax legomena and data sparseness. For a word type that only
occurs once in the text, called a singelton or hapax legomenon, there
will not be enough data to reliably estimate its alignment parameters. Data
sparseness is a problem for all kinds of words and phrases with only few
occurrences in the data. Rare words in the source language also have a
tendency to act as ”garbage collectors” during alignment, aligning to too
many target words (Moore, 2004; Liang et al., 2006).

The risk of running into sparse data problems increase with vocabulary
size. Larger source and target vocabularies means an increase in the number
of parameters to estimate in the statistical alignment model. Consequently,
more data is required in order to produce good alignments in texts with large
vocabularies. Talbot (2005) compared word alignment on three different
text domains and showed empirically that alignment of texts with a high
vocabulary growth rate improved much slower with additional amounts of
data than texts with lower vocabulary growth rate.

Long sentences. Sentence length is another factor that influences sta-
tistical word alignment quality. High average sentence lengths increase the
number of co-occurring source and target words and consequently increase
the number of translation probabilities t(f |e) that must be estimated. For
practical reasons, sentences longer than 40 words are usually removed from
corpus data before word alignment with IBM Model 4 to speed up alignment
and avoid running out of memory. In addition, longer sentences provide
more alignment alternatives which will also increase the chance of produc-
ing alignment errors.
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Many-to-many alignments. Statistical word alignment is based on word-
to-word correspondences. Words in multi-word units, phrases and idiomatic
expressions correspond many-to-many. Many-to-many alignments are nec-
essary for all languages, but it is a more serious problem for very different
languages like English and Chinese. The fertility parameter introduced in
IBM Model 3 improves modelling of source words being aligned to more than
one target word, thereby creating one-to-many alignments. To align words
many-to-many, symmetrization heuristics must be applied to the resulting
Viterbi alignments.

Null links. Another weakness of statistical word alignment is the identifi-
cation of null links. This issue is largely ignored since most of the accuracy
scores reported in the literature are based on evaluations ignoring null links
in submitted and reference alignments (i.e., no-null evaluation (Mihalcea
and Pedersen, 2003)). Generally, word alignment accuracy decreases if null-
alignments are included in evaluation. Although words can be null linked in
the statistical paradigm, when symmetrizing two directed statistical align-
ment using standard heuristics, any word that remains unaligned will also
be treated as null links. The use of null links as a default alignment increase
the risk of committing errors.

2.5 Improving statistical word alignment

As previously stated, pure statistical word alignment as formulated in Brown
et al. (1990, 1993) only use word strings in parallel text to estimate word
alignments. Recently, researchers have started to improve statistical word
alignment by incorporating external knowledge and linguistic resources in
the alignment process. In the rest of this section I will describe approaches
to improving state-of-the-art statistical word alignment with linguistic in-
formation to address some of the weaknesses listed in the previous section.

2.5.1 Pre-processing

A simple but effective way to incorporate linguistic knowledge in statistical
word aligment is by pre-processing the parallel texts before alignment using
information from POS-taggers, morphological analyzers, text chunkers and
other tools for linguistic analysis. The goal of pre-processing parallel text
is to remove unnecessary variation and make the two texts more similar
concerning the number of word types, morphological variation, tokenization
and word order. Pre-processing is a language dependent process, because
the processing required to harmonise two languages is different for each
language pair.

Lemmatization and stemming. Data sparseness can be alleviated by
replacing words with their lemma or stem in order to reduce the number
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of unique word types (Goldwater and McClosky, 2005; de Gispert et al.,
2006). This process is meant to remove unnecessary morphological variation
from the texts. For example, Swedish adjectives have different inflections
depending on the noun it modifies (röd, rött, röda). The corresponding
word in English would be red. In this case, alignment probabilities would
be estimated for each inflected form separately. By lemmatizing the text
before alignment, all instances of röd can be used to estimate the alignment
probability to red.

By replacing words with their stem or lemma, there is also a risk of los-
ing valuable morphological information. Goldwater and McClosky (2005)
tested two ways of adding important morphological information to the lem-
mas when pre-processing Czech, a highly inflected language, before word
alignment to English. In their first approach, important morpological fea-
tures were added to the end of the lemmas (e.g., byt+PERS 3 ). In their
second approach, important morphological features were added as separate
pseudo-words in the Czech text (e.g., byt PERS 3 ). This second method
made the Czech more similar to English, at least in cases where a Czech
word inflection was expressed as an independent function word in English.
Both approaches improved word alignments, however, these alignments were
not evaluated directly on alignment quality, but evaluated on their effect on
statistical machine translation.

Segmentation. Tiedemann (2003) pointed out the importance of segmen-
tation during alignment, suggesting that segmentation and alignment should
be done in parallel. By modifying segmentation of words, it is possible to
avoid many-to-many correspondences and thus simplify alignment. One
way to change the segmentation of Swedish to be more similar to English
is to split compounds. Noun compounds in languages like German and
Swedish are productive and can be formed from almost any two nouns.
Many compounds such as plommonträd (plum tree) may be rare in corpora,
and chances are that plommon - plum and träd - tree occur more frequently.
Thus, compound splitting can be a way to reduce the number of rare words
in a text and at the same time increase the number of one-to-one correspon-
dences (Niessen and Ney, 2000).

The opposite approach of adding words together rather than splitting
them was taken by Ma et al. (2007) in alignment of English and Chinese
texts. Ma et al. improved word alignment accuracy by creating new word to-
kens for commonly coocurring multi-word units in both languages, a process
they termed word packing. Standard statistical alignment was then ap-
plied to the modified parallel data.

Word order changes. Word order changes have also been shown to im-
prove word alignment accuracy (de Gispert et al., 2006; Popović and Ney,
2006). In these experiments, word reordering based on POS tags was per-
formed before alignment to make word order more similar in the source
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and target texts. Different language pairs need different kinds of reorder-
ings to become more similar. For example, Spanish nouns and adjectives
were swapped before alignment from Spanish to English: bruja/N verde/A -
green/A witch/N. The quality of German–English alignment improved after
changing the position of English verbs to match German verbs.

Since many of the problems of statistical alignment is due to data sparse-
ness, adding more parallel data will generally result in better alignments.
For the same reason, larger parallel training corpora will also reduce the
positive effects of pre-processing (Niessen and Ney, 2004).

2.5.2 Adding parallel data

As noted in the previous section, adding more parallel data generally has
a positive effect on alignment. However, parallel data is a limited resource
and we are often forced to make the best use of the data we have. One way
to fully exploit parallel data is to extract correspondences from it before the
actual word alignment. Kondrak et al. (2003) extracted a list of automati-
cally induced cognate pairs from their data. The cognate pairs were added
to the end of the training data and Giza++ alignment was then performed
on the extended data set. By adding the cognate list multiple times to data,
they amplified its positive influence on alignment.

Ittycheriah and Roukos (2005) used the same method to simply add gold
standard word alignments to the end of their training data. Although this
improved a baseline IBM Model 4 alignment, Fraser and Marcu (2006b)
report that they had to add word alignments 10,000 times to their corpus
to keep the word correspondence information from being ”washed out” by
the rest of the corpus.

Callison-Burch et al. (2004) added word aligned sentences to the sentence
aligned training data, thus estimating new word alignments from both un-
labeled (sentence aligned) and labeled (word aligned) data. First, word
aligned data was automatically produced by running Giza++ using stan-
dard settings on sentence aligned corpora. In a second pass, Giza++ was
run on both sentence-aligned and word-aligned data using a modified EM
algorithm that calculated the probability of every permissible word align-
ment differently for the sentence and word aligned data. The word aligned
data only had one permissible alignment for each aligned word pair which
simplified the estimation considerably. Weights were also added to control
the relative contributions of sentence aligned and word aligned data.

2.5.3 Constraining EM

Another way to use external knowledge sources to improve statistical word
alignment is to let it guide the alignment process in the direction of lin-
guistically plausible alignments, for example, by constraining parameter
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estimation during the Expectation-Maximization (EM) process. Och and
Ney (2003) used a bilingual dictionary to weight the translation probability
p(f |e) higher for word pairs that were in the dictionary.

Talbot (2005) also used external knowledge sources to constrain para-
meter estimation during the EM process. External knowledge sources were
used to propose accurate word pairings. These word pairs were then used
as constraints to help decide which word pairings were permissible dur-
ing parameter estimation. Constraints were formulated as either anchor
constraints or cohesion constraints. Anchor constraints are exclusive
constraints that force an alignment between two words. Alignment between
words in an anchor point was forced by setting alignment probabilities to
zero at that position for all other source tokens in the E-step. Similarly to
Callison-Burch et al. (2004), anchor points were given a higher weight com-
pared to other alignments when reestimating the model parameters. The
other type of constraints, cohesion constraints, were used to decouple regions
of a sentence by preventing alignments between source and target words in
those regions. These constraints were derived from anchor points and syn-
tactic chunks in the text. Given an anchor point between words in a target
and source chunk, remaining words in these chunks were prevented from
aligning with any other chunk in the sentence.

As an alternative to merging two independently trained alignment mod-
els to produce a symmetric alignment, Liang et al. (2006) performed joint
training of two models, letting the models constrain each other. By joint
training of two directed HMM models Liang et al. outperformed a standard
symmetrized IBM Model 4, despite the fact that HMM models are very
simple compared to IBM Model 4.

2.5.4 Discriminative alignment

Recently, several research groups have improved word alignment quality
by replacing or enhancing the generative paradigm of the IBM models with
discriminative models by posing word alignment as a discriminative learning
problem (e.g., Ittycheriah and Roukos, 2005; Moore, 2005; Taskar et al.,
2005; Cherry and Lin, 2006; Fraser and Marcu, 2006b). In discriminative
learning, alignments are not treated as a hidden variable instead model
parameters are estimated directly from annotated data.

For example, in the discriminative framework of Moore (2005) the best
alignment, a, is the one that maximizes a weighted linear combination of
feature values, f (2.10). Moore (2005) used features resembling IBM model
parameters such as a word association feature indicating the likelihood of a
link between the two words s and t and a reordering feature indicating how
much reordering is required in the alignment.

â = argmax
a

∑
i

λifi(s, a, t) (2.10)
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The feature weights λ were optimized on gold-standard word alignments.
Moore (2005) optimized the feature weights on 200 gold standard sentences
using perceptron learning. Perceptron learning is just one machine learning
technique used for this purpose. Other successful methods include maximum
entropy (Ittycheriah and Roukos, 2005), minimum error rate training (Fraser
and Marcu, 2006b) and large-margin training (Taskar et al., 2005).

The IBM and HMM models described in Section 2.2 are unsupervised
models which find word alignments based on unannotated parallel text. Dis-
criminative methods, however, can also use word aligned data to estimate
feature weights. This data can be hand aligned, produced using unsuper-
vised methods (IBM models) or both. Ittycheriah and Roukos (2005) used
5000 sentences of gold standard data to train their alignment parameters.
Other discriminative methods use unannotated data as well as annotated
data. Such semi-supervised algorithms only require about 100 sentences
gold standard data to outperform the quality of symmetrized IBM Model 4
alignments.

The greatest advantage of discriminative methods is the ease in which
new features of the words and their context can be added to the alignment
process. Discriminative methods share this advantage with heuristic word
alignment methods (e.g., Tiedemann, 2005). The choice of features is essen-
tial for high alignment quality and while some authors like Fraser and Marcu
(2006b) and Moore (2005) strive for language independence using features
based on fertilities, positions and association scores, others use carefully
engineered linguistic features for a specific language pair. Ittycheriah and
Roukos (2005), for example, used Arabic morphological features and English
Wordnet synonym sets (Miller, 1995) for Arabic–English alignment.

2.6 Applications

Word alignments have many uses in natural language processing. One of the
most popular uses of word alignments are in statistical machine translation,
but other data-driven approaches to machine translation use word align-
ments as well to extract bilingual dictionaries and learn translation rules
(Brown et al., 2003; S̊agvall Hein et al., 2003).

Furthermore, word alignments can be used for lexicography (Smadja
et al., 1996) and term extraction (Merkel and Foo, 2007).

Word alignments can also be a useful source of information in word sense
disambiguation, which is the task of determining the sense of an ambiguous
word in context. Because of inherent differences between languages, knowing
the translation of a word in another language can often help disambiguate
its meaning (e.g., Ng et al., 2003).

A fourth application of word alignments is bilingual annotation projec-
tion. With the help of word alignments, linguistic analysis of texts in one
language can be projected to texts in another language. In this way, neither
manual annotation nor an automatic system for annotation are required for
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the second language. The applications of bilingual projection include pro-
jection of coreference resolution (Postolache et al., 2006), syntactic parsing
(Hwa et al., 2005) and POS-tagging (Yarowsky and Ngai, 2001).

Different applications make different requirements on the alignments.
For instance, lexicon and term extraction require correct alignment of con-
tent words like nouns or verbs and correct identification of multi-word units.
Statistical MT, on the other hand, require full text alignment.

2.6.1 Statistical machine translation

Machine translation – translating sentences from a source language to a
target language – is a large and very active research topic. The vast ma-
jority of research on word alignment conducted today focuses on producing
word alignments for statistical machine translation. In this section I will
describe statistical machine translation through a state-of-the-art-system,
Moses1 (Koehn et al., 2007).

Current state-of-the-art machine translation systems are based on phrase-
based statistical MT (PBSMT) (Och and Ney, 2004; Koehn and Knight,
2003). Instead of translating sentences word-by-word, a source sentence s
is divided into a sequence of I phrases. Each source phrase si is translated
into a target phrase ti. Phrase translation take the words’ context into ac-
count which results in more accurate and coherent translations compared
to word-based systems. However, phrases in this translation framework are
not actually syntactic phrases but rather sequences of consecutive words.

Returning to the formula for statistical machine translation from Sec-
tion 2.2, we said that statistical MT aims to find the translation that maxi-
mizes the probability of the source given the translation and the probability
of the translation occurring in a monolingual text (2.11). The former is our
translation model p(s|t) and the latter our language model p(t).

t̂ = argmax
t

p(t)p(s|t) (2.11)

In Moses and most other phrase-based translation systems, the transla-
tion problem is posed in a more general and flexible log-linear framework.
All components that affect translation probability such as translation mod-
els and language models define a feature function hi which are combined in
a log-linear model (2.12).

This flexible framework makes it easier to integrate more features into
the translation process. In addition, each feature function has an associated
weight λi. By changing these weights we can vary the relative importance
of, for instance, the language model.

p(t|s) =
1
Z

exp
n∑

i=1

λihi(t, s) (2.12)

1http://www.statmt.org/moses
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Training

The translation model in a baseline PBSMT system consists of source and
target phrase pairs and their probabilities derived from a parallel corpus.
In the training phase, phrase translations are extracted from symmetrized
Giza++ word alignments and stored in a large table along with their prob-
abilities. All phrases up to 7 words that are consistent with the word align-
ment are extracted.

The following probabilities are then estimated from the bilingual phrases,
(1) source-to-target conditional phrase translation probabilities p(t̄i|s̄i), (2)
target-to-source phrase translation probabilities p(s̄i|t̄i), (3) source-to-target
lexical translation probabilities (the probability that each word in the source
phrase is translated with the words in the target phrase), (4) target-to-
source lexical translation probabilities, and (5) probabilities for a reordering
model. Consequently, word alignment quality will affect which phrase pairs
are extracted, as well as the probabilities associated with each phrase pair.

The language model is a 5-gram model containing the conditional prob-
abilites for a target word t at position i given the previous 4 target words
p(ti|ti−4ti−3ti−2ti−1). With a language model it is possible to say that after
the words I play guitar in a the next word is a lot likelier to be translated as
band than ribbon. The language model is estimated from monolingual texts
in the target language.

Decoding

In a baseline setting of Moses, the probability of a phrase translation is
a log-linear combination of phrase-probabilities in both directions, lexical
translation probability in both directions, a word brevity penality, a phrase
brevity penality, a reordering model and a language model.

The Moses decoder searches for the most probable translation accord-
ing to available phrases and features, starting with an empty translation
hypothesis and adding probable phrase translations of the source sentence
from left to right. The decoder implements a beam search algorithm for
searching among alternative translation hypothesis. The size of the beam
determines how many translation hypotheses are kept in memory and ex-
panded upon. Only the most probable hypotheses are kept, the others fall
out of the beam.

Tuning

The weights of the parameters in the log-linear model are trained in a tuning
phase, where the weights are optimized according to the translation quality
on a held-out development set using Minimum Error Rate Training (MERT)
(Och, 2003). In this process, the development set is translated using various
default parameter weights, the result is evaluated and the weights producing
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the best translation are chosen. These weights are then varied some more,
and the process is iterated until translation quality stops improving.

For a description of MT evaluation see Section 2.7.3.

2.7 Evaluation

This section presents current word alignment evaluation techniques and
quality metrics. Evaluation of a word alignment system can be performed
using intrinsic or extrinsic criteria (Galliers and Sparck-Jones, 1993). In
intrinsic evaluation, the accuracy of word alignments is measured, for ex-
ample by comparing them to a manually prepared reference alignment, a
gold-standard. Extrinsic evaluation, on the other hand, evaluates the use-
fulness of the word alignments in an application. For example, an extrinsic
criterium of word alignment quality is the effect of using the alignments in
a machine translation application. The usefulness of the word alignments
can be measured by evaluating translation output quality with standard MT
evaluation measures.

2.7.1 Formats

Before we can compare word alignments, we must represent the parallel texts
and word alignments in a format. The choice of storage format is important
when evaluating alignments against a gold-standard because the format will
put restrictions on the alignment strategy. Below, we describe three formats,
NAACL, symmetrized Giza and Link, to illustrate the differences.

NAACL

This format was used for word alignment evaluation in the shared task at
the Workshop on building and using Parallel Text (Mihalcea and Peder-
sen, 2003). A NAACL alignment project contains a source text file and
a target text file where each sentence is tagged with a sentence number:
<s snum=0008> ... </s>. In the alignment file, each line contains a word
link between a source word and a target word. The link is represented by
sentence number, source word position, target word position and an op-
tional confidence label Sure (S) or Possible (P). Word positions start at 1
and position 0 is used for null-links.

008 1 2 S
008 1 3 P
...
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Symmetrized Giza

The symmetrized Giza format is used to store symmetric alignments pro-
duced from merging two uni-directional Giza-alignments (Och and Ney,
2003). The phrase-based MT systems Pharaoh and Moses (Koehn et al.,
2003, 2007) extract phrase-alignments from word alignments stored in this
format. This simple format contains three files. The source and target files
contain one sentence per line and the alignment file contains the alignments
between the source and target sentences on each line as pairs of source and
target words, with word numbers starting at 0:

resumption of the session
återupptagande av sessionen
0-0 1-1 2-2 3-2

Null links are not included in this format. Consequently, the format lacks a
distinction between null-aligned words and unaligned words.

Link format

The Link format is used by I*Link and I*Trix alignment tools (Ahrenberg
et al., 2002; Foo and Merkel, 2006). Each link in this format is a link
between two segments represented by 5 numbers (|s1|s2|t1|t2|n), start
and end position of source segment (s1 and s2), start and end position
of target segment (t1 and t2), and a number (n) representing the method
of alignment, whether the link was produced manually or automatically.
Deleted or added segments are aligned to the word position -1 to create
null-links.

1#(1|1|2|3|5)#(-1|-1|4|4|5)#!

Note that aligned multi-word units (MWUs) are represented differently in
Link format than in most other formats. Since the alignments are segment-
based rather than word based, MWUs are represented by a single link be-
tween segments instead of several many-to-many word links. Word posi-
tions can not belong to more than one segment and all words in a segment
must be adjacent. As a result, the Link format prohibits discontinuous
alignments. Examples of discontinuous phrases that can not be aligned is
correspondences such as l̊aser upp – unlock in a phrase where the verb and
particle are separated by another word: l̊aser du upp – you unlock. This is
not a problem for alignment formats that use many-to-many word links to
align multi-word-units. In word-based formats this discontinuous alignment
would be expressed with two word links: 0-0 and 2-0.

Segment-based alignment is primarily used for term extraction applica-
tions where getting the whole term segment right is more important than
measuring precison and recall of the partial word links. Measures of align-
ment precision and recall for term extraction are proposed in (Ahrenberg
et al., 2000).
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Alignment formats and evaluation

Differences in the annotation of untranslated segments and discontinous
translations will remain after word alignments in one format has been con-
verted into another format and will prevent fair comparisons between align-
ments. For example, the I*Link format can not store discontinuous align-
ments. Therefore, evaluating alignments produced by e.g., Giza++ with a
gold-standard alignment originally produced and stored with I*Link, would
punish the (perhaps correct) discontinous alignments made by Giza++.

Another difference is the annotation of untranslated segments. In most
systems, words that have been added to or omitted from the translation is
represented by a link to a null token. Formats that do not have an explicit
representation of null links can not make the distinction between unaligned
segments and null aligned segments. In the Shared task of the NAACL
Workshop on Building and Using Parallel text (Mihalcea and Pedersen,
2003) evaluation was carried out in two modes, null-align and no-null-align.
In null-align mode, each word in the submitted alignments must belong to a
link, otherwise it is assigned a probable link to null. In no-null-align mode
null alignments are removed from both submitted and reference alignments.
Error rates increase in the null-align mode because incorrect null-alignments
are penalised twice. First, the null-alignment is penalised for being wrong,
and second, there will be a missing link to the correct word.

2.7.2 Intrinsic measures

The most resource efficient way to evaluate the accuracy of computed word
alignments is to compare them to a manually prepared gold-standard word
alignment that can be reused in future evaluations. The standard measures
for evaluating computed word alignments against a gold-standard reference
alignment are precision, recall, F-measure, and Alignment Error Rate
(AER) (Mihalcea and Pedersen, 2003). Precision measures the propor-
tion of correct links in the computed alignments, where correct links are
the intersection between the set of computed alignments (A) and the set of
gold-standard alignments (G) (2.13). Recall measures the proportion of cor-
rectly computed links in the set of gold-standard links (2.14). The precision
and recall metrics complement each other by measuring different aspects of
alignment quality. One of the measures can be very high at the cost of the
other, for example, high precision can be achieved at the cost of recall by
aligning just a few ”easy” words in each sentence. What we need is the
F-measure (2.15), a measure that balances precision and recall and gives a
single score that combines both aspects of alignment accuracy.

Precision(A,G) =
|G ∩A|
|A|

(2.13)

Recall(A,G) =
|G ∩A|
|G|

(2.14)
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F-measure(P,R) =
2PR

P + R
(2.15)

Word alignment can be difficult even for human annotators and we must
therefore be careful when we construct the gold-standard alignments. Chap-
ter 4 contains a more detailed discussion on the problem of constructing a
fair gold-standard alignment. Och and Ney (2003) introduced sure and pos-
sible links in the reference alignment to make up for the fact that human
annotators disagree on gold standard word alignments. Every word link in
their reference alignment recieved a confidence label, S (sure) if all annota-
tors agreed on the link and P (possible) otherwise.

By definition, sure links are also possible, so the set of sure links is a
subset of the set of possible links. Based on these two sets of gold-standard
alignments Och and Ney (2003) defined two modified measures of precision
(2.16) and recall (2.17), where recall-errors only occur with sure links and
precision-errors only if the computed link is not even a possible link in the
gold-standard. The modified precision and recall measures are balanced
using Alignment Error Rate (2.18), a measure that Och and Ney derived
from the F-measure.

Precision(A,P ) =
|P ∩A|
|P |

(2.16)

Recall(A,S) =
|S ∩A|
|S|

(2.17)

AER(A,P, S) = 1− |S ∩A|+ |P ∩A|
|S|+ |A|

(2.18)

2.7.3 Extrinsic measures

Word alignment quality can also be measured by the impact the word align-
ments have on other natural language processing applications. Researchers
in statistical machine translation try to improve phrases and probabilities in
the translation tables by improving word alignment. The impact of a new
word alignment method on machine translated output can be measured by
evaluating the translation with standard automatic MT measures like Bleu
(Papineni et al., 2001).

Translations are often judged on two complementary aspects of trans-
lation quality: adequacy – whether the translation conveys the same in-
formation as the original text and fluency – whether the translation is a
well-formed sentence in the target language. The Bleu metric combines
the aspects of fluency and adequacy by comparing the translation with one
or more reference translations that get to represent the ”ideal” translation.
Translation quality is measured by the overlap between different size n-grams
in the candidate translation and the reference. The overlap is measured us-
ing a measure of n-gram precision (2.19) which is slightly modified so that
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a candidate n-gram can at most be counted as many times as the count of
the n-gram in the reference translation Table 2.3.

Precision =
candidate n-grams present in reference

all candidate n-grams
(2.19)

Candidate: the the the the the the the
Reference: the cat is on the mat

Unigram precision: 7/7
Modified unigram precision: 2/7

Table 2.3: Modified n-gram precision

While unigram precision have been shown to account for adequacy of
translation (the right words are used), precisions of longer n-grams account
for fluency. The standard Bleu measure combines modified n-gram precision
for different lengths of n up to 4 which has shown to have high correlation
with human judgements of translation quality.

The Bleu metric is based on precision, but what about recall? A partial
but correct translation should not get the same score as a longer, com-
plete correct translation. The solution to the recall problem, is to penalize
sentence candidates shorter than the reference translations with a brevity
penalty (BP) defined as (2.20)

BP =

{
1 if c > r

e1−r/c if c ≤ r
(2.20)

where c is the number of words in the candidate sentence and r the words in
the reference translation. The Bleu score is made up of the brevity penalty
and the sum of a weighted average of modified n-gram precision (2.21), which
results in a score between 0 and 1.

Bleu = BP · exp

(
N∑

n=1

wn log pn

)
(2.21)

The Bleu metric, although very useful, is associated with many weaknesses.
Some of these weaknesses are pointed out by Banerjee and Lavie (2005)
and Callison-Burch et al. (2006). Alternative measures of translation qual-
ity which addresses one or more of the shortcomings of Bleu have been
proposed (e.g., NIST (Doddington, 2002), METEOR (Banerjee and Lavie,
2005) and Precision/Recall (Melamed et al., 2003)), but none of them have
yet completely replaced the Bleu metric as the standard for reporting ma-
chine translation quality.

Another way to evaluate word alignments in the context of an application
is by producing a bilingual dictionary from the alignments and evaluating
the entries against an existing dictionary or with manual evaluation (Smadja
et al., 1996; Schrader, 2006).
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2.7.4 Intrinsic vs. extrinsic measures

Recently, the most common measure used to report alignment quality, AER,
has been criticized by researchers in statistical MT of not correlating well
with the quality of MT output (as measured by Bleu). Intuitively, better
alignments should lead to improved translation tables and better transla-
tions, but several studies show that lower AER does not necessarily lead to
better MT output (Ayan and Dorr, 2006; Fraser and Marcu, 2006a). Fraser
and Marcu (2006a) observe that although AER was modeled after the well-
known F-measure, unlike the original F-measure, it does not appropriately
penalise unbalanced precision and recall, nor does it allow weighting the
importance of either precision and recall. The measure suggested by Fraser
and Marcu (2006a) is a straight-forward F-measure with the α constant
empirically weighed in favor of precision.

Ayan and Dorr (2006) take the adaptation to machine translation a step
further and propose a measure of word alignment quality which is closely
connected to the phrase-based statistical MT framework which they use to
compare their alignment scores with translation quality. They call their
measure consistent phrase error rate (CPER). Instead of evaluating word
links in the alignment, CPER evaluates the quality of the consistent phrases
that can be extracted from the word links in an alignment.

Lambert et al. (2005) point out that the proportion of S and P links in
the gold standard reference will have a great effect on AER. According to
the definition of AER, including P links in the gold-standard can only lower
error rate. Their experiments show that reference alignments with a large
proportion of P links will favour high-precision computed alignments over
alignments with high recall. The reference alignment used by Och and Ney,
for example, contained 77% P links. Furthermore, a large proportion of P
links in the gold standard will limit the discriminative power of AER, as it
allows different computed alignments that may vary in quality to get the
same AER score. Similarly, Fraser and Marcu (2006a) report a better cor-
relation between word alignment and MT quality by using a gold-standard
alignment set aligned using only sure links.

2.7.5 Conclusions

This section has discussed different aspects of evaluating word alignments.
Based on this research, a couple of decisions were made concerning word
alignment evaluation in the phrased-based word alignment project. In this
project standard measures of precision, recall and AER was used to report
word alignment quality compared to a reference alignment. A lot of effort
were put into the construction of the reference alignment. Two annotators
were given the task of word aligning the test data with sure and possible
alignments and their results were combined. Guidelines for manual word
alignment were written to help the annotators decide what alignment strat-
egy to use and when to use S links and P links. The guidelines promote more
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S links than P links in the reference as suggested by several researchers to
increase the discriminative power of AER. For more details on the construc-
tion of the reference alignment, see Chapter 4.
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Chapter 3

Phrase-based word
alignment

This chapter presents the phrase-based approach to word alignment. Phrase-
based word alignment is a method that uses phrases from manually created
word alignments to align words in new sentence pairs. The phrase-based
approach is explained in Section 3.1. In the experiments presented in Sec-
tion 3.2 phrase-based word alignment was applied to two types of text. The
goal of these initial studies was to see how well the method performs in
terms of precision and recall as well as testing its applicability on differ-
ent texts. The chapter concludes with the research questions guiding the
more elaborate experiments with phrase-based word alignment described in
Chapter 5.

3.1 Phrases for word alignment

Phrase-based word alignment is a way to re-use word alignments by extract-
ing parallel segments, or phrases, of different lengths from manually word
aligned sentence pairs1. Each extracted parallel phrase contains consecutive
source and target words and their corresponding alignments.

To align the words in a new sentence pair the sentence is matched against
the database of aligned parallel segments. If there is a match between an
aligned parallel segment and the new sentence pair, the word alignments
within the parallel segment can be applied to the new sentence.

The links in the database of phrases are very reliable as we are re-using
previous manual work. However, longer phrases are more likely to produce
accurate alignments than shorter phrases since they contain more context.

1Note that the term phrase is used to mean a number of consecutive words that
do not have to constitute a syntactic phrase. The same meaning of phrase is used in
phrase-based statistical machine translation.
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Source words Target words Links
in the union i unionen 0-0 1-1 2-1
P the union P unionen 0-0 1-1 2-1
P DET N P N 0-0 1-1 2-1
in this N , i V i det N V jag 0-0 1-1 2-2 5-3 4-4

Table 3.1: Parallel phrases

By preferring matches of long phrases, alignment precision increases at the
expense of recall.

To increase the number of words and links that the phrases cover, phrases
can be generalised in different ways, using more general categories such as
base form, part-of-speech, dependency labels or other syntactic and morpho-
logical information. Such generalised phrases will match more sentence pairs
and thus improve word alignment recall. In the experiments presented in
this thesis, phrases were generalised using part-of-speech categories. A sam-
ple of parallel phrases are shown in Table 3.1. Figure 3.1 shows an example
of a generalised phrase that matches a new sentence pair. The phrase in this
example produces correct links but it only finds one of the links in the verb
phrase am in agreement – instämmer. However, the complete many-to-one
alignment can be found by other (possible overlapping) parallel phrases.

 
 

 
 
 
 
 
 
in this N , i V & i det N V jag & {\small 0-0 1-1 2-2 5-3 4-4} \\ 
 
In this sense , I am in agreement with Mr Sakellariou ' s proposals . 
 
I det avseendet instämmer jag i Sakellarious förslag . 

In  this sense  ,   I  am in agreement with Mr Sakellariou ' s proposals . 
in     this   N       ,    i     V

I   det   avseendet instämmer jag i Sakellarious förslag .  
 i    det           N                   V          jag 

Figure 3.1: Matching a parallel phrase to a new sentence pair.

3.1.1 Motivation

In this thesis I investigate the use of phrases to create high precision word
alignments. Such high quality word alignments could be used to simplify
manual alignment of parallel treebanks and gold standards by automatically
aligning words in a first pass, and manually aligning remaining words in a
second pass.

The potential advantages of using phrases for word alignment was men-
tioned in the beginning of this chapter. First, longer text segments include
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more context and will be more likely to produce correct word alignments
than shorter segments or single words. More importantly, the use of longer
phrases makes it possible to generalize words in the phrase by replacing
words by parts-of-speech or other grammatical information. In this way,
the number of words covered by the extracted phrases can go beyond the
words and phrases that were present in the original set of manually aligned
sentences.

Another feature of the phrase-based method is that the alignment strat-
egy is determined by the manual data and not on an automatic alignment
method. In this way, alignments that require a different alignment strategy
(more or less lexically oriented, with or with-out null links, etc.) can also
be created with high precision.

Since manual word alignment can be hard, parallel phrases can have yet
another use in checking the consistency of a hand-aligned corpus. By ex-
tracting and comparing parallel phrases, alignment inconsistencies can be
found at the word level or syntactic level by identifying similar phrases with
different alignments. These inconsistencies can be analysed and corrected.
Similar techniques have been used for detecting errors in part-of-speech an-
notation of treebanks (Dickinson and Meurers, 2003). High precision align-
ments can also be combined with automatic methods. For example, by
combining them with statistical alignments or using them as resources for
clue-based word alignment systems.

3.1.2 Related work

Although phrases have been used to improve word alignment in different
ways, they have not previously been used in the way proposed in this the-
sis. Work on linguistically motivated phrases for word alignment includes
Lin and Cherry (2003) and Talbot (2005) who identified phrases and phrase
boundaries to put linguistic constraints on statistical word alignment. Tiede-
mann (2003) used phrase labels and predefined relations between them as
clues for heuristic word alignment.

This approach to phrase-based word alignment is more similar to work
within example-based MT, where parallel translated phrases are used as
examples and new sentences are translated by matching these examples to
the new sentence (Brown et al., 2003). Matching longer examples will mean
better translation, just as matching longer parallel phrases will produce
better word alignments in phrase-based alignment.

3.2 Experiments

The experiments described in this section were conducted to investigate the
usefulness of phrase-based word alignment on two English–Swedish parallel
texts. The goal was to see whether phrase-based alignment can be used to
create high precision word aligned resources. We also wanted to see if the
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The data entry mode for the query. Indataläget för fr̊agan.

You can also apply a filter by us- Du kan ocks̊a tillämpa ett filter
ing the OpenForm or OpenReport genom att använda instruktionen
action, or their corresponding meth- ÖppnaFormulär eller ÖppnaRapport
ods. eller motsvarande metoder.

Figure 3.2: Excerpt from Access XP software help

The color of these is that of the De har samma färg som själva marken,
ground itself, and on this strange och p̊a denna sällsamma dödhet vilar
deadness the melting air presses with den smältande luften med en nästan
an almost human weight. mänsklig tyngd.

At first this is hard to grasp because Till en början är detta sv̊art att fatta
the setting is so civilized. därför att omgivningen är s̊a civilis-

erad.

Figure 3.3: Excerpt from the novel To Jerusalem and back by Saul Bellow

recall of phrase-based alignment could be improved by generalising phrases
with syntactic information such as parts-of-speech. In Chapter 5, phrase
extraction, phrase generalisation and the matching algorithm is described
in more detail in connection with the experiments on the Europarl corpus.

The first text is from Access database software online help. We refer to
this corpus as Access and a sample of this text type is provided in Figure 3.2.
The second text is from the novel To Jerusalem and back by Saul Bellow,
and will be referred to as Bellow. This word-aligned text was taken from the
LinES parallel treebank (Ahrenberg, 2007). Figure 3.3 contains a sample of
the Bellow corpus.

The results of these experiments are presented in Table 3.2.

3.2.1 Experiment I - Aligning with phrases

In the first experiment, all parallel phrases of length 2-7 words were extracted
from the manual word alignments2. These phrases only contained word
forms and were not generalised. The word aligned Access corpus was divided
into a training set of 900 sentences and a test set of 100 sentences. The
smaller Bellow corpus was divided into 500 sentences for training and 100
for testing.

For each corpus, all extracted phrases were matched against the sen-
tences in the test set. If several phrases of different lengths matched the
same words, links proposed by longer phrases were preferred over links

2For more details see Chapter 5.

32



CHAPTER 3. PHRASE-BASED WORD ALIGNMENT

from shorter phrases. For the Access corpus, the resulting word alignments
achieved 98.4% precision and 47.5% recall when they were evaluated against
the reference alignments of the test set. The high precision is evidence that
phrase-based alignment will indeed produce high precision alignments for
the Access corpus.

The precision and recall were lower for the Bellow corpus. Applying all
phrases to the test set resulted in a precision of 93.8% and a recall of 12.7%.
These scores can not only be attributed to the smaller size of the corpus,
as the results for the Access corpus using the same amount of training data
were 98.9% precision and 38.7% recall. The difference is more likely due to
different text characteristics such as sentence length and vocabulary size.

Phrases Precision Recall
Access, no generalisation 98.4 47.5
Access, min ≥ 2, max = 7 75.1 80.2
Access, min ≥ 3, max = 1 98.4 59.5
Bellow, no generalisation 93.8 12.7
Bellow, min ≥ 2, max = 7 57.4 62.0
Bellow, min ≥ 4, max = 2 94.5 15.4

Table 3.2: Results for phrase-based alignment of the Access and Bellow
corpora.

3.2.2 Experiment II - Aligning with generalised phrases

The goal of the second experiment was to see if recall could be improved by
generalising phrases with part-of-speech tags while maintaining high preci-
sion. Generalised phrases were produced by exchanging a number of corre-
sponding source and target words in each phrase with part-of-speech infor-
mation. The amount of generalisation was controlled by two thresholds:

1. A minimum template threshold determined the minimum length of
phrases that should be generalised. With a threshold of length 3, only
phrases that were at least three words long on the source side were
generalised.

2. A maximum template threshold controlled how many words to gener-
alise in each phrase. With a threshold of 1, at most one word in each
phrase was generalised.

For the Access corpus, using all possible phrase generalisations (mini-
mum template = 2 and maximum template = 7) made link recall increase
considerably (80.2%), but at the expense of precision (75.1%). The best
improvement of recall that maintained high precision was achieved by gen-
eralising phrases at least 3 words long and exchanging at most 1 word in each
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Therefore we want applications for
the service provision card to be for

Vi vill därför att EG-kortet för till-
handah̊allande av tjänster begärs för

one or more member states. en eller flera medlemsstater.

But we must support our tourism! Men vi m̊aste stödja v̊ar turism!

Figure 3.4: Excerpt from Europarl

phrase with part-of-speech information. This setting resulted in a precision
of 98.4% and a recall of 59.5%, an increase of 12 percentage points.

Generalising phrases from the Bellow corpus resulted in modest improve-
ments. The best result was produced by generalising phrases at least 4 words
long and exchanging at most 2 words in each phrase with part-of-speech in-
formation. This lead to a precision of 94.5% and a recall of 15.4%.

3.3 Conclusions

The initial experiments showed that parallel phrases can be used to produce
high precision word alignments and that generalising phrases with parts-of-
speech improves alignment recall. The difference in word alignment quality
between the two corpora suggests that the success of phrase-based word
alignment depends on characteristics of the text type. Computer software
manuals and fiction are radically different text types. While the Access text
contains short, clear and instructive sentences, the literary Bellow text is
full of creative language and long sentences. While the writers of the Access
corpus make an effort to avoid all kinds of ambiguity, a literary text would
be dull without this variation.

To further explore the issue of text type, experiments with phrase-based
word alignment were performed on the Europarl corpus. Europarl is a large
multilingual corpus that consists of several years of proceedings from the
European Parliament. An excerpt is shown in Figure 3.4. Europarl was a
suitable corpus for two reasons. First of all, it is a more challenging text
than database manuals. Sentences are longer and the vocabulary is larger
since debates in the European parliament concern a wide range of topics.
On the other hand, debates follow a certain schema and arguments and
positions are raised in certain ways, which could mean that the complexity of
Europarl is somewhere in between the Access and Bellow texts. The second
reason for using this corpus is that it is commonly used in word alignment
research and statistical machine translation. It is a popular corpus because
it exists in many European languages and it is large enough and of sufficient
quality to be used for state-of-the-art statistical machine translation. Since
experiments with phrase-based word alignment require a set of hand-aligned
reference sentences, it is valuable to construct this set for a common corpus
like Europarl. A reference set for word alignment already exist for the
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Spanish–English Europarl corpus (Lambert et al., 2005).

3.4 Research questions

In the next chapter, I will describe how the reference word alignments
were constructed and Chapter 5 presents the experiments with phrase-based
alignment of Europarl. These experiments were designed to answer the fol-
lowing questions:

• What is the highest recall phrase-based word alignment can produce
with maintained high precision?

• How can phrases be generalised to increase recall without losing pre-
cision?

• How does the quality of phrase-based word alignment compare to the
quality of statistical word aligment?

• Can phrase-based word alignments and statistical word alignments be
combined to produce better alignments?
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Chapter 4

Corpora and guidelines

This chapter describes the creation of the word aligned Europarl data that
were used to train and evaluate the phrase-based approach to word align-
ment. The aligned data consists of parallel English-Swedish texts annotated
with linguistic information and manually produced word alignments. The
word alignments for training and test data were created according to differ-
ent guidelines. The general alignment guidelines are presented in Section 4.3
and detailed guidelines with examples can be found in Appendix A.

4.1 Experiment corpus

The experiment corpus was taken from the Swedish–English part of the large
multilingual Europarl corpus (Koehn, 2005), which contains debates from
the European parliament in 11 European languages. The Swedish–English
corpus material was collected between 1997-20031. Debates from the 4th
quarter of 2000 should be reserved as a common test set for evaluation
of machine translation systems, and were not included in our experiment
corpus.

4.1.1 Corpus preparation

Word alignment requires a sentence aligned parallel text. The necessary pre-
processing tools for creating such an aligned parallel corpus from raw text
comes with the Europarl corpus. First, texts were sentence aligned using a
tool based on the Gale and Church algorithm for sentence alignment (Gale
and Church, 1991). Second, the texts were cleaned by removing XML-
markup, empty lines and their correspondences. In the final preprocessing
step, sentences longer than 40 words were removed from the corpus because
longer sentences generally makes word alignment more difficult. This step
removed 20% of the sentence pairs resulting in a sentence aligned corpus

1Europarl version 2.0, http://www.statmt.org/europarl/archives.html.
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with 704852 parallel sentence segments and about 1,5 million words per
language.

The experiment corpus contain the first 20000 sentence segments of the
large English-Swedish Europarl corpus. Statistics drawn to compare the two
corpora show that the experiment corpus contains 2,8% of the word tokens
in the large corpus but 20% of the word types for English. The Swedish
experiment corpus also contains 2,8% of the word token but only 13% of the
word types.

4.1.2 Training and test data

To create our training and test data sets, 1200 sentence pairs were randomly
sampled from the experiment corpus. The sample was divided into a training
set of 1000 sentence pairs and a test set of 200 sentence pairs. A manual
check showed that the sentence alignment was incorrect in 3% of the sentence
pairs and these sentences were removed from the training and test data. The
final size of training and test corpora are presented in Table 4.1

Corpora Size
Training corpus 1000(973)
Test corpus 200(192)
Rest 18 800
Total 20 000

Table 4.1: The experiment corpus

4.2 Linguistic annotation

English and Swedish texts were annotated with grammatical information
using the dependency parser Machinese Syntax2. The annotation of an
English sentence is shown in Table 4.2. Each word was annotated with the
following information:

Word ID

Word form

Base form The base form of the word. In the base form of compounds,
compound boundaries are marked with #. (As in the Swedish noun
compound premiär#minister (prime minister))

Part of speech
2Machinese Syntax is a commercial product available from Connexor Oy. It

is based on Functional Dependency Grammar (Tapanainen and Järvinen, 1997),
http://www.conexor.oy
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Morphological features such as number, tense and case.

Dependency information Heads and dependency relations, e.g. the word
report is connected to the verb re-establish with an edge labeled ‘sub-
ject’. The edges represent a dependency parse tree (Figure 4.1).

ID Form Base Dependency PoS Morphology
1 The the attr:2 DET
2 report report subj:6 N NOM SG
3 put put mod:2 EN
4 forward forward goa:3 ADV
5 today today tmp:3 N NOM SG
6 re-establishes re-establish main:0 V PRES SG3
7 its it attr:8 PRON GEN SG3
8 place place obj:6 N NOM SG
9 in in loc:6 PREP
10 the the det:12 DET
11 political political attr:12 A ABS
12 sphere sphere pcomp:9 N NOM SG

Table 4.2: Syntactic information provided by Machinese Syntax.

Hans hållning gentemot premiärminister Ehud Barak var rent ut förnedrande

attr

subj
pcomp

attr attrmod

Figure 4.1: A dependency tree. (Eng. His attitude towards prime minister
Ehud Barak was frankly degrading.)

4.3 Guidelines for word alignment

This section describes the manual creation of reference word alignments.
Two sets of alignments were created for the project, a training set for ex-
traction of reusable parallel phrases and a test set for evaluation of com-
puted word alignments. Section 4.3.1 presents a range of factors that must
be considered before settling on a set of word alignment guidelines and Sec-
tion 4.3.2 and 4.3.3 presents the guiding principles for alignment of training
and test data respectively. The complete alignment guidelines are included
in Appendix A.
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4.3.1 Manual word alignment

Word alignment is a difficult and ambiguous task for a human annotator as
there can be several plausible options for word alignment of a given sentence
pair. To help annotators produce consistent alignments, a set of alignment
guidelines are usually written that outline the general alignment strategy
and show how this strategy should be applied to typical cases. A strategy
for word alignment must contain decisions on many levels, including:

Size of alignment units Alignments can be more or less oriented to lex-
ical items instead of larger segments such as phrases.

Alignment purpose and coverage The final purpose of the alignment
will influence alignment strategy and affect the need for coverage. For
example, some applications only require alignment of a pre-determined
set of words (translation spotting) instead of full-text alignment. Full-
text alignment, on the other hand, is preferred when we want to pro-
duce large bilingual lexicons for translation.

Confidence labels A label can be attached to each word link to distinguish
between Sure and Possible links. It is important that the meaning of
each label is clearly defined in the guidelines.

Criteria for correspondence Criteria for translation correspondence can
be biased in favour of semantic or structural correspondence.

Untranslated items Some word alignments guidelines include a special
link type for untranslated words — a null link. Others simply refrain
from aligning these words.

To illustrate the differences between alignment strategies, the relatively sim-
ple sentence He gave me the book – Han gav boken till mig have been aligned
using three different guidelines: Blinker (Melamed, 1998), LinES (Ahren-
berg, 2007) and the guidelines by Lambert et al. (2005). The Blinker guide-
lines in Figure 4.2(a) aim to align as small segments as possible including
as many words as necessary to achieve semantic correspondence. Blinker al-
lows two types of links, ordinary links and null-links. The LinES guidelines
in Figure 4.2(b) has the most lexical alignment criteria. One-to-one links
are strongly preferred over many-to-many links and unless function words
have a corresponding token in the other sentence, they are linked to null.
Lambert’s guidelines in Figure 4.2(c) are similar to Blinker but contain a
distinction between Sure and Possible links. The English–Swedish guidelines
in Appendix A are based on the Lambert guidelines.

Even with the support of alignment guidelines, human annotators will
not agree 100%. A common solution to avoid individual bias in gold-
standard alignment is to let several annotators perform the alignment indi-
vidually according to some guidelines and then combine their alignments.
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He  gave me the book

Han gav  boken   till mig
He    gave  the−book  to   me

(a) The Blinker guidelines

He  gave me the book

He    gave  the−book  to   me

Han gav  boken  till mig

(b) LinES guidelines

He  gave me the book

Han gav  boken   till mig
He    gave  the−book  to   me

(c) Guidelines from Lambert et
al.

Figure 4.2: Example of word alignment guidelines. Normal lines repre-
sent Sure links, dashed lines represent Possible links and crossed out words
represent null links.

The combination can be done by letting annotators discuss and reach agree-
ment on difficult cases (Mihalcea and Pedersen, 2003) or through a voting
procedure where only alignments made by a majority of annotators is in-
cluded in the final reference (Lambert et al., 2005). Another way to com-
bine alignments is to include all word links from all annotators in the final
alignment and label each link with a confidence label. Word links that all
annotators agree on are labeled Sure and the rest are labeled Possible (Och
and Ney, 2000).

Since training and test data serve different purposes, they also have
different requirements on the alignment guidelines. The following sections
contains the guidelines for producing alignments for training and test data.

4.3.2 Training data alignment

Word aligned training data was created for the purpose of extracting reusable
parallel phrases from it. This purpose requires word-based rather than
phrase-based alignments to increase the chance that an alignment sequence
will occur in a new context. However, all word alignments are produced for
an external purpose, and in this project it is phrase-based statistical ma-
chine translation that is the future application. To increase recall of an MT
system we need to align as many words as possible, therefore the secondary
goal was full-text alignment.

Training data alignment guidelines are similar to the Blinker guidelines
although null-links are used more often to avoid phrase alignments. Only
Sure links and null-links are allowed. Compared to the Blinker example
in Figure 4.2(a), the training data alignment guidelines suggest the same
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alignment except for the Swedish word till which should be null-linked.
The training data was aligned by one annotator according to the guide-

lines in Appendix A.

4.3.3 Test data alignment

Word aligned test data is used as a reference when evaluating the quality
of computed alignments. In this project, reference alignments were used to
evaluate the quality of alignments produced from phrase-based alignment as
well as alignments produced by a statistical word alignment system, Giza++
(Och and Ney, 2003).

A reference alignment should be correct, consistent and reasonably fair
to different systems and alignment strategies. A way to ensure fairness is
to add a confidence label to each word link in the reference. Alignments la-
beled [S]ure are obligatory while alignments labeled [P]ossible are acceptable
alignments. Lambert et al. (2005) show that the proportion of possible and
sure links in the reference alignment affects the evaluation result in favour of
either precision or recall. For their Spanish–English word alignment project
a set of guidelines was written to produce manual alignments which contain
the S and P distinction of links. The guidelines contain examples of when an
annotator should use S links or P links. Their goal was also to produce word
alignments for SMT. Existing guidelines for English–Swedish alignment are
not adapted for this purpose. For example, the PLUG annotation guidelines
in Merkel (1999) were written to create links between single lexical units in
a translation spotting task. The test set guidelines in Appendix A were
adapted from the guidelines of Lambert et al. and examples are given for
English and Swedish.

Combining test data alignments

After letting two annotators align the test data, the resulting alignments
were combined into a final reference alignment. In the combination process,
all word links from the annotators were added to the final reference align-
ment. If annotators disagreed on a word link or on the label of a the word
link, the word link was given a P label in the reference. Words could not
be null-linked and linked to another word at the same time. If a word was
null-linked by one annotator and aligned to another word by the second
annotator, the word link was added to the final reference with a P label.

The final reference alignment contained 73% S links and 27% P links
(not counting null-links). The alignment consistency between the two an-
notators was relatively high. Interannotator agreement shown in Table 4.4
were calculated as AGR = 2 ∗ I/(A1 + A2) where A1 and A2 is the set of
links created by the first and second annotator and I the intersection of both
annotators’ word links. The agreement between A1 and A2 was 85.8% for
labeled agreement and 91.3% for unlabeled agreement.
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Reference % Sure % Possible % Null
A1 70.1 15.1 14.8
A2 68.3 13.5 18.2
Final 63.6 23.5 12.9

Table 4.3: Alignment data

Links % Agreement
s 93.7
p 55.2
n 79.6
s+p+n 85.8
s+p+n (unlabeled) 91.3

Table 4.4: Interannotator agreement AGR= 2*I / (A1 + A2)

4.3.4 Alignment software

The manual alignments were produced using two alignment tools, I*Link3

(Ahrenberg et al., 2000) and the Alpaco sp editor4 (Lambert et al., 2005).
The majority of word links were produced using I*Link, which is a tool

for interactive word alignment. I*Link simplifies the manual alignment
process by suggesting alignments to the user that the user can choose to
either accept or reject. The user can also override suggested alignments and
add new ones. This method of alignment is quick but has a few limitations.
First of all, it can not distinguish between possible and sure links, secondly,
the alignment format is segment-based instead of word based and only con-
secutive words can be linked as a segment. This prevents users to align
discontinous segments such as l̊aser upp – unlock in a phrase where the verb
and particle are separated by another word: l̊aser du upp – you unlock.

The Alpaco sp alignment editor is a tool for manual production of align-
ments with the sure and possible distinction. After aligning sure and conti-
nous segments with I*Link, annotators used Alpaco to refine the alignments
by adding P links and links for discontinous segments where appropriate.

3I*Link, available from http://www.ida.liu.se/˜nlplab/ILink/
4Alpaco sp.pl, http://gps-tsc.upc.es/veu/personal/lambert/scripts/alpaco sp.tgz
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Chapter 5

Experiments with
Europarl

This chapter describes experiments with phrase-based word alignment on
the English–Swedish Europarl corpus. Section 5.1 presents a series of ex-
periments to improve phrase-based word alignment. In Section 5.2 I evaluate
phrase-based word alignment on the test data and compare it to statistical
word alignment. Finally, Section 5.3 contains a summary of the results.

5.1 Experiments

This section presents experiments with different methods of identifying re-
liable phrases which will produce high precision word alignments. The aim
was to increase word alignment recall without lowering precision. Since
the aim was to produce high precision links with precison of at least 90%,
alignment results are reported in terms of precision and recall, rather than
F-score.

All experiments described in this section were performed on a devel-
opment test set (devtest), consisting of 107 sentence pairs taken from the
training data set. Parallel phrases were extracted from the remaining train-
ing sentences.

5.1.1 Phrase extraction

In a first step, a set of parallel phrases was extracted from the manually
word aligned training data. A parallel phrase consists of a source segment,
a target segment and links between words in the segments. Phrases were
extracted using a script from the Moses SMT toolkit for extracting phrases
from a word aligned corpus. The script extracts all possible phrase pairs
up to a specified length that are consistent with the word alignment. The
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(1) leaving the port lämna hamnen 0-0 1-1 2-1
(2) leaving the port , lämna hamnen 0-0 1-1 2-1
(3) the port hamnen 0-0 1-0
(4) the port , hamnen 0-0 1-0

Figure 5.1: A sample of extracted phrases.

consistency requirement means that linked multi-word units have to be in-
cluded as a whole in a phrase and can not be split. In Figure 5.1, the words
the port are both aligned with hamnen and must both be included in the
extracted phrases. Null links are treated as unlinked words in the extraction
phase and they can be added to phrases without breaking the consistency
requirement as in the case of the comma in phrases (2) and (4) in Figure 5.1.

All corresponding phrase pairs with 1 to 7 words were extracted from
the training data. Some extracted phrases had multiple word alignments in
the corpus. This alignment ambiguity was handled by using the intersection
of the proposed links as internal alignments for ambiguous phrase pairs.

5.1.2 Phrase length

Phrases from the training set were matched against the sentences in the
development test set. Table 5.1 shows the results of matching phrases of
different lengths to devtest data.

Min. length Precision Recall F-Score
1 70.35 41.35 52.09
2 92.25 16.85 28.50
3 97.66 5.53 10.46
4 96.15 1.11 2.19
5 94.44 0.75 1.49
6 0.00 0.18 0.35
7 0.00 0.00 0.00

Table 5.1: The effect of using different phrase lengths.

5.1.3 Generalised phrases

Only about 16% of the links in the devtest were found using phrases of length
2 and up. To improve recall, phrases were generalised by substituting words
with their part-of-speech tag. The generalisation was applied symmetrically
to the source and target segment, i.e. when a source word was generalised
the corresponding target word(s) linked to this word were also generalised.
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Figure 5.2 contains the set of phrases produced from generalising the phrase
the european economy - den europeiska ekonomin.

the european economy den europeiska ekonomin 0-0 1-1 2-2

DET european economy DET europeiska ekonomin 0-0 1-1 2-2

the A economy den A economy 0-0 1-1 2-2

the european N den europeiska N 0-0 1-1 2-2

DET A economy DET A ekonomin 0-0 1-1 2-2

DET european N DET europeiska N 0-0 1-1 2-2

the A N den A N 0-0 1-1 2-2

DET A N DET A N 0-0 1-1 2-2

Figure 5.2: A sample of phrases generalised with parts-of-speech.

Matching algorithm

Parallel phrases were matched to a sentence pair according to the algorithm
in Figure 5.3 where longer phrases are matched before shorter phrases and
more specific phrases of a certain length are matched before generalised
phrases of the same length. The motivation is to prefer more reliable phrases
and in this algorithm length is given higher priority than specificity, which
is not necessarily the best solution. However, it is not obvious which is the
most reliable phrase – a two word phrase containing only word forms or a
five word phrase with just one word form.

for phraselength (m .. n)

for startpos (0 .. srcsentlen - phraselength)

endpos = startpos + phraselength

sourcepatterns = getpatterns(startpos, endpos)

for source in sourcepatterns

targetpatterns = phrasetable(source)

for target in targetpatterns

if target match targetsentence

Add links

Figure 5.3: The phrase matching algorithm.

For efficiency and since longer phrases are regarded as more reliable, if a
match of length n is found at position i all patterns of length < n are skipped
for this position. In addition to the length and specification bias, precision
was also enhanced through three phrase matching constraints: onetarget
– do not apply phrase pairs where the target phrase matches at several
positions in the target sentence, onesource – do not apply phrase pairs
where the source phrase matches at several positions in the target sentence,
nooverlap – if two matching phrases overlap by covering the same tokens
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in the sentence, only keep links that both phrases agree on for these tokens.
Each constraint improved precision as shown in Table 5.2.

Constraint Precision Recall F-score
none 45.31 57.85 50.82

onetarget 46.24 58.16 51.52
onesource 46.07 57.05 50.98
nooverlap 46.64 55.59 50.73

all 48.81 55.20 51.81

Table 5.2: Using constraints with all generalised phrases of length 2-7.

5.1.4 Phrase selection

A very large set of parallel phrases is created when all phrases are generalised
with part-of-speech information and many of these phrases are too general
or too short to produce correct word alignments. In this section I describe
two ways of identifying reliable phrases. The first approach uses different
thresholds for generalisation and the second approach finds reliable phrases
by evaluating them on training data.

Using generalisation thresholds

To investigate the effects of generalisation, different sets of generalised phrases
were evaluated on the devtest data. Each set of phrases were produced us-
ing three thresholds that controlled the length of phrases in the set and the
amount of generalisation:

1. The minimum phrase length.

2. A minimum template threshold determined the minimum length of
phrases that should be generalised. With a threshold of length 3, only
phrases that were at least three words long on the source and target
side were generalised.

3. A maximum template threshold controlled how many words to gen-
eralise in each phrase. With a threshold of 1, only one word in each
phrase was generalised.

Table 5.3 presents a sample of phrase generalisation settings and the re-
sulting precision and recall of the word alignments they produced on devtest
data. For example, the set of phrases produced by the threshold values 2-5-
2, contains all ungeneralised phrases of length 2-7 and generalised phrases
which were at least 5 words long and contained at most 2 generalised words.
This set produced higher precision (95.42%) and higher recall (17.51%) than
the ungeneralised set of phrases.
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Thresholds Precision Recall F-Score
1-3-1 86.80 42.77 57.30
1-3-2 67.40 55.68 60.98
1-4-7 72.04 49.80 58.89
1-6-6 88.72 39.67 54.83
2-3-1 88.07 23.84 37.52
2-3-2 63.72 46.84 53.99
2-5-1 95.14 16.45 28.05
2-5-2 95.42 17.51 29.60
2-5-3 91.54 19.15 31.68

Table 5.3: Results on devtest data with different generalisation thresholds.

Evaluating phrases on the training set

To filter out parallel phrases that were likely to produce inaccurate links on
new data, each phrase was evaluated on the training data. Phrases were
matched to the sentences in the training set and link precision was recorded
for each phrase. Naturally, a phrase appears at least once in training data.
The reliability of the precision estimates for each phrase increases if the
phrase appears several times in the training data. Therefore, the number of
matches was also recorded for each phrase.

The generalisation settings with the best F-scores were chosen for this
experiment. The results in Table 5.4 are based on the 1-3-1 generalisation
setting. All phrases in this set were matched to sentences in the training data
and link precision and number of matches was recorded for each phrase. The
table shows the result of using parallel phrases based on different thresholds
for training data precision and number of matches. For example, the first
row in the table shows the result on devtest data when using the subset
of phrases which has a training precision of 1.0 and appear at least 1 time
in the training data. The best precision on the devtest set (99.6%) was
achieved by using phrases that appeared at least 5 times and produced 95%
correct links in training data.

Combining reliable phrases

Based on experiments with thresholds we have identified sets of phrases
that are likely to produce reliable word alignments. A possible disadvantage
of using phrases that produce correct links on training data is that there
is a risk that only phrases which are small and general enough to pass
the matching threshold will be used. Evaluating phrases on training data
separates small and general phrases that are reliable from the ones that are
unreliable, but the effect is also that longer and more specific phrases that
are likely to produce correct word links are removed because they do not
occur frequently enough in the training data. On the other hand, we know
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Precison on training data (TP) Matched Precision Recall
1.0 1 96.72 20.88
1.0 2 98.77 14.24
1.0 3 99.17 10.61
1.0 4 99.00 8.80
1.0 5 99.40 7.39
1.0 6 99.25 5.84

0.95 1 97.23 24.86
0.95 2 99.05 18.44
0.95 3 99.42 15.13
0.95 4 99.35 13.45
0.95 5 99.64 12.16
0.95 6 99.59 10.75
0.9 1 96.52 26.98
0.9 2 98.33 20.83
0.9 3 98.54 17.87
0.9 4 98.39 16.23
0.9 5 98.54 14.95
0.9 6 98.40 13.58

0.85 1 96.32 28.93
0.85 2 98.13 23.18
0.85 3 98.09 20.48
0.85 4 97.72 18.93
0.85 5 97.83 17.96
0.85 6 97.66 16.59
0.8 1 95.84 30.56
0.8 2 97.45 25.34
0.8 3 97.35 22.73
0.8 4 97.17 21.23
0.8 5 97.20 19.99
0.8 6 96.92 18.09

Table 5.4: Results of using 1-3-1 phrases evaluated on training data.
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that specific phrases tend to be reliable and that general phrases that are
long can be good although they do not appear often in training data.

Based on experiments with different thresholds it is now possible to iden-
tify different sets of reliable phrases to use for word alignment. The links
produced by each reliable set of phrases were combined into a larger set of
links. Sets of links were added one by one to the combined link set, starting
with the most reliable set of links. The link sets were ranked according to
their precision on devtest data. Table 5.5 shows the ranked settings after
redundant settings have been removed. A setting is redundant if it results
in a subset of phrases which have been used to produce a higher ranked link
set.

Setting TP Matched Precision Recall
1-3-1 0.95 5 99.64 12.16
1-3-1 0.95 3 99.42 15.13
1-3-1 0.95 2 99.05 18.44
1-3-1 0.90 3 98.54 17.87
1-3-1 0.90 2 98.33 20.83
1-3-1 0.85 2 98.13 23.18
1-3-1 0.80 2 97.45 25.34
1-3-1 0.95 1 97.23 24.86
1-3-1 0.90 1 96.52 26.98
1-3-1 0.85 1 96.32 28.93
1-3-1 0.80 1 95.84 30.56

Table 5.5: Settings with high precision on training data sorted according
to precision on devtest data. Redundant settings have been removed.

The following two methods were used to merge a reliable link set A with
a less reliable set B:

• Add - add links from B that connects unaligned words in A.

• Union - take the union of the links in A and B.

The link set formed by merging the links from the settings in Table 5.5
was called Combo1. The precision and recall of the combined link set after
each new link set was added (using add) is presented in Table 5.6.

By combining the link sets in this order using add, we hoped that the
precision of the final link set would be higher than the precision of the link set
produced by the last and largest set of phrases. The order does not matter
if links are combined with union. The results for Combo1 presented in
Table 5.7 show that merging with add resulted in slightly higher precision
than union merging and that the accuracy of the Combo1 link set was
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Link sets merged Precision Recall

1-3-1 0.95 5 99.28 12.16
1-3-1 0.95 3 99.42 15.21
1-3-1 0.95 2 99.05 18.53
1-3-1 0.90 3 98.54 20.96
1-3-1 0.90 2 98.54 20.96
1-3-1 0.85 2 98.32 23.31
1-3-1 0.80 2 97.80 25.61
1-3-1 0.95 1 96.95 30.96
1-3-1 0.90 1 96.95 30.96
1-3-1 0.85 1 96.95 30.96
1-3-1 0.80 1 96.83 31.09

Combo 1 96.83 31.09

Table 5.6: Results of merging high-precision link sets (with add) to pro-
duce link set Combo1. Each row in the table shows the accuracy of the
merged link set after a new set of links have been added.

better than the accuracy of the last and largest link set that was added.
This shows that adding link sets in order of reliability had the desired effect
of improving alignment accuracy.

Link set Precision Recall
Combo 1 (add) 96.83 31.09
Combo 1 (union) 95.68 31.36
1-3-1 0.8 1 95.84 30.56

Table 5.7: Comparing merging methods for Combo1.

Combo1 was created from settings with high precision. A second com-
bination called Combo2 was created from link sets with higher recall on
devtest data. The aim was to increase recall without losing to much of the
precision. These link sets were also ranked according to their precision on
devtest and were added one by one to the combined link set as shown in
Table 5.8. Add was the better merging strategy for this combination as
well with a precision of 87.3% compared to 72.1% with union.

5.2 Evaluation

This section describes how the method of selecting reliable phrases was
applied to test data. The test set of 192 sentences were word aligned based
on phrases from the full 1000 sentences training set. Phrase-based word
alignments were then compared with Giza++ word alignments on common
evaluation measures like precision, recall and AER.
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Linksets merged Precision Recall

1-3-2 0.95 2 95.09 25.70
1-3-2 0.90 4 94.25 29.01
1-3-1 0.80 1 94.02 36.89
1-4-7 0.95 2 93.58 39.32
1-4-7 0.90 4 93.66 39.85
2-7-0 93.46 41.71
2-6-5 93.58 42.55
2-5-2 93.59 42.64
1-3-2 0.80 1 92.25 47.37
2-3-7 1.0 1 91.42 49.93
2-3-7 0.85 4 90.46 50.33
2-2-2 0.85 3 89.82 52.28
1-3-1 88.12 56.13
1-4-3 87.36 57.14
1-5-3 87.31 57.19

Combo 2 87.31 57.19

Table 5.8: Results of merging link sets (with add) one by one to produce
link set Combo2.

5.2.1 Theoretical coverage

One of the difficulties of aligning the Europarl corpus is that its vocabulary
is quite large. To get an idea of how well phrases from the training data cover
the test data, we use a measure of coverage based on source language word
tokens. Coverage is defined as the percentage of source tokens that recieve
a link when phrases extracted from training data are matched against test
data. Of course, it easy to get high coverage at the expense of precision.
To get an idea of the coverage that is possible with high precision, we only
count tokens that are linked by phrases that propose 100% correct links at
each matching point.

Phrase length Words+PoS Words

1 90.1 49.1
2 82.6 24.6
3 75.9 7.5
4 55.4 2.8
5 30.1 1.4
6 12.4 0.4
7 5.2 0.2

All 90.7 51.7

Table 5.9: Percentage of source words covered by generalised and ungener-
alised phrases that propose correct links.

Table 5.9 shows the percentage of source words covered by phrases that
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propose 100% correct links. Coverage is reported for ungeneralised and
generalised phrases of different lengths. It is evident that there is a large
difference in coverage by generalised and ungeneralised phrases. The num-
bers in the table give a fair estimate of the upper performance limits of
phrase-based alignment of the test data.

5.2.2 Giza baseline

The results of phrase-based word alignment were compared to word align-
ments produced by Giza++. The statistical word alignment system Giza++
was run on the Europarl data to create a state-of-the-art baseline align-
ment. The standard Giza++ settings (Model1,HMM,Model3,Model4)
were used to run Giza in both language directions English–Swedish and
Swedish–English on different subsets of the Europarl corpus. Test set word
alignments were created from a symmetrization of Giza runs in both lan-
guage directions using the seven symmetrization algorithms described in
Section 2.2.5. The result of evaluating the symmetrized Giza alignment
against the reference alignment is shown in Table 5.10. The table contains
two measures of precision and recall, one for sure links and one for possible
links based on the confidence labels in the reference alignment. The measure
for possible links is based on all links in the reference since, by definition,
sure links are also possible.

Heuristic Ps Rs Fs Pp Rp Fp AER

intersect 90.38 74.55 81.71 94.77 57.05 71.22 16.31
union 59.99 90.51 72.16 70.09 77.17 73.46 21.77

grow 76.97 81.35 79.10 86.97 67.07 75.74 15.76
grow-diag 71.50 87.22 78.58 82.35 73.30 77.56 15.46

grow-diag-final 63.12 89.43 74.01 73.52 76.01 74.74 19.90
grow-diag-final-and 69.78 87.78 77.75 80.58 73.98 77.14 16.23

grow-final 62.60 88.68 73.39 72.87 75.33 74.08 20.59

srctotgt 68.34 83.62 75.21 77.44 69.15 73.06 19.78
tgttosrc 73.37 81.44 77.20 80.33 65.06 71.90 19.14

Table 5.10: Giza++ alignments for wordform, europarl 700K

Corpus Size Ps Rs Fs Pp Rp Fp AER

all 700K 90.38 74.55 81.71 94.77 57.05 71.22 16.31
exp 20K 90.92 65.63 76.23 94.03 49.53 64.88 22.47
exp 5K 91.33 57.40 70.49 93.33 42.80 58.69 28.74

train+test 1.2K 90.52 56.62 69.66 92.92 42.41 58.24 29.42

Table 5.11: Giza++ alignments symmetrized with intersection for different
amounts of training data.
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Corpus Size Ps Rs Fs Pp Rp Fp AER

all 700K 90.25 74.82 81.81 94.69 57.29 71.39 16.17
exp 20K 90.27 70.30 79.04 93.89 53.35 68.04 19.37
exp 5K 91.17 63.35 74.76 93.97 47.65 63.24 24.09

train+test 1.2K 90.36 62.57 73.94 92.82 46.91 62.32 25.05

Table 5.12: Giza++ alignments on lemmatized word tokens, symmetrized
with intersection for different amounts of training data.

Of the symmetrization algorithms, intersect has the highest precision
(94.8%) while union has the highest recall (77.1%). The best AER scores
were produced by the algorithms grow and grow-diag. In Table 5.11 we
see the results of aligning different data sizes with Giza intersection.

Giza alignment accuracy decreases with smaller data sets. One way
to improve statistical alignment is to reduce the number of wordtypes in
the data, for example through stemming or lemmatization. The result of
running Giza with lemmas instead of fullform words are shown in Table 5.12.
The use of lemmas improve recall and consequently the AER for all datasets,
although the improvement is greater for smaller datasets.

5.2.3 Test results

The settings of the two final experiments on development data, Combo1
and Combo2, were used with parallel phrases extracted from the complete
training corpus of 1000 sentence pairs. Reliable phrase settings were used to
produce word alignments for the 192 sentences of test data and link sets were
merged using add. The results of evaluating test data alignments against
the manually prepared reference alignment are shown in Table 5.13. As
with development data, Combo1 had lower recall but higher precision than
Combo2. As expected, both settings performed slightly worse on real test
data with the exception of Combo2 which had a slightly better precision on
test data.

Combo1 Combo2
Data P R P R

devtest 96.83 31.09 87.31 57.19
test 95.85 28.27 90.61 41.73

Table 5.13: Alignment evaluation on development and test data.

The resulting test data alignments were mostly correct with precision of
90.6% and 95.9%. Table 5.14 shows how the results compare to the high-
precision Giza intersection alignments. Combo1 had the highest precision
of all systems including Giza alignments trained on the full 700K data set.
Recall and F-score were comparable to Giza intersect alignments trained
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on the smaller 5K data set. However, Giza alignments trained on the full
700K data set clearly outperformed Combo1 and Combo2 in terms of recall,
F-score and AER.

Alignments Ps Rs Fs Pp Rp Fp AER
Combo1 92.67 37.46 53.35 95.85 28.27 43.66 45.74
Combo2 86.39 54.52 66.85 90.61 41.73 57.14 31.52

5K-intersect 91.33 57.40 70.49 93.33 42.80 58.69 28.74
700K-intersect 90.38 74.55 81.71 94.77 57.05 71.22 16.31

Table 5.14: Result of phrase-based alignment of test data compared to
Giza intersect alignments.

5.2.4 Combining with Giza alignments

The phrase-based alignment of test data can not compete with Giza in terms
of AER. However, phrase-based word alignment is fundamentally different
from statistical alignment and although Combo2 and 5K-intersect have com-
parable performance, the link sets they produce do not have to overlap
completely. To investigate this issue, Combo1 and Combo2 were merged
with intersect and grow-diag Giza alignments. The intersect alignment
was chosen because of its high precision and the grow-diag alignment was
chosen because of its low AER. Merging was done using union or add.

First, Combo1 and Combo2 were merged with Giza grow-diag alignments
trained on different corpus sizes, 5K and 700K sentence pairs. The Giza
alignments were added to Combo1 and Combo 2 using add which produced
the best results shown in Table 5.15. The combination of Giza word links
and the high precision links in Combo1 outperformed the AER of pure grow-
diag alignments for both the 5K and the 700K data set. Table 5.16 presents
an example of a successful merging.

Alignments Ps Rs Fs Pp Rp Fp AER

700K grow-diag 71.50 87.22 78.58 82.35 73.30 77.56 15.46
700K grow-diag+1 75.10 87.16 80.68 84.60 71.64 77.58 14.22
700K grow-diag+2 75.08 82.81 78.76 83.60 67.29 74.57 16.77

5K grow-diag 63.66 75.78 69.19 71.38 62.01 66.36 26.61
5K grow-diag+1 68.19 77.40 72.50 75.05 62.16 68.00 23.85
5K grow-diag+2 70.21 75.36 72.69 76.90 60.24 67.56 23.84

Table 5.15: grow-diag alignments merged with phrase-based alignments
using add.

Second, Combo1 and Combo2 were merged with Giza intersection align-
ments. The union strategy was the best for merging links with the in-
tersection alignment. This can be due to the lower recall of intersection,
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. . . (4)through (5)spinelessness (6)or (7)ideology (8), (9)support (10)you . . .
. . . (3)stöder (4)er (5)av (6)slapphet (7)eller (8)av (9)ideologiska (10)skäl . . .

Grow-diag 4-6 5-3* 5-4* 5-5* 5-6 6-7 7-6* 7-8* 7-9 7-10
Combo2 4-5 5-6 6-7 9-3
Grow-diag+Combo2 4-5 5-6 6-7 7-6* 7-8* 7-9 7-10 9-3

Reference 4-5 5-6 6-7 7-9 7-10 9-3 10-4

Table 5.16: Example of merging Combo2 word alignments with Giza grow-
diag alignments. Incorrect links are marked with *.

Alignments Ps Rs Fs Pp Rp Fp AER

700K-intersect 90.38 74.55 81.71 94.77 57.05 71.22 16.31
700K-intersect+1 88.39 77.93 82.83 93.41 60.10 73.15 14.81
700K-intersect+2 83.99 81.23 82.59 89.63 63.25 74.16 14.64

5K-intersect 91.33 57.40 70.49 93.33 42.80 58.69 28.74
5K-intersect+1 88.97 63.74 74.27 92.19 48.20 63.30 24.39
5K-intersect+2 84.13 69.82 76.31 88.35 53.51 66.65 21.78

Table 5.17: intersection alignments merged with phrase-based align-
ments using union.

which makes word alignments sparse. The results are shown in Table 5.17.
In terms of AER the high recall of Combo2 improved accuracy more than
Combo1 when combined with the Giza intersection alignments, although
both combinations improved AER for the 5K and the 700K data sets.

5.3 Conclusions

In the experiments presented in this chapter, phrase-based word alignment
was performed on the Europarl corpus. I investigated two methods of se-
lecting reliable parallel phrases to use for word alignment. These methods
were used to create two sets of word alignments with different precision
and recall. The first set had a precision of 95.9% and recall of 28.3% and
the second set had a precision of 90.6% and a recall of 41.7%. The 95.9%
precision for the first set of word alignments outperformed the precision of
all Giza alignments on this data set. By combining high-precision phrase-
based word alignments and Giza alignments a set of word alignments were
produced that outperformed the quality of the Giza alignments alone.
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Chapter 6

Conclusion

In this thesis I have presented a framework for phrase-based word alignment
in which new sentences can be word-aligned by re-using parallel phrases from
a word aligned corpus. Experiments have shown that word alignments can
be produced with high precision on different text types using this framework.
High precision word alignments were produced for a software manual, a novel
and Europarl proceedings although recall varied with the difficulty of the
texts. On the rather complex Europarl corpus, phrase-based word alignment
was used to produce two sets of word alignments with different precision and
recall. The first set had a precision of 95.9% and recall of 28.3% and the
second set had a precision of 90.6% and a recall of 41.7%.

Word alignment recall was improved by generalising the parallel phrases
with parts-of-speech. I investigated two methods of selecting reliable phrases
from the large set of generalised phrases in order to maintain high-precision.
The first method was to use thresholds to constrain generalisation and the
second method was to evaluate phrases on training data to see if they would
produce correct alignments. Both methods were used successfully to sepa-
rate good phrases from bad phrases. The methods were combined to pro-
duce high precision alignments for the Europarl corpus. With all generalised
phrases, phrase-based alignment produced alignments with a precision of
48.4% and the alignments produced by selecting reliable phrases had a pre-
cision of 95.9%.

The phrase-based word alignments were compared to alignments pro-
duced by the statistical word alignment system Giza++, which is considered
a state-of-the-art system for word alignment. The comparison showed that
the precision and recall of phrase-based alignment were comparable to Giza
alignments trained on smaller corpus sizes, although for larger corpora, Giza
outperformed the phrase-based methods on recall and AER. On precision
however, phrase-based alignment outperformed all other systems. By com-
bining high-precision phrase-based word alignments and Giza alignments a
set of word alignments were produced that outperformed the quality of the

59



CHAPTER 6. CONCLUSION

Giza alignments alone. Evaluation of this combination showed that align-
ment error rate improved from 15.46 for the best Giza system, to 14.22 for
Giza combined with phrase-based alignments. These are promising results
that motivates further investigations into phrase-based word alignment.

6.1 Future work

Many questions remain to be answered and future work includes investigat-
ing new ways of improving recall by selecting reliable parallel phrases for
word alignment. In the experiments presented in this thesis I investigated
two ways of selecting reliable parallel phrases to use for word alignment.
There are many other features that could be used to determine if the word
alignments proposed by a phrase are good or not, for example, whether
the ungeneralised words in the phrase are content words or function words.
Although two phrases contain the same amount of generalised categories,
a match of the parallel phrase DET A economy – DET A ekonomin in a
sentence pair seems more reliable than matching the A N – den A N.

For the language pair English–Swedish, corresponding source and target
word positions tend to correlate. This correlation can be used to select
reliable phrase matches. By comparing word positions for aligned source
and target words matched by a parallel phrase we would get an indication
of the reliability of the match.

Phrase-based word aligment was successful for aligning English–Swedish
texts. It should be investigated whether it also can be applied to other lan-
guage pairs, for example, language pairs with larger word order differences.

In this thesis reliable phrases were combined by merging the link sets
they produced. Another way to combine different types of reliable phrases
would be to perform the phrase matching of a sentence pair in several passes,
starting by aligning from a set of very reliable phrases and gradually relaxing
this constraint to align as many words as possible or until we no-longer
believe we can produce accurate links for the sentence pair.

Another question is the type of phrases that are used for phrase extrac-
tion. Phrases were extracted from manual word alignments but could just
as well be extracted from other sources of reliable alignments, for exam-
ple Giza intersection alignments. The set of part-of-speech categories used
to generalise phrases might not be optimal for this task and perhaps even
more words could be aligned if an adapted set of categories, lemmas or even
phrase categories were used for generalisation of parallel phrases.

One interesting line of research is to look at other ways phrase-based
alignment can be combined with statistical alignment. In this thesis, high-
precision phrase-based word alignments were simply merged with statistical
word alignments. The high-precision alignments could also be used in other
ways to improve statistical alignment by integrating them at an earlier stage,
for example, to guide the symmetrization step when two directed word align-
ments are combined into one, or even earlier, during Viterbi alignment.
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The long term goal of this work is to improve word alignment for sta-
tistical machine translation. Previous research has shown that better AER
scores do not necessarily result in better translations. How translation qual-
ity is affected by adding phrase-based alignments is still an open question
that deserves to be investigated.
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Appendix A

Word alignment guidelines

This appendix contains the guidelines for gold-standard word alignment of
the corpus data used in the project. Section A.1 presents the guidelines for
reference alignment of test data and Section A.2 presents the guidelines for
alignment of the training data.

A.1 Guidelines for reference alignment

The reference guidelines are based on the guidelines for English–Spanish
word alignment by Lambert et al. (2005). Their guidelines were in turn
based on the Blinker guidelines (Melamed, 1998) but adapted to the task of
producing full-text reference word alignments for alignment evaluation and
machine translation. In the alignment examples below, the English–Spanish
guidelines have been adapted and extended to English–Swedish word align-
ment.

A.1.1 General guidelines

Word alignment is the task of identifying corresponding words in a translated
sentence pair. Although words are the preferred unit of alignment, sentences
without a literal translation may require aligning larger units like phrases.
In these guidelines, phrases are aligned by aligning all words in the target
phrase to all words in the source phrase. The rule of thumb is to keep phrase
alignments as small as possible. Two words or phrases correspond if they are
semantically and structurally equivalent. However, we make a distinction
between sure alignments (or S links) that represent clear translations and
possible alignments (or P links) that represent a possible translation.
A word link is sure if the words correspondence meets both semantic and
syntactic criteria and possible if only one criterium is met. Annotators
should strive to create S links whenever it is possible. P links should be
created when a correspondence is uncertain or if a word has many alignment
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possibilities. The proper use of sure and possible links are illustrated in
Figures 1–5. Figure A.1 contains a word-by-word translation of the noun
phrase the red car annotated with S links. The noun phrase in Figure A.2,
however, lacks a Swedish lexical item corresponding to the definite article
the, and since the definiteness instead is expressed with the Swedish definite
noun, the article is linked to it with a P link.

 1

Appendix A  
Word alignment guidelines 

This appendix contains the guidelines for gold-standard word alignment of the corpus 
data used in the project. \prettyref{sec:testguide} presents the guidelines for reference 
alignment of test data used in evaluation and \prettyref{sec:trainguide} presents the 
guidelines for alignment of the training data.  

 
Figure 1. Word-to-word translation 

 
 
Figure 2. Noun phrase with P link 
 
In short, function words should be S linked to corresponding function words. If there is no 
corresponding function word but the syntactic function is expressed by a content word, a P link 
should be drawn between the function and content words. In  
Figure 3, for example, om has an attributive function and is P linked to the threshold 
attribute. 

 
 
Figure 3. Example of using Sure and Possible links 
 
P links can also be used when two content words correspond on a structural level but 
not on the semantic level such as the words worst and större (larger) in Figure . They 
correspond in the given sentence but they would work poorly as translations of each 
other in any other context. 

 the threshold question  
 

  frågan      om    tröskeln 
the-question about the-threshold 

 the  car  
 

  bilen 
the-car

 the  red   car  
 

 den röda bilen 

Sure link 
Possible link                  
Null link         the 

Figure A.1: Word-to-word translation

 1

Appendix A  
Word alignment guidelines 

This appendix contains the guidelines for gold-standard word alignment of the corpus 
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Figure 2. Noun phrase with P link 
 
In short, function words should be S linked to corresponding function words. If there is no 
corresponding function word but the syntactic function is expressed by a content word, a P link 
should be drawn between the function and content words. In  
Figure 3, for example, om has an attributive function and is P linked to the threshold 
attribute. 

 
 
Figure 3. Example of using Sure and Possible links 
 
P links can also be used when two content words correspond on a structural level but 
not on the semantic level such as the words worst and större (larger) in Figure . They 
correspond in the given sentence but they would work poorly as translations of each 
other in any other context. 

 the threshold question  
 

  frågan      om    tröskeln 
the-question about the-threshold 

 the  car  
 

  bilen 
the-car

 the  red   car  
 

 den röda bilen 

Sure link 
Possible link                  
Null link         the 

Figure A.2: Noun phrase with P link

In short, function words should be S linked to corresponding function
words. If there is no corresponding function word but the syntactic function
is expressed by a content word, a P link should be drawn between the func-
tion and content words. In Figure A.3, for example, om has an attributive
function and is P linked to the threshold attribute.
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data used in the project. \prettyref{sec:testguide} presents the guidelines for reference 
alignment of test data used in evaluation and \prettyref{sec:trainguide} presents the 
guidelines for alignment of the training data.  

 
Figure 1. Word-to-word translation 

 
 
Figure 2. Noun phrase with P link 
 
In short, function words should be S linked to corresponding function words. If there is no 
corresponding function word but the syntactic function is expressed by a content word, a P link 
should be drawn between the function and content words. In  
Figure 3, for example, om has an attributive function and is P linked to the threshold 
attribute. 

 
 
Figure 3. Example of using Sure and Possible links 
 
P links can also be used when two content words correspond on a structural level but 
not on the semantic level such as the words worst and större (larger) in Figure . They 
correspond in the given sentence but they would work poorly as translations of each 
other in any other context. 

 the threshold question  
 

  frågan      om    tröskeln 
the-question about the-threshold 

 the  car  
 

  bilen 
the-car

 the  red   car  
 

 den röda bilen 

Sure link 
Possible link                  
Null link         the 

Figure A.3: Example of using sure and possible links

P links can also be used when two content words correspond on a struc-
tural level but not on the semantic level such as the words worst and större
(larger) in Figure A.4. They correspond in the given sentence but they
would not work well as translations of each other in other contexts.
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Figure 4. P-linked content words 

1.1.1 Null links 
Null links should be used to represent words or phrases without a correspondence in the 
other language. We can test if a word should be linked to null by removing it from the 
sentence and then if the target and source sentences become semantically and 
syntactically more similar, the word should be aligned to null. In Figure 4 the words 
principle of are null-linked. 

 
Figure 4. Example of null-links 

1.1.2 Phrases 
In some cases it is impossible to find correspondences between individual words in 
phrases although they have the same meaning. This is the case for frozen expressions 
and for phrases and clauses that have been paraphrased in the translation. While the 
parallel segments have the same meaning as a whole, the individual words in the source 
segment do not correspond to any word in the translated segment. Such cases should be 
aligned many-to-many. S links should be used to link 1-to-many translations (Figure 5) 
and many-to-many translations should be linked with P links (Figure 8). 
 

 
Figure 5. One-to-many phrase alignment 
 
Noun compounds, like the one in Figure 6, should be linked together as a single unit 
using S links although the number of lexical surface forms is different. This rule also 
applies to fixed expressions and particle verbs. 

 
Figure 6. Compounds 
 

 his inaugural debate  
 

utnämningsdebatten 
 the-inaugural-debate 

 one of  the worst accidents  
 

  en  av  de  större olyckor 

 largely  
 

 till stor del 

 the principle of economic and social cohesion 
 

      den ekonomiska och sociala sammanhållningen 
         the economic         and     social    cohesion 

Figure A.4: P-linked content words

A.1.2 Null links

Null links should be used for words or phrases without a correspondence
in the other language. We can test if a word should be linked to null by
removing it from the sentence. If this makes the target and source sentences
become semantically and syntactically more similar, the word should be
aligned to null. In Figure A.5 the words principle of are null-linked.
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Figure 5. One-to-many phrase alignment 
 
Noun compounds, like the one in Figure 6, should be linked together as a single unit 
using S links although the number of lexical surface forms is different. This rule also 
applies to fixed expressions and particle verbs. 

 
Figure 6. Compounds 
 

 his inaugural debate  
 

utnämningsdebatten 
 the-inaugural-debate 

 one of  the worst accidents  
 

  en  av  de  större olyckor 

 largely  
 

 till stor del 

 the principle of economic and social cohesion 
 

      den ekonomiska och sociala sammanhållningen 
         the economic         and     social    cohesion 

Figure A.5: Example of null-links

A.1.3 Phrase alignments

In some cases it is impossible to find correspondences between individual
words in phrases although they have the same meaning. This is the case for
frozen expressions and for phrases and clauses that have been paraphrased
in the translation. Although phrases have the same meaning as a whole, the
individual words in the source phrase might not correspond to any word in
the translated phrase. Such cases should be aligned many-to-many. As a
rule, S links should be used to link one-to-many translations (Figure A.6)
and many-to-many translations should be linked with P links. Its also pos-
sible to align some words within a many-to-many alignment with S links as
in the example in Figure A.7.

Noun compounds, like the one in Figure A.8, should be linked together
as a single unit using S links although the number of lexical surface forms
is different. This rule also applies to fixed expressions and particle verbs.

Particle verbs are considered a unit and the verb and particle should be
aligned with S links to the same corresponding word (Figure A.9).
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Figure 5. One-to-many phrase alignment 
 
Noun compounds, like the one in Figure 6, should be linked together as a single unit 
using S links although the number of lexical surface forms is different. This rule also 
applies to fixed expressions and particle verbs. 

 
Figure 6. Compounds 
 

 his inaugural debate  
 

utnämningsdebatten 
 the-inaugural-debate 

 one of  the worst accidents  
 

  en  av  de  större olyckor 

 largely  
 

 till stor del 

 the principle of economic and social cohesion 
 

      den ekonomiska och sociala sammanhållningen 
         the economic         and     social    cohesion 

Figure A.6: One-to-many phrase alignment
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Particle verbs are considered as a unit and the verb and particle should be aligned with S 
links to the same corresponding word (Figure 7). 

 
Figure 7. Verb particles 
 
 
Some phrases contain one or two words that can be aligned at the word level, these 
word links should be labeled Sure and a many-to-many alignment with Possible links 
should be added as well (Figure 8). 
 

 
Figure 8. Another phrase alignment 

 
Figure 9.  Noun phrase alignment 

 
Figure 10. Mr. Rack – min kollega Rack 
 

 
Figure 11. ladies and gentlemen - kära kollegor 

 
Figure 12. NP – VP category shift 
 

   I  unlocked the door 
 

 Jag  låste upp dörren 

Mr Rack 
 

min kollega Rack 
 my   colleague  Rack 

  as a matter of principle  
 

  principiellt sett 

 the establishment of NP  
 

 att  NP inrättas 
 that   NP  is-established 

ladies and gentlemen 
 

kära kollegor 
dear   colleagues 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

Figure A.7: Another phrase alignment

A.1.4 Noun phrases

For longer noun phrases, the alignment of determiners can be tricky. The
word the in the phrase in Figure A.10 seems to have a Swedish counterpart in
de, but in fact they belong to different nouns. The English the is determiner
for politics and the Swedish plural determiner de is connected to doors.

A.1.5 Named entities

Many sentences in the Europarl corpus contain references to persons, which
are expressed differently in each language. Figure A.11 and A.12 contain
two of these cases. Although the expressions in both languages refer to the
same person(s) many-to-many should be avoided.

In cases where a named entity is translated with a pronoun we have a
pragmatic correspondence since both expressions refer to the same entity,
but there is no lexical or semantic correspondence. In cases like him –
ordförande Prodi (President Prodi) and the Helsinki summit – där (there),
both source and target expressions should be null linked. Large phrase-

 2

 

 
Figure 4. P-linked content words 
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Figure 5. One-to-many phrase alignment 
 
Noun compounds, like the one in Figure 6, should be linked together as a single unit 
using S links although the number of lexical surface forms is different. This rule also 
applies to fixed expressions and particle verbs. 

 
Figure 6. Compounds 
 

 his inaugural debate  
 

utnämningsdebatten 
 the-inaugural-debate 

 one of  the worst accidents  
 

  en  av  de  större olyckor 

 largely  
 

 till stor del 

 the principle of economic and social cohesion 
 

      den ekonomiska och sociala sammanhållningen 
         the economic         and     social    cohesion 

Figure A.8: Compounds
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Particle verbs are considered as a unit and the verb and particle should be aligned with S 
links to the same corresponding word (Figure 7). 

 
Figure 7. Verb particles 
 
 
Some phrases contain one or two words that can be aligned at the word level, these 
word links should be labeled Sure and a many-to-many alignment with Possible links 
should be added as well (Figure 8). 
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Figure 9.  Noun phrase alignment 

 
Figure 10. Mr. Rack – min kollega Rack 
 

 
Figure 11. ladies and gentlemen - kära kollegor 

 
Figure 12. NP – VP category shift 
 

   I  unlocked the door 
 

 Jag  låste upp dörren 

Mr Rack 
 

min kollega Rack 
 my   colleague  Rack 

  as a matter of principle  
 

  principiellt sett 

 the establishment of NP  
 

 att  NP inrättas 
 that   NP  is-established 

ladies and gentlemen 
 

kära kollegor 
dear   colleagues 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

Figure A.9: Verb particles

 3

Particle verbs are considered as a unit and the verb and particle should be aligned with S 
links to the same corresponding word (Figure 7). 

 
Figure 7. Verb particles 
 
 
Some phrases contain one or two words that can be aligned at the word level, these 
word links should be labeled Sure and a many-to-many alignment with Possible links 
should be added as well (Figure 8). 
 

 
Figure 8. Another phrase alignment 

 
Figure 9.  Noun phrase alignment 

 
Figure 10. Mr. Rack – min kollega Rack 
 

 
Figure 11. ladies and gentlemen - kära kollegor 

 
Figure 12. NP – VP category shift 
 

   I  unlocked the door 
 

 Jag  låste upp dörren 

Mr Rack 
 

min kollega Rack 
 my   colleague  Rack 

  as a matter of principle  
 

  principiellt sett 

 the establishment of NP  
 

 att  NP inrättas 
 that   NP  is-established 

ladies and gentlemen 
 

kära kollegor 
dear   colleagues 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

Figure A.10: Noun phrase alignment

to-phrase alignments should be avoided. In Figure 12, null alignments of
both expressions is not allowed since they do not fulfill the criteria for null
alignment. The solution is to align ladies and gentlemen to kollegor and
null link the attribute kära. The main difference between this case and
a pronominalization like him – ordförande Prodi is the frequency of the
translation in the corpus. Ladies and gentlemen are repeatedly translated
with kära kollegor in the Europarl corpus and it would be a good translation
in other contexts as well. Translating the pronoun him with a proper name
like Prodi is generally not a good solution.

A.1.6 Category shifts

In a category shift, the same meaning is expressed using different syntactic
categories. In Figure A.13 the same event is expressed with a noun phrase
and a verb phrase respectively. In these cases corresponding content words
should be S linked and the rest of the phrase should be aligned with P links.
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Particle verbs are considered as a unit and the verb and particle should be aligned with S 
links to the same corresponding word (Figure 7). 

 
Figure 7. Verb particles 
 
 
Some phrases contain one or two words that can be aligned at the word level, these 
word links should be labeled Sure and a many-to-many alignment with Possible links 
should be added as well (Figure 8). 
 

 
Figure 8. Another phrase alignment 

 
Figure 9.  Noun phrase alignment 

 
Figure 10. Mr. Rack – min kollega Rack 
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Figure 12. NP – VP category shift 
 

   I  unlocked the door 
 

 Jag  låste upp dörren 

Mr Rack 
 

min kollega Rack 
 my   colleague  Rack 

  as a matter of principle  
 

  principiellt sett 

 the establishment of NP  
 

 att  NP inrättas 
 that   NP  is-established 

ladies and gentlemen 
 

kära kollegor 
dear   colleagues 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

Figure A.11: Mr. Rack – min kollega Rack
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Particle verbs are considered as a unit and the verb and particle should be aligned with S 
links to the same corresponding word (Figure 7). 

 
Figure 7. Verb particles 
 
 
Some phrases contain one or two words that can be aligned at the word level, these 
word links should be labeled Sure and a many-to-many alignment with Possible links 
should be added as well (Figure 8). 
 

 
Figure 8. Another phrase alignment 

 
Figure 9.  Noun phrase alignment 
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Figure 12. NP – VP category shift 
 

   I  unlocked the door 
 

 Jag  låste upp dörren 

Mr Rack 
 

min kollega Rack 
 my   colleague  Rack 

  as a matter of principle  
 

  principiellt sett 

 the establishment of NP  
 

 att  NP inrättas 
 that   NP  is-established 

ladies and gentlemen 
 

kära kollegor 
dear   colleagues 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

Figure A.12: ladies and gentlemen – kära kollegor
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Particle verbs are considered as a unit and the verb and particle should be aligned with S 
links to the same corresponding word (Figure 7). 

 
Figure 7. Verb particles 
 
 
Some phrases contain one or two words that can be aligned at the word level, these 
word links should be labeled Sure and a many-to-many alignment with Possible links 
should be added as well (Figure 8). 
 

 
Figure 8. Another phrase alignment 

 
Figure 9.  Noun phrase alignment 
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Figure 12. NP – VP category shift 
 

   I  unlocked the door 
 

 Jag  låste upp dörren 

Mr Rack 
 

min kollega Rack 
 my   colleague  Rack 

  as a matter of principle  
 

  principiellt sett 

 the establishment of NP  
 

 att  NP inrättas 
 that   NP  is-established 

ladies and gentlemen 
 

kära kollegor 
dear   colleagues 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

Figure A.13: NP – VP category shift

A.1.7 Verb phrases

A passive verb phrase in English is expressed with the word be in front of
the main verb. Swedish has two ways of expressing passive voice. The first
is a similar construction vara + verb, which corresponds to a one-to-one
alignment with the words in the English verb phrase. In case of a passive
verb construction like the one in Figure A.14 be should be P linked to the
Swedish passive verb.
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Figure 14. Passive – active shift 
 

 
Figure 15.  Auxiliary verb 
 
In verb phrases starting with have to, want to or need to the infinitive marker to is 
obligatory. Removing it from the sentence would make it ungrammatical. The Swedish 
translations of these phrases never contain a corresponding infinitive marker and 
therefore to should be aligned together with the verb as an indivisible entity (Figure 16). 

 
Figure 16. Have to know – behöver veta 
 

 
Figure 17.  Will not – kommer inte att 

 
Figure 18. Try to win – försöker vinna 
 

   will not  
 

 kommer inte  (att) 

    try  to win 
 

  försöker (att) vinna 

This  situation will not come about … 
 

Denna situation skapas inte …   
   this     situation   is-created not 

  have  to know  
 

behöver  veta 

that can not be tolerated 
 

som vi inte kan tolerera 
that   we  not  can   tolerate 

 be interpreted  
 

  tolkats 
interpreted+pass 

Figure A.14: Passive verb construction

Translations containing a shift between active and passive verb phrases
(Figure A.15) should be linked with S links for translated content words and
a P link from be to the active verb.

Extending the general strategy to auxiliary verbs means that there should
be an S link for corresponding auxiliary verbs regardless of their exact se-
mantic content. In case the translation has no auxiliary verb, a P link should
be drawn between the auxiliary verb and corresponding main verb. In Fig-
ure A.16 there is an auxiliary verb will on the source side which is P linked
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Figure A.15: Passive – active shift

to the target main verb.
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Figure A.16: Auxiliary verb

In verb phrases starting with have to, want to or need to the infinitive
marker to is obligatory. Removing it from the sentence would make it un-
grammatical. The Swedish translations of these phrases never contain a
corresponding infinitive marker and therefore to should be aligned together
with the verb as an indivisible entity (Figure A.17).
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    try  to win 
 

  försöker (att) vinna 

This  situation will not come about … 
 

Denna situation skapas inte …   
   this     situation   is-created not 

  have  to know  
 

behöver  veta 

that can not be tolerated 
 

som vi inte kan tolerera 
that   we  not  can   tolerate 

 be interpreted  
 

  tolkats 
interpreted+pass 

Figure A.17: Have to know – behöver veta

In Figure A.18 the infinitive marker att in the target is not obligatory,
but if it exists it should be P linked to the source verb. A similar case is
illustrated in Figure A.19. Here, the source word to should be S linked to
the word att if it is present and if it is not, to should be linked to the target
verb with a P link.

A.1.8 Date and time expressions

According to Lambert’s guidelines, time and date expressions should be
aligned many-to-many with P links. If the expressions contain smaller cor-
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Figure A.18: Will not – kommer inte att
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Figure A.19: Try to win – försöker vinna

responding segments we align these with S links as in Figure A.20.

 5

 
Figure 19.  Date expression 
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Figure 20.  Time expression 

1.2  Translation errors 
Some translations contain obvious translation errors (Figure 21) or misspellings. 
Misspelled words and incorrect translations should be null-linked. 
  
to hold several votes 
 
om vi talade med flera  röster 
  if   we spoke   with  several voices 
 
Figure 21. Translation error 

1.3 Guidelines for training data alignment 

 
 
 
Figure 22. NP – VP category shift 
 

 
Figure 23.  Noun phrase alignment 
 
 

 
Figure 24. Another phrase alignment 
 

  at  11.00 
 

  kl. 11.00 
o’clock  11. 

  as a matter of principle  
 

  principiellt sett 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

 the threshold question  
 

  frågan      om    tröskeln 
the-question about the-threshold 

  in 2000 

  år 2000 
 year 2000 

Figure A.20: Date and time expressions.

A.1.9 Translation errors

Some translations contain obvious translation errors or misspellings. Mis-
spelled words and incorrect translations should not be linked (Figure A.21).
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1.2  Translation errors 
Some translations contain obvious translation errors (Figure 21) or misspellings. 
Misspelled words and incorrect translations should be null-linked. 
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om vi talade med flera  röster 
  if   we spoke   with  several voices 
 
Figure 21. Translation error 
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Figure 22. NP – VP category shift 
 

 the establishment of NP  
 

 att  NP inrättas 
 that   NP  is-established 

 the threshold question  
 

  frågan      om    tröskeln 
the-question about the-threshold 

  at  11.00 
 

  kl. 11.00 
o’clock  11. 

  in 2000 

  år 2000 
 year 2000 

Figure A.21: Translation errors.
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A.2 Guidelines for training data alignment

This section presents the guidelines for manual word alignment of the train-
ing data. The word links in this data set have no confidence labels. A link is
either an ordinary link or a null link. In training data, one-to-one links are
strongly preferred over many-to-many links. Instead of creating a phrase
alignment between the question and fr̊agan in the example in Figure A.22,
a word link is drawn between the content words (question) and fr̊agan, and
the determiner the is null-linked.
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Figure 20.  Time expression 

1.2  Translation errors 
Some translations contain obvious translation errors (Figure 21) or misspellings. 
Misspelled words and incorrect translations should be null-linked. 
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  if   we spoke   with  several voices 
 
Figure 21. Translation error 

1.3 Guidelines for training data alignment 

 
 
 
Figure 22. NP – VP category shift 
 

 
Figure 23.  Noun phrase alignment 
 
 

 the politics  of  closed doors  
 

 de slutna dörrarnas politik 
 the closed   the-doors’   politic 

 the threshold question  
 

  frågan      om    tröskeln 
the-question about the-threshold 

  at  11.00 
 

  kl. 11.00 
o’clock  11. 

  in 2000 

  år 2000 
 year 2000 

Figure A.22: Alignment of noun phrases in training data.

Further examples of how training alignment differs from the reference
guidelines are shown below in Figures A.23–A.26.

 6

 
Figure 24. Another phrase alignment 
 

 
Figure 25. Passive – active shift 
 
 
Figure 26.  Auxiliary verb 
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Figure 28.  Date expression 
 

that can not be tolerated 
 

som vi inte kan tolerera 
that   we  not  can   tolerate 

  in 2000 

  år 2000 
 year 2000 

   will not  
 

 kommer inte  (att) 

  as a matter of principle  
 

  principiellt sett 

Figure A.23: Alignment of phrases in training data.
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Figure 25. Passive – active shift 
 
 
Figure 26.  Auxiliary verb 
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Figure 28.  Date expression 
 

that can not be tolerated 
 

som vi inte kan tolerera 
that   we  not  can   tolerate 

  in 2000 

  år 2000 
 year 2000 

   will not  
 

 kommer inte  (att) 

  as a matter of principle  
 

  principiellt sett 

Figure A.24: Alignment of a passive – active shift in training data.
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som vi inte kan tolerera 
that   we  not  can   tolerate 
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 kommer inte  (att) 

  as a matter of principle  
 

  principiellt sett 

Figure A.25: Alignment of auxiliary verb in training data.
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Figure 25. Passive – active shift 
 
 
Figure 26.  Auxiliary verb 
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Figure 28.  Date expression 
 

that can not be tolerated 
 

som vi inte kan tolerera 
that   we  not  can   tolerate 

  in 2000 

  år 2000 
 year 2000 

   will not  
 

 kommer inte  (att) 

  as a matter of principle  
 

  principiellt sett 

Figure A.26: Alignment of date expressions in training data.
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