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Abstract

In this report I summarize my master’s thesis work, in which I have investigated
different approaches for fusing imaging modalities for semantic segmentation
with deep convolutional networks. State-of-the-art methods for semantic segmen-
tation of rgb-images use pre-trained models, which are fine-tuned to learn task-
specific deep features. However, the use of pre-trained model weights constrains
the model input to images with three channels (e.g. rgb-images). In some appli-
cations, e.g. classification of satellite imagery, there are other imaging modalities
that can complement the information from the rgbmodality and, thus, improve
the performance of the classification. In this thesis, semantic segmentation meth-
ods designed for rgb images are extended to handle multiple imaging modalities,
without compromising on the benefits, that pre-training on rgb datasets offers.

In the experiments of this thesis, rgb images from satellites have been fused
with normalised difference vegetation index (ndvi) and a digital surface model
(dsm). The evaluation shows that the modality fusion can significantly improve
the performance of semantic segmentation networks in comparison with a cor-
responding network with only rgb input. However, the different investigated
approaches to fuse the modalities proved to achieve similar performance. The
conclusion of the experiments is, that the fusion of imaging modalities is neces-
sary, but the method of fusion has shown to be of less importance.
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1
Introduction

In my master’s thesis, I have tackled the task of pixel-wise classification of satel-
lite imagery when using different image modalities as input. The main idea of
this master thesis came from an initiative of the company Vricon and the thesis
was carried out at the their office in Linköping. This chapter gives the reader an
introduction to this thesis report. Some background is presented, followed by the
problem formulation and a motivation section for the thesis work.

1.1 Background

Automated classification of geographic information from satellites or aerial im-
ages is an essential process in several remote sensing applications. For instance,
it serves an important purpose in environmental modelling, gathering of mili-
tary intelligence, infrastructure planning or to detect changes in landscapes over
time.

Vricon utilises a huge archive of multispectral satellite images of the earth
to create highly accurate, photorealistic 3d products and Digital surface models
(dsm), i.e. global elevation models. Their product range includes a classifica-
tion product of orthorectified images (2d images of the earth seen from vertically
above at infinite distance). Another purpose for Vricon to classify the geodata
is to create Digital Terrain Models (dtm). The dtm is a bare earth model, that
is created by excluding buildings, man-made objects, trees and other vegetation
from the dsms. Therefore, it is of great interest for the company to develop a
highly accurate method for classification of geodata.

In recent years object recognition and various classification tasks of images
have been among the hottest topics in computer vision and machine learning.
The development of more powerful hardware, e.g. GPUs and RAMs, has enabled
the use of techniques and algorithms which were previously unfeasible. Particu-
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2 1 Introduction

larly, pixel-wise classification of images, i.e. the problem of assigning each pixel
in an image a class according to the image object it belongs to, has seen a great
improvement lately.

This thesis investigates some of the state-of-the-art pixel-classification tech-
niques for the task of classifying satellite images (see example in Figure 1.1). Tra-
ditionally, the pixel-wise classification problem, also called semantic segmenta-
tion, has been approached with application-specific handcrafted features, such
as pixel neighbour relationships like variance and homogeneity. Recently, deep
neural networks, e.g. convolutional neural networks (cnns), have significantly
outperformed the previous techniques using handcrafted features [24]. These
deep networks do not require any manual feature extraction. Instead the raw im-
age can be used as input while the network will discover suitable, often complex,
features during the training phase [22].

Figure 1.1: Example of semantic segmentation for satellite imagery.

Most of the existing semantic segmentation methods have been developed
for, and proven successful on rgb or grayscale images. In addition to normal
rgb images, Vricon offers corresponding Normalised Difference Vegetation Index
(ndvi) images and dsms, which both could be handy when classifying landscape
and buildings. Consequently, in order to utilise the information given in ndvi
and dsm, there is reason to extend state-of-the-art pixel-classification techniques
to handle imaging modalities additional to rgb.

Vricon’s current classifier is based, with a few expansions, on the work pre-
sented in the MSc Thesis of Gustav Tapper [36]. Tapper developed a per-pixel
classifier as a necessary step to his main target, to generate a dtm. For the classi-
fication task, he created an ann which uses some handcrafted features as input.
By adopting state-of-the-art deep learning techniques, a goal of this thesis is to
outperform the existing classifier based on hand-crafted features.
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1.2 Problem formulation

This thesis investigates pixel-wise classification of satellite images. Specifically,
it investigates how to fuse and utilise different imaging modalities, in this case
rgb, ndvi, and dsm, for the task of semantic segmentation of satellite imagery.
The impact of this fusion shall be analyzed both quantitatively and qualitatively.
Furthermore, different network architectures shall be evaluated.

1.3 Motivation

cnn-based methods have lately been successful in a wide range of computer vi-
sion tasks. The convolution operator’s translation invariance and ability to detect
local structure and patterns makes it suitable for signal analysis in general and
image analysis in particular. This advantage is utilised in cnns by adding convo-
lutional layers in traditional, artificial neural networks. Convolutional networks
have in recent years won competitions in pattern recognition, image segmenta-
tion and object detection [29]. The feature extraction with cnns has achieved
better results than methods using handcrafted features and it has been suggested
that extracted features from cnns should be the main choice in more or less
any visual recognition problem [26]. Even though cnns are most successful in
large-scale visual recognition, cnn-based classifiers have also achieved state-of-
the-art performance in semantic segmentation [20]. Pre-trained deep cnns, such
as AlexNet [17] and VGG16 [34], may aptly be fine-tuned for other classification
tasks than they originally were trained for. Due to the pre-training, the networks
can accurately be trained and fine-tuned with significantly less annotated train-
ing data than a randomly initialised network would require.

When extending semantic segmentation methods designed for rgb images to
satellite imagery and elevation maps, one key question is how to fuse the addi-
tional modalities, such as ndvi and dsm, with rgb information. There is rea-
son to believe that the classification accuracy may improve with these additional
modalities [30], but the fusion is not a trivial problem. One obstacle to imple-
menting the state-of-the-art rgbmethods for multiple imaging modalities is that
they typically involve pre-trained weights. On one hand, pre-trained networks
demonstrate a strong ability to generalise to natural images and can easily be
fine-tuned for a specific problem. On the other hand, these networks require in-
put images with three colour channels, i.e. rgb images, which prevent the use
of additional modalities. Thus, additional modalities must either be handled
separately or the network architectures must be changed, which hinder the use
of pre-trained weights. Therefore, it is of interest to investigate how additional
modalities can be fused into the network, while the benefits of state-of-the-art
semantic segmentation methods for rgb are preserved.
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1.4 Limitations

Only end-to-end methods has been considered in this thesis. Therefore, possible
post-processing methods have been omitted. The work was carried out only with
data provided by Vricon. This include satellite imagery of rgb and ndvi types,
dsms as well as labelled training data.

1.5 Key results

The experiments in this thesis show that fusion of imaging modalities can sig-
nificantly improve the performance of semantic segmentation networks for the
task of classifying satellite imagery. However, the specific method for fusing the
modalities seem to be less important. Three different fusion approaches, includ-
ing singlestream and multistream networks, have been investigated in the thesis.
Neither of the three approaches produces significantly better results than the oth-
ers. Nonetheless, a singlestream network require significantly less memory than
its multistream counterpart. Since the performance is comparable with multi-
stream networks, to a lower memory cost, a singlestream network is preferable
when dealing with deep cnn with large memory footprints.

1.6 Thesis outline

Chapter 2 introduces background and theory about semantic segmentation meth-
ods and convolutional neural networks. Chapter 3 discusses the used methods in
the thesis. Chapter 4 describes the experiments performed, including data sets,
network configurations, and evaluation methodology. In Chapter 5, quantitative
results are listed and qualitative results are illustrated with images. Chapter 6
contains conclusions of the experiments and discussion about future work.



2
Theory

This chapter presents a summary of related work, followed by background theory
of the techniques and concepts used in the thesis.

2.1 Related work

This section describes related work of the thesis. The first part gives an introduc-
tion to the methods used in the thesis and some alternative methods for semantic
segmentation. The second part discusses some similar projects dealing with clas-
sification of satellite and aerial imagery.

2.1.1 Semantic segmentation

The concept of semantic segmentation is to understand and classify the content of
images in pixel level. Before the breakthrough of deep learning and cnns as top
candidate, the task of semantic segmentation of images was approached with var-
ious, non-neural, methods which make heavy use of domain knowledge. Among
successful techniques were Random Decision Forests [31] and Support Vector
Machines [11]. Another method that is still popular, usually as post-processing
step of cnns in order to sharpen the classification boundaries, is Conditional ran-
dom field (crf). Some crf-based methods for semantic segmentation, e.g. [32],
reached top performance at the time of release.

When Long et al. released the article Fully Convolutional Networks for Se-
mantic Segmentation [20], their method distinctly outperformed previous state-
of-the-art methods. Deep cnn had already been enormously successful on the
task of image classification. By adopting the architecture of these state-of-the-art
deep cnns, in their case they used VGG16 [34], and replace the fully connected
top layers with fully convolutional layers together with deconvolution they could
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6 2 Theory

predict dense outputs from arbitrary-sized inputs. The paradigm of Fully Convo-
lutional Networks (fcn, see subsection 2.3.2) has been adopted by nearly all suc-
ceeding state-of-the-art methods on semantic segmentation [5]. Thus, the meth-
ods investigated in this thesis is based on fcn.

2.1.2 Classification of satellite and aerial images

The idea of this thesis work developed from a previous thesis project at Vricon
by Tapper [36]. Using a fully connected ann with handcrafted feature vectors
as input, Tapper produced a pixel-wise classifier for satellite images. This previ-
ous work, which since has been developed and adopted in the product range of
Vricon, serves also an important role as a benchmark of the results.

Additionally, geodata from Vricon, with the same spatial resolution, has been
used in another classification project. Längkvist et al. developed a per-pixel clas-
sifier using cnns, which they claim to achieve state-of-the-art performance [21].
In contrast to the work of Tapper, which used training data spread all over the
world, Längkvist et al. used satellite images of the town of Boden, Sweden, as
their lone data source. In their project, post-processing steps, e.g. smoothing
within segments, are executed. They claim this is necessary step to achieve a
good performance when using a pixel-based cnn classification approach. Fur-
thermore, Längkvist et al. used, besides the rgb bands and nir used by Tapper,
several additional spectral bands as input to the classifier.

Numerous works have tackled the task of semantic segmentation on ISPRS
2D semantic labelling challenge data set [12]. The data set is the most common
benchmark for very high resolution aerial imagery of urban areas. Similar to the
data of Vricon, the ISPRS data set includes dsm together with true orthophotos.
The rgb bands of the photo files correspond to the near infrared, red and green
bands in contrast to normal rgbs, though.

Most top-achieving methods are some kind of extension to the fcn by Long
et al. In [25], the authors trained a six-layer fcn-model from scratch for different
input image resolutions. For this experiment, the highest accuracy were achieved
when orthophoto were combined with dsm. The authors showed that the addi-
tion of dsm data to the cnn input significantly improved the accuracy of the
classifier. Sherrah [30] proposes a hybrid network that combines a pre-trained,
VGG16-based fcn for rgb images with a parallel, randomly initialised fcn with
dsm as input. The parallel nets were then fused at a late stage, before the fully
connected layer. In their experiment, the addition of the dsm net showed only a
small improvement over using only the pre-trained fcn. In [37], Wang et al. pro-
poses a gated cnn. By only using rgb images, they still achieved competitive seg-
mentation accuracy among all papers (at present they occupy the 9th place on Vai-
hingen: 2D Labelling challenge score board [13]). Marmanis et al. [22] implement
an ensemble of fcns. To handle the two different modalities of rgb and dsm, the
authors set up separate paths with the same layer architecture, which they only
merge shortly before the final layer. As in many other projects, Marmanis et al.
use crf as a post-processing step to improve the result further. Finally, Kemker
and Kanan [16] adapt state-of-the-art deep cnns to handle multiple modalities
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as input. Instead of using pre-trained nets, which require three channels input,
they train the deep cnn from scratch. In order to prevent overfitting due to the
lack of training data, the authors use vast quantities of synthetic multispectral
imagery as pre-training data.

2.2 Generation and pre-processing of data

This section presents the pre-process steps done by Vricon in order to generate
the input data used in the thesis out of multispectral satellite images. The input
data is extracted directly from Vricon’s 3d models of the globe. Hence, the data
is a composition of several, processed satellite images rather than separate raw
images.

2.2.1 Digital Surface Model and Orthorectification

The foundation of the 3dmodels of the globe built by Vricon is the Digital Surface
Model (dsm). The dsm is a 2d elevation map describing the 3d surface of the
earth. Elevation data, and 3d structures in general, can be obtained from a set of
satellite images over the same region. Given knowledge of the camera positions,
it is possible to estimate 3d coordinates from corresponding 2d pixel-pairs in
images taken from different location and angles. Bundle block adjustment refines
the estimations from several image pairs, which improve the precision of the 3d
mapping [1]. The knowledge of the world coordinates of the cameras enables
the 3d surface to be mapped to its correct geospatial location. With sufficient
number of images covering the same area from different angles, the elevation
for all coordinates in a block can be calculated. All the 2d pixels in the satellite
images can subsequently be mapped to its corresponding 3d voxels in the 3d
model, allowing the colour satellite imagery to be texture maps which can be
applied to the 3d surface. When the entire 3d surface has been textured, the
result is a photorealistic 3dmodel of the landscape.

Orthorectification is the process of applying corrections for optical distortions
to receive a constant scale image where all features are in their true positions, i.e.
the satellite image is processed such that all pixels are in an accurate (x,y) position
on the ground. The orthorectified view, or nadir view, of the image is equivalent
to a photo taken vertically straight above, from infinite distance. To orthorectify
satellite images, a dsm and an accurate model of the sensor geometry, i.e. the
camera model, are required. Together with the elevation data, it is possible to do
a deformation mapping of each satellite image to orthorectify them. In Vricon’s
case, the fully textured 3dmodel enable all geolocations in the block to be viewed
from any view angle, e.g. nadir view. Hence, the orthorectified input images used
in the thesis are obtained from nadir views of the 3d model for each pixel in the
image.
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2.2.2 Colour correction of images

Before the colour texture from the satellite images can be mapped to the 3D sur-
face, the images have to pass through a necessary chain of processes in order to
enhance the colour rendering and colour consistency. The raw satellite image is
typically bright and blueish due to atmospheric effects. These effects originate in
scattering and absorption of light by atmospheric molecules and aerosols. This
affects the quality of the image and it reduces the apparent resolution of satellite
imagery. Therefore, atmospheric correction is the most essential enhancement
process.

In order to further enhance the images and to emulate the colour rendering
of ground level observations, subsequent processes are needed. These include
equalisation of illuminance levels between imagery, egde sharpening, shadow
and highlight adjustments, and colour space transformations. Finally, colour
quantisation is performed and the final images are saved as 8-bit RGB images.

2.2.3 Normalized difference vegetation index

Normalized Difference Vegetation Index (ndvi) is in remote sensing applications
a common tool to analyse dense vegetation. The index is obtained from satel-
lite images and high-lights live green vegetation. Chlorophyll, the dominant pig-
ment of photosynthesis, absorbs most of red and blue light while not as efficient
in capturing green light, which give leaves their characteristic colour. On the
other hand, leaves strongly reflect near-infrared light (nir), which does not carry
enough energy to allow photosynthesis to take place. Therefore, a pixel with low
intensity in the red spectral band and high intensity in nir is likely to contain
vegetation. The ndvi was introduced from this observation and is calculated
with the following equation:

ndvi =
nir − red
nir + red

(2.1)

Vricon is generating ndvi from raw satellite images before other pre-processing
steps, such as atmosphere compensation. Since the rgb and nir images are cap-
tured simultaneously, no account of the atmosphere has to be taken into consid-
eration to obtain the red/nir ratio. ndvi is then mapped to the corresponding
geospatial location in the 3d model. Due to the natural, seasonal variation of
green vegetation in many parts of the world, ndvi may change heavily between
different photo occasions. The ndvi generated by Vricon for the thesis corre-
sponds to the mean value of all available ndvi images of a specific area.

2.3 Convolutional Neural Networks

Artificial neural networks (ann) are inspired by the biological neural networks
of the human brain and the concept of human learning. The brain contains a
complex network of approximately 100 billions of neurons, which each can re-
ceive contacts from ten thousands other neurons [3]. If the sum of the input
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signals to a neuron exceed some threshold, the neuron will be activated and for-
ward the signal to its successors. In ann, the neurons are typically represented
as weighted nodes which are organised in layers, where the nodes are connected
between layers while nodes within the same layer share no connection. In the
artificial neuron (see model in Figure 2.1), a summation of all inputs multiplied
with separate weights is computed. The sum with a bias added is then applied
to a, typically non-linear, activation function that determines the output of the
node. The activation function introduces non-linear properties to the network,
which allows for complex functional mappings. According to the universal ap-

Figure 2.1: Model of an artificial neuron. Products of the inputs, x, and
weights, w are summed up with a bias, bj . The sum is followed by an activa-
tion function, σ , that performs a non-linear mapping, which is the output of
the neuron. Figure redrawn from [38].

proximation theorem [8], anns with a finite number of neurons can model any
function given appropriate parameters, even if the network is restricted to only
a single layer. A layer where all nodes are pair-wise connected to all outputs of
the previous layer is called a fully connected layer. Accordingly, an ann where
neurons between all adjacent layers are pair-wise connected is said to be a fully
connected ann (see illustration in Figure 2.2).

Figure 2.2: Schematic example of a simple, fully connected artificial neu-
ral network with three input features, two hidden layers and two outputs.
Figure redrawn from [23].
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Convolutional neural networks (cnn) is a category of feed-forward anns that
has been particularly successful in image analysis. As the name indicates, cnn
are networks that use convolutional operations in place of general matrix multi-
plications in at least one of their layers [14]. To use images as input to traditional
fully connected ann as described above, the image has to be reshaped to vectors,
i.e. each pixel of the image serve as an input node. Not only would this result
in unreasonable amounts of weights for large images, but also the natural, spa-
tial structure of the image is disregarded. This means that pixels far apart are
treated the same as neighbouring pixels. In convolutional layers (Conv. layers),
the weights tied to a certain input node are replaced with a set of learnable filters
(convolutional kernels), which are used at every position of the input. Each ker-
nel is then convolved across the width and height of the input volume and the
output is mapped through an activation function (layer), resulting in a 2d activa-
tion map, or feature map. The most common activation function is the Rectified
Linear Unit (relu) which is defined as:

σ (x) = max(0, x) (2.2)

The output of the layer is then a 3d volume formed by the activation maps
stacked together. One advantage of the convolution operation is that the weights
of the kernel are applied on different spatial positions, which limits the amount
of weights to the size of the kernels rather than having a weight for every input
location [14]. Additionally, Conv. layers allow inputs of any size in contrast to the
fully connected layers, where the number of inputs is fixed.

The properties of a Conv. layer are specified with four main hyperparameters:
the spatial extent of the filters (filter size), number of filters, stride, and zero
padding [7]. The neurons of the Conv. layer are locally connected to their adja-
cent layers. Thus, neurons of layer are only connected to a local, spatial region
of the input volume, called the receptive field (see Figure 2.3). The spatial extent
of this region is equivalent to the filter size, i.e. width and height of the kernels.
The number of filters in layer decides the depth of the layer. With various filters,
different neurons along the depth can activate for different patterns or structures
within the same receptive field. The output size of the layer depends on the stride
and zero padding. The stride value controls the stride with which the filters are
slided over the input volume. If the stride is 1, the filters is shifted one pixel at a
time. A bigger stride value reduces the overlapping receptive fields between neu-
ron columns, which decreases the output size of the layer. Zero padding refers to
the process of adding zeroes along the borders of the input volume. This process
is a convenient modification of the input that allows the filters to apply even on
the border pixels. With a stride of 1 together with zero padding, the layers can
exactly preserve the spatial size of the input.

In addition to fully connected and Conv. layers, cnns consist of pooling lay-
ers. Pooling is an important concept in cnn that allows for non-linear down-
sampling which leads to less computational overhead for the upcoming layers of
the network. The reduced number of parameters of the following layers also pre-
vents overfitting. The pooling layer is normally placed after a sequence of Conv.
layers. The most common pooling operation is max pooling [28]. Similar to the
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Figure 2.3: Illustration of the convolutional layer preceded by a 3d input
volume. A set of neurons that are connected to the same spatial region of the
input layer are arranged along the depth (blue box with circles). This spatial
region (the small red block) is called the neurons’ receptive field.

Conv. layer, the pooling layer is locally connected to small regions in the input
volume. The most common form of pooling uses pooling filters of size 2 x 2 with
a stride of 2. This down-samples the input by a factor 2. In max pooling, only the
maximum value within the 2 x 2 pixel receptive field will be mapped through the
layer. The max pooling operation is illustrated in Figure 2.4. Since the pooling
operation does not require weighting, no new parameters will be introduced by
the layer.

Figure 2.4: Illustration of the max pooling operation with 2 x 2 filters and
stride 2. Each 2 x 2 spatial input region is down-sampled to their maximum
value and, consequently, the input volume is down-sampled by a factor 2.
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2.3.1 Architecture of deep CNN

The first successful applications with cnn emerged in the 1990’s. In 1998, LeCun
et al. published a paper [19] that introduced a pioneering 7-level Conv. network,
LeNet-5, that was used for classifying hand-written images. This network outper-
formed previous methods for OCR and character recognition [28]. Constrained
by the availability of computing resources, LeNet was limited to 32 x 32 pixel,
one-channel (gray) input images and used, in comparison with modern nets, a
shallow architecture. The architecture can be seen in Figure 2.5. Along with
the development of more powerful hardware, complex deep cnns have revolu-
tionised the computer vision and image analysis field ever since. As much as the
technique has developed, layers in modern architectures are very similar to the
layers introduced in LeNet [2].

Figure 2.5: Architecture of LeNet-5 [19], one of the first architectures of
cnn. The network was developed to recognise characters. In the illustration,
a hand-written character from the MNIST dataset [18] is used as input to the
network.

With the introduction of AlexNet [17] in 2012 came the breakthrough of deep
cnns in computer vision. The network’s architecture is similar to LeNet-5 but
it is deeper and bigger. It also introduced stacked Conv. layers. AlexNet out-
performed all other competitors in the image classification challenge ImageNet
ILSVRC2012 [27] with significant margin [7].

For the ILSVRC challenge in the following years, several of new cnn-
architectures were proposed which improved the results even further. Two of the
most successful architectures are VGGNet[34] and ResNet[15] (the runner-up of
ILSVRC2014 and the winner of ILSVRC2015).

In VGGNet, Simonyan and Zisserman showed that significant improvement
can be achieved by increasing the depth of cnns. The VGGNets (VGG16 and
VGG19 with 16 and 19 weight layers respectively) use only small 3 x 3 filters
with stride 1 and zero padding in all Conv. layers. In the max pool layers, a 2 x 2
receptive field with stride 2 is used. The 3 x 3 receptive field in the Conv. layers is
indeed very small, but the stacking of Conv. layers (without pooling in between)
increases the effective receptive field. Thus, three stacked layers have the same
effective receptive field as a single 7 x 7 layer but the number of parameters used
are smaller. Furthermore, the use of three non-linear activation layers (relu)
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instead of one makes the decision function more discriminative. The architecture
of VGG16 is outlined in Table 2.1.

Table 2.1: Architecture of VGG16. The row colours indicate the block struc-
ture of stacked Conv. layers followed by a pooling layer.

Layer name Type Nb. of filters/nodes Nb. of parameters
conv1_1 Conv. 64 1,792
conv1_2 Conv. 64 36,928

pool1 Max Pool 64 0
conv2_1 Conv. 128 73,856
conv2_2 Conv. 128 147,584

pool2 Max Pool 128 0
conv3_1 Conv. 256 295,168
conv3_2 Conv. 256 590,080
conv3_3 Conv. 256 590,080

pool3 Max Pool 256 0
conv4_1 Conv. 512 1,180,160
conv4_2 Conv. 512 2,359,808
conv4_3 Conv. 512 2,359,808

pool4 Max Pool 512 0
conv5_1 Conv. 512 2,359,808
conv5_2 Conv. 512 2,359,808
conv5_3 Conv. 512 2,359,808

pool5 Max Pool 512 0
fc6 Fully connected 4096 102,760,448
fc7 Fully connected 4096 16,777,216
fc8 Fully connected 1000 4,096,000

Total 138,348,352

At the time VGGNet was realesed, their 16 and 19 layer networks were con-
sidered very deep. With ResNet, the authors purposed a significantly deeper
architecture with up to 152 layers. Despite the vast increase of layers, ResNet152
has substantially fewer parameters than VGG16 (25.5 millions compared to 138
millions). This is mainly due to the use of global average pooling layers instead
of fully connected layers (cf. fc6 in Table 2.1). With deeper networks comes diffi-
culties, though. Various experiments had shown that adding layers to very deep
networks unexpectedly increased the training error of the network. He et al. [15]
realised that this is rather an optimisation problem than caused by overfitting.
Their solution was to introduce skip connections between layer blocks. The resid-
ual block, illustrated in Figure 2.6, reformulates the layers within the block to
learn residual functions with reference to the block input (hence the name ResNet
– Residual Net). These so-called residual nets are easier to optimise than sequen-
tial nets and can gain accuracy with increasing network depth. The architecture
principle of ResNet with the residual blocks is shown in Figure 2.7. The full
architecture of ResNet50, a 50-layer residual net, is outlined in Table 2.2.
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Figure 2.6: Residual building block used in ResNet.

Figure 2.7: Network architecture of ResNet34 [15]. This net is shallower
than the best-performing ResNet152 (34 in comparison to 152 layers), but
the principle is the same. The ”shortcut connections” forming the residual
block are peculiar to ResNet.

Table 2.2: Architecture of ResNet50. Brackets indicate building blocks with
the number of times the block is stacked. Downsampling is performed by
conv3_1, conv4_1, and conv5_1 with a stride of 2.

Layer name Type Structure Output size
input 224x224
conv1 Conv. 7x7, 64, stride 2 112x112
pool1 Max Pool 3x3, stride 2 56x56

conv2_x Conv.

 1x1, 64
3x3, 64

1x1, 256

 x 3 56x56

conv3_x Conv.

1x1, 128
3x3, 128
1x1, 512

 x 4 28x28

conv4_x Conv.

 1x1, 256
3x3, 256

1x1, 1024

 x 6 14x14

conv5_x Conv.

 1x1, 512
3x3, 512

1x1, 2048

 x 3 7x7

pool2 Avg. Pool 7x7 1x1
fc1000 Fully connected 1000 1x1
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2.3.2 Fully Convolutional Networks

Very deep cnn, such as VGGNet and ResNet, are developed for image classifi-
cation. These nets downsample the output layer-by-layer for a final output size
equal to the number of classes used. This principle is harmful for dense clas-
sification, i.e. segmentation. In Fully Convolutional Networks (fcn)[20], Long
et al. redesigned VGG16 specifically for the segmentation task. The name ”fully
convolutional” references that the fully connected layers in VGG16 have been
converted to (1x1) Conv. layers. The removal of the fully connected layers, which
require fixed input size, enable the use of input images of arbitrary size. Fur-
thermore, the converted final layers give a spatially dense prediction as output,
i.e. a heat map or score map, instead of a single number for each class. The use
of pre-trained feature extraction can therefore be extended to not only tell what
kind of object that is present in the image, but also the spatial location of the
object. Due to the sub-sampling of the pooling layers, the output is substantially
smaller than the input image, though. In order to produce correspondingly-sized
output, Long et al. purposed the use of deconvolutional layers. Deconvolution, or
transposed convolution, can be regarded as a reverse of convolution and is used
for upsampling (see Figure 2.8). The trainable weights of the Deconv. kernels en-
able a potentially better upsampling than fixed, linear upsampling methods (e.g.
bilinear interpolation).

Figure 2.8: Deconvolution illustrated in comparison with normal convolu-
tion. Deconvolution is a form of reversed convolution and can be used for
upsampling of the input to retrieve information.

The output size of the ”pool5” layer in VGG16 (see Table 2.1) has been down-
sampled by a factor 32 in comparison with the input image. Even with an opti-
mal upsampling method, it is not possible to retrieve high frequency information
that has gone lost during the downsampling. The result is that refine details in
the image cannot be segmented. Therefore, the authors introduced ”skip paths”,
which passes the classification scores (heat maps) from feature maps of earlier
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layers, with different spatial coarseness, to be fused with the upsampled versions
of deeper layers. This allows coarse, high layer information to be combined with
fine, low layer information. Multi-resolution layer combination significantly im-
prove the semantics and spatial precision of the output. The VGG16-based fcn
purposed by Long et al., with skip connections, is illustrated in Figure 2.9.

Figure 2.9: Schematic illustration of fcn with VGG16 as base architecture.
Outputs from pooling and Deconv. layers are shown as grids which illustrate
the spatial resolution. The skip connections from ”pool3” and ”pool4” allow
shallow, fine semantic information to be combined with more deep, coarse
information from ”pool5”.

The concept of fcn is not limited to VGG16. The principles can easily be
used with other cnn architectures. For example, the outputs of the conv3_x,
conv4_x, and conv5_x in ResNet50 (see Table 2.2) have respectively the same
spatial resolution as the outputs of the pool3, pool4, and pool5 layers in VGG16.
Thus, it is possible to freely change the base architecture of the fcn, without
changing the top, task specific output layers.
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Method

This chapter describes the different network architectures and fusion methods
used in the thesis. A general system overview is presented initially followed by
sections describing the different approaches.

3.1 System Overview

This thesis aims to investigate how to fuse different imaging modalities in
fcn-networks without compromising on the benefits, that pre-training on RGB
datasets offers. This application is particularly useful for the task of semantic
segmentation of satellite imagery. Alongside the visual spectra (rgb), there are
other spectral bands that carry useful information about the surface of the earth,
e.g. nir. Furthermore, elevation data contributes with important information
for detecting, for instance, buildings. Thus, a multimodal fcn-network could as-
sumably improve semantic segmentation of satellite imagery in comparison with
a standard fcn with rgb-input. Explicitly, this thesis investigate how to fuse
ndvi and dsm with the rgb modality for use in fcn-networks, in order to im-
prove semantic segmentation of satellite imagery. Each pixel of the images shall
be classified into one out of seven land-cover classes (see Section 4.1.1 Classes
and annotation).

Although having different architectures, varying number of image channels
for the input, and different initialisation of the model weights, the investigated
networks have some properties in common. The system takes multimodal images
as input. The image information is then passed through a single or multiple
fcns. At some stage of the network, a fusion of modalities is executed. The fcn
performs a segmentation of the image and produces a class prediction for each
segment given the information from the different imaging modalities. The output
of the system is a pixel-wise classified image of the same resolution as the input
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image. A simplified overview of the system is given in Figure 3.1.

The modality fusion can be performed in multiple ways. In the thesis, three
different fusion approaches are investigated. The first approach is to merge the
imaging modalites before entering the network, i.e. the number of input chan-
nels to the network is increased from three to five. In the experiments of this
thesis, this fcn-architecture with ”extended input” is called ”the singlestream
approach”. A 5-channel input fcn for semantic segmentation of remote sensing
imagery has previously been used, for example, in [25] and [16]. Neither of these
previous works use pre-trained weights trained on Imagenet in their networks.
In this thesis, the singlestream fcn architecture is initially loaded with the Im-
agenet trained weights for a 3-channel rgb-input. Thereafter is the kernels of
the first layer changed to handle 5-channel inputs, while the pre-trained weights
remain intact for the rest of the architecture.

For the second fusion approach, two separate paths with identical fcn-
architecture is used. This approach is called ”multistream approach 1”. As previ-
ously investigated in [22], a late merge of the separate paths are performed and
results in a common prediction. The individual fcn paths can, independently
from each other, either use pre-trained or randomly initialised weights. For the
second stream, which in the experiments has non-rgb-input, both pre-trained
and randomly initialised weights are used, in order to investigate if also non-rgb
modalities (in this case ndvi and dsm) can benefit from pre-training on rgb-
images.

For the last fusion approach, a mixture of the two other approaches is inves-
tigated. In this approach, two separate fcn paths are merged at an early stage
to thenceforth behave as the singlestream fcn-network. To the knowledge of
the author, this approach of multimodal fcn-networks has not previously been
investigated for any kind of remote sensing imagery. Since the first part of this
network uses separate streams, this approach is called ”multistream approach 2”.
This approach contains fewer tunable weights than the first approach, which en-
ables bigger batch-sizes due to less memory usage. The bigger batch-size along
with fewer tunable parameters make this multistream networks less probable to
overfit the data than the first approach. Also for this approach, pre-trained as
well as randomly initialised weights for the second stream are investigated.

For the investigation of pre-trained weights for the second stream in the mul-
tistream approaches, ndvi and dsm are not enough to fulfil the 3-channel input
condition of the pre-trained models. Therefore, a synthetic nir-image is gener-
ated for these networks to extend the number of input channels of the second
stream to three (see further details in Section 4.1.4).

The fcn originally proposed by Long et al. [20] adapts VGG16 as base archi-
tecture. To explore if the different fusion approaches also are adaptable for newer,
better models, both the VGG16 and the ResNet50 architecture are investigated
for each of the three fusion approaches.
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Figure 3.1: System overview: Satellite images with multiple imaging modal-
ities enter the system. The image information is fused within the system
and an fcn generates semantic segmentation given the combined informa-
tion of the modalities. The system produces a correspondingly-sized output
prediction of the input image.

3.2 Baseline models

In this thesis, two different base architectures for the fcnmodels are investigated
as baseline: VGG16 and ResNet50. The VGG16 architecture is used as baseline
model since it is the network used in the original fcn proposed by Long et al.
in [20]. The architecture used in the thesis is identical to their proposed ”fcn-
8s model” (fcn with skip connections from ’pool3’ and ’pool4’). Furthermore,
ResNet50 has demonstrated improved performance on the task of image classifi-
cation and according to [7], the ResNet-models are considered to be the default
choice for using ConvNets in practice. The ResNet model has also been success-
fully used in fcn-models. In [33], the authors showed that by changing the base
architecture from VGG16 to ResNet50, the performance of their modified fcn-
model improved. Therefore, the different fusion approaches are investigated for
ResNet50 as well, in order to investigate if the methods are adaptable for dif-
ferent models. The ResNet50 model used in this thesis is original, unmodified,
ILSVRC2015-winning version (an upgraded version has later been proposed by
the authors). The corresponding ”conv6-7” layers of VGG16 (see Figure 2.9) have
been replaced with a single 1x1 Conv. layer for scoring in the ResNet model. Oth-
erwise, the both models share the structure described in subsection 2.3.2. Both
models are available with weights trained on the ImageNet dataset [9]. The pre-
trained models are used throughout all investigated architectures for the rgb
inputs.
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3.3 Singlestream

The simplest approach for modality fusion investigated in this thesis is to modify
the first layer of the network to handle extended input channels, and then keep
the rest of the architecture as it is. All layers in the pre-trained models have fixed
dimensions. For example, the kernels of the first Conv. layer in the baseline archi-
tectures have a depth of three, i.e. the kernel layers are associated with the three
separate colour channels (rgb). Therefore, an extension of the kernels’ depth
would lead to dimension mismatch when loading the pre-trained weights. In-
stead of modifying the existing layer, a parallel Conv. layer with 5-channel input
and randomised weights is introduced. The parallel layers produce equally-sized
outputs, which leads to that the layers are interchangeable as input for the next
layer. Thus, after the pre-trained model is loaded, the input of the second layer
can be changed to the parallel, 5-channel layer. Furthermore, the pre-trained
weights in the original layer can be forwarded to the first three channels of the
parallel layer and replace the randomly initialised weights. In practise, the re-
sult of this method is an intact pre-trained model that allows 5-channel input.
Figure 3.2 illustrates the singlestream approach with first layer-replacement.

Figure 3.2: Singlestream fcn: A pre-trained baseline FCN model is ini-
tialised. The kernels of the first Conv. layer are replaced with 5-channel
kernels to handle additional input channels. The weights of the first three
kernel layers are forwarded to preserve the pre-trained properties of the rgb
input.

3.4 Multistream

For the multistream approach, two parallel networks with different input are
used. Both networks process their inputs separately in the first layers. The net-
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works are then merged at some stage and a common output prediction is pro-
duced. The architecture of the parallel networks must necessarily not be identi-
cal, as long as the output of the merged layers have the same size. In this the-
sis, both streams share the same base architecture throughout all investigated
models, though. All multistream models take rgb images as input for the first
stream while the input of the second stream consists of non-rgb imaging modal-
ities. Accordingly, the imaging modality fusion takes place when the streams
merge. The rgb stream uses only pre-trained weights while the second stream
is initialised with pre-trained as well as random weights. For the networks util-
ising pre-trained weights for the second stream, a 3-channel input, that includes
ndvi, synthetic nir, and dsm, is used for the second path. For the networks
configured with randomly initialised second stream weights, the stream input
comprises only ndvi and dsm (see further details in section 4.2, Network con-
figurations). In the following two sections, two different merge approaches for
multistream networks are described.

3.4.1 Multistream 1: Layer-by-layer concatenation

In the first multistream approach, two complete fcn streams for different inputs
are running simultaneously. A merge of the streams is performed in combination
with the ”skip paths” of multi-resolution layers (cf. the singlestream architecture
in Figure 2.9). The corresponding feature maps of both streams are merged im-
mediately before the feature score computation, i.e. the 1x1 convolution. The
feature maps are merged with concatenation. In other words, the feature maps
from the different streams are stacked on top of each other and then convolved
to produce the score map. One alternative approach is to first compute sepa-
rate score maps for both streams and then sum them up. The two approaches
should give equivalent results. Following the architecture of the singlestream
fcn, feature maps from three layers of different coarseness are combined for the
final output prediction. This also means that the streams are merged at three
different stages, layer-by-layer. An illustration of a VGG16-based multistream
fcn network is shown in Figure 3.3. A flowchart that illustrates the actual fusion
approach is shown in Figure 3.4.

3.4.2 Multistream 2: Summation of feature maps

In the second multistream approach, the streams are merged only at one occa-
sion. This approach is somewhat a hybrid of the singlestream method and the
first multistream method. An illustration of the second multistream fcn net-
work is shown in Figure 3.5. For the shallower layers, the network is a multi-
stream network that processes the two inputs separately. The separate streams
are then fused together approximately half-way through the network and thereon
the network share the same architecture as the singlestream network for the rest
of the layers. The merge itself in this approach is quite problematic, though. A
concatenation of the parallel feature maps generates a mutual feature map with
twice the depth as the individual maps. This will cause dimension mismatch
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Figure 3.3: Multistream fcn 1: Two parallel fcn-networks with different in-
puts are merged and produce a common prediction. Illustration of VGG16-
based fcnmodel redrawn from [35].

when loading the pre-trained weights for the following layer since the input size
has changed. Therefore, the only layer output where concatenation is possible
without disturbing the pre-trained model architecture is the output from the last
block, just before the score computation. This approach is almost equivalent to
the first multistream approach, with the exception of using separate upsampling
layers for the skip connections when only merging once. In order to fuse the
streams at an earlier stage and simultaneously preserve the pre-trained structure,
it is convenient to use an size-invariant merge approach, rather than concatena-
tion. A simple summation of the feature maps uphold the output size, and will
thus enable the combined feature maps to be used as input in the following layer.
The method investigated in the thesis sums up the feature maps corresponding
to the output of the third block in both baseline models.
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Figure 3.4: Flowchart of multistream fcn 1: Modality fusion is performed
sequentially, layer-by-layer for the skip connections by concatenating the
feature maps of the separate streams and then compute a common score
map.

Figure 3.5: Multistream fcn 2: The activation of corresponding layers in
both streams are summed up together to produce mutual feature maps. The
fusion of feature maps is followed by a single Conv. layer and thereby, the
second part of the network has been transformed to a singlestream network.
Illustration of VGG16-based fcnmodel redrawn from [35].
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Experiments

This chapter presents the experimental setup. The first part of the chapter de-
scribes the data used in the experiments. The data description is followed by
presentation of the network configurations investigated. Evaluation methodol-
ogy for the experiments is discussed at the end of the chapter.

4.1 Data description

The imaging data used in the experiments is obtained from Vricon’s 3d models.
The data generation is described in section 2.2, Generation and pre-processing of
data. The generated data consists of three images (rgb, ndvi, and dsm) of the
same geospatial location. The images are of size 8192 x 8192 pixels with a spatial
resolution of 0.5 meters per pixel. The generated dsm differ from the other two
images in that it is a 32-bit floating point image instead of 8-bit unsigned integer
image, i.e. rather than being restricted to integers between 0-255, the values of
the dsm image may take any floating point value (in range [−3.4×1038, 3.4×1038]
with a precision of 6 decimal digits). The values of the dsms express the eleva-
tion in reference to sea level. For the classification task, the elevation variation
within the image is of bigger interest than the absolute height of the image ob-
jects. Therefore, another pre-processing step is executed for each dsm image,
where the minimum value is subtracted from the entire dsm. This produces a
dsm that express the relative elevation from the lowest point in the image.

4.1.1 Classes and annotation

Vricon uses seven different land-cover classes in their current classifier. By re-
quest of the company and for convenience when evaluating the result, the same
classes are used in the thesis experiments. The classes are: Building, Vegetation,
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Water, Road, Vegetated ground, Barren ground, and Manmade ground. The three
last classes describe different kind of ground types. The vegetated ground class
is typically grazing and arable land, grass, or other kinds of low vegetation. Bar-
ren ground is any kind of barren land, e.g. sand, deserts, drywalls, and wasteland.
Manmade ground includes a wide range of objects created by humans that are not
considered to be neither building nor normal roads. Some of the most common
categories in this class are parking lots, town squares, bridle roads, and airstrips.
The classes and their corresponding colours for the classification images are listed
in Figure 4.1.

Figure 4.1: The classes used in the classification with its corresponding
colour representations. The undefined class is only used in the annotation
and cannot be assigned during the classification.

In addition to the seven land-cover classes, an undefined class is used in the
annotation of the images. The undefined class indicates the pixels which have not
yet been assigned a class label, or those pixels where a class affiliation cannot be
distinguished (e.g. in boundaries of objects). During the training of the networks,
all undefined pixels have a sample weight of zero, i.e. these pixels will neither
contribute to the training loss nor affect the gradient search. This enables the
networks to be trained on sparsely labelled data since only those pixels with an
assigned class label are considered. An example of an annotated image is shown
in Figure 4.2.

Figure 4.2: Full-scale rgb image of Sydney, Australia, next to its correspond-
ing annotation image. The image is sparsely annotated, i.e. black pixels in
the annotation image are not yet assigned to any class label.
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4.1.2 Training and validation set

The training and validation set consists of a total of 147 sparsely annotated full-
scale (8192 x 8192 pixels) images. The 147 regions covered in the images are
distributed over 32 countries, on six different continents. Dense urban areas,
villages as well as country side regions are represented in the images. Thus, the
set cover a diversity of landscapes and architectures from all over the world.

Due to the huge network architectures, the memory usage exceeds the 12GB
GPU memory restriction when trying to load the full-scale images during net-
work training. Furthermore, it is advantageous to let the network train on batches
of smaller images from different areas instead of training on one image at the
time. The batch approach prevents the weights to be tuned for one specific im-
age and thus generate a more generalised training. Therefore, all the full-scale
images are split up in image patches of size 512 x 512, and then ordered in a
list. The list of patches are then permuted for every training epoch, which pro-
duces batches with different image combinations in every epoch. The scattering
of full-scale images into smaller patches is illustrated in Figure 4.3.

To avoid training on patches with no, or only a few labelled pixels, a min-
imum threshold of 1000 annotated pixels is set for patches to qualify as train-
ing/validation samples. The threshold condition resulted in a total of 8009 qual-
ified samples for the experiments. Out of these, 801 random samples (10%) were
designated as validation data and thus not available for the network to train upon.
The validation set was used to evaluate the relative performance of the trained
network after each training epoch.

Figure 4.3: The full-scale image is divided into patches of size 512 x 512
pixels. Each patch that contains at least 1000 annotated pixels qualifies as
training/validation sample.

4.1.3 Test set

All of the 147 images annotated by Vricon are used as training data in their cur-
rent classifier. In order to compare the networks investigated in this thesis with
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Vricon’s classifier, a new set of annotated images had to be created. During the
thesis, four full-scale images of regions not represented in the training data were
annotated and used as test set. The four test regions are Bucharest (Romania),
Cambridge (MA, USA), Maltepe (Turkey), and San Juan (Puerto Rico). Turkey
and USA are members of the countries represented in the training set while Ro-
mania and Puerto Rico are not represented. The four test images were chosen
because they display different sceneries and all land classes are covered in the
images. The four test images are shown with their corresponding annotations in
Figure 4.4 and in higher resolution in Appendix A. The number of pixels anno-
tated for each class are displayed in a frequency table in Table 4.1.

(a) Bucharest (b) Cambridge

(c) Maltepe (d) San Juan

Figure 4.4: The four test images with their corresponding annotations. Hy-
brids of rgb and annotations can be seen in Appendix A.

Table 4.1: Frequency table of number of annotated pixels per class and test
image.

Class
Area

Total % Total Bucharest Cambridge Maltepe San Juan

Total 100.0 8,860,671 3,688,434 1,665,932 1,166,864 2,339,441
Building 12.5 1,106,534 504,575 254,558 84,408 262,993
Vegetation 11.3 1,003,699 568,835 153,712 42,850 238,302
Water 22.5 1,994,146 348,319 438,295 642,336 565,196
Road 7.6 675,817 200,919 226,847 140,543 107,508
Veg. Gr. 21.6 1,914,799 995,259 244,945 148,393 526,202
Barren Gr. 10.4 921,113 808,084 53,481 27,693 31,855
Man. Gr. 14.1 1,244,563 262,443 294,094 80,641 607,385
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4.1.4 Synthetic NIR images

In the experiments, both pre-trained as well as random initialised weights are in-
vestigated for the second stream in the multistream approaches. The pre-trained
fcn models require three channels-input but only two additional image chan-
nels are available from the generated data (ndvi and dsm). Therefore, an extra
image channel was generated for the second pre-trained streams. Instead of ex-
tending the channels with an image without information (only zeroes) or using
the same image twice, a synthetic nir images was generated and used in these
networks. Vricon posses true nir data but this was not available for the already
generated training data set. The synthetic nir values were obtained by isolating
nir in Equation 2.1. Given that ndvi is in [−1, 1[ and the red channel in [0, 1],
nir can be reconstructed by Equation 4.1 and will theoretically be in range [0, 1]
(or [0, 255] when transformed to a 8-bit image).

ndvi =
nir − red
nir + red

⇒ nir =
red(1 + ndvi)

1 − ndvi
(4.1)

Due to the colour correction of the rgb image, the ratio between the red colour
channel and the true nir is disturbed. Thus, the reverse extraction of nir from
rgb and ndvi is not guaranteed to be in the range [0, 255]. Therefore, the syn-
thetic nir is scaled, such as the highest value is set to 255. An example of a
synthetic nir image is shown in Figure 4.5.

(a) Red colour channel (b) ndvi (c) nir

Figure 4.5: The syntheticnir image is generated from the red colour channel
and ndvi according to Equation 4.1.

4.2 Network configurations

In total, 14 different network configurations have been trained and evaluated in
the thesis. Except for two baseline networks with only rgb as input, all networks
handle multiple imaging modalities in some way. In summary, three different
main comparisons have been made in the experiments: different base networks
(VGG16 vs. ResNet50), modality fusion approaches (cf. sections 3.3, 3.4.1, and
3.4.2), and pre-trained weights vs. random initialisation for the additional
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modalities. Additionally, two special networks have been trained. These special
networks aim to investigate how the individual additional image modalities
(ndvi and dsm) impact on the performance of the classification. The different
networks have all been trained with a maximised batch size, i.e. the batch sizes
are as big as possible without exceeding the GPU memory. Since the different
architectures require different amount of memory, the batch size may vary
substantially between the networks. All network configurations are specified in
Table 4.2-4.6.

Baseline models
The two baseline models (described in section 3.2) use the original fcn-8s
configuration proposed by Long et al., with the difference that one of the
networks uses ResNet50 instead of VGG16 as base network. Both configurations
use pre-trained weights. The baseline models take only rgb images as input.

Table 4.2: Baseline configurations: Pre-trained, standard fcn for rgb im-
ages.

Net ID Base Input channels Pre-train batch size
A ResNet50 rgb yes 11
B VGG16 rgb yes 12

Singlestream networks
The singlestream networks share the same architecture as the baseline models
but the input has been extended to five channels instead of three. The two
additional channels are ndvi and dsm. The pre-trained weights in the baseline
models have been retained but for the extended input channels, a random
initialisation has been made (cf. section 3.3).

Table 4.3: Network configurations singlestream: The same setup as in the
baseline models but with extended input. vi = ndvi, d = dsm.

Net ID Base Input channels Pre-train batch size
C ResNet50 rgb +vi+d yes (rgb)/no (vi+d) 10
D VGG16 rgb +vi+d yes (rgb)/no (vi+d) 12

Multistream networks
Both multistream approaches described in Chapter 3 have been investigated
with the same input and base net configurations but with different batch sizes
(due to different memory requirements). The number of input channels differ
between the networks. For networks that utilise pre-trained weights for both
streams, the synthetic nir images are added to the the five, real-data channels,
to fill up the required three channel input for each stream.



4.2 Network configurations 31

Table 4.4: Network configurations multistream approach 1: Stream fusion
with layer-by-layer concatenation. For the pre-trained second stream mod-
els, a synthetic nir image is used to fulfil the ”3 channel input”-condition.
vi = ndvi, d = dsm, n = Synthetic nir.

Net ID Base Input stream 2 Pre-train batch size
E ResNet50 vi+n+d yes 5
F ResNet50 vi+d no 5
G VGG16 vi+n+d yes 3
H VGG16 vi+d no 3

Table 4.5: Network configurations multistream approach 2: The streams are
fused once with summation of the feature maps. For the pre-trained second
stream models, a synthetic nir image is used to fulfil the ”3 channel input”-
condition. vi = ndvi, d = dsm, n = Synthetic nir.

Net ID Base Input stream 2 Pre-train batch size
I ResNet50 vi+n+d yes 5
J ResNet50 vi+d no 5
K VGG16 vi+n+d yes 8
L VGG16 vi+d no 8

Special experiments
The special networks aim to investigate the individual importance of the addi-
tional imaging modalities, ndvi and dsm, when classifying satellite imagery.
As opposed to the multimodal networks described above which have two (or
three with the synthetic nir), these networks only have one additional imaging
modality. The additional modality is transformed to a 3-channel representation,
though, in order to enable pre-trained weights for the second stream. Otherwise,
the special networks share the same architecture as net ”G” in Table 4.4, i.e. a
VGG16-based fcn with multistream (approach 1) and pre-trained weights.

The first special network takes ndvi with 3-channel jet colourmap represen-
sation as input. It has been shown, that jet colourmap representation of depth
data benefits from pre-training on RGB datasets better than grayscale represen-
tation [10]. Although the ndvi has not the same image properties as the depth
data, an assumption is, that jet visualisation of ndvi benefits better from the pre-
training as well. The 3-channel jet colourmap representation of ndvi is shown in
Figure 4.6.

In contrast to the ndvi, the values of the dsm-image are not restricted to in-
tegers in range [0, 255]. The values correspond to the relative elevation in the
images and can therefore vary a lot between images. If the dsm would be trans-
formed to jet colourmap representation as the ndvi, the values of the dsm must
in someway be rescaled to fit in the [0, 255] range, but the scale would not, neces-
sarily, be the same for different images. Jet representation could therefore result
in similar representations for images with considerably different elevation pro-
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(a) rgb (b) ndvi (c) ndvi jet

Figure 4.6: Illustration of jet representation of ndvi. The grayscale ndvi-
image is transformed into 3-channel jet colourmap representation to better
benefit from the rgb pre-training.

(a) dsm (b) dsm lowpass (c) dsm highpass

Figure 4.7: Illustration of the 3-channel input for the second stream in the
special dsm-net. The first channel correspond to the normal dsm used in the
other networks, while the the other channels are, respectively, a lowpass and
a highpass filtred version of the dsm.

file. Thus, jet representation is not appropriate for the dsm. Instead of using jet
representation, filtred versions of the dsm have been stacked on the normal dsm
to produce a 3-channel representation. The second image channel is obtained by
filtering the dsm with a 2d gaussian (lowpass) convolutional filter with standard
deviation of 39 (arbitrary chosen) for both image axis. The third image chan-
nel contain a highpass filtred dsm, created as the difference between the normal
dsm and the lowpass filtred one, i.e. dsmhp = dsm − dsmlp. An example of the
3-channel representation of the dsm can be seen in Figure 4.7.

The configurations of the special networks are listed in Table 4.6.
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Table 4.6: Network configurations of the special networks: vi = ndvi (3-
channel jet colourmap repsentation), d = dsm (normal, lowpass filtred, and
highpass filtred)

Net ID Input Architecture Pre-train batch size
M rgb +vi (jet) VGG16 multistream 1 yes 3
N rgb +d (filtred) VGG16 multistream 1 yes 3

4.2.1 Implementation and training parameters

All the network configurations were implemented in neural networks API Keras
[6] with GPU support. All training sessions were run on NVIDIA TITAN Xp with
12GB of memory. All networks that use random initialised weights in the base
net have been trained for 140 epochs while the networks with only pre-trained
weights have been trained for 100 epochs. The initial learning rate was set to
0.001 for all configurations and were decreased by a factor 10 every 40 or 30
epochs, depending on the total number of epochs. Only the best model for each
configuration, with respect to validation loss after each epoch, was stored and
used for testing.

4.3 Evaluation methodology

The different network configurations were evaluated on the test set described
in section 4.1.3. The main measure used for evaluation of the networks’ per-
formance for each class was the F1-score. The F1-score is a measure of a test’s
accuracy and is based on the precision and recall.

All pixels that have been assigned a class label in the annotation (i.e. the un-
defined class is excluded) are compared with the result of the classifiers. From
the comparisons, a confusion matrix is constructed, where each entry, cij , of the
matrix denotes the number of pixels with annotation label i that have been clas-
sified as label j. From the confusion matrix both measures of relevance can be
calculated. The precision for each class i is given by:

precisioni =
cii∑
k cki

=
true positive

true positive + false positive
(4.2)

and recall is given by:

recalli =
cii∑
j cij

=
true positive

true positive + false negative
(4.3)

The precision can be seen as a measure of quality whereas recall can be seen as a
measure of quantity. The F1-score is the harmonic mean of precision and recall
and is given by:

F1 = 2 ·
precision · recall
precision + recall

(4.4)
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In addition to the F1-score, the overall accuracy was used to compare the net-
works general performance against each other. The overall accuracy for the clas-
sifiers is given by:

accuracy =
∑
i cii∑

i
∑
j cij

=
number of true classifications
number of annotated pixels

(4.5)

Furthermore, the performance of the classifiers were evaluated through visual
inspection since the majority of the pixels in the test images are unlabelled and
do not affect the quantitative measures.
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Results

This chapter presents the results of the experiments. The first section presents
a summary of the quantitative results and comparisons of the different network
configurations based on the evaluation measures. The second section presents
some qualitative (visual) results of the classifications.

5.1 Quantitative results

This section presents the quantitative results of the experiments based on the
annotated test images. The measure used in all the tables, if nothing else is said,
is the F1-score on all test images. The highest values per column in all tables
are highlighted with bold font. All results, including F1-score, precision, and
recall, for the separate test images as well as for the total test set are presented
in Appendix B. In order to fit in the table headers, the class names have been
abbreviated. The class name abbreviations are listed in Table 5.1.

A summary of the overall accuracy for all networks is listed in Table 5.2
(sorted by Net ID and method) and Table 5.3 (sorted by accuracy). All the net-

Table 5.1: Class abbreviations used in the result tables.

Class name Abbreviation
Building Bu
Vegetation Ve
Water Wa
Road Ro
Vegetated Ground VG
Barren Ground BG
Manmade Ground MG

35
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works with multiple imaging modalities (net C-N) performs significantly better
than the baseline methods with only rgb-input. Quantitatively, the multistream
networks performs in general better than the singlestream networks. However,
neither of the base architectures (VGG16 and ResNet50) seems to perform dis-
tinctly better than the other. All fcn-network have significantly better accuracy
than Vricon’s classifier.

Table 5.2: Classification accuracy sorted by ”Net ID”

Net ID Accuracy Base Method
A .8452 ResNet50 Baseline
B .8777 VGG16 Baseline
C .9054 ResNet50 Singlestream
D .8783 VGG16 Singlestream
E .9385 ResNet50 Multistream 1
F .9105 ResNet50 Multistream 1
G .8811 VGG16 Multistream 1
H .9251 VGG16 Multistream 1
I .9115 ResNet50 Multistream 2
J .9145 ResNet50 Multistream 2
K .9296 VGG16 Multistream 2
L .9287 VGG16 Multistream 2
M .9064 VGG16 Special (MS1)
N .9353 VGG16 Special (MS1)

Vricon .7998 - -

Table 5.3: Classification accuracy sorted from highest to lowest.

Net ID Accuracy Base Method
E .9386 ResNet50 Multistream 1
N .9353 VGG16 Special (dsm)
K .9296 VGG16 Multistream 2
L .9287 VGG16 Multistream 2
H .9251 VGG16 Multistream 1
J .9145 ResNet50 Multistream 2
I .9115 ResNet50 Multistream 2
F .9105 ResNet50 Multistream 1
M .9064 VGG16 Special (ndvi)
C .9054 ResNet50 Singlestream
G .8811 VGG16 Multistream 1
D .8783 VGG16 Singlestream
B .8777 VGG16 Baseline
A .8452 ResNet50 Baseline

V (Vricon) .7998 - -
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5.1.1 Network architectures

This section presents the results for the different networks investigated.

Baseline models
The F1-scores of the both baseline models are shown in Table 5.4. The per-
formance of the baseline networks on the water class stands out negatively in
comparison with the other networks. The ResNet50 (net ”A”) has significantly
worse score on the vegetated ground class than the others (F1-score of 0.6990
in comparison with 0.84493 for the second worst network). In fact, when
doing a qualitative (visual) evaluation of the baseline networks, they seem to
have problem with classifying most wide homogeneous areas, such as lakes,
agricultural land, barren, and dense forests (cf. section 5.2 Qualitative results).
For classes with typical object shapes, such as buildings and roads, the scores
are comparable or only slightly worse than the scores of the other networks.
Compared to each other, both baseline models perform considerably different
for each class.

In the last row in Table 5.4, the F1-scores of the current classifier of Vricon are
shown. In comparison with the fcns, Vricon’s classifier has significantly higher
score for ”vegetation”.

Table 5.4: F1-score Baseline models.

Net ID Base Tot (acc) Bu Ve Wa Ro VG BG MG
A RN .8452 .9497 .7371 .9285 .9539 .6990 .8775 .9141
B VGG .8777 .9077 .8722 .8817 .9223 .9019 .9256 .8458

Vricon - .7998 .9581 .9766 .9970 .5998 .8458 .1394 .6570

Singlestream networks
For the singlestream networks, the poor performance on the vegetation class
stands out (see Table 5.5). The bad vegetation score decreases the overall ac-
curacy greatly (11.33% of the annotated pixels belong to the vegetation class).
Additionally, the networks’ performances on the vegetated ground class is worse
than the rest of the multi-modality networks, but this is connected to the poor
vegetation scores (vegetation was often wrongly classified as vegetated ground,
which decreases the precision of vegetated ground). For the rest of the classes,
the singlestream networks have comparable or better results than most of the
other networks.

Table 5.5: F1-score Singlestream networks.

Net ID Base Tot (acc) Bu Ve Wa Ro VG BG MG
C RN .9054 .9525 .5438 .9984 .9760 .8493 .9655 .9425
D VGG .8783 .9111 .5418 .9873 .9156 .8556 .9625 .8469

Multistream networks
When comparing the both multistream approaches, their is no conspicuous per-
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formance difference between them. The F1-scores for all multistream networks
is listed in Table 5.6. Network ”E” (multistream approach 1) has the highest ac-
curacy among all networks, but networks ”K” and ”L” (multistream approach
2) have the second and third, respectively, highest accuracy (when not consid-
ering the ”special networks”). All multistream networks achieve higher overall
accuracy than their corresponding singlestream network. The water class is the
most noteworthy column for the multistream networks. The networks seem to
achieve extraordinary performance on classifying water, according to the quanti-
tative measure (>99% for all but one network). The qualitative evaluation shows
that these measures are misleading, though (see section 5.2 Qualitative results).

Table 5.6: F1-score Multistream networks.

Net ID Base Tot (acc) Bu Ve Wa Ro VG BG MG
Multistream 1

E RN .9385 .9900 0.8161 0.9911 0.954 .9072 0.9245 .9500
F RN 0.9105 0.9535 0.681 .9994 .9712 0.8725 0.9279 .9139
G VGG 0.8811 0.9168 0.5858 0.9906 0.9306 0.8516 .9509 .8387
H VGG 0.9251 0.9581 .8555 0.975 0.9285 0.9006 0.9504 .8990

Multistream 2
I RN 0.9115 0.9742 0.6342 0.9962 0.9469 0.865 0.9575 .9350
J RN 0.9145 .9783 0.6387 .9965 .9660 0.8641 0.9399 .9475
K VGG .9296 0.914 .9010 0.9951 0.9411 .9370 0.9349 .8503
L VGG 0.9287 0.9561 0.8062 0.9935 0.9295 0.9112 .9608 .8970

Special networks
The special networks achieved notably high scores. Especially the dsm-net have
remarkably high accuracy (second highest among all evaluated networks). Com-
parison of the special networks show that the dsm is important for building de-
tection. The score of the class improves significantly when adding the elevation
data. Not surprisingly, the ndvi-net performs well on vegetation, and has signifi-
cantly the highest score on the class. As a consequence, it also has the best scores
on the vegetated ground class, since it does not confuse the two classes with each
other as the other networks.

Table 5.7: F1-score Special networks. Net ”M” uses ndvi as input for the
second stream while net ”N” uses dsm.

Net ID Base Tot (acc) Bu Ve Wa Ro VG BG MG
M VGG .9064 .8903 .9588 .9279 .9378 .9605 .9288 .8171
N VGG .9353 .9652 .9067 .9649 .9558 .9033 .9326 .9295

5.1.2 ResNet50 vs. VGG16

Although the accuracy measures do not indicate that one of the base architecture
is preferable to the other, a few conclusions about the models can be drawn from
the F1-scores. For the three classes that usually are composed of objects with dis-
tinct shapes (building, road, and manmade ground), it is clear that one of the ar-
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chitectures perform better than the other. The ResNet-models have considerably
better scores for all these classes than its VGG16 counterparts. For the remaining
four classes, classification is based on image intensities rather than specific pat-
terns of the objects. The scores for these classes are varied between the models
and neither of the base architectures is uniquely better than the other.

5.1.3 Pre-train vs. random initialisation

Similar to the comparison between the ResNet and VGG models, the accuracy
measure does not indicate that either of pre-trained or randomly initialised
weights are superior to the other for the second stream in the multistream models.
However, the pre-trained weights, that have been tuned to detect general image
patterns and shape, are represented in the first stream. Therefore, it is plausible
that shapes can be detected solely with the first stream. The second stream can in-
stead be trained to detect other features, which would explain that the randomly
initialised models sometimes are better than it’s pre-trained counterparts.

5.1.4 Accuracy in relation to individual classes

The accuracy measure declares the rate of correctly classified pixels and does
not take account for the supports of the separate classes. This means, that some
classes affect the total accuracy more than others. For example, 22.5% of the
annotated pixels belong to the water class and therefore, the individual scores
for water influences the total accuracy more than, for instance, the road class
with only 7.63% of the pixels. While the scores for the water class are high for
all networks, there is a clear difference between the networks for the vegetation
class. Comparison of the accuracy with the vegetation scores hints that there is
a connection between the measures (see Table 5.8). The vegetation in Bucharest
(see Figure 5.5) influences the score in particular. For example, if net ”C” would
achieve the same vegetation recall as net ”K” on this test image (93.5% instead of
8.6%), it would achieve a total accuracy of 96.0%.

Table 5.8: Comparison total accuracy with F1-score for Vegetation.

Net Accuracy Vegetation
E 0.93855 0.81607
K 0.92962 0.90105
L 0.92869 0.80618
H 0.92508 0.85549
J 0.91451 0.63873
I 0.91149 0.63423
F 0.91053 0.68103
C 0.90543 0.54385
G 0.88106 0.58582
D 0.87829 0.54182
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5.2 Qualitative results

This section presents qualitative results on the test data, i.e. class prediction
images for the different networks. All class prediction images for the four test
images can be seen in Appendix C Prediction images. In this chapter, both
general results on full images as well as results on details in zoomed parts
of the images are evaluated for the different networks. In order to ease the
evaluation, ”ground truth” classifications have been generated for some of the
images. These ”ground truth” images were labelled semi-automatically. As a
first step, a common prediction was generated from several of the evaluated
classifiers. Second, the prediction was checked and corrected manually. Finally,
boundaries and edges were retouched manually for most of the objects present
in the synthetic ground truth image.

Baseline models
As already mentioned in the section with quantitative results, the baseline
models are particularly inaccurate in flat homogeneous areas. Lakes, fields, and
dense forests are often confused, one for another. Figure 5.1 shows a part of
Bucharest, that illustrates this problem. A big part of the fields in the image,
and some smaller parts of the vegetation, have been labelled as water. Some
confusion between vegetated ground and vegetation is also apparent in this
region, but this is a common problem for the fcn-networks evaluated in the
experiment.

(a) rgb with evaluation annotations (b) ”Ground Truth”

(c) Net A: Baseline ResNet50 (d) Net B: Baseline VGG16
Figure 5.1: Cut-out from Bucharest. The baseline models’ problem with
classifying flat, homogeneous areas is here apparent. The baseline models
interpret often vegetated ground (fields) and vegetation falsely as water.
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The baseline models are more accurate for the classes with objects in urban
environment with distinct shapes and patterns (such as buildings, roads, and
manmade-ground). In Figure 5.2, a zoomed area of San Juan with several of
warehouses, roads, and a lot of paved ground is shown. Both networks seem to
identify the correct class for most objects present, but the objects are often blobby
and the boundaries have been heavily exceeded. Particularly, the VGG16 model
(Figure 5.2d) seems to have difficulties with edge detection of the buildings.
Overall, the ResNet model achieve better visual results than the VGG model on
the test data (which is in line with the quantitative measures).

(a) rgb (b) ”Ground Truth”

(c) Net A: Baseline ResNet50 (d) Net B: Baseline VGG16
Figure 5.2: Industrial area of San Juan. Both baseline models detect most
of the buildings correctly, but the object boundaries are poorly drawn, espe-
cially for the VGG-model.

Singlestream vs. Multistream networks
The quantitative results indicate that the multistream approaches have an overall
higher accuracy than the singlestream networks. Visual inspections of the results
give a different view, though. When comparing the image predictions visually,
the singlestream nets achieve as good results as, or even better results than, the
correspondent multistream nets. In fact, over all the test images, singlestream
network ”C” together with multistream network ”I” (see configurations in Ta-
ble 4.3 & 4.5) show the best general results, while they only have the eighth and
sixth, respectively, highest (quantitative) overall accuracy. These networks show
fewer apparent misclassifications than the others when one do an eyeball search
over the full-scale test images (cf. Appendix C).
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The images of this section show comparisons of the networks’ predictions
with rgb-images, ”ground truths” and the predictions of Vricon’s classifier. Only
the best performing networks (according to overall accuracy) for each of the three
fusion approaches investigated (singlestream and multistream 1 & 2) are shown.

The remarkably high scores on the water class for the multistream networks
prove to be misleading when doing a visual inspection of the predictions. In
Figure 5.3d, network ”E”’s poor performance on the water class is prominent. Si-
multaneously, network ”E” has a F1-score of 99.11% overall on the water class.
However, the annotated areas of water (see Figure 5.3a) have been classified cor-
rectly, which explains the high score. Confusion with lakes and rivers is a re-
current problem for a majority of the networks, in contrast to the notably high
quantitative measures (see, in particular, the lake in the test image of Cambridge
in Appendix C.2).

All the networks (except for the special ndvi-network) mistake, to varying
degrees, dense vegetation for vegetated ground. This is prominent in the test im-
ages of San Juan and Bucharest. Figure 5.5 shows the result on a part of Bucharest
with a wide area of dense vegetation. Even though all three fcn-networks con-
fuse parts of the vegetation with vegetated ground, it is especially noticeable for
network ”C”. This is reflected in net ”C”’s poor score on the vegetation class and
is also a contributing factor to net ”C”’s lower overall accuracy in comparison
with the multistream networks (cf. subsection 5.1.4).

Figure 5.3 and Figure 5.6 show coarse scale images of San Juan and Maltepe,
respectively. In Figure 5.3, there are four regions that prominently differ between
the predictions and the ”ground truth”. In addition to the already mentioned mis-
classification of the lake, almost all networks show problems with the classifica-
tion of the river, especially for the wider part of the river (see Figure 5.4). Besides
the issues with water, the problem with dense vegetation is also apparent. Parts
of the vegetation areas around the lake have been mistaken for vegetated ground
for all three networks. Lastly, the landing strip of the airfield seem to be problem-
atic to classify for the networks. Net ”K” has a particularly poor prediction here.
The network has falsely interpreted most parts of the strip as building.

In the coarse scale image of Maltepe (Figure 5.6), the results are in general bet-
ter. Only a few apparent mistakes can be detected when comparing the full image
predictions with the ground truth. All three fcn-networks generate overall sim-
ilar predictions. In Figure 5.7, comparisons of the networks on a fine scale are
made. The image illustrates a zoomed part of the Maltepe image with a housing
area. When comparing the predictions with the ground truth, it is clear that the
predictions of the fcn-networks are blobby and lack fine object boundary details.
However, the predictions are in general correct. The three networks’ predictions
are similar. Net ”C” and net ”E” seem to be slightly better than net ”K”, though.

In summary, all the investigated fcn-networks generate in general similar pre-
dictions, but for a few regions there is a significant difference between all the pre-
dictions (e.g. in Figure 5.4). There is no single network that is significantly better
than the rest for all classes. There is no apparent performance difference between
the pre-trained and the randomly initialised models. However, the ResNet-based
networks perform somewhat better than the VGG-based networks.
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(a) rgb with annotations (b) ”Ground Truth”

(c) Net C: Singlestream (d) Net E: Multistream 1

(e) Net K: Multistream 2 (f) Vricon

Figure 5.3: Visual comparison of the networks on the San Juan test image.
The most conspicuous result is Net E’s misclassification of the lake in the up-
per right corner. Furthermore, the airfield’s landing strip and the vegetation
around the lake seem to be problematic to classify for most networks.
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(a) rgb (b) ”GT” (c) Net C (d) Net D

(e) Net E (f) Net F (g) Net G (h) Net H

(i) Net I (j) Net J (k) Net K (l) Net L

Figure 5.4: Comparison of all networks on a zoomed part of a river in San
Juan. Basically all networks confuse the water region and there are great
variations between the predictions.

(a) rgb with annotations (b) ”Ground Truth” (c) Net C: Singlestream

(d) Net E: Multistream 1 (e) Net K: Multistream 2 (f) Vricon

Figure 5.5: Cut-out from Bucharest. The images illustrate the recurrent
problem that the networks mistake dense vegetation for vegetated ground.
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(a) rgb (b) ”Ground Truth”

(c) Net C: Singelstream (d) Net E: Multistream 1

(e) Net K: Multistream 2 (f) Vricon

Figure 5.6: Comparison of the networks on a cut-out from Maltepe. In an
overall comparison, the fcn-networks perform similarly on the image. In
comparison with Vricon’s classifier, the fcn-networks are better in detection
and classification of roads and forest roads/tracks.



46 5 Results

(a) rgb (b) ”Ground Truth”

(c) Net C: Singlestream (d) Net E: Multistream 1

(e) Net K: Multistream 2 (f) Vricon

Figure 5.7: Comparison on a zoomed part of a housing area in Maltepe. The
fcn-networks have similar results, but the ResNet-based networks (”C” and
”E”) have somewhat better performance than the VGG-based network ”K”
(e.g. for the swimming pool to the right and the parking lot in the down-left
corner).
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fcn vs. Vricon
When comparing the fcn-networks with the current classifier from Vricon, there
are some notable differences. The fcn-networks are considerably better than the
classifier by Vricon to detect objects with distinctive shapes, such as buildings
and roads. This is prominent in Figure 5.9. Figure 5.9f illustrates the deviation
of Vricon’s prediction from the ”ground truth” in an industrial area in San Juan.
The classifier cannot separate manmade ground from roads, i.e. all paved ground
is interpreted as roads, while the fcn separates object of the two classes correctly.
Vricon’s recurrent confusions of roads can also be seen in Figure 5.3, Figure 5.7,
and Figure 5.6. In the latter image, parts of the large elevated road have been in-
terpreted as building. This is also a common problem when interpreting bridges.
Additionally, the network of Vricon fail to classify the middle part of large build-
ings (see the large warehouses in Figure 5.9, in particular).

On the other hand, the classification by Vricon is impeccable in most parts
where the fcn-networks show problems. The classifier is almost flawless in it’s
predictions of water and vegetation (e.g. in Figure 5.3 and Figure 5.5). Further-
more, Vricon’s network perform true pixel-wise classification, while the predic-
tions of the fcns are upsampled. This results in finer details and more accu-
rate object boundaries for the classifier by Vricon in comparison with the fcn-
networks. The fine detail reproduction can be seen in Figure 5.8.

(a) rgb (b) Net E

(c) Net L (d) Vricon
Figure 5.8: Comparison of details in cut-out from San Juan. The classifier by
Vricon produce more detailed predictions than the fcns.
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(a) rgb (b) ”Ground truth”

(c) Net E (d) Vricon

(e) Diff. E-Gound truth (f) Diff. Vricon-Ground truth
Figure 5.9: Comparison between fcn and Vricon’s classifier on industrial
area in San Juan. Figure (e) and (f) illustrate the differences between predic-
tions and ground truth. Vricon’s classifier confuses manmade ground with
road and fail to classify the center part of the large buildings. The fcn-net
tends to exceed the boundaries when classifying the buildings.

Special networks
When evaulating the special networks, it is clear that both the ndvi and the dsm
are important components when classifying satellite imagery. The ndvi’s capa-
bility to detect vegetation makes it easy to distinguish, for instance, grass fields
from water (see Figure 5.10) , which has proven to be difficult for the networks
without ndvi (cf. the baseline models in Figure 5.1). In contrast to all the ”nor-
mal” networks investigated, the specialndvi-net has no problem with classifying
dense vegetation. The dsm, in turn, is important in other aspects. The elevation
data is useful for detecting buildings and, in particular, for detecting the edges
of the buildings. This is illustrated in Figure 5.11.
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(a) rgb with annotations (b) ”Ground Truth”

(c) Net M—ndvi (d) Net N–dsm

Figure 5.10: Cut-out from Bucharest. As for the baseline models, the special
dsm-net mistakes grass fields for water. However, the special ndvi-net, due
to the properties of the vegetation index, interprets the grass fields, but also
the dense vegetation correctly.

(a) rgb (b) ”Ground Truth”

(c) Net M—ndvi (d) Net N–dsm

Figure 5.11: Industrial area of San Juan. Comparison of the special nets
show that the dsm improve the detection of buildings, and the edges of the
buildings, in particular.
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5.3 Discussion

From the quantitative and qualitative results it is not viable to argue that a cer-
tain network architecture is uniquely better than the others, but some general
conclusions can be drawn from the results.

Firstly, when comparing the quantitative with the qualitative results, it’s
prominent that the annotated areas are not always representative for classes in
the full test images (e.g. the water class in the test images of San Juan and
Cambridge). Furthermore, the number of annotated pixels is too small to give
a general performance measure for the different classes and results therefore in a
misleading total accuracy, which makes evaluation of the investigated networks
more difficult. The sparsely labelled data also has one disadvantage, in particu-
lar. Since only pixels that certainly belong to a specific class have been annotated,
there are no training examples of ambiguous pixels and class boundaries, which
makes it impossible for the networks to learn these correctly. This is particularly
emergent for the building class. The dsm has somewhat smoothed gradients,
which makes it hard to detect precise elevation edges. This may explain the fact
that the fcns usually exceed the boundaries when classifying the buildings, since
there are no examples of where the walls of the buildings are.

In general, the ResNet50 models are, as expected [7, 33], more accurate than
the VGG16 models. The fcns perform particularly well in detection of objects
with characteristic shapes (buildings and roads). Detection and recognition of
patterns in images is one of the main advantage of cnn-networks, thus the fact
that fcn easier interpret objects with distinct shapes better than the classifier of
Vricon is unsurprising.

The fcn performs worse in homogeneous image regions. For these regions,
the predictions of Vricon’s classifier seem to be more dependable than the predic-
tions of the fcns. Due to the fact that the image is divided into patches, much
of the information about the objects’ surroundings is lost. If the receptive field
of the fcn were larger, the fcns’ classifications of these regions would probably
improve, due to increased information about context. To increase the aperture
with preserved pixel resolution, larger input images as well as wider receptive
field of the network would be required. The aperture can also be increased by
changing the pixel resolution of the input (e.g. 2 meter per pixel instead of 0.5).

Concerning the main problem investigated in the thesis, the fusion of differ-
ent imaging modalities, a combination of the quantitative and qualitative results
are not favouring any approach in particular. The fact that the addition of the
ndvi and dsm both contribute and improve the classification of satellite imagery
is clarified, but the different fusion approaches investigated seem to generate sim-
ilar predictions. The singlestream approach has one big advantage, though. It has
approximately half the numbers of tunable weights compared to the multistream
networks, and require therefore a lot less memory. This enable larger batch sizes
but also faster inference and shorter training time. The larger batch size in combi-
nation with fewer tunable weights make the network less likely to overfit, i.e. the
singlestream networks have higher potential to produce generalised predictions
than the multistream nets.
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Conclusions

In this report I summarize my master’s thesis work, in which I have investigated
different approaches for fusing imaging modalities for semantic segmentation
with deep convolutional networks. Three different approaches have been investi-
gated: singlestream networks with extended number of input channels for multi-
modal input, multistream networks with early merge, and multistream networks
with late merge.

Evaluation of the networks was performed both quantitatively and qualita-
tively. A conclusion of the combined quantitative and qualitative results is that
neither of the three methods produces significantly better results than the others.
However, all multimodal networks demonstrated improved performance in com-
parison with the baseline rgb networks. The size of the different multimodal
networks vary considerably, though. The singlestream network requires drasti-
cally less memory than the multistream networks, which allows for a batch size
up to 4 times larger (for VGG16) in comparison with the multistream network
with a late merge of the streams. Due to the heavy computation and large mem-
ory footprint of deep cnns in general, a smaller network is preferable. Thus, the
singlestream approach is recommended for multimodal semantic segmentation.

In the thesis, semantic segmentation was performed with fcn. The investi-
gated methods showed to be adaptable for both VGG16 and ResNet50. In fact,
the fusion approaches should be applicable on any cnn-based semantic segmen-
tation network that allows for pre-trained weights. Hence, the fusion approach
can also be adapted to newer, better, and deeper architectures.

The use of multimodal fcn on satellite imagery proved to perform well on ob-
jects with distinct shapes, such as buildings and roads, while it performs worse
on wide, homogeneous areas, e.g. lakes and fields. A conclusion is, that a ex-
panded network aperture could improve the classification of these areas, due to
increased information about context.
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6.1 Future work

The fcnwas an important contribution and improved the semantic segmentation
performance significantly when it was released. However, there are various net-
works, e.g. the PSPNet [39] and DeepLab [4], that have outperformed the fcn for
the task of semantic segmentation since then. Thus, adapting the modality fusion
approaches for the latest, state-of-the-art methods for semantic segmentation of
rgb could improve the result even further.

In order to improve the classification of homogeneous areas, an ensemble of
fcns with different apertures could be investigated. For instance, the aperture
can be adjusted by using different resolutions of the input images of the fcns,
which would allow for improved classification of objects of varying scales.

Furthermore, an increase of annotated data would improve the results consid-
erably. Some recurrent classification problems could probably be solved with
proper training examples. Additionally, dense labelling instead of sparse la-
belling would improve the detection of object boundaries.
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Bucharest, Romania

Figure A.1: rgb-image with annotation of Bucharest
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Cambridge, MA, USA

Figure A.2: rgb-image with annotation of Cambridge
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Maltepe, Turkey

Figure A.3: rgb-image with annotation of Maltepe
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San Juan, Puerto Rico

Figure A.4: rgb-image with annotation of San Juan
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Result tables

B.1 F1-scores

Table B.1: F1-score Total.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .8452 .9497 .7371 .9285 .9539 .6990 .8775 .9141
B .8777 .9077 .8722 .8817 .9223 .9019 .9256 .8458
C .9054 .9525 .5438 .9984 .9760 .9760 .9655 .9425
D .8783 .9111 .5418 .9873 .9156 .9156 .9625 .8469
E .9385 .9900 .8161 .9911 .9540 .9540 .9245 .9500
F .9105 .9535 .6810 .9994 .9712 .9712 .9279 .9139
G .8811 .9168 .5858 .9906 .9306 .9306 .9509 .8387
H .9251 .9581 .8555 .9750 .9285 .9285 .9504 .8990
I .9115 .9742 .6342 .9962 .9469 .9469 .9575 .9350
J .9145 .9783 .6387 .9965 .9660 .9660 .9399 .9475
K .9296 .9140 .9010 .9951 .9411 .9411 .9349 .8503
L .9287 .9561 .8062 .9935 .9295 .9295 .9608 .8970
M .9064 .8903 .9588 .9279 .9378 .9378 .9288 .8171
N .9353 .9652 .9067 .9649 .9558 .9558 .9326 .9295

Vricon .7998 .9581 .9766 .9970 .5998 .5998 .1394 .6570
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Table B.2: F1-score Bucharest.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .7437 .9703 .6962 .5565 .9764 .5018 .9271 .9210
B .9119 .9671 .8903 .7793 .9388 .8942 .9768 .9200
C .8472 .9765 .1578 .9965 .9873 .7889 .9968 .9266
D .8457 .9479 .2622 .9975 .9680 .8003 .9922 .8448
E .9397 .9891 .8369 .9976 .9792 .9113 .9748 .9408
F .8774 .9668 .5605 1.0000 .9886 .8284 .9593 .9171
G .8470 .9375 .3563 .9856 .9739 .8047 .9815 .8073
H .9240 .9798 .8293 .9077 .9658 .8841 .9934 .9281
I .8833 .9936 .4387 .9950 .9873 .8273 .9964 .9710
J .8742 .9958 .4116 .9958 .9826 .8146 .9883 .9630
K .9516 .9370 .9620 .9895 .9698 .9542 .9633 .8364
L .9242 .9586 .7777 .9973 .9628 .9019 .9927 .8684
M .9711 .9636 .9812 .9814 .9702 .9768 .9777 .9044
N .9424 .9853 .9444 .8922 .9731 .9070 .9707 .9573

Vricon .7272 .9756 .9809 .9910 .6191 .7076 .0443 .6549

Table B.3: F1-score Cambridge.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .9498 .9778 .9869 .9709 .9275 .9942 .4012 .9593
B .8096 .9202 .9592 .6640 .9319 .8501 .2495 .9030
C .9665 .9788 .9948 .9973 .9628 .9538 .6793 .9492
D .9227 .9512 .9245 .9492 .8701 .9515 .6831 .9208
E .9584 .9923 .9946 .9915 .9442 .9538 .5028 .9338
F .9765 .9933 .9933 .9983 .9646 .9696 .7519 .9685
G .9541 .9668 .9859 .9896 .9345 .9624 .6473 .9305
H .9456 .9608 .9931 .9778 .9420 .9746 .4872 .9229
I .9550 .9681 .9912 .9964 .9507 .9394 .5392 .9333
J .9549 .9663 .9955 .9931 .9513 .9515 .5558 .9252
K .9535 .9664 .9806 .9885 .9493 .9836 .5277 .9232
L .9460 .9645 .9944 .9769 .9350 .9785 .5460 .9053
M .8021 .9050 .9446 .6247 .9491 .9579 .2416 .8880
N .9506 .9547 .9938 .9888 .9502 .9651 .4908 .9309

Vricon .8858 .9837 .9849 .9956 .6295 .9752 .6217 .7423
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Table B.4: F1-score Maltepe.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .8760 .8831 .5506 .9787 .9334 .8453 .4138 .9096
B .8367 .7649 .7389 .8907 .7869 .9287 .5778 .7899
C .9160 .8970 .7137 .9986 .9800 .8900 .4050 .9424
D .8613 .8019 .6556 .9953 .8255 .8785 .5728 .8270
E .8996 .9931 .5383 .9765 .8846 .8540 .0929 .9656
F .8827 .8846 .5987 .9997 .9460 .8712 .3337 .8909
G .8471 .8132 .5950 .9857 .7500 .8632 .8003 .8122
H .8941 .9208 .7897 .9816 .7356 .8885 .6563 .8912
I .8878 .9376 .6366 .9927 .7803 .8618 .2286 .9157
J .9201 .9605 .7031 .9961 .9421 .8857 .2741 .9593
K .8620 .7932 .6597 .9982 .8163 .8802 .8761 .8225
L .9060 .9533 .6892 .9967 .7741 .8882 .8495 .9200
M .8539 .7017 .9176 .9837 .8063 .9325 .3257 .7317
N .9126 .9316 .7203 .9718 .9243 .8925 .7124 .9340

Vricon .8102 .9128 .9691 .9989 .3923 .9707 .1133 .5937

Table B.5: F1-score San Juan.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .8760 .8831 .5506 .9787 .8453 .9334 .4138 .9096
B .8367 .7649 .7389 .8907 .9287 .7869 .5778 .7899
C .9160 .8970 .7137 .9986 .8900 .9800 .4050 .9424
D .8613 .8019 .6556 .9953 .8785 .8255 .5728 .8270
E .8996 .9931 .5383 .9765 .8540 .8846 .0929 .9656
F .8827 .8846 .5987 .9997 .8712 .9460 .3337 .8909
G .8471 .8132 .5950 .9857 .8632 .7500 .8003 .8122
H .8941 .9208 .7897 .9816 .8885 .7356 .6563 .8912
I .8878 .9376 .6366 .9927 .8618 .7803 .2286 .9157
J .9201 .9605 .7031 .9961 .8857 .9421 .2741 .9593
K .8620 .7932 .6597 .9982 .8802 .8163 .8761 .8225
L .9060 .9533 .6892 .9967 .8882 .7741 .8495 .9200
M .8539 .7017 .9176 .9837 .9325 .8063 .3257 .7317
N .9126 .9316 .7203 .9718 .8925 .9243 .7124 .9340

Vri .8102 .9128 .9691 .9989 .9707 .3923 .1133 .5937
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B.2 Recall

Table B.6: Recall Total.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .8452 .9946 .5857 .9887 .9626 .6992 .8496 .8533
B .8777 .9535 .8033 .8801 .9184 .9020 .9182 .7771
C .9054 .9882 .3763 .9979 .9727 .9968 .9348 .9116
D .8783 .9747 .3825 .9779 .9604 .9893 .9563 .7596
E .9385 .9940 .6915 .9833 .9556 .9992 .8947 .9467
F .9105 .9925 .5187 .9990 .9636 .9984 .8908 .8625
G .8811 .9799 .4214 .9896 .9537 .9841 .9455 .7443
H .9251 .9719 .7698 .9810 .9612 .9488 .9448 .8482
I .9115 .9840 .4719 .9941 .9600 .9919 .9237 .9101
J .9145 .9843 .4743 .9945 .9509 .9966 .9074 .9387
K .9296 .9744 .8485 .9942 .9544 .9626 .9485 .7736
L .9287 .9803 .6920 .9876 .9573 .9903 .9540 .8502
M .9064 .9456 .9973 .8750 .9461 .9584 .9160 .7396
N .9353 .9747 .8414 .9950 .9509 .9339 .8998 .9004

Vricon .7998 .9485 .9928 .9945 .5490 .9902 .0823 .5743

Table B.7: Recall Bucharest.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .7437 .9985 .5349 .9996 .9691 .4438 .8948 .8664
B .9119 .9920 .8051 .9999 .9052 .8720 .9616 .8756
C .8472 .9985 .0859 .9995 .9849 .9999 .9950 .8650
D .8457 .9875 .1531 .9969 .9691 .9934 .9985 .7490
E .9397 .9961 .7211 .9999 .9865 .9999 .9613 .8948
F .8774 .9876 .3906 1.0000 .9839 .9999 .9247 .8667
G .8470 .9885 .2186 .9999 .9670 .9833 .9872 .6937
H .9240 .9910 .7126 .9998 .9691 .9270 .9961 .8845
I .8833 .9960 .2817 1.0000 .9895 .9994 .9961 .9466
J .8742 .9948 .2608 .9993 .9774 .9983 .9768 .9396
K .9516 .9728 .9350 .9997 .9681 .9489 .9908 .7598
L .9242 .9903 .6418 .9964 .9733 .9971 .9946 .7831
M .9711 .9852 .9972 .9998 .9674 .9820 .9584 .8495
N .9424 .9877 .9008 .9996 .9709 .9149 .9461 .9407

Vricon .7272 .9617 .9895 .9844 .5719 .9974 .0234 .6281
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Table B.8: Recall Cambridge.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .9498 .9822 .9768 .9730 .9412 .9914 .5148 .9413
B .8096 .8790 .9976 .4973 .8999 .9589 .5859 .9633
C .9665 .9655 .9993 .9949 .9521 .9800 .5144 .9899
D .9227 .9306 .8728 .9035 .9485 .9923 .6543 .9414
E .9584 .9925 .9964 .9835 .9071 .9988 .3441 .9891
F .9765 .9990 .9987 .9968 .9371 .9987 .6056 .9945
G .9541 .9576 .9936 .9795 .9253 .9950 .5590 .9524
H .9456 .9364 .9986 .9566 .9418 .9988 .4877 .9511
I .9550 .9526 .9940 .9929 .9145 .9988 .3691 .9817
J .9549 .9608 .9999 .9863 .9098 .9993 .3857 .9810
K .9535 .9640 .9792 .9773 .9354 .9951 .4591 .9647
L .9460 .9626 .9982 .9549 .9306 .9996 .4741 .9442
M .8021 .8712 .9994 .4542 .9271 .9374 .7194 .9633
N .9506 .9290 .9987 .9783 .9241 .9987 .4337 .9774

Vricon .8858 .9942 .9943 .9913 .5638 .9972 .4624 .8106

Table B.9: Recall Maltepe.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .9548 .9987 .9994 .9991 .9614 .9445 .7244 .6187
B .9493 .9599 .9959 .9989 .9414 .9542 .8002 .5748
C .9811 .9588 .9986 .9999 .9796 .9920 .7730 .8991
D .9519 .9564 .9890 .9991 .9547 .9721 .9414 .5128
E .9846 .9796 .9994 .9998 .9693 .9924 .9666 .8793
F .9769 .9867 1.0000 .9993 .9603 .9856 .9762 .7886
G .9525 .9506 .9902 .9996 .9633 .9664 .7751 .5762
H .9613 .9629 .9976 1.0000 .9682 .9897 .8158 .6185
I .9860 .9730 .9974 .9994 .9764 .9951 .7952 .9518
J .9732 .9584 .9995 .9994 .9744 .9890 .6469 .8469
K .9616 .9573 .9998 .9995 .9476 .9907 .8515 .6526
L .9634 .9376 .9943 .9998 .9562 .9959 .8766 .6671
M .9558 .9560 .9994 .9993 .9362 .9606 .8782 .6376
N .9368 .9958 .9648 .9999 .9584 .7790 .8327 .6463

Vricon .8857 .9934 .9924 .9992 .4088 .9824 .7355 .5162
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Table B.10: Recall San Juan.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .8760 .9979 .3802 .9825 .9971 .9770 .3759 .8361
B .8367 .9498 .6390 .9682 .9522 .9176 .4782 .6712
C .9160 .9995 .5560 .9971 .9842 .9999 .2545 .8955
D .8613 .9987 .5049 .9999 .9765 .9852 .4068 .7088
E .8996 .9961 .3689 .9541 .9820 .9998 .0655 .9575
F .8827 .9975 .4286 .9996 .9857 .9991 .4381 .8065
G .8471 .9946 .4339 .9798 .9764 .9853 .6865 .6877
H .8941 .9726 .7179 .9668 .9782 .9553 .5229 .8132
I .8878 .9947 .4946 .9855 .9796 .9736 .1307 .8541
J .9201 .9953 .5503 .9922 .9575 .9941 .2478 .9299
K .8620 .9932 .5304 .9979 .9779 .9656 .7800 .7030
L .9060 .9917 .5599 .9939 .9853 .9714 .7987 .8579
M .8539 .9382 .9957 .9831 .9595 .9228 .2030 .5973
N .9126 .9873 .5759 .9997 .9604 .9835 .5660 .8795

Vricon .8102 .8644 .9997 .9979 .6582 .9756 .3696 .4444
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B.3 Precision

Table B.11: Precision Total.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .8452 .9087 .9943 .8752 .9454 .6988 .9072 .9843
B .8777 .8661 .9540 .8834 .9262 .9017 .9331 .9278
C .9054 .9194 .9802 .9988 .9793 .7399 .9983 .9756
D .8783 .8554 .9283 .9969 .8748 .7537 .9688 .9570
E .9385 .9861 .9953 .9990 .9524 .8308 .9564 .9533
F .9105 .9174 .9911 .9999 .9789 .7749 .9681 .9718
G .8811 .8612 .9608 .9915 .9085 .7505 .9564 .9606
H .9251 .9447 .9626 .9691 .8979 .8570 .9560 .9563
I .9115 .9646 .9668 .9982 .9341 .7669 .9940 .9613
J .9145 .9723 .9777 .9985 .9817 .7626 .9749 .9564
K .9296 .8607 .9606 .9960 .9281 .9127 .9217 .9440
L .9287 .9330 .9655 .9994 .9033 .8438 .9677 .9493
M .9064 .8412 .9233 .9877 .9295 .9626 .9420 .9127
N .9353 .9558 .9829 .9365 .9608 .8747 .9680 .9604

Vricon .7998 .9679 .9610 .9996 .6610 .7382 .4558 .7676

Table B.12: Precision Bucharest.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .7437 .9435 .9970 .3856 .9838 .5771 .9619 .9830
B .9119 .9435 .9957 .6384 .9751 .9176 .9925 .9692
C .8472 .9554 .9693 .9936 .9898 .6514 .9987 .9977
D .8457 .9113 .9117 .9980 .9668 .6700 .9860 .9686
E .9397 .9822 .9970 .9952 .9720 .8371 .9887 .9917
F .8774 .9467 .9920 1.0000 .9933 .7071 .9966 .9738
G .8470 .8914 .9619 .9716 .9810 .6810 .9759 .9654
H .9240 .9689 .9916 .8312 .9626 .8449 .9907 .9763
I .8833 .9912 .9900 .9901 .9852 .7058 .9967 .9968
J .8742 .9969 .9758 .9922 .9878 .6880 1.0000 .9876
K .9516 .9038 .9905 .9795 .9714 .9596 .9373 .9301
L .9242 .9288 .9866 .9983 .9526 .8233 .9909 .9746
M .9711 .9430 .9656 .9635 .9730 .9717 .9978 .9669
N .9424 .9829 .9924 .8056 .9753 .8993 .9966 .9746

Vricon .7272 .9899 .9726 .9977 .6747 .5483 .4246 .6840
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Table B.13: Precision Cambridge.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .9498 .9734 .9973 .9687 .9141 .9969 .3288 .9779
B .8096 .9655 .9235 .9987 .9664 .7635 .1585 .8499
C .9665 .9923 .9904 .9998 .9737 .9290 1.0000 .9117
D .9227 .9728 .9827 .9998 .8037 .9140 .7146 .9011
E .9584 .9920 .9929 .9996 .9843 .9127 .9336 .8843
F .9765 .9878 .9880 .9999 .9938 .9421 .9914 .9437
G .9541 .9763 .9783 .9999 .9439 .9317 .7687 .9097
H .9456 .9865 .9877 1.0000 .9421 .9516 .4866 .8962
I .9550 .9841 .9885 1.0000 .9899 .8867 1.0000 .8894
J .9549 .9718 .9912 1.0000 .9968 .9081 .9942 .8753
K .9535 .9687 .9821 1.0000 .9637 .9724 .6203 .8851
L .9460 .9665 .9907 1.0000 .9394 .9583 .6436 .8695
M .8021 .9416 .8955 .9999 .9722 .9793 .1452 .8237
N .9506 .9819 .9889 .9996 .9778 .9337 .5652 .8887

Vricon .8858 .9735 .9757 1.0000 .7124 .9542 .9483 .6845

Table B.14: Precision Maltepe.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .9548 .8687 .9308 .9892 .9930 .8589 .9434 .9149
B .9493 .8079 .9448 .9891 .9868 .8874 .9303 .8393
C .9811 .8136 .9964 1.0000 .9758 .8018 .9916 .9945
D .9519 .7443 .9188 .9999 .9802 .9117 .9613 .8572
E .9846 .9781 .9817 .9998 .9857 .9567 .9724 .9250
F .9769 .9130 .9823 1.0000 .9874 .9625 .8948 .8921
G .9525 .8740 .9648 .9965 .9771 .8554 .7482 .8964
H .9613 .8937 .9611 .9984 .9701 .8757 .9373 .8900
I .9860 .9890 .9910 .9999 .9898 .9573 1.0000 .9164
J .9732 .9645 .9804 .9997 .9900 .8955 .9730 .8925
K .9616 .9015 .9756 .9999 .9831 .8688 .9580 .8508
L .9634 .9047 .9820 .9995 .9779 .8836 .9867 .8378
M .9558 .8051 .8634 .9955 .9776 .9457 .9909 .8241
N .9368 .9461 .9526 .9565 .9661 .8172 .9203 .9108

Vricon .8857 .8228 .8694 1.0000 .8504 .8483 .8620 .3899
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Table B.15: Precision San Juan.

Net ID Total (acc) Bu Ve Wa Ro VG BG MG
A .8760 .7921 .9972 .9750 .8773 .7448 .4602 .9972
B .8367 .6402 .8759 .8248 .6706 .9402 .7298 .9595
C .9160 .8136 .9964 1.0000 .9758 .8018 .9916 .9945
D .8613 .6699 .9346 .9907 .7150 .7926 .9677 .9924
E .8996 .9902 .9954 1.0000 .8047 .7454 .1598 .9738
F .8827 .7946 .9925 .9998 .9094 .7723 .2695 .9951
G .8471 .6878 .9463 .9917 .6089 .7681 .9593 .9917
H .8941 .8743 .8774 .9968 .5895 .8305 .8812 .9856
I .8878 .8867 .8933 1.0000 .6484 .7731 .9096 .9868
J .9201 .9281 .9732 1.0000 .9272 .7986 .3066 .9907
K .8620 .6602 .8725 .9986 .7006 .8087 .9992 .9909
L .9060 .9179 .8960 .9995 .6375 .8182 .9072 .9917
M .8539 .5604 .8508 .9842 .6953 .9425 .8227 .9441
N .9126 .8819 .9616 .9454 .8908 .8169 .9612 .9957

Vricon .8102 .9668 .9402 1.0000 .2794 .9657 .0669 .8941
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C.1 Predictions Bucharest

(a) Prediction Bucharest net A (b) Prediction Bucharest net B

(c) Prediction Bucharest net C (d) Prediction Bucharest net D

Figure C.1: Predictions Bucharest.
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(e) Prediction Bucharest net E (f) Prediction Bucharest net F

(g) Prediction Bucharest net G (h) Prediction Bucharest net H

(i) Prediction Bucharest net I (j) Prediction Bucharest net J

Figure C.1: Predictions Bucharest.
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(k) Prediction Bucharest net K (l) Prediction Bucharest net L

(m) Prediction Bucharest net M (n) Prediction Bucharest net N

(o) Prediction Bucharest Vricon

Figure C.1: Predictions Bucharest.
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C.2 Predictions Cambridge

(a) Prediction Cambridge net A (b) Prediction Cambridge net B

(c) Prediction Cambridge net C (d) Prediction Cambridge net D

Figure C.3: Predictions Cambridge.
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(e) Prediction Cambridge net E (f) Prediction Cambridge net F

(g) Prediction Cambridge net G (h) Prediction Cambridge net H

(i) Prediction Cambridge net I (j) Prediction Cambridge net J

Figure C.3: Predictions Cambridge.
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(k) Prediction Cambridge net K (l) Prediction Cambridge net L

(m) Prediction Cambridge net M (n) Prediction Cambridge net N

(o) Prediction Cambridge Vricon

Figure C.3: Predictions Cambridge.
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C.3 Predictions Maltepe

(a) Prediction Maltepe net A (b) Prediction Maltepe net B

(c) Prediction Maltepe net C (d) Prediction Maltepe net D

Figure C.5: Predictions Maltepe.
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(e) Prediction Maltepe net E (f) Prediction Maltepe net F

(g) Prediction Maltepe net G (h) Prediction Maltepe net H

(i) Prediction Maltepe net I (j) Prediction Maltepe net J

Figure C.5: Predictions Maltepe.
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(k) Prediction Maltepe net K (l) Prediction Maltepe net L

(m) Prediction Maltepe net M (n) Prediction Maltepe net N

(o) Prediction Maltepe Vricon

Figure C.5: Predictions Maltepe.
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C.4 Predictions San Juan

(a) Prediction San Juan net A (b) Prediction San Juan net B

(c) Prediction San Juan net C (d) Prediction San Juan net D

Figure C.7: Predictions San Juan.
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(e) Prediction San Juan net E (f) Prediction San Juan net F

(g) Prediction San Juan net G (h) Prediction San Juan net H

(i) Prediction San Juan net I (j) Prediction San Juan net J

Figure C.7: Predictions San Juan.
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(k) Prediction San Juan net K (l) Prediction San Juan net L

(m) Prediction San Juan net M (n) Prediction San Juan net N

(o) Prediction San Juan Vricon

Figure C.7: Predictions San Juan.
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