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Abstract

Optimization and planning of radiation therapy is performed in a treatment plan-
ning system. This includes the definition of target structures to be irradiated and
organs at risk to be protected, typically performed by contouring structures slice
by slice in the image data. Conversions between contours and their volume rep-
resentations are needed for visualizations and computations, but will however
introduce a loss of information due to the sampling to a uniform voxel grid. The
number of conversions performed can be large, causing errors to accumulate.

The aim of this thesis is to examine volume reconstruction methods and sparse
voxel representations for the purpose of volume reconstruction and representa-
tion with better accuracy than currently used algorithms in treatment planning
systems. A prototype has been shown to be more accurate on contours and poten-
tially cheaper in memory compared to the current method in RayStation in the
case where contours represent non-smooth objects.
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1

Introduction

As a result of improved treatment methods, the mortality in cancer is decreas-
ing. Two thirds of all cancer patients in Sweden are cured, and radiotherapy is
included in the majority of all successful treatments [1].

1.1 Background

The main idea behind radiation therapy is to kill cancer cells while minimizing
the damage on healthy tissue and organs. There is a fundamental difference be-
tween healthy cells and cancer cells, making cancer cells more sensitive to ioniz-
ing radiation. Cancer cells do not have the same ability to repair damages to their
DNA and are more often in the radio-sensitive stages of the cell cycle due to their
uncontrollable splitting. This difference is enhanced in external radiotherapy by
dividing the full dose into fractions, giving healthy cells time to repopulate.

External radiotherapy is the most common type of radiation therapy and is
used both in curative cancer treatment and palliative care. An especially efficient
example of the latter case is the treatment of symptoms caused by bone metas-
tases. Curative treatment is generally combined with surgery, chemotherapy or
other treatment methods such as target medicines, monoclonal antibodies and
hormonal treatments. It is used before surgery to reduce the size of the tumor or
post-surgery to reduce the risk of further spreading [2]. An alternative to exter-
nal radiotherapy is brachyterapy where the radiation source is placed within the
target tissue.

The most frequently used method in external radiotherapy is irradiation with
high-voltage photons. However, irradiation with protons or heavy ions can be
far more effective in sparing healthy tissue. Proton beam therapy is growing
more popular with more than 56 facilities worldwide, while heavy ion therapy so
far is restricted to a few clinics [3]. The first Nordic clinic for proton treatment,
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2 1 Introduction

Skandionkliniken in Uppsala, started treating patients in 2015 [4].

1.1.1 External radiation therapy

High-voltage photon irradiation is typically delivered by a linear accelerator, with
photons in the energy range of 2 to 25 MeV [2]. There are approximately 60 linear
accelerators in Sweden only, which can deliver dose in the form of both photons
and electrons.

By combining multiple radiation fields, a sufficiently high dose can be achieved
within the planning target volume (ptv) while keeping the dose levels low in sur-
rounding tissue. The radiation field is shaped by collimators and can be modu-
lated in intensity to achieve an even dose distribution in the ptv. The goal is to
obtain an even distribution of dose in the ptv and minimize the dose in organs
at risk (oar).

While photon fields decrease exponentially, protons and heavy ions deposits
most of their energy at a distinct maximum, the Bragg peak, further from the
radiation source. By placing the Bragg peak inside the ptv, one can limit the
distributed dose in healthy tissue to a minimum. Another advantage is the small
lateral beam spread, as well as the higher relative biological effectiveness (rbe)
meaning that a smaller amount of absorbed dose can cause as much biological
damage as a larger amount of absorbed dose delivered by photons. Proton beams
with the required energy for treatment of 200 MeV and above are normally pro-
duced in a cyclotron [4].

1.1.2 Treatment planning systems

Optimization of the beam type, energy and incidence angle is performed in a
treatment planning system (tps). 3D medical imaging acquired under the same
conditions and with the fixation aids that will be used on the patient during
treatment is used as input. Target structures to be irradiated and oar to be pro-
tected are delineated, typically by contouring the structures slice by slice in the
image data or by importing or modifying structures in 2D and 3D. Identifying
and contouring structures slice by slice in transverse planes of the image data is
usually preferred, but can also be performed in coronal and sagittal planes (see
figure 1.1). Image data in these planes are interpolated from the transverse image
scans and has a lower resolution.

The delineation results in a set of 2D contours representing all regions of in-
terest (roi) needed for visualization and computations in the treatment planning
process. The contour sets are reconstructed to 3D voxel objects to be used in 3D
computations in the tps. This reconstruction has direct impact on the resulting
dose distribution and must be of high accuracy, especially in the case of proton
or ion-beam therapy where millimeter precision can be achieved [5].

Following is an overview of a treatment planning system, more specifically
RayStation.
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Figure 1.1: Target structures to be irradiated and oar to be protected are
delineated in the transverse, sagittal or coronal image plane in a treatment
planning system (RayStation).

Dose grid voxel values

The first step in the treatment planning is the conversion from image data to
density values. The three-dimensional image data normally consists of CT im-
ages and can be combined with positron emission tomography (PET), magnetic
resonance imaging or magnetic resonance spectroscopic imaging. Density values
expressed in Hounsfield Units (hu) in the CT-images are resampled to a dose
grid and converted to mass density values using a hu-to-density table (see sec-
tion 2.1). The dose grid has a lower resolution than the CT-images, typically in
the interval of 1-5 mm [6].

Regions of interest

The rois are delineated and visualized in a grid of 0.5-1.0 mm resolution and
converted to dose grid voxel volumes to be used in the dose computations. In
the delineation process, structures can be represented as contour sets, triangle
meshes or voxel volumes depending on the type of visualization or operation
performed. A visualization in 2D converts the structure to a contour set, a 3D
visualization requires a triangle mesh and volume calculations requires a voxel
object.

Each conversion between the different representations introduce a source of
error proportional to the grid resolution. As a result, contour computations and
visualizations modify the user defined contours. Thin defined structures may be
lost, especially in the case of large roi where the resolution of the grid is limited
to 1.0 mm3. Even small errors can have a significant impact on the structures
since the number of conversions performed in the delineation process may be
large, causing errors to accumulate.
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Contour set
A contour can be described as a list of points in a plane, connected with line
segments. In RayStation, a contour set is defined as a list of such contours in
xy-planes, separated in the z-direction of a cartesian coordinate system.
Distances in z between contour planes are thus equal to the distance between
scanned image slices if the contours are delineated in the transverse direction,
i.e. on image planes. The same definition of contour sets is used for the purpose
of this thesis work.

Volume representation
Volumes in RayStation are represented as voxel objects with relative volume
voxel values. Voxels inside the surface of an object has the value 255, voxels
outside has the value 0 and voxels containing a surface are given a value
between 0-255 depending on the distance between the voxel center and the
surface. The currently implemented algorithm in the tps RayStation converts
contour sets to voxel objects using shape-based interpolation, adapted to handle
relative volumes [6].

The conversion in RayStation between a contour set and a voxel object is
performed in a series of steps. First, contours are binarized to the resolution of
the voxel grid and filled using a seed fill algorithm. For each pixel intersected by
the contours, the area fraction within the contour is computed. A fast marching
distance transform [7] is computed to obtain signed distance values for pixels
inside the bounding volume. A linear interpolation of the distance values is
performed between each pixel and the corresponding pixel on the next slice to
get distance values for the voxels in between the slices.

Differences between the original contours and the voxel object are due to the
discretization to the voxel grid, with larger deviations if voxels do not coincide
with the contour planes. For volumes constructed from contour sets where
contours change considerably in consecutive planes, volume representations
and original contours may differ in the contour planes. This is a problem during
conversions, for instance when a contour set is converted to a volume and back
to a contour set again. One example is shown in figure 1.2, where part of a
contour is lost during the conversion to a relative voxel volume.

Contours are reconstructed from the voxel rois using the Marching squares
algorithm [8] in the original contour planes.

Surface representation
roi are converted to triangle meshes for 3D visualization in the tps. The
conversion in RayStation is performed using a triangulation algorithm on the
voxel volume, for example Marching cubes [9, 6].

Conversion to the dose grid
The delineated rois are represented as relative volume distributions in the dose
grid, i.e. voxel objects with the same resolution as the dose grid and relative
volume voxel values. The conversion is made to a contour set at twice the dose
grid resolution, then to a dose grid roi by shape-based interpolation of the
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Figure 1.2: Shape-based interpolation on a uniform grid, using relative
voxel values. When voxel centers are not aligned with the contour planes,
contours reconstructed from the volume may differ from the original con-
tours.

contours as described above. The relative volume distributions in the dose grid
(dose grid rois) are used for dose computations, dose statistics, optimization
function values and when computing Dose Volume Histograms (dvhs) [6].

A roi can be associated with a material override, specifying the material
composition of the delineated region. When converted to dose grid rois, voxels
converted by the relative volume are assigned with the overriding material
parameters (see section 2.1).

Dose computation

The delivered dose to each voxel in the dose grid is computed using beam trans-
port simulations based on analytical algorithms and Monte Carlo simulations.
The computation differs for different types of radiation as photon beam trans-
portation is simulated using electron densities as input while proton and heavy
ion beam simulation requires further information about the irradiated materials.

The goal is to achieve a 100% coverage of the prescribed dose to the planning
target volume while minimizing irradiation in the surrounding tissue, especially
in oar.

1.2 Problem definition

In the delineation process in a tps, fine details and thin contours may disappear
or end up at slightly different positions during conversions between the roi rep-
resentations. Many conversions are made during the process, causing errors to
accumulate.

These errors do not affect dose computation directly, but if the resulting dose
grid voxel objects are incorrectly defined, treatment plan optimization will be
performed on inaccurate roi. When material overrides are used, roi represen-
tations are used as input in the dose computations. This has a direct impact on
the computed dose where beam range computations are based on the defined
material parameters of the roi.



6 1 Introduction

With the increased precision and accuracy obtained with proton and heavy
ion therapy, correct representations of roi are essential. The high dose gradients
(dose intensity variations) and the possibility of treating small regions in the eye
and brain requires a highly accurate representation where errors due to contour
conversions are set to a minimum. A more important source of error in this case
is however an insufficient resolution of the dose grid, as described in section 2.3.

The errors due to roi representations and reconstructions are generally small
but contribute to the many uncertainties in the treatment planning process.

1.3 Aim

The primary goal of this thesis project is to survey the field of applicable volu-
metric reconstruction methods and to implement prototypes and compare them
against each other and against the methods currently implemented in RayStation,
both regarding accuracy and performance. A secondary goal is to also look at dif-
ferent sparse voxel representations for better accuracy and performance.

The resulting structures are needed both for visualization and various com-
putations in the treatment planning process. A background section in the thesis
will describe how the quality of these structures affect dose computation, includ-
ing an overview of other algorithms performed and potential sources of error in
treatment planning.

The problem can be divided into two parts, as described below.

1.3.1 2D to 3D reconstruction from contours

Examine new methods for creating volumetric 3D-representations from contours
with better accuracy than the currently implemented algorithm in the radiation
therapy treatment planning system RayStation. This includes a literature review,
prototype implementations and comparisons of algorithms in terms of perfor-
mance and accuracy.

1.3.2 Sparse voxel representation for interaction

The currently implemented algorithm in RayStation is based on a uniform voxel
representation, leading to performance problems when a very high resolution is
used. Trade-offs have been made causing a loss of precision for thin structures.
The new representation should be able to represent thin structures well with a
good performance in memory and complexity. A sparse representation is desired
and it must support 2D to 3D reconstruction.
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Theoretical Background

Treatment planning in a tps involve the conversion from medical image data to
material properties, used as input in the dose computations together with the
defined roi. An overview of the performed operations is given in this chapter,
with a focus on potential sources of error.

Other sources of error are patient movement during the delivery of dose, im-
age quality and changes in the patient anatomy during the period of the treat-
ment.

2.1 Conversions from medical image data

ct imaging, magnetic resonance imaging and PET are used for the delineation of
target structures and oar in a tps, but ct image data is also used for identifying
mass density values of the irradiated tissue. By measuring the transmission pro-
files of X-rays penetrating the patient from different angles, a ct scan provides
cross-sectional images of the patient with information about the X-ray photon
attenuation in each pixel. Pixel values are expressed in Hounsfield Units (hu)
corresponding to the measured effective linear attenuation coefficient µ accord-
ing to equation 2.1, where µH2O

is the effective linear attenuation of water.

hu = (
µ

µH2O
− 1) ∗ 1000 (2.1)

Photon attenuation depends on the mass density of the irradiated material,
which can be obtained from the ct image using a hu-to-density table where
−1000 hu correspond to air and 0 hu correspond to water [10].

In the energy range of X-ray photons used for CT (typhically acquired with
voltages up to 80-140 kV [11]), photoelectric absorption, Rayleigh scattering and
Compton scattering are the dominant effects causing photons to attenuate. The
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8 2 Theoretical Background

photoelectric effect dominates for low photon energies and high atomic numbers
while higher energy photons are scattered by atomic electrons (Compton scatter-
ing) [12].

2.1.1 Effective density

The dominating effect for the high-voltage photons used for treatment is Comp-
ton scattering, which is proportional to the electron density of the irradiated
material. Pair-production dominates at even higher photon energies and atomic
numbers and needs to be considered in photon beam computations [2].

The mass densities acquired from the medical imaging is thus converted to
electron densities for dose computation with photons. Since pair-production re-
sult in an increased attenuation of higher energy photons, an effective density can
be introduced where the change in photon attenuation is taken into account. The
corresponding density value is stored for each voxel in the dose grid and used in
photon beam computations [6].

2.1.2 Material properties

Proton and heavy ion beam computations require further information of the irra-
diated tissue, namely the mean ionization energy. In addition, the mass fraction
of atomic elements is necessary for Monte Carlo computations. These material
properties can be interpreted from the ct data by converting Hounsfield values
to mass density values and identifying the corresponding materials. The mean
ionization energy is then computed from the respective material compositions.
Since the hu value may be the same for multiple combinations of materials, this
conversion is a significant source of error in dose computations [13].

Hounsfield number conversions

There are several conversion methods, generally involving the scanning of tissue
phantom materials and linking hu numbers to their corresponding tissue types.
As an approximation, interpolations between different tissue types with respect
to mass densities and elemental weights can be performed.

The tps RayStation uses 10 template materials or tissues that can be found
inside a patient. The materials are defined with atomic mass compositions, den-
sities and ionization energies. Muscle is defined as a mixture containing 71%
oxygen and 14.3% carbon and a calculated mean ionization energy of 74.7 eV,
while the calculated mean ionization energy of bone is 106.4 eV. The template
materials are interpolated with respect to their mass density to construct a list of
50 materials used for dose computations. The material properties of the tissue
covered by a voxel is determined by finding the closest match in mass density of
the voxel to one of the interpolated materials.

The interpolation between two template materials A and B result in a new
material with a mass density ρ, mean ionization energy I and elemental compo-
sitions defined as weights of the different elements, w(Z). Parameters on this
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form can be used directly as input in stopping power calculations in the dose
computation (see section 2.2.2).

Interpolated material parameters are computed according to equation 2.2 -
2.3, where ρA < ρ < ρB.

w(Z) = waw(Z)a + wbw(Z)b (2.2)

ln(I) =
wa < Z/A >a ln(Ia) + wb < Z/A >b ln(Ib)

< Z/A >
(2.3)

The weightswx of material A and B are determined by the respective closeness
in density to the density of the interpolated material. < Z/A >x is the number of
electrons to molecular weight ratio of material x, determined by the elemental
weights w(Z) of that material [6].

Another method is suggested by Schneider, Bortfield and Schegel [10]. By
calculating the Hounsfield numbers for 71 human tissues, four sections on the
number scale are defined and mass densities and elemental weights are interpo-
lated within each section.

Effects on distributed dose

The conversion from photon attenuation to material properties is a significant
source of error in treatment planning with protons and heavy ions. To estimate
the effect of these errors on the resulting treatment plan, three methods for con-
verting ct data were compared in [13]. The first method is the one suggested by
Schneider, Bortfield and Schegel as described above, the second is based on tis-
sue compositions published by ICRU and linear interpolation of the mass density
and the third method specifies materials as water with different stopping power
and does not consider tissue composition at all.

The impact on proton Monte Carlo dose calculations was estimated by com-
paring the respective dose-volume histograms (dvhs, see section 2.3.1) of the
gross tumor volume and clinical target volume computed for each method. The
differences found were generally small, but could affect the treatment plans when
large tissue inhomogeneities were present. The difference in hu to relative mass
density conversions could be as large as 10% in hus corresponding to air, 8% in
skeletal tissues and 4.7% in soft tissues for the different methods, but the differ-
ence in assigned elemental compositions proved to be the main reason for signif-
icant effects in the target area [13].

Another approach to determine material properties is the use of dual energy
ct. This is a relatively new technique where the first scanner for clinical use was
available in 2005. A dual energy ct scan uses a combination of two different
photon energies, for example through rapid switching of the X-ray tube voltage,
a simultaneous use of two orthogonal X-ray tubes on different energy settings or
using a dual layer detector. Since the dominating effects governing the photon
attenuation differs for different photon energies, a combination of energies can
provide the necessary parameters for dose computation without the identifica-
tion of irradiated materials. The electron density and the atomic number of the
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irradiated material can be estimated as functions of the hu values obtained for
different photon energies, with accuracies of 1% respective 3% [14].

Although the use of X-ray ct imaging is standard in proton and heavy ion
treatment planning, proton computed tomography could possibly be an alterna-
tive in the future. A proton scan provides information about particle propagation
through the patient without taking the detour of interpreting material properties
from photon attenuation values [15].

2.1.3 Material overrides

The conversion from ct data to material parameters can be avoided in certain
regions by specifying the material properties of a roi directly. This is commonly
used on prostheses and implants that cannot be correctly converted from the ct
data to mass density values. Voxels in the dose grid covered by a material over-
ride are assigned the parameters of the overriding material, while partly covered
voxels are assigned with the weighted average of the overriding material density
and the density value converted from the ct data. While material overrides can
minimize errors from the ct data conversion, it is important that the roi associ-
ated with the material override is correctly defined. If the resolution of the roi is
insufficient, voxels will be assigned with false material parameters. This affects
the computation of dose.

2.2 Absorbed dose calculations

Dose calculation in a tps is performed by computing the theoretical dose dis-
tributed to the patient, taking physical processes and interactions with the irra-
diated tissue into account. The distributed dose is computed and stored for each
voxel in the dose grid and is used for optimization. Based on the goals defined by
the treatment planner, such as the maximum allowed dose to a roi or minimal
dose in a ptv, a tps computes the optimal beam directions, beam intensities and
field shapes for each plan. Dose is typically delivered as 2 Gy per fraction, the
number of fractions depending on the size and type of the tumour. The total dose
is usually within the interval of 50-70 Gy.

Computations differ for the different types of radiation, but the goal is always
a fast and sufficiently accurate method that can be calculated and re-calculated
for dose optimization. Common methods are the fast analytic algorithms such
as pencil beam or collapsed cone models, but accurate yet more time-consuming
Monte Carlo techniques are used for treatment planning as well [16].

2.2.1 Photons

Dose computation in the case of radiation treatment with high-voltage photons
take mass and electron densities of the irradiated material as input as well as the
photon energies [2].

The ionizing radiation used typically varies between photon energies of 100
eV to a couple of MeV, where the dominating effects causing an attenuation of
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Figure 2.1: Depth dose distribution for photons, protons and carbon ions.
Data generated using FLUKA [17, 18]

the photons are the photoelectric effect, Compton scattering and pair production.
The photon fluence decreases exponentially with the penetration depth, while
the absorbed dose is maximal a couple of cm into the material. Electrons result-
ing from the ionizations collide with multiple atoms before they are completely
stopped, causing a spread of the delivered dose [12].

2.2.2 Protons and heavy ions

Protons and carbon ions in radiotherapy are characterized by their distinct maxi-
mum in delivered dose near the end of the beam range (figure 2.1). While lighter
charged particles such as electrons are considerably scattered by collisions with
atom electrons, the many collisions with the much lighter atom electrons result in
a well-defined dose distribution and a relatively small beam spread in the lateral
direction for the heavy charged particles [12].

Physical aspects of ion beam therapy

The stopping power (S) is defined as the average energy loss per unit length and is
mainly caused by inelastic collisions with target atom electrons in the irradiated
material for heavy ions. The probability of interaction with the target atoms
increase with decreasing particle energy, which is why the energy loss per unit
length has a distinct maximum at the Bragg peak near the end of the beam range.

Stopping power for high-energy heavy ions (and protons) can be described
by the Bethe-Bloch formula, here presented in the form used as input in dose
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computations in RayStation (equation 2.4 - 2.5)

S =
4πe4

mec2u

∑
i

wi
Zi
Ai
∗
ρZ2

β2 [ln(
2mec2

Imaterial
) − ln(

1
β2 − 1) − β2] (2.4)

β2 = 1 − (1 +
E

Mc2 )−2 (2.5)

where E is the kinetic energy of the incident particle with mass M and atomic
number Z, u is the atomic mass unit, c the speed of light in vacuum and me the
electron mass. The irradiated material is defined by the relative weights wi of
its constituent elements with mass numbers Ai and atomic numbers Zi and the
mean ionization energy Imaterial [6].

The position of the Bragg peak can be adjusted by changing the incident parti-
cle energy, and broadened by using a wider spectra of incident particle energies.
This can be achieved using degraders and ripple filters. Another effect that cause
a wider Bragg peak is energy straggling, i.e. statistical fluctuations of the energy
loss for the large number of collisions, and inhomogeneities of the tissue in the
patient [5].

The lateral beam spread of heavy ions is relatively small, but needs to be
considered in dose computations. It is mainly due to scattering events caused
by elastic Coulomb interactions with target atom nuclei and is larger for heavy
target elements and lighter ions or protons [5].

Dose computation

Analytic pencil beam models are commonly used in dose computations with
heavy particles. The physical beam is described as a superposition of narrow
"pencil beams" in cylindrical coordinates, consisting of particles with the same
energy and direction. The dose D at position (z, r) is computed as the product of
the lateral dose profile φ(z, r) and the longitudinal, integrated depth dose distri-
bution IDD(z) (2.6) [19].

D(z, r) = φ(z, r)IDD(z) (2.6)

Planar integral dose distributions can be obtained using Monte Carlo pre-
computed depth dose profiles of particle beams in a reference material, typically
water, taking nuclear interactions into account. The integrated depth dose distri-
bution IDD(z) is then obtained by scaling the reference dose distribution curve
with the computed stopping power of the actual material in the voxel relative the
reference material. The lateral dose profile in RayStation is calculated analyti-
cally, taking relevant physical interactions between the radiation and the material
into account [6].

2.3 Effects of voxelization

Each time a set of contours is converted into a voxel object, errors are introduced
depending on the voxel grid resolution. This results in a loss of information not
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only when roi are delineated and visualized in the tps, but also when contours
are converted into dose grid voxel objects. While contour sets outlining large
volumes remain relatively unaffected, small volumes containing only a few voxels
can be significantly altered. Since the dose grid voxel rois are used as input in
dose calculation and optimization, errors in this stage may result in sub-optimal
treatment plans.

2.3.1 Effects on dose volume histograms

A dvh provides information of the computed dose distribution in a volume and
is used for evaluation and optimization of treatment plans. The relative volume
of a roi is plotted against the delivered dose, measured in Gy or in cGy (see
figure 2.2). Volume calculations for dvhs in RayStation are performed on dose
grid voxel objects, where each voxel contains the distributed dose value to that
voxel.
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Figure 2.2: A dvh showing the computed dose distribution in the ptv (red)
and the skin (green) for a treatment plan using carbon ion pencil beam scan-
ning (Carbon pbs). Each point on a curve indicates the volume of the roi
where the computed dose is greater than or equal to the value on the X-axis.
For treatment with carbon ions, dose is presented as a rbe value, i.e as the
corresponding dose needed to achieve the same amount of damage to the
cells when using photons instead of carbon ions. The dose distribution to
the skin and other organs at risk should be as low as possible, while the ptv
ideally should be uniformly covered by the prescribed dose (here, ~6000 cGy
(RBE)).

The effects of voxelization on dvhs has been evaluated by Sunderland, K et
al. in [20]. By sampling delineated structures at varying resolutions and calculat-
ing the agreement percentage between the resulting dvhs, large deviations were
found for small structures and in regions with a high dose gradient. The differ-
ence in resolution produced consistent differences between dvhs, and staircase-
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like effects appeared as a direct consequence of the low sampling rate of small
object in regions with high dose gradients [20].

The voxelization of contour sets in RayStation differs from the method de-
scribed in the study by using relative volumes instead of binary voxels [6]. Voxel
values in RayStation vary between 0-255 depending on the percentage of the
voxel covered by a roi, as opposed to binary voxels where the value one respec-
tive zero indicate that the voxel is inside or outside a roi. This reduces sampling
errors, but staircase-like effects can still be seen in dvhs containing small voxel
objects in regions where the dose gradient is high (see figure 2.3).
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Figure 2.3: A dvh showing the dose distribution in the ptv (red), the skin
(green), the sciatic nerve (yellow) and two small objects containing only a
few voxels, placed in a region where the dose gradient is high (pink, white).
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Related work

An overview of the concepts of shape-based interpolation and adaptively sam-
pled distance fields is given in this chapter. Shape-based interpolation is widely
used in volume reconstruction methods from medical image data. Adaptively
sampled distance fields provide distance field representations on a non-uniform
grid.

3.1 Shape-based interpolation

How to interpolate data between consecutive image slices is a common problem
in medical visualization, including visualization and delineation of roi in a tps.
For objects defined by contours in consecutive planes, object borders can be lin-
early interpolated using shape-based interpolation [21], [22]. Here, 2D distance
fields are generated for each of the contours and linear or higher order interpo-
lation is performed on the distance fields. The intermediate object boundaries
can be identified by thresholding the interpolated distance fields at zero (see fig-
ure 3.1). This method is currently used in RayStation to generate voxel objects
from the automatically or manually traced contours.

A 2D distance field is normally produced by binarizing the contour to a cer-
tain resolution and computing the shortest distance to it for each pixel. Pixels
inside are assigned with positive distance values and pixels outside are negative.

3.2 Adaptively sampled distance fields

Distance evaluations from arbitrary surfaces and contours can be computation-
ally heavy and are often associated with various approximations. For highly ac-
curate distance evaluations, high sampling rates generate high memory costs and
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long computational times while low sampling rates lead to a loss of detail in the
distance field representation of the shape.

An alternative to uniformly sampled distance fields are the adaptively sam-
pled distance fields (adfs), presented in [23]. The sampling rates are determined
by the local complexity of the distance field and the computed distance values
are stored in a spatial hierarchy, for example a quadtree (2D) or an octree (3D). In
a quadtree structure, an area is recursively subdivided into four regions or nodes
until a certain criteria is met.

For a quadtree-based adf, computed distance values are stored in the four
corner points of each node. If the distance field in the enclosed area is not well
approximated by an interpolation method using the stored distance values, the
node is split into four child nodes and new distance values are computed and
stored in the child node corner points. This procedure is repeated until the whole
distance field is well represented by stored distance values or until a certain min-
imum node size is reached.

The quadtree structure of an adf generated for a simple contour is shown in
figure 3.2. Quadtree nodes are split if bilinear interpolation using the distance
values in the node corner points cannot reconstruct the distance values of five
control points (the center of the node and the centers of the node’s edges) for a
defined error tolerance, as suggested in [23]. As a result, node subdivision is high
at contour corners where the distance field is poorly approximated by bilinear
interpolation. The distance value for any point in the field (within the error toler-
ance limit) is accessed by a tree traversal algorithm and bilinear interpolation of
the corner points of the smallest node covering the point.

By restricting high sampling rates to areas where it is needed, adfs can rep-
resent highly detailed shapes for a lower memory cost and less distance com-
putations than a uniformly sampled distance field. Limiting the distance com-
putations to a bounding box or a small margin outside the shape can speed up
generation times and interpolation types and conditions for subdivision can be
altered for further optimization [24].
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(a) Distance field 1. (b) Contour 1

(c) New distance field. (d) New contour.

(e) Distance field 2 (f) Contour 2

Figure 3.1: Shape-based interpolation. The intermediate contour in (d) be-
tween the contours in (b) and (f) is obtained by interpolating their respective
distance fields. It corresponds to the iso-contour of the interpolated distance
field (c).



18 3 Related work

Figure 3.2: The quadtree structure of an adf for a simple contour (3.1b).
For a total area of 8.0 x 8.0 cm, a node is subdivided if the distance values
in the node center and center of node edges cannot be reconstructed by bi-
linear interpolation of the node corner points within an error tolerance of
±0.02 mm. The contour was reconstructed from the adf using the Marching
squares algorithm.
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Method

An initial study was performed to survey the field of applicable volumetric re-
construction methods and sparse voxel representations. Prototypes were im-
plemented and evaluated, starting with the implementation of two-dimensional
adaptively sampled distance fields for contour representation. The extension to
three dimensions was made by interpolating the two-dimensional fields to an
adaptively sampled voxel grid. A resulting volume representation using binary
voxel values was compared to the existing method in RayStation.

4.1 Pre-study

Sparse voxel representations and volume reconstruction methods were reviewed
for the purpose of representing volumes in a tps.

4.1.1 Sparse voxel representation

Octree structures are widely used in the field of computer graphics, for instance
in scene subdivision for collision detection and sparse voxel representation in
real-time ray tracing. Starting with a top node of the size of the bounding volume,
nodes are subdivided into eight child nodes until a certain criterion is fulfilled.
In a pointer-based octree, each node contains pointers to the parent node and
eventual child nodes.

A sparse voxel representation exploits the fact that the number of voxels
needed to represent a surface of an object is considerably lower than the num-
ber of voxels in a uniform grid covering the object. Using an octree-structure, a
sparse voxel volume can be constructed by defining the bounding volume as the
initial node. Nodes are then subdivided until they do not cover any part of the
surface or until the minimal node size is reached. When subdivision is done, all
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leaf nodes are defined as voxels. The resulting representation is an adaptively
sampled voxel volume with high resolution on surfaces and low resolution on
empty regions of the volume.

Despite the additional information needed to represent the tree structure,
octree-based representations are often cheaper in memory than their uniformly
sampled counterparts. As an example, a uniform grid of 256x256x256 cm3 with
1 cm3 sized voxels need 17 MB of storage, considering that each voxel is repre-
sented by 1 byte in memory. The same volume would require 130 MB if the res-
olution was increased to 0.5 cm3 voxels, and 1 GB for voxels of 0.25 cm3. If the
contained surface covers 1% of the volume, approximately 106 voxels of 0.25 cm3

resolution would suffice for an adaptive representation with larger sized voxels
elsewhere.

The storage needed to represent an octree can be further reduced by using a
linear octree structure. Here, only the leaf nodes are stored with corresponding
locational keys. The locational keys described in [25] represent the octree hierar-
chy using three bits of information for each added level in the octree. Each bit
describes the branching of the tree in one of the dimensions for that level, i.e. 0
for nodes sharing their corner coordinate with the parent node and 1 for nodes
that do not.

For instance, a tree consisting of a node with eight child nodes is described
by the eight leaf nodes. The node with the black corner in figure 4.1 would be
assigned the locational code 000 110 (i.e. six) if the coordinate in x̂ is considered
to be the least significant bit. Further subdivision of a node in the tree would
add three bits to all keys in the tree, zero-valued for nodes that are not further
subdivided. This representation ensures that only leaf nodes, i.e. voxels, need to
be stored and voxel corner coordinates in the volume can be efficiently computed
from their respective keys [25].

Figure 4.1: An octree structure consisting of one parent node and eight leaf
nodes.

For the volume described above and a total number of voxels in the adaptive
volume estimated to 14x106, the cost for a linear octree representation would be
less than 70 MB. The voxel size 0.25 cm3 correspond to ten node subdivisions.

The number of nodes or voxels needed to describe a surface can be reduced by
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introducing adaptively shaped voxels, for example voxels intersected with a pair
of parallel planes in the orientation of the surface [26]. Another option is to use
relative voxel values, as implemented in RayStation [6]. In this case, voxel values
may vary between 0-255 depending on how large the voxel volume covered by
the object is. Representing an object with a three-dimensional distance field in
an adf (see section 3.2) could possibly reduce the number of nodes needed even
further.

A three-dimensional adf can be stored in an octree structure with distance
values in the eight corners of each node. Nodes are subdivided until trilinear in-
terpolation of the corner values can represent the Euclidean distance field within
a certain error tolerance. The surface is represented by the zero-level iso-surface
of the distance field, with larger nodes on planar regions of the surface [24].

It is essential that the volume representation can be modified by the various
tools in a tps. This requires functions such as identification of the bounding node
for a point in the volume and finding the coordinates and neighboring nodes
for a given node in the octree. The same functions are needed to construct a
surface mesh from the volume. Octree structures have been used to efficiently
edit volumes, one example being the interactive editing of voxel objects described
in [27] including adding and removing material to a volume. Another example
are the processing methods implemented for 3D adfs in [24].

4.1.2 2D to 3D reconstruction from contour lines

There are several existing methods for contour-to-surface reconstruction of which
many has the purpose of producing realistic and smooth surface meshes for visu-
alization in the field of computer graphics and medical imaging. In treatment
planning, volumetric representations must fit the delineated contours exactly
and conversions between different representations should ideally not alter the
originally traced contours at all.

Contour stitching

A mesh can be directly created from the contours by connecting contour vertices
(line segment points or contour pixels) between adjacent planes. The resulting
mesh passes through all contour points, but special cases must be handled to
avoid artifacts due to topology changes such as self-intersections and branching
where a the number of contours differ in adjacent slices [28]. Local edge detection
produces fake edge vertices and gaps in the mesh which can be handled by region
segmentation and contour grouping techniques [29].

Complex shapes require large numbers of polygons for correct representation,
especially if the largest polygon size is limited by the distance between adjacent
contours. The polygon count can be reduced by merging using a polygonal mesh
simplification algorithm. One example is the Superfaces algorithm [30] which
simplifies the generated mesh within a specified error boundary.
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Field-based methods

A more common reconstruction method is to generate an implicit representation
of the object before constructing a mesh, for instance a distance field where the
zero-value isosurface correspond to the object surface. This is the case in Shape-
based interpolation where two-dimensional distance fields are sampled and in-
terpolated, resulting in a regular grid where a binary volume can be extracted
by thresholding at zero (see section 3.1). Other methods approximate a three-
dimensional distance field from the contoured object, using only contours as in-
put. Volume objects can be visualized with volume rendering methods or by con-
structing a surface mesh with a triangulation method, e.g. the Marching cubes
algorithm [9].

Distance field estimation
Euclidean distance fields are useful object surface representations in many
applications, including the construction of sparse voxel octrees or adfs (see
section 3.2). It is easy to determine if a cell surface is inside a node since the
distance values are proportional to the node cell size. Distance fields can be
estimated from a set of scattered surface points, for example by defining local
tangential planes and compute distances to them [31]. Other estimations are
targeted to field computations from contours.

The volume-based surface reconstruction method described in [32] consider
pixels on contours as a single point set in R3 and estimate surface normals in
each point. A filled binary volume is constructed by identifying voxels inside
the contoured region and edge blurring is performed using a 3D Gaussian
kernel. Normals are computed as the normalized gradients of the blurred
volume and normals in-between contours are constructed by scaling the contour
points and normals. A three-dimensional distance field is generated using
multi-level partition of unity implicits (MPU) [33]. The result is a smooth
surface representation adapted to visualization of biological data.

Another idea is to estimate a 3D distance field using computed 2D distance
fields. Euclidean distance evaluations from a contoured object need to take
multiple 2D fields into account, since the shortest path to the object does not
usually lie in one contour plane. A related problem is the estimation of a 3D
Euclidean distance field from 2D range images, where a method using adfs has
been proposed by Frisken and Perry [34]. Each pixel value in the range images
represent the perpendicular projected distance to a scanned object, which can be
corrected to estimate the shortest distance to the object by using the local
gradient magnitude of the projected distance field. Distances near occluded
surfaces and surfaces parallel to the projected distance direction need additional
corrections.

Improved interpolation methods
Shape-based interpolation is more robust than contour stitching and works well
when adjacent contours are relatively similar or only change in scale, but does
not handle interpolation between contours when there is no overlap. Several
methods of determining the connectivity between cross-sections and improving
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generated surfaces have been introduced, of which many are based on
shape-based interpolation.

The surface reconstruction algorithm presented in [35] is an extension of
maximal disc shape based interpolation [36] and can interpolate sparse,
complex cross sections with large variations between planes. This is achieved by
allowing interpolation directions between cross sections to vary depending on
region correspondence. A regular grid of distance values is constructed by
determining the interpolation direction in each point and linearly interpolating
neighboring distance fields in that direction. The same problem is addressed in
[37], where smooth surfaces passing exactly through the contours are
constructed from a fixed grid augmented with interface tracking.

Other methods are targeted to create smooth shapes suitable for visualization
of medical data. A method adapted to surface reconstruction from contours is
described in [28], where smooth curve representations are achieved by
approximating the contours with MPU implicit functions. Distance fields are
computed from the implicit curves and filtered to reduce discontinuities further.
Interpolation of the distance fields is performed using cubic splines, resulting in
a volume where the iso-surface is a smooth representation of the contoured
shape.

4.2 Prototype implementation

Considering the requirement of highly accurate contour preservation for conver-
sions between 2D and 3D representations, the decision was made to investigate
the use of adfs for distance field generation from contours. By restricting dis-
tance computations to a set of well-chosen points, accurate but computationally
heavy distance calculations can be used while avoiding excessively long compu-
tation times.

The sparse representation provided by a 3D adf would enable very high res-
olutions on interpolated object surfaces for reduced memory costs, accurately
preserving the contours. However, constructing a 3D adf from a set of contours
would require the estimation of three-dimensional distance values from the inter-
polated volume. Another possibility was to construct a sparse voxel representa-
tion by interpolating 2D adfs on a non-uniform grid.

4.2.1 2D Adaptively sampled distance fields from contours

As an initial step, 2D adfs were generated for various types of contours. Signed
distance values were obtained using the Winding number algorithm, assigning
positive values for points inside and negative values for points outside a planar
polygon [38]. The Winding number, or the number of times the polygon wraps
around a point in the plane, is non-zero for points inside the polygon and zero
for points outside. The number was obtained by traversing an infinite ray from
each point in the plane, subtracting the number of times the ray crosses a line
segment from the left by the number of times it crosses a line segment from the
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right. This requires polygons defined as a number of line segments where each
end point is connected to the start point of the next line segment.

Using bilinear interpolation and five control points as described in section 3.2,
quadtree based adfs were constructed. The quadtree structures of adfs for a con-
tour with 7 line segments and different error tolerance values are shown in fig-
ure 4.2, where the contour is reconstructed using the Marching squares algorithm
[8]. The low error tolerance in figure 4.2a result in a heavy subdivision of nodes
in areas around contour corners where distance values are badly approximated
by bilinear interpolation. The high error tolerance in figure 4.2c yields an unsatis-
factory contour reconstruction due to the low sampling rate of the distance field.
The reconstructed distance fields are shown in figure 4.2b and figure 4.2d.

It is evident that highly accurate distance field representations require exces-
sive amounts of nodes, unless higher order interpolation methods are used. These
methods require distance field computations in additional control points for sub-
division and distance field reconstruction and might not be an optimal solution.
For instance, biquadratic interpolation used in [24] need 9 control points per
node and does not reduce node subdivision considerably.

Limiting distance field computations to a margin around the contour can sig-
nificantly reduce node subdivision without affecting contour reconstruction from
the produced adf. The extreme case is shown in figure 4.3a where node subdivi-
sion is forced to stop if the node does not contain a contour. This contour-inside
test is performed by comparing the distance to the contour from the node center
point to half the node’s edge length multiplied by

√
2. Although the zero-level of

the distance field is correctly placed and can be used for accurate contour recon-
struction, the distance field (figure 4.3b) has visible artifacts inside and outside
the contour.

Adapting the error tolerance to different areas of the field can lead to nearly as
few node subdivisions while reducing visible artifacts in the distance field. The
adf in figure 4.3c is generated for an 8.0x8.0 cm grid where the distance value
error tolerance is ±0.01 mm on the contour and ±1 mm elsewhere. The distance
field in figure 4.3d is approximate but smooth with a high accuracy on contour
borders.

4.2.2 Extension to 3D

The next step in the object reconstruction was the extension to three dimensions.
Estimating 3D Euclidean distance values for the purpose of creating a true 3D
adf from sparsely spaced contours introduces a source of error in the reconstruc-
tion process. Although distance estimations (as described in 4.1.2) can produce
smooth and realistic surface representations while maintaining a high accuracy
on contours, even small errors are accumulated during conversions between the
different representations.

With the main goal of correct contour preservation and less priority on smooth
interpolations between contours, a new shape reconstruction method using 2D
adfs, shape-based interpolation and a non-uniform voxel representation was im-
plemented and tested with respect to its volume representation in a tps.
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(a) Low error tolerance (b) Reconstructed distance field, (a)

(c) High error tolerance (d) Reconstructed distance field, (c)

Figure 4.2: Quadtree structures for adfs with different error tolerance val-
ues along with their respective reconstructed distance fields and contours.
The low error tolerance in (a) results in a high subdivision of nodes and
a highly accurate contour representation. The high error tolerance in (c)
yields an unsatisfactory contour representation due to the low sampling of
the distance field. The initial contour was reconstructed using the Marching
squares algorithm. The distance field was reconstructed by bilinear interpo-
lation of the four corner points of each node.
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(a) Low error tolerance, node subdi-
vision only on contours

(b) Reconstructed distance field, (a)

(c) Varying error tolerance (d) Reconstructed distance field, (c)

Figure 4.3: Quadtree structures for adfs with (a) no node subdivision for
nodes not containing a contour and (c) low error tolerance on contours and a
higher error tolerance for nodes not containing a contour. Both representa-
tions correctly represent the initial contour within a defined error tolerance,
but the reconstructed distance field in (b) has visible artifacts.
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Figure 4.4

Shape-based interpolation on an adaptively sampled grid

The idea was to perform shape-based interpolation on 2D adfs, utilizing their
high accuracy on contours to construct a representation with high resolution
on contours and sufficient resolution elsewhere. Starting from a set of contours,
adfs were computed and used for surface detection in the construction of a voxel
volume in the form of an octree. The result would be a shape-based interpolated
voxel object of varying resolution that could be sliced in any direction for contour
representation.

As an example, five contours representing the bottom of a femoral head are
shown in figure 4.4. A bounding box (large for the purpose of visualization) is
defined and used as starting node for octree subdivision. Nodes are subdivided
until they do not contain any object surface or has reached the minimal node
size. When all subdivisions are done, nodes are defined as voxels with values
dependent on whether they are inside or outside the object. The result is a voxel
volume with small voxels on the object surface and larger voxels inside and out-
side the object (see figure 4.5), possibly enabling a higher accuracy on contours
than shape-based interpolation performed on a uniform grid for the same mem-
ory cost.

Testing if an object surface is present in a node requires a definition of the
surface. In this case, the surface is defined by shape-based interpolation of the
input contours, i.e. linear interpolation of the 2D adfs. Contours and adfs
are generated in xy-planes, stacked in the z-direction. A node with the top and
bottom planes coinciding with two consecutive contour planes is ensured to be
empty if no contours are present in these planes and both the top and bottom
planes are on the same side of the contour. This can be checked using the same
contour-inside test in each plane as in the 2D adf generation where the size of
the node in the xy-direction is compared to the 2D distance value at the node
center (section 4.2.1). The same is valid for smaller nodes, except contour tests
are performed using linearly interpolated distance values from the neighboring
adfs. For a node containing multiple contour planes, a contour-inside test must
be performed in each contour plane.

For adfs with low error tolerance on contours and higher tolerance elsewhere,
distances used for shape-based interpolation will be highly accurate on contours
and less accurate inside and outside the contoured area (figure 4.6). Consequently,
surfaces between contours that differ in shape and size will be approximately lin-
early interpolated but accurate on the contour planes. For the five contours, oc-
tree subdivision as seen from the side is shown in figure 4.7 with a final voxel
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(a) (b)

(c) (d)

Figure 4.5: Subdivision of nodes in an octree structure, here with the possi-
bility of only splitting nodes into two or four child nodes. Node subdivision
is performed in (a) and (b) until the nodes have reached the minimal size or
do not contain any contour (c). Each leaf node is defined as a voxel with the
value depending on whether the voxel is inside the object or not. Here, a bi-
nary voxel representation is presented with voxels inside the object colored
blue (d).

representation in figure 4.8

Octree implementation

An octree class was implemented in C++, using the following input parameters.

• A list of contour planes, defined in parallel xy-planes stacked in the z-
direction

• A list of adfs generated for the input contours, defined in the respective
contour planes
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(a) (b)

Figure 4.6: Quadtree structures for adfs of two consecutive contour planes
to be used for shape-based interpolation. The error tolerance is low on con-
tours and higher elsewhere.

• Minimal node size

• Specified error tolerance

• Size and position of the bounding box (i.e. largest octree node)

A node was defined as a structure containing indices to the node corner co-
ordinate and child nodes, node size and two values inside and end dependent on
whether the node was placed inside the contoured volume respective if the node
should not be further subdivided. All constructed nodes and corner coordinates
were stored in lists in the octree object.

To ensure that the top and the bottom of the nodes coincide with contour
planes, coordinates in the z-direction were defined as contour indices. Conse-
quently, the top node with the size of the bounding box is placed with the bottom
plane in the first contour plane (z = 0) and the top plane in the last contour
plane (z = number of contours - 1). Nodes smaller than the distance between two
contours are placed at decimal z-coordinate values, e.g. with a corner point in
z = 1.25 for a node a quarter the size of the distance between contour 1 and 2.
The true z-coordinate value was easily determined by linear interpolation of the
neighboring contour plane coordinates.

The octree was built recursively for testing. Starting with the top node, subdi-
vision was performed if the node contained an object surface. For a node contain-
ing multiple contour planes, a contour-inside test needed to be performed in each
plane. If any of the enclosed planes contained a contour, the node was subdivided
into child nodes. For a node smaller than the distance between the two neighbor-
ingcontour planes, only the top and the bottom plane of the node needed testing.

Following is the pseudo-code for testing if a node smaller than the distance
between two contours contains a shape-based interpolated surface.
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i f ( s i z e . z < 1 . 0 ) {

// p o s i t i o n s of node bottom and top planes
n1 = node . corner . z ;
n2 = n1 + s i z e . z ;

// contour plane i n d i c e s below and above node
c1 = f l o o r ( n1 ) ;
c2 = c1 + 1 ;

center = Point2D ( node . corner . x + s i z e . x /2 ,
node . corner . y + s i z e . y / 2 ) ;

// d i s tance to contour from node center point in :
// contour planes
c1_d = getDistance ( center , c1 ) ;
c2_d = getDistance ( center , c2 ) ;

// node top and bottom planes
n1_d = c1_d + ( n1 − c1 ) * ( c2_d − c1_d ) ;
n2_d = c1_d + ( n2 − c1 ) * ( c2_d − c1_d ) ;

// sur face i n s i d e node ?
radius = s q r t ( 2 ) * max( s i z e . x / 2 , s i z e . y / 2 ) ;

i f ( radius < abs ( n1_d ) && radius < abs ( n2_d ) &&
( n1_d*n2_d > 0 ) )
surfaceInsideNode = f a l s e ;

}

The getDistance() function collects the distance value from the adf for the
respective contour plane.

Since distance values were defined as positive inside and negative outside the
contours, a leaf node not containing a surface was considered to be completely
outside if the distance value in the center of the node bottom plane was negative.
Leaf nodes with a surface inside could either be assigned with relative or a binary
inside values.

The prototype was designed to make node corner points coincide with the
adfs. A representation storing a value for each node corner would be optimal for
this structure, whereas a representation where leaf nodes are defined as voxels
result in a volume where voxel centers never coincide with the contour planes.
However, visualization and evaluation of the optimal structure would require
the conversion to a surface representation. A binary voxel object can be tested
directly without introducing potential errors caused by triangulation. The choice
was made to implement a binary voxel object to evaluate the algorithm before
eventual changes in the voxel representation.

To ensure a maximal preservation of the original contours when leaf nodes
were to be defined as voxels, special handling for leaf nodes with a top or bottom
plane coinciding with a contour plane was implemented. For these nodes, only
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the plane coinciding with a contour plane was used to determine the node’s inside
value (see figure 4.9).

Figure 4.9: Shape-based interpolation on an adaptively sampled grid in the
form of an octree structure. Leaf nodes are defined as binary voxels with
the value inside (blue) or not inside (white), determined by the sign of the
distance value in the center of the node. If the node shares a plane with a
contour, the distance value at the center of that plane determines the voxel
value.

Binary voxel values for leaf nodes containing part of a surface were defined
as the sign of the interpolated distance value in the center of the voxel, or the
sign of the distance value in the center of the node plane corresponding to a
contour plane. A relative value would instead depend on the percentage of the
node volume that is inside the surface, similar to the method used in RayStation
where voxel values vary between 0-255.

The implemented version was not a true octree in the sense that all non-
terminated nodes have eight child nodes. Nodes were split in the x- and y-planes
into four child nodes and in the z-plane into two child nodes in separate steps
and dependent on the shape of the bounding box to further reduce the number
of voxels needed for representation for the cost of adding more levels in the oc-
tree.

Prototype evaluation

The evaluated prototype was a binary voxel representation, stored in an octree
structure. Each leaf node in the octree was defined as a voxel with a zero value
for nodes outside and non-zero for nodes inside the object. The minimal node size
was allowed to be smaller for nodes with top or bottom planes coinciding with
contour planes and bigger elsewhere to reduce node subdivision while maintain-
ing a high resolution on contour planes. Voxel values were obtained by interpola-
tion of adfs with the smallest node size equivalent to the smallest voxel size. The
maximal tolerated error value of the adfs was set to 1 mm outside and 0.001mm
on contours.

The prototype was tested on a number of different contour sets used for treat-
ment planning, adjusted such that there was no more than one contour present
in each plane. This was due to the distance computation not supporting multi-
ple contours and not a limitation of the interpolation method itself. The gener-
ated volumes were visualized to confirm whether they could represent the con-
toured objects and provide sufficiently realistic voxel representations in-between
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the contour planes.
Contour preservation and accuracy was evaluated by computing distances

between the original contours and the binary voxel object borders. The results
were compared to the errors of the reconstructed contours from volume repre-
sentations in RayStation, using the same original contours as input. Contours in
RayStation were converted to voxel objects and reconstructed to contours again
as described in section 1.1.2.

Memory requirements for the adaptive voxel object were estimated, both for
storing the voxels in an octree structure and in a list.
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(a)

(b)

(c)

(d)

(e)

Figure 4.7: Octree subdivision from the contours in figure 4.4 as seen from
a cutting plane of the bounding box. Nodes containing an object surface are
split until the minimal node size is reached.
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(a)

(b)

(c) (d)

Figure 4.8: Voxel representation of the contours in figure 4.4 as seen from a
cutting plane of in the volume in (c). Resolution is high on the object borders
and lower inside the object.
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Results

The results of the prototype evaluation are presented in this chapter. The proto-
type was tested with respect to its volume representation, accuracy on contours
and estimated cost in memory.

5.1 Volume representation

Generated volume representations of objects commonly used in treatment plan-
ning are shown in figure 5.1 and figure 5.3. A slice of the volume in figure 5.1
is presented in figure 5.2. The volumes are binary voxel objects with adaptive
resolutions. The contours used as input are adjusted such that there is not more
than one contour present in each plane.

5.2 Accuracy on contours

Average minimal distances from the original contours to the voxel object borders
were computed in the contour planes for objects of varying minimal voxel sizes.
Maximal distances were computed as Hausdorff distances

H(A, B) = max(h(A, B), h(B, A)) (5.1)

h(A, B) = max
a∈A

min
b∈B
||a − b|| (5.2)

where A and B denote two finite point sets on the respective contours and
H(A,B) is the Hausdorff distance between the contours [39]. The results were
compared to distances between the original contours and contours reconstructed
from their volume representations in RayStation.
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(a)

(b)

Figure 5.1: The voxel object (b) representing a femoral head, defined by the
contours in (a). The minimal voxel size is 0.1x0.1x0.1mm3 everywhere and
distances between contour planes are 2.5mm.
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Figure 5.2: The voxel borders from the volume in figure 5.1b as seen in a
plane orthogonal to the contour planes.

The small contour in the bottom plane of the lung in figure 5.3a is shown in
figure 5.4, together with the reconstructed contour from RayStation. The aver-
age distance from the original contours to the reconstructed line segments was
0.0521mm and the maximal distance was 0.2320mm.

For the binary voxel object, voxel object borders were defined as the line seg-
ments on the border between voxels inside and voxels outside. The distances
between original contours and voxel object borders are listed in table 5.1. The
object with the smallest allowed voxel size is shown in figure 5.5 and figure 5.6.

For an object delineated with contours with varying sizes in consecutive planes,
distances between the original contours and contours reconstructed from their
volume representation in RayStation can be large. This is mainly due to the uni-
form reconstruction grid, where voxel centers are not ensured to coincide with
contour planes.

The contours in figure 5.7a covers an area of 23x23x3.2 cm3 and varies con-
siderably between slices. For instance, the average difference between the origi-
nal contour in the third plane from the top and the reconstructed contour from
RayStation is 8.41 mm, with a maximum error of 11.85 mm (figure 5.7d). The
average error on all contour planes was 2.6 mm. The size of these errors are com-
parable to the safety margins used when defining the ptv and oar. An adaptive,
binary voxel object with a smallest voxel size of 1.80x1.80x0.13 mm3 yields an
average distance of 0.55 mm and a maximal distance of 1.26 mm for the same
contour plane as shown in figure 5.7b.
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(a)

(b)

Figure 5.3: A voxel representation of part of a lung (b), defined by the
33 contours in (a). The distance between contour planes is 3mm and the
minimal voxel size is 0.5x0.5x0.5mm3 for voxels on contour planes and
1.0x1.0x1.0mm3 elsewhere.
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X [cm]

Y
[c

m
]

Figure 5.4: The original contour (green) and the reconstructed contour
(blue) using the algorithm implemented in RayStation.

Table 5.1: Distances from the original contours to the voxel object for dif-
ferent minimal voxel sizes in the contour plane, i.e. the xy-plane. Distances
and sizes are given in mm (the size corresponding to the length of a voxel
side in the contour plane).

Minimal voxel size
(mm)

Average distance (mm) Maximal distance
(mm)

0.04150 0.01332 0.02906

0.08301 0.02611 0.06359

0.16602 0.05193 0.11562

0.33203 0.10029 0.22960
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Figure 5.5: A slice of the voxel object corresponding to the contour plane
of the original contour in figure 5.4. The smallest voxel size in the plane is
0.042x0.042 mm2.
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]

Figure 5.6: A slice of the voxel object in the contour plane together with the
original contour (green) and the reconstructed contour (blue) from RaySta-
tion. The smallest voxel size in the contour plane is 0.042x0.042 mm2, yield-
ing a maximal error of 0.029 mm. The point on the original contour where
the distance from the contour from RayStation is maximal is marked with a
star.
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5.3 Memory requirements

Storing a voxel object of varying voxel sizes requires more memory space than
a uniform voxel object, defined as an array of voxel values with positions corre-
sponding to their placement in the array. For an adaptively sampled voxel grid,
voxel values must be stored in a different type of structure where information of
the corresponding voxel sizes and positions are available. One example is to store
all voxels in a list, where sizes and positions are specified for each voxel.

If the voxels are to be stored in an octree structure, each non-end node need
pointers to the child nodes and a pointer to the parent node. End nodes only need
a pointer to the parent node and a voxel value. Sizes and positions of the voxels
are inherent in the tree structure. By storing octree nodes in a list, indexes to the
list can be used instead of pointers.

Storing non-end nodes is unnecessary if indexing methods such as the method
described in [25] are used. In this case, the voxel volume is described by a list of
end nodes with indices representing their position of the node in the octree, in
addition to their voxel value. The index needed to represent a node position in
the octree structure is proportional to the node level (see section 4.1.1).

For the three different approaches, estimations of the respective total memory
costs for a voxel object created using an octree structure are listed in table 5.2.
The types of parameters stored and their memory costs are listed in table 5.3.
Estimations have been made on adaptive volumes constructed for three contour
sets, as presented below.

Table 5.2: Parameters stored for different representations of a non-uniform
voxel grid. In addition to the parameters stored, the size of the bounding box
i.e. the top node must be stored. When storing voxels in a list, it is assumed
that an index to a list of all voxel sizes present in the volume is stored for
each voxel to reduce memory costs.

Structure Memory requirement
for each non-end node

Memory requirement
for each end node

List 0 bytes 14 bytes

Octree 36 bytes 5 bytes

Linear octree 0 bytes Number of levels * 3 bits
+ 1 byte

5.3.1 Lung

For the 33 contours in figure 5.3a, the estimated memory requirements for the
adaptive voxel representation is listed in table 5.4. The smallest size for voxels
not in contact with contour planes was restricted to 0.65 mm3, corresponding to
the resolution of the uniform grid representing the volume in RayStation. Voxels
in contact with contour planes has the minimal sizes specified in the table.
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Table 5.3: Stored parameters and their costs in memory.

Parameter Type Size

Voxel value unsigned char at least 1 byte

Node index int at least 4 bytes

Octree index - at least 3 bits per node
level

Size 3 float at least 12 bytes

Size index unsigned char at least 1 byte

Position 3 float at least 12 bytes

Table 5.4: Memory cost estimations for adaptive voxel representations of a
lung with the bounding volume of 17x17x9.6 cm3.

Minimal node
size (mm3)

Total num-
ber of
nodes

Number of
end nodes
(voxels)

List Octree Linear
octree

0.04x0.04x0.38 8 805 429 6 534 396 91 MB 114 MB 58 MB

0.08x0.08x0.38 3 465 177 2 529 207 35 MB 46 MB 21 MB

0.17x0.17x0.38 1 648 469 1 166 676 16 MB 23 MB 9.5 MB

0.33x0.33x0.38 955 333 646 824 9.0 MB 14 MB 5.0 MB

The minimal voxel sizes are chosen such that the distance between consecu-
tive contour planes (3 mm) is represented by six voxels at most, while voxel sizes
in the contour planes are minimized to fit the contours. This limits the cost in
memory while maintaining the accuracy on contour planes. As a reference, for a
minimal voxel size of 0.17x0.17x0.19 mm3 for all voxels in the volume, the cost
for a linear octree representation was estimated to 46 MB.

The bounding volume is 17x17x9.6 cm3, corresponding to a cost of 10 MB
for the uniform grid of 0.065 cm3 used for the same set of contours in RaySta-
tion. Despite the heavily reduced cost in memory for an adaptive voxel object
compared to a uniform grid with the resolution of the smallest voxel size, the
existing method in RayStation provides better results for a lower cost (see table
5.5).

5.3.2 Femoral head

The 26 contours in figure 5.1a has a bounding volume of 8.0x8.0x6.25 cm3, cor-
responding to a cost in memory of 3.2 MB for a uniform voxel grid of 0.5 mm3.
For a minimum voxel size of 0.625 mm3 for voxels not in contact with contour
planes, estimated memory costs are listed in table 5.6.
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Table 5.5: Memory cost estimations for adaptive and uniform voxel repre-
sentations of a lung with the bounding volume of 17x17x9.6 cm3, compared
to representations for the existing method in RayStation. Limiting the max-
imal distance between original contours and the adaptive voxel object to the
average distance in RayStation for the evaluated contour requires at least
58 MB of storage, whereas limiting the maximal distance to the maximal
distance in RayStation for the evaluated contour requires at least 5 MB of
storage.

Volume repre-
sentation

(Smallest)
voxel size
(mm3)

Memory
cost

Average | Maximal
error (mm)

Prototype 0.04x0.04x0.38 58-114 MB 0.013 | 0.029
0.08x0.08x0.38 21-46 MB 0.026 | 0.063
0.17x0.17x0.38 9.5-23 MB 0.166 | 0.120
0.33x0.33x0.38 5.0-14 MB 0.100 | 0.230

Uniform grid 0.04x0.04x0.38 4.6 GB
0.08x0.08x0.38 1.1 GB
0.17x0.17x0.38 250 MB
0.33x0.33x0.38 67 MB

RayStation 0.65x0.65x0.65 10 MB 0.0521 | 0.232

The distance between consecutive contour planes is 2.5mm, represented by
six voxels at most in this representation.

5.3.3 Special case contours

The 16 contours in figure 5.7a has a bounding volume of 23x23x3.2 cm3 and a
distance of 2 mm between consecutive contour planes. The existing method in
RayStation converts the contour set to a uniform voxel volume with a 0.5mm3 res-
olution, but the maximal distance between original and reconstructed contours
was found to be 11.85 mm in the corresponding contour plane.

Estimated memory costs for adaptively sampled voxel objects with errors
smaller than 1.8 mm in the contour planes are listed in table 5.7, including the
voxel object in figure 5.7b.

The measured maximal distances between original contours and adaptive
voxel object borders are smaller than the edge length of the smallest voxel size
allowed on the contour planes, approximately equal to half the edge length mul-
tiplied by

√
2. Using the smallest voxel edge length as a measure of the largest

possible distance between the adaptive voxel object and the contour set, volume
representations with smaller maximal errors than the method in RayStation can
be achieved for considerably lower costs in memory (see table 5.8).
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Table 5.6: Memory cost estimations for adaptive voxel representations of a
modified femoral head with the bounding volume of 8.0x8.0x6.25 cm3.

Minimal node
size (mm3)

Total num-
ber of
nodes

Number of
end nodes
(voxels)

List Octree Linear
octree

0.04x0.04x0.31 2 446 903 1 816 181 25.4
MB

32 MB 15 MB

0.08x0.08x0.31 941 431 687 077 9.6 MB 13 MB 5.3 MB

0.16x0.16x0.31 441 011 311 762 4.3 MB 6.2 MB 2.4 MB

0.31x0.31x0.31 253 451 171 092 2.4 MB 3.8 MB 1.3 MB

Table 5.7: Estimated memory costs for adaptive voxel representations of the
16 contours in figure 5.7a with a bounding volume of 23x23x3.2 cm3. The
linear octree representation is cheaper in memory for all listed voxel sizes.
As a reference, a uniform grid of 1.8x1.8x0.25 mm3 voxels requires 2 MB of
storage.

Minimal node
size (mm3)

Total num-
ber of
nodes

Number of
end nodes
(voxels)

List Octree Linear
octree

0.22x0.22x0.25 5 739 731 3 864 677 54 MB 87 MB 30 MB

0.45x0.45x0.25 2 753 999 1 625 378 23 MB 49 MB 12 MB

0.90x0.90x0.25 1 056 543 589 905 8.3 MB 20 MB 4.1 MB

1.80x1.80x0.13 529 417 279 677 3.9 MB 10 MB 2.0 MB

1.80x1.80x0.25 372 887 201 412 2.8 MB 3.0 MB 1.3 MB
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Table 5.8: Memory cost estimations for adaptive and uniform voxel rep-
resentations of the contours in figure 5.7a with a bounding volume of
23x23x3.2 cm3, compared to their representation in RayStation.

Volume repre-
sentation

(Smallest)
voxel size
(mm3)

Memory
cost

Average | Maximal
error (mm)

Prototype 0.22x0.22x0.25 30-87 MB 0.22
0.45x0.45x0.25 12-49 MB 0.45
0.90x0.90x0.25 4.1-20 MB 0.90
1.80x1.80x0.25 1.3-3.0 MB 1.80

Uniform grid 0.10x0.10x0.10 1.7 GB
0.25x0.25x0.25 108 MB
0.50x0.50x0.25 27 MB

RayStation 0.50x0.50x0.50 14 MB 2.6 | 11.85
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(a)

(b)

(c)

(d)

Figure 5.7: (a) The original contours as shown from the side, the view plane
orthogonal to the contour planes. (b) A slice of the binary voxel object in
a plane parallel to the viewing plane, green points representing the inter-
sections between the original contours and the plane. (c) The correspond-
ing slice of the volume representation in RayStation. (d) The original con-
tour (green), the reconstructed contour from the volume representation in
RayStation (blue) and the voxel object border (black) in the third contour
plane from the top of the contour set.
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Discussion

In this chapter, the method and its results are discussed and analyzed. Future
work and implementations are suggested.

6.1 Results

The prototype was tested with respect to its volume representation, accuracy on
contours and memory requirements.

6.1.1 Volume representation

The voxel volumes produced by the prototype have high resolutions on the con-
tours and on the shape-based interpolated surfaces. Voxels inside and outside the
surface are larger, as seen in figure 5.2. Even though the interpolated distances
differed up to 1 mm from the true Euclidean distances to the contours, the result-
ing borders between inside and outside voxels closely resemble surfaces created
by shape-based interpolation using uniformly sampled distance fields. A small
number of artifacts were visible for small voxel sizes between contour planes and
large variations in size between consecutive contours, such as the two lowest con-
tours in figure 5.1.

For voxel volumes with larger voxels not only inside or outside surfaces but
in-between the contour planes, voxel dimensions need to be adapted to avoid
large differences in area between contour and non-contour planes. This can
be achieved by limiting the voxel size in the direction of the interpolation (z-
direction) to a larger value than the smallest voxel size in the contour planes
(xy-planes).

Constructing a mesh from a volume with very small voxels, for instance using
the Marching cubes algorithm, result in a very large number of triangles. This is
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a problem for the currently implemented prototype where small voxel sizes are
necessary to achieve a sufficient accuracy on contours.

6.1.2 Accuracy and memory requirements

The measured errors for the prototype volumes are bounded by the edge length of
the smallest voxel size on the contour planes if the maximal error on the adfs is
small in comparison to the voxel size. This was expected since node subdivision
only stops if the smallest node size is reached or if the node does not contain any
surface, a test that is highly accurate if the tolerated error on contours in the adfs
is sufficiently low.

For the evaluated contour in the contour set for a lung, distances between the
original contour and the contour reconstructed from its volume representation
in RayStation were small. Although a uniform voxel grid of 0.065 cm3 was used,
the measured errors were well below the voxel size due to the use of relative
voxel values. The variations between contours in consecutive planes were small,
leading to very small errors for a uniform voxel representation. Reaching the
same level of accuracy with a binary voxel object requires a very high resolution
on contours, for a memory cost of at least 21 MB for a linear octree structure.
Limiting the maximal errors to 0.04 mm requires at least 58 MB. This is however
less than the cost for increasing the resolution of the uniform grid to 0.0325 cm3

(see table 5.5).
Despite the use of binary voxel values, the accuracy and memory cost of

the implemented prototype was favorable compared to the existing method in
RayStation in the case when variations in consecutive contour planes were large.
For the contour set in figure 5.7a, prototype volumes with smaller maximal er-
rors than the average distance between original and reconstructed contours in
RayStation were constructed for lower estimated costs in memory. The lower
memory costs were not solely achieved by limiting the resolution in parts of the
volume, but were mainly due to the fact that errors on the prototype volumes are
bounded by the smallest voxel size in the contour planes and errors in the exist-
ing method are not. Thus, higher accuracies compared to the existing method
could be achieved with volumes of lower resolution as presented in table 5.8.

In its current form, the prototype provides a representation with smaller max-
imal errors than the representation in RayStation for an estimated lower cost
in memory. Limiting the errors to the average errors for the evaluated contour
sets requires further node subdivision to the price of higher costs in memory,
although not comparable to the exponential increase in memory for uniform vol-
umes.

6.2 Method

The method included a pre-study in the field of volumetric reconstruction meth-
ods and sparse voxel representations, the implementation of two-dimensional
adfs for contour representation and the extension to three dimensions where
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a prototype interpolating adfs to an adaptively sampled voxel grid was imple-
mented and evaluated.

6.2.1 Evaluation methods

The comparison in contour accuracy between the prototype and the method in
RayStation was made by computing distances between the original contours and
the outer voxel object borders respective contours reconstructed from their rel-
ative volume representations in RayStation. A final contour representation for
the prototype would rather be a smoothed version of the voxel borders, or a col-
lection of line segments constructed using the Marching cubes algorithm. Such
representations would yield the same maximal errors provided that the sampling
of the contour construction is high enough.

The estimated costs in memory are merely approximations of the lowest costs
necessary to represent the final voxel object. In practice, additional parameters
might be necessary to optimize construction and processing of the tree structure.
However, the tested prototype was only targeted to reduce the number of leaf
nodes or voxels in its adaptive voxel representation. This was made by subdivid-
ing nodes into four or two child nodes. A pointer-based octree representation
would require less memory if the number of levels in the tree structure were re-
duced by allowing subdivision into eight child nodes. The same is valid for the
linear octree estimations, which are based on an indexing method used for oc-
tree structures where each branch node has eight child nodes (see section 4.1.1).
Although tree bytes of information is more than enough to describe the node
subdivisions in the tested version, modifications would be needed for point and
region location if this method were to be used.

Adaptively sampled voxel volumes can be heavy to process, for instance dur-
ing modifications and interpolations. Evaluation and optimization of processing
times was however not within the scope of this study.

6.2.2 Shape-based interpolation on an adaptively sampled grid

The prototype incorporates several ideas to improve the accuracy on contours for
a volume representation, namely

• Adaptively sampled distance field computations in the form of adfs

• Enhanced resolution on contours and surfaces, enabled by a sparse voxel
representation

• Alignment of voxel values with contour planes

The heavily restricted tolerance of errors during the steps of prototype vol-
ume constructions has resulted in a representation where errors on contours are
bounded by the accuracy on contours for the adfs and the smallest voxel size.

The results indicate that the largest errors in the current representation in
RayStation are due to voxel centers not coinciding with contour planes. This
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could be approached by introducing uniform volumes with rectangular voxels,
shaped to fit to the contour planes. However, this would not be applicable when
distances between contour planes vary within a set of contours. To make voxel
centers coincide with contour planes in all cases, an adaptive voxel representa-
tion is necessary.

Errors due to a low sampling rate of the uniform voxel volume can be avoided
by increasing the resolution on contours and surfaces. Yet, achieving the same
level of accuracy for the binary voxel representation as the current method in
RayStation requires extremely small voxel sizes. The use of relative voxel values
in RayStation enables a sub-voxel accuracy whereas a binary voxel object yields
errors proportional to the voxel size at best. Although the most accurate proto-
type volumes were not estimated to require unreasonable amounts of memory,
small (rectangular) voxels pose problems during processing of the volume such
as surface generation by triangulation.

6.3 Future work

A first step in further investigations would be replacing the binary voxel values of
the prototype with relative values. This would enable sub-voxel accuracies, limit-
ing the number of voxels needed for a volume representation with high accuracy
on contours. Relative voxel values describe the percentage of the node covered
by the object and can be approximated using the eight corner values of the leaf
node, a possibly more accurate method than only using voxel center values as in
the current method in RayStation.

If relative voxel values can provide the same sub-voxel accuracies as voxel vol-
umes in RayStation, adaptive volumes with the smallest voxel size in the order
of the voxels in the corresponding uniform grids could provide more accurate
representations due to the alignment with contour planes. Increasing the resolu-
tion on contours slightly would then produce even smaller errors on the contour
planes.

As an extension, adaptive volumes could be produced for roi representation
in a dose grid. An adaptive volume with large voxel sizes in regions where no
surface is present is not applicable in dose planning where dose is computed in
each voxel. A possible representation would instead be a uniformly sampled grid
where voxels on thin structures of a roi are split into voxels of higher resolution.
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Conclusion

Based on an initial study in the field of volume reconstruction from contours,
the choice was made to investigate a field-based method and its application on
an adaptively sampled grid. Shape-based interpolation is a widely used, robust
method performed by interpolating distance fields to a uniform voxel grid. It is
however limited in terms of accuracy by the uniform sampling. Despite the adap-
tion made in RayStation where relative voxel values are used, deviations can be
found between contours and their volume representations in the corresponding
planes.

Starting in two dimensions, adfs were found to provide highly accurate and
sparse representations of contours. An extension to three dimensions was made
by interpolating two-dimensional adfs, resulting in an octree-based sparse voxel
representation with high resolution on surfaces and low resolution elsewhere. A
prototype with binary voxel values was shown to produce smaller maximal errors
than the current method in RayStation for estimated lower memory costs. In
the case where variations between contours were large, both smaller average and
maximal errors were achieved for an estimated lower memory cost.

A binary voxel representation will however always require very small voxel
sizes to achieve the high accuracy needed for roi representation in a tps, leading
to problems during processing of the volume. A suggestion for future investiga-
tion would therefore be the use of relative voxel values.
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