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Sammanfattning 
Abstract 

Using computational methods to identify protein-protein interactions (PPIs) supports experimental techniques by using less time and less resources. 
Identifying PPIs can be made through a template-based approach that describes how unstudied proteins interact by aligning a common structural 

template that exists in both interacting proteins. A pipeline that uses this is InterPred, that combines homology modelling and massive template 

comparison to construct coarse interaction models. These models are reviewed by a machine learning classifier that classifies models that shows 
traits of being true, which can be further refined with a docking technique. However, InterPred is dependent on using complex structural 

information, that might not be available from unstudied proteins, while it is suggested that PPIs are dependent of the shape and interface of proteins. 

A method that aligns structures based on the interface attributes is InterComp, which uses topological and sequence-order independent structural 
comparison. Implementing this method into InterPred will lead to restricting structural information to the interface of proteins, which could lead to 

discovery of undetected PPI models. The result showed that the modified pipeline was not comparable based on the receiver operating characteristic 

(ROC) performance. However, the modified pipeline could identify new potential PPIs that were undetected by InterPred. 

 

 



 

 

Abstract 

Using computational methods to identify protein-protein interactions (PPIs) supports 
experimental techniques by using less time and less resources. Identifying PPIs can be made 
through a template-based approach that describes how unstudied proteins interact by aligning a 
common structural template that exists in both interacting proteins. A pipeline that uses this is 
InterPred, that combines homology modelling and massive template comparison to construct 
coarse interaction models. These models are reviewed by a machine learning classifier that 
classifies models that shows traits of being true, which can be further refined with a docking 
technique. However, InterPred is dependent on using complex structural information, that might 
not be available from unstudied proteins, while it is suggested that PPIs are dependent of the shape 
and interface of proteins. A method that aligns structures based on the interface attributes is 
InterComp, which uses topological and sequence-order independent structural comparison. 
Implementing this method into InterPred will lead to restricting structural information to the 
interface of proteins, which could lead to discovery of undetected PPI models. The result showed 
that the modified pipeline was not comparable based on the receiver operating characteristic 
(ROC) performance. However, the modified pipeline could identify new potential PPIs that were 
undetected by InterPred. 
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1. Introduction 

Proteins are an essential part in life and participate in many vital biological functions within 
organisms, such as assisting cell division, transporting nutrition and building bone structure. 
Proteins rarely act alone, therefore they need to interact with other proteins to execute their 
intended function. These functions are often initialised through the physical contact between 
proteins by forming bonds between their three-dimensional structure, which are called protein-
protein interactions (PPIs). The location on the surface of were proteins interact trough to its 
environment are called an interface, which consists of residues that participate in the interaction. 
Identifying interfaces, and therefore PPIs, would contribute to the knowledge of finding 
similarities and explaining how many biological functions work. By having a better understanding 
of how PPIs work, it would, for example, be possible to construct a detailed atlas that contains a 
full interactome and atomic-level three-dimensional structures of all protein complexes [1]. This 
would be useful in the everyday work of biologists, to have access to information of all identified 
protein interactions. Identification of PPI can further be used for therapeutic purposes, for 
example, in anticancer strategy for targeting interfaces that mediate cancer-acquiring properties 
[2]. 

To study the characteristics of proteins in molecular details, it is possible to use experimental 
techniques, such as NMR [3] or X-ray crystallography [4]. These techniques can determine 
characteristics such as the atomic and molecular structure of proteins. However, these techniques 
are not adequate when analysing a large set of unstudied proteins, therefore it is more suitable to 
complement these techniques using computational approaches. One such computational 
approach to identify and model PPIs is trough template-based methods. Template-based methods 
rely on modelling the target sequence with homology modelling, from proteins being investigated 
if they interact, and finding structural templates that connects the protein interaction. Homology 
modelling of target sequence uses the idea that structural information can be deduced by 
comparing protein sequences [5]. This means that if two similar segments in two different proteins 
are evolutionary conserved they should share a same local structure. It is further known that 
conserved patterns of sequences are usually structurally or functionally important [5]. This means 
that an unknown target sequences can be modelled with homology modelling by comparing its 
structural attributes to experimentally solved structures acting as templates. 

When the target sequence has been modelled, it can thereafter be compared with a massive 
structural template comparison of known protein structures. The aim of this is to find common 
templates between the homology models, which will link them together by describing how target 
proteins interact in a coarse interaction model. The coarse interaction model contains the mutual 
position of the homology model to their matched template that connects them into a PPI model. 
Indeed, the matching of homology models to templates require quality measurements to predict 
how likely the coarse interaction model is true. These measurements can be derived by the 
structures of the model, such as how much the template and homology model fits together. From 
these quality measurements, the PPI model can be evaluated by a statistical learning algorithm, 
called machine learning. Machine learning can predict values by searching for patterns of 
characteristics that are found in true PPIs, and ideally not found in false PPIs, and the prediction 
metric can be used to evaluate how likely the PPI model is a true representation of a PPI. It is 
possible to combine this methods into a pipeline, that consists of a series of methods that work 
together to process the data. A pipeline that uses these previous introduced methods is InterPred 
[6], developed by Mirabello C and Wallner B, that uses the structural information available both 
from sequence and the three-dimensional structure. InterPred is a PPI identifier that has proven 
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to be a major improvement in PPI detection with a high performance comparable to experimental 
high-throughput techniques. 

However, a disadvantage InterPred has is that it is dependent on both the complex target structure 
and matched template being structurally similar. This means InterPred needs much information 
of the structures to generate PPI models, were sometimes this is not possible. Furthermore, it has 
been shown that PPIs are most affected by the form and chemical composition of the residues 
participating in the interface of interaction [7]. This means it is possible to restrict the information 
gathering from the structures by limit the information sampling from interface attributes. An 
advantage of this is that it lessens the requirements of knowing how the complex structure is 
modelled and focus more on the exposed shape of the structure and identifying its interfaces. This 
might lead to more template-matching and therefore more PPI models, that were otherwise 
ignored due to how the enclosed part of the structures matched to the templates. By focusing on 
the interface, the information of the protein sequence can be ignored and therefore the unexposed 
inner core of the protein can be neglected. What is left is the remaining exposed structure of the 
protein, called the shell, that can be considered as a set of independent atoms in space, with no 
regards of their occurring order in the protein sequence. A software that uses the shell of proteins 
to match them against interfaces is InterComp [8], developed by Mirabello C and Wallner B. By 
using InterComp to match target structures to known interfaces, the interfaces can therefore act 
as templates and connect structures into coarse interaction models. The suggested models can 
thereafter be evaluated by a classifier, as InterPred does. It is therefore a suitable approach to 
modify InterPred with InterComp to build the InterComp pipeline. The modification of InterPred 
will therefore require changes to how structural information gathering is working, to make it 
compatible to how the classifier evaluates interaction models. 

1.1. Aims 

The following aims summarises the project outline: 

▪ Modify InterPred with InterComp into a InterComp pipeline and compare its 
performance to the original InterPred. 

▪ A dataset containing structures that InterPred were unable to generate PPI models of were 
processed with the InterComp pipeline to investigate if InterComp could find new PPI 
models. 

1.2. Process 

To plan how the objectives were to be accomplished, a time table were made. The time table can 
be seen in Appendix A - Project timetable. 
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2. Theoretical frame of reference 

This chapter describes the necessary knowledge to understand how protein structures, InterPred, 
InterComp, and Machine learning are used to generate PPI models. 

2.1. Protein structures 

Proteins are biomolecules that are built up by long chains of amino acid sequences. A unit of the 
amino acid sequence is called a residue, which consists of an alpha-carbon (cα) and a side chain, 
specific to each amino acid. There are four different levels of structures of proteins, these are 
called: primary, secondary, tertiary and quaternary structures. The primary structure is the order 
of the amino acids which forms a protein chain. The secondary structure is an initial fold of the 
protein, with regular occurring structures that are found in all proteins. The tertiary structure is a 
further fold and packing together these occurring structures of the protein, which gives the protein 
its three-dimensional structure. A fold is the three-dimensional arrangement or topology of 
secondary structure elements [9]. The tertiary structure may also pack together with multiple 
proteins chains, which are called a quaternary structure. When proteins interact with other 
proteins, they make physical contact between specific residues on the protein surface. These 
residues participating in the interaction are called the interface of the protein. Figure 1 illustrates 
the protein 3mjp [10] of a haemoglobin from a Japanese quail with four chains (A, B, C, and C) 
and the two interfaces that connects the A chain and B chain of 3mjp. The interface 3mjp_AB 
means that it is the residues from chain A interacting to chain B and vice versa for 3mjp_BA. 

3mjp 3mjp_A & 3mjp_B 3mjp_AB & 3mjp_BA 

 
 

 

Figure 1: Haemoglobin from a Japanese quail. The figure from the left shows the whole protein complex with its 
four chains in different colours. The middle figure shows chain A and B. The right figure shows the interfaces 

denoted as 3mjp_AB and 3mjp_BA. 

When analysing structures of proteins, it is useful to divide complex proteins into smaller units 
that are still structurally meaningful. These structural units of proteins are called protein domains. 
A domain is a part of a polypeptide chain that can independently fold into a stable compact tertiary 
structure or fold [11] [12]. These domains are said to be conserved and can function and exists 
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independently of the rest of the protein. Because domains are subparts of proteins, they participate 
in PPIs, Figure 2 illustrates a PPI between two proteins divided into domains with different 
colours. The figure shows how two domains are interacting through their respective interface. 

   

 

Figure 2: Illustration of a PPI between two proteins divided into multiple domains in different colours with 
respective protein interface interacting. 

For a computational approach of modelling PPIs, there are structural models of proteins available 
through different databases, for example the Protein Data Bank (PDB) which is one of more larger 
protein databases. The structural data files of proteins from PDB are named with a unique 
combination of characters for each specific stored protein. Furthermore, the structural data files 
include information of what residue, protein chain belonging and three-dimensional position for 
each atom in the protein. There are also structural files of protein domains that are like those of 
proteins. However, there doesn’t seem to be exact guidelines for how domains are defined, 
resulting in various interpretations of the same protein domain [13]. Therefore, to classify a model 
of a domain, there are hierarchical organisation that classifies protein structures, such as SCOP 
[14] or CATH [15] classification. 

2.2. InterPred 

InterPred is a pipeline that identifies PPIs by using structural homology modelling of target 
sequences combined with structural template matching and identification of PPIs with the use of 
a machine learning classifier. Thus, InterPred can be described in three steps called: target 
modelling, template search and interaction modelling, and refinement. Figure 3 gives an overview 
of how InterPred process target sequences. 
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Figure 3: Overview of the InterPred pipeline. 

2.2.1. Target modelling 

In the target homology modelling step, raw input of two target protein sequences to be 
investigated if they interact are inserted into InterPred. The target sequences are used in a template 
search with HHblits, which is a fast-iterative protein sequence search using HMM-HMM 
alignment [16], from the HHpred suite. HHblits finds significant matches of template sequences, 
found in the HHpred PDB. The template sequence is build up into a three-dimensional model by 
MODELLER v9.13, with a full-atom resolution. This three-dimensional model of the target 
sequence is called a homology model. 

2.2.2. Template search and interaction modelling 

The homology models are inserted into the template search step, where the models are used in a 
massive structural template search against the PDB. The returned templates match the same 
experimental structure that occurs in both spaces of the homology models. The quality of the 
templates is measured on how similar they are to the homology models through a structural 
alignment score. This structural alignment score is gathered from TM-align, which is an algorithm 
for sequence-order independent protein structure comparison, that uses the protein sequence to 
calculate the structural similarities [17]. From this alignment score, the significant matching 
templates are filtered out and a coarse interaction model is generated. This coarse interaction 
model describes how the two homology models are interacting with their partner protein through 
their respective template. The quality of the proposed interaction model is determined by several 
structural features from previous parts of the pipeline that are calculated from the proposed 
model. The features InterPred evaluates with its machine learning classifier to link patterns of 
attributes of identifiable PPIs can be divided into four groups. These are interface, structural 
alignment, lengths, and model quality features. The interface features describe the similarity 
between the interface-interface and model-model. The structural alignment features describe the 
alignment between the two target structures and their structural templates using root-mean-square 
deviation of atomic positions. The model quality features are measurements of the quality of the 
sequence alignment using sequence similarity between the sequence templates and target sequence 

Template search and interaction modelling 

Model 
evaluation 

Best coarse 
model 

Target modelling 

Template 
search 

Target 
sequences 3D modelling Homology models 

Structural 
templates search 

Interaction 
modelling 

Coarse interaction 
models 

Structural 
templates 

Refinement 

Final docked model 



6 

 

for the two models. The top picked PPI models are inserted into the next step, the interaction 
model refinement step. 

2.2.3. Refinement 

In the final step in InterPred, molecular docking techniques are used. Molecular docking gives 
information about the biochemical attributes of the protein interaction. These attributes can be 
information about the binding site, affinity, orientation of proteins etcetera. The final docking 
model is the final model of PPI models by InterPred that are ready to be used for further purposes. 

2.3. InterComp 

InterComp is a software capable of comparing structures by treating them as a shell of 
independent points in three-dimensional space. This means that the algorithm doesn’t need to use 
the fixed protein sequence-order and can therefore neglect the core of the structure. The shell is 
therefore the exposed residues of its environment, while the core of the shell is the enclosed 
structure inside the shell. See Figure 4 for an illustration of extracting the shell of a structure. 

  

Figure 4: Illustration of shell extraction where the left figure shows the complex domain structure and the right 
figure shows the shell of a domain. Notice the shell contains only the positional information of the surface residues. 

The use InterComp has in this project is to identify interfaces on domains and use the interfaces 
as templates to connect domains to other domains. The identification is done by taking the 
interface, for example the earlier mentioned 3mjp (Figure 1), by taking its 3mjp_AB interface and 
aligning its residues to the shell of a domain. The 3mjp_AB interface contains the cα atoms of 
residues from A that were interacting with any residues in B and therefore it would also mean that 
the interface 1abc_BA contains the cα atoms of residues from B that were interacting with any 
residues in A. InterComp estimates the alignment match between two structures based on the 
output of its objective function. The objective function uses the scoring weight from a structural 
similarity and chemical compatibility calculation. The structural similarity calculation can be briefly 
summarised by that it aims to minimise the distance of extracted cα positions between the two 
structures, which gives a measurement of how similar the structures are. This is done by fixating 
the smaller structure of the two and randomise the cα position from the larger structure until the 
algorithm decides it can’t optimize the structural similarity further, due to a threshold that 
gradually lower the number of tolerable iterations. The chemical compatibility calculation is 
estimated with a substitution matrix. The substitution matrix estimates the score alignments 
between evolutionarily divergent protein sequences. InterComps objective function output is 
referred as the structural score. Furthermore, InterComp calculates a P-value. The P-value is the 
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sampled probability density of the structural score depending on the size of both the shell and 
interface. The P-value may therefore be used as a measurement of the probability that the fit of 
the domain-interface is a random alignment. The usefulness of this metric is that the smaller the 
size of the interface, generally, the higher probability it is to be a random fit to the shell that isn’t 
a true fit. Based on how InterComp works, the method gives information of how well an interface 
matches a domain, but to get more information of the quality of the PPI between interacting 
structures, contact map can be used. 

2.4. Superimposing and Contact Map (cMap) 

Protein contact map (cMap) gives information of the structural similarity between two structures 
that are interacting. This means that cMap gives a measurement of how much two structures are 
interacting depending on the proximity of how much two three-dimensional structures overlaps. 
This is calculated by the distance between two residues belonging to different structure, based on 
their cα position from the residues. If a distance is under a specified threshold, it is considered as 
a contact between the cα-cα pair. Using cMap is therefore dependent on superimposing two 
structures unto each other, which means that they need to share the same frame of reference in 
the three-dimensional space. This allows the structures to be compared with cMap and is necessary 
to evaluate if the PPI model is realistic. With information of how well two proteins interact, 
machine learning is used to find patterns to estimate the probability of how true an PPI model is. 

2.5. Machine learning 

Machine learning is a statistical method for finding patterns in data structures and predicting a 
desired outcome, which can be either the identity of the data structure or a decision based on the 
current available information. There are various machine learning algorithms available that are 
best suitable to depending on what type of values that needs to be predicted and analysed for 
patterns. Machine learning algorithms can be roughly divided into three categories called: 
supervised, unsupervised and semi-supervised learning. Supervised learning can be described as 
an algorithm that learns to predict from labelled data. Labelled data is data with clear defined units, 
such as what type of colour, height or speed the data class has. The opposite of this are algorithm 
that uses unlabelled data and interprets inherent structure of data by finding attributes that groups 
data. This is called unsupervised learning. The third types of algorithms are called semi-supervised 
learning, which is a mixture of the two earlier presented types of algorithms.  

With the vast and growing available information of discovered PPIs, supervised learning can be 
used to learn from these examples and evaluate how true PPI models are based on gathered 
structural information. The aim of supervised learning is therefore to build a function that can 
predict output variables based on their earlier learned attributes that links their relation to the 
applied input variables, based on the characteristics of the learning algorithm. In a machine 
learning classification problem, the function is called a classifier, input variables are called features 
and the output variable are called classification prediction. The function is called a classifier 
because, based on the problem scope of this project, the PPI prediction is a classification problem. 
This means that PPIs are either true or false depending on if they are interacting, but the classifier 
can estimate a percentage prediction of how sure it is of its classification. When training a classifier, 
the dataset being used can be divided into two parts, which are called a training set and a validation 
set. The training set trains the classifier while the validation set is the test data used to measure 
the performance of the classifier for data it has not been trained on. 
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2.6. Binary classification metrics 

When the classifier has been trained on a dataset it is necessary to measure how good the classifier 
is, therefore metrics are used. The metrics are dependent on classification cases that shows the 
relation between the predicted class and the real class. The four possible cases are: true positive 
(TP), true negative (TN), false positive (FP), and false negative (FN). Ideally, all positives are 
predicted as positives and all negatives are predicted as negatives. However, this isn’t always the 
case and the classifier might predict a positive class as a negative class or vice versa. Therefore, 
these metrics are needed to measure how well the classifier predicts classes. The following table 1 
gives an overview of the cases and an example classifier that wants to predict a positive class 
(interacting) against a negative class (non-interacting) PPI. 

Table 1: Overview of the relation between predicted and true classes. 

 True Class 

Interacting Non-interacting 

Predicted 
Class 

Interacting True Positive (TP) False Positive (FP) 

Non-interacting False Negative (FN) True Negative (TN) 

To interpret the cases; recall, precision, and F1 score were used as performance metrics of the 
classifier. Furthermore, Receiver operating characteristic (ROC) curve and Matthews Correlation 
Coefficient (MCC) were used as evaluation metrics between classifiers. 

2.6.1. Recall 

Recall gives the ratio of true positive predictions over the sum of true positives and false negatives, 
where the best recall score is at 1 and the worst at 0.  This value gives a measurement of how 
many true interactions that should have been selected were selected. Recall is defined as: 

𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑃

𝑇𝑃 +  𝐹𝑁
 

2.6.2. Precision 

Precision gives the ratio of true positives over the sum of true and false positives, where the best 
precision score is at 1 and the worst at 0. It is therefore a measurement of how many true predicted 
interactions were correct. Precision is defined as: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃 +  𝐹𝑃
 

2.6.3. F1 

F1 is the harmonic mean of precision and recall, where the best F1 score is at 1 and worst at 0 
and is often used as an optimisation criterion for tuning binary classifications [18]. F1 is defined 
as: 

𝐹1 =  2 ∗  
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗  𝑟𝑒𝑐𝑎𝑙𝑙

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +  𝑟𝑒𝑐𝑎𝑙𝑙
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2.6.4. Receiver operating characteristic (ROC) curve  

ROC curves are useful to organise and visualise the performance of classifiers and provides with 
a richer measurement than scalar measures [19]. ROC curves plot the true positive rate against the 
false positive rate depending on a discrimination threshold. True positive rate (TPR) is the recall, 
which can be described as the probability of detection, and the false positive rate (FPR) is defined 
as: 

𝐹𝑃𝑅 =  1 −  
𝑇𝑁

𝑇𝑁 +  𝐹𝑃
 

FPR can be described as the probability of false detection. The use of the threshold is that it is an 
interval from 1.0 to 0.0 that acts as a cut off for when predictions are classified as either true or 
false. This means that the TPR and FPR changes depending on the value of the threshold and 
generates a plot that can be used to evaluate the classifiers output quality. This means an ideal 
classifier has a ROC curve that immediately reaches the top left corner of the plot and a classifier 
that predicts random plots a diagonal ROC curve. 

2.6.5. Area Under the ROC curve (AUC) 

AUC simplifies the interpretation of the ROC curve into a single value and gives an indication of 
how much “work” the classifier does [20]. An ideal classifier gives a AUC score of 1 while a 
classifier that predicts randomly gives a ROC score around 0.5. 

2.6.6. Matthews Correlation Coefficient (MCC) 

MCC is a measurement on the quality of binary classifications. MCC return a value from -1 to +1, 
where MCC = -1 means all predictions are incorrect, MCC = 0 means all predictions are random, 
and MCC = 1 means all predictions are correct. MCC is defined as: 

𝑀𝐶𝐶 =   
𝑇𝑃 ∗  𝑇𝑁 −  𝐹𝑃 ∗  𝐹𝑁

𝑠𝑞𝑟𝑡((𝑇𝑃 +  𝐹𝑃)(𝑇𝑃 +  𝐹𝑁)(𝑇𝑁 +  𝐹𝑃)(𝑇𝑁 +  𝐹𝑁))
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3. Methods 

There were two major modifications to InterPred needed to be implemented to construct the 
InterComp pipeline. The first modification was that InterPred were dependent on TM-align to 
evaluate homology models to template matches, which was dependent on information about 
complex structure. TM-align were therefore removed and was replaced with the InterComp 
algorithm to match the homology models to matching interface templates. Previously, TM-align 
were responsible to superimpose the structure to measure the interface similarity with cMap, 
therefore a superimposing function was added into the InterComp algorithm. Due to these 
alterations, the original machine learning classifier algorithm from InterPred couldn’t process the 
new structural gathered features, so it was adapted to process the new features. The roadmap to 
retrain the classifier can be illustrated by the following Figure 5: 

 

 

Figure 5: Illustration of the roadmap of training the classifier and building the InterComp pipeline. 

To build the pipeline, Python (2.7) was used in combination with SciPy [21]. From SciPy, NumPy 
increased the performance of scientific calculations, Scikit-learn was used to build up the classifier, 
Pandas were used for data wrangling while Matplotlib and Seaborn was used to graph the results. 

3.1. Dataset and shell extraction step 

To train the classifier, a binary dataset describing both positive and negative PPIs between 
structural domains and their respective interface were used, as described in the InterPred article 
[6]. The positive dataset was composed of yeast and human protein pairs that have been previously 
been shown to be interacting. The negative set consisted of paired proteins from different cellular 
compartments, which means they were unable to interact with each other and could be considered 
as false PPIs. An important detail to note is that the used structural domains were interpretation 
of the true domain generated from the homology modelling step in InterPred. Therefore, when 
building the training set, all combinations of domain-domain interactions with respect to their 
representative domain models were used. A problem with this was that a true domain-domain 
interaction didn’t imply it was true because it depended on how the domain was interpreted into 
the domain model form. This problem wasn’t affected on the false interaction couples, because 
all of them could be interpreted as true negatives. When all the different combinations of domain 
interaction had been done, their available PDB structure files were processed by extracting their 
shell and processing them with the InterComp algorithm. 

3.2. InterComp step 

The extracted shells of both interacting structures and their associated interfaces were inserted 
into the InterComp algorithm. The used calculation values from InterComp were five outputs. 
These were highest structural score, chemical compatibility score, length of interface in units of 
number of cα, length of shell in units of number of cα, and P-value. The best structural score was 

Dataset & 
Shell extraction 

InterComp cMap Machine Learning 
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the output from InterComps objective function. Table 2 gives an overview of the five InterComp 
outputs. 

Table 2: Description of all generated InterComp outputs for each domain-interface alignment. 

Feature Description 

Structure score The highest score of structural similarity between the shell and its 
interface. 

Sequence score The score from the substitution matrix of the alignments between 
evolutionarily divergent protein sequences. 

Length Interface Length of the interface in units of residues. 

Length Structure Length of the domain in units of residues. 

P-value Dependent on the probability density of the structural score sampled 
from length of random interfaces and shells. 

During the sampling of domain-interface alignment, there were occurrences were small interfaces 
were tried to be matched against large domains, which made the data gathering too time 

consuming. Therefore, all interfaces with length < 10 residues were removed. With values 
describing how well interfaces aligned to domains, the coupled structures were processed in the 
cMap step by first superimposing the couples unto each other first. 

3.3. cMap step 

With the superimposed structures, there were three contact measurements extracted from cMap. 
These were: domain-domain contact, interface-interface contact and shared contact. See Figure 6 
for an illustration of the three contact measurements. 

 

Figure 6: Visualization of the three different overlaps between residues used with cMap. 

Shared contacts measure the number of contacts between the interacting domain-interface 
structures, interface-interface measures the contact between the two interfaces and the domain-
domain output measures contacts between the shells. Table 3 gives an overview of the outputs. 

 

Domain-domain contacts 

Interface-interface contacts 

Shared contacts 
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Table 4: Description of all generated InterComp outputs for each domain-interface alignment. 

Feature Description 

Domain contacts cMap output of number of domain-domain overlaps considered as 
contacts. 

Interface contacts cMap output of number of interface-interface overlaps considered as 
contacts. 

Shared contacts cMap output of number of shared overlaps considered as contacts. 

3.4. Machine learning step 

Finding the highest quality design of a classifier to evaluate PPI models was accomplished by 
dividing the machine learning part into three steps: feature selection, model selection, and model 
evaluation. The picked classifier algorithm for this project was a random forest classifier from the 
Scikit-learn module. Furthermore, cross-validation was used during all machine learning steps to 
get a fair judgment of the performance of the classifier. 

3.4.1. Random forest algorithm 

Random forest is a machine learning algorithm that predicts classes as a decision tree diagram. 
The decision tree can be described by several nodes, where at every node the sample to be 
predicted is evaluated by its features. If the node cannot decide if the sample belongs to a certain 
class, the node is split into two further nodes and the sample is further process down in one of 
them. The last node that evaluates the prediction is called a leaf node, that determines it predicted 
class. 

Random forest was picked as an algorithm to predict classifications because it runs efficiently on 
large datasets, was non-parametric, proven to perform well with biological data [22], and it was an 
ensemble method [23]. Some of the benefit of the random forest algorithm being non-parametric 
is that it doesn’t need an assumption of how the data is distributed, therefore, there was no need 
to transform the values into a theoretical assumption of the data distribution. Another benefit of 
random forest is it being an ensemble method, which means it contains an ensemble of multiple 
classifiers called trees. The use of having multiple trees is that the classifiers won’t overfit the data 
to the classifier when training it. This means that the classifier won’t adapt too well to noisy data 
values and won’t let noisy data have a larger impact on the classification predictions. Therefore, 
Random forest is relatively robust to outlier and data noise [23]. The opposing side of overfitting 
is called underfitting, which means the classifier is too generalised, that it won’t predict the 
underlying structure of the data. Furthermore, cross-validation can be used to measure the 
performance of the classifier while maximizing the use of training and validation data. 

3.4.2. Cross-validation 

When training a classifier, there is a need to divide the training data into a training and validation 
set because otherwise the classifier would perform unrealistically well if it is trained and validated 
on the same dataset. To maximize the use of a dataset, 10-fold cross-validation was used, which 
divides the dataset into cross-validation folds (CV-folds). Each fold contains a different set of 
training and validation data and a scoring metric can be used to get an estimate of the median 
performance of the classifier. By using folds gives a more justified performance measure between 
some validation sets that might performs better than others depending on what training set is 
used. See Figure 7 for an illustration of how cross-validation divides the dataset into a training set 
and a validation set. 
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Figure 7: Illustration of 10-fold cross-validation. In each iteration the dataset is divided into folds consisting of 
either a validation fold or training set. 

As described in the InterPred article [6], the dataset was pre-defined into 10 folds so that no pair 
from different folds shared >50% sequence identity similarity at 90% coverage. This as to improve 
the randomness of the dataset when optimising the classifier and therefore lower the risk of 
overfitting. 

3.4.3. Feature selection 

To reduce the time complexity of optimising classifiers; feature selection was used to select the 
best assembly of features. Feature selection aims to reduce the number of used features by 
discarding the ones that has lowest performance impact on predictions. However, because each 
feature has a relative importance depending on the other features, all features were divided into 
feature groups and all combinations of them were generated into 63 different feature sets. Table 
5 shows how the features were grouped, where the features from InterComp were from respective 
aligned domain-interface, therefore the first pair was denoted as x and the second pair was denoted 
y. The features from cMap where measurements of the number of contacts of the PPI model. 

Table 6: Description of features. InterComp describes the fit of the interface to its coupled domain for respective 
protein in the PPI while the cMap feature group describes the whole PPI. (x/y) denotes that the feature exists for 

both PPI pair. 

Feature Group Feature 

cMap features Domain contacts 

Interface contacts 

Shared contacts 

InterComp features Structure score (x/y) 

Sequence score (x/y) 

Interface size (x/y) 

Structure size (x/y) 

P-value (x/y) 

By using feature selection on each feature group combination, the best suggested combination of 
features with the highest model performance can be identified. To run the feature selection, the 
classifiers were processed with recursive feature elimination with cross-validation (RFECV) 
method from the Scikit-learn module. RFECV selects features by recursively eliminating them by 
increasing the threshold of required feature importance by using the gini importance [24]. This 
gives information of the most important and optimal number of features that has the highest 
impact on the model performance. During feature selection, F1 score was used. F1 score was used 

because the dataset was highly imbalanced with a correct/incorrect PPI ratio of ≃ 0.04 and 
simplifies the measurement of how well the classifiers perform. 

      
        
        

        

Dataset 

 Training 

 Validation 
Iteration 1 
Iteration 2 
Iteration 3 

Iteration 10 

fold 1 fold 2 fold 3 fold 10 
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3.4.4. Classifier model selection and hyper-parameter tuning 

In the model selection step, the best selected set of features were used to train the classifier with 
hyper-parameter tuning. There are different available parameters that can tune the performance 
of the random forest algorithm, but there were two parameters that seemed to show most impact 
on the performance of the classifier. These two parameters were max number of features and 
number of trees, and are described as: 

▪ Max features - Sets the number of features to consider when looking for the best split 
and increases the available options for each tree to base their prediction on. A lower 
number of max features increase the randomness in random forest and decreases risk of 
overfitting.  

▪ Number of trees - The number of trees to be built within the random forest classifier. A 
higher number of trees generally increase the performance of the random forest algorithm. 
However, this will also increase the time complexity of training and predicting values and 
is therefore limited by the hardware specifics of the computer training the classifier. 

During each parameter tuning step, brute force parameter search was used. This means for each 
parameter a set of different values were systematically enumerated to find the highest median F1 
score. The parameter that generated the highest median F1 score were picked to be the chosen 
parameter for the end classifier model. Furthermore, there is randomness introduced by 
bootstrapping when training the classifiers, which is the random feature evaluation at each node 
done by the random forest classifier. To duplicate results, all training was conducted from the 
same starting random state. The parameters for max features were tested from the interval 1 to 
maximum features for respective classifier. The number of trees were iterated from 10 to 120 with 
steps of 10 because InterPred uses 100 trees and it is suggested that there isn’t a significant 
performance gain after 126 trees [25].  

3.4.5. Classifier model evaluation 

To compare the optimised classifier models and pick the most suitable classifier; precision, recall, 
F1, and MCC evaluation metrics were used. A ROC curve and AUC score were also calculated 
based on the top prediction score for each representing PPI in the binary dataset. The model 
classifier that outperformed the other classifiers were chosen to be the InterComp pipeline 
classifier and to be compared to InterPred. 

3.5. Performance comparison between InterPred and InterComp 

Based on the prediction performance on the binary dataset, the classifier from InterComp were 
compared to the classifier of InterPred with the use of a ROC curve. Furthermore, an extension 
of the binary dataset, containing PPI pairs that InterPred were unable to model, were inserted into 
the InterComp pipeline. On some of the processed extended binary dataset, PyMol [26] was used 
to graphically investigate whether the PPI models were realistic. 
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4. Result 

The generated plot for each machine learning step illustrated by earlier Figure 5 is presented here. 
The single-valued metrics from the classifier selection and evaluation chapter can be seen in 
Appendix C - Machine learning metrics, Figure B.1. 

4.1. Feature selection 

Out of the sampled features from the binary dataset, RFECV was used on different combinations 
of defined feature groups. This generated 63 sets of classifier model that used different 
combinations of features. Figure 8 shows the distribution of F1 score for all 63 generated model 
classifiers. All RFECV iterations can be seen in detail in Appendix B – RFECV run. 

 

Figure 8: F1 score from RFECV for each 63 classifiers. The column marked red (classifier 59) had access to all 
available features. 

Additionally, all the features were counted from each presented most important feature for every 
classifier, to investigate which feature was most important according to RFECV. Figure 9 shows 
the count of the number of recurring features from all 63 model classifiers. 
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Figure 9: Sum of used features in all classifiers where 32 was the highest possible number of feature count. 

From Figure 8, the top three classifiers were picked to be further optimized in the next model 
selection step. Figure 10 shows the top three classifiers. 

 

Figure 10: Top three model classifiers from previous Figure 8. F1 score for model classifier m9, m49, and m26 
was 0.6685, 0.6855, and 0.7083. 

Lastly, the preferred choice of features for classifier m9, m26, and m49 can be seen in Table 6. 
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Table 6: Preferred features for top three classifier models. 
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4.2. Classifier model selection 

The classifiers m9, m26, and m49 were picked to be further optimized with hyper-parameter 
tuning. The parameters to be tuned were in the order of max features and number of trees. 

4.2.1. Max features tuning 

Figure 11 shows boxplots for the F1 score distribution of CV-folds within every classifier 
depending on the number of used max features. 

 

Figure 11: Maximum features for each classifier ranging from the parameter value 1 to their respective maximum 
size of selected features. The black marks are outliers from CV-folds. 

The highest F1 score was achieved with a max feature of 4 for all the classifiers. See Figure 12. 
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Figure 12: F1 score of highest scoring max feature parameter for classifiers m9, m49, and m26. The score for 
each classifier was, from lowest to highest: 0.710, 0.753, and 0.760. 

4.2.2. Number of trees tuning 

Figure 13 shows the median F1 score for each classifier with a tree tuning run from 10 to 120 
with steps of 10. 

 

Figure 13: shows how the F1 scores depends on the number of trees for classifier m9, m26, and m49. 

The picked number of trees based on their highest median value were 100 for classifier m9, 120 
for classifier m26, and 110 for classifier m49. Figure 14 shows a boxplot of the CV-folds for each 
classifier with their respective chosen tree number. The next step was to evaluate the model 
classifiers. 



21 

 

 

Figure 14: F1 scores for optimal number of trees for classifier m9, m26, and m49. For each classifier, in the 
order of lowest to highest, the F1 score was 0.696, 0.752, 0.759 with number of trees of 100, 120, 110 

respectively. 

4.3. Classifier evaluation 

The optimised classifiers m9, m26, and m49 were evaluated by the their F1, precision, recall and 
MCC score. See figure 15. 
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Figure 16: precision, recall, F1, and MCC metrics for each classifier.  

The classifiers were further compared with ROC curve. See Figure 17. 
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Figure 17: Two ROC curves. The upper figure compares the ROC curves for m9, m26, and m49. The lower 
figure shows the ROC curve with the interval of 0 to 0.10 of the upper figure. Classifier m9, m26, m49 had 

AUC scores of 0.712, 0.853, and 0.854 respectively. 

Due to the performance of m26 compared to the other classifier models, m26 were chosen to be 
continued with and act as the classifier for the InterComp pipeline. See the Classifier evaluation 
section in the discussion chapter for detailed motivation. Appendix D – InterComp data 
exploration shows boxplots of the distributions of different features for each CV-fold and 
classification for m26. 

4.4. Comparison between InterPred and InterComp 

Classifier m26 was picked to be the InterComp classifier and were compared to InterPred. Thus, 
InterComp represents the modified pipeline and InterPred represents the unmodified pipeline. A 
scatter plot of the InterComp score plotted against InterPred scores for both false and true PPIs 
on the merged binary dataset can be seen in Figure 18, which gives a general survey of the 
agreement of PPI identification between the two pipelines. Figure 19 expands this observation by 
showing the cumulative fraction for both true and negative PPIs. 
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Figure 18: Scatter plot showing the agreement of prediction scoring for InterComp and InterPred of both true and 
false PPIs. 

  

Figure 19: Left subfigure shows the cumulative fraction of true PPIs while right subfigure shows the cumulative 
fraction of false PPIs. 

Figure 20 shows a ROC curve comparison between InterComp and InterPred on the binary 
dataset. 
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Figure 20: ROC curve comparison between InterPred and InterComp of the binary dataset. 

To further investigate how similar InterComp and InterPred agree on their scoring of PPIs, Figure 
21 shows the fraction of InterComp scores that are within certain InterPred thresholds. 

 

Figure 21: The fraction of InterComp scores of all PPIs that are within InterPred scores with a threshold of a 
step of 0.10 for the whole scoring interval. 

Finally, to investigate if InterComp could model PPIs that InterPred were unable to, 192 domain-
couples with known possible interactions were processed by the InterComp pipeline. These 
domain-couples had an InterPred score of 0, but InterComp managed to generate PPI model for 
these interactions. To investigate if these modellable interactions improved the ROC curve 
performance, InterPred were compared to a version of InterPred combined with the InterComp 
scores sampled from the 192 PPI models. See Figure 22. 
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Figure 22: ROC curve of the performance for InterPred compered to InterPred extended with the InterComp 
pipelines. 

The prediction scores of the added interactions can be seen in Figure 23. 

 

Figure 23: Boxplot of score distribution of the PPI models from the extended binary dataset. 

4.5. Graphical PPI coarse model inspection 

From the extended binary dataset, some of the PPI models were graphically explored. Figure 24 
shows an arbitrary PPI coarse model with an InterComp score of 1.0. Furthermore, there were 
some coarse models that didn’t superimpose correctly, which are not showed. The extended 
binary dataset showed similar behaviour as the true PPIs in the ordinary binary dataset. Therefore, 
this observation can be acknowledged by the cMap features, showed in Appendix D – InterComp 
data exploration for the figures for interface/domain/shared contacts, were some coarse models 
had 0 contact values.  
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Figure 24: Coarse PPI model between model domains P02994 and P20484 trough interface template 1qty. The 
top figure shows the residues of 1qty_AB (green) and 1qty_BA (yellow). The middle figure shows the domain 
residues aligned to respective paired interface group (blue paired to yellow and red paired to yellow). The lower 

image shows the superimposed complete structures of respective domain aligned to its domain interface. 
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5. Discussion 

The aim of this thesis has been to modify the InterPred pipeline, with the InterComp alghorithm, 
and compare the original to the modified pipelines. It has been shown that InterPred performs 
better than the InterComp pipeline and that InterComp can model PPIs that InterPred were 
unable to. The current chapter will discuss the result, implication of picked methods, project 
process, ethical implication, and future directions of the InterComp pipeline. 

5.1. Result discussion 

The discussion is divided into parts that will discuss each subchapter found in the result chapter 
separately. 

5.1.1. Feature selection 

From Figure 9, the most important features to build up the InterComp classifier was the size of 
both the interface and domain. The interface contacts were also preferred over the shared and 
domain contacts. The shared contacts were dependent on the number of contacts between the 
two features; interface and domain contacts, which likely was the reason the shared contacts were 
undesired feature. It further seems that the y couple was preferred over the x couple as a feature 
for sequence score and P-value, even though the positional of the pair order should not matter. 
The binary dataset was trained with symmetrically designed dataset over both pairs when 
processing them through the InterComp pipeline, to prevent the dataset to be biased forward one 
position. However, it seems the features are slightly biased forward in favour of position y because 
there seems to be smaller variations in the feature metrics for both x/y couples, seen in Appendix 
D – InterComp data exploration. 

5.1.2. Model selection 

By studying the results from the model selection phase, there were always one of the folds that 
lagged on the F1 metric. There was a try to improve the score of this CV-fold by using parameter-
tuning of minimum leaf sample split, which generalises the predictions more. However, this 
decreased the score dramatically of the top folds at the cost of improving outlier fold. It was 
preferred to maximize the median score of the cross validation; therefore, minimum leaf sample 
split wasn’t further pursued. From further investigations, the lowest scoring CV-fold had the 
lowest amount of available data compared to the other CV-folds, therefore it is assumed that this 
CV-fold needed more training sets to perform better. It is therefore likely to believe that this fold 
might have been most affected by the limitation of interface sizes. Table C.2. in Appendix C - 
Machine learning metrics summarises the total number of unique PPI models. 

5.1.3. Classifier evaluation 

Figure 16 shows m49 scored highest F1 score, which showed it had the most balanced harmonic 
mean between recall and precision. However, m49 features are not symmetrical, therefore it is not 
intuitive correct that the prediction score depends on which positional order the pairs are 
processed. The m9 model weren’t comparable of its performance metrics to the other two 
classifiers model, however, it performed well for only using interface/domain contacts and length 
feature. The best classifier was m26, largely because its performance in the ROC curve were 

highest on the lower interval of FPR to ≃ 0.2. This means that m26 is more likely to predict true 
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positives compared to the other classifiers, even if m49 seemed to be more robust to uncertain 
PPIs. In the context of modelling PPIs, predicting true values with a high certainty weights more 
than predicting plausible PPIs, therefore m26 were chosen to be the classifier for the InterComp 
pipeline. 

Furthermore, it had the highest MCC score while m49 was lowered too much by the extreme CV-
fold outlier. This means that m26 successfully predicted the median most total numbers of classes 
of both classifications. With that said, interface contacts, sequence scores and length of interfaces 
were most vital in generating good predictions. 

5.1.4. InterPred & InterComp comparison 

To get a general understanding of how the two pipelines correlates scoring prediction of PPIs, 
Figure 18 shows how both InterPred and InterComp tries to classify the true PPIs to the ideally 
correct upper right corner of the scatter plot. The same cannot be said about the lower left corner, 
the ideally correct spot for false PPIs, which InterPred seems to hit but InterComp has harder to 
hit. Therefore, there seems to be a more randomness for the classifier to detect false PPIs 
compared to InterPred. Figure 19, showing the cumulative fraction, confirms InterComp struggle 
in classifying both true and false PPIs compared to InterPred. Especially with the false PPI, due 
to the form of the cumulative ratio having almost a linear increase rather than a steep increase at 
the beginning. 

To understand how well both pipelines score predictions, the ROC curve comparison between 
the pipelines on the cross validated binary dataset, Figure 20, shows that InterPred outperforms 
InterComp. It can therefore be said that the InterComp pipeline do not have access to information 
that is necessary to make correct classifications due to its design. To see how similar InterPred 
and InterComp scored their prediction, Figure 21 says there is a generally high agreement on how 
PPIs should be ranked for the 0.0 – 0.10 and 0.9 – 1.0 interval. However, there is a higher 
disagreement between 0.10 – 0.90 interval between the pipelines. This is likely because the two 
pipelines use different features to classify PPIs, which results in different interpretation and scoring 
weights of PPI predictions when there is not a clear certainty of the classification. To take 
advantage of the difference of the two pipelines, Figure 22 confirms that by combining InterComp 
predictions from the extended binary dataset into InterPred, it can further improve the TPR with 
a merged pipeline. A new pipeline can therefore be constructed that uses the benefits of both 
InterPred and InterComp. However, data processing was much faster with InterPred, it is 
therefore advisable to first run InterPred on a target sequence and thereafter run InterComp, to 
build coarse models between the domains InterPred were unable to find. 

5.1.5. Graphical PPI coarse model inspection 

The inspection of coarse models generated by InterComp from the expanded binary dataset 
showed that InterComp can build reasonable models that can be used for further purposes. 
However, during inspecting of the coarse models, there seemed to occur errors were some protein 
couples were superimposed on the wrong frame of reference, while there were many other 
successful superimpositions. The error rate seemed to be dependent on the type of domain model, 
but due to the project timeframe, this wasn’t investigated further. This resulted in some true PPIs 
to gain a lower prediction ranking because they had a lower cMap values compared to the correctly 
superimposed models and it is uncertain that some of these coarse models are to be trusted. 
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5.2. Choice of method implication 

There are two methods that could be revised. These were: 

▪ Feature selection - The feature grouping could have been reduced further, especially by 
separating the cMap features into their respective group. This would have given more 
information of the performance of using them as a single feature iteration in the RFECV 
run. 

▪ Symmetrical training design - There are some signs showing that the training dataset 
was not fully symmetrical, even though it did not seem to have a higher impact on the 
results. By revising the how the dataset was designed might improve the prediction score 
of the classifier and even resulting that m49 performs better than m26. m49 was like m26, 
with the difference of using the position y scoring of sequence score and P-value. A more 
symmetrical design might lead to a symmetrical feature design of m49, which may result 
in it performing better than m26. 

To expand on the topic of methods implication, a source criticism is about the available machine 
learning information that has been used has most often been through Scikit-learn complemented 
with other available sources found through the internet. It has been difficult to find a best practice 
approach that has both proven to be successful and a necessity when building classifiers. 

5.3. Project process and timetable analysis 

There were some parts in the planning of the project timetable that were hard to predict 
beforehand that they would take longer time than expected. The most important changes were 
that, due to slow momentum of data processing and gathering data of model evaluation and 
pipeline comparison, many tasks were needed to be multi-tasked. This was not a problem because 
some of the data processing could be unsupervised while focus could be shifted to other parts of 
the project. The timetable did therefore not reflect the real project process, because there were 
methods that were needed to be learned along the path and the sampling of data took longer than 
expected. 

5.4. Ethical implications 

One of the few ethical considerations to be made is that there is a vulnerability to use falsified 
data and abuse the InterComp pipeline to generate false results. Additionally, the pipeline used 
several millions of data values describing PPIs, therefore it is unlikely to catch minor errors and 
false information among the true values. It can further be said that data loss has surely happen 
during the process of training and building the pipeline that have fallen out unnoticeable. It can 
therefore be argued that an ethical implication is that not all available data has been used to its full 
capacity and has therefore been wasted. 

5.5. Future directions 

There are three future directions that can improve the InterComp pipeline. These are: 

▪ More features – Based on the discussion of the scatter plot, Figure 18, InterComp seems 
to struggle to classify false PPIs. It is therefore suggested to investigate further appropriate 
features that are suitable to be implemented as features in the pipeline that would diversify 
the available features. A suggestion might be to add an attribute that classifies the domain 
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and interface into family category, which expands the available information of structures. 
This might increase the classification of separating true coarse models from false. 

▪ Adding a screening restriction - InterComp can be expanded with a restriction that 
filters out good domain-interface alignments before continuing with PPI modelling, as 
InterPred does with a TM-score. This restriction could remove unnecessary false PPIs, 
that InterComp seems to have trouble to predict with good accuracy. The investigation 
of finding a suitable cut off limit was pursued initially but was dropped when the extended 
binary dataset only contained true PPIs, which defeated the purpose of adding a cut off 
limit. 

▪ Docking - There is further room to increase the automation of the data processing and 
to refine the coarse PPIs modelled by the pipeline with docking techniques. However, it 
was previously discussed that InterComp has currently problems with superimposing 
structures correctly, therefore this should be further investigated before to increase the 
quality of the predictions. 
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6. Conclusions 

This thesis has investigated the performance of using InterComp as a PPI identifier and comparing 
it to InterPred. The following two conclusions has been made: 

▪ InterPred classifies PPIs better than InterComp. 

▪ InterComp, as a pipeline, can model PPIs that InterPred cannot. 

It is therefore suggested to run InterPred on target sequences and complement the run with a 
InterComp run to find the undiscovered domain connections. 
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8. Appendix A – Project timetable 

The approach to build the InterComp pipeline from InterPred are described by the following 
section: 

1. Set up/study InterPred and prepare data sets - InterPred will be configured and be 
able to run picked dataset. Furthermore, InterPred will be studied which will build an 
understanding of how to implement the desired modifications. 

2. Conceive appropriate machine learning techniques - The basics of machine learning 
will be studied, and an appropriate machine learning method will be picked that is suitable 
for solving the problems that this thesis will explore.  

3. List wanted features and quality of model measurement - Explore wanted features 
that the model evaluation step should base the quality of the PPI model and interpret how 
these features should be extracted. Furthermore, explore how the performance of the 
classifiers can be investigated. 

4. Design model evaluation - Study and pick suitable Python packages based on the 
wanted features and machine learning method. Prepare a Python environment to 
implement the model evaluation. 

5. Implement model evaluation - Implement the model evaluation with the picked Python 
Packages and machine learning method. When an early version of the model evaluation 
can process and rank the interaction models, the surface-to-surface comparison of the 
algorithm from InterComp will be implemented. When the surface-to-surface comparison 
is functional, the rest of the features will be implemented into the model evaluation. 

6. Improve model evaluation - When the pipeline can process and rank PPIs, the machine 
method will be improved by training it and adjusting parameters more thoroughly. 

7. Compare modified InterPred to regular InterPred - Compare both versions of the 
pipeline by comparing the quality of the data runs during different circumstances and 
doing additional data runs. 

The described approaches were used to design the following timetable: 
Project week Task 
1 Setup/study InterPred and prepare data sets  
2 Conceive appropriate machine learning method 
3 List wanted features and study how to measure the quality of model 
4 Design model evaluation 
5 Implement model evaluation 
6 Implement model evaluation 
7 Implement model evaluation 
8 Improve model evaluation 
9 Improve model evaluation  
10 Improve model evaluation. Mid-term evaluation 
11 Improve model evaluation  
12 Compare modified InterPred to regular InterPred 
13 Compare modified InterPred to regular InterPred 
14 Compare modified InterPred to regular InterPred, write on report 
15 Compare modified InterPred to regular InterPred, write on report 
16 Compare modified InterPred to regular InterPred, write on report 
17 Write on report 
18 Write on report 
19 Submit first draft of report and prepare presentation 
20 Do Presentation, opposition, correct final report, and write reflection document. 
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9. Appendix B – RFECV run 
Table A.1: All RFECV iteration with preferred features in F1metrics. 

# {F1 metric}, {preferred features} 
1 0.26947101569652954, 'domain_contacts', 'interface_contacts', 'shared_contacts' 
2 0.058556684501703246, 'best_score_y' 
3 0.045538034483478082, 'sequence_score_x', 'sequence_score_y' 
4 0.23155068144379939, 'length_a_x', 'length_a_y' 
5 0.2531903269311962, 'length_b_x', 'length_b_y' 
6 0.11918353936864412, 'p_value_x', 'p_value_y' 
7 0.33636704875720724, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y' 
8 0.43547176465040405, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'sequence_score_x', 

'sequence_score_y' 
9 0.66850799307516506, 'domain_contacts', 'interface_contacts', 'length_a_x', 'length_a_y' 
10 0.44207297845972926, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'length_b_x', 'length_b_y' 
11 0.31811126098274489, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'p_value_x', 'p_value_y' 
12 0.23480242840389462, 'best_score_x', 'best_score_y', 'sequence_score_x', 'sequence_score_y' 
13 0.36951254784917109, 'best_score_x', 'best_score_y', 'length_a_x', 'length_a_y' 
14 0.32021833473250166, 'best_score_x', 'best_score_y', 'length_b_x', 'length_b_y' 
15 0.15847653965345893, 'best_score_x', 'best_score_y', 'p_value_x', 'p_value_y' 
16 0.40791898824617079, 'sequence_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y' 
17 0.35857015227790018, 'sequence_score_x', 'sequence_score_y', 'length_b_x', 'length_b_y' 
18 0.23665588387679418, 'sequence_score_x', 'sequence_score_y', 'p_value_x', 'p_value_y' 
19 0.40759835934540761, 'length_a_x', 'length_a_y', 'length_b_x', 'length_b_y' 
20 0.35767179382938175, 'length_a_x', 'length_a_y', 'p_value_x', 'p_value_y' 
21 0.31461581304398101, 'length_b_x', 'length_b_y', 'p_value_x', 'p_value_y' 
22 0.49855234287297312, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 

'sequence_score_x', 'sequence_score_y' 
23 0.63467822968161769, 'interface_contacts', 'best_score_x', 'best_score_y', 'length_a_x', 'length_a_y' 
24 0.47440522667273816, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'best_score_x', 

'best_score_y', 'length_b_x', 'length_b_y' 
25 0.37546841757263411, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 'p_value_x', 

'p_value_y' 
26 0.70838617746359644, 'interface_contacts', 'sequence_score_x', 'sequence_score_y', 'length_a_x', 

'length_a_y' 
27 0.5250862016038832, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'sequence_score_x', 

'sequence_score_y', 'length_b_x', 'length_b_y' 
28 0.49229313148788967, 'domain_contacts', 'interface_contacts', 'sequence_score_x', 'sequence_score_y', 

'p_value_x', 'p_value_y' 
29 0.58197379371218516, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'length_a_x', 'length_a_y', 

'length_b_x', 'length_b_y' 
30 0.62981966175231785, 'interface_contacts', 'length_a_x', 'length_a_y', 'p_value_x', 'p_value_y' 
31 0.47549001251648554, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'length_b_x', 

'length_b_y', 'p_value_x', 'p_value_y' 
32 0.48869342811128058, 'best_score_x', 'best_score_y', 'sequence_score_x', 'sequence_score_y', 'length_a_x', 

'length_a_y' 
33 0.45850672973927892, 'best_score_x', 'best_score_y', 'sequence_score_x', 'sequence_score_y', 'length_b_x', 

'length_b_y' 
34 0.28939064299661738, 'best_score_x', 'best_score_y', 'sequence_score_x', 'sequence_score_y', 'p_value_x', 

'p_value_y' 
35 0.48368021814495454, 'best_score_x', 'best_score_y', 'length_a_x', 'length_a_y', 'length_b_x', 'length_b_y' 
36 0.36942012498323967, 'best_score_x', 'best_score_y', 'length_a_x', 'length_a_y' 
37 0.42264023793216737, 'best_score_x', 'best_score_y', 'length_b_x', 'length_b_y', 'p_value_x', 'p_value_y' 
38 0.51437568424527025, 'sequence_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y', 'length_b_x', 

'length_b_y' 
39 0.49043897049777369, 'sequence_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y', 'p_value_x', 

'p_value_y' 
40 0.47208797463071656, 'sequence_score_x', 'sequence_score_y', 'length_b_x', 'length_b_y', 'p_value_x', 

'p_value_y' 
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41 0.48327289601431289, 'length_a_x', 'length_a_y', 'length_b_x', 'length_b_y', 'p_value_x', 'p_value_y' 
42 0.64501056890373132, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'best_score_x', 

'best_score_y', 'sequence_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y' 
43 0.547738287056863, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 

'sequence_score_x', 'sequence_score_y', 'length_b_x', 'length_b_y' 
44 0.50057081739454345, 'domain_contacts', 'interface_contacts', 'shared_contacts', 'best_score_x', 

'best_score_y', 'sequence_score_x', 'sequence_score_y', 'p_value_x', 'p_value_y' 
45 0.58484365366947211, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 'length_a_x', 

'length_a_y', 'length_b_x', 'length_b_y' 
46 0.63476992143407429, 'interface_contacts', 'best_score_x', 'best_score_y', 'length_a_x', 'length_a_y' 
47 0.49524304172631045, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 'length_b_x', 

'length_b_y', 'p_value_x', 'p_value_y' 
48 0.62690781307122667, 'interface_contacts', 'shared_contacts', 'sequence_score_x', 'sequence_score_y', 

'length_a_x', 'length_a_y', 'length_b_x', 'length_b_y' 
49 0.68557025457345877, 'interface_contacts', 'sequence_score_y', 'length_a_x', 'length_a_y', 'p_value_y'] 
50 0.55076036253691574, 'domain_contacts', 'interface_contacts', 'sequence_score_x', 'sequence_score_y', 

'length_b_x', 'length_b_y', 'p_value_x', 'p_value_y' 
51 0.58083784782742476, 'domain_contacts', 'interface_contacts', 'length_a_x', 'length_a_y', 'length_b_x', 

'length_b_y', 'p_value_x', 'p_value_y' 
52 0.55697335831534223, 'best_score_x', 'best_score_y', 'sequence_score_x', 'sequence_score_y', 'length_a_x', 

'length_a_y', 'length_b_x', 'length_b_y' 
53 0.48862893245469208, 'best_score_x', 'best_score_y', 'sequence_score_x', 'sequence_score_y', 'length_a_x', 

'length_a_y' 
54 0.48662431831240643, 'best_score_x', 'best_score_y', 'sequence_score_x', 'sequence_score_y', 'length_b_x', 

'length_b_y', 'p_value_x', 'p_value_y' 
55 0.49277555214880486, 'best_score_x', 'best_score_y', 'length_a_x', 'length_a_y', 'length_b_x', 'length_b_y', 

'p_value_x', 'p_value_y' 
56 0.55253437440489506, 'sequence_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y', 'length_b_x', 

'length_b_y', 'p_value_x', 'p_value_y' 
57 0.60750551651693685, 'interface_contacts', 'best_score_x', 'best_score_y', 'sequence_score_y', 'length_a_x', 

'length_a_y', 'length_b_x', 'length_b_y' 
58 0.64639950599788487, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 

'sequence_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y', 'p_value_x' 
59 0.54947384395384979, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 

'sequence_score_x', 'sequence_score_y', 'length_b_x', 'length_b_y' 
60 0.58576579209699198, 'domain_contacts', 'interface_contacts', 'best_score_x', 'best_score_y', 'length_a_x', 

'length_a_y', 'length_b_x', 'length_b_y' 
61 0.60595731665467445, 'interface_contacts', 'sequence_score_x', 'length_a_x', 'length_a_y', 'length_b_x', 

'length_b_y', 'p_value_x', 'p_value_y' 
62 0.54252371128481758, 'sequence_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y', 'length_b_x', 

'length_b_y', 'p_value_x', 'p_value_y' 
63 0.60819020241576438, 'interface_contacts', 'best_score_x', 'sequence_score_y', 'length_a_x', 'length_a_y', 

'length_b_x', 'length_b_y', 'p_value_y' 
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10. Appendix C - Machine learning metrics 
Table C.1: Overview of all gathered machine learning metrics used to compare classifier models. 

Step Metrics and their median scores m9 m26 m49 

Tuning Max F (F1) 0.710 0.760 0.753 

N Trees (F1) 0.696 0.752 0.759 

Evaluation Precision 0.745 0.814 0.815 

Recall 0.692 0.747 0.745 

F1 0.696 0.752 0.759 

AUC 0.799 0.853 0.854 

MCC 0.712 0.765 0.756 

 
Table C.2: Overview of number of unique PPIs from each CV-fold. 

CV-Fold Number of Unique PPIs 

0 1561 

1 1910 

2 1064 

3 1387 

4 5210 

5 1704 

6 1307 

7 1881 

8 1260 

9 746 
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11. Appendix D – InterComp data exploration 
Best structural score, domain contacts, interface contacts, shared contacts, sequence score, 
log10(P-value), length of interface, and length of domain data exploration for all folds and 
true/false classes. Features with x/y couples are overlapped on the same figure. 
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