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ABSTRACT
Drip bags are used in hospital environments to administer
drugs and nutrition to patients. Ensuring that they are used
correctly and are refilled in time are important for the safety
of patients. This study examines the use of a Convolutional
Neural Network (CNN) to monitor the fluid levels of drip bags
via image recognition to potentially form the base of an early
warning system, and assisting in making medical care more
efficient. Videos of drip bags were recorded as they were
emptying their contents in a controlled environment and from
different angles. A CNN was built to analyze the recorded
data in order to predict a bags fluid level with a 5% interval
precision from a given image. The results show that the CNN
used performs poorly when monitoring fluid levels in drip
bags.
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INTRODUCTION
Intravenous fluids delivered via drip bags is an integral part
of modern medicine, and is used extensively in treating high
intensive care patients, also known as high risk patients. These
patients have typically gone through surgery and are unable
to feed themselves and their bodies may be requiring drugs to
function properly. Drip bags provide a consistent release of
fluid into the patient’s blood stream, administering nutrition,
drugs and maintaining hydration levels. Errors in administer-
ing drip-bags generally lead to complications and endanger
the patient’s safety. The errors are of three kinds. Wrong
content of nutrition and drugs, wrong drip speed, or drip bags
running out without being replaced in time. Since the drip
bags feed the patient with a steady stream of drugs, the wrong
drugs, or the wrong doses can have fatal effects. Currently,
drip bags are checked manually by rotating hospital person-
nel. This approach helps to reduce the impact of human error,
but still suffers from mistakes due to lack of education and
observation.

In the last decade machine learning has made tremendous
progress thanks to improved algorithms and more computing
power. This has garnered a lot of attention from industries
with access to large amounts of data, including medicine,
which has already successfully applied machine learning al-
gorithms in controlling movement-assisting hardware for par-
alyzed patients [2]. Machine learning has proven adept at
image recognition, and will be the starting point for a machine

learning-powered drip bag surveillance system. This could
be a helpful support system for hospital personnel to detect
empty drip bags and potentially incorrect content of drip bags.

In this report we attempt to build a proof-of-concept applica-
tion using Google’s machine learning framework TensorFlow.
We aim to investigate if a neural network analysing a video
stream can successfully monitor the content levels of a drip
bag. If successful it can form a basis for implementing a warn-
ing system, reducing risk of human error and introducing the
possibility of a more efficient patient surveillance system.

The application takes input from a camera that monitors a drip
bag. Each frame from the video is sent to a neural network
model that makes a prediction. The most frequent prediction
over 10 frames is used as the application’s final output.

Research Objectives
1. Investigate what accuracy the neural network can achieve

in predicting fluid levels in 5 percent intervals. A fluid level
of 13% should be classified in the 11%-15% interval. We
consider an accuracy of 95% and above to be a good result
for this study.

2. Investigate the viability of monitoring the fluid level of a
drip bag with a neural network operating on video data.
Monitoring fluid levels is considered viable if it can predict
a fluid level within a 5% interval based on the most frequent
prediction from ten consecutive video frames. For this ob-
jective to be successful we do not want to see any incorrect
predictions.

Delimitations
This proof-of-concept only aims to establishing a method
of providing an accurate system for monitoring drip bags.
Integration with actual warning systems, such as connecting to
a display for displaying the current status is not an objective.

Our application will not read live data from the camera sensor.
Instead we will capture videos which will imitate a live sce-
nario. These videos will be cut up in parts of 10 frames each.
This was considered enough for testing purposes to evaluate if
the solution is viable.

THEORY
Convolution neural networks (CNN), also referred to as conv-
nets, is a type of neural network that has proven to yield strong
results on analysing images [8, 15, 13]. A notable example
is the outstanding performance on the ImageNet challenge



[8]. ImageNet is a benchmark test in object classification and
object detection, with millions of images and hundreds of
classes to be detected or classified.

The task of identifying the fluid level in a drip bag with a
camera is an image recognition problem. An image recogni-
tion system generally goes through these steps to solve the
problem:

• Image acquisition - an image is produced by an image sensor
(e.g. camera) resulting in a 2D image, a 3D volume, or a
series of images (a sequence).

• Preprocessing - before images are supplied to an image
recognition algorithm they are typically altered to improve
performance. Common operations are re-sampling to make
sure the image is of a reasonable size, noise reduction to
remove false information, and contrast enhancement to help
detect important features.

• Feature extraction - a feature is a part of the image that
is of interest. Features of various level of complexity are
extracted from the image. Examples of features are lines,
edges, corners, blobs, or points.

• Detection/segmentation - deciding which points on the im-
age (features) are most relevant for further processing

• High-level processing - this steps deals with classifying the
segmented features into classes.

• Decision making - making a decision based on the high-
level processing. Is the image classified correctly?

CNNs perform all of these steps automatically, with the excep-
tion of image acquisition.

Convolutional Neural Networks
This section aims to give the reader a basic understanding of
how CNNs works, which is important for a better understand-
ing of the method and results.

The CNN consists of several layers of neurons. In its simplest
form a neuron is a network node that takes input, performs
a calculation, and gives an output, much like a programming
function. The nodes are grouped into five types of layers [9]:
an input layer, convolutional layers, pooling layers, hidden
layers, and an output layer, as illustrated in figure 3

Input Layer
For image classification the input layers reads the pixel data
of an image. The number of nodes are equal to the resolu-
tion of the images (width and height), times the number of
channels. For a 200x300 RGB image the input layer requires
200x200x3 = 120,000 nodes. Each node in the input layer is
a floating point number between 0 and 1.

Convolutional Layer
A convolutional layer is responsible for automatic feature ex-
traction [10]. This allows the network to analyse images with
a minimum of pre-processing. The layer uses a kernel, which
is a NxN matrix that moves across the input with a given stride
S, which describes how it should move in the XY-plane. At
each step the Dot product is calculated between the kernel and

Figure 1. Example of a convolution

Figure 2. Examples of downsampling and stride

the covered area in the input matrix. This is illustrated in fig-
ure 1. Some examples of effects the convolutional matrix can
create are edge detection, sharpening, blurring, and smoothing.
The amount of features generated is decided by how many
filters the layer should apply. The convolutional layer is often
followed by a pooling layer.

Pooling Layer
The generated features of a convolutional layer are quite large,
as it is essentially storing N instances of the original image,
one per feature. The pooling layer is responsible for down-
sampling the convolutional features in order to reduce the
combinatorial complexity. The pooling layer works similar to
the convolutional layer, with a matrix that is moved across the
image, called a pool. The pool outputs one pixel from each
cluster of pixels it covers. Example given: an image of size
28x28 with a pool size of 2x2 and stride of 2 would produce
an image of 14x14 pixels. Figure 2 illustrates an example of a
2x2 pooling matrix with stride 2 and max pooling.

Hidden Layers
A neural network can have one or more hidden layers. It is the
hidden layers that performs the logic of the neural network,
and finally output their answers to the output layer. Each
node in the hidden layer can be thought of as abstraction
of a decision. An illustrative example: one node decides if
the weather is good for going to the cinema, it gets an input
symbolising the weather, and outputs a weighted decision
whether it is favourable or not to visit the cinema. The nodes
have a defined activation function with weights that can be
altered. What the activation function abstractedly represents in
practice is handled by the CNN and unknown to the developer.
The developer decides the amount of nodes (decisions) in each
hidden layer, and how many hidden layers to use. A hidden



Figure 3. Illustrating the three kinds of layers present in a neural net-
work

layer is a fully connected layer, meaning every node receives
input from all nodes in the previous layer, and outputs to all
nodes in the next layer.

Output Layer
The output layer consists of a number of nodes, where each
node represents a class. In the case of this study, the output
layer has 20 nodes, and each node represents a fluid level of a
5% interval. The output node with the highest activation is the
answer the neural network predicts.

Data Sets
Three data sets are required for training, evaluating and test-
ing a neural network [14]. The training set is used during
learning to fit the tunable parameters of the model. It is im-
portant the training set is sufficiently large, or it may cause
overfitting (memorizing the training data) [9]. The evaluation
set is used to evaluate the models performance and to tune
hyper parameters. It can be produced by holdout[6], which
means a percentage of the training set is set aside to be used
as the evaluation set. Since the evaluation set is drawn from
the same pool of images as the training set, its evaluation is
somewhat biased. The test set is constructed from a separate
pool of images. It used to provide an unbiased evaluation of
the model.

Training a Neural Network
The connection between nodes in the network are weighted,
and each neuron has an activation cost, which controls how
strong the output is, based on the input [16]. A neural net-
work gets its initial state by randomly choosing weights and
activation costs for each neuron. When the network learns it
is supplied with an input and an expected output. The input
propagates through the network several times. Each iteration
the network makes small changes to weights and activations
costs in an attempt to get the output closer to the expected
output [9].

When training a CNN model its performance can be improved
by altering the hyperparameters [7]. A hyperparameter is a

Figure 4. Illustrations of the Sigmoid, Tanh, ReLU, and Leaky ReLU
activation functions

parameter that is set before learning begins, in contrast to other
parameters which are derived during learning. The following
hyperparameters are of interest for this study:

• Batch Size - How many samples are propagated through the
network before updating the weights

• Activation Functions - The activation function decides
whether a node should be activated or not, as well as decide
whether the given input is relevant for a particular node

• Epochs - An epoch is when the CNN has trained on all the
training data once

• Learning Rate - How large the alterations of the weights are
after each batch

• Regularization - Techniques to avoid overfitting (The CNN
memorizes the training data, and cannot generalize to new
situations)

• Layers - The number of layers and their settings can be al-
tered to achieve different results. E.g. changing the number
of nodes in the hidden layer from 1024 to 512.

Activation Functions
There are four main activation functions in use: Sigmoid (Lo-
gistic Activation), Tanh (hyperbolic tangent), ReLU (Rectified
Linear Unit) and Leaky ReLU [19]. Each function translates
the input into a new value, illustrated in figure 4.

In CNNs ReLU is primarily used due to its positive impact
on training speed [11]. A problem with ReLU is ReLU death,
also called dying neurons [1], which means that a node that
receives a negative input output zero all the time. A large
number of ReLU deaths can cause the network to predict the
same result the majority of the time.



Underfitting and Overfitting
Underfitting refers to a model that is incapable of modelling
the training data, nor any other new data [4]. This can oc-
cur when either the model is constructed poorly, when the
training dataset is too small, or a combination of the two. An
underfitted model is a sign that you should reconsider your
approach.

Overfitting refers to a model that models its training data too
well [4]. Instead of seeing general patterns it starts to see very
specific patterns such as the noise of the individual images in
the training set. The effect is that the model memorizes the
training data, rather than learning from it. An overfitted model
performs well on the validation set, but poorly on new data.

Regularization
Overfitting can be reduced with different regularization tech-
niques:

• Dropout

• L1/L2 weight penalty

• Early stopping

• Data augmentation

Early stopping means that the network is trained until the
performance on the validation set start to deteriorate. L1/L2
regularization is based on the premise that a network with
smaller weights is simpler than a network with large weights.
L1 penalty drives some weights to 0 while allowing some
weights to be big. L2 penalty drives all weights to smaller
values. Data augmentation is a way to artificially increase the
training data set by creating modified version of images in the
training set. E.g. rotating, flipping, altering colors, inserting
random negatives. Dropout regularization randomly deacti-
vates a given fraction of the nodes in the network for each
iteration. This creates variance in the network that prevents
it from learning very specific details that would otherwise be
occurring at all times. This has been shown to be both a simple
yet highly effective way of minimizing the risk for overfitting
[5, 17].

Dropout and data augmentation was selected for this study,
based on the excellent results from previous related problems
[5, 17].

Hyperparameter Optimization
To optimize the hyperparameters a technique known as grid
search is used. Grid search works by defining a set of values
for each hyper parameter and then training the network on all
possible combinations [6]. Grid search on a CNN can be a
time consuming task if the parameters are given a lot of values.
Three parameters with ten different values each means 1000
training sessions (10x10x10). The combination that achieves
the highest score in accuracy indicates the optimal set of hyper
parameters among those that were searched.

RELATED WORK
There are no studies on employing machine learning together
with camera sensors to monitor the fluid level in drip bags, but
there have been attempts at using alternative technical means.

One approach utilized IR transmitters to detect when the drip
bag is near empty [12]. An IR transmitter and receiver is
mounted on either sides at the bottom of the drip bag. The
receiver measures the voltage of the signal. When liquid is
present in the signal’s path it obstructs the signal, and the
measured voltage is reduced from the baseline strength of 5V
to 4.5V. This approach solves one aspect that we are trying
to solve, namely detecting when the drip bags is empty and
needs to be refilled. It does not, however, monitor the current
level of the content nor the drip speed.

A similar approach also focused on detecting near-empty drip
bags by use of RFID technology [18]. A RFID tag is attached
to the drip bag and a RFID antenna is attached to a wall facing
the drip bag. As long as liquid is present, it will obstruct the
signal sent from the receiver antenna, not providing enough
energy for the RFID tag to send a response. As the contents
decrease, the response becomes increasingly stronger.

Similar to our approach, the general theme of these approaches
are to provide a remote warning system – not an automated
replacement – in order to facilitate increased efficiency for
medical personnel.

METHOD
In this section we will describe the four different stages of
development: Data acquisition, which consists of gathering
training data; pre-processing, which is the process of prepar-
ing the gathered images for the neural network; building the
models, and finally, evaluating the models.

Data Acquisition
A setup with a drip bag and camera 1 was built, as seen in
figure 5. The camera was aimed at the midpoint of the bag
and captured video input at four frames per second as the
drip bag emptied itself. Four recordings were at different
locations in a room. The difference between each location
were the background and how the ceiling lights would reflect
of the surface of the bag. The differrent backgrounds were a
whiteboard, a projector screen, a white pillar, and grey wall
with a wooden panel. On each location, two recordings were
made at maximum drip speed: one from the front, and one
from the side. In total eight video recordings were made,
each at around ten minutes long. A fresh bag was used after
four recordings. The two recordings with the whiteboard as
background was set aside to be used as a test set.

During the recording of these videos we only had two drip
bags at our disposal. As more than two recording sessions
were required in order to guarantee good footage, refilling
these became necessary. The drip bag has an outlet port at the
bottom that is penetrated by the IV tubing. This was used to
refill the bags as necessary as well, by using a plastic 60 ml
syringe and injecting all the fluid that was released from the
bag during the recording. During this process air was allowed
to enter into the bag, which presented a problem as they were
originally vacuum-packed. In order to minimize the impact
of this, as much air as possible was withdrawn from the bag
using the same syringe as when injecting.
1The camera model used was a D-Link DCS-4602EV



Table 1. The distribution of gathered data

Dataset View Total Frames Frames per 5 % interval

Training Side 10300 515
Training Front 9535 477

Validation Side 2573 129
Validation Front 2381 119

Test Side 3898 195
Test Front 5289 265

Total 33976 1700

Figure 5. One of the video capturing environment, camera on left, bag
on right.

The frames of the video output was converted into individual
images and were tagged with their fluid level as a percentage
ranging from 1-100. This was done automatically through a
script that calculated the percentage by dividing the current
frame number with the total number of frames over the record-
ing. The amount of frames of each dataset can be seen in table
1.

Of the six training data recordings that was gathered, 20%
of the images from each recording were randomly selected
and removed from the pool of available images, to be used
as a validation dataset.The rest of the images were used as
a training set. The 20%-80% split was chosen to maintain
a large amount of samples for training, as too little training
samples can cause overfitting [9].

Pre-processing
Pre-processing is usually the first step taken in order to im-
prove the quality of the input data [3]. Due to nature of CNNs,
the pre-processing could be kept to a minimum, as the CNN
itself will handle most of the work. In our case, the images
were cropped to remove as much of the peripherals as possible
and the dimension of the images were resized to 200x200
pixels (RGB format) . After resizing all of the images, which
at this point were in the PNG-format, all data was converted
to TensorFlow’s own data format: tfrecord. The advantage of
this conversion is two-fold: 1. TensorFlow has built in support
for streaming tfrecords from disk, which allows for the use of

Figure 6. An example of an image from the test set

large datasets as not all of the data needs to be kept in main
memory at the same time, and 2. tfrecords are structured to
allow for contiguous reads off of the disk, which can greatly
improve read performance on mechanical hard drives.

As the images were read from disk, they were randomly flipped
along the horizontal axis in order to create more variation, and
to mitigate potential asymmetry in the footage.

Buildings the models
A CNN was implemented using TensorFlow. A visual rep-
resentation of the model can be seen in figure 7. The model
uses two convolutional layers, two max-pooling layers and
one fully connected dense layer. The first convolutional layer
applies 32 filters with a kernel size of 5x5 pixels. This is
followed by a max-pooling layer with a pool size of 4x4 pixels
and 4x4 stride. The second convolutional layer applies 64
filters, also with a kernel size of 5x5 pixels. This is followed
by another max-pooling layer using a pool size and stride of
2x2 pixels. This is connected to the dense layer, consisting
of 1024 units. Afterwards, dropout regularization is applied
during training to prevent overfitting. The dropout rate was
set to the default value of 0.4.

Finally, the output layer was constructed with 20 units. Both
convolutional layers and the hidden layer was set to use ReLU-
activation.

Evaluating the models
Evaluating was based on one metric: accuracy. These evalua-
tions were based on two different datasets: the validation set
and the test set. The validation set was used for development
purposes to see if the model was showing promising results,
or whether a new route was warranted. When the accuracy
was deemed good enough (95% or more), evaluation based
on the test set, whose images were taken from video feeds
recorded in an environment previously unseen during training,



Figure 7. Visual presentation of the CNN used

Table 2. Grid Search Hyper Parameters

Batch Size Hidden Layer Pooling Layer Learning Rate

16 256x256 4x4, 2x2 0.001
32 1024 2x2, 2x2 0.01
64 1024x1024

was performed. This step is necessary to test if the model can
generalize to new unseen situations.

Optimizing the model
A grid search was performed to find out if the hyper parameters
could be changed to get a higher accuracy. A total of 36 runs
were made. See table 2 for the list of parameters and their
values that were used during the grid search.

RESULTS
This section shows the results from training of the CNN. The
default network architecture was tested on three sets of test
data. Table 3, 4 and 5 shows the results from side-view,
front-view, and both views respectively. The best results was
achieved by side view at 96.3% validation accuracy and 5.3%
test accuracy (table 3).

Hyper parameter optimization for the side view dataset showed
an 1% increase of test accuracy when the batch size was re-
duced from 32 to 16. Table 6 shows the full results from
the hyper parameter optimization. We left out 18 rows with
learning rate 0.01 because they got stuck at 4,4 % validation
accuracy showing no progress from one epoch to another.

The tuned model was also tested on predicting 10 sequential
frames as can be seen in table 7. It shows that the model
predicts 1-5 % the majority of the time, but has a section
around the middle range where other predictions are made.

DISCUSSION

Results
The results achieved with the CNN show signs of overfitting,
despite the use of dropout regularization to prevent it. The
model learns the training set well, but has difficulties gener-
alizing to new unseen data. This can for example be seen in
table 4 where more training epochs leads to worse test accu-
racy. The tendency of overfitting showed itself early in the
training process. The cause was suspected to be due to the
drip bags being vacuum packed. The vacuum prevents the
fluid level from lowering at a constant rate, which means the
shape of the drip bag changed rather than the fluid level. It is
possible that reflections on the bag’s surface and refractions of
the background were memorized during training. Figure 6.1
shows two images of 53% fill from two different videos with
their feature maps from the second convolutional layer. The
image shows the contour of the bag, the text, and reflections
on the bag and the background.

To minimize the impact of reflections and background four
videos were recorded at different locations in a room. There
was hope that this would be sufficient to stop the network
from memorizing backgrounds and reflections. The bag was
also filmed from the side where the concave transformation



Table 3. Results from untuned network on data captured from a side view
Layers Accuracy

Epochs Batch Size Learning Rate Dropout Pooling Hidden Output Validation Test

5 32 0.001 0.4 4x4, 2x2 1024 20 56.3% 4.7%
15 32 0.001 0.4 4x4, 2x2 1024 20 96.3% 5.3%
30 32 0.001 0.4 4x4, 2x2 1024 20 97.6% 5.0%

Table 4. Results from untuned network on data captured from a front view
Layers Accuracy

Epochs Batch Size Learning Rate Dropout Pooling Hidden Output Validation Test

5 32 0.001 0.4 4x4, 2x2 1024 20 79.2% 6.8%
15 32 0.001 0.4 4x4, 2x2 1024 20 97.3% 4.7%
30 32 0.001 0.4 4x4, 2x2 1024 20 98.1% 4.9%

Table 5. Results from untuned network on data captured from both a side view and a front view
Layers Accuracy

Epochs Batch Size Learning Rate Dropout Pooling Hidden Output Validation Test

5 32 0.001 0.4 4x4, 2x2 1024 20 4.7% 5.0%
15 32 0.001 0.4 4x4, 2x2 1024 20 53.0% 3.5%
30 32 0.001 0.4 4x4, 2x2 1024 20 94.6% 5.2%

Table 6. Results from hyper parameter optimization. Sorted on highest test accuracy
Layers Accuracy

Epochs Batch Size Learning Rate Dropout Pooling Hidden Output Validation Test

15 16 0.001 0.4 4x4, 2x2 1024 20 83.0% 8.8%
15 64 0.001 0.4 2x2, 2x2 1024, 1024 20 8.7% 8.4%
15 64 0.001 0.4 4x4, 2x2 256 20 6.6% 6.9%
15 16 0.001 0.4 2x2, 2x2 256 20 4.4% 5.6%
15 64 0.001 0.4 2x2, 2x2 256 20 4.4% 5.6%
15 16 0.001 0.4 4x4, 2x2 256 20 4.6% 5.6%
15 16 0.001 0.4 2x2, 2x2 1024 20 4.4% 5.6%
15 64 0.001 0.4 2x2, 2x2 1024 20 4.4% 5.6%
15 32 0.001 0.4 4x4, 2x2 1024 20 4.4% 5.6%
15 32 0.001 0.4 4x4, 2x2 1024, 1024 20 4.4% 5.6%
15 32 0.001 0.4 4x4, 2x2 256 20 21.9% 5.1%
15 32 0.001 0.4 2x2, 2x2 1024, 1024 20 5.8% 4.8%
15 64 0.001 0.4 4x4, 2x2 1024 20 80.0% 4.7%
15 32 0.001 0.4 2x2, 2x2 1024 20 5.0% 4.4%
15 16 0.001 0.4 4x4, 2x2 1024, 1024 20 11.8% 4.1%
15 64 0.001 0.4 4x4, 2x2 1024, 1024 20 50.4% 4.1%
15 16 0.001 0.4 2x2, 2x2 1024, 1024 20 81.9% 3.8%
15 32 0.001 0.4 2x2, 2x2 256 20 87.7% 3.2%



Table 7. Results from tuned network from a side view
Prediction

Fluid Level % 1 2 3 4 5 6 7 8 9 10 Most Frequent

96-100 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
91-95 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
86-90 91-95 91-95 1-5 1-5 1-5 91-95 91-95 91-95 1-5 1-5 91-95
81-85 1-5 21-25 1-5 1-5 1-5 1-5 21-25 1-5 1-5 1-5 1-5
76-80 1-5 16-20 1-5 1-5 16-20 51-55 1-5 1-5 1-5 1-5 1-5
71-75 81-85 81-85 81-85 1-5 1-5 1-5 1-5 1-5 1-5 81-85 1-5
66-70 41-45 41-45 41-45 41-45 41-45 41-45 41-45 41-45 41-45 41-45 41-45
61-65 71-75 1-5 1-5 71-75 71-75 1-5 71-75 71-75 1-5 1-5 71-75
56-60 1-5 1-5 31-35 31-35 31-35 31-35 31-35 1-5 1-5 1-5 31-35
51-55 31-35 31-35 31-35 31-35 31-35 31-35 31-35 31-35 31-35 31-35 31-35
46-50 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
41-45 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
36-40 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
31-35 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
26-30 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
21-25 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
16-20 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
11-15 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
6-10 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5 1-5
1-5 81-85 1-5 1-5 1-5 1-5 81-85 1-5 1-5 81-85 1-5 1-5

Figure 8. Two sets of images showing a bag at 53% fluid level. Original
on left, convolutional output on right.

of the bag’s shape could better be seen. As seen in table
3 this change is marginal in contrast to front (table 4). A
combination of side and front was tested to see if it would
prevent the network from memorizing the training data. Like
with the side view the change was only marginal (table 5). It
is possible that gathering data from more than four locations
would have helped.

Parameter optimization was performed on the side view tran-
ing data to see if the lackluster result was a product of poorly
chosen hyper parameters. Table 6 shows that even when
tuning the hyper parameters the result, again, changed only
marginally from 5.3% to 8.8% test accuracy. During the opti-
mization we reduced the frame count (training set) by 80 % to
improve the speed of training. The optimized parameters were
tested on the full frame count, but it actually lead to worse
performance in the run we did. This can be attributed partly to
the random initialization of the weights in the network which
leads to small variations from one training to another, but the
results can also be skewed by the amount frames in the training
set.

The network was tested on its ability to accurately predict
the correct fluid level interval over 10 consecutive frames, by
picking the most frequent prediction. Originally this was done
to reduce the variance and achieve a more stable accuracy.
After the results were in, this viewpoint had to change. With a
test accuracy of 5%, no amount of reduced variance will help.
The results were still interesting for analyzing how far off the
predictions were. If the predictions had been close, such as
guessing 81-85% instead of 76-80%, this would have meant
that the network had potential, but might have needed more
tuning of either parameters or the input data.



As the prediction results in table 7 show however, the predic-
tions were not close. The results show a clear overrepresen-
tation of guesses for the 1-5% range. A couple of possible
causes were hypothesized:

• Not normalizing and centering the data

• Too complex of a network

• Dead ReLU nodes

• Not enough data

Normalizing the data refer to translating RGB values (0-255)
to a scale of 0-1, and centering the data refers to shifting all
values by a fixed number (re-defining what is the zero point).
Not normalizing and centering the data was remedied by using
TensorFlows built-in capabilities. No effect on the result were
seen. The potential complexity issues of the network was
tested during the parameter tuning by decreasing the size of
the hidden layers to a single layer with 256 nodes. A single
test of 128 nodes in the hidden layer was also conducted.
Simplifying the hidden layer had negligible impact on the
result. Dead ReLU nodes was investigated by changing the
activation function from ReLU to Tanh. Tanh takes longer time
to compute but is not susceptible to creating dead nodes. Using
a Tanh activation function made no noticeable difference on
the networks predictions.

CNNs tend to perform poorly when they are fed too little data.
The training set consisted of 10000 frames, at 500 frames
per 5% interval. While this looks like it is sufficient it is
possible it is not due to the fact that there is little difference
between frames when the camera captures 4 frames per second.
This can give an inflated view of the size of the dataset. A
pessimistic view would be that the effective size of the dataset
is closer to 2500 frames. This could be an insufficient size for
the given problem.

Method
The validity of the study relies heavily on the acquisition of
data. How and where the data was acquired and how accurately
it was labeled are important things to account for.

The films were recorded in a classroom at Linköping Univer-
sity. This environment is different from a hospital environment
in terms of lighting and background. It was impossible for us
to film in a hospital environment due to recording permissions
at hospitals. The work is still relevant because if the network
cannot learn to predict fluid levels in a class room environ-
ment, it is unlikely to learn to predict fluid levels in hospital
environment. Had the results been positive (high accuracy), a
follow-up study in a hospital environment would be necessary
to validate the results.

The bags did not move during the emptying process. In a
real situation, the bag might move and rotate when the patient
makes a movement. Since the results of the study are negative
this should not hurt the validity. If the CNN cannot learn
in a controlled environment, it is unlikely to be learn in an
uncontrolled environment where the drip bag might move
during the emptying process.

The method for labeling was to use a script that labeled each
frame’s fluid level by dividing the current frame number with
the total amount of frames during the recording. This has its
limitations, namely that it assumes that the fluid empties at a
constant rate for the entire duration of the recording. During
the recording sessions the bags had to be refilled manually
with a syringe. This meant that the original vacuum could
not be replicated, leading to minor differences in the rate of
which the bag empties at lower fluid levels. This will skew the
labeling somewhat, although not enough on its own to explain
the given results, as the predictions were not close enough to
the actual fluid level to make this a viable cause. The validity
could be improved by using fresh dripbags for each recording
(no refilling) and use a scale during the emptying process
instead of relying on dividing by total frame count.

The validity of the study can be hurt by using a suboptimal
network for the problem. The network architecture that was
used is modeled after TensorFlows model for the MNIST data
set problem. In the early stages of the work we tested the
architecture on the MNIST set with good results to confirm
its viability. This provided a good foundation to start from.
However, we cannot rule out that a different network architec-
ture could perform better at the task. Although we tried slight
modifications of the network, there are endless ways of how
pooling layers, convolutional layers and hidden layers can be
combined.

Throughout the study, steps were taken to ensure a high level
of replicability. The network model is documented, both in
its default and tuned configuration, as well as the hyper pa-
rameters used for tuning, and their tested values. The method
of data acquisition and equipment used was described in text
and shown in figures. It is possible that a potential replication
effort cannot replicate the exact environment, but the equip-
ment (camera, drip bags) can be. Most of the films were taken
against a plain white background, which is readily accessible
by using a white screen as a backdrop.

The reliability can be influenced by the acquired training data,
either by the type of drip bag and the environment in which
they were filmed. However, regardless of the environment,
results will likely be close to ours, with very minor differences
in the accuracy attained.

Source critique
Sources have as much as possible been carefully selected
based on the journal or conference in which it has been pub-
lished, as well as how widely cited it is. A majority of the
sources are from prominent conferences or academic journals,
with one exception being the book Deep Learning, a highly
regarded introduction for deep learning, which is used for cit-
ing explanations for some basic concepts like underfitting and
overfitting.

CONCLUSIONS
The first research objective was to investigate what accuracy
the neural network can achieve on predicting the fluid level
of drip bags. The results show a 5% accuracy for the untuned
network, and 8.8% accuracy for the tuned network. These



numbers are far away from the goal of 95% accuracy, and only
slightly better than guessing.

The second research objective was to investigate if the net-
work could achieve a faultless accuracy when operating on 10
consecutive frames and picking the most frequent prediction.
The network achieved a 5% accuracy at this. The predictions
show that the network frequently predicts a value of 1-5%.

The model overfits and has difficulties generalizing to new
data. Since the drip bags are transparent and of reflective
material they show unique pattern and shapes based on the
refracted background and reflections. We suspect that these
geometric patterns are learnt during training. New unseen
material that lacks the same patterns cannot accurately be clas-
sified. If further work is to be done on this problem we would
recommend the researchers to think about ways to mimimize
reflections in the training data during the video capture or
capture significantly more videos in different environments.

In a hospital environment, reliability is crucial. Based on
the poor accuracy achieved in this study, and the difficulty in
dealing with reflections, we do not believe using CNNs is a
good solution for monitoring drip bags.
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