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Abstract 

Integration and unit testing is a critical part of most software development processes and, as such, 
demands for reliability, complexity of the tests as well as test execution time are important factors to 
consider when developing tests. This thesis explores the idea of designing and creating a testing 
framework based on the principles of testing by contract. It contains an example of how such a 
framework can be designed as well as a comparison between this design and traditional integration 
tests. 
 
Keywords: Contract Testing, Testing Framework, Consumer-Driven 
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1. Abbreviations and definitions 
API: Application Programming Interface 
 
DSL: Domain-Specific Language 
 
AOP: Aspect-Oriented Programming 
 
JVM: Java Virtual Machine 
 
JSON: JavaScript Object Notation 
 
REST: Representational State Transfer 
 
Regex: Regular expression 
 
Consumer: A person or team using an API 
 
Provider: A person or team providing the implementation of an API 
 
Interaction: An Interaction is a specific method call that should be tested by the framework. It consists 
of one method or method name, zero, one or several arguments to the method and exactly one return 
value. 
 
Code Complexity:  For this thesis, code complexity is defined as how difficult and time consuming  a 
piece of code is to write. 



v 
 

2. Acknowledgement  
I would like to thank everyone at the Infor department where I did my thesis for their support. It has 
been a pleasure working with you. Specifically, I would like to thank Fabian Wiberg who, in the role of 
my supervisor at Infor, has provided some great ideas, been available to discuss design decisions with 
and overall been a tremendous help. 
I would also like to thank my examiner, Soheil Samii, who has provided guidance and words of 
encouragement during the course of this thesis.   



vi 
 

  



vii 
 

Table of Contents 
Upphovsrätt ................................................................................................................................... ii 
Copyright ........................................................................................................................................ ii 

1. Abbreviations and definitions ............................................................................................. iv 
2. Acknowledgement ............................................................................................................... v 
3. Introduction ........................................................................................................................ 9 

Motivation and purpose ................................................................................................................ 9 
Research questions ....................................................................................................................... 9 
Delimitations ................................................................................................................................. 9 

4. Theory ............................................................................................................................... 11 
Designing a contract based system ............................................................................................. 11 
Open-source frameworks ............................................................................................................ 12 

JUnit 4 ……………………………………………………………………………………………………………………………12 
JUnit-Contracts ....................................................................................................................... 12 
Mockito ……………………………………………………………………………………………………………………………12 
Gson ……………………………………………………………………………………………………………………………13 
AspectJ ……………………………………………………………………………………………………………………………13 

Integration tests compared to contract tests ............................................................................. 14 
5. Methodology ..................................................................................................................... 15 

Consumer-side contract creation ................................................................................................ 15 
Intercepting method call ........................................................................................................ 16 
DoReturn vs thenReturn ......................................................................................................... 18 

Implementing provider-side testing ............................................................................................ 19 
Evaluating Junit-Contracts ..................................................................................................... 19 
Implementing two Junit runners ............................................................................................ 19 
Conversion to and from JSON ................................................................................................. 20 
Evaluating an interaction ....................................................................................................... 21 

6. Results .............................................................................................................................. 23 
Testing with Infor API .................................................................................................................. 23 
Usage example ............................................................................................................................ 23 

Creating a consumer test class ............................................................................................... 23 
Testing against a contract ...................................................................................................... 25 

Contract testing compared to integration tests .......................................................................... 26 
7. Discussion ......................................................................................................................... 29 

Results ......................................................................................................................................... 29 
Method ........................................................................................................................................ 29 
Wider perspective ....................................................................................................................... 30 
Source Criticism ........................................................................................................................... 30 

8. Conclusions ....................................................................................................................... 31 
Additional improvements............................................................................................................ 31 

9. References ........................................................................................................................ 33 
Appendix A ................................................................................................................................. 35 
Appendix B ................................................................................................................................. 39 
 
 
 



8 
 

  



9 
 

3. Introduction 

Motivation and purpose 

 
In larger companies a common and useful approach for developing software is Agile Software 
Development. This means working in smaller teams developing smaller parts of a larger software 
with short iteration cycles [1]. With such a setup, testing each teams’ contribution becomes critical as 
one team may require the result of another team for their code to work. Each team independently 
create their code and with the use of integration tests ensure a working product. This approach is not 
without fault however. Should a test fail it may be difficult to discern what part is failing and where in 
the code the test fails. For integration with Java APIs, this can be remedied by using contract testing. 
Using a contract, the user of an API can specify the exact expectations of the interface. The team who 
then provides the implementation of the API can simply adhere to the rules set up by the contract. 
Assuming both the consumer and the provider follow the same version of the contract, integration 
tests should be redundant. As long as each party follows the obligations set forth in the contract, 
integration between the provider and consumer should work. 
  
The aim of this thesis is to develop a framework that can be used to test provider side 
implementations against contracts. Furthermore, the contract-based testing should be consumer 
driven. This means that it is the consumers using the API that will be defining the contracts. This 
implies that the framework should also be able to allow for the creation of new contracts on the 
consumer side that can then be tested by the provider. Furthermore, the goal is to create a 
framework that allows for as much test automation as possible thus reducing the manual inputs 
needed and thereby reducing the work load of the developers/testers. The framework is being 
developed specifically for the company Infor. Although the framework will be general enough to be 
usable by the general public, some design decisions, such as the choice of integrating Mockito into 
the consumer part of the framework, have been made to better suit Infor’s needs. 

Research questions 

1. How can a contract testing framework be implemented in Java? 
 

2. How does this design compare to regular integration tests with regards to code complexity? 
 

Delimitations 

The framework created in this thesis relies on serializing and deserializing Java objects to and from 
JSON. To do this, an open-source framework called Gson is used. However, when serializing a 
polymorphic object, the actual class of the instantiated object may be lost. When deserializing, Gson 
does not know what class to instantiate and defaults to a LinkedTreeMap object.  
The contract testing framework relies on properly instantiated objects and will fail tests that have 
been deserialized this way.  
 
Gson is also unable to serialize certain classes. This can be seen when trying to serialize input- and 
output streams. The streams are machine specific and it would not make any sense to try and 
transfer such objects to another machine.  
 
Proper serialization of all Java objects (where such serialization would make sense) is outside the 
scope of this thesis. Therefore, the following restriction applies: Any object which cannot be properly 
serialized and deserialized by Gson is not supported by this framework. 
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4. Theory 

Designing a contract based system 

To design a system or subsystem based on a contract means that both the client and supplier are 
bound to a set of obligations toward the opposing side for which they receive some form of benefit 
[2]. An everyday contract could be that of an employer and an employee. The employee has an 
obligation to work a set amount of hours every week and/or produce something of value to the 
employer for which he/she will receive a wage. As for the employer, their obligation would be to pay 
said wage and provide any other benefits set forth in the contract, for example vacation and social 
benefits. Their benefit would be whatever the employee has been tasked to produce. 
In this thesis’ framework, which is expected to be consumer driven, the client would be the consumer 
of the API. They have an obligation to A) provide a contract in a format recognized by the provider 
and B) within that contract specify the exact methods and specific parameters they expect the 
provider to supply and the actual return value of such a method call. The benefit they stand to gain is 
that they know that for every method call they are guaranteed a known output and can design their 
system based on this guarantee.  
As for the provider, which would be the supplier in the text above, their obligation is to make sure 
that their implementation of the interface can handle all the method calls detailed in the contract 
and that each method call returns the exact value expected. The benefit is that the provider knows 
exactly what method calls need to be supported and there is no necessity to provide specific results 
for calls that are not detailed in the contract. 
 

 

Figure 1: Example of the minimum requirements of a contract 

Contracts can be written in a number of formats,. For this thesis however, JSON has been chosen as 
seen in Figure 1. This figure shows the minimum information that is required of a contract. It contains 
what the contract is intended for, in this case an interface called AddressBook, followed by an 
interaction containing a method, arguments for that method and value that should be returned from 
a call to that method. 
 
One interesting part of designing a system based on a contract is the notion of three different 
assertations: preconditions, postconditions and invariants [2][3]. In the following examples, let’s 
assume there is a class defining a sorted list containing unique integers with the following methods: 

• boolean insert(int data) 

• int remove(int data) 

• boolean exist(int data) 
 

Precondition: The precondition is an assertation that must hold true before a test or method is 
executed. If the condition is not true, there cannot be a guarantee that the method will return the 
expected value.  
In the sorted list example explained above, a precondition for remove could be that there is an 
integer in the list matching the argument data. An assertion is made to make sure that is the case 
followed by the removal as seen in the following code: 
AssertTrue(list.exist(data)); 
list.remove(data); 



12 
 

Postcondition: A postcondition is, similar to a precondition, an assertation that must be true after 
the method finishes its execution. For testing purposes, this means that if the postcondition does not 
hold true at the end of the method call the test should fail. 
For the list example, a postcondition could be that after an insertion, the integer has been added to 
the list. 
list.insert(data); 
AssertTrue(list.exist(data)); 
Similar to the precondition, an assertion is made to make sure the integer is contained in the list. 
However, first insert is called to add the value to the list and then the assertion is made to make sure 
that the integer exists in the list. 
Invariant:  The invariant is a bit different compared to the other two conditions. Whereas the 
preconditions and postconditions is usually applied to specific subprograms, the invariant generally 
applies to the entire class [3]. The invariant is expected to hold true for the duration of its lifetime. 
The example list is supposed to be sorted which means that it must be sorted before any operation 
modifies the list and it must be sorted when that modification is finished. This results in the following 
code: 
AssertTrue(isSorted(list)); 
list.insert(data); 
AssertTrue(isSorted(list)); 
The list is first checked to make sure it is sorted using a helper method isSorted followed by a 
modification to the list and then the list is again checked to make sure the modification did not break 
the sorting rule. 

Open-source frameworks 

During the course of this thesis a number of open-source frameworks have been examined for their 
feasibility to integrate into the contract testing framework as dependencies. Some of these have 
been discarded as they were incompatible or the expected usage of the open-source framework 
were not in line with the intended usage of this thesis’ framework. Others have been incorporated 
into the contract framework. This chapter will serve to give a rough description of each framework. 
More details regarding the use of each of these programs within this thesis is given in chapter 3 
Methodology. 

JUnit 4  

JUnit 4 [4] is a testing framework designed to provide functionality for writing and running unit tests. 
It provides out-of-the-box functionality to write test suites that can be run to test applications. Using 
the @Test annotation on a method marks it as an atomic test which will be executed within the test 
suite. 

JUnit-Contracts 

JUnit-Contracts [5] is, as the name suggests, an extension to JUnit 4 that allows for provider side 
contract testing. Its approach is similar to JUnit in that tests are written in a test class and annotated 
with @ContractTest. Each such annotation is considered an atomic test that will be evaluated by 
JUnit. The main portion of this framework’s logic lies in the two JUnit Runners that have been 
implemented which, using the Java Reflection package, finds all methods annotated with 
@ContractTest and executes them accordingly. 

Mockito  

Mockito [6] is a framework that allows for mocking and stubbing of interfaces. It can be used at a unit 
test level to provide mocked implementations for interfaces that the team do not have access to 
implementations for, thereby allowing them to test their code by simulating method calls on the 
mocked object instead. 
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A simple example of how Mockito can be used is given in Figure 2. Line six of the figure shows the 
Mockito syntax for mocking an interface followed the Mockito syntax for stubbing that mock on line 
13. 
 

 

Figure 2: Example of mocking and stubbing in Mockito 

Gson  

Gson [11] is a library that allows for reading and writing JSON strings. Its public API provides classes 
for reading a JSON string from file to a Java object as well as writing a Java object into a JSON string.  

AspectJ  

According to the Eclipse project page for AspectJ, AspectJ enables 
 “clean modularization of crosscutting concerns, such as error checking and handling, 
synchronization, context-sensitive behavior, performance optimizations, monitoring and logging, 
debugging support, and multi-object protocols” [7]. 
More specifically, AspectJ provides functionality for code insertion during compilation time. To 
achieve this, the user specifies pointcuts. These pointcuts matches to specific events in code, for 
example, a pointcut could be declared to point to any method call matching a specified regular 
expression. These pointcuts are then used to identify joinpoints, locations in the code where code 
should be inserted. Using these joinpoints, AspectJ can then insert code before, after or around 
already existing code during compilation, so called advices. 

This thesis has been researching the feasibility of using AspectJ as a tool to be used for 
intercepting method calls and the conclusion of these findings can is described in chapter 5 
Methodology. 
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Integration tests compared to contract tests 

 

Figure 3: The flow of a regular integration test 

Figure 3 shows an example of how a regular integration test can be conducted. The consumer makes 
a call to the API which gets passed along to an actual implementation of that method call. The 
implementation, which is implemented by the provider, performs the necessary operations and 
returns a response. This response gets passed back to the consumer who can then use the returned 
value or object in their operations. If at any point the data don’t match the expectation, the test fails. 
This could happen if, for example, the return value from the provider doesn’t match the assumptions 
of the consumer.  
 In contract testing on the other hand, the consumer and provider are tested 
separately by means of a contract as shown in Figure 4 and Figure 5. 

 

Figure 4: Consumer tested separately  Figure 5: Provider tested separately 

In Figure 4 the consumer is tested by calling methods on a mocked version of the API. At the same 
time, a contract is generated based on the stubbing of that mock. This means that the consumer can 
test its implementation without a real interface implementation from the provider. 
Figure 5 then shows how the provider can be tested without relying on the consumer 
implementation. The contract that was created by the consumer is sent to the provider who then 
tests the implementation against that contract. As long as the provider adheres to the contract, the 
integration should be successful. 
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5. Methodology 
The framework has been divided into two different modules. One for the consumer and one for the 
provider. The consumer part handles automatic creation of contracts during the time a mock is 
created with Mockito. The provider side takes care of actually testing a contract against a specific 
implementation. The two parts are modular in the sense that the only thing that connects them is the 
contract. Technically, the provider side could take a contract from any source and test it against an 
implementation assuming that the contract follows the proper format. 
 

Consumer-side contract creation 

The purpose of this framework is to allow for as much automation as possible. To achieve this, a 
request from Infor has been that contracts are generated at the same time as unit tests are 
performed on the consumer side. Infor is currently using Mockito to mock implementation of 
interfaces. The aim has therefore been that whenever an interface is being stubbed with Mockito, 
the method call and return value is being written to the contract without interrupting the stubbing 
process. 
 
As has previously been shown in the theory chapter about Mockito, a domain-specific language 
based on the concept of fluid interface is being used to stub method calls. First, the when method is 
called. This tells Mockito that when a specific method is called with specific arguments (the method 
sum and arguments 2 and 5 in the code below) is called the mock should trigger a specific response. 
It is then possible to continue building the expression to specify the exact response for that method 
call. This could, for example, be that an exception should be thrown or in the case of the code below, 
the value 7 is to be returned. 

when(mock.sum(2,5)).thenReturn(7); 
Here, the interesting information is the method call and its arguments passed to when as well as the 
argument passed to thenReturn. In order to record these, the framework also provides this syntax 
based on the principles of fluid API. This means that instead of calling the when and thenReturn 
methods of Mockito, the user instead calls those methods using the framework. The stubbing then 
takes place inside those framework methods by simply calling the Mockito when and thenReturn 
methods in addition to recording the necessary contract information. 
Unlike Mockito the when method is not static and therefore requires an object to be created in which 
the contract information is stored until it is written to a file. Additionally, the user on the provider 
side may need to set up their backend in order for the test to work properly. For example, let’s 
assume there is an interface for communicating with a database. The consumer has created contracts 
that tests, among other things, removing an entry from an empty database as well as listing all 
entries matching a certain expression. In the first case, the removal requires the database to be in a 
state where there are no entries. On the other hand, the second case assumes the database has been 
populated with entries that can be listed. 
To accommodate this need, the framework also allows the consumer to specify, with a String, what 
state the provider is assumed to be in during the test. With these additional requirements, the syntax 
to stub and create an interaction in the contract becomes the following: 
SomeContract.withStates(“StringIdentifyingRequiredState”).when(mock.sum(2,5)).thenReturn(7); 
The user first specifies in what contract object the stubbing information should be stored in. This also 
means that the user will use the fluid syntax of the framework instead of Mockito. Second, the 
withStates method is called which records a description of the state the provider is assumed to be in 
to be able to respond correctly. This state is given as a simple string. Following withStates is the when 
and thenReturn methods which are identical to Mockito’s syntax and have been explained above. 
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Intercepting method call 

In the code example above there is one problem, when(mock.sum(2,5)). The when method is 
required to record the sum(2,5) method call. The interesting information here is the method name 
sum and the two arguments passed as well as the class of those two arguments. 
However, sum is evaluated before the call to when and so the actual information passed to when is 
an integer with value zero (the value is zero since the mock does not provide an actual 
implementation of sum and the stubbing has not yet finished (assuming the user is not overwriting a 
previous stubbing)). This problem means that there is a need to intercept the sum method call in 
order to store the relevant information before it is evaluated. 
To do this, four different approaches have been researched and is listed below. 
 

 
1. Integrate with Mockito 

Whenever a method is called on a mocked object Mockito internally creates an Invocation 
object. This Invocation contains a lot of information about the method call such as the 
location in the code and most importantly the actual method call and its arguments which is 
the information this framework requires. 
In order to get access to this Invocation, Mockito’s public API provides the ability to register 
an InvocationListener on a mocked object. The listener will then be notified whenever a 
method is called on this mocked object. Along with this notification the listener will receive a 
MethodInvocationReport. Calling getInvocation() on this report will return a 
DescribedInvocation (a super interface of Invocation). The purpose of the 
DescribedInvocation is to provide information about the Invocation in a human readable way 
[6] but unfortunately the information the framework needs is lost in the up-cast to this super 
interface. The internal representation is an Invocation though and using a downcast from 
DescribedInvocation to Invocation in order to access the Invocation information should work. 
 
Pros: Out of the four techniques detailed here, this approach would have been the cleanest 
and easiest to implement. Using this method, the actual interception of the method call 
would be handled by Mockito thus limiting any surrounding integration problems with 
Mockito that may arise.  
Cons: Relying on a downcast is rarely a good idea and may cause problems down the line. 
Furthermore, this also means that changes to Mockito internals may break this solution 
requiring changes to the framework code to stay relevant. 
Conclusion: The fact that this technique relies on a downcast to an interface not directly part 
of the public API along with the fact that there is no guarantee Mockito’s internal 
functionality will not change between versions this method is deemed unacceptable. 
 

2. AOP with AspectJ 
The idea with using AspectJ was to declare a pointcut on the mocked object and another 
pointcut on any method calls. A third pointcut would then join these two together creating 
join points on any lines of code where a method is called with the mocked object. This was 
not a problem and worked without too much trouble. An advice was then created (both 
Before, Around and After advice were tried) to run the contract code. Unfortunately, since 
one of the pointcuts was declared on the mock, the advice contained information about the 
field when instead the interesting data was about the method call. 
 
Pros: No apparent pros with regards to this framework.  
Cons: Unable to extract the necessary information regarding the method call.  
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Conclusion: Although AspectJ provides some great functionality, its intended usage seems 
quite different from using it as technique for method interception. It should be noted that it 
is undetermined whether this idea could work using some other method in AspectJ but since 
there are options other than AspectJ available, a limited time was spent on researching this 
approach. 
Due to the fact that I was not able to get a working prototype up, this idea was scratched. 
 
 

3. CGLib 
CGLib [8] contains a class called Enhancer which allows for creating dynamic subclasses 
during runtime. With regards to this framework, the interesting part is that the enhancer can 
implement interfaces and contains hooks to intercept method calls. To use it, a new 
enhancer would be created during the mocking process. It would be set to implement the 
interface which are to be tested 
 
Pros: The actual interception is handled by the library which removes a lot of complexity 
making it easy and simple to use. 
Cons: When the end user calls the mock method of Mockito it receives an actual mocked 
object. With this approach the proxy object is instead returned. This may cause problems 
down the line. 
Conclusion: This library seems like a viable option. The enhancer’s functionality is similar to 
that of the Java Proxy with the addition of some extra functionality. It could potentially be 
somewhat faster in terms of execution [9] although further testing of this would probably be 
necessary. The main reason this method was not chosen was that the additional functionality 
it provides is not currently useful to the framework along with the fact that it would add an 
additional dependency that needs to be maintained. 
 

4. Java’s Reflection.Proxy 
The dynamic Proxy class in Java’s Reflection API can be used to implement interfaces during 
runtime. This means that an object can be created with which all the interface methods can 
be called on. All such method calls are then dispatched to an invocation handler. The 
invocation handler contains a method invoke which takes the actual method called and array 
of all the arguments passed to the method. By creating a custom invocation handler it is 
possible to record the method name and arguments. 
Pros: This proxy class is available by default in Java. As such there is no need to import any 
dependencies of third-party software.   
Cons: Same as with CGLib, it replaces the mocked object with a proxy object which may 
cause problems for the user. 
Conclusion: This is the option that has been implemented in this framework. Although it is 
not without faults, it is a decent approach that works without adding a lot of complexity. It 
does create a few problems when integrating it with Mockito though. 
 
This is the design that was chosen for this framework. However, it is not without fault and 
comes with a set of problems. Below is a description of those problems as well as the chosen 
solution. 
 

It has already been described that whenever a user wishes to mock an interface they call Mockito’s 
mock method. This returns an object which is recognized as a mock by Mockito as well as giving it the 
ability to intercept its method calls. In order for the framework to be able to intercept those method 
calls as well, the mocked object is replaced by the proxy created by the framework. Whenever a 
method is called on the proxy the custom invocation handler intercepts the call, saves the method 
name and arguments. Afterwards, the actual method is invoked and its return value is returned. 
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This implementation created a problem though. During the proxy interception the method is called 
once in order to return the proper value. Then, during the when part of the stubbing the method 
must be called again on the mocked object in order for Mockito to be able to intercept it. However, 
some users may have methods which mustn’t be called more than once. For example, assume a 
method insert which add objects into a list if the object isn’t already in the list. It returns nothing 
(void) if the insertion succeeds and throws an exception if the object already exists in the list. In this 
case, the first call (made by the framework) should succeed while Mockito’s call will cause an 
exception. To solve this, the framework saves a flag that is true whenever a stubbing is ongoing and 
false otherwise. When the proxy object intercepts a method call it checks the flag. If it is false it 
invokes the method as usual. On the other hand, if the flag is true then the handler creates a new 
Invocation object using Mockito’s public API. This invocation can then be used to simulate a method 
call on the mock. This way, the method is actually never called during the frameworks intercept but 
the handler is still able to return a relevant value. 
Another problem that presents itself is that the user may want to use the mock in between 
stubbings. For example, the user creates a mock, stub it with a method call, run a test utilizing that 
stubbed call, then stubs another method call, runs a test etc. This is generally fine, running a test with 
the proxy object instead of the mocked object should work. In some special cases though, the user 
may need the actual mocked object. Such is the case when using Mockito’s verify functionality. The 
verify method expects a mocked object as an argument. For regular Mockito usage this is not 
relevant as a call to mock in Mockito will return the mocked object. This is not the case in this 
framework as the framework will retain a reference to the mocked object and the user will have 
returned to it the proxy object used for method call interception. 
The solution is simple, the framework provides a getMock() method that will return the mocked 
object for such cases.  
 

DoReturn vs thenReturn 

As have been previously shown, the Mockito syntax for stubbing can look like this: 
when(mock.sum(2,5)).thenReturn(7); 

This is the way Mockito recommends that stubbing is done whenever possible [10]. There are 
however cases when this syntax of stubbing is not possible. One obvious example would be 
whenever the method call (in this case mock.sum(int, int)) does not return anything, i.e the return 
value is void. Calling when with such a method as a parameter will yield a compiler error. To remedy 
this problem, Mockito provides a similar syntax that looks like this: 
  doReturn(7).when(mock).sum(2,5); 
Notice how the method call has been moved from being a parameter to when and instead when 
returns an object of the mocked interface on which the method can be called on. This form is also 
supported by the framework and would look like the following: 
       SomeContract.withStates(“StringIdentifyingRequiredState”).doReturn(7).when(mock).sum(2,5); 
In addition to returning a value, Mockito can be mocked to instead throw an exception for certain 
arguments. For example, it may be interesting to make sure a method operating on a collection does 
not take an argument that is out of bounds, and in such a case it should probably throw an exception. 
In Mockito, this is achieved by declaring a throw instead of return. 

when(mock.getAtIndex(-1)).thenThrow(new IndexOutOfBoundsException()); 
doThrow(new IndexOutOfBoundsException()).when(mock).getAtIndex(-1); 

This is the main reason the user may want to create a contract interaction of a void method. The 
contract is mainly intended to make sure that a method always return the expected value which 
would make no sense in a void method unless the expectation is to throw an exception. It could 
therefore be argued that the doReturn syntax is not necessary since there is no need to create 
interactions with this form that doesn’t throw an exception. However, although its main use is to 
stub void methods it can still be used for stubbing of regular methods with a return value and has 
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thus been included as well for completions sake since doThrow is still required and supported by the 
framework. 
 

Implementing provider-side testing 

The provider side is responsible for running tests specified in the contracts.  

Evaluating Junit-Contracts 

One of the first things to consider is whether it would be viable to incorporate Junit-Contracts into 
the framework. As it contains the functionality to test contracts against an implementation there 
would be much to gain for free if integration would be possible. 
The main logic lies in two runners; ContractSuite and ContractTestRunner. The ContractSuite class is 
responsible for scanning the classpath and finding all tests in it that should run. It then creates a 
ContractTestRunner for each test class that should be run. The ContractTestRunner is then 
responsible for performing each test in that specific class. Apart from these two runners, there are 
some additional classes, such as annotations and classes containing information about the test to be 
executed. 
 
Both Junit and Junit-Contracts rely on the test cases to be specified as Java code inside specific test 
classes. This however, is not how this thesis’ framework functions as the test cases are specified 
inside a contract in a separate file. Therefore, the two runners from Junit-Contract will not be usable 
by the framework. With the two runners out of the equation there is not much need for Junit-
Contracts anymore and as such will not be integrated into the framework.  
There are on the other hand a few design principles which may be interesting to use. Specifically, the 
factory used to produce objects on which tests can be run on. Each test is expected to be atomic and 
autonomous, i.e running one test should not affect any of the tests that follows. In order to do so, 
every test need to run on a fresh object that has not been tampered with from a previous test.  
 

Implementing two Junit runners 

Since Junit-Contracts won’t be usable by this framework, there is a need to implement custom 
runners that will be used to run the tests specified by the contracts. For this framework, two runners 
have been created; the ProviderContractSuite and the ProviderContractRunner. 
 
The ProviderContractSuite is responsible for the following tasks: 

• Find all methods in the test class that have been annotated with “@WithState”. Each such 
method can be called before a test in order to initialize and setup any requirements the tests 
have. For example, a test using data from a database may require the database to be setup in 
a specific state with certain data. The methods are stored in a Map<String, Method>. 

• Find the interface implementation which is to be tested. 

• Find the method that is used for creating new objects for testing. 

• Find the path to the folder where the contracts are stored. 

• For each contract in that folder, convert each JSON-interaction into a Java object that can be 
evaluated. These are then stored in a List. 

• For each contract, create a ProviderContractRunner that will run all the interactions in the 
contract. 

• Filter out any contracts pertaining to an interface which is to be ignored. 

• Filter out any contracts from a consumer that should be ignored. 
 
The ProviderContractRunner is used for the following: 
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• Filtering out any tests which require a state that should be ignored. 

• Before each test, set up required state by calling the necessary @WithState methods. 

• Evaluate every interaction and reporting whether it failed or succeeded. 
 
Before the runner executes a test, a Statement is built. The Statement is an interface from Junit 4 and 
consists of a piece of code that should be evaluated during the test. Each Statement also contains the 
next statement that should be evaluated (unless it’s the last one). This means that the test consists of 
a chain of Statements each executing one after the other. 
The statement chain for this framework looks like this: 
Before Test – Expected exception – With States – Run Test – Teardown – After Test 
First, if the user has specified one or more methods with the @Before annotation from Junit, these 
methods are executed. Since the @Before tag does not require a value these methods will always run 
for each test. 
 
Next, if the test is expected to throw an exception during its execution, this is registered with Junit 
during this statement. If an exception is expected but no exception is thrown, or if the wrong 
exception is thrown, the test will fail. If the test is not supposed to throw an exception this statement 
is skipped and the test will fail should any exception be thrown. 
After the exception has been registered any methods belonging to a state that the test requires is 
executed.  
 
After all the above statements have finished, the actual test is evaluated. This means that the 
interaction will call on a specific method in the implementation with specific arguments. It will then 
match the return value with the expected result as detailed in the contract. If the two is a match, the 
test succeeds; Otherwise the test fails. 
The Teardown part of the statement chain allows the user to implement methods annotated with 
@Teardown that should be executed after a test has finished. The teardown is matched against the 
exact same string as the state method which means these teardown methods will only run during 
specific tests and can be used to clean up any changes that was made in, for example, the state 
method. 
 
Lastly, any methods annotated with the @After annotation from Junit is executed. 

Conversion to and from JSON 

A specific class, called ContractObject, has been created that is used to bridge the conversion 
between Java objects and JSON. This class contains instance variables containing the information that 
should be included in the contract, i.e the method name, arguments and expected result. Whenever 
a new stubbing is made, a new object of this class is created and stored in a list. When the contract is 
finally written, Gson gets each element in that list, and serializes the object as JSON. The reverse 
happens on the provider side, Gson reads each JSON interaction and deserializes it into a new 
ContractObject. 

The method name is stored simply as a String and can be (de)serialized without 
problems. The arguments and expected result however, can be any object and are stored as such. 
This means Gson cannot by default deserialize it properly as it is stored as an Object but is actually a 
subclass of Object. Therefore, the contract also contains information about the exact class that was 
serialized. Since the class is then known, a custom deserializer was created and registered with Gson 
so that whenever Gson read these objects the deserializer will be used to deserialize them properly. 

The ContractObject class contains one method of note, a method to convert its 
information into an interaction object which can be evaluated by Junit. Whereas the contract object 
contains the method name as a String, the interaction object requires the actual Method which can 
be invoked during runtime. The conversion searches the class being tested for a method with the 
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same name and taking the exact same arguments as the JSON interaction that the contract object 
represents and using the Java.Reflection package retrieves the Method. 
 
 
 
 

Evaluating an interaction 

The evaluation of an interaction is the actual verification of whether a certain implemented method 
adheres to the contract. The standard case is a simple equals assertion. As explained above, an 
interaction contains a Method (provided by Java.Reflection package) which can be invoked during 
runtime. This method is executed and its return value is being compared to the expected result 
provided by the contract. If the two are equal, this interaction succeeds, otherwise it fails. This means 
that whatever object is being returned must be comparable therefore requiring custom classes to 
override the equals method from Object. 
A special case is when the method should not return a result but is instead expected to throw an 
exception. During the evaluation of an interaction, junit has already been notified that this atomic 
test is expected to throw an exception during the evaluation of the statements but evaluating the 
interaction means that no equality assertion is necessary in this case. Instead, the method is simply 
invoked. If the method does throw an exception it will be wrapped inside an 
InvocationTargetException. However, in order to assert whether the correct exception was thrown 
Junit requires the original exception. Therefore, the InvocationTargetException is caught and 
unwrapped and the original exception is thrown. 
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6. Results 

Testing with Infor API 

The framework has been tested against one of Infor’s internal APIs. On the consumer side, an already 
written test class was used. This test class contains a number of atomic tests all of which are running 
successfully. The goal was to substitute all of Mockito’s mocking and stubbing methods in this class, 
for a specific API, with the methods supplied by the framework. In doing this, all the tests should still 
be executing without failing while also creating the contract. The test was also modified to create a 
contract object on which the contract was saved and a method annotated to run after the test in 
which the contract was written to file. The results after running the test after these modifications 
were that all 53 tests executed successfully, as seen in Figure 2 and a contract was generated. 
 

 

Figure 1: Successful execution of a TestNG test file. 

 
On the provider side, a new test file was created and used to run against the contract. Running this 
test shows that the framework reads the contract and tests the methods one by one. Most of these 
tests had no state implemented in the test file and therefore failed. However, as a proof of concept, a 
small number of the tests were in the correct state and executed properly. 
Unfortunately, due to the confidential nature of Infor’s source code the actual tests cannot be shown 
here. Instead, a small example has been prepared to show a more detailed explanation of the 
framework. 
 

Usage example 

Creating a consumer test class 

Below is a small example of a consumer test based on an address book interface containing person 
objects. For the full example see Appendix A. 
 

 

Figure 6: Code example of a consumer test class 
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Figure 6 shows an example of all the important parts of a consumer test and an explanation of the 
important parts of the code in this figure is given below. 
Line 7 shows how the interface is being mocked through the contract framework. One thing to note 
here is that the interface is being mocked every new atomic test to make sure the stubbing of a 
previous test does not interfere with any tests that follows. 
Line 10 is the method containing the code to write a contract to file. It is only necessary to do this 
once after all the tests have finished executing. 
Line 20 shows the code used to stub the mocked object while creating an interaction for the contract. 
It begins by specifying what contract the interaction belongs to (contract1) followed by what states 
the provider is expected to be in for the interaction to work. In this case, the test is intended to make 
sure that a person already in the address book cannot be added again. Therefore, the address book is 
expected to be in a state where there is already a person with a specific name in it. After the state, 
the actual stubbing begins which is identical to the Mockito syntax. One thing of note is that this 
consumer test is written for TestNG, not Junit. After all, the integration lies with Mockito and as such 
it does not matter what testing library is used. 
 
The results of running the consumer test in full yields a successful test as shown in figure 7. 
 

 

Figure 7: Successful execution of address book consumer test 

More interesting though, a contract has also been generated. Appendix B shows the entire contract 
generated by the framework when running the full address book consumer test. Figure 8 however, 
shows a sample of the contract. 
 

 

Figure 8: A sample of a contract generated by a consumer test 
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The contract contains the fully qualified name of the interface along with a number of interactions. 
Each interaction contains the following: 

• The name of the method that should be executed. 

• A list of arguments paired up with the class of the argument object. The argument is 
serialized and then recreated during provider side testing. 

• The value or object that the method is expected to return as well as the class of this return 
value. 

• A list of strings each representing a state. 
 

Testing against a contract 

Once a contract has been generated it can be used on the provider side to test a specific 
implementation of the interface the contract is valid for. The provider need to create a test class as 
shown in figure 9. 
 

 

Figure 9: Example of a provider test class 

The test class has four mandatory annotations: 

• @RunWith, this annotation tells Junit which runner it should execute the test with. The value 
should always be ProviderContractSuite.class. Failing to include this annotation or specifying 
a different runner means the test will not run with the contract framework. 

• @ContractImpl tells the framework the name of the implementation that is to be tested. The 
annotation takes a single class as its value which means that testing of different 
implementations requires a new test class. 

• @ContractLocation specifies the path to the folder where the contracts are located. All files 
inside this folder will be considered contracts. 

• @Provider contains a simple string that is matched against the intended provider specified 
by the consumer side and contained in the contract. If the two does not match, the contract 
is skipped. 
 

Apart from these four annotations, the user may also specify that certain interfaces or states should 
be ignored using @IgnoreInterfaces and @IgnoreStates. These two annotations are optional but, if 
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included, requires a list of regular expressions matching all interfaces/states that should be ignored. 
For @IgnoreInterfaces, this means that any contract testing an interface matching the regex will not 
be tested at all. For @IgnoreStates, any interaction requiring a state matching the regex will be 
ignored. Furthermore, an annotation called @IgnoreConsumers is available as an option. Similar to 
the last two annotations, this one will match a list of regular expressions against the consumer 
denoted in the contract. If one of the regex matches, that contract will be ignored. 
 Inside the test class there must be a method annotated with @FactoryProducer. This 
method should return a new factory object that can be used to produce new objects of the class that 
is under test (as indicated by @ContractImpl). The factory must implement the two methods 
newInstance(), which will be used to create new test objects, and cleanup(), that will be called when 
an interaction has been tested. 
 For each unique state in the contract there must be a matching method annotated 
with @WithState inside the test class. If an interaction requires a state that does not exist in the test 
class, a warning will be printed and that interaction will fail automatically. The proper state(s) will be 
executed before an interaction is evaluated. 
 
Running the provider test class shown in Appendix A yields the following results: 
 

 

Figure 10: Results after running a provider test 

In Figure 10 the provider test has been run with a contracts folder containing three contracts. The 
additional two contracts have been included for demonstration purposes only and the content is 
identical to the first one. Junit builds up a tree structure containing each test case. Here it is shown 
that the test class, called AddressBookProviderTest, is the root. Under the test class, each contract is 
listed using the name of the file followed by each interaction from that the contract contains. Five of 
these interactions was tested successfully, the sixth one failed due to the fact that the 
implementation does not return the value the consumer expects. 
 

Contract testing compared to integration tests 

This chapter focuses on a comparison between Infor’s current integration tests and the contract 
framework’s test classes.  
 
For the consumer side, the contract framework adds a fair amount of extra complexity to the tests. It 
is based on Mockito’s syntax to allow the user an easier time changing from using Mockito to this 
framework. However, this also means that the information required by Mockito must still be 
provided. Furthermore, the contract framework requires additional information such as the state to 
function properly. This means that writing a method stub requires more code and will, in theory, take 
more time. 

The use of a proxy for intercepting method calls adds another bit of complexity. 
Whenever a user wishes to use a Mockito function that requires a mocked object as an argument 
they need call the getmock() method to get the actual mocked object. Alternatively, the user can call 
getmock() once and store the object in a separate variable. This means only one getmock() call is 
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necessary but the user has to make sure the correct variable is used, the mocked object or the 
contract object. 
 
While the consumer side caused additional complexity to the testing code, the opposite seems true 
for the provider side. The integration tests at Infor that has been analyzed generally seem to be 
divided into three steps; Setup, execution and verification. The setup step is required both by the 
integration tests and the contract testing framework. In the case of the framework, this setup is done 
by the user by creating the state methods according to the specifications in the contract. As for the 
execution step, Infor’s integration tests mainly contain the method call to the method that should be 
tested. This is done automatically by this framework. The method tested has already been specified 
in the contract and the actual execution is done when evaluating each interaction. The third step, 
verification, which contains the code to make sure that the execution step returned the expected 
value, is also done automatically by the framework. During evaluation of an interaction, after the 
method call, the returned value is compared to the expected result in the contract.  
 The contract testing framework does require some additional code, namely the 
annotations before the class and the factory method to produce new test objects. Most of this code 
can be copy and pasted between test classes as the majority of this code will be the same. 
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7. Discussion 

Results 

As have been previously explained, the goal of the consumer side was two-fold, to automatically 
generate a contract based on Mockito stubbing and to not interfere with the actual stubbing. The 
code from Appendix A passes all tests successfully. However, this is to be expected since they contain 
no verification of the stubbing. Therefore, this code can only confirm that the framework is capable 
of generating a contract. The second goal, no interference with Mockito, cannot be determined with 
this code. 
 The consumer side test of Infor’s API on the other hand was based on an already 
existing test class with tests that were all passing successfully. This test class was modified to work 
with the contract framework and execution of the test class shows that all test cases still pass and a 
contract is generated. This means that the test was able to use the Mockito stubs without problems 
and we can therefore determine that the second goal is also complete. 
 
The address book example shows that the provider side of the framework is capable of testing a 
contract and generating a correct test report. One interesting thing to note is the last test, labeled 
number five. The implementation of the listEntriesByName() method fulfills the formal requirements 
set forth by the interface, i.e there is a method with the correct name, with the correct amount and 
type of arguments returning a value of the correct class, and yet it fails. This is because the test 
checks what happens when the method is run against an empty address book. The implementation 
simply returns an empty list whereas the consumer expects null. This is one of the things that makes 
contract testing powerful, the ability to distinguish discrepancies between the consumers 
expectations of an API and the providers assumption of those expectations.  
 
With regards to the comparison between integration tests and contract tests, these results rely on 
Infor’s internal integration tests. As these may differ for other users an analysis of those tests may 
yield somewhat different results. Especially the consumer side may not be as useful to others since it 
relies on Mockito to create the contract. A consumer side test which does not use Mockito will not be 
able to use the consumer part of the framework unless they are willing to integrate Mockito into 
their tests. The results for the provider side on the other hand seems fairly reliable. Since the 
provider part can be used regardless of how the contract was generated and the fact that it is for the 
most part automated, it should provide a good advantage to regular integration tests. 
 

Method 

B Meyer mentions in his article that a contract test should be able to pass three different assertions, 
preconditions, postconditions and invariants [2]. These assertions have been included in this 
framework through a few different methods.  

• The precondition can be tested when setting up the state. Since the state method is executed 
before the interaction is evaluated, asserting that the state was properly setup can be done 
here thus making sure that any preconditions are satisfied.  
 

• The postcondition, in this case, is the expected result specified in the contract. When 
evaluating an interaction, a specific method is first executed and then the postcondition is 
checked. If the return value does not match the expected result the postcondition does not 
hold and the test will return a failure.  
 

• The invariant is already built into Junit in the form of Before and After annotations. These 
annotations are placed before a method and will be executed before/after every atomic test. 
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This means that any assertations that the user wishes to hold true at all times can be placed 
here. Support for these annotations have been implemented into the contract testing 
framework and is evaluated during the statement chain. 

 
During the methodology chapter, four different approaches to handling method interception was 
considered. Each of these come with their own set of pros and cons that make them more or less 
suitable to be used in this framework.  

Wider perspective 

This framework is intended to be used internally at Infor and has therefore been designed to fit their 
specific needs. With that in mind, the framework is general enough to be usable by the public as well. 
In that case, it may be interesting to discuss the implications of a contract, especially since it is 
consumer driven. First of all, it is important to note that the creation of a contract on the consumer 
side does not necessarily force the provider to adhere to that contract. As with all contracts, 
acceptance is still necessary. That is assuming that the contract is actually considered a formal 
agreement between the two parties. In fact, it should probably be regarded more as a tool to find 
and check discrepancies between the consumers’ expectations and the provider’s. 
 

Source Criticism 

This thesis relies on a number of different sources. Attempts have been made to include sources 
from academic works found through either Google Scholar or the library of Linköping University. In 
the case where academic texts have been referenced, a preference has been given toward primary 
sources. In the case where non-academic sources have been used, the statement has been checked 
and confirmed by a second independent source. 
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8. Conclusions 
This thesis has shown a way to design a framework built on consumer-driven contract testing.  
The question “How can a contract testing framework be implemented in Java?” have been described 
although a number of design decisions have been made and there are several alternate designs 
possible, each with their own strengths and weaknesses. 
The question “How does this design compare to regular integration tests with regards to code 
complexity?” have been describes and the answer is that the consumer side adds some complexity 
but this is offset by the amount of automation this enables on the provider side.  

Additional improvements 

There are a few things which would be interesting to look into a bit deeper. As previously mentioned, 
Gson is unable to serialize certain classes and has problems when serializing polymorphic objects. It 
would be interesting to research whether this can be solved in some way. For example, a simple 
solution would be to allow the user to create custom deserializers for any objects that Gson can’t 
handle by default. The framework would then have to find all those custom deserializers (Perhaps 
through another annotation) and then register those with Gson. This could of course mean a lot of 
extra work for the user and steps away from the notion that the framework should automate as 
much as possible. 
 
Another functionality that would be interesting to implement is consumer side argument matchers. 
Mockito currently provides the ability to stub a method call with specific matchers. For example, 
when(sum(anyInt(), anyInt())),thenReturn(1); will always return 1 regardless of what integers are 
supplied as arguments. When including this in the contract testing, it is most likely not viable to test 
every single integer to make sure the contract holds. One possible solution could instead be to test 
with a few specific cases, for example, 0, 1, -1, Integer.MAX and Integer.MIN. This could work for 
numbers although other primitives such as String and char may require a different approach. 
 
It could also be interesting to look at creating a framework for contract testing for other 
programming languages. There already exists a framework called Pact [13] which allows creating 
consumer contracts, in a wide variety of programming languages, for REST API providers. With 
regards to the design outlined in this thesis it may be possible to create a similar framework in some 
other high level languages. The consumer side is heavily integrated with Mockito which only exists in 
Java. As such, most of the consumer side will probably need to be redesigned. The exception to this is 
the concept of the fluid interface syntax as well as intercepting methods through a proxy object 
(although method interception may not be necessary depending on the chosen syntax). 
On the other hand, the design of the provider side should be possible to implement in other 
languages. A requirement though would be that the programming language contains the ability to 
analyze classes and objects during runtime similar to Java Reflection as the provider side design rely 
heavily on this. 
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Appendix A 
This appendix contains the full source code for the Address book example. 
 
  
@RunWith(ProviderContractSuite.class) 
@ContractImpl(AddressBookImpl.class) 
@ContractLocation("./src/test/resources") 
@Provider ("AddressBookProvider") 
public class AddressBookProviderTest { 
   
  @FactoryProducer 
  public TestObjectFactory<AddressBookImpl> produce() { 
    return new TestObjectFactory<AddressBookImpl>() { 
      public AddressBookImpl newInstance() { 
        return new AddressBookImpl(); 
      } 
 
      public void cleanUp() { 
        // No cleanup required 
      } 
    }; 
  } 
   
  @WithState("Expects book with Person name=Lorem address=Ipsum already added") 
  public void addPersonState(Object o, Map<String, String> data) { 
    if (o instanceof AddressBook) { 
      AddressBook temp = (AddressBook) o; 
      temp.addPerson(new Person("Lorem", "Ipsum")); 
    } 
  } 
   
  @WithState("Expects book with at least one person") 
  public void addOnePerson(Object o, Map<String, String> data) { 
    addPersonState(o,data); 
  } 
   
  @WithState("Expects book with two persons") 
  public void addTwoPersons(Object o, Map<String, String> data) { 
    if (o instanceof AddressBook) { 
      AddressBook temp = (AddressBook)o; 
      temp.addPerson(new Person("Lorem", "Ipsum")); 
      temp.addPerson(new Person("Ipsum", "Lorem")); 
    } 
  } 
} 
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public class AddressBookConsumerTest { 
  private Contract<AddressBook> contract1 =  
      new Contract<AddressBook>("AddressBookProvider", "AddressBookConsumer"); 
  private AddressBook book1;   

 
  @BeforeMethod 
  public void runBefore() { 
    book1 = contract1.mock(AddressBook.class); 
  } 
  @AfterTest 
  public void writeContract() { 
    try { 
      contract1.write("./src/test/resources/AddressBookContract1.txt"); 
    } catch (IOException e) { 
      System.out.println("Unable to print the contract" + e); 
    } 
  } 
  @Test 
  public void addAPersonToAddressBook1() { 
    Person p1 = new Person("Lorem", "Ipsum"); 
    contract1.withStates().when(book1.addPerson(p1)).thenReturn(true); 
  } 
  @Test 
  public void addPersonAlreadyExistingInAddressBook1() { 
    Person p1 = new Person("Lorem", "Ipsum"); 
    contract1.withStates("Expects book with Person name=Lorem address=Ipsum al-
ready added").when(book1.addPerson(p1)).thenReturn(false); 
  } 
  @Test 
  public void getPersonAtIndexZero() { 
    Person p1 = new Person("Lorem", "Ipsum"); 
    contract1.withStates("Expects book with at least one per-
son").when(book1.getPersonAt(0)).thenReturn(p1); 
  } 
  @Test 
  public void getPersonAtNegativeIndexShouldThrow() { 
    contract1.withStates().when(book1.getPersonAt(-1)).thenThrow(new IndexOutOf-
BoundsException()); 
  } 
  @Test 
  public void listAllEntries() { 
    List<String> list = new ArrayList<String>(); 
    list.add("Lorem"); 
    list.add("Ipsum"); 
     
    contract1.withStates("Expects book with two persons").when(book1.listEntries-
ByName()).thenReturn(list); 
  } 
  @Test 
  public void listAllEntriesWhereBookIsEmpty() { 
    contract1.withStates().when(book1.listEntriesByName()).thenReturn(null); 
  } 
} 
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public interface AddressBook { 
   
  public List<String> listEntriesByName(); 
  public Person getPersonAt(int index); 
  public boolean addPerson(Person p); 
 
} 

 

 

public class AddressBookImpl implements AddressBook { 
  private List<Person> list = new ArrayList<Person>(); 
 
  public List<String> listEntriesByName() { 
    Iterator<Person> iter = list.iterator(); 
    List<String> nameList = new ArrayList<String>(); 
    while(iter.hasNext()) { 
      nameList.add(iter.next().getName()); 
    } 
    return nameList; 
  } 
   
  public Person getPersonAt(int index) { 
    if (index < 0 || index >= list.size()) { 
      throw new IndexOutOfBoundsException(); 
    } 
    return list.get(index); 
  } 
 
  public boolean addPerson(Person p) { 
    if (list.contains(p)) { 
      return false; 
    } 
    list.add(p); 
    return true; 
  } 
} 
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public class Person { 
  private String name; 
  private String address; 
   
  public Person(String name, String address) { 
    this.name = name; 
    this.address = address; 
  } 
   
  public Person() {} 
   
  public String getName() { 
    return name; 
  } 
 
  public String getAddress() { 
    return address; 
  } 
   
  public void setName(String name) { 
    this.name = name; 
  } 
   
  public void setAddress(String address) { 
    this.address = address; 
  } 
   
  @Override 
  public boolean equals(Object o) { 
    if (o instanceof Person) { 
      Person temp = (Person) o; 
      return name.equals(temp.getName()) && address.equals(temp.getAddress()); 
    } 
    return false; 
  } 
} 
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Appendix B 
This appendix contains an example of a contract that has been generated by running the consumer 
test of the address book listed in Appendix A. The information here is exactly as it was generated by 
the framework. 
 
[ 
  "AddressBookProvider", 
  "AddressBookConsumer", 
  "com.infor.fselleby.test.api.AddressBook", 
  { 
    "methodName": "addPerson", 
    "methodArgList": [ 
      { 
        "object": { 
          "name": "Lorem", 
          "address": "Ipsum" 
        }, 
        "classOfObject": "com.infor.fselleby.test.impl.Person" 
      } 
    ], 
    "expectedResult": { 
      "object": true, 
      "classOfObject": "java.lang.Boolean" 
    }, 
    "stateList": [] 
  }, 
  { 
    "methodName": "addPerson", 
    "methodArgList": [ 
      { 
        "object": { 
          "name": "Lorem", 
          "address": "Ipsum" 
        }, 
        "classOfObject": "com.infor.fselleby.test.impl.Person" 
      } 
    ], 
    "expectedResult": { 
      "object": false, 
      "classOfObject": "java.lang.Boolean" 
    }, 
    "stateList": [ 
      "Expects book with Person name\u003dLorem address\u003dIpsum already added" 
    ] 
  }, 
  { 
    "methodName": "getPersonAt", 
    "methodArgList": [ 
      { 
        "object": 0, 
        "classOfObject": "int" 
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      } 
    ], 
    "expectedResult": { 
      "object": { 
        "name": "Lorem", 
        "address": "Ipsum" 
      }, 
      "classOfObject": "com.infor.fselleby.test.impl.Person" 
    }, 
    "stateList": [ 
      "Expects book with at least one person" 
    ] 
  }, 
  { 
    "methodName": "getPersonAt", 
    "methodArgList": [ 
      { 
        "object": -1, 
        "classOfObject": "int" 
      } 
    ], 
    "expectedResult": { 
      "classOfObject": "java.lang.IndexOutOfBoundsException" 
    }, 
    "stateList": [] 
  }, 
  { 
    "methodName": "listEntriesByName", 
    "methodArgList": [], 
    "expectedResult": { 
      "object": [ 
        "Lorem", 
        "Ipsum" 
      ], 
      "classOfObject": "java.util.ArrayList" 
    }, 
    "stateList": [ 
      "Expects book with two persons" 
    ] 
  }, 
  { 
    "methodName": "listEntriesByName", 
    "methodArgList": [], 
    "expectedResult": { 
      "object": "null", 
      "classOfObject": "null" 
    }, 
    "stateList": [] 
  } 
] 


