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Abstract 

Data sets with missing values are a pervasive problem within medical research. 

Building lifetime prediction models based solely upon complete-case data can 

bias the results, so imputation is preferred over listwise deletion. In this thesis, 

artificial neural networks (ANNs) are used as a prediction model on simulated 

data with which to compare various imputation approaches. 

The construction and optimization of ANNs is discussed in detail, and some 

guidelines are presented for activation functions, number of hidden layers and 

other tunable parameters. For the simulated data, binary lifetime prediction at 

five years was examined. The ANNs here performed best with tanh activation, 

binary cross-entropy loss with softmax output and three hidden layers of between 

15 and 25 nodes. 

The imputation methods examined are random, mean, missing forest, 

multivariate imputation by chained equations (MICE), pooled MICE with 

imputed target and pooled MICE with non-imputed target. Random and mean 

imputation performed poorly compared to the others and were used as a baseline 

comparison case. The other algorithms all performed well up to 50% 

missingness. There were no statistical differences between these methods below 

30% missingness, however missing forest had the best performance above this 

amount. It is therefore the recommendation of this thesis that the missing forest 

algorithm is used to impute missing data when constructing ANNs to predict 

breast cancer patient survival at the five-year mark. 
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1 Introduction 

1.1 Background 

According to the National Breast Cancer Foundation, breast cancer is the most 

commonly diagnosed cancer and the second leading cause of cancer death among 

women (Breast Cancer Facts, 2016). Many treatments for breast cancer have side 

effects ranging from unpleasant to dreadful, can appreciably reduce the patient’s 

health related quality of life (QOL) (Nounou, et al., 2015). Predicting the 

expected survival time of breast cancer patients accurately can assist physicians 

in determining appropriate treatment methods and even improve QoL for the 

patient. There are several viable methods to predict these survival times, 

including maximum likelihood, various regression approaches and neural 

networks amongst others. However, these modelling techniques are dependent 

upon datasets that have few (if any) missing values. It is very common in almost 

all fields of research that there exists a substantial amount of missing data, from 

single data points to entire observations or variables. This reduces statistical 

accuracy, leads to biased estimates and can invalidate inferences (Graham, 

2009). Currently, the most common method of handling missing data in medical 

research is complete-case analysis (Eekhout et al., 2012), which involves the 

deletion of any observation with a missing data point. This discards useful 

information and can heavily bias the results of any analysis. Finding improved 

imputation methods for this missing data will lead to more accurate predictions 

of patient survival times. 

This thesis builds upon the 2010 work of Bartoszek, Krzemiński and Skokowski 

which used Artificial Neural Networks (ANNs) as a survival prediction method. 

Simulated data will be used to build a lifetime prediction method. This data will 

then be manipulated into varying levels of missingness (i.e. incompleteness), 

upon which a range of imputation methods will be applied. The resulting imputed 

data will be run through the prediction model again and the predictions will be 

compared to those of the complete data set. The imputation methods that yield 
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similar predictive results to those of the full data are considered superior to those 

that have different predicted survival times. 

The simulation methods used in the 2010 work of Bartoszek, Krzemiński and 

Skokowski remain largely the same here, however the ANNs themselves have 

been reworked. There have been several breakthroughs in both ANN theory and 

hardware performance since 2010. In addition, censored data has been 

incorporated to improve prediction performance. A dataset similar to that which 

the 2010 Bartoszek, Krzemiński and Skokowski paper’s simulations were based 

upon has also been included as an additional check to the validity of the 

predictions and all imputation methods. 

1.2 Objectives 

The objectives of this thesis are as follows: 

• To simulate data from a compartmental model of disease 

• To perform lifetime prediction using ANNs 

• To simulate various levels of missingness 

• To apply various imputation methods to the incomplete data 

• To perform lifetime prediction on the imputed data 

• To compare predictions between imputation methods 
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2 Data 

This section examines the original data and the sampled data upon which the 

methods are tested. Summary statistics are included to give an overview of the 

data, and a sample of the post-processed data can be seen in the appendix. 

2.1 Original data 

A small amount of supplementary real-world data is available to test the 

prediction and imputation models on. This data was collected in the Pomerania 

region of Poland between 1987 and 1992. The observations are women with 

breast cancer being treated at the Medical University of Gdańsk (Skokowski, 

2001). Each patient was examined at one time point and a number of tests were 

carried out. The results were recorded in the patient’s file. Later, at an amount of 

time which varied greatly between patients, a follow-up was performed. If the 

death event occurred, the time variable (t) was set to the time between first 

examination and death. If the patient survived, the time variable was set to the 

time between first and second examinations. The full original data set consists of 

442 observations across 52 variables. However, the usable data is considerably 

smaller. Many variables are indicators for other variables (e.g., age, age_group, 

new_age and age_code are just different ways to split the patients by age) and 

others are unimportant for assorted reasons (e.g., patient id number). Using the 

Bartoszek et al. paper (Bartoszek, Krzemiński, & Skokowski, 2010) as a 

guideline, the following variables were deemed most important for the 

construction and testing of the models: 

• The Tumor, Node, Metastasis (TNM) classification represents four stages 

of tumors states. There are four of increasing severity with the fourth 

representing the death of a patient. This progression is assumed to be a 

Markov model with transition probabilities dependent upon current 

variables. This is examined in greater depth in the simulation section. In 

the original data, this state is assigned by the physician as an overall 

representation for the progression and severity of the cancer. In the data, 

this is represented as binary variables with one column for each possible 
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state (TNM1 – TNM4). An additional single column hierarchical variable 

(TNM) is included with possible values of 1 to 4.  

• The age of the patient is represented by a continuous positive variable. 

This is the age of the patient at the first examination time. 

• The number of infected axillary lymph nodes (ndod) a patient has is 

represented with integer values. A larger number of infected nodes 

usually indicates a more advanced cancer than a comparatively smaller 

number (Moffat, 2014). There are several methods to determine how 

many nodes are infected, including counting swollen nodes, biopsy and 

radiological imaging tests.  

• The size of the tumor (pt_mm) is measured in millimeters and is a 

continuous positive variable. This measurement is taken by the physician 

with the aid of radiological imaging. The size represents the diameter of 

the tumor at the largest point. 

• The presence of estrogen and progesterone receptors (ReRp) can be an 

indicator of cancerous cell growth. This variable takes one of four 

categorical values, 1 meaning both receptors are present, 2 meaning only 

estrogen receptors are present, 3 meaning only progesterone receptors are 

present and 4 meaning neither are present. Like TNM, this is represented 

as binary variables with one column for each possible state (ReRp1 – 

ReRp4) with an additional single column hierarchical variable (ReRp) 

included with possible values of 1 to 4. 

• Censored observations (cens) are those where the patient’s survival time 

is unknown. This is a critical component in the construction of the 

prediction models and is discussed in greater detail in the relevant section 

of the Methods chapter. This is represented as a binary variable with 1 

meaning that the patient’s time to death was not observed and the patient 

is therefore considered to be censored. The data was assumed to be 

independent singly right censored as the lifetime expectation is known 

only to be longer than the final observation (Environmental Statistics with 

R, Second Edition, 2012). More specifically, this is considered Type I 
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censoring due to the censoring mechanism being based on time with no 

event (death) having occurred. 

Preprocessing the data consisted of importing the original Excel spreadsheet into 

R and grouping the variables according to these rules. One observation (patient 

206) was removed due to an observed survival time value of -89.4. Observations 

with missing fields were also removed. One of the main goals of this paper is to 

identify imputation methods and building such models on imputed data would 

be counterproductive. The remaining data contained 200 observations, 60 of 

which are complete. A graphical overview of the data set follows in Figures 1-7 

and Table 1. 

 

 

Figure 1 Observation counts by TNM group Figure 2 Histogram of patient age with 

density overlay 
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Figure 3 Histogram of number of infected 

lymph nodes per patient 

Figure 4 Histogram of tumor size in 

millimeters per patient 

Figure 6 Censored observation counts Figure 5 Estrogen and Progesterone 

receptors in blood sample 
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Table 1 Summary of age and survival times per TNM group 

 All TNM 1 TNM 2 TNM 3 
Mean Age (Complete) 52.51 50.44 51.68 53.61 

Mean Survival (Complete) 4.22 4.57 4.05 3.48 
Complete Observations 60 27 26 7 
Censored Observations 140 85 49 6 

 

2.2 Simulated data 

While this original data can be used for comparison, the focus of this project is 

to illustrate the prediction and imputation with simulated data. The simulation 

methods for each variable were adopted from the 2010 Bartoszek, Krzemiński 

and Skokowski paper with some modifications to the sampling methods made 

for clarity. This simulated dataset is not meant to match the original data, rather 

to match the theoretical distributions and Markov models laid out in the original 

paper. The variables of the resulting simulated data represent the original 

variables in theory only. 

• The TNM states are considered Le Bras Multistate models that can have 

transitions between states modelled separately (Anatoli I. Yashin, 

Akushevich, Kulminski, & Ukraintseva, 2009). This allows for an infinite 

Figure 7 Patient time to death 



 9 

number of states to be modelled with a finite number of parameters. The 

data here is classed into one of four states with independently modelled 

transitions. Models with state probabilities that do not take the current 

state and/or time into account can be biased (Faissol, Griffin, & Swann, 

2009), so the transitions here are modelled with this in mind. 

The transition from TNM1 to TNM4 is assumed to be a Markov process 

and is initialized as state 1. The transition time to the next state is 

exponentially distributed with the rate lambda (λ) defined as a linear 

combination of the other variables at that time. This process is assumed 

to be reducible, meaning that each stage must be passed through in 

consecutive order, from 1 to 4. In addition, this process is unidirectional, 

meaning that patients do not recover from a more severe state to a less 

severe state. This process is modelled in the following manner: 

 

Δ𝑇𝑁𝑀𝑗→𝑘~ exp(λj→k) 

𝜆𝑗→𝑘 = 𝛽0 + 𝛽1 ∗ 𝑧1𝑗 + 𝛽2 ∗ 𝑧2𝑗 + ⋯ + 𝛽𝑚 ∗ 𝑧𝑚𝑗 

 

where j represents the current TNM state and k represents the next state. 

The set of independent variables (z) are created by simulation at the 

given transition time and their respective slopes (β) are defined by 

Bartoszek et al. (Bartoszek, Krzemiński, & Skokowski, 2010). This 

leads to the following linear models for the rates of each transition: 

 

𝜆1→2 = 0.002 +  0.007 ∗ 𝑎𝑔𝑒 + 0.02 ∗ 𝑛𝑑𝑜𝑑 + 0.008 ∗ 𝑝𝑡𝑚𝑚 + 0.4

∗ 𝑅𝑒𝑅𝑝1 + 0.2 ∗ 𝑅𝑒𝑅𝑝2 + 0.2 ∗ 𝑅𝑒𝑅𝑝3 − 0.2 𝑅𝑒𝑅𝑝4  

𝜆2→3 = 0.02 +  0.007 ∗ 𝑎𝑔𝑒 + 0.2 ∗ 𝑛𝑑𝑜𝑑 + 0.08 ∗ 𝑝𝑡𝑚𝑚 + 0.2

∗ 𝑅𝑒𝑅𝑝1 + 0.1 ∗ 𝑅𝑒𝑅𝑝2 + 0.1 ∗ 𝑅𝑒𝑅𝑝3 − 0.2 𝑅𝑒𝑅𝑝4 

𝜆3→4 = 0.03 +  0.09 ∗ 𝑎𝑔𝑒 + 0.3 ∗ 𝑛𝑑𝑜𝑑 + 0.1 ∗ 𝑝𝑡𝑚𝑚 + 0.6

∗ 𝑅𝑒𝑅𝑝1 + 0.4 ∗ 𝑅𝑒𝑅𝑝2 + 0.4 ∗ 𝑅𝑒𝑅𝑝3 − 0.2 𝑅𝑒𝑅𝑝4 
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• The age of the patient is drawn from a normal distribution with the mean 

and standard deviation of the original data. These parameters were 

determined by maximum-likelihood fitting of a univariate distribution 

using numerical optimization, leading to an average age of μ = 43.44 and 

a standard deviation of σ = 10.59. 

𝑎𝑔𝑒 ~𝑁(𝜇, 𝜎) 

• The number of infected nodes (ndod) is determined by calculating the 

time between increases by one node (Δndod). This assumed to be 

exponentially distributed with rate μN. This is then calculated at each time 

point and rounded down to the previous integer to get the total number of 

infected nodes at that time. 

Δ𝑛𝑑𝑜𝑑 ~𝑒𝑥𝑝(𝜇𝑁) 

𝑛𝑑𝑜𝑑 = ⌊
𝑡

Δ𝑛𝑑𝑜𝑑
⌋ 

• The tumor size (pt_mm) is calculated first by finding the time between 

growths (Δg) and then how much it grows (gmm) at each occurrence. The 

time between growths is exponentially distributed with rate μtt. This is 

calculated at each time point and rounded down to the previous integer to 

get the total number of growths (g) up to the given time. For each of these 

growth events, the amount of growth in millimeters (gmm) the tumor 

grows is exponentially distributed with rate μtg. 

Δ𝑔 ~𝑒𝑥𝑝(𝜇𝑡𝑡) 

𝑔 = ⌊
𝑡

Δ𝑔 
⌋ 

𝑝𝑡_𝑚𝑚 = ∑ (𝑔𝑚𝑚𝑛~𝑒𝑥𝑝(𝜇𝑡𝑔))

𝑔

𝑛=1

 

• ReRp is a four-state Markov Chain. It has exponential times with rate (μR) 

between state changes and is based on a transition matrix (MR). An 

observation begins in state 4 (neither receptor present) and can move to 

either state 2 (only estrogen receptors) or state 3 (only progesterone 

receptors) with the probabilities of 0.43 or 0.57 respectively. From either 
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of these states, the observation can only move to state 1 with a probability 

of 1. This represents the appearance of either one receptor or the other 

first, then the appearance of the second. Again, no modelling of recovery 

is included in the simulation, so this remains reducible and unidirectional. 

The time elapsed is divided by the time between transitions (Δtrans) and 

rounded down to nearest integer to determine the number of transitions 

(trans) up until that point in time. 

Δ𝑡𝑟𝑎𝑛𝑠 ~ exp(𝜇𝑅) 

𝑡𝑟𝑎𝑛𝑠 = ⌊
𝑡

Δ𝑡𝑟𝑎𝑛𝑠 
⌋ 

Each transition is calculated on the following transition matrix where 

observations enter at state 4. The left-most column represents the initial 

state, the top-most row represents the output state after that transition 

and the values in the cell represent the output transition probability. This 

transition matrix can be seen in Table 2.  

 

Table 2 Transition Matrix MR 

MR 1 2 3 4 
1 1 0 0 0 
2 1 0 0 0 
3 1 0 0 0 
4 0 0.43 0.57 0 

 

The simulation was initialized with values from the reference paper where μN = 

0.18, μtt = 2, μtg = 2, μR = 0.5. A patient is simulated at the random time (t) which 

approximates the initial patient tests in the original data. If the data is censored, 

then a random time is drawn in accordance with the censorship section above 

and assigned as the final check for the patient. If the data is uncensored, the time 

to death is calculated (TNM4) and assigned as the final check for the patient. The 

resulting dataset has the same variables as the original data and contains 10,000 

observations. A graphical overview of the data set follows in Figures 8-13 and 

Table 3. 
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Figure 10 Histogram of number of infected 

lymph nodes per patient 

Figure 11 Histogram of tumor size in 

millimeters per patient 

Figure 8 Observation counts by TNM group Figure 9 Histogram of patient age with 

density overlay 
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Table 3 Summary of age and survival times per TNM group (simulated) 

 All TNM 1 TNM 2 TNM 3 
Mean Age 43.11 42.08 43.35 41.97 

Mean Survival (years) 5.88 6.77 4.67 3.24 
Observations 10 000 6128 3329 543 

 

 

 

 

 

 

 

Figure 12 Estrogen and Progesterone 

receptors in blood sample 
Figure 13 Patient time to death 
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3 Methods 

This section provides an overview of the methods used in this thesis. 

3.1 ANN Prediction 

 The design of the prediction model is important as it gives a baseline prediction 

accuracy and allows comparison of the various imputation methods. The method 

chosen here is ANNs. A function was designed to iterate over various possible 

parameters of neural networks with the goal of finding the ANN that provides 

the best predictions for the given data. Some design choices (number of nodes 

per layer, etc.) were constrained somewhat by hardware limitations. The runtime 

on the simulated (10,000 observations) data to find the best prediction ANN is 

approximately 24 hours. However, many options were tested to achieve the best 

results. Once the best ANN design is found, subsequent testing using this design 

is nearly instantaneous. 

The output of the ANN is a survival (and by extension, death) probability for 

each patient at the given time point. All simulated patients and all non-censored 

observed patients have died by the 13th year after examination, so the networks 

are tested at 1, 2, … , 13 years after the initial exam. Each of these 13 networks 

predicts the probability that each patient will be alive at the given time point. 

These are referred to as “single time point models” (Chi, Street, & Wolberg, 

2007). This allows for an ANN to be modeled to predict each time point 

separately, in contrast to “multiple time point models” that use the same ANN to 

predict all time points. 

3.1.1 Feedforward and Backpropagation 

The ANNs used here are feedforward networks, meaning that the data points 

move through the network in one direction. At no point do they cycle back to a 

previous layer or node such as in recurrent neural networks. They are passed 

from the input layer to each successive hidden layer to the output layer. After 

reaching the output layer, the error is determined through a pre-determined loss 

function. Gradient descent is then used to adjust the previous layer’s weights to 
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minimize the error. This adjustment is then calculated backwards through the 

network, adjusting the weights accordingly (Bishop, 2006). This is the base ANN 

model upon which all other options were tested. 

3.1.2 Layers and Nodes 

The universal approximation theorem states that a neural network with as few as 

one layer is able to approximate any function containing a continuous mapping 

from one finite space to another assuming that there are enough hidden nodes in 

said layer (Hornik, Stinchcombe, & White, 1989). However, in cases where the 

number of required nodes is large or even approaches infinity, additional hidden 

layers can shrink the overall number of nodes needed to approximate the 

function. In addition, these extra hidden layers can approximate any continuous 

mapping to any accuracy and even learn more complex interpretations of the 

previous layers. This acts as a type of feature engineering for the other layers 

(Hinton, Osindero, & Teh, 2006). However, there is no formula for calculating 

how many layers and nodes per layer will perform best. Andrew Ng in his 

machine learning course suggests splitting data into training, validation and test 

data and then choosing the model with the lowest error (Ng, 2018). This is the 

tactic applied in this thesis. 

As deep neural networks grow, overfitting can become a problem. The dropout 

technique can limit overfitting by dropping out random nodes and their 

associated connections. This limits the co-adaption that can occur between 

neighbor nodes. Implementing this regularization method with a retention 

probability between 0.4 and 0.8 significantly reduces overfitting (Srivastava, 

Hinton, Krizhevsky, Sutskever, & Salakhutdinov, 2014). The suggested 

retention probability is 0.6, and this was used in the design of the neural network 

comparison method. 

3.1.3 Activation Functions 

Two different activation functions were tested on all hidden layers of the ANN 

designs, hyperbolic tangent (tanh) and rectified linear unit (ReLU). Until 

recently, tanh was considered the standard activation function for most ANNs 
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(LeCun, Bottou, Orr, & Müller, 2012). It was used in the Bartoszek et al. paper 

as well (Bartoszek, Krzemiński, & Skokowski, 2010). However, due to reasons 

that will be discussed here, ReLU has taken over as the standard in activation 

functions (LeCun, Bengio, & Hinton, 2015).  

Tanh is a differentiable sigmoidal function with output values between -1 and 1. 

Where z is the output of the previous layer multiplied by its associated weights: 

tanh(𝑧) =  
2

1 +  𝑒−2𝑧
− 1 

However, the gradients as the value approaches -1 and 1 becomes very flat, 

leading to a vanishing gradient problem. As backpropagation neural networks 

update weights in proportion to the gradient of the error function, a gradient that 

is effectively 0 will prevent weight updates (LeCun, Bottou, Orr, & Müller, 

2012). The tanh activation function will be applied and calculated for all 

activations, leading to a large amount of processing power being used 

unnecessarily. 

Many of these issues can be solved by using a ReLU activation function. Where 

z is again the output of the previous layer multiplied by its respective weights: 

ReLU(𝑧) =  max (0, 𝑧) 

It can be seen here that this outputs 0 if z is negative and passes z on to the output 

if it is positive. This solves the vanishing gradient problem of tanh as the output 

is linear in the positive space. One disadvantage of this activation function is the 

output range [0, ∞). This can quickly “blow up” the output. Scaling the data can 

reduce this to a negligible issue. Another disadvantage is the possibility of 

“dead” nodes where all outputs are 0 and weights never adjust the 0 gradient. 

While this issue was not encountered in this thesis, several solutions exist to 

mitigate it. These methods (ELU, PReLU etc.) reduce or remove the 0 gradient 

but were not needed here. A visualization of activation functions can be found in 

Figure 14. 
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In the output layer, a softmax normalization function was used so that the binary 

classification probability would sum to 1. This is necessary for the binary cross-

entropy loss function. Where x is the vector output from the previous layer and 

w are any associated class weights, this will output the probabilities that this 

observation belongs to class c. It takes as input D distinct linear functions and 

transforms these higher dimensional linear functions (𝑥𝑇𝑤1 … 𝑥𝑇𝑤𝐷) into D 

dimensions. While the binary case is considered here, this softmax formula 

which follows is generalizable to multi-class classification (Bishop, 2006). Note 

that the minimum value is set to 1e-15 to prevent a 0 probability output, which 

would disrupt the binary cross-entropy function by attempting to calculate 

log(0). 

𝑃(𝑦 = 𝑐 | 𝑥) =
exp(𝑥𝑇𝑤𝑐)

∑ exp (𝑥𝑇𝑤𝑑)𝐷
𝑑=1

 

3.1.4 Loss Function 

For the continuous case, the output of the ANN is the predicted life expectancy 

so a mean squared error (MSE) loss function was implemented. Where y is the 

predicted lifetime and y’ is the observed lifetime: 

Figure 14 Activation functions 
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𝑀𝑆𝐸 =
1

𝑛
∑(𝑦𝑖

′ − 𝑦𝑖)2

𝑛

𝑖=1

  

 

For the binary case, the output of the ANN is the probability of the event (death) 

occurring at that given time point, a binary cross-entropy error function was 

chosen. Where y is the predicted output class probability and y’ is the observed 

class for the given observation: 

𝐻𝑦′(𝑦) =  − ∑(𝑦𝑖
′ log(𝑦𝑖) + (1 − 𝑦𝑖

′)log (1 − 𝑦𝑖))

𝑛

𝑖=1

  

When calculating the case where there is a single value, such as in a single 

observation update of the backpropagation network, the sum over i can be 

removed. However, in batch updating and in model comparison, the i is retained 

to compare the model performance over a number of observations. The log scale 

punishes incorrect predictions that the model predicted strongly, i.e. with a high 

probability. Another advantage is that as the error approaches 0, the weight 

changes do not shrink as they do with MSE (McCaffrey, 2013). This can prevent 

the stalling of training which is common in complicated ANNs using MSE as a 

loss function. The bounds of the loss function are [0, ∞) with a value of 0 being 

more accurate. Thus, the goal of the ANN selection is to find the construction 

Figure 15 Binary Cross-Entropy Loss Function 
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which minimizes this function. Note that this function requires a softmax output 

node activation. A visualization of the loss function can be seen in Figure 15. 

3.1.5 Gradient Descent 

Gradient descent allows the minimization of an objective function J(θ) by 

updating the parameters in the direction of the negative of the gradient of the 

objective function ∇θJ(θ) (Ruder, 2017). Two methods were explored for 

updating the model parameters from the gradient information gained from the 

loss function. These are stochastic gradient descent (SGD) and root mean square 

propagation (RMSprop). SGD bases the updating of the weights only on the 

current data point (or batch of points) that has passed through the feed-forward 

period of the ANN. It is calculated as follows where θ are the weights, x is the 

training example, y is the label, η is the learning rate: 

𝜃𝑡+1 = 𝜃𝑡 − η ∗ ∇
wt

𝐽(𝜃𝑡; 𝑥𝑡; 𝑦𝑡) 

One problem that this can introduce is that the update steps per iteration can 

become uneven, complicating convergence and causing the SGD algorithm to 

overshoot (Ruder, 2017). There are a number of methods that attempt to correct 

these issues, of which the RMSprop gave the best results with the simulated data 

set. This integrates an adaptive learning rate that divides the learning rate by an 

exponentially decaying average of the squared gradients. Where g is the gradient, 

γ is the weight on previous gradients (0.9 here) and ϵ is a smoothing term that 

avoids division by zero (1e−8), the weights are updated as follows: 

𝐸[𝑔2]𝑡 = 𝛾𝐸[𝑔2]𝑡−1 + (1 − 𝛾)𝐺𝑡
2 

𝜃𝑡+1 = 𝜃𝑡 −
η

√𝐸[𝑔2]𝑡 + ϵ
𝑔𝑡 

 

3.1.6 Censored Data 

Several methods have been proposed to deal with censored data in neural 

network survival prediction models. One efficient approach that suits the 

eventual output of this neural network is a time-coded model. This assigns a 1 or 

0 to an independent variable if the event (death) has occurred or not at the given 
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time point. As the ANN is a single time point model, the censored data points 

are used with a 0 in the event variable up until the time of censorship. As it is 

unknown when the patient died after being censored, they are no longer included 

beyond this point. This approach has shown to be stable over long follow-up 

periods such as those in this study (Franco, Jerez, & Alba, 2005). 

3.1.7 Training, Validation and Test 

The data is split into three parts to measure the effectiveness of the prediction 

method. First, the data is split 80/20 into training and test data, respectively. The 

training data is then further split 80/20 into training and validation data, 

respectively. The training data is used to optimize the predictions of the ANN on 

the validation data. After the optimum ANN framework is determined, it is 

checked against the test data to determine the performance of the ANN on data 

that was not used in its construction. This gives an unbiased performance 

indicator of the ANN. 

3.2 Imputation 

Missing data in medical research is a common occurrence in clinical studies and 

can be due to a number of unknown factors ranging from observer neglect to 

patient self-censorship. There is little specific advice on methods to handle this 

absent data (Little, et al., 2012). The three types of missing data are as follows 

(Little & Rubin, 2002): 

• Missing Completely at Random (MCAR) data is that where there is no 

relationship between the missing and observed values. An example of 

MCAR would be a random selection of observations being misplaced or 

deleted. 

• Missing at Random (MAR) data has a relationship between missing and 

observed values that is tied to a subgroup of the observations. An 

illustration of this would be younger patients are less likely to follow up 

with their physician. 
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• Missing not at Random (MNAR) data has a relationship between the 

missing and observed values that depends on the values themselves. For 

instance, patients with cancer may be averse to having blood samples 

taken. 

While complete case analysis is suitable up to 5% MCAR missingness (Graham, 

2009), removing observations with missing data introduces bias and may 

invalidate conclusions, particularly if those with missing data have extreme 

values. This is especially true in datasets with a large amount of missing values, 

as the data from the non-missing values can be useful for prediction. Another 

issue with removing data points is that it can falsely restrict the variability within 

the data. 

MCAR data frequently implies a deficiency in the data collection of a study, 

though it can be modelled by most imputation methods. MNAR data is difficult 

to impute as it frequently requires an in-depth knowledge of the subject and 

imputation can involve interviews with each patient to root out the underlying 

causes. Fortunately, these two types of missing data are rare in clinical research 

(Donders, van der Heijden, Stijnen, & Moons, 2006). MAR data is the most 

common, to the point where Little and Ruben (2002) have stated that “essentially 

all the literature on multivariate incomplete data assumes that the data are 

Missing at Random (MAR)”. While the same imputation methods are viable for 

both MAR and MCAR data, MAR can introduce a small amount of bias, though 

this bias is negligible (Errickson, 2018). For the purposes of imputation model 

comparison, MAR missingness will be simulated by conditioning the data so 

patients with shorter life expectancy are more likely to have missing values, 

based on the correlation between screening and life expectancy (Schonberg, 

Breslau, & McCarthy, 2013). 

3.2.1 Random 

Imputing missing data randomly can provide a starting point to assess the 

performance of more complex methods (Gelman & Hill, 2006). This function 

takes the lowest and highest values of the variable as endpoints of a uniform 
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distribution and randomly samples a value for each of the missing data points. 

As such, it discards any information from the other variables. In the case of 

categorical data, the random selection is designed to output one of the possible 

values. This method is simple and is strongly affected by whether extreme values 

are missing. However, it serves as a baseline comparison for the other methods. 

Where xMin and xMax are the lower and upper limits of the remaining data in 

the given variable, respectively, and y is the imputed data point, the mean and 

standard deviation of the imputed data are calculated as follows: 

𝐸(𝑦) = 𝜇 =
𝑥𝑀𝑖𝑛 + 𝑥𝑀𝑎𝑥

2
 

𝜎 =  √
(𝑥𝑀𝑖𝑛 − 𝑥𝑀𝑎𝑥)2

12
 

3.2.2 Mean 

Using the mean of the available data to impute the missing data is another 

baseline method. It simply takes the mean of the variable and uses this to fill the 

missing points. For categorical data with an even number of categories, the 

selected value is rounded up, i.e. for four categories, the mean is 2.5 and is input 

to the missing field as 3. This clearly distorts the distribution of the given variable 

by reducing the variance and may degrade the usability of the variable in 

prediction. In addition, this misrepresents relationships between variables by 

shrinking the correlation estimates towards zero (Gelman & Hill, 2006). Where 

y is the imputed data point, x is the available data in the variable, and n is all of 

the available data, the mean is calculated as follows, with the imputed value 

always equaling the mean: 

𝑦 = 𝜇 =  
∑ 𝑥𝑖

𝑛
𝑖=1

𝑛
 

As stated above, the missing data points always take on the value of the mean, 

leaving the standard deviation of the imputed points as 0. 
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3.2.3 Missing Forest 

The missing forest imputation method is a multiple imputation scheme that 

averages over several unpruned classification or regression trees. It employs out-

of-bag (OOB) error estimates of a random forest. OOB takes the mean prediction 

error of each sample xi using trees that did not have this sample in its respective 

bootstrap (James, Witten, Hastie, & Tibshirani, 2013). Bootstrapping in the 

random forest model assumes the data is independent and identically distributed 

(iid) and involves random sampling with replacement. This gives the model 

accuracy measures for the data such as variance from which to select appropriate 

replacements. The random forest model itself constructs a number of decision 

trees which each output the mode (if classification) or mean (if regression). 

Decision trees are an algorithm designed to classify examples by recursively 

splitting the data into smaller and smaller subclasses. The tree is complete when 

all leaves have the same value or when further splits fail to add information gain. 

The determination of this split is based on maximizing the entropy (diversity) 

measure in the following manner, where l represents the resulting leaves and x 

represents the values in the leaf being split: 

Figure 16 Decision Tree Example 
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𝐸(𝑆𝑝𝑙𝑖𝑡) =  − ∑ 𝑥𝑖 log2 𝑥𝑖

𝑙

𝑖=1

  

When the value falls below a given threshold, the split is deemed to not increase 

the information gain and is not performed. This results in the given branch no 

longer being split into more leaves. An example of a decision tree can be seen in 

Figure 16. 

 

A single decision tree built on all available data can overfit (Hastie, Tibshirani, 

& Friedman, 2009), so the random forest creates several trees based on random 

selections of the data with replacement to counteract this. The missing forest 

imputation method builds upon the random forest method in the following 

manner: 

Where columns A and B are continuous variables and C is categorical: 

A B C 

21 NA 1 
34 37 2 
41 34 NA 

Impute the data with random valid values: 

A B C 

21 30 1 
34 37 2 
41 34 2 

Apply the regression B ~ A + C on row 1 and learn B ~ A + C with random 

forests on rows 2 and 3, then update the imputed value in row 1 with a value 

learned from the random forest that will minimize the error function: 

A B C 

21 32 1 
34 37 2 
41 34 2 

Apply the regression C ~ A + B on row 3 and learn C ~ A + B with random 

forests on rows 1 and 2, then update the imputed value in row 3 with a value 

learned from the random forest that will minimize the error function: 
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A B C 

21 NA 1 
34 37 2 
41 34 2 

Repeat until stopping criterion is reached. 

The error function for categorical variables is the proportion of falsely classified 

(PFC). The error function for continuous variables is the normalized root mean 

squared error (NRMSE) function where Xtrue is the complete data matrix, Ximp is 

the imputed data matrix and mean and var are the empirical mean and variance 

computed over the missing values: 

 

√
𝑚𝑒𝑎𝑛((𝑋𝑡𝑟𝑢𝑒 − 𝑋𝑖𝑚𝑝)

2
)

𝑣𝑎𝑟(𝑋𝑡𝑟𝑢𝑒)
 

 

The missing forest algorithm has been shown to improve predictions based on 

imputed data containing between 10% and 30% missing values when compared 

to single variable imputation methods (Stekhoven & Bühlmann, 2012). 

3.2.4 Multivariate Imputation by Chained Equations 

The multivariate imputation by chained equations (MICE) model performs a 

series of regressions where each variable that contains missing data is 

conditionally modeled on the other variables. It functions by assigning a place 

holder to the missing value (such as the mean for continuous variables). It then 

runs a regression where the dependent variable is that with missing values and 

the independent variables are all the other variables. The specific type of 

regression depends on the type of dependent variable, e.g. linear, logistic etc. 

The missing values are then replaced with the predictions from the regression. 

This is iterated over all variables containing missing data to update each missing 

data point once. This is repeated for a given number of cycles, after which the 

imputed data is considered to have become stable and the results are stored as a 

new data set. 



 26 

This process is similar to the missing forest algorithm above except that it does 

not create decision trees and the dependent variable for the regressions must 

contain missing values (Stekhoven & Bühlmann, 2012). Another difference is 

the use of various regression models depending on data type. The two used here 

are predictive mean matching (PMM) and proportional odds logistic regression 

(POLR), also known as polytomous regression.  

PMM imputes a random value that is drawn from a set of observed values whose 

predicted outcome is closest to the predicted output for the missing value. This 

algorithm to impute the missing variable Ymis as presented in the book Restrictive 

Imputation of Incomplete Survey Data (Vink G. , 1984): 

1. Use linear regression of Yobs given Xobs to estimate �̂�, �̂� and 𝜀̂ by means 

of ordinary least squares. 

2. Draw σ2∗ as σ2∗  =  𝜀̂T 𝜀̂ /�̂� , where A is a χ2 variate with nobs−r degrees 

of freedom. 

3. Draw β∗ from a multivariate normal distribution centered at �̂� with 

covariance matrix σ2∗ (Xobs
T  Xobs)

−1
. 

4. Calculate �̂�obs  =  Xobs �̂� and �̂�mis  =  X𝑚𝑖𝑠 �̂�. 

5. For each �̂�mis,i, find ∆ = |�̂�obs  −  �̂�mis,i| . 

6. Randomly sample one value from (∆(1), ∆(2), ∆(3)), where ∆(1) , ∆(2) and ∆(3) 

are the three smallest elements in ∆, respectively, and take the 

corresponding �̂�obs,i as the imputation. 

7. Repeat steps 1 through 6 m times, each time saving the completed data 

set. 

POLR builds on the general linear logistic model. Where Y is the response 

category with the range 1, …, k and k ≥ 2, and γj = 𝑝𝑟(𝑌 ≤ 𝑗|𝑥) is the 

cumulative response probability when the covariate is fixed at x, the linear 

logistic model is as follows: 

𝑙𝑜𝑔𝑖𝑡(𝛾𝑗) = 𝛼𝑗 − 𝛽𝑗
𝑇𝑥 

Both the intercept (α) and coefficient (β) depend on the category j. POLR 

assumes equal slopes, giving the model: 
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𝑙𝑜𝑔𝑖𝑡(𝛾𝑗) = 𝛼𝑗 − 𝛽𝑇𝑥 

 

The primary function of the MICE algorithm is to assess the uncertainty of the 

imputed values but may also be used as an imputation method. This can be done 

by either taking the values of one imputed data set, or by creating several data 

sets and pooling the results (Azur, Stuart, Frangakis, & Leaf, 2011). This pooling 

is done by regression on a user specified target variable. If this dependent 

variable does not contain imputed data points, the accuracy of the imputation 

model may be increased due to the improved pooling (Vink & van Buuren, 

2014). Single data set imputation will be referred to as MICE, multiple data set 

pooling on a dependent variable will be referred to as pooled MICE.  
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4 Results 

This section contains the results from the application of the methods to both the 

simulated and observed data. To maintain consistency, all models are tested on 

the same withheld section of the original data. 

4.1 ANN Prediction 

To determine the structure of the ANN that best predicts patient lifetime, a range 

of parameters were tested and will be presented. The continuous variables were 

scaled, and the categorical variables were one-hot encoded (Potdar, Pardawala, 

& Pai, 2017). The ANN was used to make predictions with 1, 2 and 3 hidden 

layers with 5, 10, 15, 20 and 25 nodes in each layer. All 155 combinations were 

checked and the one which provided the lowest error rate was selected for the 

given year. The data was then fed into the neural network constructed in R with 

the Keras package (Allaire & Chollet , 2018) for interface with TensorFlow 

(Abadi, et al., 2015) with the goal of determining whether the patient would 

survive beyond a given time point. 

TensorFlow is a software library developed by Google’s Brain Team for using 

data-flow graphs for numerical computation. For neural network applications, 

operations are performed on multidimensional data arrays known as tensors. 

Keras acts as a higher-level interface for TensorFlow that allows quick 

production and testing of neural networks through modularity. Keras enables the 

generation and comparison of the hundreds (and in some cases thousands) of 

neural networks required for this thesis. 

These methods were also applied to determining a continuous prediction 

(projected lifetime) for each observation. However, results were poor and would 

make comparison of the imputation methods difficult. These results will be 

included in the Appendix. 

All reported loss and misclassification rates are on the same set of test data that 

was withheld from the training of the ANNs. 
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4.1.1 Observed Data 

The observed data was input as a time-coded model as discussed in the censored 

data section of the methods chapter. These ANNs employed the binary cross-

entropy loss function and checked across years 1 to 13, by which all patients had 

died. Figure 17 shows the loss over the selected years. Figure 19 shows the 

proportion of misclassified predictions, and Figure 19 shows the predicted vs. 

actual cumulative deaths over time. 

 

Figure 17 Observed Binary Loss 
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Figure 18 Observed Misclassification Rate 

Figure 19 Observed Cumulative Deaths 
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During the early and late years, the two models (ReLU and tanh activation 

functions) have low loss and misclassification rates, which is in line with the idea 

that few people have died in the first years and few have survived to the last. It 

should be noted that this loss does not directly represent the predicted classes, 

which is why the figures do not precisely align. The lack of smoothness and 

limited prediction accuracy can be attributed to the small amount of data. 

 

4.1.2 Simulated Data 

This process was repeated with the simulated data, which gives much smoother 

loss functions as there are 50 times as many observations. Again, both ReLU and 

tanh activation functions were explored. Figure 20 shows the loss over the range 

of years. Figure 21 shows the proportion of misclassified predictions, and Figure 

22 shows the predicted vs. actual cumulative deaths over time. 

 

Figure 20 Simulated Data Binary Loss 
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Figure 21 Simulated Data Misclassification Rate 

Figure 22 Simulated Data Cumulative Deaths 
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The discrepancy between the loss function and misclassification rate plots points 

to the model’s inability to determine survival rate beyond the eight-year point 

for ReLU activation functions and beyond the ten-year point for tanh activation 

functions. The model is assigning a slightly higher probability to the incorrect 

class than to the correct class. This can be seen in the cumulative deaths plot as 

well where the models overpredict mortality beyond their respective year marks. 

4.1.3 Model Selection 

Accurately predicting survival near the end of the lifetime boundary is difficult 

for most prediction models in this topic (van Maaren, et al., 2017). For this 

reason, all imputation methods will be compared with the ANN that performed 

best at the five-year mark, as this is an established time point for a prediction 

method (van Maaren, et al., 2017). The tanh activation function has consistently 

better performance and will be the benchmark for the comparison of the 

imputation methods. The model which performed best at this time point 

contained 25, 20 and 20 nodes for the observed data and 25, 20 and 15 nodes for 

the simulated data in their respective hidden layers. 

An epoch in an ANN is when the entire data is passed through the model once. 

As the complete data may be too big to process at the same time, it is split into 

batches. The model for the observed data was run over 30 epochs and had a batch 

size of 1. The simulated data was again 30 epochs and had a batch size of 100. 

Table 4 shows the results of the trained model run on the test data set where 0 

represents survival and 1 represents death at the five-year mark. The collected 

data set is relatively small and highly biased towards survival at the five-year 

mark, so a balanced data set was included to attempt to offset this bias. This 

balanced data has an equal number of randomly selected patients that survived 

and died at the given time point. It should be noted that due to the small amount 

of observed data, the results from this data may not be generalizable. 
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Table 4 Model Results on Full Data 

 Model Accuracy Results Loss 
Observed 25-20-20 0.800 

 

 Actual 
Predicted  0 1 

0 30 6 
1 2 2 

0.508 

Observed 
Balanced 

25-20-20 0.688 
 

 Actual 
Predicted  0 1 

0 5 2 
1 3 6 

0.504 

Simulated 25-20-15 0.696 
 

 Actual 
Predicted  0 1 

0 784 282 
1 327 607 

0.584 

4.2 Imputation 

The first step for the following methods was creating a data set with missing 

values. This missingness is MAR with expected lifetime being the relevant 

variable. The patient with the longest to live had 20% less chance to have missing 

data than the one with the shortest, and the patients in between were given a 

Figure 23 Observed data at 20% missingness where red represents missing 

values. 
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value between these limits based on a sliding scale. The patient with the median 

time to live had exactly the defined percentage to have missing data. For 

example, at the 50% missing mark, the values range from 40% to 60% chance of 

missingness based on life expectancy. This yields MAR data while still allowing 

comparison between distinct levels of missingness. Figure 23 shows a sample 

dataset with missing values at 20% missingness. To decrease the influence of the 

random removal while retaining MAR, the imputation algorithms were each run 

on five different datasets created from this removal process and the prediction 

results were averaged. The missingness values are from 10% to 90% in 

increments of 10%. Note that the observed and balanced data were unable to be 

analyzed beyond 50% due to lack of enough data for the algorithms to work (e.g. 

the missing forest algorithm requires a minimum of two data points in each 

forest). Again, this implies that a single misclassification can shift the results 

appreciably, so conclusions from the observed and balanced data sets are 

tentative at best. 

4.2.1 Random 

After having observations removed, the random imputation algorithm selected 

the lowest and highest remaining values for each variable. It then drew a random 

number between them from a uniform distribution for each missing value in the 

relevant variable. Categorical variables were rounded to the nearest integer. After 

inputting this into the respective missing field, it returned the imputed data set. 

The results across the five data sets can be seen in Table 5. 
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Table 5 Random Imputation Results 

 Misclassification Loss 
Missing % Observed Balanced Simulated Observed Balanced Simulated 

10 0.36 0.338 0.322 0.93 0.673 0.606 
20 0.37 0.3 0.328 1.033 0.615 0.609 
30 0.375 0.35 0.331 1.014 0.655 0.614 
40 0.375 0.512 0.334 1.013 0.774 0.623 
50 0.37 0.4 0.335 1.052 0.697 0.628 
60   0.337   0.645 
70   0.376   0.66 
80   0.559   0.71 
90   0.564   0.732 

4.2.2 Mean 

Similar to the random method, the mean imputation selected the lowest and 

highest values. In this case, however, it inputted simply the mean into the 

respective missing fields. Again, categorical variables were rounded to the 

nearest integer. The results can be seen in Table 6. 

Table 6 Mean Imputation Results 

 Misclassification Loss 
Missing % Observed Balanced Simulated Observed Balanced Simulated 
10 0.295 0.288 0.303 0.869 0.571 0.589 
20 0.3 0.25 0.302 0.803 0.568 0.589 
30 0.295 0.312 0.303 0.798 0.598 0.593 
40 0.295 0.35 0.308 0.752 0.705 0.597 
50 0.3 0.312 0.308 0.749 0.714 0.603 
60   0.313   0.61 
70   0.322   0.623 
80   0.36   0.658 
90   0.537   0.832 

4.2.3 Missing Forest 

The missing forest algorithm was run with the missForest R package (Stekhoven 

D. J., 2013) and took the same input and then generated five random forests with 

100 decision trees each. In the case of 20% missingness, the PFC is 0.55 and the 

NRMSE is 0.44. The results of the five runs can be seen in Table 7. 
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Table 7 Missing Forest Imputation Results 

 Misclassification Loss 
Missing % Observed Balanced Simulated Observed Balanced Simulated 
10 0.35 0.288 0.305 0.888 0.586 0.587 
20 0.355 0.275 0.303 0.895 0.52 0.588 
30 0.345 0.288 0.304 0.885 0.573 0.591 
40 0.37 0.4 0.3 0.999 0.735 0.595 
50 0.36 0.312 0.301 1.025 0.631 0.598 
60   0.306   0.608 
70   0.315   0.614 
80   0.348   0.635 
90   0.433   0.709 

 

4.2.4 MICE 

The MICE R package (van Buuren, 2017) uses the MICE algorithm to generate 

new values for the missing data points by predictive mean matching (PMM) and 

proportional odds logistic regression regressions (POLR) for the continuous and 

categorical variables, respectively. Figure 24 shows the density plots of m=2 data 

sets from the MICE algorithm. The blue lines represent the density of the 

remaining non-missing data after data removal, and the red lines represent the 

density of the imputed values. It can be seen that the imputed values match the 

remaining values relatively well. For the non-pooled MICE imputations, the 

Figure 24 Density Plots for PMM 



 38 

single data set which most closely matches the distribution of the non-missing 

data set is used. The results of the five runs can be seen in Table 8. 

Table 8 MICE Imputation Results 

 Misclassification Loss 
Missing % Observed Balanced Simulated Observed Balanced Simulated 
10 0.315 0.312 0.302 0.825 0.667 0.586 
20 0.35 0.3 0.3 0.87 0.586 0.587 
30 0.315 0.238 0.302 0.859 0.571 0.591 
40 0.365 0.412 0.306 0.912 0.766 0.599 
50 0.355 0.438 0.31 0.919 0.706 0.608 
60   0.31   0.621 
70   0.323   0.638 
80   0.384   0.657 
90   0.444   0.681 

4.2.5 Pooled MICE 

Two variations of the pooled MICE algorithm were tested, both with the tumor 

size in mm (pt_mm) as the dependent variable. For the first, pt_mm was included 

in the variables that were removed and for the second it was not. This is an 

exploration of the assumption that a patient with breast cancer would have their 

tumor measured accurately by the physician. Ultrasound and mammography 

have both been shown to estimate tumor sizes that are not significantly different 

from the measurements taken on pathology (Leddy, et al., 2015). This will allow 

a more accurate pooling of the data sets when imputing the missing data (Vink 

& van Buuren, 2014). Using the PMM and POLR regressions from MICE, five 

data sets are created, and then pooled by regression on the dependent variable by 

the formula ndod ~ TNM + ageOut + pt_mm + ReRp. After the coefficients are 

determined for each of m=5 data sets, they are averaged to impute the data for 

the final output. A sample of the coefficients from a single data set can be seen 

in Table 9. Note that TNM1 and ReRp1 are missing as they are used as the base 

case for the categorical variables TNM and ReRp. The results from the five runs 

for imputed pt_mm can be seen in Table 10 and for non-removed pt_mm in Table 

11. 
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Table 9 Pooled MICE coefficients 

Intercept TNM2 TNM3 ageOut pt_mm ReRp2 ReRp3 ReRp4 
-0.238 0.234 0.237 0.010 0.090 0.775 0.144 0.080 

 

 

Table 10 Pooled MICE Imputed pt_mm Results 

 Misclassification Loss 
Missing % Observed Balanced Simulated Observed Balanced Simulated 
10 0.305 0.275 0.3 0.825 0.577 0.585 
20 0.355 0.3 0.304 0.926 0.601 0.588 
30 0.33 0.338 0.305 0.87 0.588 0.592 
40 0.34 0.412 0.309 0.859 0.687 0.599 
50 0.34 0.325 0.309 0.854 0.616 0.609 
60   0.31   0.624 
70   0.324   0.635 
80   0.398   0.661 
90   0.435   0.677 

 

 

Table 11 Pooled MICE Non-removed pt_mm Results 

 Misclassification Loss 
Missing % Observed Balanced Simulated Observed Balanced Simulated 
10 0.3 0.288 0.301 0.82 0.621 0.586 
20 0.31 0.275 0.304 0.848 0.633 0.588 
30 0.37 0.3 0.309 0.92 0.621 0.592 
40 0.365 0.3 0.306 0.918 0.655 0.599 
50 0.35 0.288 0.309 0.88 0.512 0.606 
60   0.316   0.623 
70   0.338   0.634 
80   0.369   0.648 
90   0.415   0.673 
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4.2.6 Comparison 

Figure 25, Figure 26, Figure 28 and Figure 27 show that there is not a smooth 

progression of the different algorithms as missingness increases for either the 

observed or balanced data sets. This is due to the small sizes of the test sets, 40 

and 16 respectively. A single observation classified differently or a difference in 

Figure 25 Misclassification of Observed Data 

Figure 26 Loss of Observed Data 
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the neural networks’ starting weights can have a substantial effect on the 

misclassification rate for the given algorithm. 

 

 

 

Figure 28 Misclassification of Balanced Observed Data 

Figure 27 Loss of Balanced Observed Data 
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The simulated data shown in Figure 29 and Figure 30 more clearly how 

misclassification rates and loss increase with missingness. The random 

imputation performs poorly from the start and the mean imputation performs 

better at lower levels of missingness. The other methods, however, have 

comparable results. 

Figure 29 Misclassification of Simulated Data 

Figure 30 Loss of Simulated Data 
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Each of these algorithms was performed 100 times at a missingness level of 50% 

to further compare differences. A Wilcoxon rank sum test was performed on each 

pair of algorithms to check for statistically significant differences. The null 

hypothesis is that the results are the same, and p-values above 0.05 between pairs 

mean that we cannot reject the null hypothesis. As shown in Table 12 and 

visualized in Figure 31, random imputation has significantly higher 

misclassification rates. Mean imputation and the non-imputed MICE algorithm 

do not have significantly different misclassification rates. Missing Forest has the 

lowest misclassification rates at 50% missingness. 

Table 12 Wilcoxon Rank Sum Test p-values Misclassification 

 Random Mean Forest MICE MICE Imp 
Target 

MICE Non-imp 
Target 

Random 1 0.000 0.000 0.000 0.000 0.000 
Mean 0.000 1 0.000 0.044 0.011 0.107 
Forest 0.000 0.000 1 0.000 0.000 0.000 
MICE 0.000 0.044 0.000 1 0.769 0.441 
MICE 
Imp 

0.000 0.011 0.000 0.769 1 0.244 

MICE 
Non-
imp 

0.000 0.107 0.000 0.441 0.244 1 
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A closer examination of the loss at 50% missingness has slightly different results. 

Missing forest and mean imputation perform best, though there missing forest is 

significantly better. There are also differences between the MICE algorithms 

here. Random imputation again performs poorly. Table 13 and Figure 32 show 

the loss at 50% missingness. 

 

Table 13 Wilcoxon Rank Sum Test p-values Loss 

 Random Mean Forest MICE MICE Imp 
Target 

MICE Non-imp 
Target 

Random 1 0.000 0.000 0.000 0.000 0.000 
Mean 0.000 1 0.019 0.000 0.000 0.000 
Forest 0.000 0.019 1 0.000 0.000 0.000 
MICE 0.000 0.000 0.000 1 0.643 0.008 
MICE 
Imp 
Target 

0.000 0.000 0.000 0.643 1 0.013 

MICE 
Non-
imp 
Target 

0.000 0.000 0.000 0.008 0.013 1 

 

Figure 31 Misclassification of Simulated Data at 50% Missingness 
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The best performing algorithm is missing forest. To compare this to listwise 

(complete case analysis), the misclassification and loss were compared in Figure 

33 and Figure 34. 

 

 

Figure 32 Loss of Simulated Data at 50% Missingness 

Figure 33 Misclassification Rates of Complete Cases and Missing Forest 
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Figure 34 Loss of Complete Cases and Missing Forest 
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5 Discussion 

The goal of this thesis is to find appropriate imputation methods to allow the 

construction of an artificial neural network prediction model based on a data set 

with a number of missing values. The results can be divided into two sections, 

prediction and imputation. 

Creating a neural network to predict patient lifetimes can be an involved process, 

even when the data is limited as in this case. However, there are some guidelines 

discovered here that can simplify the process. For binary classification, the tan 

hypotenuse activation function outperformed ReLU, due to tanh’s property of 

‘pushing’ results towards 0 or 1. Cross-entropy loss functions perform well with 

this binary classification with a softmax output node. An ANN with three layers 

will likely be enough to approximate any function that separates the survival 

groups, and 15-25 nodes were sufficient in this case to achieve accuracy of 70% 

on simulated data and 80% on the observed data. This accuracy is admittedly 

limited, particularly on the simulated data. This could be improved by creating 

deeper networks, and hardware may become the limiting factor for a researcher 

trying to build an appropriate prediction model. 

Although the goal was to use the simulated data sets for the exploration of these 

methods, the original data was included as supplementary information. 

Unfortunately, there were so few data points that no discernable patterns could 

be found, with imputation methods sometimes improving over the real data due 

to random sampling. This may be due to 20% of the already small data set being 

used as test data, however comparing methods does require some data to be held-

out. 

As expected, random imputation was not particularly useful in the prediction 

models. Mean imputation performed better, likely due to the categorical 

variables only having four levels, therefore imputing the mean would not shrink 

the variance as much as it could in continuous variables. All imputation methods, 

apart from these two, performed well across missingness up to 60%. Figure 29 

shows that beyond this point, the misclassification rates spike. This implies that 
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up to this large amount of missingness, lifetime models based on the imputed 

data should retain their predictive value. 

A previous study that found missing forest to be an improvement (though not 

always significant) over the MICE algorithm (Waljee, et al., 2013) for logistic 

regression and random forest prediction of risk in cirrhosis and bowel disease 

patients. This thesis found comparable results as missing forest obtained the 

lowest misclassification and loss rates at 50% missingness. While the difference 

in loss rate was similar between mean and missing forest over 100 data sets at 

50% missingness, the mean had a much higher misclassification rate and can 

therefore not be recommended. 

The ability of these algorithms to handle data with such high missingness was 

unexpected. Even at 70% missingness, the misclassification rates for the missing 

forest and MICE algorithms was less than 10% higher than the baseline 

misclassification from all data. This shows that using listwise deletion instead of 

imputation is unnecessary. Despite this, the clear majority (81%) of studies 

published in epidemiologic journals in 2010 used complete-case analysis and 

selectivity of missing data was examined in only 22% of cases (Eekhout, de 

Boer, Twisk, de Vet, & Heymans, 2012). Perhaps an outreach effort is needed to 

bridge the gap between statistician and medical researcher. 

This thesis can be used to assist researchers building binary lifetime prediction 

models with ANNs on data sets with missing data. Missing forest or any of the 

three variations of MICE algorithm are sufficient imputation methods below 

30% missingness, and missing forest has an advantage above this amount. This 

leaves the choice to the researcher based on ease of implementation and 

interpretability. The MICE R package in particular allows for a high degree of 

flexibility and customization. Although no statistical difference in 

misclassification rates was found between the pooled and non-pooled MICE 

algorithms on this data set at 50%, the pooled variant with a non-imputed target 

did have significantly lower loss as expected. Therefore, using a variable that did 

not require imputation, such as accurately measured tumor size, as the dependent 

variable in this pooling can increase accuracy even further. 
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A study surveying imputation methods across prediction methods would help 

determine whether missing forest outperforms the other algorithms for all 

prediction methods. It has previously been shown to be the best imputation 

method for logistic regression and random forest prediction as mentioned above, 

and again outperformed the other methods for ANNs here.  
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6 Conclusions 

Missing data is unavoidable when handling any amount of medical data. Being 

able to build prognosis and prediction models based on data sets with substantial 

amounts of missing data would be an advantage to researchers. A data set has 

been simulated to be used in predicting patient lifetimes via artificial neural 

network. Various levels of missingness were then simulated and the missing 

values were imputed by a variety of methods. The lifetime prediction ANNs were 

then applied to the imputed data and these results were compared across the 

different amounts of missingness. 

It is the conclusion of this thesis that missing forest, MICE without pooling, 

MICE with imputed pooling and MICE with non-imputed pooling all have 

similar performance. Missing forest had a significantly lower misclassification 

and loss rates. MICE with non-imputed pooling has the highest theoretical 

accuracy of the MICE algorithms and the associated R package has a large 

degree of tunability. It is therefore the recommendation set forth here that 

imputation of data sets for ANN lifetime predictions be implemented using one 

of these two methods, with the weight of the suggestion being the missing forest 

algorithm, particularly for data sets with a high degree of missingness. 
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11 Appendix 

11.1 Post-Processed Data 

Note that headings TNM and ReRp are categorical, while those with numerical 

suffixes (TNM1, ReRp1, etc.) are one-hot encoded. These are the required 

formats for the imputation methods and ANNs, respectively. 
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11.2 Continuous Prediction 

The results from the continuous prediction model were insufficient to allow 

comparison of the imputation models, however they are included here as 

supplementary information. The ANN was constructed with both ReLU and tanh 

activation functions. Due to the goal of continuous prediction on the output node, 

the ReLU function performed better with less mean squared error loss. After 

evaluating over 155 different combinations of node and layer numbers, the best 

predictive ANNs were 20-15-25 and 25-20-25 nodes per hidden layer for the 

observed and simulated data respectively. 

Figure 35 and Figure 36 show the predictions made from the observed data. It 

can be seen that the ANN predictions are of a much narrower range (3 to 8) than 

the actual survival times. This is due to the model finding that the best way to 

minimize the mean squared error is to predict closer to the mean. Figure 36 in 

particular shows no correlation between observed and predicted lifetimes. 

The same holds true for the simulated data, though the effects are even more 

prominent. This can be seen in Figure 37 and Figure 38. As the goal is to compare 

Figure 35 Histogram of Survival Time for Observed Data 
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imputation methods (particularly on binary decision models), the continuous 

ANN predictions were deemed insufficient to use in this investigation. 

 

 

 

 

Figure 36 Scatterplot of Survival Times of Observed Data 

Figure 37 Histogram of Survival Time of Simulated Data 
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Figure 38 Scatterplot of Survival Times of Simulated Data 


