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摘  要 

目前市场上有许多地图提供商。任何希望在应用程序中使用许可地图服务

的人都必须支付许可费。这笔费用可能会成为一笔巨大的费用，并影响最终客

户 必 须 支 付 的 价 格 。 

本文研究了如何建立和改进开源地理编码服务，以便对许可的地图服务进行测

量。地理编码是具有输入地址并返回由纬度和经度坐标组成的位置的技术。调

查是通过实施开源解决方案作为概念证明来完成的，其目的是回答开发开源地

理编码服务的可行程度，以及与许可地图服务一样快速准确和完整的问题。 

开源解决方案是与 TaxiCaller Nordic AB 合作开发的。在实现中，Pelias 项目已

被用作地理编码器以及来自 OpenStreetMap 和 Who's On First 以及 Elasticsearch

数据集的地图数据作为搜索引擎。这项工作基于 TaxiCaller 设定的功能，数据

和 性 能 要 求 。 

评估表明，通过实施的开源地理编码服务解决方案，可以实现为此项工作设置

的大部分要求。这些要求的示例是搜索结果的正确性，并且应完全指定搜索结

果 中 的 地 址 ， 街 道 ， 地 点 或 交 叉 点 。 

当无法唯一地识别交叉点时，不能实现将交叉点转换为坐标的功能要求。搜索

场地的性能要求不是。此外，未实现搜索结果中的邮政编码应完全指定的数据

要 求 。 

有时但并非总是获得许可的地图服务可以提供更好的数据。 

 

关键词：Pelias, Elasticsearch, OpenStreetMap, Who’s On First, 地理编码 
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Abstract 

There are many map providers on the market today.  Anyone who wishes to 

use a licensed map-service in an application has to pay a license fee. This fee can 

become a big expense and affect the price that the end costumer has to pay.  

This thesis has investigated in how to set up and improve an open source 

geocoding service for it to measure against a licensed map-service. Geocoding is 

the technique of having an input address and returning a position which consists of 

a latitude and a longitude coordinate. The investigation has been done by 

implementing an open source solution as a proof of concept with the goal to answer 

the question  to which extent is it feasible to develop an open source geocoding 

service to be as fast accurate and complete as a licensed map service.  

The open source solution has been developed in collaboration with TaxiCaller 

Nordic AB. In the implementation the Pelias project has been used as a geocoder 

together with map data from the datasets of OpenStreetMap and Who’s On First 

and Elasticsearch as the search engine. The work is based on functional, data and 

performance requirements set by TaxiCaller.   

The evaluation has shown that most of the requirements set for this work are 

achieved with the implemented open source geocoding service solution.  Examples 

of these requirements are correctness of the search results and that the address, 

street, venue or intersection in the search results should be fully specified.  

The functional requirement to convert an intersection to coordinates is not 

achieved when the intersection can not be uniquely identified. The performance 

requirement to search for a venue is not. Also, the data requirement that the postal 

code in the search results should be fully specified is not achieved.  

Sometimes but not always a licensed map-service can provide better data.  

  

Keywords: Pelias, Elasticsearch, OpenStreetMap, Who’s On First, Geocoding  

 



 Thesis for Master’s Degree at HIT and LiU 

III 

 

目  录 

摘  要 ............................................................................................................. I 

ABSTRACT ................................................................................................. II 

LIST OF TABLES......................................................................................... 1 

LIST OF FIGURES ....................................................................................... 2 

CHAPTER 1 INTRODUCTION .................................................................... 3 

1.1 BACKGROUND .................................................................................... 3 

1.2 PURPOSE OF THE THESIS ..................................................................... 5 

1.3 STATUS OF RELATED RESEARCH .......................................................... 5 

1.3.1 RESEARCH NO.1 ................................................................................. 5 

1.3.2 RESEARCH NO.2 ................................................................................. 5 

1.3.3 RESEARCH NO.3 ................................................................................. 6 

1.4 RESEARCH QUESTION ......................................................................... 6 

1.5 DELIMITATIONS ................................................................................. 6 

1.6 MAIN CONTENT AND ORGANIZATION OF THE THESIS ............................ 6 

CHAPTER 2 THEORY ................................................................................. 8 

2.1 OPENSTREETMAP .............................................................................. 8 

2.2 WHO’S ON FIRST ............................................................................. 10 

2.3 OPENADDRESSES ............................................................................. 10 

2.4 QUALITY AND COVERAGE OF THE DATASETS ..................................... 11 

2.5 ADDRESSES ...................................................................................... 14 

2.6 ELASTICSEARCH ............................................................................... 15 

2.7 PELIAS ............................................................................................. 16 

2.8 ADDRESS PARSERS ........................................................................... 17 

2.9 AUTO-COMPLETE ............................................................................. 17 

CHAPTER 3 METHOD............................................................................... 19 

3.1 SCHEDULE AND WORK PLAN ............................................................. 19 

3.2 PRE-STUDY ...................................................................................... 21 

3.3 REQUIREMENTS ................................................................................ 21 



 Thesis for Master’s Degree at HIT and LiU 

IV 

 

3.4 DESIGN ............................................................................................ 22 

3.5 IMPLEMENTATION ............................................................................ 22 

3.6 TEST ................................................................................................ 23 

CHAPTER 4 SYSTEM REQUIREMENT ANALYSIS ................................ 25 

4.1 FUNCTIONAL REQUIREMENTS ........................................................... 25 

4.2 DATA REQUIREMENTS ...................................................................... 26 

4.3 PERFORMANCE REQUIREMENTS ........................................................ 26 

4.4 SCENARIOS ...................................................................................... 27 

CHAPTER 5 SYSTEM DESIGN ................................................................. 29 

5.1 GENERAL ARCHITECTURE OF THE SYSTEM ......................................... 29 

5.2 DATA SETUP .................................................................................... 30 

5.3 DATA ACCESS .................................................................................. 31 

CHAPTER 6 SYSTEM IMPLEMENTATION ............................................. 33 

6.1 DATA SETUP .................................................................................... 33 

6.1.1 OPENSTREETMAP-IMPORTER ............................................................ 33 

6.1.2 WHO’S ON FIRST-IMPORTER ............................................................. 34 

6.1.3 SCHEMA ........................................................................................... 35 

6.1.4 ELASTICSEARCH ............................................................................... 36 

6.2 DATA ACCESS .................................................................................. 36 

6.2.1 API ................................................................................................. 36 

6.2.2 ADDRESS PARSERS ........................................................................... 37 

6.2.3 SEARCH ........................................................................................... 39 

6.2.4 WHO’S ON FIRST-ADMIN-LOOKUP .................................................... 40 

6.3 DATA UPDATING .............................................................................. 41 

CHAPTER 7 SYSTEM EVALUATION ...................................................... 43 

7.1 EVALUATION SUMMARY ................................................................... 44 

7.2 ADDRESS SEARCH ............................................................................ 45 

7.3 STREET SEARCH ............................................................................... 47 

7.4 VENUE SEARCH ................................................................................ 48 

7.5 INTERSECTION SEARCH ..................................................................... 49 

7.6 POSTAL CODE SEARCH ...................................................................... 51 

7.7 REVERSE GEOCODING SEARCH (ADDRESS NEAR A POINT) ................... 52 



 Thesis for Master’s Degree at HIT and LiU 

V 

 

7.8 AUTO-COMPLETE ............................................................................. 53 

7.9 UPDATE DATASETS ........................................................................... 53 

7.10 DATA IMPORT ............................................................................... 54 

7.11 MAP COMPLETENESS ..................................................................... 54 

CHAPTER 8 CONCLUSION ...................................................................... 55 

8.1 FUNCTIONAL REQUIREMENTS ........................................................... 55 

8.2 DATA REQUIREMENTS ...................................................................... 56 

8.3 PERFORMANCE REQUIREMENTS ........................................................ 56 

8.4 WORK IN A WIDER CONTEXT ............................................................. 57 

REFERENCES ............................................................................................ 59 

ACKNOWLEDGEMENT ............................................................................ 63 

 

 

 



 Thesis for Master’s Degree at HIT and LiU 

1 

 

List of tables 

Table 1. OpenStreetMap (OSM) data comparison in miles  .......................... 12 

Table 2. OpenAddresses data coverage ....................................................... 13 

Table 3. Functional requirements ................................................................ 44 

Table 4. Data requirements ......................................................................... 44 

Table 5. Performance requirements ............................................................. 45 

Table 6. Scenarios ....................................................................................... 45 

Table 7. Address search .............................................................................. 46 

Table 8. Street search .................................................................................. 47 

Table 9. Venue search ................................................................................. 48 

Table 10. Intersection search - dataset Sweden ........................................... 49 

Table 11. Intersection search - dataset Michigan ......................................... 50 

Table 12. Intersection search - dataset England .......................................... 51 

Table 13. Postal code search ....................................................................... 52 

Table 14. Reverse geocoding search............................................................ 52 

Table 15. Auto-complete ............................................................................. 53 

Table 16. Data import ................................................................................. 54 

 

  



 Thesis for Master’s Degree at HIT and LiU 

2 

 

List of figures 

Figure 1. Relation data for the road Storgatan ............................................... 9 

Figure 2. Visualization of the system .......................................................... 29 

Figure 3. Example address-data from OpenStreetMap-importer .................. 34 

Figure 4. Configuration file ......................................................................... 35 

Figure 5. Example of a search result seen by the user  ................................. 37 

Figure 6. Example of saved intersection data .............................................. 40 

Figure 7. Example of Who’s On First-admin-data ....................................... 41 

Figure 8. Elasticsearch web interface .......................................................... 42 

  

file:///C:/Users/anton/Box%20Sync/Exjobb/Rapport%20-%20Word/Final%20thesis.docx%23_Toc527321337


 Thesis for Master’s Degree at HIT and LiU 

3 

 

1. Chapter 1 Introduction 

In this chapter, the needed background to understand the thesis is presented. 

The first part describes the background of the techniques and tools comprised in 

the thesis. The remaining parts describe the purpose of the thesis, the status of 

related research, the research question, the delimitations and the main content and 

organization of the thesis. 

 

 

There are many map providers on the market today, for example big providers 

as Google, Here and Microsoft. A company that wishes to use a map-service in its 

product has to pay a license fee. [1] [2] [3] For a small company, this fee can 

become a big expense and affects the price that the end costumer has to pay. The 

fee cost is a limiting factor for companies that work in developing countries, having 

a cheaper way to use maps will open up the markets in these countries.   

Ongoing business, political and war conflicts (for example military presence 

by the USA) have resulted in that map-services based in USA are not available in 

some countries. These countries include (but are not limited to) China, Vietnam 

and Syria. To be able to sell a product based on a map-service in these areas, there 

is a need to use other services and solutions than those based in USA.  

TaxiCaller Nordic AB (from now on called TaxiCaller) is a Swedish based 

software company that sells software solutions to taxi companies all over the world. 

Their product suite includes a dispatch-system, a driver application and a customer 

application. [4] The products help taxi companies to receive and handle bookings 

from multiple channels. They also help the taxi drivers to be at the right place at 

the right time. The base in all of this is a working map structure that displays the 

map, searches for and looks up an address, converts an address to a point, calculates 

the closest address to a given point and calculates routes between two points. Today, 

all the products made by TaxiCaller use a licensed map-service. The quality of the 

map-service is of utmost importance to the company. 

TaxiCaller would benefit from a license free solution when it comes to map-

services. The license fee per use of licensed map-services forces TaxiCaller to 

charge the customers unnecessary high prices. With these prices they risk losing 
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current customers or to have difficulties in getting new customers.  The restrictions 

of US-based licensed map-service products in some countries affect TaxiCaller 

negatively as they have customers worldwide.  This thesis has been produced in 

collaboration with TaxiCaller as an attempt to help the company find an alternative 

that could replace their use of a licensed map-service.  

To introduce a fully working replacement for the licensed map-service, a 

geocoder, map data and a search functionality are needed. Geocoding is the 

technique of having an input address and returning a position which consists of a 

latitude and a longitude coordinate.  [9] 

OpenStreetMap is an example of an open source map dataset for collecting 

geographical information. The dataset is available worldwide and is free to use for 

anyone or any company [5]. Who’s On First is another open source dataset 

containing geographical information with focus on administrative places . The data 

from Who’s On First can be used together with a Point-In-Polygon service to get 

fast responses of which administrative area a certain point is located within . [6] 

OpenAddresses is an open source dataset containing geographical information with 

focus on addresses. The data is free to use by anyone and can be used together with 

OpenStreetMap to complete the total amount of address data. [7] Since these open 

source datasets are just map-data, a search engine is needed to search the data 

efficiently. Elasticsearch is an example of an open source search and analytics 

engine which can handle full-text and structured searches [8].  

Pelias is an example of an open source geocoder which uses the address 

parsers Addressit and Libpostal together with Elasticsearch to provide search 

results [9]. The address parsers are used to normalize search queries. This allow 

for the search queries to be written in free text and still be interpreted correctly 

[10]. Auto-complete functionality tries to help the user to complete a search and 

give correct results before the search is actually complete. [11] The data used in 

Pelias can come from different sources, including OpenStreetMap, Who’s On First 

and OpenAddresses [9].  

The use of these open source datasets and tools have the potential to make the 

licensed map-service redundant. The use could therefore be an alternative for 

TaxiCaller to replace their use of a licensed map-service.  
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The purpose of this thesis is to investigate how to set up and improve an open 

source geocoding service for it to measure against a licensed map-service. This is 

done by implementing an open source solution as a proof of concept. The goal of 

the work is to be able to evaluate if the solution can be used as  an alternative to a 

licensed map-service.  

  

 

This section describes previous done related research and theses.  

 

One of the foundations for this thesis is a master’s thesis done by Victor 

García in 2015 for TaxiCaller. The thesis [12] concludes that the geocoder he built 

using Elasticsearch performs better than the originally used Nominatim geocoder. 

Victor’s new geocoder serves the user with address suggestions as they type, 

adding interactivity to the search process. His new geocoder is also able to, in 98% 

of the cases, find the correct address even when the search query has four spelling 

or typing errors in it.  

 

The journal article “OpenStreetMap, the Wikipedia Map” by Günther Maier 

[13] describes how OpenStreetMap can be used together with a web interface to 

create a searchable map. Maier also describes how OpenStreetMap contains all the 

information that is needed to successfully perform both geocoding and reverse 

geocoding. Further on, he describes that all entities in OpenStreetMap contain a 

specific longitude and latitude position on the globe. If the addresses, longitude 

and latitude positions are saved together in a database, it is according to Maier 

possible to use this data to perform searches.  
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The conference article “Mining Modern Repositories with Elasticsearch” from 

2014 [14] describes how Elasticsearch handles data differently than other  search-

engines and databases. The article describes how Elasticsearch is fully scalable and 

can work on both small and large sets of data. The article also describes how 

Elasticsearch saves the documents schema-free to reduce the usage of null-values 

when the database content varies.  

 

 

Given the introduction, the following research question is answered in this 

thesis: 

1. To which extent is it feasible to develop an open source geocoding service 

to be as fast accurate and complete as a licensed map service? 

 

 

The solution has been implemented specific for TaxiCaller’s problem picture 

and the parameters needed in their system. However, the implemented system can 

be used by anyone who has similar requirements. The focus of the system and the 

thesis has been on Canada, China, Sweden, United Kingdom and USA. Evaluations 

of the solution have been mostly performed on the maps of England, Sweden and 

Michigan in USA. The performance tests have been limited to only be conducted 

directly on the host computer.  

 

 

The thesis is organized and contains as follows. After chapter 1, Introduction, 

comes chapter 2, Theory, where the relevant theory that is needed to answer the 

research question is given. In chapter 3, Method, the method and work plan are 

presented. Chapter 4, System Requirement Analysis, describes the requirements 

based on the pre-study. In chapter 5, System Design, the design for the chosen open 

source geocoding service solution is described. In chapter 6, System 

Implementation, the implementation details of the solution are described. Chapter 
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7, System Evaluation, describes the testing and evaluation of the solution. In 

chapter 8, Conclusion, the conclusions of the thesis are presented. 
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2. Chapter 2 Theory 

In this chapter, the theoretical foundation and the main references for the 

thesis are presented. The first parts focus on the datasets; OpenStreetMap, Who’s 

On First and OpenAddresses and the quality and coverage of each of the datasets. 

The remaining parts contain the theory of how addresses are written, the search 

engine Elasticsearch, the geocoder Pelias, the address parsers Libpostal and 

Addressit and auto-complete.  

h 

 

To be able to search for an address you need address and map data. 

OpenStreetMap (OSM) is an open source dataset with map data from all over the 

world [15]. The data has been collected by crowdsourcing, which means that the 

content is collected from a great amount of people. These people are most 

commonly from open internet communities collecting the data just because they 

want to, instead of employees or subcontractors collecting the data for money. [16] 

The aim of OpenStreetMap is to create and maintain a free to use dataset with 

information about roads, houses, areas and all other information that is needed to 

create a fully functional map. Since the crowdsourcing never stops working, 

OpenStreetMap has a chance of being updated as fast or faster and as accurate or 

more accurate than leading licensed map-services. OpenStreetMap also have a risk 

of being updated slower and less accurate than leading licensed map-services, 

especially in areas with low density of people. [15] OpenStreetMap uses the open 

data under the Open Database License (ODbL) published by Open Data Commons, 

part of the Open Knowledge Foundation. The license allows anyone to copy, 

distribute and present the data as long as OpenStreetMap is credited with “© 

OpenStreetMap contributors”. [17] 

Map data from OpenStreetMap can easily be collected as so called OSM files. 

These files can be read to collect relevant information. Small segments of the map 

can be downloaded from the OSM-project website. For larger maps, say a country, 

a continent or the entire world, third party services are used. [15] The files are 

structured using XML, a markup language that provides human readable data 

according to a previously set schema. This schema is distributed and shared by all 
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applications to make sure everybody interprets the XML code in the same way. 

XML code is stored in plain text, enabling data to be stored and shared independent 

of software or hardware platforms. To separate different types of data, the XML-

format uses tags, which each represent an element or an attribute. New and old tags 

can exist side-by-side without the need of converting all data if a new tag needs to 

be added. [18] 

Any road, house or other object in OpenStreetMap is described using one or 

many nodes, list of references to nodes and relations between nodes. The lists are 

used to create roads and areas. [15] Figure 1 is an example of relation data, showing 

the data for the road Storgatan.  

 

The nodes, list of nodes and relations are provided with tags that describe what 

they represent and how they should be interpreted. For example, one node can have 

the tag "statue" or a list of nodes can have the tag "building" or “highway”. [15] 

The relations are used for naming areas and saying how different list of nodes are 

related, for example a lake has an outer border but it can also have borders with 

islands. In this case both the different lake borders are needed to create the lake, 

so they have a relation. The tags can include: names, categories, addresses, house 

numbers, speed limits and other things that are needed to represent the real world. 

All nodes contain a longitude and a latitude value to correctly place the node on 

the globe. Different parts of the address-data can be found in different entities of 

the data. The street will have the street name, the house or driveway will have the 

house number and a relation covering many streets will have the zip-code. All 

addresses on the map need to be assembled and put into a database before any 

Figure 1. Relation data for the road Storgatan 
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search can be efficiently done. OpenStreetMap contains a large amount of data 

which is all publicly available. [19] [13] 

When it comes to geocoding, OpenStreetMap contains all the information that 

is needed. All entities in OpenStreetMap contain a specific longitude and latitude 

position on the globe. If the addresses, longitude and latitude positions are saved 

together in a database, then it is possible to perform the search more efficiently. 

[13] 

 

 

Who’s On First (WOF) is, like OpenStreetMap, an open source dataset that 

contains geographical information. WOF focuses on administrative places and 

regions. The data is stored as GeoJSON objects and contains everything from 

continents and oceans, down to neighborhoods and localities. For all areas, WOF 

typically includes polygons with exact boundaries and bounding-box coordinates. 

This allows for fast lookup of for example country, city and neighborhood only by 

knowing the coordinates of a specific point. [6] [7] The technique that allows for 

this fast lookup is Point-In-Polygon (PIP). PIP is an old and well-developed 

technique that answers the question of whether a given point is located within or 

outside a defined polygon. What would eventually become the technique behind 

PIP was first discussed in the article “A Characterization of Ten Hidden-Surface 

Algorithms” [20] published in ACM the year 1974. Who’s On First is the main 

provider of administrative places for Pelias [9].  

 

 

OpenAddresses is a much newer open source dataset than OpenStreetMap and 

Who’s On First. It was created in 2014 for an area in Chicago and has grown a lot 

since then. The OpenAddresses dataset only contains addresses and has the goal of 

having a complete coverage of all addresses in the world. The data is stored as 

JSON data to allow for easy and standardized imports in different applications. 

Today the OpenAddresses has around 500 million address points worldwide. To 

ensure the quality of the data, OpenAddresses only approves imports from 

government authorities. [7]  
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The dataset is saved under the license Creative Common Zero (CC0). CC0 

allows for anyone to copy, modify and distribute the data, no matter if it is for 

personal or commercial use [21]. 

 

 

With the many crowdsourcing contributors, you can assume that the quality is 

good enough to be able to replace a leading licensed map-service. However, the 

quality and completeness of the information cannot be guaranteed. Therefore, the 

data should be validated before it can be seen to meet the required quality. [13] 

 The quality and the coverage of the OpenStreetMap (OSM) data differs from 

country to country and even within countries. The big differences exist mostly due 

to different policies for sharing data and how active the local community is in 

mapping the area.  

The OSM-dataset keeps growing with millions of new nodes and hundred-

thousands of new way-relations each day. At the same time millions of nodes are 

edited every day to keep the map updated. [22] 

As of today, nobody can for sure say how complete the OSM-data really is, 

mostly because there is no other dataset to compare it with. There have been a few 

suggestions and attempts on how to measure the completeness. In 2010 Blazej 

Cipeluch, Ricky Jacob, and Adam Winstanley did a comparison between 

OpenStreetMap and the leading licensed map-services on Ireland [23]. They came 

to the conclusion that “OSM in its current status will not be sufficient”. In 2015 

Mikel Maron did a comparison between OSM-data and the CIA World Factbook 

[24]. The World Factbook is published by CIA and contains facts about all 

countries and entities that have been recognized by the USA [25]. The facts in the 

book include a length measure of paved and unpaved roads in all recognized 

countries and entities. Since there is no guarantee for what counts as a road in OSM, 

Mikel Maron, had to show the data in two numbers in his article “How complete is 

OpenStreetMap?” [24]. These two numbers were; “all roads and paths” and “motor-

roads only”. The first category contains all roads and paths in OSM, which includes 

much more than traditional roads. The second category only contains paved roads 

meant for motor vehicles, like cars and buses. Both of these numbers are compared 
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with the length measure in the Factbook. Some of the countries in the comparison 

are shown in Table 1.   

 

Table 1. OpenStreetMap (OSM) data comparison in miles 

 

Country OSM - All roads 

and paths 

OSM - Motor-

roads only 

CIA Factbook 

Austria 241,401 98,426 77,366 

Canada 884,443 698,697 647,655 

China 977,075 935,100 2,551,590 

Ireland 86,285 72,290 59,674 

Sweden 256,861 180,765 360,124 

United Kingdom 489,640 320,376 245,086 

USA 7,147,209 6,220,189 4,092,728 

 

The number of miles in OSM compared to the number of miles in CIA 

Factbook gives an indication of how well covered a country is in OpenStreetMap. 

In Table 1 we see that most of the listed countries have more miles of roads in 

OSM than in CIA Factbook while China and Sweden have less miles of roads in 

OSM than CIA Factbook. To consider a country to have a complete coverage in 

OpenStreetMap, the number of miles of roads in OSM should be at least as many 

as the number of miles of roads in CIA Factbook.  

Another, but not as scientific method is to simply compare countries and the 

size of the OSM files relative to the number of people and the size of the country. 

At the day of this thesis the size of the OSM file for the small country of Austria 

is 507 MB which is larger than the size of the OSM file for China, which is 401 

MB. The file size for Canada is 2.2 GB and USA has a file size of 5.3 GB. [26]  

This, of course does not give the entire truth, but it is an indication of how complete 

the data for a country is.  

Like in the case of OSM, the quality and the coverage of the data in Who’s On 

First (WOF) dataset differs from country to country and even within countries. The 

quality of the WOF-data varies because of the wide range of different sources that 
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are used. In general the quality is considered good and includes accurate data about 

the administrative areas. The easily-verifiable boundaries, like a country or state 

are checked and can be thought of as complete. The invisible boundaries, like 

postcodes and neighborhoods are hard to verify by any other dataset, making them 

uncertain. In some countries (for example the United Kingdom) postal codes are 

just written as a centroid point since there are no clearly defined boundaries of 

them.  [7] 

OpenAdresses only covers a small portion of the world, less than both 

OpenStreetMap and Who’s On First. However, the dataset has up to six times the 

amount of addresses compared to OSM in the covered areas. OpenAddresses is 

being able to have this good coverage due to that the addresses are collected as 

open data from the department of governments that are responsible for cadastral 

information. [27] [28] Table 2 shows the coverage from relevant countries 

according to the official data from OpenAddresses [29].  

 

Table 2. OpenAddresses data coverage 

 

Country Land Area Covered Population Covered 

Canada 24.0 % 40.6 % 

China 0.0 % 0.0 % 

Sweden 0.7 % 4.0 % 

United Kingdom 0.0 % 0.0 % 

USA 65.0 % 81.5% 

 

In the USA, different states have different policies regarding giving out data. 

This means that the Land Area Coverage of a single state varies from 8.4% to 100% 

[30]. There are countries outside of the scope of this thesis that are 100% covered, 

for example Australia, Chile, Denmark, Norway and Switzerland [29]. For 

countries where the coverage percent is low, the extra time to import the 

OpenAddresses-data and potential extra search time will not be in portion to the 

amount of added data.  
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When handling addresses from all over the world, the system needs to take in 

to a count how much an address can vary.  

An address is a name and description of a location in our modern society. The 

address is involved whenever we want to describe a location of a company, a store 

or where someone lives. For a taxi driver and customer to be able to correctly 

describe and identify an exact location, the address is essential. A fully specified 

address contains an administrative area and country, postal code, street name and 

a house number. However, throughout the world, many different address formats 

are used. For most places, all the information exists but in different orders 

depending on how the address format is in that area. Some areas give the houses 

names instead of street names and house numbers, and some areas do not have 

street names, house numbers or house names.  

Common street names might be reused throughout a city or state and a more 

specific description is needed to decide which street you are searching for. 

Throughout the world, many naming standards for streets or blocks are used. In 

North America, many streets are just numbered, while in European countries the 

streets are named after persons, areas or according to a specific theme. Several 

Asian countries does not name their streets at all, instead the blocks are named or 

numbered after where they are located.  

The way houses are numbered varies as much as the way streets are named. 

The house number might be assigned incrementally starting in one end of the street 

or block, by the distance from a point or in the order they were built. These ways 

of numbering can be combined with separating odd and even numbers to different 

side of the streets. One building can be split into many numbers but one number 

can also be shared among many buildings. If one number is shared among many 

buildings some additional information is needed like a block or  a suite.  

The size of and how a postal code is formatted also varies throughout the 

world. It can be anything between the alpha-numerical postal codes in the size of 

just a few addresses in the United Kingdom to all numerical postal codes in the 

size of hundreds of addresses in USA. [31] [32] 
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Elasticsearch is an open source full-text search engine [8]. Full-text search 

with its functionalities allows the user to produce advanced word and sentence 

searches in a binary data. Full-text search also allows the use of more advanced 

operators that perform much better than the regular LIKE search operator. [33] 

Elasticsearch is built in Java and uses the search-engine library, Apache 

Lucene, internally. Elasticsearch can score documents by relevance and handle 

synonyms, all in near real time. It is also fully scalable and can be used both on a 

local computer as well as on a website with millions of pages. [8] [14] Netflix, 

Facebook and Github all use Elasticsearch as their primary search engine  [14]. 

Before a search can begin, Elasticsearch maps all data into a database. The 

mapping is done by defining all types of documents and how each of them is stored 

and indexed. Elasticsearch will fit every document into a type in the mapping, 

based on the field of the document. [14]  

Instead of a relational database, Elasticsearch uses indices. An index is a 

partition of documents and is the largest unit of data. There is no limit for how bi g 

an index can become, until the limit of the specific server is reached. An index can 

be distributed to many servers using shards, allowing for distributed operations 

improving the overall performance. [34] 

Elasticsearch has been proved to outperform similar search engines when the 

searched addresses are written correctly [19]. To test the performance of real use, 

Konstantin Clemens decided to simulate non-correctly written addresses in his 

report [19]. He tokenized the address at blank spaces, meaning he handled every 

word as its own token. When the address tokens were shuffled (for example 

reversing the order of the tokens) or if some tokens were removed, the accuracy of 

Elasticsearch decreased proportionally. However, the capacity in performance 

compared to similar search engine increases. Because of that, Elasticsearch yields 

better results than other search engines in mixed type of address envi ronments and 

if part of an address is missing. [19] 

Elasticsearch can handle arbitrary data but also geospatial indexes and is good 

at handling small mixed spatial indexes [35]. Geospatial index is a technique and 

a set of algorithms that allows for efficient searches on indexed objects that 

contains geometric data. This way of indexing allows queries like “return all 
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objects within this area” and “return all objects within 100 meter from this point” 

to be performed within milliseconds on large databases. [36] 

 One of the advantages that Elasticsearch has compared to other search engines 

is its ability to use a scroll pointer to page through results. This becomes an 

advantage for Elasticsearch when creating a web application. Elasticsearch is 

optimized for returning up to 10,000 records, which is more than enough for mobile 

and web applications. [35] 

A standard relational database has a fixed schema where all fields are known. 

When the database is filled up all information is added. If documents can have 

many optional fields the database might contain a lot of null-values. This both takes 

up space and slows down the database. Elasticsearch has a different approach. 

There is not an imposed schema. When a document with a new field is added to the 

database, the mapping will be updated automatically. Since earlier documents do 

not have or need the newly added field, there is no point in adding it to the old 

documents. [14]  

As with many systems there are weaknesses and downsides with Elasticsearch, 

with the most serious one being the lack of security and authentication control. 

This means that for a Elasticsearch database that is accessed over the Internet, the 

only thing a person needs to know to access the data and even modify or delete it 

is the URL or IP-address. An easy way to fix this is to add security outside of the 

database, in form of a proxy or firewall. Another weakness is the learning curve. 

Writing the elementary queries for Elasticsearch is fairly easy. However, when 

nested objects are needed, writing queries becomes much harder. Elasticsearch has 

its own type for exactly this, called nested queries that must be used. To use this 

type a deeper understanding of the system is needed. [14] 

 

 

Pelias is an open source geocoder combining full text searches with knowledge 

about geographical areas. The main function of Pelias is to allow for users to write 

search queries in free-text format with some parameters and receive the full correct 

result. However, Pelias is dependent on datasets like OpenStreetMap and a search 

engine like Elasticsearch to work as intended. Pelias is recommended to be 

combined with an address parser like Libpostal to work as intended. Thanks to 
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Pelias being modular, it is easily extended and less complex when it is not needed. 

The modules include importers of different datasets, text parsers, interpolation 

module and Point-In-Polygon. [9] 

The main function in the Pelias project is the API. The API is the interface 

between the user and the system and is responsible for the communication between 

modules. [9] 

 

 

In Pelias, the address parser Addressit is included. Addressit can analyze a 

single line of address input and split it up in its constituent parts. The main problem 

with Addressit is that it is not adapted for international addresses. The parser does 

a fairly good job in USA and in Canada, however, it does a poor job when the input 

is an address from Europe. [37] 

Libpostal is another address parser that converts addresses written in free-

form into clean normalized forms. One of the things that Libpostal can handle is 

numeric expression parsing, meaning that Libpostal can parse numbers written in 

letters and interpret them as numbers. Currently numeric expressions in over 30 

languages are supported. Another thing that Libpostal can handle is abbreviation 

expansion. Abbreviations in addresses are very common and can be found in almost 

any country. Abbreviations can create problems as there are several ways an 

address can be written, for example: “E St Helenas St”, “E Saint Helenas St”, “E 

St Helenas Street”, and “East Saint Helenas Street”. All of these names refer to the 

same street and should be considered equal. Libpostal can help with that by 

expanding commonly used address abbreviations in over 60 languages. Libpostal 

is therefore often used as a first step before the query can be used to search for 

streets and addresses. [10] 

 

 

Auto-complete is a product, system or method that gives the user instant 

suggestions for every character or word that are written in a search field. This is 

accomplishable by splitting the search string into smaller substrings and match 

these substrings with substrings of the addresses. An auto-complete also helps the 
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user fill out the missing parts of the address before a search is done. [11] The auto-

complete ranks its suggestions to provide the best answers first. This ranking is 

based on previously made searches, both previous searches made by the user or 

other users and based on other relevant parameters like geographical position,  time 

of the year and time of the day.  
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3. Chapter 3 Method 

To introduce a fully working replacement for the licensed map-service, a 

geocoder, map data and a search functionality are needed. During this thesis the 

geocoder, the Pelias project, has been implemented and improved using data from 

OpenStreetMap and Who’s On First and using the search engine Elasticsearch. The 

datasets have been investigated and checked if the data is complete enough to give 

correct results when they are used. The results have been evaluated, both in quality 

and performance compared with the requirements set by TaxiCaller. These 

requirements correspond to the existing functionalities in the licensed map-service 

used by TaxiCaller today.  The evaluation resulted in the foundation for making a 

conclusion if it is still worth to use the licensed map-service or to consider using 

the implemented alternative solution. 

 

 

The work has been conducted through a pre-study followed by three sprints. 

The pre-study was conducted before the actual implementation work began.  The 

main goals of the pre-study were to investigate and evaluate the previous solution 

created by Victor Garcia [12] and to perform a status analysis of available open 

source datasets and tools. The main implementation goals of Sprint 1 were to 

implement Pelias and investigate its possibilities. The main goal  of Sprint 2 was to 

add requested functionalities, like be able to search for only a street name i nstead 

of just a complete address. The main goals of Sprint 3 were to implement 

intersection search and improve the performance of the searches. The pre-study 

and each sprint lasted for five weeks each.  

All three sprints were performed iteratively according to agile developing 

techniques presented in the articles “Agile software development: the business of 

innovation” from 2001 [38] and “Waterfall vs. V-Model vs. Agile: A comparative 

study on SDLC” [39]. The agile developing approach allowed for constantly 

approving functionalities and receiving fast feedback from TaxiCaller. The 

feedback made it easier to handle new and changed requirements. The agile 

approach also allowed finding bugs at an earlier stage in the developing process 

which saved time and resources. 

The main tasks for the three sprints were to complement the requirements, to 

analyze, design, implement and to test the solution. All of these tasks were 

performed iteratively in all three sprints. A rough plan for what would be included 
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in each sprint was set during the pre-study and then updated before the start of each 

sprint. In the end the work was divided as follows:  

 

Pre-study 

• Describe and formulate the background, the purpose of the thesis work and 

the research question 

• Perform a status analysis of available open source datasets and tools 

• Investigate and evaluate the solution created by Victor Garcia [12] 

• Describe the size and delimitations of the work 

 

Sprint 1 

• Set up a first version of Pelias 

• Implement and ensure that Pelias works as intended with OpenStreetMap 

• Investigate the possibilities to make the search results more complete by 

using more parts of the Pelias suite, for example adding the dataset from 

Who’s On First.   

• Investigate what features already exist and which are easily added, for 

example search for a street. 

 

Sprint 2 

• Implement and ensure the Pelias support for Who’s On First  

• Investigate and implement the address parser Libpostal 

• Implement the functionality to search for just a street name 

• Investigate the possibilities to implement an intersection search.  

• Implement and ensure that Pelias works as intended with reverse 

geocoding 

 

Sprint 3 

• Implement and ensure intersection search 

• Implement intersection search where you can specify a city 

• Investigate what changes are required to fulfill the performance 

requirements.  

• Improve performance of the searches 

• Investigate the possibilities to update the OpenStreetMap-data without re-

indexing. 
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The initial idea was to build this thesis on the previous work, done for 

TaxiCaller in 2015 by Victor García [12]. An investigation and evaluation of his 

work was therefore performed during the pre-study. The investigation and 

evaluation were based on Victor’s thesis, his code and by running his solution . The 

results showed that the work in 2015 was missing support for the address parser 

Libpostal and any other data-sources than OpenStreetMap.  

Through further investigation a couple of alternative geocoding services 

appeared. One of them, Pelias stood out extra and was considered the best of the 

alternatives. Since Pelias has the desired support beside the other functionality of 

the work from 2015, is continually updated and is well documented, the choice to 

use Pelias instead of the previous work was made. During the pre-study a status 

analysis of available open source datasets and tools has also been performed. This 

has been conducted as a literature study which means that material from different 

studies and earlier written research relevant to the assignment was read. The read 

literature was mostly found using internet and the many search engines that exists. 

At first many articles were read to understand the subject. The articles that were 

useful for my work or to understand the techniques used in the thesis were 

summarized and added to the thesis. The main goal with the status analysis was to 

gain better knowledge and to find scientific research and literature to back up the 

choices. The collected learnings and conclusions from the pre-study were the 

foundation for the chapters about background and theory in this thesis.  

 

 

The requirements have been derived from several meetings with TaxiCaller 

and have been set to make sure that the proof of concept would match their needs. 

The first and preliminary requirements were set in the beginning of the project. 

The collecting, analyzing and updating of the requirements together with 

TaxiCaller went on though during the whole period of implementation. The 

requirements have also been set at the expected level of what was realistic to 

implement due to the limited time for this thesis work. During the period of 

implementation, the company realized the need to make changes in the 
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requirements already set. The aim has been to handle these changes within the 

thesis work. For a complete list of the requirements, see chapter 4.  

 

 

The design work has included many aspects. When the decision was made to 

use the Pelias project all the modules and datasets that could be used were 

investigated. Each of the standard modules and additional modules were checked 

against the functional requirements to see if it could just be implemented as they 

were or if it also had to be improved. The investigation was done by reading the 

code, the documentation and implementing the modules if they were found 

necessary for the final solution.  

 The datasets were investigated to see which should be used in the final 

solution. All big design decisions were discussed with TaxiCaller to ensure that 

the decisions contributed to the result that TaxiCaller wanted.  

 

 

The implementation work has been done together and with face-to-face 

communication with the TaxiCaller as much as possible as this has been seen as 

the most effective and efficient method during this assignment. The company has 

been provided visibility into the assignment progress and thesis writing. Each 

sprint delivered a working piece of software. This allowed for a presentation of the 

work for TaxiCaller after each sprint and to get instant feedback from them. The 

fast and continued feedback made TaxiCaller more interested in the work and a 

delivery of a better suited solution. The feedback also ensured that the product was 

what they expected from the start to the end.  

To be able to log the code with good structure and easy overview, Git has been 

used during the implementation. The thesis has been saved on another cloud service 

than the code. There has been no need to see the logging of changes in this thesis 

document as there has always been a security copy. However, logging of the code 

has been seen as important for future work and development. The code has also 

been documented with a more detailed description of what changes that have been 

made and where in the code base these changes can be found.   

Since the code base of Pelias is written in Java and JavaScript, the 

implementation continued with code in these languages. Techniques like defensive 

programming where errors were handled have been used throughout the 
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implementation.  

 

 

Testing is about controlling the system that is being developed and ensuring 

that it meets the requirements and detecting potential errors early and remedying 

them cost-effectively. Errors discovered first by the customer or user cost a lot 

more to correct compared to if the error is found early in the development work. 

Different systems have more or less hard demands on quality. One of the factors 

that determines the focus and extent of the test work is how critical the application 

is being tested. [40] 

The test work has been carried out throughout the development period/sprints 

and has been divided into different test levels. Component tests verified the 

minimum testable elements. Integration test verified that all interfaces within and 

between different elements worked as intended. System test verified that 

implemented functionality and system logic worked as intended based on the 

requirement specification that was applied. Regression test verified that the 

existing system's quality and the functionality has been unchanged when the system 

has been changed / further developed. [40] [41]  

Tests have been scripted where the test cases included the expected results 

that were specified before the test execution. Tests have also been performed as 

exploratory tests where the test design takes place in parallel with the test execution. 

The test executions themselves have been performed mostly manually but also to 

some extent automated. [40] The final day of each sprint was dedicated to fully test 

the system. This included both tests of the import and search functionality. Test 

cases were written and followed to test out as many functions as possible. Some 

eploratory testing was also done in a try to find bugs and errors that were missed 

in writing the test cases. Both the functionality and the performance of the 

implemented solution were tested.  

The tests were not executed by an independent tester. There is always a risk 

connected to the developer being fully responsible for testing the system. As the 

goal for this thesis was to implement a proof of concept, it was considered good 

enough to let the developer be full responsible for testing the solution.  

Performance tests have been performed to ensure that the solution performs 

according to the set requirements. There have been two separate sets of 
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performance tests. The first one tested the performance at data import, measuring 

the time it took to import a map. The second one tested the performance at different 

searches, measuring the time to complete a search request.   

According to the book “Test- och kvalitetssäkring av IT-system” [40] and the 

article “Software testing” [41] an acceptance test validates that the ordered 

functionality works according to the requirements and approves the final version 

of the system. An acceptance test should be performed as if the final user uses the 

system. This is often easiest accomplished by letting some of the potential  final 

users test the system. This has not been done completely as the book and article 

suggest. This thesis work has resulted in a proof of concept. There is no final 

version of the solution and no user that can approve the implemented solution. The 

solution will only be used internally for future development. The solution has been 

tested and approved by TaxiCaller to the possible extent. 
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4. Chapter 4 System Requirement Analysis 

This chapter describes the system requirements set by TaxiCaller. To replace 

a licensed map-service, a new geocoding service solution needs to have all the 

existing functionalities of today’s map-service. The solution also needs to give 

equivalent or better search results compared to the map-service it wants to replace.  

The requirements have been split up in three parts; functional requirements, 

data requirements and performance requirements. These requirements have been 

completed with requirements in the form of different scenarios for the solution.  

 

 

R1 Convert an address, street, venue, intersection or postal code to 

coordinates 

The system needs to be able to convert an address, street, venue, intersection 

or postal code to longitude and latitude coordinates (geocoding).  

R2 Convert coordinates to an address, street or venue 

The system needs to be able to convert longitude and latitude coordinates from 

the map and give the nearest address, street or venue (reverse geocoding). 

R3 Auto-complete suggestions on addresses or streets 

When a user starts to write an address or streets, the system needs to make a 

suggestion for a full address or streets. 

R4 Cover different geographical areas of interest 

The system needs to function in areas of interest, for example Canada, China, 

Sweden, United Kingdom and USA.  

R5 Suggest addresses based on distance, priorities should be given to 

addresses that are close 

Most taxi rides are within a nearby area. Search hits nearby the location of t he 

taxi, the customer or the base of the taxi company is therefore more likely to be the 

address searched for. The system needs therefor to suggest addresses based on 

distance. Addresses that are close should be prioritized by the system.  

R6 Update datasets 

The customers need the latest map data and need the ability to add new 

locations to the system. 
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R7 Interpret a natural written address 

The user of the system needs to be able to write the address in a natural way, 

as it is spoken and written in common language and get correct search results.  

 

 

R8 Content in the map datasets should be complete enough 

The address-data set should be complete enough to contain most addresses and 

places that a customer wants to travel to or from.  

R9 Search results should be correct 

When the system gives a response, the data used in the response should be 

correct compared to the search query.  

R10 The address, street, venue, intersection or postal code in the search 

results should be fully specified 

When searching for an address, street, venue, intersection or postal code or 

using reversed geocoding, the shown response data should be fully specified with 

a street name(s), neighborhood, city and province or state. If the response is an 

address or venue, the house number or house name should also be specified. If a 

place name or postal code exist in the data, this should also be shown.  

 

 

R11 A search for an address, street, venue or postal code should not take 

more than 15 milliseconds 

The system will not be useful for the customer if the search for an address , 

street, venue or postal code takes too long to perform. The requirement set for a 

search for an address, street, venue or postal code should not take more than 15 

milliseconds 

R12 A search for an intersection should not take more than 40 milliseconds 

The system will not be useful for the customer if the intersection search takes 

too long to perform. The requirement set for a search for an intersection should not 

take more than 40 milliseconds.  

R13 The time for a data import should be proportional to the number of 

documents imported 
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The system will not be useful for the customer if the time for a data import is 

too long in proportion to the number of documents.  

 

 

Three main scenarios have been identified for this solution. These scenarios 

are: 

 

1. Find an address or street using current location – The user unit submits its 

current location as a longitude and latitude coordinate. The system will 

use the coordinates to suggest closest streets or addresses as the search 

result. The suggestions contain possible name of the street, full address 

and distance from the current location to the search destination.  

 

2. Match a name of an address – The user writes a name of an address, street 

or venue and the system will give suggestions of matching names and 

addresses.  

 

a. Only the first letters of the address or street are written – The user 

starts writing the name of the street or address. While the user 

writes, the system starts giving suggestions according to the known 

input. The first suggestion will appear after only a few letters.  

 

b. The address or street exists in many places – The user writes a 

common address like “Storgatan 1” without specifying province or 

city. The system will give suggestions according to which address 

is most likely meant for the user to choose from.  

 

c. The address or street does not exist – The user writes an address or 

a name of a street that does not match any address in the dataset. 

The system will not give any suggestions.  

 

3. Find an address or street at specific location – The user unit submits a 

search location as a longitude and a latitude coordinate. The system will 
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use the coordinates to suggest closest addresses or street for the user to 

choose from. The suggestions contain possible name of the place, full 

address and distance from the position to the address. 
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5. Chapter 5 System Design 

This chapter describes how the system is designed. In the first part the general 

architecture is presented, followed by a presentation of the data setup and the data 

access functionalities.  

 

 

The geocoding service solution is built of smaller modules that act more or 

less independently. The solution only uses open source tools and map data. In the 

implementation the Pelias project [9] has been used as a geocoder together with 

map data from the datasets of OpenStreetMap and Who’s On First and 

Elasticsearch as the search engine. The foundation of the system comes from the 

Pelias project but is implemented and improved to better suit TaxiCaller’s needs. 

By using the original structure of Pelias instead of implementing a whole new 

structure the work could be made less extensive. These changes are presented in 

detail in chapter 6, System Implementation. 

Pelias is the main component and has several modules that are responsible for 

different objectives. The structure of the system has been visualized in figure 2. 

 

Figure 2. Visualization of the system 

 

 The structure can be seen as two distinct parts; Data setup and Data access. 

Data setup consists of the importer modules of Pelias for OpenStreetMap and 

Who’s On First and it also consists of the schema module, the external database 
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module and the search engine Elasticsearch and the dataset for Who’s On First . 

Data access consists of the internal modules of; API, address parsers, search and 

Who’s On First-admin-lookup.  

The solution is based on functional, data and performance requirements set by 

TaxiCaller.  

 

 

Data setup consists of the importer modules of Pelias for OpenStreetMap and 

Who’s On First datasets and it also consists of the schema module, the external 

database module and search engine Elasticsearch and the dataset for Who’s On 

First. The purpose of the data setup functionality is to get the correct data from the 

OpenStreetMap file into an Elasticsearch database and from the Who’s On First 

data structure into a locally saved dataset. For this to work an Elasticsearch 

database has been deployed and set up. A schema has been applied on Elasticsearch 

to let it know how to structure the data. The import modules are responsible for 

going through and filter the data and place the wanted data in the Elasticsearch 

database and in the dataset of Who’s On First.  

The chosen configuration of the Elasticsearch database is where one cluster 

contains many indexes. The data has been split in different indexes within the 

cluster. Data from each unique import has been placed in one index. This means 

that every import has been saved in a separate index and can be handled separately. 

Having separate indexes per import and most often per geographical area pays off 

when the data needs to be upgraded or deleted. Each index can be separately turned 

on, off or deleted. If one index needs to be re-indexed, this can be done by creating 

a new index, import the data to the index and then switch which index is used.  

The applied database schema allows for the actual data to be formatted in a 

way that makes sense for this thesis. The use of a schema guarantees a specific 

structure of the data, no matter when the data is imported. This also guarantees that 

all indexes will be structured in the same way and have the same fields.  

The two importers are responsible for the OpenStreetMap and Who’s On First 

datasets. Each dataset needs to be used to get different properties into the search 

result. Only the relevant data from each set is saved and used.  
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Data access consists of the internal modules of; API, address parsers, search 

and Who’s On First-admin-lookup. The purpose of the data access functionality is 

to provide a way for the user to send a search request and get the expected result 

back. When a search is performed, it all starts with the Pelias API receiving the 

search request from the user. The built in API is a locally hosted website, where 

the user makes the search by writing an URL. The API sends the query to one of 

the address parsers, Addressit or Libpostal, which interprets the search query and 

the search parameters. The parser is used to normalize the free-text search query, 

identify the constituent parts and to expand short forms.  

There are several services that can do the interpretation, with different levels 

of quality. The address parser included in Pelias is Addressit. Addressit does not 

have a deeper understanding and often makes mistakes, especially when the address 

is written in the European format or if abbreviations are used. Pelias also have 

some support for the address parser Libpostal. One of the things that Libpostal can 

handle better than Addressit is numeric expression parsing, meaning that Libpostal 

can parse numbers written in letters and interpret them as numbers. Libpostal can 

also handle abbreviation expansion and is adapted for more international standards 

for written addresses. One disadvantage with Libpostal is that it does not 

understand what is meant if the search query is just a postal code, which Addressit 

can understand. Weighing pros and cons led to the choice of implementing 

Libpostal as the first choice. Addressit will be kept in the background and used on 

the occasions when Libpostal fails.  

After identifying everything from the search query and parameters, the 

parameters are sent to the API and then to the search module. The request is then 

sent to Elasticsearch, where the results are looked up.  

Elasticsearch first finds the OpenStreetMap data that best matches the query 

with regards to any search parameters. When a coordinate has been collected from 

the answer, a lookup in the Who’s On First dataset is performed using this 

coordinate. The data from OpenStreetMap and the data from the lookup in Who’s 

On First will be merged in to one answer record. Depending on parameters the 

records will be sorted on distance from a point or most likely hit overall. The entire 

process within Elasticsearch gives a response within a few milliseconds. The 

answer can be found this fast since the data has been stored in a way which makes 
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it fast for Elasticsearch to look up. When the API gets a response back from 

Elasticsearch through the search module, the sorted result is presented back to the 

user.  
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6. Chapter 6 System Implementation 

This chapter describes how the system is implemented. The first part is about 

the data setup and how the data is imported to Elasticsearch to be used later on. 

The second part is about how the data is being used by the different modules in the 

Pelias project.  

 

 

In this section, the implementation of the data setup part in Pelias is described, 

one module at a time.  

 

The OpenStreetMap-importer module is a part of the Pelias project . The 

importer has its focus on the OpenStreetMap dataset and the search engine 

Elasticsearch. The job of the importer is to import data from a pbf-file (one of 

OpenStreetMap’s standard formats) and index it into Elasticsearch. The importer 

goes through every OpenStreetMap node and relation and copies all fields with 

specific tags. This means that the importer also filters out unwanted data.  

In the proof of concept created for TaxiCaller, the focus of the data is to save 

addresses, venues and streets. These three attributes are found by searching for the 

tags addr:street, name and highway. Any node or relation that misses all of these 

can be ignored directly, since they would not be searchable in any sensible way. 

All streets without a name tag, ref tag or that are tagged as not drivable, for example 

footway, steps, path or cycleway can also be removed.  

What is then left are all addresses and places that might be interesting for a 

taxi driver or a taxi customer to search for.  

Originally, the importer only saves addresses and venues. The problem with 

this is that it makes it impossible to perform a street search without addresses and 

street intersections.  Describing a place by intersections is a common phenomenon 

around the world, especially in USA and South America. The solution for this 

thesis was to extend the importer to handle streets. For every way relation that have 

the tag highway and name, the field layer was set to be “street”. The street_finder 
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function reads the layer field and for all  matched functions, all nodes are saved in 

a list and every value that needs to be set is set. An example of address-data that 

OpenStreetMap-importer sends to Elasticsearch can be seen in Figure 3.   

 

 

Figure 3. Example address-data from OpenStreetMap-importer 

 

The Who’s On First-importer module is a part of the Pelias project . The 

importer has its focus on the Who’s On First dataset. The job of the importer is to 

download data and import data from Who’s On First and save it in a local dataset.  

What data that should be downloaded (if it is not already downloaded) and 

indexed depends on which area that is set in the configuration file. The area is set 

using a unique ID-number for every area, from continent to neighborhood in the 

world. The configuration file also specifies what parts of the data that should be 

downloaded. The administrative areas are always downloaded, postal codes and 

venues are optional. For TaxiCaller’s use, the postal codes have been downloaded 
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to provide the data needed for the service to work. The configuration file can be 

seen in figure 4.  

 

 

Figure 4. Configuration file 

 

No modifications have been done to this module outside of the configuration 

file.  

 

The Schema-module is Pelias’ atomized way to configure the otherwise 

standardized Elasticsearch in the way needed. The main objectives for this module 

is to check that all plugins are installed and create the Elasticsearch index 

according to the pre-defined configuration file. The configuration file controls how 

many indexes Elasticsearch uses and might need to be changed depending on how 

the solution will be placed on servers. How the data is stored in Elasticsearch have 

a major effect on the overall response time and needs to be modified to guarantee 
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the required response time. The schema has only been modified by changing the 

settings for the schema. No implementation has been made.  

 

The Elasticsearch database is used to efficiently store and look up the data 

that is needed. Full-text search in Elasticsearch also allows the use of more 

advanced operators than a normal database search. This means that we can get exact 

results out of millions of records in just a few milliseconds. Elasticsearch also 

allows for extra parameters to be passed with the search query. The parameters 

used in this implementation are boundry.rect and focus.point. Boundry.rect tells 

Elasticsearch to only return answers that are within the sent rectangular. 

Focus.point tells Elasticsearch to focus on answers near the given point. This 

means that with the existing configuration, any answer within 100 km will receive 

a higher score than answers further away. Both of these parameters are useful for 

a taxi driver. Most of the jobs of a taxi driver will be within the local area and it is 

of less value to show addresses outside the own country, or nearby area.  

Elasticsearch has been used directly out of the box. The modifications to the 

schema have been performed instead to optimize the use of Elasticsearch and 

shorten the response times.  

 

 

In this section, the implementation of the data access part in Pelias will be 

described, one module at a time.  

 

The API module is a part of the Pelias project and has been modified to handle 

intersections searches. The job of the API is to take in the search request, send it 

to the address parsers and then to the search module. When a user types in a search, 

it is the API that receives the query request.  
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When the search is complete and the API receives the result(s) from the search 

module the results will be displayed to the user. An example of how the result can 

look like can be seen in figure 5.  

 

 

Figure 5. Example of a search result seen by the user 

 

The user must be able to write the address in a natural way, as it is spoken and 

written in common language and still get correct results. For every search query, 

one of the address parsers Libpostal or Addressit will be used as a pre-processing 

step. They will be used to normalize the text search parameter before the search 

query for Elasticsearch is created. The normalization will for example handle 

special characters that might cause problems and transform all of the searches to 

lowercase. This will allow the user to write the addresses in which ever form he is 

most comfortable with.  
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The query can contain many different parameters, but all queries have to have 

a text parameter. An example of a search query is:  

autocomplete?text=Storgatan,%20%C3%96rebro,%20Sweden&lang=Sv&foc

us.point.lat=58.4&focus.point.lon=15.6  

The “focus point” is a search parameter that can be used to prioritize answers near 

that point. What it does is sort the results in distance from the given focus point. 

When the text parameter in the search query above is sent in to the address 

parsers, the output will look something like this:  

Street: “Storgatan” 

Housenumber: “20” 

City: “Örebro” 

Country: “Sweden” 

 

Addressit has problems recognizing alpha-numerical postal codes, which are 

used in several countries, including Canada and the United Kingdom. A check to 

verify these and all the mayor postal codes across the world has been necessary to 

implement. The implementation is an extension of the current Addressit check by 

adding pattern comparison. All pattern comparisons are collected from the website 

of html5pattern [42].  

Since neither of Addressit or Libpostal had any support for identifying a 

search for an intersection, there has been a need to implement it. To easily 

distinguish an intersection search query from a normal search query a special 

character has been used. When most people describe an intersection in writing, the 

word “and” or a “&” character is used. Since the system is supposed to handle 

natural writing and follow standards set by the established licensed map-services, 

the special character has been set to “&”. An example of the text parameter in an 

intersection search query is “Storgatan & Lilla gatan”. However, when writing a 

search for an intersection, most people expect to be able to use the word “and” in 

the same way as the “&” character. Therefore, the word “and” has also been set as 

a unique identifier for intersections searches. When handling big sets of streets, 

street names are often found more than once. To allow users to specify more exact 

which intersection is meant, a second identifier word has been implemented. This 

word has been set to be “in”, to be as close as possible to how an address is 

naturally written. The text parameter of the search query could now look like 
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“Main street & Maple street in warren” . This query will result in the parsed text; 

“street1: main street”, “street2: maple street” and “City: warren”. The parsed 

streets are matched against streets. The parsed city is matched against locality, 

local admin and region, since all of these three are valid ways to describe where an 

intersection is located. What counts as locality and local admin varies from country 

to country. Who’s On First’s definition of a locality is a geographical town or a 

city while the definition of a local admin is the lowest level of government. In some 

countries these are used interchangeably, in others they differ.  

 

The search module is the spider in the middle. The job of the search module 

is to receive a parsed search query from the API, send the request to Elasticsearch, 

receive an answer, apply Who’s On First-admin-lookup and finally send the results 

to the API. The module has been modified to handle all the modified data that is 

needed to be sent between the modules. The big modifications have been to handle 

intersection searches. Two search requests are sent to Elasticsearch, one for each 

street. The results are two lists of streets. To find an intersection all  nodes of all 

streets in the first result and all nodes of all streets in the second result has to be 

compared until a match is found. To reduce execution time, a fast but not so exact 

comparison was run first to remove the streets that obviously can not intersect. 

This first comparison was a check to see if the bounding boxes overlap. If two 

bounding boxes overlap, each of the nodes in both streets were compared to check 

for shared nodes. When two streets with different names share a node, there must 

be an intersection or the street changes name. After one correct intersection or 

name change has been found, the comparison is stopped to save execution time. 

The found node is saved as an intersection of the two streets with correct data and 

sent back to the API. An example of saved intersection data can be seen in figure 

6.   
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Figure 6. Example of saved intersection data 

 

The Who’s On First-admin-lookup (WOF-admin-lookup) module is a part of 

the Pelias project. It is used by the search module before the result is sent back to 

the API. The job of the WOF-admin-lookup module is to receive a point and to 

look up in which administration areas coordinates are located within and return 

them. The module is able to do this in short time with the help of Point-In-Polygon 

technique provided by the submodule PIP-Service. WOF-admin-lookup will only 

use the local Who’s On First-data that has been downloaded by the Who’s On First-

importer. All of this allows for OpenStreetMap data to be enriched with additional 

admin-areas data to provide a better product.  An example of WOF-admin-data can 

be seen in figure 7.  
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Figure 7. Example of Who’s On First-admin-data 

 

The functionality of the WOF-admin-lookup has been used out of the box, 

without any modifications.  

 

 

All data will be updated in the OpenStreetMap dataset and then imported to 

the system. Anyone can create an account at the OpenStreetMap project ’s website 

openstreetmap.org [43] and edit the data. When an updated version of the map is 

downloadable at for example geofabrik.de [26] the map can be imported using the 

OpenStreetMap importer in to the system and the new changes will be included.  

If a version of the map is already in use, the map has to be re-indexed. This is 

done in Elasticsearch by creating a new index and import the new map to it, all 

while the old index is still running and being used. Which index is used by the 

system is then easily changed by setting the alias of the index. When the system 

has changed from the old index to the new the old can be closed or completely 

deleted. See figure 8 for an illustration of the Elasticsearch web interface.  
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Figure 8. Elasticsearch web interface 
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7. Chapter 7 System Evaluation 

To fully evaluate the solution for a map-service built on open source tools and 

datasets, all aspects of the functionalities, the data and the required level of 

performance have to be tested. All functions used in the licensed map-service today 

have to be available in the new solution too. These include address search, street 

search, venue search, intersection search, postal code search, get address near a 

point and give auto-complete suggestions. TaxiCaller also wishes to extend the 

solution to have functionalities like add or change data in the map. The evaluation 

of the data consists of measuring if the search results like addresses, venues, streets 

and administrative areas are fully specified and if the given coordinates are at the 

correct locations. Finally, the performance of the solution need to meet the 

requirements.  

In this chapter, a summary of the evaluation is first presented . The summary 

is then followed by a detailed presentation of the test results.  

The evaluation was done on the maps of Sweden, England and Michigan. 

These maps were chosen since they are all places that is of interest to TaxiCaller. 

They were also chosen to get as great variation as possible on a small number of 

maps. They vary in size, coverage amount and standards for postal codes.  

All the performed tests have been done on streets, addresses, venues, 

intersections and postal codes that exist, to show that the system returns the correct 

results. If a search is performed for a street, address, venue, intersection or postal 

code that does not exist, the system will return a similar result or no result at all. 

Uppercase and lowercase letters vary throughout the presented searches to 

verify that the searches are not case sensitive. The address parsers replace the 

uppercase letters with lowercase letters in the normalization process.  

If a focus point is entered, the given results are sorted by distance (the closest 

first) to that point. The distance is also presented in the result list. In chapter 7.2 

to 7.5 the focus point parameter describes how far away from the expected result 

the focus point was placed. The chosen distances come from rounding of the 

searched coordinates. The distances were chosen to approximately be the distance 

of a normal taxi ride.  
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This section contains a summary of how well the set requirements and 

scenarios described in chapter 4 were fulfilled. The comments in the summary 

describe in which section more information and result data can be found. The 

functional, data and performance requirements are found in table 3, table 4 and 

table 5. The requirements in the form of scenarios are found in table 6.  

 

Table 3. Functional requirements 

Requirement Achieved Comment 

R1 Convert an address, street, venue 

or postal code to coordinates 

 

Convert an intersection to coordinates 

 

Yes 

 

 

No 

7.2, 7.3, 7.4, 7.6 

 

 

7.5 

R2 Convert coordinates to an address, 

street or venue 

 

Yes 7.7 

R3 Auto-complete suggestions on 

addresses or streets 

 

Yes 

 

7.8  

R4 Cover different geographical areas 

of interest 

 

Yes 7.2, 7.3, 7.4, 7.5, 7.6, 

7.7, 7.8, 7.10  

R5 Suggest addresses based on 

distance, priorities should be given to 

addresses that are close 

 

Yes 7.2  

R6 Update datasets 

 

Yes 7.9 

R7 Interpret a natural written address 

 

Yes 7.2, 7.3, 7.4, 7.5, 7.8,  

 

Table 4. Data requirements 

Requirement Achieved Comment 

R8 Content in the map datasets should 

be complete enough 

 

Yes 7.11 

R9 Search results should be correct 

 

Yes 

 

7.2, 7.3, 7.4, 7.5, 7.6, 

7.7 

 
R10 The address, street, venue or 

intersection in the search results 

should be fully specified 

 

The postal code in the search results 

should be fully specified 

Yes 

 

 

 

No 

7.2, 7.3, 7.4, 7.5, 7.7  

 

 

 

7.6 

 



 Thesis for Master’s Degree at HIT and LiU 

45 

 

Table 5. Performance requirements 

Requirement Achieved Comment 

R11 A search for an address, street or 

postal code should not take more than 

15 milliseconds 

 

Search for a venue should note take 

more than 15 milliseconds 

Yes 

 

 

 

No 

7.2, 7.3, 7.6 

 

 

 

7.4, 

R12 A search for an intersection 

should not take more than 40 

milliseconds 

 

Yes/No 7.5 

R13 The time for a data import should 

be proportional to the number of 

documents imported 

Yes 7.10 

 

Table 6. Scenarios 

Scenario Achieved Comment 

1 Find an address or street using 

current location 

 

Yes 7.7 

2 Match a name of an address 

 

a. Only the first letters of the 

address or street are written 

 

b. The address or street exists in 

many places 

 

c. The address or street does not 

exist 

 

 

 

Yes 

 

No 

 

 

Yes 

 

 

Yes 

7.2 

 

7.8 

 

 

7.2, 7.3 

 

 

The system will return a 

similar result or no result at 

all which is considered good 

enough 

 3 Find an address or street at 

specific location 

Yes 7.7 

 

 

In this section, the test results for the address search can be found. The result 

data is presented as a whole in table 7.  
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Table 7. Address search 

Text parameter Used 

dataset 

and size 

Focus 

point 

parameter 

Time Correct result returned 

as result number: 

Storgatan 10 Sweden Exact ~11 ms No 1 

  2.14 km ~11 ms No 1 

  None ~12 ms All shown results are 

valid 

Storgatan 10, Linköping Sweden Exact ~12 ms No 1 

  2.14 km ~14 ms No 1 

  None ~13 ms No 1 

60 high street England Exact ~11 ms No 1 

  4.06 km ~12 ms No 1 

  None ~15 ms All shown results are 

valid 

60 high street, Brighton England Exact ~20 ms No 1 

  4.06 km ~20 ms  

  None ~19 ms No 1 

60 high street, BN2 7HF England Exact ~15 ms No 1 

  4.06 km ~16 ms  

  None ~17 ms No 1 

300 Main street Michigan Exact ~13 ms No 1 

  4.866 km ~8 ms No 1 

  None ~7 ms All shown results are 

valid 

300 Main street, Frankfort Michigan Exact ~11 ms No 1 

  4.866 km ~11 ms No 1 

  None ~10 ms No 1 

300 Main street, 49635 Michigan Exact ~13 ms No 1 

  4.866 km ~8 ms No 1 

  None ~11 ms No 1 

 

When the search query only consists of an address that also exists more than 

once in the used dataset (no focus point or city are specified), it is impossible to 

only have one correct result. Any of the addresses in the dataset with that name are 

considered correct. The address search functionality meets the set requirements.  
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In this section, the test results for the street search can be found. The result 

data is presented as a whole in table 8.  

 

Table 8. Street search 

Text parameter Used 

dataset 

Focus point 

parameter 

Time Correct result returned as 

result number: 

Storgatan Sweden Exact ~10 ms No 1 

  1.12 km ~11 ms No 1 

  None ~7 ms All shown results are valid 

Storgatan, 

Linköping 

Sweden Exact ~12 ms No 1 

  1.12 km ~8 ms No 1 

  None ~14 ms No 1 

High street England Exact ~42 ms No 1 

  4.04 km ~45 ms No 2, result no 1 is more 

valid since it is a valid result 

that is closer 

  None ~40 ms All shown results are valid 

High street, 

Rottingdean 

England Exact ~19 ms No 1 

  4.04 km ~17 ms No 1 

  None ~16 ms No 1 

Owen street Michigan Exact ~6 ms No 1 

  8.513 km ~5 ms No 1 

  None ~12 ms All shown results are valid 

Owen street, 

Lansing 

Michigan Exact ~7 ms No 1 

  8.513 km ~6 ms No 1 

  None ~10 ms No 1 

 

When the search query only consists of a street that also exists more than once 

in the used dataset (no focus point or city are specified), it is impossible to only 

have one correct result. Any of the streets in the dataset with that name are 

considered correct. The street search functionality meets the set requirements.  
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In this section, the test results for the venue search can be found. The result 

data is presented as a whole in table 9.  

 

Table 9. Venue search 

Text parameter Used 

dataset  

Focus point 

parameter 

Time Expected result returned as 

result number: 

Teknikmagasinet Sweden Exact ~9 ms No 1 

  1.47 km ~8 ms No 1 

  None ~9 ms All shown results are valid 

Teknikmagasinet, 

Linköping 

Sweden Exact ~11 ms No 1 

  1.47 km ~12 ms No 1 

  None ~11 ms No 1 

Poundland England Exact ~12 ms No 1 

  4.436 km ~10 ms No 1 

  None ~11 ms All shown results are valid 

Poundland, kendal England Exact ~19 ms No 1 

  4.436 km ~16 ms No 1 

  None ~12 ms No 1 

Poundland, LA9 4LR England Exact ~41 ms No 1 

  4.436 km ~27 ms No 1 

  None ~34 ms No 1 

Walmart Supercenter Michigan Exact ~9 ms No 1 

  3.344 ~11 ms No 2, result no 1 is more 

valid since it is a valid result 

that is closer 

  None ~11 ms All shown results are valid 

Venue Michigan med 

stad/locality 

Michigan Exact ~14 ms No 1 

  3.344 ~13 ms No 1 

  None ~12 ms No 1 

 

When the search query only consists of a venue that also exists more than once 

in the used dataset (no focus point or city are specified), it is impossible to only 

have one correct result. Any of the venues in the dataset with that name are 

considered correct.  
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The venue search functionality meets the set requirements. Performance 

becomes a bit slow when the search query is a venue together with only a postal 

code.  

 

 

In this section, the test results for the intersection search can be found. The 

result data is presented as a whole in table 10 to table 12. The measured times 

presented in tables are the total time to make an intersection search. The times 

include two street lookups in Elasticsearch and a check for finding intersections 

between them.  

The test results for the intersection search using the dataset of Sweden can be 

found in table 10.  

 

Table 10. Intersection search - dataset Sweden 

Text parameter Search 

answer 

size 

Focus point 

parameter 

Time An intersection with 

the given street names 

Nygatan & hamngatan 100 Exact ~34 ms Yes 

 100 2.1 km ~42 ms Yes 

 100 none  No 

 50 Exact ~34 ms Yes 

 50 2.1 km ~40 ms Yes 

 50 none  No 

Nygatan & hamngatan 

in Linköping 

100 Exact ~39 ms Yes 

 100 2.1 km ~43 ms Yes 

 100 none ~35 ms Yes 

 50 Exact ~34 ms Yes 

 50 2.1 km ~41 ms Yes 

 50 none ~33 ms Yes 
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The test results for the intersection search using the dataset of Michigan can 

be found in table 11.  

 

Table 11. Intersection search - dataset Michigan 

Text parameter Search 

answer size 

Focus point 

parameter 

Time An intersection with 

the given street 

names 

Main street & Maple 

street 

100 Exact ~34 ms Yes 

 100 1.38 km ~35 ms Yes 

 100 None  No 

 50 Exact ~30 ms Yes 

 50 1.38 km ~33 ms Yes 

 50 None  No 

Main street & Maple 

Street, Warren 

100 Exact ~29 ms Yes 

 100 1.38 km ~31 ms Yes 

 100 None ~32 ms Yes 

 50 Exact ~25 ms Yes 

 50 1.38 km ~22 ms Yes 

 50 None ~23 ms Yes 

Alvina avenue & 

Warner avenue 

100 Exact ~31 ms Yes 

 100 5.53 km ~32 ms Yes 

 100 None ~33 ms Yes 

 50 Exact ~23 ms Yes 

 50 5.53 km ~23 ms Yes 

 50 None ~26 ms Yes 

Alvina avenue & 

Warner avenue, 

Warren 

100 Exact ~27 ms Yes 

 100 5.53 km ~29 ms Yes 

 100 None ~31 ms Yes 

 50 Exact ~23 ms Yes 

 50 5.53 km ~24 ms Yes 

 50 None ~28 ms  Yes 
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The test results for the intersection search using the dataset of England can be 

found in table 12.  

 

Table 12. Intersection search - dataset England 

Text parameter Search 

answer 

size 

Focus point 

parameter 

Time An intersection 

with the given street 

names 

North street & vine road 100 Exact ~43 ms Yes 

 100 2.73 km ~45 ms Yes 

 100 none  No 

 50 Exact ~37 ms Yes 

 50 2.73 km ~37 ms Yes 

 50 none  No 

North street & vine road 

in brighton 

100 Exact ~45 ms Yes 

 100 2.73 km ~46 ms Yes 

 100 none ~39 ms Yes 

 50 Exact ~36 ms Yes 

 50 2.73 km ~37 ms Yes 

 50 none ~33 ms Yes 

 

When at least one of the two street names are common within the used dataset, 

and no city, focus point or boundary rectangle is given, it is not possible to 

guarantee a correct result. A correct result could be guaranteed to a greater extent 

if the search answer size was greater, but this affects the performance. The 

performance would be affected especially in scenarios where an intersection does 

not exist.  

The intersection search functionality meets the requirements, if the 

intersection can be uniquely identified by specifying a city name or by specifying 

a focus point near the intersection. The performance meets the set requirement if 

the answer size is set to less than 50. If the answer size is  for example set to 100 

the performance is slightly over the requirement.  

 

 

In this section, the test results for the postal code search can be found. The 

result data is presented as a whole in table 13.  
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Table 13. Postal code search 

Text parameter Used dataset Time Result 

49094 Michigan ~4 ms Area, with correct 

data and a 

BoundingBox 

72353 Sweden ~5 ms Point, with correct 

data but without 

coordinates 

GL53 9FA England ~6 ms Point, with correct 

data and coordinates 

 

The lack of exactness for some of the searches is due to incomplete data in the 

used datasets. It is not possible to get better results without better data. The results 

can therefore only be said to meet the set requirements in some countries and areas.  

 

 

Reverse geocoding is the process where the user gives an input of a point or 

coordinates and the system returns the address, venue or street that is closest to the 

point. The test results for the reverse geocoding search can be found in table 14.  

 

Table 14. Reverse geocoding search 

Position 

parameter 

Used 

dataset 

Time Result Distance Is the result 

what we 

expected? 

Lon: 15.57251 

Lat: 58.400739 

Sweden ~14 ms Linköpings universitet, 

Linköping 

0 Yes 

Lon: 15.56 

Lat: 58.41 

Sweden ~15 ms Alsättersgatan 32, 

Linköping 

0.032 Yes 

Lon:-1.498836 

Lat: 54.301358 

England ~16 ms Far Fairholme, 

Morton- On-Swale 

Civil Parish 

0 Yes 

Lon:-1.5 

Lat:54.0 

England ~18 ms Daleside Brewery, 

Harrogate 

0,042 Yes 

Lon: -84.463666 

Lat: 42.730409 

Michigan ~14 ms 2758 E Grand River 

Ale, East Lansing 

0 Yes 

Lon: -84.41 

Lat: 42.70 

Michigan ~15 ms Dobie Road, Okemos 0.031 km Yes 
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The input coordinates can be either your own position, to find the address 

where you are or any given position to find an address near that position. The 

results meet the set requirements.  

 

The test results for the auto-complete can be found in table 15.  

 

Table 15. Auto-complete 

Text parameter Used 

dataset  

Expected result  Result 

Storg, Linköping Sweden Storgatan, Linköping Storgatan, Linköping 

Queensw, TA1 5QT England Any address on 

Queensway, TA1 

5QT, Taunton 

131 Queensway, TA1 5QT, 

Taunton.  

Main st, Warren Michigan Main Street, Warren 

or any address on 

Main Street, Warren 

Main Street, Ann Arbor  

Excpected result was No 2 

Pec, Brown City Michigan Peck Road, Brown 

City or any address 

on Peck Road 

Peck Road, Brown City 

 

When the text parameter is a street name or an address that exists many times 

in the used dataset, the system might give an incorrect result . The expected result 

is found within the top results if a city is specified and the street or address is 

unique in the city. The results mostly meet the set requirements.   

 

 

The process of editing OpenStreetMap-data is mostly done outside this 

solution. However, it has been tested when a smaller error was found in the data. 

The data was edited through OpenStreetMap’s official tools [43], and the day after, 

the updated map was downloaded. The downloaded map was used to re-index the 

dataset.  The edited data was added in the updated index together with several other 

changes. Running an import on one index and using another index for search 

requests on a single host computer caused significant decrease in performance. This 

can probably be handled by running the system on several servers and using one or 

several for searches and one or several for imports. The results meet the set 

requirements.  
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The time it takes to import a map varies depending on how much data that 

needs to be imported. The system has been tested on three major maps; Sweden, 

Michigan and England. The results of the import tests can be seen in table 16.  

 

Table 16. Data import 

Dataset OpenStreetMap 

import 

Who’s On First 

import 

Number of 

Documents 

Sweden 19 min 2 min 1 366 762 

Michigan 10 min 1 min 741 268 

England 62 min 20 min 6 209 113 

 

Table 16 does not include download time, since this varies depending on 

factors which could not be measured. These factors include but are not limited to 

capacity and work load on the server providing the datasets and the amount of 

traffic at the Internet service provider. The performance is almost the same if the 

times are adjusted for the number of documents. All three datasets have a 

performance of around 1250 documents per second. Documents include all 

addresses, streets, venues and Who’s On First-administration hierarchy areas that 

have been saved in to Elasticsearch. There is no correlation between the size of the 

OpenStreetMap-file and the time the OpenStreetMap-import takes, most likely 

because the OSM files contain much more information than just addresses, streets, 

and venues. How much, by this system, unused data there is in the OSM file varies 

greatly between the three datasets. The results meet the set requirements.  

 

 

An analysis and an investigation of the quality and coverage of 

OpenStreetMap and Who’s On First has been done. This has been conducted as a 

literature study based on material from different studies and earlier written research. 

The result of this analysis and investigation is described in chapter 2.4. The results 

for OpenStreetMap and Who’s On First meets the set requirements.   
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8. Chapter 8 Conclusion 

The purpose with this thesis has been to investigate in how to set up and 

improve an open source geocoding service for it to measure against a licensed map-

service. The goal has been to answer the question  to which extent is it feasible to 

develop an open source geocoding service to be as fast accurate and complete as a 

licensed map service. The solution in this thesis uses the Pelias project as a 

geocoder, map data from the datasets of OpenStreetMap and Who’s On First and 

the search engine Elasticsearch in the implementation.  

The functional, data and performance requirements set by TaxiCaller have 

been evaluated. These requirements correspond to the existing functionalities in 

the licensed map-service used by TaxiCaller today. The results of the evaluation 

are presented in this chapter.  

 

 

Most of the functional requirements are achieved with the implemented open 

source geocoding service solution. Examples of these achieved requirements are 

the conversion of addresses, streets, venues and postal codes to coordinates, the 

conversion of coordinates to addresses (reverse geocoding), auto-complete 

suggestions on addresses, suggest addresses based on distance and the ability to 

interpret a natural written address.  

The requirement to convert an intersection to coordinates is not achieved. This 

specific requirement can be achieved if the intersection can be uniquely identified 

by specifying a city name or by specifying a focus point near the intersection. 

Another way to guarantee a correct result to a greater extent i s if the search answer 

size is greater, but this affects the performance and is therefore not to be 

recommended. The performance would be affected especially in scenarios where 

an intersection does not exist.  

 By forcing the user to always specify a city or a focus point this problem can 

be overcome. This can be done with mandatory search parameters before any 

intersection search can be made or the user can be asked to specify a city or focus 

point if the searched intersection can not be found.   
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Most of the data requirements are achieved with the implemented open source 

geocoding service solution. Examples of these requirements are the completeness 

of the datasets, correctness of the search results and that the address, street, venue 

or intersection in the search results should be fully specified. The requirement that 

the postal code in the search results should be fully specified is not achieved. It is 

not possible to get better results without better data. Some of the missing data is 

available at licensed map-services and some is not even available there.  

There is no solution to missing data besides waiting for a dataset to be updated 

with the data. Searching for a postal code is not very common so the impact of the 

data incompleteness will not be that big.  

 

 

Performance tests have been performed to ensure that the solution performs 

according to the set requirements. The performance at data import, measuring the 

time it took to import a map, and the performance at different searches, measuring 

the time to complete a search request, have been tested.   

Most of the performance requirements are achieved with the implemented 

open source geocoding service solution. Examples of these requirements are that 

the search for an address, street or postal code should not take more than 15 

milliseconds and that the time for a data import should be proportional to the 

number of documents imported. The requirements not achieved are that the search 

for a venue should note take more than 15 milliseconds and that the search for an 

intersection should not take more than 40 milliseconds.  

In the search for a venue performance becomes a bit slow when the search 

query is a venue together with only a postal code. This can be avoided to some 

extent with more powerful servers or more completely by encouraging the users to 

search for a venue together with a city instead.  

In the search for an intersection the search answer size affects the performance. 

The performance meets the set requirement if the answer size is set to les s than 50. 

If the answer size is for example set to 100 the performance is slightly over the 

requirement. In some cases, it might be necessary to have an answer size of above 
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50 but it can be avoided if the intersection can be uniquely identified, see chap ter 

8.1.  

Running an import on one index and using another index for search requests 

on a single host computer caused significant decrease in performance. This can 

probably be handled by running the system on several servers and using one or 

several for searches and one or several for imports. 

 

 

This thesis has shown how feasible it is to develop and implement the chosen 

open source geocoding service solution for searching and finding addresses to be 

almost as fast, accurate and complete as a licensed map-service.  

This solution is a good alternative for TaxiCaller. The solution has the 

potential to replace the licensed map-service that TaxiCaller uses today. There are 

some questions that still need to be investigated further and answered before 

switching from a licensed map-service to the solution is possible. Some of these 

questions include cost analysis, server reliability, the customer’s user experience 

and development costs.  

This thesis has not included any cost calculations,  since this was outside of 

the scope. Cost calculations are needed to see if switching to and hosting the 

solution is cheaper than continue to pay for a licensed map-service. If the cost for 

keeping the licensed map-service is lower than switching and hosting to this 

solution, it is not recommended for TaxiCaller to do the change. The advantages 

of changing are very few if the cost is not one of advantages. 

Other companies and organizations can see an interest in replacing licensed 

map-services, especially if in the future, the cost can be proven to be lower than 

for having a licensed map-service. As the datasets grow and get more complete, 

more companies will consider making the switch to open source data.  

The result of this thesis can be used by companies and organizations in the 

process of making the decision to switch from one or many licensed map-services 

to using an open source solution. For TaxiCaller to make a well founded decision  

about the future of their licensed map-service, the result of this thesis, both the 

code and the actual result will be used.  
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Making a proof of concept or a first test application is the first step for a 

company, also for TaxiCaller. The work done throughout this thesis can be seen as 

TaxiCaller’s proof of concept to evaluate if the full implementation of a new 

solution is worth implementing.  

The thesis has been performed solely at TaxiCaller with minimal interference 

from Linköping University and Harbin Institute of Technology. The only 

interferences have been the formal requirements of sending in half-time reports and 

approvals from my supervisor at TaxiCaller.  
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