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Abstract
The ongoing advances in computational photography have introduced a range
of new imaging techniques for capturing multidimensional visual data such as
light fields, BRDFs, BTFs, and more. A key challenge inherent to such imaging
techniques is the large amount of high dimensional visual data that is produced,
often requiring GBs, or even TBs, of storage. Moreover, the utilization of these
datasets in real time applications poses many difficulties due to the large memory
footprint. Furthermore, the acquisition of large-scale visual data is very challenging
and expensive in most cases. This thesis makes several contributions with regards
to acquisition, compression, and real time rendering of high dimensional visual
data in computer graphics and imaging applications.
Contributions of this thesis reside on the strong foundation of sparse representations. Numerous applications are presented that utilize sparse representations
for compression and compressed sensing of visual data. Specifically, we present a
single sensor light field camera design, a compressive rendering method, a real time
precomputed photorealistic rendering technique, light field (video) compression
and real time rendering, compressive BRDF capture, and more. Another key
contribution of this thesis is a general framework for compression and compressed
sensing of visual data, regardless of the dimensionality. As a result, any type of
discrete visual data with arbitrary dimensionality can be captured, compressed,
and rendered in real time.
This thesis makes two theoretical contributions. In particular, uniqueness conditions
for recovering a sparse signal under an ensemble of multidimensional dictionaries is
presented. The theoretical results discussed here are useful for designing efficient
capturing devices for multidimensional visual data. Moreover, we derive the
probability of successful recovery of a noisy sparse signal using OMP, one of the
most widely used algorithms for solving compressed sensing problems.
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Populärvetenskaplig
Sammanfattning
Den snabba ökningen i beräkningskapacitet hos dagens datorer har de senaste åren
banat väg för utveckling av en rad kraftfulla verktyg och metoder inom bildteknik,
s.k. “computational photography”, inom vilka bildsensorer och optiska uppställningar kombineras med beräkningar för att skapa nya bildtillämpningar. Den visuella
data som beräknas fram är oftast av högre dimensionalitet än vanliga bilder i 2D,
dvs. resultatet är inte en bild som består av ett plan av bildpunkter i 2D utan en
datamängd i 3D, 4D, 5D, . . . , nD. Det grundläggande målet med dessa metoder är
att ge användaren helt nya verktyg för att analysera och uppleva data med nya
typer av interaktion- och visualiseringstekniker. Inom datorgrafik och datorseende,
som är de drivande forskningsområdena, har det t.ex. introducerats tillämpningar
såsom 3D-video (stereo), ljusfält (dvs. bilder och video där användaren i efterhand
i 3D interaktivt kan ändra betraktningsvinkel, fokus eller zoom-nivå), displayer
som tillåter 3D utan 3D-glasögon, metoder för mycket högupplöst skanning av
miljöer och objekt, och metoder för mätning av materials optiska egenskaper för
foto-realistisk visualisering av t.ex. produkter. Inom områden såsom radiologi och
säkerhet hittar vi också bildtillämpningar, t.ex. röntgen, datortomografi eller magnetresonanskamera där beräkningar och sensorer kombineras för att skapa data
som kan visualiseras i 3D, eller 4D om mätningen är utförd över tid. Ett centralt
problem hos alla dessa tekniker är att de genererar mycket stora datamängder, ofta
i storleksordningen hundratals GB eller till och med flera TB. En viktig forskningsfråga är därför att utveckla ny teori och praktiska metoder för effektiv kompression
och lagring av högdimensionell visuell data. En lika viktig aspekt är att utveckla representationer och algoritmer som utöver effektiv lagring tillåter interaktiv
databehandling, visualisering och uppspelning av data, t.ex. ljusfältsvideo.
Den här avhandlingen introducerar en rad nya representationer för inspelning,
databehandling och lagring av högdimensionell visuell data. Den omfattar två
huvudområden: effektiva representationer för kompression, databehandling och
visualisering, samt effektiv mätning av högdimensionella visuella signaler baserat
på s.k. compressive sensing. Avhandlingen och de ingående artiklarna introducerar
en rad bidrag i form av teori, algoritmer och metoder inom båda dessa områden.
Det första huvudområdet i avhandlingen fokuserar på utveckling av en uppsättning
datarepresentationer som med hjälp av maskininlärnings- och optimeringsmetoder anpassar sig till data. Detta möjliggör optimala representationer baserat på
ett antal kriterier, t.ex. att representationen ska vara så kompakt (komprimerad)
som möjligt och att de approximationsfel som introduceras vid rekonstruktion
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av signalen är så små som möjligt. Dessa representationer bygger på s.k. glesa
(på engelska “sparse”) basfunktioner. En uppsättning basfunktioner kallas för en
ordbok (“dictionary”) och en signal, t.ex. en bild, video eller ett ljusfält, representeras som en kombination av basfunktioner från ordboken. Om representationen
tillåter att signalen kan beskrivas med ett litet antal basfunktioner, motsvarande
en mindre informationsmängd än originalsignalen, leder detta till att signalen
komprimeras. I den teori och de tekniker som har utvecklats inom ramarna för
den här avhandlingen optimeras basfunktionerna och ordboken utifrån den typ
av data som ska representeras. Detta gör det möjligt att beskriva en signal med
ett mycket litet antal basfunktioner, vilket leder till mycket effektiv komprimering
och lagring. De utvecklade representationerna är specifikt designade så att alla
centrala beräkningar kan ske parallellt per datapunkt. Genom att utnyttja kraften
hos moderna GPUer är det därför möjligt att i realtid hantera och visualisera
mycket minneskrävande visuella signaler.
Det andra området i avhandlingen tar sin startpunkt i att de representationer och
basfunktioner som har utvecklats för kompression gör det möjligt att på ett mycket
effektivt sätt applicera moderna mät- och samplingsmetoder, compressive sensing,
på bilder, video, ljusfält och andra visuella signaler. Den teori compressive sensing
bygger på visar att en signal kan mätas och rekonstrueras från ett mycket lågt
antal mätpunkter om mätningen utförs i en bas, representation, där signalen som
mäts är gles/sparse. Genom att utnyttja denna egenskap utvecklar avhandlingen
teori för hur compressive sensing kan användas för mätning och rekonstruktion
av visuella signaler oavsett dess dimensionalitet samt demonstrerar genom en rad
olika exempel hur compressive sensing kan appliceras i praktiken.
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Chapter

1

Introduction
In the past decade, massive amounts of high dimensional data in various fields of
science and engineering have been produced. Not only the amount of data created
nowadays is beyond the current processing and storage capabilities, the speed
at which these datasets are being produced is increasing. While the capturing,
storage, and the processing of large-scale datasets pose various challenges, high
dimensional datasets have presented many research opportunities in areas such
as visual data processing, bioinformatics, web analytics, biomedical imaging, and
many more. Large-scale high dimensional data has moved scientific discoveries to
a new paradigm, what is known as the fourth paradigm of discovery [19].
The ongoing advances in imaging techniques have introduced a range of new
large-scale visual data such as light field images [20] and video [21], measured
BRDFs [22] and Spatially Varying BRDFs (SVBRDF) [23], multispectral images [24],
Bidirectional Texture Functions (BTF) [25], and Magnetic Resonance Imaging
(MRI) [26]. A common feature of these datasets is high dimensionality, see Fig.
1.1. For instance, a light field is a 5D function defined as l(r, t, u, v, λ), where
(r, t) describes the spatial domain, (u, v) parametrizes the angular domain, and λ
represents wavelength. A BRDF, can be parametrized as a 4D, 5D, or 6D object
depending on the way we define the dependence on wavelengths. Recent advances
in imaging technologies enable capturing of these datasets with a high resolution
along each dimension. Moreover, existing means for capturing such datasets can
be extended to accommodate more information, e.g. for acquiring multispectral
light field videos.
The various types of high dimensional data described above have found novel and
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Figure 1.1: Examples of high dimensional datasets used in computer graphics.
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Figure 1.2: A pipeline for utilizing high dimensional visual data in graphics
important applications in many areas within computer graphics and vision. For
instance, light fields have been widely used for designing glasses-free 3D displays
[27, 28, 29] and photo-realistic real time rendering, see Paper A and [30, 31]. BTFs
have been used in a wide range of applications such as estimating BRDFs [32],
theoretical analysis of cast shadows [33], real-time rendering [34, 35], and geometry
estimation [36]. Moreover, measured BRDF datasets such as [37] have enabled
more than a decade of research in deriving new analytical models [38, 39, 40] and
evaluating existing ones [41], as well as efficient photo-realistic rendering.
Given the discussion above, it is clear that there are several stages for incorporating
high dimensional visual data in graphics, each comprising of numerous research
directions (see Fig. 1.2). The first component is to derive means for efficient
capturing of multidimensional visual data with high fidelity for different applications.
Typically, this involves the use of multiple cameras and sensors. For portable
measurement devices, the amount of data produced is often orders of magnitude
higher than the capabilities of storage devices (I/O speed, space, etc.). Moreover,
real-time compression of large-scale streaming data is either infeasible or very
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costly. However, it is possible to directly measure the compressed data, which will
bypass two costly stages: namely the storage of raw data followed by compression.
This is the fundamental idea behind compressed sensing [42], a relatively new
field in applied mathematics and signal processing. Section 1.2 presents a brief
description of the contributions of this thesis in the field of compressed sensing.
These contributions advance the field in two fundamental areas: theoretical and
empirical.
Another important aspect regarding multidimensional visual data is to find alternative representations of the data that facilitate storage, processing, and fast
reconstruction. In order to derive suitable basis functions for efficient representation
of the data, it is required to have accurate data models. An important reason for
finding transformations of the data is that the original domain of the data is too
complicated to be analyzed, stored, or rendered. With the ever growing storage
cost of these datasets and the limitations of processing power and memory, such
representations have been a fundamental component in many applications since
the early days of computer graphics. For instance, Spherical Harmonics have been
used for BRDF inference [43], and representation of radiance transfer functions [44].
Fourier domain has been used for theoretical analysis of light transport [45, 46]
and various other applications [47, 48, 49]. Furthermore, wavelets have also been
shown to be an important tool in graphics [50, 51, 52, 53].
Throughout this thesis, we use the word dictionary to describe a set of basis
functions. Just like a sentence or a speech is a linear combination of words from a
dictionary, multidimensional visual data can be formed using a linear combination
of atoms. An atom is a basis function or a common feature in a dataset. A
collection of atoms forms a dictionary. Dictionaries can be divided into two major
groups [54]: analytical and learning-based. Analytical dictionaries are based on a
mathematical model of the data, where an equation or a series of equations are
used to effectively represent the data. The Fourier basis, wavelets, curvelets [55],
and shearlets [56] are a few examples of dictionaries in this group. On the other
hand, machine learning techniques can be used on a large set of examples to obtain
a learning-based dictionary. While learning-based dictionaries have been shown
to produce better results due to their adaptivity, they are often computationally
expensive and pose various challenges for large signal sizes.
Of particular interest in many signal and image processing applications is sparse
representations, where a signal can be modeled by linear combination of a small
subset of atoms in the dictionary. Since a signal is modeled using a few scalars,
compression is a direct byproduct of sparse representations. Visual data such as
natural images and light fields admit sparse representations if a suitable dictionary
is given or trained. The quality of representation, i.e. the sparsity and the amount
of error introduced by the model, are directly related to the dictionary. Indeed,
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the more sparse the representation is, the higher the compression ratio becomes.
This thesis makes several contributions in this direction. In particular, we propose
algorithms that enable highly sparse representations of multidimensional visual
data, as well as various applications that utilize this model for efficient compression
of large scale datasets in graphics. The enhanced sparsity of the representation
is also a key component for compressed sensing. The more sparse a signal is, the
less samples are required to exactly reconstruct the signal. We briefly describe and
formulate sparse representations in Section 1.1, followed by the contributions of
this thesis on the topic.

1.1

Sparse Representation

Data models have had a central contribution during the past few decades in image
processing and computer graphics [57]. Fundamental problems such as sampling,
denoising, super-resolution, and classification cannot be tackled effectively without
prior assumptions about the signal model. Indeed natural visual data such as images
and light fields contain structures and features that can be modeled effectively to
facilitate reconstruction, sampling, or even synthesizing new examples of [58, 59].
If such structures did not exists, one could hope for creating an image of a
cat by sampling from a uniform distribution – a very unlikely outcome. Sparse
representation is a signal model that has been successfully applied in many image
processing applications, ranging from solving inverse problems [60, 61, 62] to image
classification [63, 64].
We first present an illustrative definition of sparse representation in a two dimensional space, followed by a general formulation of the sparse representation problem.
Assume that a set of points (discrete signals) in a two dimensional space are given,
see Fig. 1.3a. Indeed we need two scalars to describe the location of each point.
If we rotate and translate the coordinate axes, see Fig. 1.3b, we obtain a new
coordinate system, for which the red, green, and blue points can be represented
with one scalar instead of two. We have now achieved a sparse representation for
three of the points in a new orthogonal coordinate system. In other words, we have
reduced the amount of information needed to represent the points. It can be noted
that the blue point is not exactly sparse since it does not completely lie on one
of axes. This is a common outcome in practice since a large family of signals are
not exactly sparse. However, if a coordinate value is close to zero, we can assume
sparsity, albeit at cost of introducing error in the representation.
In order to construct a coordinate system that admits a sparse representation for
the black point, we can add a new coordinate axis, as shown in Fig. 1.3c. This
might seem counter-intuitive since by adding a coordinate axis we have increased
the amount of information needed for representing the points. However, the red,
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(a)

(b)

(c)

(d)

Figure 1.3: An Illustration of (a) a set of points in a 2D space and their sparse
representation using (b) an orthogonal dictionary, (c) an overcomplete dictionary,
and (d) an ensemble of orthogonal dictionaries.
green, and blue points are already sparse. As a result, we now only need one
scalar to represent each of the four points. Moreover, in practice, we have far
more points than coordinate axes. The problem of finding the smallest set of
coordinate axes that produces the most sparse representation for all the points
is known as dictionary learning. From the discussion above, it can deduced that
each coordinate axis is an atom in a dictionary (coordinate system). Note that
by adding the third atom in Fig 1.3c, we lost the orthogonality of the dictionary.
An alternative to adding a new atom is to construct an additional orthogonal
dictionary, as shown in Fig. 1.3d. The majority of the work presented in this thesis
uses a set of orthogonal dictionaries for sparse representation, which we refer to as
an ensemble of dictionaries.
We now formulate the sparse representation of discrete signals in Rm . Let the
vector x ∈ Rm be a discrete signal, e.g. a vectorized image. The linear system
Ds = x models the signal as a linear combination of k atoms (coordinate axes)
that are arranged as the columns of a dictionary D ∈ Rm×k using the weights in
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Figure 1.4: Examples of a compressible signal s ∈ R100 for C = 1 and different
values of q. The values of s are assumed to be sorted in decreasing order based on
their magnitude.
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Figure 1.5: Sparse representation of an image. The insets show the image quality
when we use a percentage of nonzero coefficients that are obtained with two types of
dictionaries: DCT (an analytical dictionary used in JPEG) and AMDE (a learning
based multidimensional dictionary ensemble introduced in Paper B).
the vector s ∈ Rk . If k > m, then the dictionary is called overcomplete, as shown
in Fig. 1.3c, and the linear system has infinitely many solutions for s when D
is full-rank. However, if we limit the space of solutions for s to those with at
most τ ≤ m nonzero values, it is possible to obtain a unique solution under certain
conditions, see e.g. [65]. This is indeed under the assumption of signal sparsity. In
some cases, specifically for visual data, the signal is not sparse but compressible,
which we define below:

1.1 • Sparse Representation 7
Definition 1.1 (compressible signal). A signal x ∈ Rm is called compressible
under a dictionary D ∈ Rm×k if x = Ds and the sorted magnitude of elements in s
obey the power law, i.e. |sj | ≤ Cj −q , j ∈ {1, 2, . . . , k}, where C is a constant.
Examples of signals obeying the power law are given in Fig. 1.4. It is well known
that visual data such as images, videos, light fields, etc., are compressible rather
than sparse. In other words, the vector s is unlikely to have elements that are exactly
zero; however, the majority of elements are close to zero. Hence, a compressible
signal can be converted to a sparse signal by nullifying the smallest elements
of the vector s. This process will indeed introduce error in the representation.
Nevertheless, since the nullified elements are small in magnitude, the error is
typically negligible. In Fig. 1.5, we show the effect of nullifying small coefficients
of a compressible signal (an image in this case) on the image quality. In particular,
the effect of increasing τ /m, i.e. the ratio of nonzero coefficients to the signal
length, on image quality is shown. Indeed having more nonzero coefficients leads to
a higher image quality while increasing the storage complexity. Moreover, having
more nonzero coefficients requires more samples when we would like to sample a
sparse signal, see Section 1.2 for more details.
Sparse representation can be defined as the problem of finding the most sparse set of
coefficients for a given signal with minimal error. When an analytical overcomplete
dictionary is given, sparse representation amounts to solving a least squares problem
with a constraint on the sparsity or the representation error. However, we also
need to find a suitable dictionary that enables sparse representation. As mentioned
earlier in this chapter, one approach is to construct a dictionary from a set of
examples using machine learning, which will be described in more detail in Section
2.4. Therefore, to obtain the most sparse representation of a set of signals, we
have two unknowns: 1. the dictionary and 2. the set of sparse coefficients.
Estimating each of these entities requires an estimate of the other. Therefore, it is
a common practice to solve this problem by alternating between the estimation
of the coefficients and the dictionary, which is a fundamental problem in sparse
representation. Perhaps the most eloquent description of this fundamental problem
is given by A. M. Bruckstein in the Foreword of the first book on the topic [66]:
“The field of sparse representations, that recently underwent a BigBang-like expansion, explicitly deals with the Yin-Yang interplay between
the parsimony of descriptions and the “language” or “dictionary” used
in them, and it became an extremely exciting area of investigation.”
This thesis makes contributions on finding suitable models for sparse representation
of multidimensional visual data that promote sparsity, while reducing the representation error. Sparse representation of multidimensional visual data is the topic of
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Chapter 3, where we describe a highly effective dictionary learning method that
enables very sparse representations with minimal error. The proposed method is
utilized in a variety of applications, discussed in Chapter 4, including compression
and real time photorealistic rendering. In the remainder of this section, a brief
description of these applications is presented.
Indeed a direct consequence of sparse representation is compression since we only
need to store the nonzero coefficients of a sparse signal. This has been a common
practice for compression. For instance, the JPEG standard for compressing images
uses an analytical dictionary, namely the Discrete Cosine Transform (DCT), to
obtain and compress a set of sparse coefficients. Similarly, JPEG2000 [67] uses
CDF 9/7 wavelets [68]. Recent video compression methods such as HEVC (H.265)
also use a variant of DCT for compression. While analytical dictionaries are fast
to evaluate, learning-based dictionaries significantly outperform them in terms
of reconstruction quality and sparsity of coefficients. In this direction, Paper A
presents a method for compression of Surface Light Field (SLF) datasets generated
using a photo-realistic renderer. The proposed algorithm relies on a trained
ensemble of orthogonal dictionaries that operates on the rows and columns of each
Hemispherical Radiance Distribution Function (HRDF), independently. An HRDF
contains the outgoing radiance along multiple directions at a single point on the
surface of an object. The compression method admits real-time reconstruction using
the Graphics Processing Unit (GPU). As a result, real-time photorealistic rendering
of static scenes with highly complex materials and light sources is achieved.
As described previously, visual datasets in graphics are often multidimensional.
For instance, images are 2D objects while a light field video is a 6D object. An
efficient dictionary for sparse representation should accommodate datasets with
different dimensionality. In Paper B, a dictionary training method is presented
that computes an ensemble of nD orthonormal dictionaries. Moreover, a novel
pre-clustering method is introduced that improves the quality of the learned
ensemble while substantially reducing the computational complexity. The proposed
method can be utilized for the sparse representation, and hence the compression,
of any discrete dataset in graphics and visualization, regardless of dimensionality.
Moreover, the sparse representation obtained by the dictionary ensemble enables
real time reconstruction of large-scale datasets. For instance, we demonstrate real
time rendering of high resolution light field videos on a consumer level GPU. The
independence of the dictionaries on dimensionality admits the application of our
method for a wide range of datasets including videos, light fields, light field videos,
BTFs, measured BRDFs, SVBRDFs, etc.
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1.2

Compressed Sensing

The Shannon-Nyquist theorem for sampling band-limited continuous-time signals
[69, 70] formed a strong foundation for decades of innovation in designing new
sensing systems. The theorem states that any function with no frequencies higher
than f can be exactly recovered with equally spaced samples at a rate larger
than 2f , known as the Nyquist rate. In many applications, despite the rapid
growth in computational power, designing systems that operate at the Nyquist
rate is challenging [71]. One solution is to sample the signal densely and use
compression with the help of sparse representations, as was discussed in Section
1.1. Although computationally expensive, this approach is widely used in many
sensing systems; for instance, digital cameras for images, videos, and light fields
use dense sampling followed by compression. However, sampling a signal densely
and discarding redundant information through compression is a wasteful process.
Therefore, an interesting question in this regard is: Can we directly measure the
compressed signal?. Compressed sensing addresses this question by utilizing the
strong foundation of sparse representations. In essence, compressed sensing can be
defined as the “the art of sampling sparse signals”.
Compressed sensing was first introduced in applied mathematics for solving underdetermined systems of linear equations and was quickly adopted by the signal
processing and information theory communities to establish a completely different
perspective on the sampling problem. Let D ∈ Rm×k be a dictionary and Φ ∈ Rs×m
a linear sampling operator, with s being the number of samples. The operator Φ is
typically called a sensing matrix or a measurement matrix. The formal definition
of a sensing matrix will be given in Section 5.4. For now, we assume that Φ is
a mapping from Rm to Rs , where s < m. Using a linear measurement model,
a signal x ∈ Rm is sampled using Φ by evaluating y = Φx + w, where w is the
measurement noise, often assumed to be the white Gaussian noise. The signal x is
assumed to be τ -sparse in the dictionary D, i.e. we have x = Ds, where ksk0 ≤ τ ,
and the function k.k0 counts the number of nonzero values in a vector. In this
setup, reconstructing the sparse signal from the measurements y involves solving
the following optimization problem
min kŝk0 s.t. ky − ΦDŝk22 ≤ ,
ŝ

(1.1)

and then computing the signal estimate as x̂ = Dŝ; the constant  is related to
the noise power. Since (1.1) is not convex, it is a common practice to solve the
following problem instead
min kŝk1 s.t. ky − ΦDŝk22 ≤ .
ŝ

(1.2)

However, a solution of (1.2) is not necessarily a solution of (1.1). Early work in
compressed sensing derive necessary and sufficient conditions for the equivalence
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of (1.1) and (1.2), see e.g. [72, 73, 74]. Of particular interest in designing sensing
systems is the use of random sampling matrices, Φ, due to the simplicity of
implementation and well-studied theoretical properties. Seminal work in the field
[75, 76, 77, 78] show that a signal of length m with at most τ ≤ m nonzero elements
can be recovered with overwhelming probability using Gaussian or Bernoulli sensing
matrices, provided that s ≥ Cτ ln(m/τ ), where C is a universal constant. The
result is significant since the number of samples is linearly dependent on sparsity,
while being logarithmically influenced by the signal length. Therefore, compressed
sensing can guarantee the exact recovery of sparse signals with vastly reduced
number of measurements compared to the Nyquist rate.
Research in compressed sensing can be divided into two categories: theoretical
and empirical. Theoretical research addresses fundamental problems such as the
conditions for exact recovery of sparse signals from a few samples. In this regard,
there exists two research directions. Universal results consider random measurement
matrices and derive bounds that hold for every sparse signal. Moreover, there
exists algorithm-specific theoretical analysis that derive convergence conditions for
algorithms that solve (1.1) or (1.2) without any assumptions on the sensing matrix,
see e.g. [79, 80, 81, 82]. Empirical research, on the other hand, apply the sparse
sensing model described above for designing effective sensing systems. For instance,
compressed sensing has been used for designing a digital camera with a single
pixel [83], light field imaging [17, 84, 85], light transport sensing [86], Magnetic
Resonance Imaging (MRI) [26, 87, 88], sensor networks [89, 90], and antenna arrays
[91, 92, 93].
This thesis makes contributions in both theoretical and empirical aspects of compressed sensing, where the former is the topic of Chapter 5, and the latter is
discussed in Chapter 6. The methods introduced herein show the applicability
of compressed sensing in various subjects in graphics, while also presenting a
theoretical analysis of the proposed algorithms. In this regard, Paper C presents
a compressed sensing framework for recovering images, videos, and light fields
from a small number of point samples. The framework utilizes an ensemble of
orthogonal dictionaries trained on a collection of 2D small patches from various
datasets. Moreover, it is shown that the method can be used for the acceleration
of photorealistic rendering techniques without a noticeable degradation in image
quality.
In Paper D, we perform a theoretical analysis of the framework presented in
Paper C. This novel analysis derives uniqueness conditions for the solution of (1.1)
when the signal is sparse in an ensemble of 2D orthogonal dictionaries. In other
words, we show the required conditions for exact recovery of an image, light field,
or any type of visual data from what appears to be a highly insufficient number
of samples. The main result is a lower bound on the required number of samples
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and a lower bound on the probability of exact recovery. These theoretical results
are reformulated in Paper B, where we consider an ensemble of nD orthogonal
dictionaries. The theoretical analysis provides insight into training more efficient
multidimensional dictionaries, as well as designing effective capturing devices for
light fields, BRDFs, etc. Additionally, in Paper E we propose a new light field
camera design based on compressed sensing. By placing a random color coded
mask in front the sensor of a consumer level digital camera, high quality and high
resolution light fields can be captured.
As mentioned earlier, theoretical results on deriving optimality conditions for sparse
recovery algorithms play an important role in compressed sensing. Understanding
the behaviour of a sparse recovery algorithm with respect to the properties of the
input signal, as well as the dictionary, greatly improves the design of novel sensing
systems. For instance, in designing a compressive light field camera, parameters
such as Signal to Noise Ratio (SNR), Dynamic Range (DR), and the properties
of the sensing matrix (which is directly coupled with the design of the camera),
play an important role in efficiency and flexibility of the system. In this direction,
Paper F presents a theoretical analysis of Orthogonal Matching Pursuit (OMP), a
greedy algorithm that is widely used for solving (1.1). We derive a lower bound
for the probability of correctly identifying the location of nonzero entries (known
as support) in a sparse vector. Unlike previous work, this new bound takes into
account signal parameters, which as described earlier are important in practical
applications. In Paper G, we extend these results by deriving an upper bound on
the error of the estimated sparse vector (i.e. the result of solving (1.1)). Moreover,
by combining the probability and error bounds, we derive new “user-friendly”
bounds for the probability of successful support recovery. These new bounds shed
light on the effect of various parameters for compressed sensing using OMP.

1.3

Thesis outline

The thesis is divided into two parts. The first part introduces background theory
and gives an overview of the contributions presented in this thesis. The second
part is a compilation of seven selected publications that provide more detailed
descriptions of the research leading up to this thesis.
The first part of this thesis is divided into six chapters. As the title of this thesis
suggests, our main focus is on compression and compressed sensing of visual data by
the means of effective methods for sparse representations. In Chapter 2, important
topics that lay the foundation of this thesis will be presented. Specifically, we
discuss multi-linear algebra (utilized in Paper B), algorithms for recovery of sparse
signals (used in all the included papers except for Paper A), dictionary learning
(utilized in Paper A, Paper B, Paper C, Paper D, and Paper E), and different types
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of visual data, as well as the challenges and opportunities that are associated with
them. Chapter 3 will present novel techniques for efficient sparse representation of
multidimensional visual data, followed by a number of applications in computer
graphics that utilize these techniques for compression in Chapter 4. In Chapter 5 we
revisit compressed sensing, which was briefly described in Section 1.2, and present
fundamental concepts regarding the theory of sampling sparse signals. Then, the
theoretical contributions of this thesis on compressed sensing will be presented.
In Chapter 6, we discuss the applications of compressed sensing in graphics and
imaging. A number of contributions such as light field imaging, photorealistic
rendering, light field video sensing, and efficient BRDF capturing will be presented.
Each chapter will present the main contributions of this thesis on the topic, where we
first present some background information, motivations, and how the contributions
of the author address the limitations of current methods. We conclude each chapter
with a short summary and a discussion of possible venues for future work on the
topic. Finally, in Chapter 7 we summarize the materials presented in thesis and
provide an outlook on the future of the field of sparse representations, in connection
to compression and compressed sensing, for efficient acquisition, storage, processing,
and rendering of visual data. We pose several research questions that will hopefully
provide new directions for future research.

1.4

Aim and Scope

The aim of the research conducted by the author and presented in this thesis
has been to derive methods and frameworks that are applicable to many different
datasets utilized in computer graphics and image processing. While the main
focus of the empirical results presented here is on light fields and light field videos,
the compression and compressed sensing methods introduced in this thesis are
applicable to BRDF, SVBRDF, BTF, light transport data, and hyper-spectral
data, as well as new types of high dimensional datasets that are to appear in the
future. The theoretical results of Paper D, Paper F, and Paper G have even a wider
scope in terms of applicability in different areas of research on compressed sensing.
Indeed any compressed sensing framework based on an overcomplete dictionary
or an ensemble of dictionaries can utilize these results. More importantly, the
theoretical results presented here can be used to guide the design of new sensing
systems for efficient capturing of multidimensional visual data.
As mentioned earlier, a substantial part of the thesis discusses sparse representations
for compression of visual data. However, transform coding by the means of sparse
representations is typically a small part of a full compression pipeline. For instance,
the JPEG standard uses Huffman coding [94] to further compress the sparse
coefficients obtained from a DCT dictionary. Moreover, the HEVC codec uses a
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series of advanced coding algorithms in different stages to reduce the redundancy
of data in time domain. Therefore, although the term “compression” is used in
this thesis, we only address the problem of finding the most sparse representation
of visual data, and the coding of sparse coefficient is out of the scope of the thesis.
However, it should be noted that any type of entropy coding technique can be
implemented on top of algorithms we present here.

Chapter

2

Preliminaries
In this Chapter, important topics that are utilized throughout this thesis will be
discussed. We start by describing the mathematical notations used throughout this
thesis in Section 2.1. Tensor algebra and methods for tensor approximations are
presented in Section 2.2. In particular, we present simple operations on tensors and
introduce Higher Order SVD (HOSVD), which has been widely used in computer
graphics and image processing applications. Next, the sparse signal estimation is
formulated in Section 2.3. Two major approaches for addressing this problem, i.e.
greedy and convex relaxation methods, are discussed. Additionally, an extensive
literature review of existing methods is presented. We also discuss some of the
recent advances in solving the high dimensional variant of the problem. In Section
2.4, we formulate and discuss various methods for dictionary learning. We start by
presenting the most commonly used dictionary learning method (K-SVD). Then
a comprehensive review of existing methods is presented. Moreover, the high
dimensional dictionary learning problem is formulated and recent methods for
solving it are discussed. Finally, a short description of common types of visual
data in computer graphics are presented in Section 2.5. Additionally, we discuss
the challenges and opportunities associated with the capturing, storage, and the
rendering of these datasets.

2.1

Notations

Throughout this thesis, the following notational convention is used. Vectors and
matrices are denoted by boldface lower-case (a) and bold-face upper-case letters
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(A), respectively. Tensors are denoted by boldface calligraphic letters, e.g. A.
n

oN

n

oN

A finite set of objects is indexed by superscripts, e.g. A(i)
or A(i)
.
i=1
i=1
In some cases, for convenience, we may use multiple indices for these sets, e.g.
n

oN,M

A(i,j)
. Individual elements of a, A, and A are denoted ai , Ai1 ,i2 , Ai1 ,...,iN ,
i=1,j=1
respectively. The ith column and row of A are denoted Ai and Ai,: , respectively.
Similarly, the j th tensor fiber is denoted by Ai1 ,i2 ,...,ij−1 ,:,ij+1 ,...,iN . The function
vec (A) performs vectorization of its argument; e.g. the elements of a tensor along
rows, columns, depth, etc. are arranged in a vector. Given an index set, I, the
sub-matrix AI is formed from columns of A indexed by I. The N-mode product
of a tensor with a matrix is denoted by ×N , e.g. X ×N B. The Kronecker product
of two matrices is denoted A ⊗ B and the outer product of two vectors is denoted
a ◦ b.
The `p norm of a vector s, for 1 ≤ p ≤ ∞, is denoted by kskp . The induced operator
norm for a matrix is denoted kAkp . By definition we have kAk2 = λmax (A), where
λmax (.) denotes the largest singular value of a matrix (in absolute value). Frobenius
norm of a matrix is denoted kAkF . The `0 pseudo-norm of a vector, denoted ksk0 ,
defines the number of non-zero elements. The location of non-zero elements in s,
also known as the support set, is denoted supp(s). Consequently, ksk0 = |supp(s)|,
where |.| denotes set cardinality. Occasionally, the exponential function, ex , is
denoted exp(x). Moore-Penrose inverse of a matrix is denoted A† . Probability
of an event B is denoted Pr{B} and the expected value of a random variable x
∆
is shown as E{x}. For defining a variable, we use the symbol =
; for instance,
∆
C = A ⊗ B.

2.2

Tensor Approximations

The term “tensor” is indeed an ambiguous term with various definitions in different
fields of science and engineering. The main definition of a tensor comes from
the field of differential geometry. A tensor is an invariant geometric object that
does not depend on the choice of the local coordinate system on a manifold. In
particular, a tensor of type (p, q) of rank p + q is an object defined in each coordinate
i ,...,i
system {x(i) }ni=1 by the set of numbers Tj11,...,jqp such that a coordinate substitution
0

{x(i) }ni=1 → {y (i ) }ni0 =1 is according to the law [95]
0

T

0

i1 ,...,ip
0
0
j1 ,...,jq

0

=

∂y (i1 )
∂x

(i1 )

0

...

∂y (ip ) ∂x(j1 )
∂x

(ip )

∂y

0
(j1 )

...

∂x(jq )
0

∂y

(jq )

i ,...,i

Tj11,...,jqp ,

(2.1)

where we have used the Einstein summation convention. Tensor algebra was the
main mathematical tool in deriving the theory of general relativity. In the fields of
computer graphics and image processing, the term tensor is often used to define
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higher-order matrices, also known as multidimensional arrays. This definition does
not necessarily consider the transformation law in (2.1), and is only defined in
Rn . We also follow this convention, i.e. the term “tensor” in this thesis refers to a
multidimensional array of scalars.
Tensors are omnipresent in various applications such as computer graphics [96, 97,
98, 99, 100], imaging techniques [101, 102, 103, 104], image processing and computer
vision [105, 106, 107, 108], as well as scientific visualization [109, 110, 111]. While
tensors are merely an extension of matrices to dimensions larger than two, many of
the tools used in matrix analysis are not applicable to tensors. In what follows, a
brief description of a few tensor operations, e.g. unfolding and decomposition, will
be presented. Note that the concepts relevant to this thesis will be covered and for
more details the reader is referred to a comprehensive review article by Kolda and
Bader [112] and a book on the topic [113].
Let X ∈ Rm1 ×m2 ×···×mn be a real-valued n-dimensional (nD) tensor, also referred
to as an n-way or n-mode tensor. The values along a certain mode of a tensor is
called a fiber. For instance, second mode fibers of a 3D tensor Z ∈ Rm1 ×m2 ×m3
are obtained from Zi1 ,:,i3 for different values of i1 and i3 .
The norm of a tensor X is calculated as
v
um m
mn
1 X
2
uX
X
kX k = u
...
Xi21 ,i2 ,...,in .
t
i1 =1 i2 =1

(2.2)

in =1

Multiplication of a tensor with a matrix along mode N is called the N -mode
product and is denoted by the symbol ×N . Given a tensor X ∈ Rm1 ×m2 ×···×mn and
a matrix U ∈ RJ×mN , the result of the N -mode product is a tensor of dimension
m1 × . . . mN −1 × J × mN +1 × · · · × mn with elements
(X ×N U)i1 ,...,iN −1 ,j,iN +1 ,...,in =

m
N
X

Xi1 ,i2 ,...,iN −1 ,iN ,iN +1 ,...,in Uj,iN .

(2.3)

iN =1

Another useful operation on tensors is unfolding, also known as flattening or
matricization. This operation transforms a tensor into a matrix by taking the fibers
along a certain mode of the tensor and arranging them as columns of a matrix.
The unfolding of a tensor X along mode N is denoted X(N ) . In this process, an
element Xi1 ,i2 ,...,iN −1 ,iN ,iN +1 ,...,in maps to a matrix element X(N ) (iN , j), where
j = 1+

n
X
k=1, k6=N


(i − 1)
k

k−1
Y



mp  .

(2.4)

p=1, p6=N

Tensor unfolding allows us to use well-established tools from matrix analysis
on tensors. For instance, N -mode product can be mapped to a matrix-matrix
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multiplication using unfolding:
Y = X ×N U ⇔ Y(N ) = UX(N ) ,

(2.5)

where Y can be obtained by folding Y(N ) (i.e. by performing the inverse of
unfolding).
The nD tensor X is rank one if it can be written as X = a(1) ◦ a(2) ◦ · · · ◦ a(n) , where
a(i) ∈ Rmi and the symbol ◦ denotes the outer product of vectors. Moreover, the
rank of X is the smallest positive integer R such that
X=

R
X
(r,1)

a

◦ a(r,2) ◦ · · · ◦ a(r,n) .

(2.6)

r=1

Calculating the rank of a tensor is NP-hard. This is in contrast with the rank of
a matrix, which is uniquely defined and can be obtained by e.g. Singular Value
Decomposition (SVD).
The tensor rank decomposition in (2.6) is known as the CANDECOMP/PARAFAC
decomposition, or CP in short. While CP decomposition requires weaker conditions
for uniqueness [114] (in contrast to matrix rank decompositions), it is typically
intractable to compute. This is because R is unknown and an algorithm that solves
(2.6) for a fixed R remains an active research problem [115, 116, 117, 118, 119, 120].
Another tensor decomposition method that has been widely used in many scientific
and engineering problems is the Higher Order SVD (HOSVD) [121], also known as
the Tucker decomposition. The HOSVD of the tensor X is as follows
X = G ×1 U(1) ×2 U(2) ×3 · · · ×n U(n) ,

(2.7)

where G is called a core tensor and the matrices {U(i) }ni=1 are orthogonal (often
orthonormal). It is possible to obtain a truncated HOSVD by only computing a
fraction of columns of {U(i) }ni=1 . In this way, G becomes a compressed version of X .
Alternatively, one can set the small values of G to zero to achieve compression of X .
It should be noted that unlike truncated SVD of matrices, truncated HOSVD is not
necessarily optimal in an `2 sense. However, computing HOSVD is straightforward,
see Algorithm 1.
While the result of HOSVD is not necessarily optimal, it is typically used as a
starting point for iterative algorithms such as Alternating Least Squares (ALS)
[115].
In some applications, it is more convenient to use the matrix representation of the
N -mode product. This enables the utilization of existing tools in matrix analysis.
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Input: A tensor X ∈ Rm1 ×m2 ×···×mn and the desired rank of factor
matrices, (r1 , . . . , rn ), where r1 ≤ m1 , . . . , rn ≤ mn .
Result: Core tensor G ∈ Rm1 ×m2 ×···×mn and factor matrices
{U(i) ∈ Rmi ,ri }ni=1
1
2
3
4
5
6

for i = 1 to n do
X(i) ← unfold X along mode i ;
Compute SVD: X(i) = U(i) SV;
U(i) ← leading left ri columns from U(i) ;
end
G ← X ×1 (U(1) )T ×2 (U(2) )T ×3 · · · ×n (U(n) )T ;

Algorithm 1: Higher Order Singular Value Decomposition (HOSVD)
An important mathematical operation in this regard is the Kronecker product,
defined for two matrices A ∈ Rm1 ,m2 and B ∈ Rp1 ,p2 as




. . . A1,m2 B

..
..
.
.
.

Am1 ,1 B . . . Am1 ,m2 B


A⊗B = 


A1,1 B
..
.

(2.8)

Using the Kronecker product, we can rewrite (2.7) in the matrix form as


X(i) = U(i) G(i) U(n) ⊗ · · · ⊗ U(i+1) ⊗ U(i−1) ⊗ · · · ⊗ U(1)

T

,

(2.9)

or in a vectorized form as




vec (X ) = U(n) ⊗ · · · ⊗ U(1) vec (G) .

2.3

(2.10)

Sparse Signal Estimation

The goal of sparse signal estimation is to calculate the sparse representation of
a signal given a dictionary. The algorithms performing this task are sometimes
called sparse coding or sparse signal recovery algorithms. Let us first formulate the
problem for a 1D signal y ∈ Rm . The formulation will later be expanded to higher
dimensionalities. Assume that y is sparse in an overcomplete dictionary D ∈ Rm×k ;
i.e. in the absence of noise we have y = Ds, where ksk0 ≤ τ and τ is the sparsity.
If the signal is noisy, denoted ŷ, then the representation is not exact, i.e. ŷ ≈ Ds.
Alternatively, we may be able to find an exact representation ŷ = Dŝ, however
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at the cost of reducing sparsity, i.e. kŝk0 ≥ ksk0 . The sparse signal estimation is
formulated as follows
min
ksk0 s.t. ky − Dsk22 ≤ ,
(2.11)
s
where an estimate of noise is required to set the value of . If we have an estimate
of sparsity, we may solve
min ky − Dsk22 s.t. ksk0 ≤ τ.
s

(2.12)

When neither τ nor  can be estimated, the unconstrained problem (i.e. the
Lagrangian form) is solved
1
min λksk0 + ky − Dsk22 .
s
2

(2.13)

Equation (2.13) is known as the Basis Pursuit DeNoising (BPDN) [122]. Solving
the above problems is NP-hard due to non-convexity of the `0 norm. The main
difficulty arises from the fact that we do not know the location of nonzero values in
s. Let us define the function supp (s), which outputs the location of nonzero values
as an index set, known as the support of a sparse signal. In fact, if the support of
s is known, then (2.11) reduces to a least squares problem with the closed-form
solution

s = D† y,
Λ
Λ
(2.14)
s
{1,...,k}\Λ = 0,
where the operator \ denotes set difference. However, the support of s is in general
unknown and as of writing this thesis, there is no algorithm
than an exhaustive
 other

search over all possible support sets; i.e. one has to solve τk least squares problems,
assuming that we know the sparsity of the solution. As an example, finding the
support for an image of size 32 × 32 that is sparse, with τ = 16, under a dictionary
D ∈ R1024×2048 will take approximately 1.37e+22 years to complete if each least
squares problem takes 1.0e−10 of a second!
The non-convexity problem of the `0 norm can be addressed by replacing it with
an `1 norm. In this way, the optimization problem becomes convex and one can
rewrite it such that classical linear programming algorithms can be used [76]. In
Fig. 2.1 a geometrical interpretation of the solution of (2.11) for different types of
norm when k = 3 is shown. The solution, i.e. s, is at the intersection of the feasible
set defined by y = Ds and a ball defined by the norm of s. The feasible set forms a
hyperplane of dimensional Rk−m embedded in Rk [66]. Comparing different norms
in Fig. 2.1, we see that the `2 norm does not produce a sparse solution. This is
because the intersection point is not on a coordinate axis. In contrast, for `0 and
`1 norms the solution lies on a coordinate axis, hence the other two components of
s are zero. More details about the geometric interpretation of the sparse recovery
problem can be found in [63, 123, 124].
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(a) `0 ball

(b) `1 ball

(c) `2 ball

Figure 2.1: Intersection of the feasible set (the yellow plane) with the (a) `0 ball,
(b) `1 ball, and (c) `2 ball. The intersection point is shown in red.

There exists a large body of research on deriving algorithms for sparse signal
estimation. Indeed finding more efficient algorithms remains and active research
topic. Sparse recovery algorithms can be divided into two main categories depending
on whether the `0 or the `1 variant is being considered.
The first category is Greedy methods, which estimate the support of the signal using
iterative procedures instead of solving an optimization problem. Matching Pursuit
(MP) [125] and Orthogonal Matching Pursuit (OMP) [126] are probably the earliest
examples of greedy methods for solving (2.11). These algorithms estimate one new
support index at each iteration. Moreover, due to the heuristic nature of MP and
OMP, deriving theoretical guarantees is challenging. One of the contributions of
this thesis is a theoretical analysis on the support recovery performance of OMP,
see Section 5.7 and Paper F. Many algorithms have been proposed to improve
the performance of MP and OMP. For instance, Regularized OMP (ROMP),
Compressive Sampling MP (CoSaMP) [127], and Stagewise OMP [128] recover
multiple support indices at each iteration and offer stronger theoretical guarantees.
Other examples of greedy algorithms are [129, 130, 131, 132, 133, 134, 135, 136, 137].
The second category contains convex relaxation methods, also known as optimization
based or `1 algorithms. These methods are based on different variations of linear
programming for solving an `1 problem. Moreover, convex relaxation algorithms
offer guaranteed convergence due to the convexity of the problem. However, they
are substantially slower than greedy algorithms. For instance, OMP and ROMP
have a running time complexity of O(τ mk), while linear programming using the
interior point method has a complexity of O(m2 k 1.5 ), see [127]. Additionally,
worst case time complexity of `1 methods is exponential, while greedy methods
are typically linear. A few examples of `1 algorithms include GPSR [138], SPGL1
[139], SpaRSA [140], LARS [141], and [142, 143, 144, 145, 146, 147]; see also [148]
for a classification of different `1 solvers.
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Apart from the two categories described above, there exists a “hybrid” family of
methods. For instance, Smoothed-`0 (SL0) [82] approximates the `0 pseudo-norm
with a continuous function controlled by a parameter α that converges to the `0
pseudo-norm when α → 0. While the method directly solves the `0 problem, it is
based on gradient descent instead of a greedy algorithm. Other examples of hybrid
methods include [149, 150, 151, 152, 153, 154, 155].
All of the algorithms mentioned above solve a sparse recovery problem for a vector,
i.e. a 1D signal. While sparse recovery of 1D signals have received a lot of attention
during the last two decades, recovery of high dimensional signals, i.e. tensors,
have been relatively untouched. Caiafa and Cichocki propose the Kronecker-OMP
algorithm [102, 156], a modification of the OMP method for tensors. Moreover,
they also propose N-BOMP, an algorithm designed for block-sparse [157] tensors.
In [158], the authors solve a nonlinear problem with the assumption of low rank
or sparse structures along each mode. Moreover, a recovery method for lowrank tensors synthesized as sums of outer products of sparse loading vectors was
proposed in [159]; however, the algorithm relies on solving the NP-hard problem of
estimating the tensor rank. More recently, Friedland et al. proposed Generalized
Tensor Compressed Sensing (GTCS) [160]. The method is shown to be vastly
superior in computational complexity compared to vectorized sparse recovery but
suffers from poor reconstruction quality in real world applications [161].

2.4

Dictionary Learning

The goal of dictionary learning is to construct a set of basis functions using machine
learning such that any input signal can be modeled as a linear combination of
a small subset of basis functions with the least amount of error. Just like any
machine learning method, one needs a large training set that is representative of
the signal family being considered (e.g. a large number of images). If the training
set does not capture different variations of the data, sparse representation of the
unobserved test signals leads to low sparsity, or large error, or both.
Since sparse representation is the goal of dictionary learning, one needs an algorithm
for sparse recovery as described in Section 2.3. On the other hand, the dictionary
is a parameter in the sparse recovery problem, see (2.11). In such “chicken-and-egg”
problems, it is a common practice to iteratively solve an optimization problem
for one of the parameters while fixing the other until the convergence of both
parameters. For instance, one can start by a random initialization of the dictionary,
solve for the sparse coefficients, update the dictionary, and so on.
Perhaps the most commonly used dictionary learning method is K-SVD [162].
Moreover, this algorithm is typically used as a baseline for evaluating the effective-
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ness of dictionary learning methods. Since a large family of algorithms follow the
same steps as K-SVD, albeit with different approaches for solving the problem,
we start by describing this method. The K-SVD algorithm solves the following
optimization problem
min kX − DSk22 s.t. kSi k0 ≤ τ, ∀i ∈ {1, . . . , N },
S, D

(2.15)

where X ∈ Rm×N is a collection of N training signals, and τ is a user-defined
sparsity parameter; moreover, D ∈ Rm×k and S ∈ Rk×N are the dictionary and
sparse coefficients that we would like to estimate, respectively. A dictionary with
k > m is called overcomplete. The larger the number of columns in D, the higher
the sparsity of the representation. A dictionary that can model a larger group of
signals with high sparsity and low error is called representative. While increasing k
leads to a more representative dictionary, it comes at the cost of significantly higher
computational cost per iteration and a slower convergence. Moreover, increasing
the overcompleteness requires a larger training set. It is common to use k = δm,
where δ is a scalar defining overcompleteness. For instance, if δ = 2, we call the
dictionary two times overcomplete.
K-SVD iterates over two steps until convergence: 1. sparse coding and 2. dictionary
update. The sparse coding is done using OMP for each signal in the training set by
solving
min kXi − DSi k22 s.t. kSi k0 ≤ τ.
(2.16)
Si

Alternatively, equation (2.16) can be solved using Batch-OMP [163] because D is
fixed for all Xi .
The dictionary update is done one atom at a time, i.e. by fixing all the atoms
except one. In order to isolate the ith atom for updating, we can rewrite the
objective function of (2.15) as
kX − DSk22 = kE(i) − Di Si,. k22 , where E(i) = X −

m
X

Dj Sj,. ,

(2.17)

j=1, j6=i

The vector Si,. ∈ RN is the ith row of S and describes which signals in the training
set use the ith atom. The term E(i) is a residual term that we would like to estimate
using atom i. Indeed the solution of (2.17) is obtained by a rank one approximation
of E(i) using SVD. However, in this way Si,. will not fulfill the sparsity requirement.
To account for the fact that we seek a sparse coefficient matrix S, we limit (2.17)
to the elements of E(i) and Si,. that are in the support set of Si,. ; i.e. we only
update the nonzero values of Si,. , which means only the signals that use the atom i
contribute to updating it. This can be simply achieved by multiplying (2.17) with
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a sampling matrix that samples elements according to supp Si,. . Hence, equation
(2.17) becomes
kE(i) − Di Si,. k22 ∝ kE(i) Ω(i) − Di Si,. Ω(i) k22 = kΥ − Di ρ(i) k22 ,

(2.18)

where Υ = E(i) Ω(i) and ρ(i) = Si,. Ω(i) . We can now compute a rank one SVD as
follows Υ = σuvT , and the minimizer of (2.18) is obtained by setting Di = u and
ρ(i) = σv.
Since the advent of K-SVD, signal and image processing communities have been
actively reporting new and improved dictionary learning methods. Online dictionary
learning [164] uses stochastic optimization techniques to significantly accelerate
the performance of K-SVD. An `1 variant of K-SVD was proposed in [165] by
adopting a probabilistic approach. A different approach for solving (2.15) was
introduced in [166] that uses majorization optimization approach, with guaranteed
convergence. Mailhé et al. propose INK-SVD by introducing an intermediate
step in K-SVD that decorrelates dictionary atoms. Low coherence leads to an
improved compressed sensing performance, see Chapter 5. The proposed method
was improved in [167]. A method for training dictionaries that are invariant under
rotation and flipping was proposed in [168]. However, the method learns the
invariance for a pre-defined set of transforms. A different criteria for dictionary
learning was proposed in [169], where instead of minimizing the sparsity, a low
entropy representation is sought for compression. An extension of K-SVD to handle
additive sparse corruptions of training signals was proposed in [170]. A modification
of K-SVD was discussed in [171], where similar sparsity for individual signals is
promoted rather than a global sparsity as in (2.15). Another enhancement of
K-SVD comes in the form of adaptively determining the required number of atoms
during training [172, 173, 174, 175].
There exists a family of “task-driven” dictionary learning methods that tune the
dictionary for a specific task, e.g. classification and clustering [176, 177, 178, 179,
180, 181, 182], image denoising [183, 184, 185, 186], medical imaging [187, 188, 189],
plenoptic imaging [190], or even reducing the block artifacts of JPEG images [191].
In [192], the authors propose a variant of K-SVD where only the dictionary update
is performed. Moreover, unlike (2.18) where only the coefficients in the support are
updated, the new method updates the entire vector Si,. , hence admitting the change
of support in each iteration. A divide-and-conquer method was used in [193] to train
dictionaries for correlated training examples, followed by a method for combining
the atoms. In [194], an algorithm for directly solving (2.15) without an alternating
approach is presented; however, the performance of the proposed method is not
competitive with K-SVD [195]. Liang et al. [196] propose a distributed algorithm
to learn a dictionary over multiple nodes that can be used in a sensor network
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environment. More recently, convolutional neural networks have been utilized for
dictionary learning and sparse representations [197].
Multidimensional dictionary learning has only recently attracted researchers for
proposing methods that can take as input matrices and tensors. In classical
dictionary learning, i.e. one that is formulated by (2.15), multidimensional signals
in the training set are vectorized. However, there are two major shortcomings with
this approach. First, the trained atoms do not capture structures present along
each dimension independently. For instance, in a light field video each dimension
possesses simple structures that can be utilized for training atoms. However, when
these structures or similarities are combined in a single object (i.e. a vector), the
model becomes too complicated for training. Second, vectorizing a multidimensional
signal often leads to a very large vector, hence dramatically increasing the training
time. In many cases, this issue makes the training for large datasets intractable.
oN

n

Let X (i)
be a collection of N tensors with a dimensionality of m1 × · · · × mn .
i=1
The multidimensional dictionary learning problem can be formulated as
n minon
(j)

X̂ − Ŝ ×1 U(1) ×2 U(2) ×3 · · · ×n U(n)

Ŝ, U

2
F

j=1

s.t.

Ŝ:,...,:,i

0

≤ τ, ∀i ∈ {1, . . . , N }, (2.19)

where X̂ ∈ Rm1 ×···×mn ×N is the collection of N tensors for training arranged along
the last dimension. Similarly, Ŝ ∈ Rk1 ×···×kn ×N contains N
n sparse coefficient
on
tensors. Moreover, the dictionary is a collection of n matrices U(j) ∈ Rmj ×kj
.
j=1
As before, if mj < kj , then the dictionary is overcomplete along the jth dimension.
To the best of author’s knowledge, there exists only a few methods for solving (2.19).
K-HOSVD and T-MOD were proposed in [198], which are extensions of K-SVD
and MOD [199] for tensors. However, the training algorithm is only evaluated on a
synthetic dataset. Moreover, the method
k1 k2 . . . kn updates of dictionary
n
orequires
n
atoms. In other words, each atom of U(j)
is updated multiple times. Separable
j=1

Dictionary Learning (SeDiL), proposed in [200], trains a dictionary of the form
D = U(2) ⊗ U(1) while enforcing low coherence on the dictionary. The authors solve
the problem using algorithms for optimization on manifolds [201]. However, it is
unclear how the method can be extended to higher dimensions. Recently, Ding
et al. [104] propose a method for solving (2.19) that requires k1 + k2 + · · · + kn
atom updates, although with an additional least squares problem for each update.
The authors also present a method for joint optimization of the multidimensional
dictionary and a sensing matrix for compressed sensing.
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Figure 2.2: Light field parametrization.

2.5

Visual Data: The Curse/Blessing of Dimensionality

Perhaps the most simple type of visual data is an image, defined by the function
i(x, y, λ), where (x, y) defines the location of a pixel and λ defines the wavelength.
Images with three wavelength bands (red, green, and blue) are omnipresent in our
daily life. It is also possible to capture and store images with more than three
wavelength bands, which are called multispectral or hyperspectral. Multispectral
images have a wide range of applications in agriculture, environmental monitoring,
pharmaceuticals, and industrial quality control. If we add a temporal dimension
to an image, we obtain a video, defined by v(x, y, λ, t). A simple camera with a
lens captures an image by integrating incoming radiance from multiple directions
on a pixel during the short period of time the shutter is open. The depth of field
is a byproduct of this integration. Multispectral imaging requires more advanced
setups, see e.g. [103, 202, 203, 204].
While an image only contains spatial (projected) luminance values from a scene, a
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light field contains both spatial and angular information. If we define a light field
on a plane, just like an image, then each pixel has multiple values corresponding to
outgoing radiance along directions defined by a hemisphere centered at the pixel.
This can be described by the function l(x, y, φ, θ, λ), where (φ, θ) defines a direction
vector in spherical coordinates (see Fig. 2.2a). A different parametrization is
based on defining two planes for camera and image [20], defined by the function
(r, t, u, v, λ), where (r, t) and (u, v) parameterize the camera and image planes,
respectively (see Fig. 2.2b). Furthermore, a light field can be described over a
3D geometrical object [205], which is known as surface light field. At each point
on an object, we place a hemishpere aligned with the normal at the point. The
outgoing radiance values along multiple directions in this hemishpere are stored,
which can be described by the function l(x, y, z, φ, θ, λ). There exists other types
of light field parametrizations [206, 207, 208]. Indeed one can append a temporal
dimension to any of the above mentioned parametrizations. The result is called a
light field video, defined by e.g. l(x, y, φ, θ, λ, t). Additionally, multispectral light
field cameras have emerged recently [209, 210]. In Chapter 1 we mentioned datasets
that describe reflectance properties, e.g. BRDF, SVBRDF, and BTF. The common
denominator for large-scale multidimensional datasets is the extremely tedious
tasks of acquisition, storage, and processing. Regarding storage, a single-precision
floating-point light field with 4K UHD spatial resolution and an angular resolution
of 32 × 32 consumes 97.2 gigabytes of storage. An hour long video of this light
field requires about 2.15 petabytes of storage at 30 frames per second. Indeed the
acquisition of such datasets also pose many challenges due to the limitations of
sensors and the required bandwidth. Moreover, direct processing on the entire
dataset is typically not possible. These challenges are associated with the curse of
dimensionality.
To tackle the problem of multidimensional visual data processing, a common
approach is to divide the dataset into small elements. We call such an element
from a visual dataset a data point, or a signal depending on the context. Let us
provide a few examples and setup the notations that will be used in the remainder
of this thesis. Let the function l(ri , tj , uα , vβ , λγ ) describe a discrete two plane
n

light field. We divide the light field into a set of data points X (i)
(i)

m1 ×m2 ×m3 ×m4 ×m5

oN
i=1

, where

X ∈R
. In other words, we construct small patches of size
m1 × m2 over the camera plane (ri , tj ), and patches of size m3 × m4 over the image
plane uα , vβ , as well as 1D patches of size m5 along the spectral domain. One
can also obtain 1D, 2D, 3D, and 4D data points from a 5D dataset by unfolding
certain dimensions. For instance, a 2D data point from a light field can be defined
as X(i) ∈ Rm1 m2 ×m3 m4 m5 , i.e. the rows contain an unfolded camera plane patch
and the columns contain an unfolded color patch from the image plane. We
assume that the dimensionality of data points are fixed over the entire dataset.
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In practice, for a seamless angular representation of the light field, we include all
the angular and spectral information in each data point, while dividing the spatial
domain into small patches. A light field video can be subdivided into small data
points in a similar fashion, with the addition that we divide the time domain into
small segments, each containing a few consecutive frames. Hence we obtain 6D
data points X (i) ∈ Rm1 ×m2 ×m3 ×m4 ×m5 ×m6 , where m6 is the number of consecutive
frames used in each data point.
Dividing a multidimensional dataset into small data points has several benefits.
First, it enables parallel processing of the dataset, as well as bypassing the memory
requirements of processing the entire dataset. More importantly, for reasons that
will described in Section 3.2, visual datasets are known to exhibit coherence or
similarities among small data points. These similarities occur both in the original
domain of the data point, and in the transformed domain, e.g. when we use
sparse representation of the data points. We call this family of similarities inter
data point coherence. Moreover, there exists similarities inside each data point,
which we call intra data point coherence. These two properties are fundamental
elements that describe the superior performance of the methods proposed in this
thesis for efficient compression and compressed sensing compared to previous work.
We call this the blessing of dimensionality, because as the dimensionality of the
dataset grows, specifically for visual data, we observe more and more inter and
intra coherence among data points.

Chapter

3

Learning-based Sparse
Representation of Visual Data
In Section 2.5 we described the notion of the blessing of dimensionality. As the
dimensionality of the data grows, the amount of self-similarities (also known as
coherence) in the data grows. There are numerous approaches for exploiting the
blessing of dimensionality [211]. For instance, we may be able to find a lowdimensional representation that accommodates the data with minimal error. Linear
variants of such methods are known as low-rank approximations [212] and nonlinear algorithms are referred to as manifold learning [213, 214, 215]. A prominent
tool for exploiting the blessing of dimensionality is sparse representations, where
the data is modeled using a dictionary such that only a few atoms are needed
for an accurate representation, as described in Section 1.1. We also discussed in
Section 1.1 that one of the applications of sparse representations is compression. A
high-level flowchart for compression using a training-based dictionary is illustrated
in Fig. 3.1 below.
This thesis makes contributions on the sparse representation of visual data for
compression using a new dictionary learning algorithm. In particular, this chapter
will introduce methods for training an ensemble of multidimensional dictionaries
that enable highly sparse representations with a small representation error. The
outline of this chapter, as well as the contributions of this thesis on the topic
of sparse representations, will be presented in Section 3.1. Applications of the
algorithms presented in this chapter for the compression of multidimensional visual
data will be presented in Chapter 4.
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Figure 3.1: A flowchart for compression using a training-based sparsifying dictionary.

3.1

Outline and Contributions

Section 3.2 presents a method for learning a Multidimensional Dictionary Ensemble
(MDE). This model enables highly sparse representations of visual data, while
the size of the ensemble is orders of magnitude smaller than competing dictionary learning methods such as K-SVD. Since each dictionary in the ensemble is
orthonormal, given a dataset for compression, a fast greedy algorithm is used to
determine the best dictionary in the ensemble. This method was first introduced
in [105, 216], and in Paper B we extend the learning algorithm to accommodate
nD datasets. This extension is important since existing visual data, as described
in Chapter 1, vary in dimensionality, e.g. from 1D to 7D. Moreover, it is expected
that the dimensionality and complexity of visual data to increase in the near future
as new modalities for capturing natural phenomena emerge. Additionally, Paper B
presents a novel pre-clustering approach that improves the quality of representation,
while decreasing the training time by an order of magnitude (see Section 3.3). We
call the ensemble obtained from this method an Aggregate MDE, or AMDE in
short. The improvement in training time and representation power enables AMDE
to be used for a variety of applications involving high dimensional visual data that
have a prohibitive memory footprint.

3.2

Multidimensional Dictionary Ensemble

This section describes a training based method for computing a Multidimensional
Dictionary Ensemble (MDE). Our motivation for choosing this model for training,
as well as its benefits for sparse representation of visual data will be presented
in Section 3.2.1. Moreover, we state the requirements of a suitable dictionary
for compression, and compressed sensing, with respect to visual data. In Section
3.2.2, we formulate an optimization problem for training an MDE that satisfies the
requirements described in Section 3.2.1. Additionally, a brief explanation of our
approach for solving the optimization problem is presented. Finally, in Section
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Table 3.1: Table of variables and parameters used for training an AMDE.
symbol
n
m1 , . . . , mn
Nl
Nt
K
τl
τt
L(i)
T (i)
U(j,k)
S (i)
M
m

description
] of dimensions for a data point
nD data point dimensionality
] of training data points
] of testing data points
] of dictionaries in the ensemble
training sparsity
testing sparsity
ith training data point
ith testing data point
jth dictionary element of kth dictionary
ith sparse coefficients tensor
training membership matrix
membership vector of MDE

dimension
scalar
set
scalar
scalar
scalar
scalar
scalar
Rm1 ×···×mn
Rm1 ×···×mn
Rmj ×mj
Rm1 ×···×mn
RNl ×K
RNl ×K

3.2.3, an algorithm for obtaining sparse coefficients of data points we would like to
compress will be described. For convenience, Table 3.1 includes the parameters
and variables used throughout this section for training an MDE and utilizing it for
compression.

3.2.1

Motivation

Indeed there exists numerous possibilities for dictionary training depending on
the input dataset. Hence, before delving into the details of MDE, we present
the motivation behind our proposed model for sparse representation of visual
oNl

data. Let us consider a training set L(i)
, where L(i) ∈ Rm1 ×m2 and Nl is the
i=1
number of data points in the training set. Such a training set can be obtained from
images, or even higher dimensional datasets if we unfold a tensor into a matrix
(see Section 2.5). Applying Singular Value Decomposition (SVD) on each data
point yields L(i) = U(i) S(i) (V(i) )T , where U(i) ∈ Rm1 ×m1 and V(i) ∈ Rm2 ×m2 are
an orthonormal basis pair containing left and right singular vectors, respectively.
In addition, the diagonal matrix S(i) ∈ Rm1 ×m2 contains the singular values in a
decreasing order. The number of nonzero elements in S(i) defines the rank of L(i) .
From a different perspective, SVD defines orthogonal dictionaries U(i) and V(i) ,
along with a sparse coefficient matrix S(i) . The number of nonzero elements of S(i)
defines the sparsity of L(i) . This decomposition is exact and always exists.
n
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oNl

For nD data points, L(i)
, where L(i) ∈ Rm1 ×···×mn , a rank-revealing decompoi=1
sition that also produces orthogonal dictionaries does not exist. A close candidate
for this task is Higher Order SVD (HOSVD) [121] which computes the decomposition
n
n

L(i) = S (i) ×1 U(1,i) · · · ×n U(n,i) = S (i)

¡

U(j,i) ,

(3.1)

j=1

where U(j,i) ∈ Rmj ×mj , j = 1, . . . , n, are orthogonal dictionaries for L(i) ; the coefficient tensor S (i) ∈ Rm1 ×···×mn is all-orthogonal and describes the linear relation
between the dictionaries and the data point. Moreover, the symbol ×j defines
tensor-matrix multiplication along the jth mode; seenSection
on 2.2 for more details.
We can view the collection of orthonormal matrices U(j,i)
as basis matrices
j=1

along different modes and the elements of the core tensor (S (i) ) as coefficients
describing the linear combination of bases to form L(i) .
In the case of the SVD, if a low-rank approximation is needed rather than an exact
decomposition, one can nullify elements of S(i) with the smallest absolute value.
We denote the resulting matrix as Ŝ(i) ; hence, the approximated data point is
L̂(i) = U(i) Ŝ(i) (V(i) )T . Here, the approximation error is defined as kL(i) − L̂(i) kF ,
which is equivalent to kS(i) − Ŝ(i) kF due to the invariance of the Frobenius norm
under orthonormal transformations. By Eckart-Young theorem [217], the low-rank
approximation described above has the lowest error achievable with respect to any
matrix norm. This approximation method can be extended to higher dimensions via
HOSVD; i.e. by nullifying smallest elements in S (i) , we obtain an approximation
of L(i) . However, unlike SVD, here the number of nonzero elements of S (i) does
not indicate the rank of L(i) . Tensor approximation using HOSVD has shown
to produce acceptable results in practice for computer graphics and visualization
applications [28, 34, 96, 97, 98, 218, 219].
So far we have considered the decomposition of one data point. For compression of a
dataset comprising of a large number of data points, two families of approaches exist.
When we apply a tensor decomposition such as HOSVD on every data point in the
training set, we obtain an ensemble of Nl orthonormal multidimensional dictionaries
n

U(1,i) , U(2,i) , . . . , U(n,i)

oNl

i=1

. The obtained model is highly localized, i.e. each data

point is independently represented in a unique subspace of Rm1 ×m2 ×···×mn by the
coefficients S (i) . It is evident that such a model has a larger storage cost than the
input data. Therefore, compression is achieved by nullifying small elements in the
coefficient tensor S (i) , see e.g. [34, 97, 98]. Note that the dictionary columns that
correspond to nonzero coefficients in S (i) should also be stored for each data point,
which reduces the compression ratio drastically. At the other end of the spectrum,
one can define a single dictionary, using e.g. Principal Component Analysis (PCA)
[220], or its higher dimensional variants [221, 222]. In this model, all the data
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Table 3.2: Storage cost comparison of different dictionary types.
dictionary type
two times overcomplete K-SVD
2D MDE with K dictionaries
nD MDE with K dictionaries

storage cost
Qn

Qn
j=1 mj × 2 j=1 mj
Q
Q
Q
q
q
n
K
j=1 mj × j=1 mj + j=q+1 mj

× nj=q+1 mj
K (m1 × m1 + m2 × m2 + · · · + mn × mn )
Q



points are represented in one low-dimensional subspace. As a result, the size of the
dictionary is very small. However, visual data exhibit global nonlinearities, along
with locally linear structures [223, 224, 225, 226, 227, 228, 229], which renders a
single multidimensional dictionary inadequate for accurate sparse representations.
In conclusion, there is a trade-off between the quality and the storage cost of sparse
signal representations with respect to the number of dictionaries. The larger the
number of dictionaries, the higher the quality of representation, however at the
cost of increasing the storage requirements.
We use a model that is the middle ground between the aforementioned techniques,
hence providing a (user-defined) trade-off between the quality of reconstruction and
the compression ratio. In particular, we train an ensemble of K  Nl orthonormal
multidimensional dictionaries. A data point is then represented by one dictionary
as follows

¡
n

L(i) = S (i) ×1 U(1,k) ×2 · · · ×n U(n,k) = S (i)

U(j,k) ,

(3.2)

j=1

where U(j,k) ∈ Rmj ×mj is the jth dictionary element of kth dictionary. A dictionary
element is a matrix that operates along a specific dimension of a tensor. We denote
n

oK

the MDE by Ψ = U(1,k) , . . . , U(n,k)
, where K is a user-defined parameter.
k=1
Since our goal is to obtain efficient sparse representations of visual data, there
exists several additional requirements that should be fulfilled:
1. Sparsity: This is the key property that leads to efficient compression and
compressed sensing of visual data. As discussed in Section 1.1, because visual
datasets are typically compressible and not sparse, it is the effectiveness of the
dictionary that defines the sparsity and the representation error. Moreover,
sparsity is the key factor in exploiting the intra data point coherence.
2. Clustering: This is a key component in exploiting the inter data point
coherence of a training set. Since each data point in our model is represented
by one dictionary, and we have K  Nl , the training algorithm also performs
a clustering of data points. Another benefit of clustering is that it promotes
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the sparsity in the representation since it is unlikely that the entire training
set is sparse in one dictionary.
3. Representativeness: In practice, we would like to perform the training once,
and use the ensemble on a test set. The test set is a collection of data
points that we would like to compress, or perform compressed sensing on.
Since the test set is typically much larger than the training set, the trained
ensemble should be efficient enough to enable sparse representation of the
unobserved data points in the test set. This property is not possessed by
tensor decomposition based methods such as [34, 96, 97, 98, 230].
4. Arbitrary dimensionality: Since we consider visual data, which are very
diverse in terms of dimensionality, the dictionary ensemble should enable
sparse representations regardless of the data dimensionality.
5. Small dictionary size: Since the MDE is trained from a set of examples, it
needs to be stored for compression and compressed sensing. This is in contrast
to analytical dictionaries where the dictionary is evaluated during encoding or
decoding. Therefore, the size of the MDE is important for compression. A key
component in reducing the size of the MDE is multidimensionality. Tensor
decomposition and 1D dictionaries have very large memory footprints, which
makes the transmission of the dictionary to the decoder very challenging
[34, 162, 230]. See Table 3.2 for a storage cost comparison of different
dictionary types (and see Section 4.3 for numerical comparisons).
6. Fast local reconstruction: For real time rendering of e.g. light field and light
field videos, efficient local reconstruction of the compressed data is essential.
This property is achieved by the orthogonality of dictionaries (examples of
the local real time reconstruction of visual data will be given in Chapter 4).
Moreover, since the ensemble is small, the reconstruction process can be fully
implemented on the GPU.

In the following section, we formulate the problem of training an MDE that fulfills
the requirements stated above.

3.2.2

Training

Given the requirements stated in Section 3.2.1, and inspired by [105, 216], we
formulate the problem of training an MDE that enables the sparse representation
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of visual data as follows
Nl X
K
X

min

U

(j,k)

,S

(i,k)

Mi,k L

−S

(i,k)

,M i=1 k=1



U(j,k)

T

¡

2

n

(i)

U

(j,k)

j=1

, subject to

(3.3a)

F

U(j,k) = I, ∀k = 1, . . . , K, ∀j = 1, . . . , n,
S
K
X

(i,k)
0

(3.3b)
(3.3c)

≤ τl ,

Mi,k = 1, ∀i = 1, . . . , Nl .

(3.3d)

k=1

The objective function, i.e. (3.3a), measures the representation error over all data
points and dictionaries. Because each data point is represented by one dictionary,
we need a clustering matrix to enforce this structure on the objective function.
We call the clustering matrix M ∈ RNl ×K a membership matrix,
n a binary matrix
o
associating each data point L(i) to its corresponding dictionary U(1,k) , . . . , U(n,k)
in the MDE. Each row in M has only one non-zero component to guarantee that a
data point uses one dictionary; this is enforced by the constraint in (3.3d). The
sparsity of the coefficient tensor S (i,k) is enforced by the constraint in (3.3c), where
τl is a user-defined parameter for sparsity. Moreover, equation (3.3b) puts an
orthonormality constraint on the dictionaries. We denote the process of training
an MDE by the following function
n

U(1,k) , . . . , U(n,k)

oK
k=1

= Train

n

L(i)

oNl
i=1



(3.4)

, K, τl .

Note that although the training stage computes U(j,k) , S (i,k) , and M, we only need
oK

n

the MDE, i.e. Ψ = U(1,k) , . . . , U(n,k)
. This is because the test set is different
k=1
from the training set, and hence we need a new set of sparse coefficients and a
membership matrix. Moreover, since we have three sets of unknowns in (3.3), we
iteratively update each variable while fixing the others. The update rules are as
follows

T

T
S (i,k) = L(i) ×1 U(1,k) · · · ×n U(n,k) ,
(3.5)
U(j,k) = Z(j,k)



Z(j,k)

T

Z(j,k)

−1/2

(3.6)

,

where
Z(j,k) =

Nl
X

(i)



Mi,k L(j) U(n,k) ⊗ · · · ⊗ U(j+1,k) ⊗

i=1

U(j−1,k) ⊗ · · · ⊗ U(1,k)



(i,k)

S(j)

T

. (3.7)
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Moreover,

−1
K
i
i
X
β(δ
−δ
)
k
b 



Mi,k =

e

(3.8)

,

b=1

where

δki = L(i) − S (i,k) ×1 U(1,k) · · · ×n U(n,k)

2

(3.9)

.

F

The temperature parameter, β, in equation (3.8) is initialized with a small value.
For a fixed value of β, the sequential updates are repeated until the convergence of
Ψ. Then, the temperature parameter is increased and the same update procedure
is repeated. The algorithm converges when M is binary. The supplementary
materials of Paper B contains a pseudo code describing the training process in
more details. The derivation of the update rules above is a fairly straightforward
extension of the methods used in [105] from 2D data points to general nD data
points. Using the method of Lagrange multipliers, we can rewrite (3.3) as
Nl X
K
X

¡

2

n

Mi,k L

(i)

−S

(i,k)

i=1 k=1

(j,k)

U

j=1

F

N

N





K
K
l
X
X
1 Xl X
+
Mi,k log(Mi,k ) + µi 
Mi,k − 1
β i=1 k=1
i=1
k=1

+

K
n X
X



Tr Λ(j,k)



U(j,k)

T

U(j,k) − I



, (3.10)

j=1 k=1

where µi and Λ(j,k) are Lagrange multipliers (note that Λ(j,k) are symmetric
matrices). The term Mi,k log(Mi,k ) is an entropy barrier function [231] that
ensures the positivity of Mi,k . The update rule for Mi,k in (3.8) is independent
of the data dimensionality as long as an error function associating a data point
to a dictionary is defined (e.g. equation (3.9)). See [232] for the derivation of
(3.8). Moreover, the update rule for S (i,k) in (3.5), followed by the nullification of
the small elements of S (i,k) , is a trivial extension of Theorem 2 in [105]. For the
update rule of U(j,k) , k ∈ {1, . . . , K}, j ∈ {1, . . . , n}, we first gather and rewrite the
terms in (3.10) that are dependent on U(j,k) (i.e. one dictionary element). Using
(2.9), and due to the invariance of the Frobenius norm to tensor unfolding, we can
rewrite (3.10) as
X
i,k





Mi,k Tr GT G +

K
X



Tr Λ(j,k)



U(j,k)

T



U(j,k) − I

+ C,

(3.11)

k=1

where C contains the terms that are independent of U(j,k) , and

T
O
(i)
(j,k) (i,k) 
(α,k) 
G = L(j) − U
S(j)
U
α={n,...,1}\j

.

(3.12)
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For notational brevity, define
∆
Ū =

U(α,k) .

O

(3.13)

α={n,...,1}\j





Then, expanding the term Tr GT G in (3.11), and using the properties of the
matrix trace, we obtain
"
X

Mi,k Tr



(i)

L(j)

T

(i)

!



L(j) − 2Tr

(i)

L(j)

T

(i,k)

U(j,k) S(j) ŪT

!

i,k



(i,k)

+Tr Ū S(j)

T 
K
X

U(j,k)


T

(i,k)

U(j,k) S(j) ŪT

Tr Λ(j,k)



U(j,k)

T

!#

+


U(j,k) − I

+ C. (3.14)

k=1

Setting the derivatives with respect to U(j,k) and Λ(j,k) to zero leads to the following
system of equations (see [233] for a comprehensive review of matrix derivative
rules)


 
T


T
X

(i)
(i,k)
(i,k)

2
Mi,k −L(j) + U(j,k) S(j) ŪT Ū S(j)
+ U(j,k) Λ(j,k) + Λ(j,k) = 0,
 i



(j,k) T


U

U(j,k) − I = 0

(3.15)
A similar optimization problem was considered in [216], where the authors propose
a closed form solution for obtaining a basis given a collection of one-dimensional
data points and subject to an orthonormality constraint. According to [216], the
solution of (3.15) can be calculated as U(j,k) = LRT , where L and R are left and
right singular vectors of Z(j,k) , defined in (3.7).

3.2.3
n

Testing
oNt

Let T (i)
denote a test set containing Nt data points, where the test set is a
i=1
collection of data points that we would like to compress. The process of obtaining
a set of sparse coefficient tensors corresponding to the data points in the test set
is called testing. In addition to the sparse coefficient tensors, the testing process
should also determine the most suitable dictionary in the MDE for each data point.
Thanks to the orthonormalilty of the dictionaries, the testing process is simple.
In Algorithm 2, we outline a greedy algorithm based on [105] that achieves this
goal. The algorithm takes as input a data point and an MDE, and outputs a sparse
coefficient tensor, as well as an integer holding the index of a dictionary in the
MDE that leads to the best sparse representation of the data point. Therefore
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Input: A data point T (i) in the test set, error threshold , sparsity τt , and
n

an MDE Ψ = U(1,k) , . . . , U(n,k)

oK

k=1

.

Result: A membership index, a, and a sparse tensor, S (i) .
Init.: e ∈ RK ← ∞ and z ∈ RK ← 1
1
2
3
4
5
6
7
8
9
10
11

for k = 1 to K do
T



T



X (k) ← T (i) ×1 U(1,k) · · · ×n U(n,k) ;
while zk ≤ τt and ek >  do
Q
Nullify ( nj=1 mj ) − zk smallest elements of X (k) ;
ek ← T (i) − X (k) ×1 U(1,k) · · · ×n U(n,k)
zk = zk + 1;
end
end
a ← index of min(z);
if za = τt then a ← index of min(e);
S (i) ← X (a) ;

2
F

;

Algorithm 2: Compute
and
the membership
index. The
n coefficients
o


algorithm implements S (i) , a = Test T (i) , Ψ, τt ,  .
the algorithm is repeated for each data point in the test set. Clearly we prefer
each data point to be represented by the smallest number of coefficients to achieve
sparsity. However, if two or more dictionaries produce a representation with equal
sparsity, then we choose the dictionary with the smallest reconstruction error. Two
parameters are used to achieve this goal: a sparsity parameter, τt , and an error
threshold, . Note that τt is merely an upper bound for sparsity and that we do not
need an accurate estimate of τt . The threshold, , controls the amount of tolerable
Q
error in the sparse representation. As an example, if we set τt = nj=1 mj , i.e. the
maximum possible value, then the amount of sparsity of a data point only depends
on . In this way, we obtain coefficient tensors with variable sparsity over the test
set.
We denote the process of obtaining the sparse coefficient tensors and a membership
vector from a test set and an MDE by the following function
n

S (i)

oNt
i=1



, m = Test

n

T (i)

oNt
i=1



, Ψ, τt ,  ,

(3.16)

where the vector m ∈ RNt contains the membership indices obtained from Algorithm
2 for all the data points in the test set; i.e. the value of mi is an index pointing to
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a dictionary in the MDE that is used for the data point T (i) . If the dictionaries are
not orthonormal, then one has to solve an `0 problem using e.g. OMP, as discussed
in Section 2.4. The computational complexity of Algorithm 2 is significantly lower
than OMP, which is among the fastest `0 solvers. The speedup achieved using
an MDE facilitates the compression of large-scale datasets. We will discuss the
examples of compressing large-scale visual data in Chapter 4.

3.3

Pre-clustering

In this section, we discuss an algorithm for improving the performance of MDE with
regards to the computational complexity of the training and the representativeness
of the ensemble. We achieve this by performing a pre-clustering of the training set,
followed by training an MDE for each pre-cluster. This approach assists the MDE
training in finding a more suitable set of dictionaries for sparse representation. Our
motivation for pre-clustering is described in more details in Section 3.3.1. Moreover,
the pre-clustering algorithm will be presented in Section 3.3.2.

3.3.1

Motivation

The training algorithm discussed in Section 3.2 is a powerful tool for sparse
representation of visual data. In Section 1.1 we discussed how sometimes there are
data points that do not admit a sparse representation in a dictionary (see Fig. 1.3).
Our solution was to add a new atom (in the case of an overcomplete dictionary),
or to add a new orthogonal dictionary (for an orthogonal dictionary ensemble).
Considering complex datasets such as light fields, it is not unlikely that a trained
MDE with a limited number of dictionaries would fail in the sparse representation
of the entire domain of light fields. Given that a test set containing all the possible
light fields is practically infinite, we can only improve our model to alleviate the
problem of representation error. One approach is to train an ensemble with a larger
number of dictionaries. However, with large-scale datasets, training a large number
of dictionaries quickly becomes intractable. In Paper B, we choose a different
approach by applying pre-clustering to the training set, followed by learning an
ensemble for each pre-cluster. We use the term “pre-clustering” since learning an
MDE includes a clustering of the training set using the membership matrix M.
An important factor in any clustering algorithm is the choice of a metric for
computing pairwise distances between data points. For instance, K-Means [16] uses
an `2 distance metric between points and have been used in computer graphics and
visualization for different applications [228, 234, 235, 236, 237]. K-Means is also
an important component in other clustering algorithms, e.g. spectral clustering
[238, 239]. In Section 3.2 we described the requirements for choosing a dictionary
in an ensemble. In particular, the metric is defined to be based on the sparsity
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Table 3.3: Table of variables and parameters used for training an AMDE.
symbol
C
c
Nr
p


description
number of pre-clusters
pre-cluster membership
number of representatives
number of CP components
error threshold

n

dimension
scalar
RNl
scalar
scalar
scalar

oNl

Input: The training set L(i)
, the number of clusters C, and the
i=1
number of representative points Nr
Result: The pre-cluster membership vector c ∈ RNl
1
2
3
4

5
6

n

Rearrange L(i)

oNl
i=1
T

into F ∈ RNl ×m1 m2 ...mn ;

Compute F = AB using CP with p principal components;
Apply K-Means to rows of A with Nr clusters;
n

oNr

n

L̄(i)
← the centroids of L(i)
i=1
K-Means;
n

Ū(1,c) , . . . , Ū(n,c)

c = Test

oC

= Train

n

oNl
i=1

L̄(i)

using cluster indices returned by

oNr



, C, τl ;

c=1
i=1

n
o
o
(i) Nl
(1,c)
(n,c) C
, . . . , Ū
, τl ,  ;
L
, Ū
c=1
i=1

n

Algorithm  3: The pre-clustering
algorithm implementing c =

Nl
Precluster {L(i) }i=1
, C, Nr , p, 

and the representation error of a data point with respect to the dictionaries in the
ensemble. Therefore, we would like the pre-clustering algorithm to use a similar
metric for grouping the data points in the training set. Ideally, if the pre-clustering
is successful, we obtain a set of pre-clusters where the data points in each pre-cluster
are similar in terms of sparsity. In this way, the remaining variations in sparsity
within a pre-cluster will be captured by the clustering done during training. From
a different perspective, we are performing two layers of clustering prior to the
training of the multidimensional dictionaries. Indeed one can perform additional
levels of nested clustering of the training set, which is expected to perform better
in capturing inter and intra coherences present in the data.
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3.3.2

Aggregate Multidimensional Dictionary Ensemble

Paper B presents a pre-clustering algorithm that groups the data points based on
their sparsity and representation error. In addition, the pre-clustering is designed
such that the effect of noise and outliers in the data is reduced. For convenience,
Table 3.3 includes all the parameters used for the training of a pre-clustered MDE.
Algorithm 3 presents a pseudo code for the pre-clustering method, and in what
follows we provide a brief description as well as our motivation for each of the steps
involved.
First, we reduce the dimensionality of the data points in the training set. For
Q
notational brevity, define m = nj=1 mj . The decomposition F = ABT is performed,
Nl ×m
where F ∈ R
contains vectorized data points as rows, A ∈ RNl ×p contains
coefficients in each row, and B ∈ Rm1 m2 ...mn ×p has a set of basis vectors as columns.
When p  m, we achieve a dimensionality reduction of the data points. In other
words, the rows of A are now relatively low dimensional vectors that approximate
the large multidimensional data points of the training set. A popular choice for
performing this decomposition is Principal Component Analysis (PCA). However,
PCA is known to be notoriously sensitive to outliers and noise [240]. Unfortunately,
visual datasets are prone to noise and outliers due to the imperfections in the
sensing process used to capture the data. Instead of PCA, we propose to use
Coherence Pursuit (CP) [241], a Robust-PCA algorithm [211, 242] that is simple
and fast, with strong theoretical guarantees.
Next, we apply K-Means on the rows of A with Nr clusters. Our goal here is to
obtain a subset of the training set that is representative of the entire set. The
user-defined parameter Nr controls the number of representative data points. Using
n

oNl

the obtained cluster indices from K-Means, the centroids of L(i)
are calculated.
i=1
In other words, we calculate the mean of data points that are inside a K-Means
cluster. One can also choose a data point from a K-Means cluster at random. We
n

oNr

call these centroids the representative set, denoted L̄(i)
. The representative
i=1
set is then used to train an MDE with C dictionaries, where C is the number
of user-defined pre-clusters. Finally, the trained MDE, together with the entire
training set, are used to produce a membership vector c ∈ RNl using Algorithm 2,
which associates each data point in the training set to a pre-cluster. We use the
following function to denote the pre-clustering of a training set
c = Precluster

n

L(i)

oNl
i=1



, C, Nr , p,  ,

(3.17)

A thorough numerical analysis of the user-defined parameters (see Table 3.1)
is presented in the supplementary materials of Paper B. The most important
parameters are C and K. In practice, we would like to increase C and K as long
as the computational cost of the training is acceptable. The values of these two
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oNl

n

Input: The training set L(i)
, number of pre-clusters C, number of
i=1
dictionaries per cluster K, training sparsity τl , number of
representatives Nr , number of CP coefficients p, and an error
threshold . n
oCK
Result: An AMDE U(1,k) , . . . , U(n,k)
k=1

n

1

c = Precluster

2

for c = 1 to C do

3
4
5
6

n

o

n

L(i)

X (j) ⊂ L(i)

oNl

oNl
i=1

, C, Nr , p,  using Algorithm 3;

such that cj = c;

i=1
o
(1,k,c)
(n,k,c) K
U
,...,U
k=1

n



= Train

n

o



X (j) , K, τl ;

end
Compute the aggregated ensemble Ψ using (3.18);

Algorithm 4: Pre-clustered training to obtain an AMDE. This is performed
only once for each application
parameters are proportional to the reconstruction quality because they decrease
the representation error.
Since each MDE is a set, we combine all the MDEs that were trained for the
pre-clusters into a single MDE. Formally,
Ψ=

C n
[

U(1,k,c) , . . . , U(n,k,c)

c=1

oK
k=1

n

= U(1,k) , . . . , U(n,k)

oCK
k=1

.

(3.18)

With a slight abuse of notation, the new ensemble is also denoted by Ψ. We call
the union of MDEs in 3.18 an Aggregate Multidimensional Dictionary Ensemble
(AMDE). To summarize, Algorithm 4 presents our approach for training an AMDE.
An important advantage of using an AMDE is that one can expand this set by
adding more dictionaries. As an example, assume that we train an AMDE on a set
of natural light fields. A direct application of this AMDE on synthetic light fields
may lead to inferior results compared to an AMDE that is trained on synthetic
datasets. In this case, one can simply combine the two trained AMDEs to form a
new one; and Algorithm 2 will choose the best dictionary in the combined AMDE
for a given data point (synthetic or natural). This property is not possessed by
other approaches for dictionary learning (see Section 2.4). For instance, K-SVD
cannot be expanded by the addition of new atoms, since a new training procedure
has to be invoked.
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3.4

Summary and Future Work

In this chapter, we presented an efficient learning based algorithm for sparse
representation of visual data. The new method, i.e. AMDE, has several properties
that distinguishes it from previous works. First, it enables sparse representation of
multidimensional visual data since the algorithm is independent of dimensionality.
As a result, any type of discrete visual data can be efficiently represented in this
basis. Second, the pre-clustering algorithm, combined with the clustering of MDE,
enables extremely sparse representations that are adapted to the given dataset. This
means that the AMDE is more representative, as defined in Section 2.4, compared
to an overcomplete or an analytical dictionary. Therefore, the AMDE shows better
performance in handling visual datasets with large variations within the data,
which will be confirmed in Chapter 4, where we examine the efficiency of AMDE
in various applications. Third, AMDE enables real time rendering of compressed
visual data. This property is achieved by our multidimensional representation, as
well as the orthogonality of the dictionaries. Finally, compared to the widely used
1D dictionary training algorithms [162, 165, 172, 175, 192], the AMDE has orders
of magnitude smaller memory footprint.
For future work, we believe that the extension of AMDE by applying nested
levels of clustering is an interesting direction for research. Moreover, by extending
orthonormal dictionary elements to overcomplete dictionary elements, one can
achieve significant improvements on the representativeness of AMDE. However,
this causes the reconstruction to become significantly slower, hence removing the
real time performance of the AMDE. Note that Algorithm 2 is only valid for an
orthonormal dictionary ensemble, and when we have an overcomplete ensemble, it
is required to solve an `0 or `1 problem to obtain the sparse coefficients. While
GPU-based implementations of such algorithms exist [243, 244, 245], our initial
results show that several improvements are needed for utilizing them for largescale visual datasets. Another interesting direction for improving the AMDE is to
perform the pre-clustering and the MDE training stages in an iterative manner. In
other words, we can use the trained AMDE to guide the pre-clustering in the next
iteration (the first iteration of this method is Algorithm 4).

Chapter

4

Compression of Visual Data
Compression has been utilized in computer graphics in several applications [97,
98, 246, 247, 248]. However, learning based methods for the sparse representation
of visual data have received little attention. Hence, one of the main goals of this
thesis is to describe and analyze methods for efficient sparse representations of
visual data that enable high compression ratios with minimal degradation in image
quality, as well as real time rendering of the compressed data. Utilizing the MDE
and the AMDE, introduced in Chapter 3, in this chapter we will present three
applications for the efficient compression of visual data using sparse representations.
While a full compression framework may entail several other steps, such as entropy
coding, we only focus on finding suitable transformations of the visual data using
the learning based dictionary ensembles. Indeed any entropy coding algorithm can
be applied on top of the methods we introduce in this chapter.

4.1

Outline and Contributions

In Section 4.2, we utilize MDE and K-Means to compress surface light fields for
real time photorealistic rendering of highly complex static scenes. The method
was presented in Paper A and the results show significant improvements over
clustered principal component analysis [228], spherical harmonics [44], and K-SVD.
In Section 4.3, we use the AMDE for the compression of light field and light field
video datasets. The proposed method outperforms well-established analytical basis
functions, as well as training based dictionaries. More importantly, we show that
the AMDE enables real time GPU-based rendering of high resolution light field
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videos that consume hundreds of gigabytes of storage. More detailed analysis
of these results can be found in Paper B. Finally, in Section 4.4, we utilize the
AMDE for the compression of datasets obtained from a device for appearance
capture of relatively large scenes. A rotating arc containing several high resolution
cameras covering the full hemisphere above the scene captures more than 300
gigabytes of data in a few seconds. After the compression of the data using the
AMDE, real time exploration of the scene using e.g. virtual reality goggles is made
possible. While the results are not published yet, they are included in this thesis
to show the effectiveness of the AMDE in various applications. We would like to
emphasize that since the AMDE can be trained on any discrete visual dataset
with an arbitrary dimensionality, the results presented here are merely examples of
possible applications for the proposed method.

4.2

Precomputed Photorealistic Rendering

This section will present a method for real time photorealistic rendering of highly
complex scenes by pre-computing the Surface Light Field (SLF) of a scene. Given
the large amount of data generated by SLFs, we apply a variant of MDE to
compress this data. Moreover, we demonstrate high-quality real time rendering of
the compressed SLF datasets using the GPU. We start by stating our motivation
for choosing precomputed photorealistic rendering over approximate real time
ray tracing methods in Section 4.2.1. An overview of the method is presented in
Section 4.2.2. Moreover, various stages of the algorithm are described in sections
4.2.3–4.2.5, followed by the results in Section 4.2.6.

4.2.1

Background and Motivation

Photorealistic rendering is one of the key challenges in computer graphics. Decades
of research has culminated in numerous methods for achieving photorealism in
rendered images. While a significant progress has been made to this date, our
definition of “photorealism” is also evolving. Moreover, as new techniques for rendering emerge, the amount of required computational power increases dramatically.
Inadequate computing power has been a common trend in the field since the dawn of
photorealistic rendering techniques [249, 250], a trend that is expected to continue
in the future as our expectations of photorealism evolves. Today, a photorealistic
rendering of a scene can take minutes to hours, or even days on multi-processor
and multi-computer architectures. As a result, real time photorealistic rendering
on a consumer level personal computer is a very challenging task. Several methods
have been proposed in this direction, mostly relying on approximation techniques
for ray tracing that utilize modern GPUs. However, existing methods only focus
on certain components of the photorealistic rendering, or simulate a certain natural
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Figure 4.1: Surface light field parameterization: (a) Illustration of HRDF matrices
defined on a surface and (b) Spatial and angular sampling of the Stanford bunny.

phenomenon. For instance, several methods have been proposed for achieving real
time photorealism of defocus blur [251], lens flare effects [252], layered materials
[253], diffraction effects [254], rainbows [255], ocean surface [14], fur [256], and ray
tracing of implicit surfaces [257] and isosurfaces [258]. Recently, Silvennoinen and
Lehtinen [259] propose a real time global illumination technique with dynamic light
sources in static scenes. However, the method is limited to diffuse materials only.
A different approach for real time photorealistic rendering is to pre-compute
computationally intensive elements of the rendering pipeline. An early example of
this approach was presented in [31], where a set of captured photos of a convex
scene are resampled to an SLF. The SLF is then compressed using PCA, followed
by vector quantization. The proposed method achieves real time performance for
static scenes comprising of synthetic and scanned objects. Ren et al. [260] propose
to learn a radiance regression function using neural networks that takes as input a
position, view direction, and lighting conditions to calculate indirect illumination.
The scene is assumed to be static, while the light sources can be dynamic. The
main shortcoming of this approach is that only point light sources can be used.
Moreover, the direct lighting is performed with an approximation method which
significantly reduces photorealism. Note that the radiance regression function is
trained and tested on the same scene, however with different light source locations
and ray origins.
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4.2.2

Overview

In contrast to the methods described in Section 4.2.1, Paper A presents an algorithm
for real time photorealistic rendering of scenes with arbitrarily complex materials
and light sources. The proposed method does not enforce any limitations on the
complexity of the scene, however we require the scene to be static. To achieve real
time performance, we precompute the full global illumination of each object in a
scene and store the result in a set of SLFs. The proposed method consists of three
stages: 1. SLF data generation (Section 4.2.3), 2. SLF compression (Section 4.2.4),
and 3. real time rendering of the compressed SLF data (Section 4.2.5). In what
follows, a brief description of each stage is presented. The results are summarized
in Section 4.2.6.

4.2.3

Data Generation

An SLF is a 6D function of variables (x, y, z, φ, θ, λ) that describes the outgoing
radiance from a point (x, y, z) on a geometrical object along the direction (φ, θ)
and with wavelength λ. As a first step, we need to discretize an SLF over each
geometrical object in the scene. To facilitate the discretization of the spatial domain
(x, y, z), we perform uniform sampling of the texture space of each object, hence
obtaining a set of points on the surface of each object. This is shown in Fig. 4.1b.
For angular sampling, we use concentric mapping [261] to transform a regular 2D
grid to a set of points on the unit hemisphere (see Fig. 4.1b); this mapping is
invertible. Therefore, the outgoing radiance on the hemisphere can be stored in
a matrix. We call this matrix the Hemispherical Radiance Distribution Function
(HRDF), see Fig. 4.1a. For each object in the scene, we create a set of N HRDFs
of size m1 × m2 , where these parameters are user defined and describe the required
angular resolution.
At each of the N spatial location on an object, we calculate the outgoing radiance
along the directions defined by the HRDF. To reduce Monte Carlo noise, for each
outgoing direction in the HRDF, we use several rays in a small neighborhood of
the outgoing direction and take the mean of the obtained radiance values. A clear
advantage of our method is that any photorealistic rendering technique can be
used for populating the SLF for each object in the scene. Moreover, there are no
limitations on the type of materials or light sources since the outgoing radiance is
calculated by an offline renderer.

4.2.4

Compression

Once we have the set of HRDFs for each object, K-Means is performed to cluster
the HRDFs. Then for each cluster, we train a 2D MDE as described in Section
3.2. Afterwards, the coefficients and the membership vector are calculated using
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(a) Raw SLF size: 3.2GB, FPS: 34

(b) Raw SLF size: 13.6GB, FPS: 38

(c) Raw SLF size: 6.3GB, FPS: 26

(d) Raw SLF size: 13.6GB, FPS: 38

Figure 4.2: Real time photorealistic rendering from compressed SLF datasets using
an NVIDIA GTX 560 from ancient times with 1GB of memory.
Algorithm 2 and stored to the disk. It should be noted that here we perform a
training for each object of the scene. In other words, the training and testing sets
are the same and we have to store an MDE for each object. An extension of this
method is to train an AMDE on a large dataset of SLFs from different scenes. In
this way, it is only required to perform Algorithm 2 in order to obtain the sparse
coefficients and the dictionary memberships for any new given SLF dataset to be
compressed.

4.2.5

Real Time Rendering

During the real time rendering of the scene, from the intersection position of a
camera ray with an object, we obtain the index i ∈ {1, . . . , N } of an HRDF using
the texture coordinates at the intersection point. From the direction of the camera
ray, the index of an element inside the HRDF is calculated using inverse concentric
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(a) Reference rendering

(b) MDE∗

(c) CPCA

(d) MDE∗ false color

(e) CPCA false color

Figure 4.3: Insets from Fig. 4.2, comparing a reference rendering, MDE∗ , and
CPCA. The reference rendering uses raw SLF data from an offline renderer.

mapping. Indeed, for each image pixel to be rendered, we only need a single value
from an HRDF that corresponds to the view direction. Obtaining this value is
straightforward due to the orthonormality of the dictionaries. Let H(i)
x1 ,x2 be an
element at location (x1 , x2 ) of the ith HRDF, then
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H(i)
x1 ,x2 =

zi
X
z=1

(1,mi ) (i)
(2,mi )
z S z zU
z ,
l1 ,l2 x2 ,l2
1 ,l1

(4.1)

Ux

where m is the membership vector, zi is the number of nonzero elements in S(i) ,
and (l1z , l2z ) defines the location of nonzero values in S(i) .

4.2.6

Results

To evaluate the method, we construct three scenes as shown in Fig. 4.2. For data
generation, we used the PBRT renderer [15] because it is an open-source software
and we could embed our SLF data generator. The geometry, materials, and light
sources were designed to challenge the compression method rather than producing
very realistic renderings. For instance, we use multiple points light sources and
highly specular measured materials (e.g. gold and silver) to produce extremely
high frequency variations inside each HRDF. Indeed this is very challenging for a
compression method. The Cornell box in Fig. 4.2a contains an area light source
on the ceiling and three point light sources. The scene in Fig. 4.2b contains 10
point light sources, and Fig. 4.2d shows our results for the same scene under image
based lighting. Figure 4.2c has 6 point light sources and the gold ring has a perfect
specular component to cast caustics on the plane. In Fig. 4.3 we include insets
from these scenes and compare the results with CPCA compression, and the raw
SLF data. Our method significantly outperforms CPCA in retaining the details of
the SLF data. For very high frequency materials, e.g. the gold ring in Fig. 4.2c,
CPCA fails to capture the details.

4.3

Light Field and Light Field Video

In Paper B, we use the AMDE for the compression of light fields and light field
videos. For light fields, the Stanford Lego Gantry dataset1 is used, which consists of
twelve light fields with angular resolution of 17 × 17 and a variable spatial resolution
(typically 1024 × 1024). We used 8 × 8 central views of the light fields and construct
data points with dimensionality m1 = 5, m2 = 5, m3 = 8, m4 = 8, and m5 = 3; i.e.
we create 5 × 5 patches over each light field view image. The following parameters
were used to train an AMDE: C = 16, K = 8, τl = 20, p = 128, and Nr = 4000.
Therefore, the dictionaries in the AMDE have the dimensionality
n

U(1,k) ∈ R5×5 , U(2,k) ∈ R5×5 , U(3,k) ∈ R8×8 ,
U(4,k) ∈ R8×8 , U(5,k) ∈ R3×3

1

http://lightfield.stanford.edu

o128
k=1

. (4.2)
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The first, forth, and eighth view of Bracelet. Red line shows disparity between views.

Reference

AMDE, PSNR: 39.90dB, size: 18.1MB

K-SVD, PSNR: 36.73dB, size: 18.1MB

5D DCT, PSNR: 33.98dB, size: 18.0MB

HOSVD, PSNR: 32.31dB, size: 18.1MB

CDF97, PSNR: 31.98dB, size: 18.2MB

Figure 4.4: Visual quality comparison for a natural light field from the Stanford
Lego Gantry dataset. The size of the light field is 240MB. False color insets are
included to facilitate comparison.
The cover of this thesis illustrates the sparse representation of the Tarot Cards
light field using an ensemble of two dictionaries with the same dimensionality as in
(4.2).
Reconstruction results for the Bracelet light field are summarized in Fig. 4.4, where
we compare to K-SVD, 5D Discrete Cosine Transform (DCT) [263], HOSVD, and
CDF 9/7 (the basis used in JPEG2000). Apart from the three light fields we used
for testing (Bracelet, Lego Knights, and Tarot Cards), the rest of the dataset was
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(a) First angular images for frames 150, 175, and 200 of Trains

(b) Reference

(c) AMDE, PSNR: 37.00dB, size: 809MB

(d) K-SVD, PSNR: 35.06dB, size: 807MB

(e) 6D DCT, PSNR: 35.29dB, size: 807MB

(f) HOSVD, PSNR: 35.20dB, size: 807MB

(g) CDF 9/7, PSNR: 29.80dB, size: 1116MB

Figure 4.5: Visual quality comparison of different compression methods for the
Trains natural light field video from [262]. The parameters for all the methods
were chosen so that the storage cost is the same. The dictionary is not included in
storage cost.
used for training. AMDE is vastly superior compared to the analytical dictionaries
and the tensor decomposition based methods. Moreover, compared to K-SVD,
we see a large improvement in quality, as well as the time required for encoding
and decoding (see Paper B). More importantly, the size of the K-SVD dictionary
is 88MB, while AMDE is 0.046MB. Note that we did not include the size of the
K-SVD dictionary in the calculation of its storage cost. And yet AMDE shows a
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much superior image quality compared to K-SVD.
For light field videos, we used the dataset described in [262], which was captured
using a 4 × 4 camera array at 30 frames per second. Each camera has a resolution
of 2048 × 1088. From this dataset, we create data points of size m1 = 10, m2 = 10,
m3 = 4, m4 = 4, m5 = 3, and m6 = 4; i.e. the spatial patches are 10 × 10 and each
data point contains four consecutive frames. Note that we have included all the
angular information in each data point to have seamless angular reconstruction
during the rendering. For training, we set the following parameters: C = 4, K = 32,
τl = 100, p = 400, and Nr = 6000. The training of AMDE was done on the Painter
dataset to compress the Trains dataset, as shown in Fig. 4.5. These two light field
videos are visually very different from each other. Moreover, unlike Lytro Illum
light fields (see Fig. 6.5) which have a disparity of 1 to 5 pixels, the disparity of the
Trains light field video is up tp 150 pixels. Since there is little coherence along the
angular dimension of each data point, the dataset we use here is very challenging
for compression. Here, we also see the clear advantage of the AMDE, achieving
about 2.0dB over K-SVD, even though the size of the K-SVD dictionary is 432MB
and the size of the AMDE is 0.0627MB.
Reconstruction of light fields and light field videos is fairly straightforward. We
state the reconstruction procedure for a light field video. Indeed when rendering a
light field video, we only need to reconstruct a single light field view in a frame.
Let Tx(i)
be an element of T (i) that we would like to reconstruct. Since the
1 ,x2 ,...,x6
dictionaries in the ensemble are orthonormal and the coefficients are sparse, we
can use the following formula to obtain Tx(i)
:
1 ,x2 ,...,x6
Tx(i)
=
1 ,x2 ,...,x6

zi
X
z=1

(i)

(1,mi ) (2,mi )
(6,mi )
z U
z ...U
z ,
x2 ,l2
x6 ,l6
1 ,l1

Slz ,lz ,...,lz Ux
1 2

6

(4.3)

where m and S (i) are obtained from Algorithm 2, zi is the number of nonzero
elements in S (i) , and (l1z , l2z , . . . , l6z ) defines the location of nonzero values in S (i) .
Since the computational complexity of (4.3) is only related to the sparsity of data
points, an efficient GPU-based implementation is indeed feasible. We developed an
application for real time playback of high resolution light field videos, achieving
more than 40 frames per second for the dataset of [262] and 200 frames per
second for the Stanford Lego Gantry dataset using an NVIDIA Titan Xp GPU.
The implementation utilizes multi-threading and pixel buffer objects (PBO) to
accelerate the data transfer between the CPU and the GPU, hence enabling real
time playback of lengthy light field videos on a consumer level PC.
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(a) The large-scale appearance capture
device. Per Larsson for scale, the man
behind making the research gadgets at
the Visual Computing Laboratory.

(b) Diagram of the capturing mechanism
using 13 cameras.

Figure 4.6: SLF compression and rendering.

4.4

Large-scale Appearance Data

At the Visual Computing Lab (VCL), where the author of this thesis has been
working as a PhD candidate, we have recently developed an appearance capture
device for relatively large scenes, see Fig. 4.6a. The device consists of a circular
frame 3.2 meters in diameter, mounted on a precision guided motor. A diagram
of the device is shown in Fig. 4.6b. Several cameras and individually addressable
LED light sources can be mounted on the frame. By rotating the frame that holds
the cameras, the full outgoing radiance of a scene can be captured. Moreover, the
LED light sources can be used for projecting special lighting patterns on the scene
for e.g. estimating the geometry [264] or capturing the light transport of the scene
[86]. The setup used for the experiments conducted for this thesis consists of 13
cameras with a resolution of 4112 × 3008 that are mounted on one side of the frame,
as shown in Fig. 4.6b. A number of objects, as well as scenes containing multiple
objects, have been captured using this device, where a capture results in 323.46
gigabytes of data when stored using half-precision floating point values [265].
In this section we report compression results using an AMDE for the two data
sets demonstrated in Fig. 4.7. The azimuthal movements of the cameras are one
degree apart, giving us 360 sets of images, where each set contains 13 images
from 13 cameras along the elevation angle. Because the distance between two
neighbouring cameras is relatively large, there is little coherence between the
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Figure 4.7: Examples of cropped images captured using the device in Fig. 4.6

Reference, size: 323.46GB

Reconstructed images, size: 9.39GB,
PSNR: 44.71dB

Reference, size: 323.46GB

Reconstructed images, size: 9.54GB,
PSNR: 46.80dB

Figure 4.8: Compression results for the Miffy and Drill scenes captured using the
device in Fig. 4.6. The PSNR is calculated over the entire dataset.
images of neighbouring cameras. As a result, we create data points from 360 images
captured from each camera. The patch size over each image is set to 40 × 30.
Therefore, each data point has dimensions m1 = 40, m2 = 30, m3 = 3, and m4 = 6,
where m4 represents the number of consecutive azimuthal images that are included
in a data point. Note that in contrast to the surface light field application described
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in Section 4.2, here we do not have the geometry of the objects in the scene. The
appearance data discussed in this section can be interpreted as spherical light fields
[266].
In Section 3.3 we discussed an important advantage of AMDE in terms of flexibility.
In particular, one can train several AMDEs from different datasets and take the
union of them to obtain a more representative ensemble. Due to the fact that the
images from different cameras are considerably distinct, we train three AMDEs
for images captured using three cameras (from top: cameras 2, 7, and 13). Each
AMDE was trained using the following parameters: C = 4, K = 8, τl = 32, p = 128,
and Nr = 5000. Therefore, the final AMDE contains 96 dictionaries. After applying
Algorithm 2 using the raw dataset and the AMDE, we store the coefficients to disk.
Preliminary image quality results are included in Fig. 4.8. The compression ratio
for the two datasets, without entropy coding of the sparse coefficients, is about
34 : 1. Moreover, a real time renderer is developed that enables exploration of the
scene using e.g. virtual reality and head mounted displays.

4.5

Summary and Future Work

We applied the AMDE for compression of four different datasets: surface light
fields (5D unfolded to 2D), light fields (5D), light field videos (6D), and appearance
data (4D). A compression ratio of 10 : 1 up to 40 : 1 can be achieved even without
applying entropy coding on the sparse coefficients. Given the flexibility of AMDE,
we are interested in applying the proposed compression method to a variety of new
datasets. In particular, an interesting direction for future work is the application of
AMDE to BTF (7D or 8D), BRDF (5D), and SVBRDF (7D) datasets. Regarding
the appearance capturing device discussed in Section 4.4, an area of future research
is to utilize LED arrays for projecting dictionaries in order to directly measure
the coefficients. Additionally, since AMDE has a small representation error, we
believe that the sparse coefficients, as well as the membership vector, can be used
in classification and recognition problems. Since the AMDE already performs a
clustering, the application of Algorithm 2 leads to the classification of input data
points. However, this classification is based on sparsity and error. Therefore, one
needs to alter the problem definition in (3.3) by adding a constraint to enforce the
dictionaries to be discriminative according to a predefined metric.
Another interesting area for future research is to design real time compression
techniques. Initial steps in this direction has been taken. For instance, in [8] we
present a GPU-based implementation of Algorithm 2 for fast encoding of light
fields. Further experiments also show that real time compression of high resolution
light field videos is certainly feasible. Such a technique has a broad range of
applications, e.g. for real time capturing and storage of appearance data that we
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discussed in Section 4.4. While compressed sensing, which is the topic of chapters
5 and 6, is a more efficient method to accelerate the capturing of visual data, it
requires different sensing mechanisms, and hence new hardware implementations.
In contrast, real time compression during the capturing can be applied on top of
existing measurement devices for obtaining compact representations of BRDFs,
BTFs, light field videos, and other types of visual data.

Chapter

5

Compressed Sensing
For decades, the Shannon-Nyquist theorem
[69, 70] defined the requirements for sampling signals. It states that a band-limited
signal with no frequencies higher than f can
be completely determined by placing samples
at uniform (equally spaced) points that are
1/2f seconds apart, which implies sampling
at a rate of 2f (known as the Nyquist rate).
Uniform sampling exerts several limitations
in practice, especially when sampling rate is
high. The introduction of nonuniform sampling [267] opened up many new research
directions. The Shannon-Nyquist theorem
holds for nonuniform sampling as long as the Figure 5.1: Saving time with mathe1
average sampling rate exceeds the Nyquist matics .
rate [268]. This requirement can be relaxed
when we know the frequency band locations and their widths [269, 270], or using
periodic non-uniform sampling [271], as well as reconstruction from local averages
[272]. However, reconstruction methods used for uniform sampling do not apply to
nonuniform sampling (see [273] for a review of recovery methods from nonuniform
samples). Two important applications that deal with the problem of reconstructing
a signal from its nonuniform frequency-domain samples are Computed Tomography
1

Image source: people.eecs.berkeley.edu/~mlustig/
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(CT) and Magnetic Resonance Imaging (MRI) [274].
Compressed Sensing sparked a paradigm shift in signal sampling. The main results
in compressed sensing state that a sparse signal can be exactly recovered with a
sampling rate well-below the Nyquist rate. While sparse representation was a very
active field in 1990s and 2000s for denoising and solving inverse problems using
wavelets, mathematical formulation of conditions for exact recovery was never
considered [122]. Just like many other ground-breaking inventions, compressed
sensing was discovered by chance. In 2004, Emmanuel Candès was trying to
reconstruct a sub-sampled Shepp-Logan Phantom image [275]. By his surprise,
the result of the `1 problem turned out to be an exact recovery of the original
image even though the sampling rate was well-below what he thought was the
required number of measurements. This motivated him to find the reason behind
this “magical” outcome and to formulate it. With the help of one of the greatest
mathematicians of our time, Terrence Tao, they published some of the seminal
works in compressed sensing [75, 76, 77]. In parallel, David Donoho presented an
information theoretic perspective on recovery of sparse signals from only a few
measurements [42], and for the first time dubbed the method “compressed sensing”.
The majority of the work presented in this thesis involves compressed sensing.
Moreover, contributions of this thesis on the topic are both theoretical and empirical.
This chapter will discuss the theoretical findings of this thesis, in which an outline
of the materials to be discussed, as well as the contributions, are summarized
in Section 5.1. In Chapter 6, we will present the empirical contributions of this
thesis for utilizing compressed sensing in various computer graphics and imaging
applications.

5.1

Outline and Contributions

Compressed sensing is indeed of paradoxical nature – exact reconstruction from
what appears to be highly inadequate measurements. Therefore, rigorous analysis of
the conditions for exact recovery is crucial. Before presenting the main theoretical
contributions of this thesis regarding compressed sensing, key definitions that are
used throughout this chapter are presented in Section 5.2. Section 5.3 formulates
the compressed sensing problem for 1D signals, which is the most common way of
formulating the problem, as well as nD signals. In addition, we discuss different
types of measurement matrices in Section 5.4, which play an important role in
deriving conditions for exact recovery. There are two families of theoretical analysis
in compressed sensing. Universal theoretical results (Section 5.5) demonstrate the
conditions for exact recovery by analyzing the properties of a measurement matrix,
sparsity, and the number of measurements. There exists a large body of research
on deriving metrics for the suitability of a measurement matrix with regards to
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exact recovery. We will review a number of these metrics in sections 5.5.1–5.5.4
and present some of the key results regarding the universal recovery conditions for
sparse signals.
Aside from universal results, there exists a family of theoretical results on the
convergence of specific algorithms solving the compressed sensing problem (e.g.
using `0 , `1 , or `p norms for 0 < p < 1). Indeed these algorithm-specific results
also consider sparsity, number of measurements, and the metrics on measurement
matrices for exact recovery. However, these properties are considered in the context
of the algorithm at hand. Algorithm-specific analyses typically perform better
for an specific algorithm than universal results; however this comes at the cost
of reducing the generality of the obtained theoretical results. This thesis makes
contributions by presenting a novel algorithm-specific analysis, as well as a universal
result for recovery of signals that are sparse under a dictionary ensemble.
One of the key contributions of this thesis is a theoretical analysis of Orthogonal
Matching Pursuit (OMP), an `0 recovery method that is widely used and provides
a good trade off between accuracy and computational cost. In Section 5.6, we
describe the OMP algorithm and present its advantages and disadvantages from a
practical point of view. Next, in Section 5.7, a theoretical analysis of the method
is presented, where we derive conditions under which the OMP algorithm exactly
recovers a sparse signal. This analysis is a combination of the theoretical results
reported in Paper F and Paper G.
In Section 5.8, we present a theoretical analysis on the uniqueness of the solution
obtained from an `0 problem when the signal is sparse in an ensemble of dictionaries
(see Section 3.2). This analysis is based on a spike ensemble for point sampling,
which has several applications in graphics and imaging. The theoretical results
for an ensemble of 2D dictionaries (orthogonal or overcomplete) were reported in
Paper D. Moreover, a generalized analysis for an ensemble of nD dictionaries was
presented in Paper B. Finally, in Section 5.9 we summarize the contributions and
present possible venues for future work.

5.2

Definitions

In what follows, a number of key definitions that will be used in the upcoming
sections of this chapter are listed.
Definition 5.1 (signal). A signal, in the context of the materials presented in
this thesis, is a real or complex valued vector (x ∈ Rm ), matrix (X ∈ Rm1 ×m2 ) or
tensor (X ∈ Rm1 ×m2 ×···×mn ).
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Formulations in this chapter are based on real-valued signals, unless stated otherwise.
Definition 5.2 (τ -sparse). A signal x ∈ Rm is called τ -sparse under a dictionary
D ∈ Rm×k if x = Ds and ksk0 = τ . Note that τ ≤ m, otherwise the representation
is not unique. This definition can also be used for vec (X) and vec (X ).
Definition 5.3 ((τ1 , . . . , τn )-sparse).
A signal oX ∈ Rm1 ×···×mn is called (τ1 , . . . , τn )n
n
(i)
sparse under an nD dictionary D ∈ Rmi ×ki
if X = S ×1 D(1) ×2 · · · ×n D(n)
i=1
and
max
(5.1)
n
o (S(i) ):,j = τi
Q
∀j∈ 1,...,

n
k=1,k6=j mk

0

Note that τi ≤ mi , ∀i ∈ {1, . . . , n}, otherwise the uniqueness of representation cannot
be guaranteed.
Definition 5.4 (support). Let x ∈ Rm be τ -sparse under a dictionary D ∈ Rm×k .
The support of x, denoted supp(x)D , is a set of natural numbers holding the location
of nonzero values in s. When it is clear from the context, we may drop the subscript,
i.e. supp(x). For matrices and tensors, the elements of the support set are tuples,
e.g. {(i1 , i2 ), (j1 , j2 ), . . . } and {(i1 , . . . , in ), (j1 , . . . , jn ), . . . }, respectively.
Definition 5.5 (mutual coherence). The mutual coherence of a matrix X ∈
Rm×k is
|XTi Xj |
µ(X) = max
.
(5.2)
1≤i6=j≤k kXi k2 kXj k2
Definition 5.6 ((p, q) operator norm). The (p, q) operator norm of a matrix X
is defined as
kXbkq
kXkp,q = max
(5.3)
b6=0 kbkp

5.3

Problem Formulation

In Section 1.2, we briefly introduced compressed sensing and formulated the problem
of sampling a 1D sparse signal. For convenience, we include equations (1.1) and
(1.2) below
min kŝk0 s.t. ky − ΦDŝk22 ≤ ,

(5.4)

min kŝk1 s.t. ky − ΦDŝk22 ≤ ,

(5.5)

ŝ

ŝ

where Φ ∈ Rs×m is a measurement or sensing matrix and D ∈ Rm×k is a dictionary
that enables the sparse representation of an unknown signal x = Ds, ksk0 = τ . The
measurement model is formulated as y = Φx + w, where w is the measurement
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noise. The sensing matrix Φ maps a vector of dimension m to a vector of dimension
s. The variable s denotes the number of samples, and is typically user-defined,
unless the measurement matrix has a predefined size. If the measurements are
assumed to be noise-free, i.e. w = 0, then the constraints of (5.4) and (5.5) are
replaced with y = ΦDŝ. It is a common practice to define A = ΦD for convenience.
The matrix A is called an equivalent measurement matrix.
The recovery of an nD signal, X ∈ Rm1 ×···×mn , that is (τ1 , . . . , τn )-sparse under an
nD dictionary {U(1) ∈ Rm1 ×k1 , . . . , U(n) ∈ Rmn ×kn } is formulated as follows
min Ŝ
Ŝ

0

2

Y − Ŝ ×1 Φ(1) U(1) ×2 · · · ×n Φ(n) U(n)

s.t.

2

≤ ,

(5.6)

where Φ(1) ∈ Rs1 ×m1 , . . . , Φ(n) ∈ Rsn ×mn are measurement matrices that operate
independently along each dimension, and {s1 , . . . , sn } are the number of samples
along each dimension. Moreover, Y = X ×1 Φ(1) ×2 · · · ×n Φ(n) + W defines the
measurement model. It is possible to convert (5.6) to an equivalent 1D form with
independent measurement matrices
n

o

minkŝk0
ŝ







y − Φ(n) U(n) ⊗ · · · ⊗ Φ(1) U(1) ŝ

s.t.

2
2

,

(5.7)



where y = Φ(n) ⊗ · · · ⊗ Φ(1) vec (X ). Another possibility is to convert (5.6) to an
equivalent 1D form, however with a single measurement matrix
minkŝk0
ŝ

s.t.





y − Φ U(n) ⊗ · · · ⊗ U(1) ŝ

2
2

≤ ,

(5.8)

where y = Φvec (X ) and Φ ∈ Rs×(m1 m2 ...mn ) . An advantage of (5.8) is that the
number of samples, s, can be fine tuned, whereas in (5.6) and (5.7) the total number
of samples is s = s1 s2 . . . sn .

5.4

The Measurement Matrix

There exists numerous choices for populating a measurement matrix, denoted Φ.
Two major categories exist in this regard: random and deterministic. Perhaps
the most commonly used random measurement matrix is one with i.i.d. Gaussian
entries. These matrices are provably optimal for exact recovery (see Section 5.5.4 for
more details). Moreover, Gaussian matrices simplify the analysis of exact recovery
conditions in various cases. Other types of random measurement matrices also
exist. For instance, we can set the elements of Φ to {0, 1} with probability 1/2 (i.e.
the symmetric Bernoulli distribution), or to ±1 with probability 1/2. Moreover, a
measurement matrix can be constructed by sampling from the uniform distribution
in the interval [0, 1], which is essentially equivalent to sampling on the unit sphere

64 Chapter 5 • Compressed Sensing
of Rs . For random sensing matrices, the measurement model y = Φx + w dictates
that one has to have access to all the elements of x. However, in many applications,
we would like to directly sample a subset of elements in x, which is known as point
sampling. For discrete signals, point sampling is modeled by a matrix, defined
below.
Definition 5.7 (spike ensemble). Let Γ be the uniform random permutation
of the set {1, . . . , m}. Define Λ as the first s ≤ m entries of Γ. Then the spike
ensemble is defined as IΛ,. , where I ∈ Rm×m is the identity matrix.
A spike ensemble has a nonzero element in each row. If there exists more than one
nonzero element in a row, we obtain a binary sensing matrix [276].
Deterministic measurement matrices are categorized into analytical and learning
based. Analytical matrices are constructed using mathematical tools such that
strong theoretical guarantees can be achieved for the solution of (5.4) or (5.5); a few
examples include [277, 278, 279, 280, 281, 282, 283]. On the other hand, learning
based methods use an optimization problem to generate a matrix Φ such that the
equivalent measurement matrix A = ΦD produces a more accurate solution to
(5.4) or (5.5). A few examples in this category include [284, 285, 286, 287].
There exists an additional family of sensing matrices that have deterministic
structures but may contain random elements. For instance, random circulant and
Toeplitz matrices have been used for compressed sensing [288, 289, 290, 291, 292].
Moreover, the measurement matrix for a single sensor light field camera is blockcirculant with random elements. This type of sensing matrix will be described in
detail in Section 6.2.

5.5

Universal Conditions for Exact Recovery

Universal results in compressed sensing state the required conditions for recovering
a sparse signal from incomplete measurements, regardless of the algorithm used
for solving the problem. Formulating universal results requires the assumption
that the recovery algorithm converges to a solution. While this is true for the `1
formulation (i.e. (5.5)), there is no guarantee that an `0 recovery may lead to the
most sparse solution, and that the solution is unique. Hence, universal results
typically state the equivalence conditions for the solutions of `0 and `1 problems.

5.5.1

Uncertainty Principle and Coherence

Heisenberg’s uncertainty principle states that complementary physical properties
of a particle, e.g. position and momentum wave functions, cannot be measured
with arbitrary precision simultaneously. In mathematical terms, let f (x) be any
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absolutely continuous function such that xf (x) and f 0 (x) are square integrable
[293]. Moreover, let F (ω) be the Fourier transform of f (x). Uncertainty principle
states that f (x) and F (ω) obey the following inequality
Z ∞
−∞

x2 |f (x)|2 dx

 Z ∞



−∞

ω 2 |F (ω)|2 dω ≥ C,

(5.9)

where C is a constant. It can be noted that the integrals above calculate the second
moments of |f (x)|2 and |F (ω)|2 about zero. This is a well-known property in the
classical sampling literature. For example, a box function in spatial domain is a
Sinc function in the frequency domain and an impulse train (i.e. point samples)
with period T in the spatial domain becomes an impulse train with period 1/T in
the frequency domain.
Let us now translate the discussion above to the language of compressed sensing.
Assume that we have a complex-valued signal x ∈ Cm . Let I ∈ Rm×m be the identity
matrix and Iα be a subset of columns in I. Note that Iα is a point sampling matrix
that extracts the elements of x corresponding to α. Moreover, let F ∈ Cm×m be
the Fourier transform matrix, and let Fβ be a subset of columns in F. Since both I
and F are orthonormal bases, there exists s(1) and s(2) such that x = Is(1) = Fs(2) .
In this setup, the uncertainty principle described in [294] shows that the inequality
√
|α| + |β| ≥ 2 m holds. In other words, x cannot be sparse in the canonical basis
and the Fourier basis at the same time.
We can also write a sparse representation of x as


s
x = [I, F] 

(1)

s(2)


,

(5.10)

| {z }
s

where [I, F] is the concatenation of I and F along columns. We now have arrived
at an underdetermined system of linear equation and several questions arise. For
instance, is it possible to obtain a solution from
min kŝk0 s.t. x = [I, F]ŝ,

(5.11)

min kŝk1 s.t. x = [I, F]ŝ,

(5.12)

ŝ

or
ŝ

that is unique (i.e. the global minimizer)? And what is the relation between |α|
and |β| in the obtained unique solution? These questions were answered by Donoho
and Hue in [295], which is summarize in the following theorem
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µ ([Ψ(1) , Ψ(2) ])

0.9142
µ ([Ψ(1) , Ψ(2) ])

equivalence of 0 and 1
(also implies uniqeness)

uniquenss of 0

ŝ0

no theoretical
guarantees

Figure 5.2: An illustration of bounds stated in Theorem 5.3
Theorem 5.1 ([295]). Let α ⊂ {1, . . . , m} and β ⊂ {1, . . . , m} be two index sets.
Let x ∈ Cm be defined by


s(1)
α 

x = [Iα , Fβ ] (2) ,
(5.13)
sβ
where I ∈ Rm×m is the identity matrix and F ∈ Cm×m is the Fourier transform basis.
√
√
If |α| + |β| < m, then (5.11) has a unique solution. Moreover, if |α| + |β| < 12 m,
then the solution of (5.12) coincides with the unique solution of (5.11).
Donoho and Hue also discuss the utilization of Mutual Coherence (MC), see
Definition 5.5, for deriving an uncertainty principle for real-valued signals and
real-valued sinusoids in F. These bounds were improved in [296] and a generalized
uncertainty principle for arbitrary orthonormal bases was presented. The results
are summarized in the following theorems.
Theorem 5.2 ([296]). Let x ∈ Rm be a signal. Moreover, let Ψ(1) and Ψ(2)
be orthonormal bases. The representation of the signal in Ψ(1) and Ψ(2) , i.e.
x = Ψ(1) s(1) = Ψ(2) s(2) , obeys the inequality
s(1)

0

+ s(2)

0

2

≥
µ

h

Ψ(1) , Ψ(2)

(5.14)

i

Theorem 5.3h ([296]). Assume
that the signal x ∈ Rm has a unique sparse reprei
(1)
(2)
sentation x = Ψ , Ψ
s. Then the solution of
h

i

min kŝk0 s.t. x = Ψ(1) , Ψ(2) ŝ,

(5.15)

ŝ

uniquely identifies this sparse representation if kŝk0 < 1/µ
h

h

i

Ψ(1) , Ψ(2) . Moreover,
i

if the more stringent condition kŝk0 < 0.9142/µ Ψ(1) , Ψ(2) is satisfied, then the
solution of `1 variant of (5.15) coincides with the solution of (5.15).
An illustration of bounds presented in Theorem 5.3 is given in Fig. 5.2. A
formulation of the uncertainty principle for block-sparse signals can be found in
[157].
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5.5.2

Spark

In Section 5.5.1
the uniqueness conditions for measurement matrices
h we discussed
i
of the form Ψ(1) , Ψ(2) , where Ψ(1) and Ψ(2) are orthonormal. However, as
discussed in Section 1.2, measurement matrices are often defined by an overcomplete
matrix A = ΦD. Therefore, the matrix A is m
not necessarily a concatenation of
orthonormal matrices; for instance let Φ ∈ R 2 ×m be any sub-sampling of rows
from the identity matrix and D be any orthonormal matrix. The first tool to
analyze such measurement matrices in the context of uniqueness was Spark [73],
defined below.
Definition 5.8 (spark). Spark of a matrix A ∈ Rs×k , denoted spark (A), is the
smallest subset of columns in A that are linearly dependent.
Spark of any matrix is bounded by [2, rank (A) + 1]. The lower bound comes from
the assumption that A does not have a zero-valued column. The upper bound is
achieved for e.g. an orthonormal matrix. Note that a full-rank matrix may have a
spark of 2. For example, spark ([1, I, . . . ]) = 2, where 1 ∈ Rs is a vector of ones and
s ≥ 2. The matrix [I, F] described in Section 5.5.1 can be shown to have a spark of
√
2 m [73]. Let Φ ∈ Rs×m be an overcomplete matrix with i.i.d. Gaussian elements
and D ∈ Rm×m be an orthonormal matrix. Then spark (ΦD) = s + 1 [297]. While
the spark of certain classes of matrices can be calculated analytically, computing
the spark for general matrices is a combinatorial problem requiring 2k steps for a
matrix of size s × k.
Spark can be used for determining the uniqueness of the solution obtained from an
`0 problem, as well as the equivalence conditions between `0 and `1 solutions.
Theorem 5.4 ([73]). Assume that a signal y ∈ Rs has a unique sparse representation y = As, for a predefined equivalent measurement matrix A ∈ Rs×k . Then the
solution of
min kŝk0 s.t. y = Aŝ,
(5.16)
ŝ

is the unique sparsest solution if kŝk0 < spark (A) /2. Moreover, given this condition,
the solution of the `1 variant of (5.16) coincides with the unique solution of (5.16).
The sparsity upper bound, kŝk0 < spark (A) /2, is sharp [73]; i.e. there is no sparsity
bound δ > spark (A) /2 that guarantees uniqueness. Moreover, spark and mutual
coherence are related by the inequality spark (A) > 1/µ(A).

5.5.3

Exact Recovery Coefficient

Exact Recovery Coefficient (ERC) was first introduced by J. Tropp in [79] as a
metric for evaluating the performance of OMP and basis pursuit for solving `0
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and `1 problems, respectively. Tropp formulates the recovery conditions for both
τ -sparse and compressible signals. Later, these results were extended in [74] for
noisy signals, and universal recovery conditions were derived. ERC is defined as
follows
Definition 5.9 (ERC). ERC of a matrix A ∈ Rs×k is given by
ERC(Λ) = 1 − maxkA†Λ Aα k1

(5.17)

α∈Γ

where Λ ⊂ {1, . . . , k} and Γ = {1, . . . , k} \ Λ. The symbol \ denotes set difference.
Consider the case where Λ = supp (s) for the system x = As. Hence, ERC measures
how distinct the atoms corresponding to Λ are compared to those that are not
in the support. Indeed if there is a distinction, i.e. ERC(Λ) > 0, and the signal
is noise free, then various recovery algorithms can find the support [79]. For the
case of noisy signals, i.e. when the measurements are y = As + w, where w is an
unknown noise vector, Tropp [74] formulates the following theorem:
Theorem 5.5 ([74]). Assume that an equivalent measurement matrix A ∈ Rs×k
and a measured signal y ∈ Rs are given. Let Λ ⊂ {1, . . . , k} be an index set such that
the columns of AΛ are linearly independent and ERC(Λ) > 0. Then the solution ŝ
of
min kŝk1 s.t. ky − Aŝk2 ≤ ,
(5.18)
ŝ

is unique and supp (ŝ) ⊂ Λ, if
 ≥ y − AΛ A†Λ y

2

v
u

2
u
δ A†Λ
u
2,1 

u
t1 + 
 ,

ERC(Λ)

where
max

δ=



i∈{1,...,k}

y − AΛ A†Λ y

T

y − AΛ A†Λ y

(5.19)

Ai
,

(5.20)

and k.k2,1 is defined in (5.3). Moreover, the representation error is bounded by
kŝ − s∗ k2 ≤ δkA†Λ kF ,

(5.21)

where s∗ is the optimal sparse vector.

5.5.4

Restricted Isometry Constant

Restricted isometry constant was first introduced in [76] and it is defined as follows
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Definition 5.10 (RIC). Let A ∈ Rs×k and τ ∈ {1, . . . , s}. Restricted isometry
constant δτ of A is the smallest number such that
(1 − δτ )ksk22 ≤ kAsk22 ≤ (1 + δτ )ksk22 ,

(5.22)

holds for all τ -sparse signals s.
Equation 5.22 can also be expressed as
δτ =

max

Λ⊂{1,...,s}, |Λ|≤τ

kATΛ ATΛ − Ik2,2 ,

(5.23)

where k.k2,2 is the spectral norm of a matrix; i.e. kXk2,2 = λmax (X). RIC has
several implications. From (5.23) we see that the smaller the RIC, δτ , the closer AΛ
is to an orthogonal matrix (for all possible sets Λ ⊂ {1, . . . , s}, |Λ| ≤ τ ). Moreover,
equation (5.23) shows that δ2 = µ(A) and that the singular values of AΛ are in
[1 − δτ , 1 + δτ ]. Finally, according to (5.22), if δ2τ is sufficiently small, this means
that the distances between τ -sparse signals under the transformation A is well
preserved:
(1 − δ2τ )ks(1) − s(2) k22 ≤ kAs(1) − As(2) k22 ≤ (1 + δ2τ )ks(1) − s(2) k22 .

(5.24)

Loosely speaking, we say that A satisfies the Restricted Isometry Property (RIP)
if δτ is sufficiently small. When RIP holds, the solution of the `0 program is unique
and coincides with the solution of the `1 program. More concretely,
Theorem 5.6 ([298]). Consider the measurement model y =
√As + w, where A ∈
Rs×k and w is an unknown noise vector. Assume that δ2τ < 2 − 1 and kwk2 ≤ .
Then the solution of
min kŝk1 s.t. ky − Aŝk2 ≤ ,
(5.25)
ŝ

satisfies
C
ks − ŝk2 ≤ √0 ks − so k1 + C1 ,
τ

(5.26)

where C0 and C1 are constants that only depend on δ2τ , and so is a solution obtained
from the oracle estimator, i.e. one that knows the location of nonzero entries in s.
√
The bound δ2τ < 2 − 1 has been improved several times [299, 300, 301, 302].
Although RIC is NP-hard to compute, it can be shown that certain classes of
measurement matrices satisfy RIP, as described in Theorem 5.6. For instance, if the
elements of A are i.i.d. Gaussian random variables with mean zero and variance
1/s, then A satisfies RIP with overwhelming probability if s ≥ Cτ log (k/τ ), where
C is a constant [78]. The same applies if the columns of A are sampled uniformly
at random on the unit sphere of Rs .
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1
2
3
4
5
6
7
8

Input: y, A, and a stopping criteria based on sparsity, τ , or an error
threshold, .
Init.: Initialize the residual vector, r0 = y, the set support set, Λ = ∅, the
iteration number, i = 1.
Result: ŝ
while i ≤ τ or ri >  do
2
ŝ ← 0;
λ ← max hri−1 , Aj i ;
j

Λi ← Λi−1 ∪ {λ};
ŝΛi ← A+i y;
Λ

ri ← y − Aŝ;
i ← i + 1;
end

Algorithm 5: Orthogonal Matching Pursuit (OMP)

5.6

Orthogonal Matching Pursuit (OMP)

Consider the measurement model y = Φx + w for a signal x ∈ Rm , where Φ ∈ Rs×m
is a measurement matrix. Assume that x = Ds, where ksk0 = τ and D ∈ Rm×k is an
overcomplete or orthonormal dictionary. The vector w represents unknown additive
measurement noise. Moreover, let Λ = supp (s). Orthogonal matching pursuit [126]
is a greedy method, among many others [125, 127, 128, 129, 133, 134, 303], for
solving the problem
min kŝk0 s.t. ky − Aŝk2 ≤ ,
(5.27)
ŝ

given the measurements y and the equivalent measurement matrix A = ΦD. The
constant  is related to the noise vector w. In many practical scenarios, the
noise vector w is unknown. However, an estimate of its properties is typically
available. Moreover, it is a common practice to assume the elements of w to be
i.i.d. zero-mean Gaussian random variables with variance σ 2 , i.e. w ∼ N (0, σ 2 I).
As described in Section 1.1, greedy methods estimate Λ iteratively. In fact, the
main difference between various greedy algorithms lies in their approach to the
support estimation problem. The OMP algorithm, in particular, estimates one
support index at each iteration.
Algorithm 5 summarizes the steps taken by OMP for identifying ŝ and supp (ŝ).
Here, Λi defines the support of ŝ at iteration i, i.e. Λi = supp(ŝi ). Since one
coefficient in ŝ is recovered at each iteration, we have that |Λi | = i. The problem
of estimating the support of s is equivalent to finding k columns in A that best
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Figure 5.3: A geometrical illustration for the first iteration of OMP given that A
has four atoms.
approximate the input signal y. In addition, the matrix AΛi defines a linear
subspace spanned by the columns of A that are indexed by Λi . At each iteration,
the dimensionality of this subspace increases until the error of representing the
signal in the subspace is smaller than , or the dimensionality of the subspace
is smaller than τ . Therefore, the iterations may be terminated according to two
criteria. If the sparsity, τ , is known or can be estimated, the algorithm is terminated
once we have τ elements in ŝ. Alternatively, the iterations are terminated once the
residual becomes sufficiently small. In practice, the former criteria is used more
often since as Λi grows, the computational complexity of the algorithm grows (see
step 5 of the algorithm).
We now analyze each step of the algorithm and provide a geometrical interpretation,
which sheds light onto the intuition behind each step. Starting at iteration zero,
we have r0 = y. The inner product between the measurement vector y and all the
atoms in A is calculated at line 3 of Algorithm 5. The index of the atom with largest
inner product value is added to the support set, Λ. Indeed this operation chooses
an atom with the highest correlation to the measurement vector. This is shown in
Fig. 5.3a, where we assume that A has 4 atoms. In this example, atom number
3 has the highest correlation with y. Next, we calculate the current estimate of
2
sparse coefficients by solving the least squares problem y − AΛi ŝΛi . The solution
2
is stated at line 5 of Algorithm 5. In geometrical terms, the measurement vector y
is projected onto the column space of AΛ to obtain the representation ŝΛ1 ; this is
illustrated in Fig. 5.3b. Finally, we update the residual vector at line 6. It can be
shown that [80]
ri = y − Aŝ = y − AΛi A† i y = (I − PΛi )y = P⊥
i y,
Λ
Λ

(5.28)

where PΛi is the orthogonal projection operator onto the column space of AΛi ;
moreover, P⊥
i is the orthogonal projection operator onto the orthogonal complement
Λ
of the column space of AΛi . This is illustrated in Fig. 5.3c, where the residual
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(a) Empirical performance of OMP in
presence of noise. We set s = 4096 and
τ = 64.
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(b) The effect of noise on the atom
selection procedure

Figure 5.4: The effect of noise vector w on step 3 of algorithm 5 for the first
iteration is shown. The noise vector w causes OMP to wrongly select atom 2, while
the correct atom is 3.
vector is orthogonal to atom number 3. Given the new residual vector, we go back
to step 1 and repeat the above mentioned procedure. It is clear from Fig. 5.3c that
at the next iteration, atom number 1 is selected.
The OMP algorithm has been shown to be very effective in practice for sparse
signals [66, 304, 305]. Even though there exists various extensions of the algorithm,
OMP provides a good trade off between the quality and the speed of reconstruction.
Moreover, OMP is simple to implement, as it is evident from Algorithm 5. The
simplicity of OMP has enabled hardware implementations on Field-Programmable
Gate Array (FPGA) circuits [306, 307, 308], as well as GPU implementations
[243, 308]. However, the performance of OMP in terms of speed and accuracy
degrades for signals that are not sufficiently sparse. For instance, compressible
signals are well approximated using `1 methods rather than greedy algorithms such
as OMP.

5.7

Theoretical Analysis of OMP Using Mutual
Coherence

In this section, we present a novel analysis on the performance of OMP in correctly
identifying the support of a sparse signal. The materials presented herein are a
combination of the results reported in Paper F and Paper G. We start by discussing
the effect of measurement noise on the performance of OMP in Section 5.7.1. Next,
we present related work on the topic in Section 5.7.2, where we also describe
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why mutual coherence is a suitable candidate for the analysis of OMP. Our novel
analysis of OMP is presented in Section 5.7.3, followed by numerical results in
Section 5.7.4.

5.7.1

The Effect of Noise on OMP

An important aspect affecting the accuracy of OMP is the measurement noise, w.
A large amount of noise can lead to incorrect atom selection (at line 3 of Algorithm
5). Figure 5.4b demonstrates this effect for iteration 0. The Gaussian noise is
shown with a green circle, where the CDF is illustrated with a color gradient.
Because the noise is additive, i.e. y = As + w, it moves the residual vector to a new
random point (shown in blue). As it can be seen, at this new location, OMP will
choose atom 2 instead of 3. Hence, it is essential to quantify the tolerance of OMP
to noise for correct atom selection. This is one of the contributions of this thesis,
which will be described in detail in Section 5.7.3. Figure 5.4a shows the empirical
probability of support recovery for OMP with respect to the standard deviation of
the noise vector. In this plot, for a fixed value of σ, the probability of success is
calculated as the number of successful support recoveries among 5000 trials, where
in each trial we instantiate a new sparse signal and noise vector. It can be seen
that increasing the noise quickly decreases the probability of support recovery.
Since greedy algorithms solve an `0 problem, e.g. equation (5.27), it cannot be
guaranteed (in general) that an optimal solution can be obtained. This is in contrast
with `1 algorithms, which solve a convex problem with a guaranteed convergence
to the global minimum. Moreover, the addition of noise to measurements further
complicates the analysis of convergence. As described in Section 5.6, OMP is
computationally efficient and competitive in terms of accuracy, while enabling
simple implementations. As a result, a substantial amount of work has been
dedicated for obtaining theoretical guarantees for the convergence of OMP.

5.7.2

Prior Art and Motivation

Tropp analyzed the convergence of OMP using ERC in [79]. Various extensions
of this work exists. For instance, partial-ERC was introduced in [309, 310] for
solving (5.27) when the support is partially known. Restricted isometry property
has been used extensively for the analysis of OMP [80, 311, 312, 313, 314]. Wang
and Shim [315] utilize RIP to derive the required number of OMP iterations for
exact recovery and Ding et al. [316] derive sufficient conditions using RIP when
both the signal y and the measurement matrix A are perturbed (noisy). Spark
has not directly been used for OMP analysis. However, performance guarantees
using spark (e.g. Theorem 5.4) do apply to OMP.
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While RIC, ERC, and spark provide accurate performance guarantees, and in some
cases even sharp conditions, these constants cannot be computed in practice for a
large family of measurement matrices. Computing ERC is a combinatorial problem
that is often intractable for large measurement matrices. In general, computing
RIC and spark for arbitrary measurement matrices is NP-hard [317]. We discussed
in Section 5.5 that these constants can only be computed (or bounded) for a
small subset of random or deterministic matrices. In contrast, mutual coherence is
simple to compute and has a complexity of O(sk 2 ) for a matrix A ∈ Rs×k . This is
particularly important for training-based dictionaries, since it is difficult, and most
of the times impossible, to compute RIC, ERC, and spark. For instance, assume
that D is trained using the K-SVD algorithm (described in Section 2.4), and Φ is
a spike ensemble. The equivalent sensing matrix, A, is deterministic and there are
no closed-form solutions for obtaining RIP, ERC, or spark.
One of the early works on deriving coherence-based performance guarantees for
OMP was presented in [18]. Theorem 5.7 below presents the main result of [18].
Without loss of generality, we assume that the columns of A are normalized.
Theorem 5.7 ([18]). Let y = As+w, where A ∈ Rs×k , ksk0 = τ and w ∼ N (0, σ 2 I).
Define smin = min|sj |. If
j

smin − (2τ − 1)µ(A)smin ≥ 2β,

(5.29)

q

∆
where β =
σ 2(1 + α) log k is defined for some constant α > 0, then with probability
at least
1
1 − αq
,
(5.30)
k π(1 + α) log k

OMP identifies the true support of s.
The proof of Theorem 5.7 is based on analyzing the event Pr{|hAj , wi| ≤ β},
∀j ∈ {1, . . . , k}. Hence the correlation of the noise vector with the atoms of A
is considered. Indeed if this correlation is too large, i.e. when the noise vector
dominates the signal, then step 3 in Algorithm 5 will select an incorrect atom (see
Fig. 5.4b). Hence, Ben-Haim et al. [18] analyze the probability that the noise
correlation is bounded. Equation (5.30) is in fact a lower bound for the event
Pr{|hAj , wi| ≤ β}. Therefore, we see that the probability of support recovery,
(5.30), is decoupled from important parameters related to s and A such as smin , τ ,
and µ(A). These parameters affect the condition in (5.29); hence if the condition
fails, equation (5.30) is invalid. Moreover, smax = max|sj | is not considered. In
j

many applications, smax and smin are known or can be estimated. For instance, in
imaging applications one can obtain bounds on the values of the sparse signal s
because the original signal, x, is typically in [0, 1] to facilitate quantization. The
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ratio of the largest and smallest signal values is known as the Dynamic Range (DR)
of a signal.

5.7.3

A Novel Analysis Based on the Concentration of
Measure

Paper F presents a performance guarantee for the exact support recovery of a noisy
signal using OMP and mutual coherence. By identifying the shortcomings in the
results of [18], the proposed analysis contains signal parameters in the probability
bound and is shown to better match the empirical results. We state the main result
below.
Theorem 5.8 (Paper F). Let y = As + w, where A ∈ Rs×k , τ = ksk0 and w ∼
N (0, σ 2 I). Moreover, assume that the nonzero elements of s are independent
centered random variables with an arbitrary distribution. If smin /2 ≥ β, for some
constant β ≥ 0, then OMP identifies the true support with lower bound probability

1 − k

s



2 σ −β 2 /2σ2 
−k(smin /2 − β)2
e
1 − 2k exp
πβ
2τ 2 γ 2 + 2kγ(smin /2 − β)/3

!!

,

(5.31)

where γ = µ(A)smax .
Before presenting the proof, we will summarize important implications of Theorem
5.8 in the following remarks.
Remark 5.1. A key factor that distinguishes Theorem 5.8 from Theorem 5.7 is
the assumption of i.i.d. random variables in s, as opposed to the assumption of
deterministic variables. This is by no means a limiting factor since we do not
assume the distribution of these variables. Most importantly, randomness of nonzero
values in s enables us to use concentration inequalities in the proof of Theorem 5.8,
which greatly simplifies the analysis and provides a more accurate probability bound.
Remark 5.2. The probability bound in (5.31) contains two terms: The first term is
related to the noise properties and the signal length, while the second term is related
to the signal and dictionary properties. This is in sharp contrast with Theorem
5.7, where a condition is imposed on the signal and dictionary properties, while the
probability bound only considers the noise related factors and the signal length.
Remark 5.3. The condition smin /2 ≥ β of Theorem (5.8) is far less stringent than
(5.29). Moreover, numerical simulations show that smin /2 ≥ β is satisfied for any
reasonable choice of parameters.
Remark 5.4. We observe that the first term of (5.31) is equivalent
to (5.30). This
q
can be shown by replacing β in the first term of (5.31) with σ 2(1 + α) log k, which
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is the value used for β in Theorem 5.7. Since the second term of (5.31) is in
[0, 1], this implies that (5.30) is always larger than (5.31). However, the condition
imposed by Theorem 5.7 is not satisfied for a large range of parameters. This
means that (5.30) is not valid in many cases, for which (5.31) may evaluate to high
probabilities.
A sketch of the proof for Theorem 5.8 is presented below and the reader is referred
to Paper F for more details.
Proof sketch for Theorem 5.8. Ben-Haim et al. show that if the event Pr{|hAj , wi| ≤
β} holds, then OMP identifies the true support, Λ, if [18]
min|hAj , AΛ sΛ + wi| ≥ max|hAk , AΛ sΛ + wi|.

(5.32)

k∈Λ
/

j∈Λ

Simple manipulations of (5.32) yields


|sj |


,
max {Γi } < min

j∈Λ 2
i∈Λ
/

(5.33)


|sj |



,
max hAj , AΛ\{j} sΛ\{j} + wi < min
j∈Λ

2

j∈Λ

where Γi = |hAi , As + wi|. In fact we have broken (5.32) into two (joint) conditions
for successful recovery. The first one checks whether the maximum correlation of
atoms in the support with y (or the residual) is smaller than smin . The second
one checks whether the maximum correlation of atom j in the support with the
measurement vector y, excluding atom j, is smaller than smin . From (5.33), an
upper bound for the probability of error can be obtained
X
smin
s
+
Pr Γi ≥ min .
2
2
j∈Λ
i∈Λ
/
(5.34)
We now bound the two terms on the right-hand side of (5.34), excluding the
summations. For the second term we have

Pr{error} ≤

X

Pr



hAj , AΛ\{j} sΛ\{j} + wi ≥









s
−(smin /2 − β)2 
Pr Γi ≥ min ≤ 2 exp 
.

2 2
2
i∈Λ
/
2( τ γ + γ(smin /2−β) )




k

|



(5.35)

3

{z

P2

}

Equation (5.35) is obtained by expanding Γi to form a sum of random variables,
followed by the application of the Bernstein inequality [318], which is one the
several concentration inequalities [319] for sum of random variables. A similar
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Figure 5.5: Numerical simulations for comparing theorems 5.7 and 5.8 with empirical
support recovery performance of OMP. For the left column of plots we set s = 1024,
and for the right column s = 2048. Moreover, k = 2s and smax = 1.0.
bound can be found for the first term on the right-hand side of (5.34), which we
denote by P1 . Given P1 and P2 , we can rewrite (5.34) as
Pr{error} ≤ τ P1 + (k − τ )P2 ≤ kP2 ,

(5.36)

because P2 > P1 . Inverting Pr{error} gives the second term of (5.31), which
completes the proof.
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5.7.4

Numerical Results

Numerical simulations for comparing Theorem 5.8 and Theorem 5.7, as well as
empirical results of OMP are summarized in Fig. 5.5. The empirical probability
was obtained by performing OMP 5000 times, where in each trial a random sparse
signal (i.e. random support and random nonzero elements) and a random noise
vector w were constructed. The probability of success is the ratio of successful
trials in identifying the support of s to the total number of trials. The measurement
matrix used here is A = [I, H], where H is the Hadamard matrix. For theorems
5.7 and 5.8, we fix the value of β to facilitate comparison. It can be seen that the
condition (5.29) is not satisfied for a large range of parameters, specifically when
smin is small (i.e. high dynamic range), τ is large, or σ is large. Most importantly,
the shape of the probability curve produced by Theorem 5.8 is similar to that of
OMP, while Theorem 5.7 produces a step function.

5.7.5

User-friendly Bounds

Theorem 5.8 states the probability of recovering the support of s. In absence of
noise, once we have recovered the correct support, the signal s can be exactly
reconstructed (see (2.14)). However, in presence of noise, the estimates of nonzero
signal values, sΛ , are not exact. Fortunately, we can derive an estimate of the error
introduced by the noise. The following theorem states an upper bound for the
absolute error of the solution obtained from OMP, assuming that the support is
recovered correctly.
Theorem 5.9 ([65] and Paper G). Using the same setup as in Theorem 5.8, assume
that OMP identifies the true support of s. Then the error of the estimated sparse
signal with respect to s is upper bounded by
∆
Eabs =
ks − ŝk22 ≤

τ β2
,
(1 − µmax (τ − 1))2

(5.37)

In what follows, it will be shown that by combining theorems 5.8 and 5.9, we can
obtain approximate, but user-friendly, bounds that depend on the parameters
commonly used in practice. Moreover, this analysis sheds light on the effect of
different parameters on the two terms of (5.31), see Remark 5.2. The results
reported in this section are from Paper G; however, here we reformulate these
results for real-values signals.
Define the dynamic range, Signal to Noise Ratio (SNR), and the relative error,
respectively as follows
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!2

s
DR = max ,
smin


smin 2
∆
SNR =
,
σ
E
Eabs
∆
Erel =
≤ abs
.
PN
τ
s2min
s
n=1 n

(5.38)

∆

(5.39)
(5.40)

Using simple calculations, Paper G shows that (5.31) can be approximated as
1−k

s

2
πρ2 Erel SNR

2

−Erel ρ SNR/2

!

e









1 − 2k exp 

−1
2 2

8τ µ DR
k

+

√
 ,
4µ DR
3



(5.41)

where we define ρ2 = (1 − µ(τ − 1))2 and µ = µ(A) for notational brevity. Assume
that SNR is very high, then the first term of (5.41) becomes close to 1 and can be
omitted. In this case, the probability of support recovery is lower bounded by


1 − 2k exp 



−1
2 2

8τ µ DR
k

+

√
.
4µ DR
3



(5.42)

We have now obtained a bound that is only dependent on the signal properties and
the equivalent measurement matrix. Let us now consider the case when µ is very
small. Note that µ = 0 only holds for matrices with orthogonal
columns. A lower
q
bound for mutual coherence of overcomplete matrices is (k − s)[s(k − 1)]−1 . For
instance, a two times overcomplete matrix A ∈ R1000×2000 , has a mutual coherence
of at least µ(A) = 2.24e−5. This lower bound can be achieved for e.g. A = [I, F]
or A = [I, H], where F is the Fourier transform matrix and H is the Hadamard
matrix. When mutual coherence is small, we can approximate (5.41) as
s

1−N

2
e−Erel SNR/2 .
πErel SNR

(5.43)

As it can be seen, equation (5.43) is independent of DR. This is expected because
when the mutual coherence is low, atoms of A are far apart, so that the DR does
not affect the atom selection process.

5.8

Uniqueness Under a Dictionary Ensemble

So far we have described selected fundamental results in compressed sensing
for one dictionary (Section 5.5), as well as some of the contributions of this
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thesis regarding exact recovery with OMP for signals that are sparse under an
overcomplete dictionary (Section 5.7). These theoretical results suggest that the
higher the sparsity of a signal, the higher the probability of exact recovery. As
described in Chapter 1, natural signals are not typically sparse, but compressible.
In practical applications, small coefficients of a compressible signal are nullified to
obtain a sparse signal, which indeed introduces error in the representation. For a
fixed signal (e.g. an image), it is the effectiveness of the dictionary that defines the
representation error. The ensemble of dictionaries introduced in sections 3.2 and
3.3 was empirically shown to promote sparsity by performing consecutive clustering
and dictionary training. As it will be seen in Chapter 6, this increase in sparsity
improves the performance of compressed sensing. It remains to be seen that when
a dictionary ensemble is used for compressed sensing, can the uniqueness of the
obtained solution be guaranteed? How many samples are needed for exact recovery?
These questions are answered in Paper D and Paper B, which are also the focus of
this section.
In Section 5.8.1, we formulate a compressed sensing problem for the case when
the unknown signal that we would like to reconstruct is sparse in an ensemble of
dictionaries. Next, in Section 5.8.2, we define uniqueness for the solution obtained
from an ensemble of dictionaries using compressed sensing. A key theoretical
contribution of this thesis regarding the aforementioned problem is presented in
Section 5.8.3. Finally, we discuss the results of numerical simulations obtained
from the proposed theoretical analysis in Section 5.8.4.

5.8.1

Problem Formulation
n

oD

Let Ψ = D(d)
be an ensemble of dictionaries, where D(d) ∈ Rm×k . A training
d=1
based method for obtaining an ensemble of multidimensional orthonormal dictionaries was discussed in Section 3.3. In this section, we do not assume any structure on
these dictionaries; i.e. each dictionary can be orthogonal, overcomplete, with i.i.d.
Gaussian entries, learned, deterministic, or analytical. Furthermore, we convert
multidimensional dictionaries to their equivalent 1D form. This can be simply
achieved using the Kronecker product as follows
∆
D(d) =
U(n,d) ⊗ · · · ⊗ U(1,d) , ∀d ∈ {1, . . . , D},

n

(5.44)

oD

where U(1,d) , . . . , U(n,d)
is an ensemble of nD dictionaries. Hence, the `1
d=1
sparse recovery problem using an ensemble can be formulated as
min kŝk1 s.t. kx − Dŝk2 ≤ .

ŝ,D∈Ψ

(5.45)

In other words, we need to solve (5.45) for all the dictionaries in Ψ and pick the
most sparse solution. Indeed a successful recovery requires that the signal x has
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a unique sparse representation among all the dictionaries. In other words, one
dictionary in Ψ should lead to the most sparse representation. If two or more
dictionaries produce a solution with the same sparsity for x, then uniqueness cannot
be guaranteed. Uniqueness of the solution of (5.45) will be defined more concretely
in Section 5.8.2.
We can (theoretically) construct an ensemble such that a signal x has a unique
sparse representation. The training algorithm described in Section 3.2 learns
an ensemble such that a signal is sparse in only one dictionary. However, the
optimization problem is highly nonlinear, hence being trapped in a local minima
is inevitable. Note that (5.45) is a sparse representation problem rather than
compressed sensing. Even if we can construct an optimal ensemble, the equivalent
measurement matrix A = ΦD(d) may lead to multiple sparse representations that
hinders the uniqueness of the solution obtained from
min kŝk1 s.t. ky − ΦDŝk2 ≤ ,

(5.46)

ŝ,D∈Ψ

where y = Φx.

5.8.2

Uniqueness Definition

We now formulate the uniqueness conditions for a dictionary ensemble Ψ. We
assume that there exists a unique solution to problem (5.46) for any of the dictionaries in Ψ. This can be verified with the metrics
in Section 5.5. For
 described

instance, using spark, it is required that spark ΦD(i) > 2τ for any dictionary
D(i) ∈ Ψ and τ -sparse signal x. Without this assumption, guaranteeing uniqueness
for all the dictionaries can quickly become intractable. Let D(i) and D(j) be any
two dictionaries in Ψ. Assume that x has a unique sparse representation in D(i) ,
i.e. x = D(i) s(i) , where ksk0 = τ and y = ΦD(i) s(i) . Uniqueness of the solution
of (5.46) is guaranteed if there is no x̄ 6= x, where x̄ = D(j) s(j) and ks(j) k0 = τ ,
that also satisfies y = ΦD(j) s(j) . Gleichman and Eldar [297] propose the following
metric to verify the uniqueness under a dictionary ensemble.
Definition 5.11 (τ -rank preserving [297]). A measurement matrix Φ is called
τ -rank preserving of a dictionary ensemble Ψ if for any index sets I and J with
cardinality not larger than τ , and any two dictionaries D(i) ∈ Ψ and D(j) ∈ Ψ, the
following equality holds




(i)

(j)

rank Φ DI , DJ



= rank



(i)

(j)

DI , DJ



.

(5.47)

Verifying Definition 5.11 is indeed difficult since all the possibilities of I and J for
any two dictionaries have to be assessed. Gleichman and Eldar [297] show that an
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i.i.d. Gaussian matrix Φ is almost surely τ -rank preserving of an ensemble of bases
(matrices with linearly independent columns). Formally,
Theorem 5.10 ([297]). Assume that Φ ∈ Rs×m , where s ≤ m, is a matrix with
oD

n

i.i.d. Gaussian entries and Ψ = D(d) ∈ Rm×k
is a finite set of bases. Then,
d=1
Φ is almost surely τ -rank preserving of the set Ψ. Furthermore, if spark (ΦD) > 2τ
for any dictionary D ∈ Ψ, and Φ is τ -rank preserving, then the most sparse solution
of (5.46), denoted s∗ , gives the unique solution x̂ = D∗ s∗ , where D∗ ∈ Ψ is the
dictionary that gives s∗ .
It remains to be seen if other types of sensing matrices are τ -rank preserving.

5.8.3

Uniqueness with a Spike Ensemble

In Paper D, we present a new analysis for uniqueness under an ensemble of
dictionaries when a spike ensemble (see Definition 5.7) is used for sensing. We first
observe that a spike ensemble does not satisfy (5.47) for an arbitrary dictionary
ensemble, and therefore uniqueness cannot be guaranteed. Hence, a probabilistic
analysis for uniqueness is proposed, where a lower bound on successful recovery
based on the number of samples and the ensemble Ψ is derived. Moreover, the
new analysis removes the requirement of having an ensemble of bases. As a result,
even an ensemble of overcomplete dictionaries can be used. Before presenting the
main result below, a few notations are introduced. The function orth(X) defines
the orthogonalization of the columns of X, using e.g. QR decomposition [217]. We
use supp (p)D to denote the support of a signal p under a dictionary D. Indeed a
fixed signal has variable support under different dictionaries.
Theorem 5.11 (Paper D). Assume that a signal x ∈ Rm is at most τ -sparse under
n

all dictionaries in Ψ = D(d) ∈ Rm×k

oD

d=1

, where





1
1
  , ∀D ∈ Ψ,
τ ≤ 1 + 
2
µ IΛ,. D
or



spark IΛ,. D



, ∀D ∈ Ψ,
2
is satisfied for a fixed spike ensemble IΛ,. ∈ Rs×m . Let
τ<

α = max

j=1,...,m





orth [A.,I , B.,J ]


(5.48)

2
j,. 2

, ∀A, ∀B ∈ Ψ, A 6= B,


(5.49)

(5.50)

r = rank [A.,I , B.,J ] ,

(5.51)

I = supp (x)A , A ∈ Ψ,

(5.52)

J = supp (x)B , B ∈ Ψ.

(5.53)
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If

1
s ≥ −mα log( ),
r

(5.54)

1 − r (0.3679)s/mα ,

(5.55)

then with probability at least
∗

the sparsest solution of (5.46), denoted s , gives the unique solution x̂ = D∗ s∗ ,
where D∗ ∈ Ψ is the dictionary corresponding to s∗ .
The condition on sparsity, i.e. (5.48) or (5.49), ensures that there exists a unique
solution for each optimization problem in (5.46). Indeed other metrics such as RIP
(Section 5.5.4) or ERC (Section 5.5.3) can be used for this purpose. Moreover,
Theorem 5.11 presents a universal result. In other words, regardless of the algorithm
used to solve each optimization problem in (5.46), or its `0 variant, the probability
of uniqueness is given by (5.55), as long as the number of samples is adequate in
the spike ensemble. A sketch of the proof is presented below and the reader is
referred to Paper D or the supplementary materials of Paper B for more details.
proof sketch for Theorem 5.11. For notational brevity, define G = [A.,I , B.,J ]. Because rank(G) = r, it is enough to show that IΛ,. G is full rank (note that s ≥ 2τ ≥ r),
which by Theorem 5.10 proves uniqueness.
It can be shown that the Gram matrix of IΛ,. G can be written as sum of positive
semidefinite matrices:
X T
Gj,. Gj,.
(5.56)
j∈Λ

|

{z

Xj

}

Because the index set Λ is constructed by uniform random sampling of the set
{1, . . . , m}, we can assume that the Gram matrix of IΛ,. G can be expressed by
sum of random matrices sampled without replacement from the finite set {Xj =
GTj,. Gj,. | j = 1, . . . , m} of positive semidefinite matrices. Applying the matrix
Chernoff inequality [320] on (5.56) yields














s
e−δ

Pr λmin 
Xj  ≥ (1 − δ) ≥ 1 − r 

m
(1 − δ)1−δ
j∈Λ
X

s
mα

.

(5.57)

s
To show that IΛ,. G is full rank, we must have m
(1 − δ) > 0. To achieve a better
lower bound we set (1 − δ) to the smallest positive constant. This leads to the
inequality
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(5.58)

which completes the proof. The condition (5.54) is derived by isolating s in the
s
inequality 1 − r (0.3679) mα ≥ 0.
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(a) Ψ = {[R(d) , C]}D
d=1 , where R is a uniform random orthonormal matrix and
C is a DCT matrix.
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(b) Ψ = {U(3,d) ⊗ U(2,d) ⊗ U(1,d) }D
d=1 trained using the method described in
Section 3.2.
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(c) Ensemble of five K-SVD dictionaries trained on images.

Figure 5.6: Results of numerical simulations for Theorem 5.11. The signal size is
m = 12 × 12 × 3. For the plots on the number of samples (s), we set τ = 5. For the
plots on the sparsity (τ ), we set s = m/2. The dictionaries for (b) and (c) were
trained on a set of 64 natural images.
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5.8.4

Numerical Results

In Fig. 5.6 below, we report results for the numerical simulation of Theorem 5.11.
The signal size is m = 12 × 12 × 3, which corresponds to patches of size 12 × 12
that are extracted from color images. Three types of dictionary ensembles are
considered. Figure 5.6a reports results for an ensemble of concatenated dictionaries
Ψ = {[R(d) , C]}D
d=1 , where R is a uniform random orthonormal matrix and C is
a DCT matrix. Figure 5.6b uses an MDE trained with the method described in
Section 3.2 and Fig. 5.6c uses an ensemble of five K-SVD dictionaries trained on a
set of natural images. To calculate the probability of uniqueness using (5.55), 105
trials are performed, where in each trial we randomly construct the support sets I
and J, as well as the spike ensemble IΛ,. . Moreover, two dictionaries are chosen at
random from Ψ in each trial. The plots in Fig. 5.6 present the best case, worst
case, and the median of trials.

5.9

Summary and Future Work

In this chapter, we introduced compressed sensing, a modern approach for sampling
and reconstruction of sparse signals. It was shown that a sparse signal can be
reconstructed from what appears to be highly inadequate nonadaptive samples. A
number of important metrics that are used for evaluating the conditions of exact
recovery were discussed. Using these metrics, as well as signal and measurement
parameters, we formulated the conditions for exact recovery of a sparse signal.
The recovery metrics we introduced in this chapter constitute a small number of
seminal works in compressed sensing. There exists a large number of improvements
over the metrics we described, as well as other types of analyses that introduce
new metrics. Moreover, we reviewed the OMP algorithm, which is considered to
provide a good balance between computational complexity and accuracy in sparse
signal recovery.
A key contribution of this thesis, i.e. exact recovery conditions for OMP, was
presented. In particular, a lower bound probability for successful support recovery of
a sparse signal with additive white Gaussian noise was formulated. We also showed
that by using an upper bound for the recovery error, one can obtain simplified
formulas that reveal the effect of important signal parameters such as dynamic
range and signal to noise ratio on the probability of support recovery. Numerical
simulations of the derived theoretical guarantees show a much closer match to
empirical performance of OMP than previous work. Another key contribution of
this thesis was presented in this chapter, namely the uniqueness conditions for the
recovery of a point-sampled signal that is sparse under an ensemble of dictionaries.
It was shown that, regardless of the type of dictionaries in the ensemble, it is
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possible to find a unique solution. We formulated a lower bound on the number of
samples, as well as a lower bound on the probability of successful recovery.
There are several venues for future work. With regards to the theoretical results
on OMP, we believe that the probability bound can be improved to better match
the empirical results. While the proposed probability bound is significantly more
accurate than previous work, there exists a considerable gap between our theoretical
results and the empirical performance of OMP. There exists crude approximations
in the proof of Theorem 5.8 that can be improved, albeit at the cost of loosing the
simplicity of the analysis. Additionally, we only considered additive white Gaussian
noise. In many applications, the noise model is more sophisticated. For instance,
the noise in an image obtained from a DLSR camera is a combination of several
noise types such as read-out noise, photon shot noise, etc. An interesting direction
for future research is to extend the results of Paper F to include different types
of measurement noise. In Section 6.5, we will discuss other possible directions for
future work with regards to utilizing the theoretical results of Paper F and Paper G
in practice.
Theorem 5.11 presented a novel analysis for the uniqueness conditions of signals
that are sparse in an ensemble of dictionaries. The current formulation relies on 1D
signals (vectors). Hence, a multidimensional dictionary ensemble is converted to
an equivalent 1D ensemble using (2.10) prior to utilizing the theorem. We believe
that a new theoretical analysis that is tailored for an ensemble of multidimensional
dictionaries is an interesting venue for future work. For instance, consider the
following compressed sensing problem
min

(1,d)

Ŝ, {U

,...,U

(n,d)

n

Ŝ
}∈Ψ

(1,d)

0

s.t.

Y − S ×1 Φ(1) U(1,d) ×2 · · · ×n Φ(n) U(n,d)

oD
, . . . , U(n,d)
.
d=1

2
2

≤ ,

(5.59)

where Ψ = U
Problems such as (5.59) have not been considered yet and there are several unsolved problems. Training an ensemble of
dictionaries that enables sparse representation and performs well in equation (5.59)
is an open problem. Another one is to derive performance guaranteed for (5.59)
given an ensemble. Can the uniqueness analysis in Theorem 5.11 be adapted to
(5.59) without the need for converting the problem to a 1D equivalent form? Note
that Theorem 5.11 is valid for ensembles of any dimensionality when converted to
the equivalent 1D form. However, it may be possible to derive a more accurate
probability bound that is tailored for multidimensional ensembles.
Another direction for future research is to extend Theorem 5.11 to noisy signals.
This is particularly important since Theorem 5.11 can be used for designing
imaging systems such as light field cameras, which are prone to measurement noise.
Moreover, we can include the effect of the representation error in our analysis.
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Recall that the visual data are typically compressible and not sparse. Converting
a compressible signal to a sparse signal introduces error (which is a part of lossy
compression techniques we described in Chapter 3). In Theorem 5.11 we assumed
that the signal is sparse in all the dictionaries, which may not be true for some
signals in practice. Therefore, including the effect of noise and representation error
can greatly improve the applicability of Theorem 5.11 in practice. The combined
effect of the measurement noise and the representation error can be formulated
using an upper bound on the total error of reconstruction.

Chapter

6

Compressed Sensing in Graphics and
Imaging
So far we have considered theoretical aspects of compressed sensing. Indeed the
main goal of this field is to derive conditions under which one can exactly recover
a sparse signal from what appears to be incomplete measurements. At the same
time, because compressed sensing deals with the fundamental problem of sampling
and reconstruction, it has found numerous applications in substantially different
fields of science and engineering. While this thesis focuses on the applications
of compressed sensing in computer graphics and image processing, the following
subjects exemplify the diversity of research fields that use compressed sensing:
wireless sensor networks [321, 322], face/gesture/speech recognition [63, 323, 324,
325], biomedical applications [326, 327], radar imaging [328, 329], integrated circuits
[330, 331, 332], audio source separation [333, 334], and many more.
One of the early applications of compressed sensing was in imaging, specifically the
“single pixel camera” [83]. Figure 6.1 demonstrates a block diagram of a single pixel
camera. This imaging system consists of an array of digital micro-mirror devices
(DMD) that can be individually addressed. A random number generator creates
a random pattern on the DMD array for each shot. The incident light from the
scene is reflected off of the random DMD array and integrated at a single photo
diode. An analog to digital converter then creates a bit stream which is fed to an `1
reconstruction algorithm. The original work reports acceptable image quality from
1300 measurements, which is 50 times less than the Nyquist rate. The single pixel
camera has been extended to accommodate active illumination [335], multispectral
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Figure 6.1: Block diagram of a single pixel camera.

imaging [336, 337], video capture [338], microscopy [339], and terahertz imaging
[340]. Another important application of compressed sensing in imaging is MRI,
which was first introduced in [26]. Moreover, compressed sensing has been used for
functional MRI [341, 342, 343, 344], and dynamic MRI [88, 345, 346, 347, 348, 349].
For a review of compressed sensing algorithms that can be used in dynamic MRI
see [350].
Inverse problems in image processing can also be formulated using compressed
sensing. Assume that an image is multiplied by a linear operator Φ which degrades
the image. The operator Φ may add noise, blur, or subsample the image. The
inverse of these operations are called denoising, deblurring, and super-resolution,
respectively. Note that Φ can also be a combination of different operators. If the
image is sparse, then the process of inverting the operator Φ to get back the original
image is equivalent to solving (5.4) or (5.5). Compressed sensing has been used
extensively for denoising [351, 352, 353, 354], deblurring [355, 356, 357, 358, 359],
and super-resolution [360, 361, 362, 363].
To the best of the author’s knowledge, compressed sensing was first used in graphics
for the acquisition of light transport of a scene [86]. The authors propose to project
random illumination patterns onto a scene and perform measurements using a
camera. The measurements are then used to reconstruct the light transport matrix
using a modified version of ROMP [303]. Displays and projection systems have also
utilized compressed sensing [364, 365]. Wang et al. [352] introduced a compressed
sensing method for separating noise and features from polygonal meshes. Hue et
al. [366] have used compressed sensing for addressing the many-lights problem in
rendering. By taking a few measurements from the lighting matrix (that contains
illumination information from virtual point lights to points in a scene), the authors
show that a faithful recovery of the full matrix is possible. Unfortunately there are
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only a few examples of the application of compressed sensing in computer graphics.
Given the success of compressed sensing in vastly different fields of science and
engineering, we believe that there exists many opportunities in computer graphics
to be explored.

6.1

Outline and Contributions

This chapter will present the contributions of this thesis regarding the utilization
of compressed sensing for solving various problems in graphics and imaging. Particularly, in Section 6.2, and also in Paper E, we present a light field camera design
that utilizes compressed sensing to capture high resolution, high quality, light fields
using a single sensor. Reconstruction results from the proposed algorithm show
significant improvements over the prior work. Next, we show in Section 6.3 that
compressed sensing can be used to accelerate photorealistic rendering techniques,
which is the topic of discussion in Paper C. This is achieved by rendering a subset of
pixel samples and reconstructing the remaining samples using compressed sensing.
The results show that 60% of the pixels is adequate for a faithful recovery of a
photorealistic rendered image. We also discuss how AMDE, introduced in Section
3.3 and Paper B, can be used for efficient compressed sensing of visual data regardless of the dimensionality (see Section 6.4). While we discuss selected examples
such as light fields, light field videos, and BRDFs, the proposed framework can be
used for the measurement of various types of visual data such as BTF, SVBRDF,
multispectral light field videos, etc.

6.2

Light Field Imaging

Light field imaging has attracted a lot of attention over the past two decades.
Numerous designs have been proposed which range from hand-held devices to
large-scale stationary systems. In this section we describe the design of a multi-shot
single-sensor light field camera that can be implemented in a small hand-held form
factor. Before presenting the method in Section 6.2.2, we review relevant prior
works in Section 6.2.1. The simulation results of the proposed light field camera
will be discussed in Section 6.2.3.

6.2.1

Prior Art

One of the first attempts at capturing high quality light fields was with multi-sensor
systems, also known as camera arrays [367]. By arranging several digital cameras
on a regular grid, as shown in Fig. 6.2a, and triggering them at the same time, we
obtain a set of images. Knowing the location and the parameters of the cameras,
acquired images are reprojected to construct a light field. One can increase the
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(a) Camera array [367]
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[369]

Figure 6.2: Light field capturing systems.

angular resolution by adding more cameras; hence, the system is scalable. Indeed
high resolution light fields and light field videos can be captured using such systems.
However, the cost and size of these devices limit their usability. In order to reduce
the cost of multi-sensor devices, it is possible to mount a single camera on a
mechanical arm, as shown in Fig. 6.2d, for capturing high resolution light fields
[368, 370, 371]. However, these light field imaging systems can only be used for
static scenes.
A popular and relatively cheap method for capturing light fields is through the
utilization of microlens arrays [372, 373, 374]. Figure 6.2b shows a diagram of a
microlens array light field camera. A large array of small lenses are placed in front
of the sensor. The pixels corresponding to a microlens, say an a1 × a2 grid, define
the incoming radiance from a1 × a2 directions. As a result, the spatial resolution is
defined by the number of microlenses, and the angular resolution is defined by the
number of pixels corresponding to a microlens. In fact, a microlens array sacrifices
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spatial resolution of the sensor for angular resolution. Due to the fact that the
microlens light field cameras are small in size and simple to implement, they were
the first to be commercialized (see Fig. 6.2c). However, existing cameras have a
low spatial resolution. Recently, a new sensor technology was introduced, namely
an array of angle sensitive pixels (ASP) [375, 376]. Each ASP is tuned to have a
predefined angular response by utilizing the Talbot effect. Using computational
photography, it is possible to obtain a light field from an array of ASPs [369].
Another method for single sensor light field photography is coded aperture [377],
where a randomly transparent non-refractive mask is placed on the aperture plane.
In this way, each aperture region corresponding to a mask cell transmits a view of
the scene modulated by the value of the mask cell. Hence the sensor integrates
randomly modulated views of the light field. Knowing the transmittance values of
the mask, it is possible to reconstruct the light field views. In [378], a programmable
mask is placed at the aperture plane. This enables taking multiple shots while
changing the pattern of the mask, hence increasing the number of samples and
improving the image quality. However, this comes at the cost of long exposure
times and a large number of shots. A dual mask light field camera was proposed in
[379]. While the method increases spatial resolution, the utilization of two masks
severely reduces the light transmission to the sensor. Babacan et al. [85] utilize
compressed sensing to solve the inverse problem of obtaining a light field from
coded aperture measurements.
More recently, Marwah et al. [17] propose a compressive light field camera where
the mask is placed at a small distance, dm , from the sensor. Let the function
l(ri , tj , uα , vβ ) be a discrete two plane light field parametrization defined by a pair
of locations on the image plane, (ri , tj ), and the aperture plane, (uα , vβ ). Then
the image formed on the sensor, denoted y(ri , tj ), is obtained by
y(ri , tj ) =

|u| X
|v|
X





f ri + γ(uα − ri ), tj + γ(vβ − tj ) l(ri , tj , uα , vβ ),

(6.1)

α=1 β=1

where f (.) defines the random mask, and γ = dm /da , where da is the distance from
the sensor to the aperture plane. Equation (6.1) is equivalent to

h

y = Φ(1) Φ(2) . . .

 (1) 
x


i x(2) 


,
Φ(ν) 
 ... 



(6.2)

x(ν)

where ν = |u||v| and Φ(i) ∈ Rω×ω , ω = |r||t|, is a diagonal matrix that contains
sheared mask values from f (.). Moreover, x(i) ∈ Rω contains a light field view
image. By assuming sparsity of the light field in the K-SVD dictionary, the authors
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solve (6.2) using an `1 program. Moreover, experiments conducted with binary,
Gaussian, and optimized masks, show the superiority of optimized masks.
Optics

Color mask Sensor

Figure 6.3: Multi-shot single-sensor light field camera with a color coded mask.
For each shot, we move the mask randomly to create a new mask pattern.

6.2.2

Multi-shot Single-sensor Light Field Camera

Paper E presents a simple extension of [17] that substantially improves image
quality. Instead of placing a monochrome mask, we use a color coded mask. This is
shown in Figure 6.3. Moreover, we propose to take a small number of shots, where
for each shot the mask (or the sensor) is moved randomly using e.g. a piezo motor.
The movement of the mask creates new random modulation of the light field, and
hence increasing the number of measurements, as well as reducing the coherence
of measurement. Let s be the number shots, then the new measurement model is
formulated as follows
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Moreover, we propose to use spatial sampling to further decrease the coherence
of measurements. The number of samples for spatial sampling is user-defined and
provides a trade-off between the quality and the speed of reconstruction. This is
useful since the measurement model in (6.3) has a fixed number of measurements,
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(a) [17],
(b) Paper E,
(c) [17],
(d) Paper E,
non-overlapping, non-overlapping, overlapping,
overlapping,
PSNR: 27.91dB PSNR: 31.50dB PSNR: 33.59dB PSNR: 37.63dB

(e) Reference

Figure 6.4: Visual quality comparison between Paper E and Marwah et al. [17]
with non-overlapping and overlapping patches using five shots.
i.e. the number of rows in Φ is fixed. Because the total number of samples is directly
proportional to the reconstruction time, one can control the speed of reconstruction
using the spatial sampling based on the hardware used in the camera. Let D be an
overcomplete dictionary and IΛ,. be a spike ensemble. Then, the reconstruction of
a light field captured using the measurement model in (6.3) is achieved by solving
minksk1 s.t. ky − IΛ,. ΦDsk22 .
s

6.2.3

(6.4)

Implementation and Results

We train a 1.5-times overcomplete dictionary on the same training set used in
[17] and using the online dictionary learning method [164]. The light fields in the
dataset have an angular resolution of 5 × 5. The spatial patch size of the light
field was set to 9 × 9, therefore giving us data points with dimensionality m1 = 9,
m2 = 9, m3 = 5, m4 = 5, m5 = 3. Moreover, we used SL0 [82] for solving (6.4).
Simulation results for the proposed multi-shot single-sensor light field camera are
summarized in Fig. 6.4, and a physical implementation is left for future work.
Since the hardware implementation of a monochrome mask [17, 377, 378], and
random movements of a mask [203] has been done before, we believe that a physical
implementation of the proposed light field camera is feasible. Moreover, note that
we use uniformly random values for diagonal matrices in (6.3), while the results we
report for Marwah et al. [17] use an optimized set of values. And yet our method
significantly outperforms the approach proposed in [17].
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Paper E, 1 shot, PSNR: 39.30dB

Nabati et al. [380], 1 shot, PSNR: 39.23dB

Paper E, 2 shots, PSNR: 44.95dB

Paper E, 5 shots, PSNR: 50.91dB

Reference

Figure 6.5: Results of Paper E in comparison to [380] for a natural light field
captured using the Lytro Illum as a part of the Stanford light field archive (http:
//lightfields.stanford.edu/).

In a parallel work to Paper E, Nabati et al. [380] propose a single-shot light field
camera using a color coded mask. Instead of using compressed sensing, the authors
utilize Convolutional Neural Networks (CNN) for light field reconstruction. The
sensing model in [380] is slightly different than (6.3). In particular, all the color
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Paper E, 1 shot, PSNR: 32.80dB

Paper E, 2 shots, PSNR: 38.21dB

Paper E, 5 shots, PSNR: 44.96dB

Reference

Figure 6.6: Results of Paper E for a natural light field captured using Lytro Illum
as a part of the Stanford light field archive (http://lightfields.stanford.edu/).
channels are measured into a single measurement. The measurement model in (6.3)
using combined color sensing becomes
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We compare our results with that of [380] in Fig. 6.5 for a natural light field
captured using the Lytro Illum, where the measurement model is according to (6.5).
Using one shot, our method achieves a slightly higher PSNR than [380]. However,
a visual comparison shows that our method reproduces colors more accurately and
is sharper in general. With two shots, our method achieves 5.72db over [380] in
PSNR. It should be noted that it is unclear if [380] can be extended for multi-shot
light field capture since the mask is used during training. Using 5 shots, we achieve
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near-perfect reconstruction and the PSNR gap with [380] becomes 11.68dB. In Fig.
6.6, we present another example of a natural light field reconstructed using the
proposed light field camera of Paper E.

6.3

Accelerating Photorealistic Rendering

Photorealistic rendering has been a longstanding goal in computer graphics. With
the advent of ray tracing [249, 250] and accurate surface reflectance modeling
[381, 382], a large number of rendering techniques have emerged to progressively
improve photorealism and computational cost of rendered images. Some examples
of rendering techniques are: bidirectional path tracing [383, 384], photon mapping
[385, 386, 387], and metropolis light transport [388, 389, 390, 391]. While the
advances in rendering techniques and the ever increasing computational power
have enabled a steady increase in photorealism of rendered images, photorealistic
rendering of complex scenes still requires anywhere between minutes to hours, or
even days of computing. We expect this problem to persist in the future since
more and more physically accurate models for rendering will be utilized to improve
photorealism. In this section, we present an image-based method that can be
utilized on top of any rendering technique to accelerate the rendering process. We
start by discussing a number of relevant works on the topic of accelerating the
rendering process in sections 6.3.1 and 6.3.2. Our proposed method in Paper C
will be described briefly in Section 6.3.3, followed by the results in Section 6.3.4.

6.3.1

Prior Art

Due to the high dimensionality of the rendering problem, Monte Carlo methods have
been a key mathematical tool in solving the rendering equation. It is well-known
that the error of a Monte Carlo estimator goes to zero, almost surely, as the number
of samples goes to infinity. Due to the limited amount of computational power,
noise or variance in the produced images are a part of photorealistic rendering
techniques. Hence, rendering methods are typically evaluated based on the quality
of the images produced versus the required number of samples. There exists several
methods for improving the efficiency of rendering techniques given a fixed budget
of samples. One method is to adaptively sample the space of parameters. In other
words, we can distribute the fixed number of samples to parameters that contribute
more to the quality of the rendered image. While this approach reduces noise, it
can introduce bias in the estimator. A comprehensive review of adaptive sampling
methods is presented in [392]. A different approach is to render using a small number
of samples and then denoise the resulting estimated image [393, 394, 395, 396, 397].
An advantage of this method is that it is independent of the rendering algorithm
and can be applied on top of adaptive sampling techniques. Another image-based
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technique is to render a subset of pixels, or a subset of intra-pixel samples, and
then use image processing techniques to estimate the missing samples, which will
be described in the following section.

6.3.2

Compressive Rendering

Darabi and Sen [398] proposed compressive rendering, an algorithm for reconstructing an incomplete rendered image from random non-adaptive samples. The authors
use wavelets as the sparsifying basis and a spike ensemble as the measurement
matrix. It can be shown that the wavelet basis is coherent with the spike ensemble,
i.e. the value of µ([IΛ,. , W]) is relatively high (see Definition 5.5), where W is the
wavelet basis. In sections 5.5.1 and 5.7 we showed that a large value of mutual
coherence reduces the probability of successful sparse signal recovery. To address
the problem of coherence, the authors assume that there exists a blurred version of
the original image that is sparse under the wavelet basis and can be sharpened to
get the original image. Hence, the measurement model is extended with a sharpening filter that recovers the original image. This model cannot be mathematically
verified since there is no guarantee that a blurred image can be recovered, and
when combined with a wavelet basis, the recovery problem becomes more difficult.
Moreover, numerical results for the proposed method in [398] are inferior to a linear
interpolation method based on Delaunay triangulation (see Paper C). Moreover,
due to the filtering procedure, one has to pad the rendered image, which leads to
artifacts along the outer edges of the image. Without padding, only the central
part of the reconstructed image is valid. Therefore, a significant portion of the
rendered image, depending on how large the filter is, should be discarded. Indeed,
if a suitable sparsifying basis that is incoherent with point sampling is used, there
is no need to filter the input image.

6.3.3

Compressive Rendering Using MDE

In Paper C, we utilize the two dimensional variant of MDE introduced in Section
3.2 to solve the compressive rendering problem. A set of pixels are chosen uniformly
at random for a ray tracer. After computing the pixel values, the incomplete image
is given to a compressed sensing framework for the reconstruction of the original
image by solving
min

(2,d)

ŝ, (U

⊗U

(1,d)

kŝk1 s.t.
)∈Ψ





x − IΛ,. U(2,d) ⊗ U(1,d) ŝ

2

≤ ,

(6.6)

where Ψ is an ensemble of two dimensional dictionaries trained on a set of natural
and synthetic images. Note that the samples should not necessarily be full pixels.
As long as sub-pixel samples lie on a regular grid, one can apply the proposed
reconstruction algorithm on sub-pixel samples.
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n

1
2
3



Ĝ ← U(1,a) S U(2,a)

4
5
6

oD

Input: Dictionary ensemble, Ψ = U(1,d) , U(2,d)
, incomplete image,
d=1
F, index set of missing pixels, Γ, and number of iterations, I.
Variables: Image estimate, F̂, coefficients of the image estimate, S.
Output: Index of best dictionary, a.
F̂ ← Perform DLI on F;
for i = 1 to I do


Compute [S, a] = Test F̂, Ψ, τt ,  using Algorithm 2;
T

;

F̂Γ ← ĜΓ ;
end

Algorithm 6: Iterative algorithm for determining the best dictionary in
the ensemble for compressive rendering.
As described in Section 5.8, since we do not know which dictionary leads to the most
faithful recovery of the original image, one has to solve (6.6) for all the dictionaries
in Ψ. Indeed this task is computationally expensive and departs us from the main
goal, which is the acceleration of rendering techniques. In Paper C, we propose
to utilize Algorithm 2 for determining the most sparse dictionary with the least
reconstruction error prior to solving (6.6). By Theorem 5.11, we know that the
number of samples is inversely proportional to sparsity; i.e. the more the number
of nonzeros in a sparse signal, the more samples are required for accurate recovery.
Since Algorithm 2 finds the dictionary leading to the most sparse representation, we
expect the chosen dictionary to be compliant with the requirements of compressed
sensing. However, the input to Algorithm 2 is the original signal, which is not
available in compressive rendering because we only have the incomplete rendered
image as input. To address this problem, we obtain an estimate of the original image
using Delaunay Linear Interpolation (DLI) and use this estimate in Algorithm 2.
Results show that even a crude approximation of the incomplete image can guide
Algorithm 2 in finding the best dictionary. However, when the number of samples
small, e.g. 20% of the total number of pixels, it is possible that the result of DLI
becomes inadequate for determining the best dictionary. A simple extension to
Paper C is to perform Algorithm 2 iteratively as outlined in Algorithm 6.

6.3.4

Implementation and Results

We trained an MDE on a dataset of 86 natural and synthetic images with parameters
K = 32 and τl = 6. Moreover, the image plane was divided into 12 × 12 patches.
Since existing rendering libraries do not support independent rendering of a color
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(a) Inset from a reference rendering

(b) Result of [398]: reconstruction from
20% of pixels, PSNR: 32.22dB

(c) Input: 20% of pixels rendered
uniformly at random

(d) Result of Paper C: reconstruction
from 20% of pixels, PSNR: 37.37dB

(e) Input: 60% of pixels rendered
uniformly at random

(f) Result of Paper C: reconstruction from
60% of pixels, PSNR: 47.15dB

Figure 6.7: Reconstruction of incomplete rendered images from 20% and 60% of
pixels using the compressed sensing framework of Paper C.

band, we do not include a color dimension in the data points. As a result, an MDE
was trained for each color channel separately with data points of dimensionality
m1 = 12 and m2 = 12. The three MDEs were combined to obtain one MDE.
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(a) Reference

(b) AMDE, PSNR:
33.05dB, time: 0.69 sec.

(c) CCSC [399], PSNR:
29.97dB, time: 65.82 sec.

Figure 6.8: Comparison of inpainting using AMDE with CCSC [399]. The input
consists of 50% of pixels, i.e. the samplnig ratio is 0.5.

Selected results of applying our method for reconstructing photorealistic renderings
are presented in Fig. 6.7 and we refer the reader to Paper C for a thorough
comparative set of examples. The reference image shown in Fig. 6.7 is an inset
from a photorealistic rendering obtained with the LuxRender library. The results
show a clear advantage of our method compared to [398]. Moreover, we see that
with 60% of pixels, the reconstructed image is almost indistinguishable from a
reference rendering.
Apart from the superior performance of the proposed compressed sensing framework
for rendering, Paper C shows that the method outperforms state-of-the-art inpainting algorithms by a large margin. Specifically, comparisons were made with low rank
tensor completion [400], steering kernel regression [401], piecewise linear estimators
[402], nonparametric Bayesian dictionary learning [403], and K-SVD. Since the publication of Paper C, several methods have been proposed for image inpainting from
random measurements. Recently, Convolutional Sparse Coding (CSC) algorithms
have attracted a lot of attention for solving inverse problems in image processing.
The CSC algorithm was introduced in [404], and several methods have been proposed for improving the efficiency of the algorithm [399, 405, 406, 407, 408]. In Fig.
6.8, we compare the result of using an AMDE for inpainting with Consensus-CSC
(CCSC) [399], which to the best of author’s knowledge is the current state-of-the-art
method. Compressed sensing using AMDE achieves more than 3dB in PSNR over
CCSC while being about an order of magnitude faster.
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Reference

Reference

Ratio: 0.2, PSNR: 33.48dB, SSIM: 0.9309 Ratio: 0.2, PSNR: 34.82dB, SSIM: 0.8913

Ratio: 0.3, PSNR: 36.90dB, SSIM: 0.9586 Ratio: 0.3, PSNR: 38.30dB, SSIM: 0.9345

Ratio: 0.7, PSNR: 46.43dB, SSIM: 0.9913 Ratio: 0.7, PSNR: 45.43dB, SSIM: 0.9866

Figure 6.9: Visual quality results for 1D compressed sensing of a natural light field
(Lego Knights) and a light field video (Painter [262]) using AMDE for different
sampling ratios. We used SL0 [82] for solving (5.8).

6.4

Compressed Sensing of Visual Data

In sections 6.2 and 6.3, we considered two applications of compressed sensing in
computer graphics and rendering. The proposed light field camera utilizes an
overcomplete dictionary for sparse representation, while for the acceleration of ray
tracing we used a 2D dictionary ensemble. As discussed in Chapter 3, AMDE
provides superior performance in sparse representations. As a result, we expect
improved reconstruction quality in various applications that utilize AMDE as a
sparsifying basis in compressed sensing. In what follows, we consider two additional
applications of compressed sensing in graphics that facilitate high dimensional visual
data measurements using AMDE. In particular, we discuss light field reconstruction
from random point sampling in Section 6.4.1 and compressive BRDF capture in
Section 6.4.2. Indeed, since AMDE can be trained on any nD visual data set,
these two applications are merely examples of possibilities for utilizing AMDE in
compressed sensing.

6.4.1

Light Field and Light Field Video Completion

In this section, we discuss the problem of reconstructing a light field, or a light
field video, from a small subset of measurements that are acquired by uniform
sampling at random. This is different from the proposed light field camera in
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Reference

Ratio: 0.76, PSNR: 37.30dB, SSIM: 0.9665

Figure 6.10: Visual results for 5D compressed sensing of Lego Knights using AMDE.
We used GTCS [160] for solving (5.6)
Section 6.2 for two reasons. First, here the measurement matrix is a spike ensemble,
see Definition 5.7, and does not possess the special structure of (6.3). Moreover,
the sparsifying basis used in this section is AMDE. Two datasets are considered
here: Lego Knights from the Stanford Lego Gantry dataset and Painter from [262],
where the former is a light field and the latter is a light field video dataset. For Lego
Knights, we create data points of size m1 = 5, m2 = 5, m3 = 8, m4 = 8, and m5 = 3.
For Painter, we use m1 = 10, m2 = 10, m3 = 4, m4 = 4, m5 = 3, and m6 = 4, where
the last dimension is the number of consecutive frames used in a data point. An
AMDE is learned for each of these applications on a training set that excludes Lego
Knights and Painter. Each AMDE consists of 128 multidimensional dictionaries.
Furthermore, we use the procedure described in Section 6.3 for determining the
most suitable dictionary. The selected dictionary, together with the incomplete
data points and the spike ensemble are used to solve a 5D, or a 6D, variant of (5.8).
We used SL0 [82] for this purpose. The results are summarized in Fig. 6.9.
It should be noted that although the AMDEs for light fields and light field videos
are 5D and 6D, respectively, we use the vectorized form of AMDE to solve the
compressed sensing problem. A more versatile method is to solve (5.6) instead.
In this way, each dimension of the light field (video) is sampled independently.
However, a robust multidimensional `0 or `1 solver that matches the performance
of a vectorized solver such as SL0 does not exist. Indeed since AMDE enables
a more sparse representation than a 1D dictionary such as K-SVD (see e.g. Fig.
4.5), the compressed sensing performance is expected to be improved using an
effective multidimensional solver. As an example, we used GTCS [160] to solve
(5.6). To the best of author’s knowledge, GTCS is the state of the art solver for
multidimensional compressed sensing. However, we found that the results of this
solver is vastly inferior to SL0, see Fig. 6.10. We have left the design of an efficient
multidimensional solver for future work.

6.4.2

Compressive BRDF capture

The Bidirectional Radiance Distribution Function (BRDF) [410] describes the
reflectance properties of a point on a surface. In essence, a BRDF is a function
that describes the appearance of a point under varying illumination from different
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Figure 6.11: Gonioreflectometer for BRDF measurement. Two mechanical arms, one
holding a camera and the other holding a light source, cover the entire hemisphere
above a sample material patch. The exemplar above was developed in collaboration
between Rayspace AB and Linköping University. Implementation details can be
found in [409].
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Figure 6.12: Compressive BRDF capture for two BRDFs from the MERL database.
The peak value for PSNR of a reconstructed BRDF is set to the largest value in
the original BRDF.
vantage points. Indeed, an accurate description of reflectance properties is a
key component of photorealistic rendering. The BRDF is represented by a 4D
scalar-valued function b(φi , θi , φo , θo ), where (φi , θi ) is the direction towards the
light source in the spherical coordinates and (φo , θo ) is the view direction. The
value of the function describes the ratio of the reflected radiance along (φo , θo ) to
the irradiance arriving from (φi , θi ). In this section, we focus on measured BRDFs,
which are a key component in deriving physically based [38, 411, 412], data-driven
[413, 414], and empirical [415, 416] BRDF models. A measured BRDF is merely
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Reference

Ratio: 0.1, PSNR: 25.02dB Ratio: 0.2, PSNR: 40.03dB

Ratio: 0.4, PSNR: 52.12dB Ratio: 0.6, PSNR: 59.97dB Ratio: 0.8, PSNR: 65.69dB

Figure 6.13: Image based lighting of the reconstructed gold-metallic-paint3 BRDF
for different sampling ratios. The PSNR is calculated over the rendered image.
The PSNR of the BRDF itself is reported in Fig. 6.12a.

a discretization of the function b(φi , θi , φo , θo ), where the surface reflectance is
measured for a set of (discrete) values of the parameters. As a result, a measured
BRDF is a 4D tensor, or a 5D tensor including a wavelength dimension.
There are many approaches for measuring the BRDF of a point on a surface.
A common method for BRDF acquisition, and possibly the most accurate one,
is to use a gonioreflectometer, shown in Fig. 6.11. The system consists of two
mechanical arms, one holding a camera and the other holding a light source. The
movements of each mechanical arm covers the entire hemisphere centered at the
sample point, hence measuring the entire 5D BRDF domain. The accuracy of a
gonioreflectometer comes at the cost of long scanning hours. In this section, we
show that compressed sensing can be used for accelerating this process. To do this,
a spike ensemble is used to sample a small portion of the view and light directions
at random. For training the AMDE, we use 50 BRDFs from the MERL database
[37].
We perform sampling and reconstruction using compressed sensing on two BRDFs
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Reference

Ratio: 0.1, PSNR: 26.58dB Ratio: 0.2, PSNR: 41.70dB

Ratio: 0.4, PSNR: 54.93dB Ratio: 0.6, PSNR: 63.22dB Ratio: 0.8, PSNR: 68.01dB

Figure 6.14: Image based lighting of the reconstructed white-paint BRDF for
different sampling ratios. The PSNR is calculated over the rendered image. The
PSNR of the BRDF itself is reported in Fig. 6.12b.

from the MERL database, namely gold-metallic-paint3 and white-paint, which were
not included in the training set. All the BRDFs were converted to a bivariate
representation [417] prior to training or reconstruction. Moreover, the reconstruction was done by solving (5.8) using SL0. The reconstruction quality, in terms
of PSNR, with respect to the sampling ratio is reported in Fig. 6.12. We used
PBRT [15] to render the reconstructed BRDFs by utilizing image based lighting.
The results, which are not published yet, are summarized in figures 6.13 and 6.14.
We see that with 20% of BRDF samples, the rendered image is very close to the
reference rendering, which was rendered using the full BRDF. With as low as 40%
of total samples, a near-perfect rendering is achieved. Note that the samples are in
the bivariate space. Therefore, our sampling ratio with regards to the full BRDF
is significantly lower than the ratio reported here.
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6.5

Summary and Future Work

In this chapter, we presented three applications in computer graphics and image
processing that utilize the rich theoretical foundation of compressed sensing. First,
a light field camera design was proposed that is simple to implement, yet provides
great flexibility to capture high quality light fields without the requirement of
multiple sensors. The simulation results of the proposed method show significant
improvements over previous work. Equation (6.3) shows that the measurement
matrix for a single-sensor compressive light field camera possesses certain structures
and is not fully random. An exciting venue for research is to compute metrics
for exact recovery such as mutual coherence, RIC, and ERC for the measurement
matrix in (6.3). The author believes that it is possible to derive analytical formulas
for a collection of recovery metrics given the structure present in the sensing matrix.
In this way, one can use a rich collection of existing theoretical results for recovery
conditions based on the aforementioned metrics.
The compressed sensing framework used for the light field camera is based on a
variant of K-SVD [164], hence the light field is assumed to be a 1D signal. Given
the superior results of the AMDE in compression, which is achieved by increasing
sparsity, we expect improvements in the results of the light field camera with
a multidimensional compressed sensing framework based on the AMDE. Since
multidimensional sparse recovery algorithms have not matured yet, we have left
the design of a multidimensional light field camera for future work. Indeed such
an approach can offer important improvements. For instance, it is known that a
light field exhibits different patterns of sparsity along its various dimensions. A
light field may be sparse along its angular dimension but dense along the spatial
dimension, or vice versa. As a result, it is beneficial to dedicate more samples along
dimensions that are less sparse. This is only possible when a multidimensional
compressed sensing is used (i.e. equation (5.6)).
The proposed light field camera in Section 6.2 can be extended for capturing High
Dynamic Range (HDR) light fields and light field videos. There exists singleshot, single-sensor HDR imaging systems [418, 419, 420], where an HDR image
is reconstructed from two horizontal interlaced ISO settings over the sensor (also
known as dual-ISO HDR imaging). Such a reconstruction procedure can indeed
be formulated using compressed sensing. Therefore, it is possible to combine
the reconstruction of a dual-ISO HDR image and the measurement model of the
proposed light field camera in (6.3); hence, achieving a single-shot HDR light field
imaging system.
An interesting direction for future research is the utilization of Theorem 5.11 for
guiding the design of compressive light field cameras that utilize an ensemble of
dictionaries. Theorem 5.11 shows that the maximum row-norm of the equivalent
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measurement matrix should be as small as possible. This requirement is equivalent
to having an equivalent measurement matrix with relatively uniform values for
row norms (assuming that the columns of the equivalent measurement matrix
are normalized). There are two important factors that determine the equivalent
measurement matrix. First, the design of the light field camera directly affects the
structure of the measurement matrix. For instance, by changing the placement
of the mask, one obtains a different measurement matrix. Second, the type of
the dictionaries in the ensemble also affects the equivalent measurement matrix.
Indeed if we know the properties of a “good” measurement matrix, as defined in
Theorem 5.11, hardware implementations can be more cost effective and efficient.
The theoretical analysis of existing light field capture systems using Theorem 5.11
is also left for future work. Of particular interest to the author is the design of
an ensemble of nD overcomplete dictionaries and separable sensing operators that
conform to the requirements of Theorem 5.11.
We discussed a method for accelerating the photorealistic rendering techniques. The
proposed approach is based on rendering a subset of pixels and using a compressed
sensing framework to reconstruct the remaining pixels. A sampling ratio of 60%
shows production quality results using the proposed framework. Moreover, at a
ratio of 20%, an acceptable image quality is achieved. An advantage of this method
is that it can be applied to any ray tracing technique since we only consider image
plane samples. Extension of the proposed compressive rendering to the full ray
tracing pipeline is left for future work. In other words, it is possible to evaluate
the reflection equation at each bounce using compressed sensing. We believe that
this approach is feasible since several building blocks has already been discussed in
this thesis. For instance, BRDFs are known to be very sparse objects in a suitable
basis. Moreover, the reflectance equation at a point is expressed by the convolution
of incoming radiance with the BRDF [45]. Since a convolution can be written as a
matrix/vector multiplication, we can apply compressed sensing to determine the
outgoing radiance.
In Chapter 3, we showed (empirically) that the ensemble of multidimensional dictionaries promotes sparsity. Hence, the author is interested in exploring and designing
new approaches for efficient utilization of dictionaries ensembles for compressed
sensing. Given that multidimensional compressed sensing and multidimensional
overcomplete dictionary learning are unsolved problems, we believe that there
exists several new research directions. Note that AMDE, introduced in Section
3.3, is an ensemble of multidimensional orthonormal dictionaries. Therefore, we
expect significant improvements in compressed sensing performance for an ensemble
of overcomplete multidimensional dictionaries. This is due to the fact that an
overcomplete dictionary, compared to an orthonormal one, can produce sparse
representations for a larger set of signals.

Chapter

7

Concluding Remarks and Outlook
In this thesis, we presented methods for compression and compressed sensing of
visual data. The foundation of these methods is sparse signal representation. In an
interesting article, M. Elad [421] presents the progression of sparse representation
techniques since the inception of the field, as well as dividing the future work into
three major directions:
1. Theoretical frontiers: Improving existing theoretical guarantees in compressed sensing to better match empirical results.
2. Model improvements: Establishing new dictionary learning techniques
that promote sparsity, while reducing the representation error.
3. Applications: Apply sparse representation and compressed sensing techniques to improve the quality, as well as efficiency, of compression and
sampling (capturing) of visual data.
This thesis makes a number of contributions in all the three areas mentioned above.
In what follows, we will summarize these contributions and state several unanswered
research questions that can further push the boundaries of sparse representation
techniques for visual data in the near future.
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7.1

Theoretical Frontiers

This thesis presented two key contributions on advancing the theoretical frontiers
of sparse representations and compressed sensing. First, we presented exact
recovery conditions of the OMP algorithm for sparse signals contaminated with
white Gaussian noise. The lower bound on the probability of success for OMP
includes important (and easily computable) signal parameters, as well as dictionary
properties. Additionally, we combined an upper bound on the representation error
with the lower bound on the probability of success to derive new bounds that show
the effect of signal parameters on the performance of OMP. Second, we derived
uniqueness conditions for exact recovery of multidimensional sparse signals under an
ensemble of multidimensional dictionaries (e.g. AMDE). This novel analysis shows
the required conditions for a suitable multidimensional ensemble of dictionaries that
enables efficient compressed sensing. Moreover, we derived the required number
of samples and sparsity of signals, which are crucial in designing state of the art
measurement techniques for visual data including light field cameras, as well as
BRDF and BTF measurements devices. The author of this thesis believes that the
results presented here have posed many new questions that can be subjects for
future research. For instance,
• Theorem 5.8 was shown to significantly improve the previous results using
mutual coherence for the recovery conditions of OMP. However, there is still
a large gap between the theoretical and empirical results. Can the analysis be
improved to have a better match between empirical and theoretical results?
• There exists multidimensional variants of OMP [102]. Can we extend the
analysis in Paper F to accommodate these techniques?
• Theorem 5.11 presented theoretical guarantees for an ensemble of multidimensional dictionaries in a vectorized formulation, i.e. (5.46). Can we derive
theoretical guarantees for an ensemble of multidimensional dictionaries in the
native nD formulation (i.e. (5.59))?
• Using the theoretical results presented in this thesis, can we derive new
performance guarantees for existing capturing mechanism of visual data such
as BRDFs and BTFs?
• Can we derive optimal sensing matrices (according to various metrics in
compressed sensing) that enable efficient BRDF capturing with the minimal
number of samples?
• Can we derive closed form formulas for mutual coherence, RIP, or ERC of
the single sensor light field camera with a color coded mask? And from that,
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can we derive a lower bound on the number of shots that takes as input the
maximum tolerable error in the reconstruction?

7.2

Model Improvements

Sparsity of a signal reduces the storage complexity, a concept that is the key
building block of almost every compression method. Moreover, in Chapter 5
we showed that the sparsity of a signal is inversely proportional to the required
number of samples for compressed sensing. We also discussed that visual data
is typically compressible rather than sparse. Hence the induced sparsity in the
representation relies on the quality of the dictionary. Therefore, a key challenge is
to find optimal dictionaries that produce the most sparse representations with the
least amount of error. More importantly, we need representations that are optimal
for a large family of signals, what we called in this thesis the representativeness of
the dictionary. Moreover, visual data are multidimensional objects that vary in
dimensionality depending on the application and the way they are parameterized.
Using these observations, dictionary learning methods were proposed that enable
enhanced sparsity of multidimensional visual data. Specifically, we demonstrated
the advantages of an ensemble of multidimensional dictionaries for compression
in Chapter 3, and in chapters 5 and 6 for compressed sensing. In addition, we
proposed methods to improve the quality of representation for multidimensional
dictionaries by performing a sparsity-based pre-clustering of the training data. The
resulting ensemble, called AMDE, is more powerful in the sparse coding of complex
variations within, and among, data points extracted from visual datasets.
Improvements in sparsity were shown to enhance compression performance for
various data sets such as SLF, light field, light field video, and appearance data.
Given that the AMDE is multidimensional and expandable in the number of
dictionaries, we believe that there exists numerous applications that can utilize
AMDE for compression. Moreover, because of the superior performance of AMDE
in sparse representations, as well as its flexibility on data dimensionality, any
discrete multidimensional visual dataset can be efficiently compressed or captured
using AMDE.
We found that there are numerous ways to improve the signal models we proposed
in this thesis, as well as new directions for future research regarding the derivation of
new models. Below we summarize a few unanswered questions for future research:
• Is it possible to train an ensemble of multidimensional overcomplete dictionaries? We know that overcomplete dictionaries, which initiated the field of
sparse representations, are superior to orthogonal dictionaries. Moreover, we
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showed in Chapter 3 that an ensemble of multidimensional orthogonal dictionaries is superior to a single overcomplete dictionary. Therefore, it is expected
(by intuition) that an ensemble of multidimensional overcomplete dictionaries
will significantly improve the signal model for sparse representation.
• The AMDE is trained by applying pre-clustering to the training data points,
followed by ensemble training for each pre-cluster. Indeed an iterative approach can improve the quality of AMDE for sparse representation. It is left
to be seen how much this can improve the performance of AMDE.
• Inspired by wavelets, can we derive a training method that iteratively applies
pre-clustering and dictionary training in a multi-level fashion?
• Can we find methods for automatic tuning of the number of pre-clusters
and dictionaries? This is indeed an open problem in most clustering and
dictionary training algorithms.

7.3

Applications

We considered several applications for utilizing sparse representations of visual
data in compression and compressed sensing. For compression, we used a variant
of MDE for precomputed photorealistic rendering without any limitations on the
complexity of materials or light sources. We also showed that AMDE is significantly
superior to previous methods in compression of light field and light field video
datasets. Moreover, we demonstrated that AMDE enables real time playback
of high-resolution light field videos. To show the flexibility of AMDE, we also
presented the compression of large-scale appearance data captured using a rotating
camera rig. For compressed sensing, a design of a light field camera with a single
sensor and a color coded mask was proposed which enables fast, high quality,
and cheap light field capture. Moreover, we used ensemble of 2D dictionaries to
accelerate photorealistic rendering techniques. And finally, we demonstrated that
the ensemble of multidimensional dictionaries can be used for compressed sensing
of a variety of datasets including light fields, light field videos, and BRDFs.
The possibilities of utilizing the proposed methods, and in general sparse representations, in computer graphics, imaging, and visualization are, figuratively, endless.
There are only a few works on sparse representations and compressed sensing in
computer graphics. Hence there exists numerous directions for future work, both by
the extension of the methods discussed in this thesis, as well as their applications
in new areas of computer graphics. For instance,
• We only discussed selected applications in computer graphics for compression
and compressed sensing of visual data. Utilizing AMDE for compression of
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Figure 7.1: Number of papers containing “sparse representation” in the title since
2006. For this chart we used Google Scholar and excluded patents. In 2017, the
number of papers containing the phrase “sparse representation” was 11, 800.
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Figure 7.2: Number of papers containing “compressed sensing” in the title since
2006. For this chart we used Google Scholar and excluded patents. In 2017, the
number of papers containing the phrase “compressed sensing” was 10, 200.
BRDFs, multispectral light fields, BTFs, as well as scientific multidimensional
data is left for future work. Similarly, compressed sensing of BTFs, and other
types of multidimensional datasets are possible using an AMDE.
• It is interesting to see whether a complete reformulation of the rendering
equation using compressed sensing is possible. After all, rendering is merely
a sampling and reconstruction problem. Hence, intuitively it makes sense
to use compressed sensing, which is a vastly superior replacement for the
classical sampling techniques. Moreover, we demonstrated the compressed
sensing performance for a variety of components used in rendering such
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as BRDFs, images, and the sparsity present in the incoming and outgoing
radiance distributions (i.e. the SLF).
• The precomputed rendering technique proposed in this thesis using SLFs
(Section 4.2) can be straightforwardly extended to BTFs. In this way, the
light sources can be dynamic during the real time rendering.
• Compressed sensing of visual data using AMDE can be extended for solving a
variety of inverse problems such as denoising, deblurring, and super-resolution.
• Design of compressive measurement devices for BRDFs with minimal number
of samples is also an interesting topic for future work. Existing methods
are based on heuristics [422], which are difficult to evaluate with the limited
amount of available measured BRDF datasets. Indeed this extends to other
types of visual data such as BTFs.
• Capturing the light transport of a scene using the appearance measurement
device introduced in Section 4.4 opens up many new research directions for
real time photorealistic rendering of complex scenes. To do this, one can
project the AMDE (or a variant of it) using an LED array onto the scene
and use the cameras to capture the coefficients directly.
• In solving inverse problems in image processing, it is a common practice to
create overlapping patches on an image. After reconstructing each patch, the
results are combined (typically averaged) to form the reconstructed image.
Can we utilize the theoretical results of Chapter 5 for patch-based image
processing? In other words, is it possible to derive confidence measures for
each reconstructed patch such that a weighted average of patches are used
to form the reconstructed image? Indeed, this can be extended to higher
dimensional visual data.

7.4

Final Remarks

While in this thesis we proposed several methods for sparse representation and
compressed sensing, the contributions are dwarfed by the massively growing amount
of research that is being carried out in these fields. In figures 7.1 and 7.2, we plot
the number of papers published in peer-reviewed journals and conferences that
contain the terms “sparse representation” and “compressed sensing” in their title,
respectively. The number of papers that contain these terms inside the text is
significantly higher; for instance, the term “compressed sensing” was used in 10, 200
publications (excluding patents) in the year 2017 alone. Note that this excludes
similar terms such as “compressive sensing” and “compressive sampling”. Indeed
the figures show a growing interest in these fields, and most importantly, they
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show an increasing number of research questions year by year. This thesis is no
exception in this trend and we have presented more questions for future work than
the questions we hopefully have answered by the contributions of this thesis. The
author of this thesis finds the growing amount of opportunities in these fields, and
especially their applications in computer graphics, to be extremely exciting.
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