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Abstract

Modern embedded systems deploy several hardware accelerators, in a hetero-
geneous manner, to deliver high-performance computing. Among such de-
vices, graphics processing units (GPUs) have earned a prominent position by
virtue of their immense computing power. However, a system design that re-
lies on the sheer throughput of GPUs is often incapable of satisfying the strict
power- and time-related constraints faced by the embedded systems.

This thesis presents several system-level software techniques to optimize
the design of GPU-based embedded systems under various graphics and non-
graphics applications. As compared to the conventional application-level op-
timizations, the system-wide view of our proposed techniques brings about
several advantages: First, it allows for fully incorporating the limitations and
requirements of the various system parts in the design process. Second, it can
unveil optimization opportunities by exposing the information flow between
the processing components. Third, the techniques are generally applicable to
a wide range of applications with similar characteristics. In addition, multi-
ple system-level techniques can be combined together or with the application-
level techniques to further improve performance.

We begin by studying some of the unique attributes of GPU-based embed-
ded systems and discussing several factors that distinguish the design of these
systems from that of the conventional high-end GPU-based systems. We then
proceed to develop two techniques that address an important challenge in the
design of GPU-based embedded systems, from two different perspectives. The
challenge arises from the fact that GPUs require a large amount of workload
to be present at runtime in order to deliver a high throughput. However, for
some embedded applications, collecting large batches of input data requires
an unacceptable waiting time, prompting a trade-off between throughput and
latency. We also develop an optimization technique for GPU-based applica-
tions to address the memory bottleneck issue by utilizing the GPU L2 cache to
shorten data access time. Moreover, in the area of graphics applications, with
a focus on mobile games, we propose a power management scheme to reduce
the GPU power consumption by dynamically adjusting the display resolution
while considering the user’s visual perception at various resolutions. We also
discuss the collective impact of the proposed techniques in tackling the design
challenges of the emerging complex systems.

The proposed techniques are assessed by real-life experimentations on
GPU-based hardware platforms, which demonstrate the superior perfor-
mance of our approaches as compared to the state-of-the-art techniques.

The research presented in this thesis has been partially funded by the National
Computer Science Graduate School (cugs) in Sweden.
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Populärvetenskaplig Sammanfattning

En grafikprocessor (GPU) är en specialiserad datorenhet som ursprungligen
utformades för att accelerera komplexa grafikrelaterade beräkningar, vilka
krävs för att skapa bildpixlar som ska visas på datorskärmen. För att uppfyl-
la denna beräkningsmässigt tunga uppgift är GPU:er utrustade med många
kärnor som körs parallellt, där varje kärna arbetar på en enda pixel och där en
hierarkisk minnesstruktur och hög bandbredd snabbt förser kärnornamed in-
gångsdata. Jämförtmed kärnorna i en centralprocessor (CPU) är GPU-kärnor
mindre och enklare. De arbetar dessutom på en lägre frekvens för att hålla
strömförbrukningen inom ett tolerabelt spann. Därför är enkeltrådad prestan-
da för GPU:er lägre än för CPU:er. Tack vare det stora antalet kärnor som körs
parallellt, ger GPU:er en mycket högre genomströmning. Som en analogi kan
en GPU betraktas som en lång motorväg med många banor och en CPU som
en kort gata.

I början av 2000-talet, dåmanupptäcktGPU: s potential för högpresteran-
de datorer, satte forskarna sommål att använda GPU som beräkningsplattfor-
mar för att köra vetenskapliga applikationer som inte var relaterade till gra-
fik. Med detta som grund inleddes ett nytt datorparadigm, nämligen generell
användning av data på GPU (GPGPU). Sedan dess har många applikationer
upplevt en betydande prestationsökning genom att avlasta sin massivt paral-
lella arbetsbelastning till GPU. Exempel innefattar tillämpningar inom artifi-
ciell intelligens, video / bildbehandling, medicinsk bildbehandling, vetenskap-
lig databehandling och kryptovaluta. Initialt var användningen av GPGPU en-
dast begränsad till avancerade GPU: er. Omkring år 2013 började inbyggda
system dock långsamt anpassa tekniken till ett sätt att ta itu med den ökan-
de efterfrågan på datorkapacitet. Förutom de uppenbara prestandafördelarna
kan användningen av GPU i inbyggda system hjälpa till att förenkla hårdvaru-
designen och minska kostnaderna genom att byta ut olika enheter på chipet
(som FPGA, DSP och ASIC) samt tillhandahålla en enhetlig programmerings-
ram.Men för att få ut detmesta av dessa fördelarmåste stora utmaningar lösas.
Exempelvis är inbyggda system ofta utsatta för flera begränsningar (inklusive
genomströmnings-, ström- och tidsrelaterade begränsningar) och att uppfylla
alla dessa begränsningar kräver en noggrann systemkonstruktion på hög nivå.

Med GPU:ernas potential i högpresterande datorer och de unika egenska-
perna hos inbyggda system som bakgrund är den centrala frågan i denna av-
handling hur man optimerar prestanda för ett GPU-baserat system under en,
eller en uppsättning av applikationer. Vi svarar på den frågan genom att pre-
sentera flera mjukvarutekniker på systemnivå för att optimera utformningen
av GPU-baserade inbyggda system under olika grafik- och icke-grafiska appli-
kationer. I jämförelse med de konventionella optimeringarna på applikations-
nivå ger vår systemövergripande teknik flera fördelar: För det första möjlig-
gör man att helt och hållet beakta begränsningarna och kraven för de olika
systemdelarna i designprocessen. För det andra kan det avslöja optimerings-
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möjligheter genomatt exponera informationsflödetmellan processkomponen-
terna. För det tredje är teknikerna vanligtvis tillämpliga på ett brett spektrum
av tillämpningar med liknande egenskaper. Dessutom kan flera systemnivå-
tekniker kombineras tillsammans eller med applikationsnivåtekniker för att
ytterligare förbättra prestanda.

Vi börjar med att studera några av de unika egenskaperna hos GPU-
baserade inbyggda system och diskutera flera faktorer som särskiljer utform-
ningen av dessa system från de konventionella avancerade GPU-baserade sy-
stemen. Vi fortsätter sedanmed att utveckla två tekniker som tar upp en viktig
utmaning i utformningen av GPU-baserade inbyggda system från olika per-
spektiv. Utmaningen härrör från det faktum att GPU kräver en stor mängd
data för att vara närvarande vid körning för att kunna leverera en hög genom-
strömning. För vissa inbyggda applikationer kräver dock insamling av stora
partier av data en oacceptabel väntetid, vilket kräver att man byter mellan ge-
nomströmning och latens. Vi utvecklar också en optimeringsteknik för GPU-
baserade applikationer genom att använda GPU-cacheminnet för att förkor-
ta dataåtkomsttiden. Vidare föreslår vi inom ramen för grafikapplikationer,
och särskilt med fokus på mobilspel, ett energihanteringsschema för att mins-
ka GPU-strömförbrukningen genom att dynamiskt anpassa bildskärmsupp-
lösningen, samtidigt som användarens visuella uppfattning beaktas vid olika
upplösningar. Vi diskuterar också de samlade effekterna av de föreslagna tek-
nikerna för att ta itu med designutmaningarna i nya komplexa system.

De föreslagna teknikerna utvärderas genom experiment i realtid på GPU-
baserade hårdvaruplattformar, vilket visar överlägsen prestanda i våra meto-
der jämfört med de senaste teknikerna.
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1

Introduction

Today, graphics processing units (GPUs) have become an inextricable part
of virtually every modern high-performance computing system. GPUs are
purpose-built devices originally designed to accelerate graphics rendering.
Since a decade ago, however, GPUs have been extensively used on high-end
computer systems to perform general-purpose computing across various do-
mains of applications—thanks to their enormous computing power. Lately,
with the proliferation of high-performance embedded systems, GPUs quickly
paved their way into the design of embedded systems. Today, a typical low-
power embedded system featuring a GPU can run algorithms that decades
ago would require a large quantity of top-tier CPUs. At the same time, the
emerging complex systems, such as autonomous vehicles, request for stagger-
ing amounts of processing power. This insatiable need for throughput, cou-
pled with strict power- and time-related constraints, makes the software de-
sign of embedded systems a challenging task, worthy of in-depth study.

This thesis aims to contribute to the software design of GPU-based embed-
ded systems. It explores some of the unique characteristics and requirements
of these systems and provides several system-level techniques. The thesis also
offers insights into the application scenarios of the upcoming complex systems
and demonstrates how our proposed techniques can facilitate the system de-
sign. In this chapter, we give a short introduction onGPU computing, summa-
rize the motivations and objectives, and outline the contributions of the thesis.

1.1 A Quick Review on GPU Computing

GPUs are specialized computing devices originally designed to accelerate com-
plex graphics rendering calculations. A GPU typically comprises a large num-
ber of processing cores each responsible for manipulating a single pixel of an
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1. Introduction

image frame intended to be displayed on the screen. To keep the power con-
sumption of a GPU within a tolerable limit, the cores run at a lower clock fre-
quency than a CPU. Despite a lower frequency, however, a typical GPU deliv-
ers a much higher throughput than its CPU counterpart, owing to (a) a pool
of cores operating on different pixels in parallel, and (b) a high-bandwidth
memory system, as compared to the low-bandwidth CPU memory. The high-
throughput characteristic of the GPU gave rise to a new model of computing.

In the early 21st century, having discovered the potential of GPUs for
high-performance computing 1, some vigilant researchers set out to use GPUs
as computing platforms to run scientific applications unrelated to graphics.
Hence, a new computing paradigm was born, namely general-purpose com-
puting on GPUs (GPGPU). The early GPGPU programs had to represent the
problems in terms of graphics primitives that GPUs could understand. This
cumbersome transformation was later resolved with the advent of general-
purpose programming interfaces, such as CUDA [8] and OpenCL [9], as
these frameworks disengage the programmer from the underlying graphics
concepts. In a typical workflow of a GPGPU program, the following steps take
place: (a) the host (CPU) transfers the data to the GPUmemory; (b) the GPU
processes the data, freeing up the CPU to take care of the more sequential and
control-oriented segments of the code; (c) the CPU initiates a read-back pro-
cess to transfer the results from the GPU memory to the host memory.

At the time when the slowdown of Moore’s law and the breakdown of
Dennard scaling obstructed the steady upward trend in the single-thread per-
formance, the emergence of GPGPU brought a renaissance to the world of
computing. Soon, many applications from a wide range of domains used the
GPGPU concepts to offload their massively parallel workload to the GPU. Ex-
amples include applications in the fields of video/image processing [10, 11],
medical imaging [12, 13], financial modeling [14], scientific computing [15,
16], and cryptocurrency [17]. GPGPU has also sparked a revolution in the
field of artificial intelligence. AI technologies like neural networks owe their
remarkable achievements to the massive data-crunching capabilities of GPUs
[18, 19]. Following the success of GPGPU in high-performance computing,
the next major leap happened in the area of embedded systems.

Around the year 2013, embedded systems began to slowly adopt the
GPGPU technology to address the increasing demand for computing capabil-
ity. In a typical CPU–GPUheterogeneous platform, the CPUhandles the serial
segments of the code while the GPU deals with the parallel portions. Apart
from the apparent performance benefits, the use of GPUs in embedded sys-
tems can help simplify hardware design and reduce cost by replacing various
devices on the chip (like FPGAs, DSPs, and ASICs). In addition, the unified
C-based programming framework (or other high-level language frameworks
like Python) of GPGPU facilitates the software design and reduces the devel-

1We use the term high-performance GPU computing to refer to GPGPU on high-end GPUs.
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1.2. Motivations and Objectives

opment time, as opposed to themulti-language design of amixed-hardware ar-
chitecture. On the downside, however, the general-purpose design of the GPU
and its throughput-oriented characteristics may lead to power- and latency-
related issues—two crucial performance metrics in embedded systems. The
problem becomes more acute in the context of the modern complex systems
with the increasing reliance on embedded computing.

In the following, we elaborate on some of the exclusive challenges that
GPU-based embedded systems must contend with and explain why the cur-
rent research on high-performance GPU computing alone is not enough to
circumvent these challenges. We then propose several novel system-level ap-
proaches to address these issues.

1.2 Motivations and Objectives

Since the emergence of GPU computing, the field of GPGPU has received con-
siderable attention from the scientific community. The great majority of the
works in the GPU research focus on improving a performance-related aspect.
These include advances in the fields of algorithms and applications, program-
ming frameworks, performance analysis tools, and architecture. Studies on
algorithms and applications havemostly been carried out with the capabilities
of a high-end GPU in mind and the goal of increasing application through-
put. The research on programming frameworks and tools aims to facilitate
the design process and help identify the bottlenecks of the system. Studies
on hardware architecture provide better design for different parts of the GPU
and its memory system—these works can offer great performance improve-
ments, but they are often costly and hard to deploy. The current body of re-
search has played a major role in advancing the GPU technology and bring-
ing it to its present status. However, considering the increasing prevalence of
GPU-based embedded systems in today’s technology, we believe that further
research should be conducted in this area. This thesis attempts to contribute
to this cause by focusing on the applications that are specific to embedded sys-
tems, taking into account the various constraints of these systems.

Embedded GPUs are used for various graphics applications, such as mo-
bile gaming and user interfaces, as well as non-graphics applications, such as
packet processing, computer vision, image processing, and neural networks.
While serving different functionalities, the embedded applications often share
general attributes. One common attribute is that the system input can bemod-
eled by one or more data streams, where each data instance, henceforth re-
ferred to as an item, must go through a single or several GPU functions (where
a function is a shader in the graphics context and it is a kernel in the GPU com-
puting terminology).1 For example, in the case of mobile gaming, an item is
a set of coordinates and attributes required to generate the next image frame;

1Depending on the context, we may use the notion of input to refer to a single item.
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1. Introduction

in the case of packet processing, an item represents a packet; and regarding
image processing and computer vision, an item is an image frame. Another at-
tribute is that the items of a stream may arrive at a fixed or dynamic rate. For
example, the arrival rate of a stream of packets, in a packet processing applica-
tion, may change over time, whereas a stream coming from a cameramay have
a constant frame rate. Moreover, every item, regardless of the arrival rate and
the stream it belongs to, is associated with a notion of timeliness. The exact
realization of timeliness, however, may vary among applications: In mobile
games, each output frame must be rendered within a fixed interval, which is
equal to the inter-arrival time of the frames (i.e., period). Conversely, for image
processing and computer vision applications, deadlinesmay be larger than the
inter-arrival time. In a less rigid manner, timeliness may refer to minimizing
the average latency per item, e.g., the average latency per packet for a packet
processing application. As a result of the discrepancies in attributes, it is likely
that different applications require different treatments in order to achieve the
same objective. For example, to reduce energy consumption in a packet pro-
cessing application, it is possible to collect and process multiple items in one
batch and thereby increase the throughput per watt. The same approach can-
not be applied to the graphics applications since the deadline is equal to the
period. However, in the latter case, it is possible to reduce the frame size in
order to reduce the amount of work per frame and hence reduce energy.

Another aspect that further makes the design of embedded GPGPU diffi-
cult is that the embedded systems are usually faced with multiple sources of
concern, such as latency-, throughput-, and power-related issues. During the
design phase, these concerns present themselves as either constraints or con-
flicting objectives. For example, accumulating multiple items may be a way
to increase the energy efficiency of the GPU, but at the same time, it increases
the average latency per item. Or in the case of graphics rendering, reducing the
frame size lowers the energy consumption, but on the other hand, it results in
a lower image quality. This degree of entanglement in constraints, however,
does not appear in high-performance GPU computing. First, most high-end
GPGPU applications do not have a per-item latency requirement, rather they
aim to reduce the overall application duration. Moreover, although power con-
sumption is an important performance metric in high-performance comput-
ing, it is not as much a limiting factor as it is in the embedded system design—
due to the access of high-performance systems to the continuous power supply.

The above examples illustrate some of the complexities in GPU-based em-
bedded systems and underscore the importance of design optimization. To
overcome these challenges, we believe that it is required to optimize the de-
sign both at the low level and high level. A low-level design deals with op-
timizing performance with respect to a particular system component (e.g., a
processing node). At this level of abstraction, the main limitation is that the
design is oblivious to the requirements of the rest of the system. For example, a
packet processing application that is solely optimized tomaximize throughput
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1.2. Motivations and Objectives

requires to collect a large batch of packets before launching the GPU kernel.
But, if the arrival rate is low, this approach results in a larger packet latency
(mainly due to a larger waiting time to build the batch). On the other hand, a
system-level view would allow for monitoring the arrival rate and setting the
throughput according to the current arrival rate. In addition, a high-level de-
sign may expose optimization opportunities that are often not visible at the
component level. For example, by exploiting the flow of information and the
interrelation between the components, a high-level design is able to acceler-
ate data transfer between processing nodes. Finally, such a design may also
be used in system configurations where the GPU is shared by several applica-
tions. In these scenarios, a high-level view is needed to efficiently utilize the
GPU while considering the requirements of all applications.

Below, we enumerate themain objectives pursued in this thesis and discuss
their significance.

1.2.1 Potentials and Challenges of Embedded GPGPU

As an early step into our research, we started off by characterizing some of the
potentials and challenges of embedded GPGPU, at the time when very little re-
search had been conducted in this area. This was crucial because the common
high-performance GPGPU concepts do not readily fit the requirements of the
embedded systems, due to the architectural and operational differences.

1.2.2 Latency vs Throughput Dilemma

GPUs are throughput-oriented machines, but they require large volumes of
data to deliver a high throughput. This is to keep the GPU pipeline busy with
ready instructions while others are waiting for the results of long-latency oper-
ations. Most research studies that involve optimization techniques presume a
large input size adequate to keep the GPU(s) busy during the kernel execution,
where the input represents a single large item or a collection of small items.
In the latter case, the entire batch is regarded as a single task and the applied
optimization works to reduce the execution time of the aggregate task. The
input streams in some embedded applications have similar properties in that
the workload of a single item is not enough to attain a high device utilization.
Hence, batching is required. However, there is a problem with this approach:
the embedded applications often have real-time requirements, and as such the
waiting time required to build the batch can lead to the violation of the timing
constraints. The problem aggravates when we consider that as GPUs become
more powerful, the minimum number of items required to reach the GPU’s
peak throughput (for a given task) increases. Consequently, the minimum
waiting delay also increases, possibly resulting in a higher latency per single
item—even though the processing delay of a single item may have been lower
due to a better design of the GPU pipeline. Therefore, a careful system-level
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1. Introduction

design is required that, on one hand, strives to improve the GPU utilization
(and hence the throughput and energy efficiency of the system) by forming
reasonably large batches, and on the other hand, makes sure that the timing
requirements are satisfied.

Even though several embedded applications essentially face the same la-
tency vs throughput dilemma, the exact characteristics and requirements of
their system models may differ. For example, in one variety of applications,
the items from various streams may need to go through an identical function
and be processed within a predetermined interval. In this case, given a fixed
number of streams with fixed arrival rates, the objective can be defined as to
produce a schedule that minimizes the energy consumption. In another sce-
nario, the minimum required throughput of the systemmay change over time,
due to the dynamic arrival rate of the input stream. In this case, the objective
may be to minimize the average delay per item while meeting the minimum
required throughput at all time.

1.2.3 Managing Graphics Workload on GPUs

In graphics applications, image frames must be rendered by the GPU before a
certain deadline. For example, the frames of a video game that runs at 60 Hz
must be processedwithin 16milliseconds. For each frame, the amount of work
that the GPU must undertake depends on the number of pixels in the frame,
i.e., the frame resolution. As mobile screens have continuously grown in size
and resolution, the energy consumption per frame has significantly increased.
However, this supposed improvement in image quality does not always justify
the implications of a higher GPU power, e.g., a shorter battery life. To put it
another way, users may be willing to sacrifice the image quality to a certain
extent in order to extend the battery life of a mobile device. Therefore, it is
desirable to be able to change the resolution of graphics applications to reduce
power consumption. Moreover, as users have different perceptual sensitivities
to frame resolution, it is also important that such an approach integrates the
preferences of the particular user in various conditions, in order to provide the
best user experience for the longest time. This technique may also be used in
the cases where the GPU is shared between several graphics and non-graphics
applications, in order to reduce the GPUworkload so that it can provide better
service to more applications.

1.2.4 Addressing Memory Performance Bottleneck

Despite GPU’s ability to hide memory latency, memory access time is the prin-
cipal performance bottleneck in GPGPU applications. Prior studies on this
issue involve both hardware and software approaches. Hardware techniques
primarily focus on (a) developing faster memory technologies and communi-
cation links, and (b) architectural innovations like a better cache design. Soft-
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ware optimizations that deal with memory-related issues are chiefly based on
exploiting the data locality that is embedded in the application. Spatial locality
is used to reduce the number ofmemory transactions, as inmemory coalescing
techniques. Temporal locality is exploited to store a small amount of data in
high-speed on-chip memories (like scratchpad and cachememories) for faster
future accesses.

In temporal-locality-based techniques, the data is first fetched from the
slow off-chip memory and then stored in a high-speed on-chip memory to ac-
celerate further accesses. The latency of the first access to the data, however,
may substantially affect the performance of the kernels with low temporal lo-
cality. In such kernels, the first data accessmay contribute largely to the overall
time spent on accessing the element and processing it. Therefore, eliminat-
ing the first-access latency can help improve the performance. One possible
way to attack this problem is via using the GPU L2 cache. Every access to the
global memory first goes through the L2 cache and is responded if the data is
found in the cache. By ensuring that upon the first access the data resides in
the cache, we can eliminate the slow access to the global memory and poten-
tially improve the performance of the application. Another advantage of this
technique is that, unlike traditional techniques, which are dependent on the
inner-workings of the application, it is generally applicable to any kernel as
long as it satisfies certain conditions. However, one major challenge involves
making sure that the data element that is going to be accessed soon will not be
evicted from the cache by competing memory accesses. This is not trivial be-
cause, unlike software-controlled scratchpad memories, caches are automati-
callymanaged by the hardware and as such the designer has no explicit control
over the cache content.

1.3 Contributions

The main contributions of this thesis are in the area of system-level design
techniques to improve the performance of GPU-based embedded systems. We
contribute towards identifying some of the distinct challenges in the high-level
software design of these systems, and we propose techniques to address these
challenges under graphics and non-graphics streaming applications. In the
following, we outline the main contributions made in the thesis. Each con-
tribution corresponds to one of the included papers, ordered by the time of
publication.

Paper I. Exploring the potential of GPUs for energy-efficient computing
in low-power embedded systems. Examine the opportunities
and challenges in the design of embedded GPGPU applications.

• We present one of the earliest works to study the potential of em-
beddedGPUs for high-performance energy-efficient computing by
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implementing five non-graphics benchmarks on a low-power plat-
form with GPGPU support.

• We empirically demonstrate that simply porting a kernel opti-
mized according to the features of a high-end GPU onto an em-
bedded GPU, without considering the architectural limitations of
these devices, often results in a non-optimal performance.

• We compare the execution time and energy consumption of several
applications on the GPU with those on the single, dual, and quad
CPU cores and show early promising results indicating that in the
future the embedded systems may be able to run applications that
historically perceived to be computationally infeasible to host.

Paper II. Exploiting GPUs for energy-efficient computing in real-time sys-
tems. Propose a scheduling mechanism for time-constrained
data streams on CPU–GPU heterogeneous platforms.

• The same throughput-oriented characteristic of GPUs that serve
well the high-throughput requirements of real-time systems
presents major challenges in satisfying their timeliness require-
ments. We propose a scheduling scheme to utilize both the GPU
and CPU harmoniously to meet the deadlines of a real-time appli-
cation while maximizing energy savings.

• We propose a fast near-optimal heuristic to map the items of the
input streams onto either of the GPU or CPU cores and schedule
the execution of jobs on each processor. At the core of the proposed
iterative heuristic is an efficient algorithm that solves the schedul-
ing problem by converting it into a problem of finding the shortest
path in a graph.

• We evaluate the energy efficiency of our proposed technique by
conducting experiments on a hardware platform and present sig-
nificant energy savings.

Paper III. Reducing power consumption onmobile devices by lowering dis-
play resolution. Propose a mechanism to extend battery life via
dynamic resolution scaling while considering user perception.

• We empirically demonstrate that pixel rendering on GPUs con-
tributes remarkably to the overall system power of mobile devices.
We provide a lightweight knob in theAndroid framework to enable
dynamic resolution scaling for closed-source Android games.

• We propose a power management mechanism that exploits the
knob to automatically adjust display resolution at runtime in ac-
cordance with user preferences. The scheme is based on a statisti-
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cal model that captures user preferences and at runtime predicts
the user’s choice according to the current state of the system.

• We also propose an accurate GPU power model to estimate the
GPU power consumption at runtime based on the current utiliza-
tion of the device and its operating frequency. We build a similar
power model for the memory unit.

Paper IV. Latency-aware packet processing on low-power GPU-based het-
erogeneous platforms. Propose a newperspective on packet pro-
cessing on GPUs using persistent kernels.

• While processing packets in fixed-size large batches favors the
GPU throughput, it imposes additional packet latency, particu-
larly when the arrival rate is low. We propose an adaptive tech-
nique to change the batch size dynamically according to the traffic
rate. To this end, we propose the use of a persistent kernel that
is launched only once and continuously processes the batches of
different sizes.

• We propose a software architecture that exploits the unified mem-
ory architecture in the heterogeneous platforms to efficiently coor-
dinate the exchanging of packets between the CPU and GPU, and
seamlessly communicate the new batch sizes to the GPU.

• We use a packet classification algorithm to showcase the advan-
tages of the proposed technique, as compared to the conventional
methods, in reducing the average packet latency while maintain-
ing a sufficiently high throughput to avoid any packet loss.

Paper V. Exploiting the GPU L2 cache to improve the performance of
GPU-based applications. Propose an approach to accelerating
the data transfer between data dependent kernels.

• Memory latency is a major performance bottleneck for many ker-
nels. We demonstrate that the performance of some kernels can
significantly be improved if the initial accesses to the input data
are conducted via the cache, instead of the global memory. We
propose three conditions to identify such kernels.

• We develop a tool to reduce the overall execution time of an appli-
cation graph by splitting the cache-sensitive kernels in the graph
into smaller sub-kernels so that each sub-kernel may find its input
in the GPU L2 cache. We apply the tool to a full-fledged applica-
tion and demonstrate significant performance improvements.

• We propose a technique to construct the data-dependency graph
and obtain memory footprints for arbitrary GPU-based applica-
tions at the block level.

11



1. Introduction

1.4 Thesis Outline

This thesis is a compilation of five research papers, as outlined in Section 1.3.
It is organized in two parts. In continuation of this first part, Chapter 2 and
Chapter 3 provide a general overview of the GPU design andGPGPU concepts
and survey the previous research in the area, respectively. Chapter 4 provides
a summary of each paper along with a discussion on some potential future ap-
plications of the proposed techniques. Part I ends with conclusions and future
work in Chapter 5.

Each paper in Part II takes a different perspective to address the main re-
search question of the thesis, which is about improving the performance of
a GPU-based embedded system using system-level software techniques. Pa-
per I outlines some of the opportunities and challenges in embedded GPGPU
design. Paper II and paper IV deal with providing a good balance between the
throughput of the application and the latency per item, which is an intrinsic
dilemma in the GPGPU design. Paper III focuses on traditional graphics as-
pect of GPUs and strives to reduce the GPU power and energy consumption
in mobile games. Finally, paper V addresses the memory bottleneck issue by
utilizing the GPU L2 cache to shorten the data access time. In Part II, each
chapter is a published paper presented at a conference.
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2
Background

For almost four decades (from the 1970s to mid-2000s), thread performance
on a single-core CPU roughly doubled every two years. During this period, the
scaling of fabrication technologies, aligned with Moore’s law [20], provided
the chip designers with smaller and faster transistors, while Dennard scaling
ensured that the power density remained practically constant [21]. The ex-
tra transistors were spent on advancing the CPU control unit and integrating
larger caches, and as such the performance of sequential programs steadily
improved. However, with the breakdown of Dennard scaling at around 2006,
this upward trend came to an end. The reason was that as transistors contin-
ued to shrink in size, their power consumption did not drop at the same rate;
therefore, to prevent the processor from overheating, the ramping up of the
clock frequency had to stop. Meanwhile, fabrication technologies continued
to scale according to Moore’s law. Taking a new design perspective, manufac-
turers then focused to use the extra transistors to integrate more computing
cores into the chips. The shift created a huge impact on the software developer
community, who was by then accustomed to relying on advances in hardware
to automatically accelerate their programs. As sequential programs could not
experiencemajor speedups anymore (due to frequency stabilization), program-
mers turned to concurrent programs [22] to increase the performance of their
applications by utilizing the cores in parallel. The following surge towardswrit-
ing parallel programs gave rise to a new era of concurrent programming.

Among devices that support parallel computing, GPUs have gained popu-
larity, primarily thanks to their tremendous computing power, the generality
of use, and the ease of programming. In this chapter, we provide background
information about the GPU architecture, GPGPU concepts and programming
models, and several performance considerations in GPGPU programming.
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Figure 2.1: Comparing throughput gap between CPUs andGPUs (figure recre-
ated from NVIDIA [23])

2.1 Multi-Core CPUs vsMany-Core GPUs

To explain the design philosophy of GPUs, we compare the many-core archi-
tecture of these devices with the multi-core architecture of today’s CPUs.

Multi-core processors improve performance by allowing separate sequen-
tial programs, or different sections of the same program, to run on different
cores in parallel [24]. The core architecture of a multi-core processor is sim-
ilar to that of a single-core processor, in the sense that each core uses sophis-
ticated control logic (including circuitry for out-of-order execution, multiple-
instruction issue, and branch prediction) and a hierarchical cache structure to
maximize the execution speed of sequential programs [25].

In contrast, GPU-like many-core architectures comprise many small cores
with simple control units (e.g., with in-order execution, single-instruction is-
sue, andno branchprediction unit), where several cores share the same control
unit. GPUs also havemuch smaller caches thanmulti-core CPUs. Instead, the
precious chip space is dedicated to cramming more cores onto the die. More-
over, GPU cores run at lower frequencies than CPU cores, so that more cores
may be switched on simultaneously without overheating the chip/board. To
supply the cores with sufficient data, GPUs rely on high-bandwidth memory
modules—as opposed to faster but low-bandwidth CPU memories. As a re-
sult of these architectural discrepancies, amany-core GPU can achieve amuch
higher throughput than a multi-core CPU, while the performance of a single
thread is higher on a CPU core [25]. As an analogy to describe the difference
between the two, CPUs can be seen as short streets between two points, while
GPUs are analogous to multi-lane long highways connecting the same points.
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Figure 2.2: Comparing memory bandwidth between CPUs and GPUs (figure
recreated from NVIDIA [23])

Figure 2.1 and Figure 2.2 illustrate the gap between the throughput and mem-
ory bandwidth of NVIDIA GPUs and Intel CPUs, respectively.

From the energy perspective, processing highly parallel data-sets on GPUs
is much more energy efficient than on CPUs. In GPUs, every instruction fetch
is followed by several thread executions (e.g., 16 or 32) performed on different
pieces of data. Thus, the energy that is used for fetching an instruction, which
is significantly larger than the energy it takes to actually execute the instruction
[26], is amortized over a large number of thread executions. In comparison, a
CPUmust fetch the same instruction repeatedly (once per execution) in order
to process the same amount of data, thereby consuming more energy.

Despite GPU’s superior performance in handling highly parallel computa-
tions, the actual performance gain that an application may experience from
GPU processing is limited by the amount of serial code [27]. For example,
suppose that the parallel part of an application can be accelerated one hun-
dred times on a GPU. In this case, if ninety percent of the application code
must be performed serially (while the rest can run on the GPU), the overall
performance gain is limited to roughly ten percent. On the other hand, if the
serial segment constitutes ten percent of the application code, the application
can be sped up by almost a factor of ten. This example demonstrates that while
GPUs can boost the performance of some application parts, the overall perfor-
mance improvement can be considerably less. In such cases, the design efforts
should also be directed towards optimizing the serial code on the CPU. In fact,
for many applications, the best performance comes when the CPU and GPU
are used together tomatch the requirements of the application to the strengths
of each processing unit while achieving high utilization on each device [28].
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2.2 GPUArchitecture

The first GPUs used fixed-function hardware to accelerate 2D and 3D ren-
dering pipelines. In 2001, NVIDIA unveiled the first programmable GPU
(namely GeForce 3), where pixels and vertices could be processed by short pro-
grams, known as shaders, to create various rendering effects [29]. Early GPUs
included different types of shader hardware, e.g., vertex shaders to transform
the position of each vertex and pixel shaders to compute the color and other
attributes of each pixel. Soon the graphics industry evolved towards a unified
shader architecture, where all shader cores use the same hardware resources
to perform any type of shading [30, 31]. While the primary function of the
shader cores was to run shading algorithms, in principle, they were capable
of running any program. This feature was exploited later to run non-graphics
applications on GPUs. The unified shader model allowed for a more balanced
use of the shader cores and has been ubiquitously used in GPUs since then.

2.2.1 Compute Units

A unified GPU device contains an array of many streaming processor (SP)
cores (i.e., shader cores), typically clustered into multi-threaded streaming
multiprocessors (SM). An example of a modern GPU is the giant NVIDIA TI-
TAN V GPU with Volta micro-architecture, which contains 5120 SP cores (or
CUDA cores in NVIDIA terminology) organized into 80 SMs with each SM
encompassing 64 SP cores. We note that the number of SPs per SM and the
number of SMs per GPU vary with GPU generation. Figure 2.3 shows a Volta
streaming multiprocessor.1 Each SP core includes one 32-bit integer unit and
one 32-bit (single-precision) floating-point unit, enabling simultaneous execu-
tion of INT32 and FP32 operations. Each SM also contains 32 64-bit (double-
precision) floating-point units to execute FP64 operations and 16 SFU units,
organized in four groups of four, to execute instructions that compute special
functions (e.g., transcendental functions) on single-precision floating-points.
These instructions can run concurrently with instructions running on the SP
cores. With Volta, NVIDIA has also introduced tensor cores. These are dedi-
cated units designed to accelerate matrix multiplication operations, which are
at the core of neural network training and inferencing [32].

The cores on an SM are organized into four processing blocks, where each
block executes the instructions issued by a warp scheduler unit. Each core
in a block executes the same instruction for a single thread, in parallel with
other cores in the block. As explained in Section 2.1, in GPUs, several threads
are grouped together and execute the same instructions in a lockstep fash-
ion. NVIDIA calls such a group of threads a warp, where each warp includes

1 In this chapter, we use NVIDIA GPU architecture and terminology to explain the hardware
and software aspects ofGPUdesign. While the architectural details and terminologies vary among
different GPU vendors, the underlying concepts are the same.
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Figure 2.3: NVIDIA Volta streaming multiprocessor (courtesy of NVIDIA)

32 threads. On a Volta SM, it takes two cycles to issue an IMAD/FMAD
(integer/single-precision floating-pointmultiply-add) instruction from awarp
(with 32 threads) to one of the four processing blocks (with 16 SP cores).

2.2.2 Multi-Threading

The SM is heavily multi-threaded, supporting hardware resources for up to
2048 threads to be resident at any time. Note that a typical program usually
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declares thousands or millions of threads [33]. At runtime, the GPU brings in
only a small fraction of the entire batch of threads by assigning them to SMs;
other threads are kept in the queue waiting to be scheduled. Each SM has four
large register files containing a total of 64×1024 general-purpose 32-bit reg-
isters divided among the resident threads. The number of registers per thread
depends, for the most part, on the program demand. Low register demands
result in many threads (up to 2048) running concurrently on an SM, while
high demands result in fewer resident threads with more registers (up to 255
registers) per thread. Deciding the exact number of registers per thread is an
optimization problem that involves finding a balance between cutting down
on the register usage per thread, to increase multi-threading, and the cost of
register spilling, which occurs when variables are transferred from registers to
DRAM memory. The register allocation is performed by the compiler. How-
ever, programmers can use compiler directives to influence the decision [34].

As an implication of such a massively multi-threaded architecture, GPUs
rely on fine-grained data-parallel programs to efficiently utilize their cores. A
large number of threads also helps hide the memory latency: In GPUs, caches
are small and DRAM memory is slow; therefore, memory accesses often take
hundreds of processor clock cycles [24]. Having many warps ready to execute
allows the GPU to immediately issue an instruction from one of the ready res-
ident warps and by doing so cover the memory latency with useful operations
while the threads of the blocked warp are waiting for the results of memory
accesses. GPUs can issue instructions from different warps without delay be-
cause in GPUs there is no inter-warp context switching; the execution context
(program counters, registers, etc.) for each warp is stored on the chip during
the lifetime of the warp, unlike traditional context switching, which requires
saving registers to memory and restoring them.

2.2.3 Memory System

Many GPUs use a load/store architecture approach [35], where the instruc-
tions are divided into memory accesses (involving load or store between mem-
ory and registers) and ALU operations (involving only registers). Each pro-
cessing block in a Volta SM includes 8 LD/ST units, where each unit handles
the memory operation of a single thread. When a warp executes a memory
instruction, the LD/ST units must process 32 loads or stores. In each cycle, 8
memory addresses are calculated and coalesced into as many 32-byte contigu-
ous memory blocks as required. For each 32-byte memory block, a memory
transaction is then initiated in one cycle (as mentioned earlier, each transac-
tion takes hundreds of clock cycles to complete). Therefore, memory accesses
to adjacent addresses are coalesced together and result in fewer transactions
and increased effective bandwidth. For example, a warp can access a group of
32 integers that are stored successively in the memory via four 32-byte trans-
actions, with each transaction fulfilling the memory requests of eight threads.
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On the other hand, an entire block is fetched even if only a single byte is ac-
cessed. For example, it takes 32 transactions to access 32 integers in the mem-
ory with a minimum distance of 32 bytes between them.

GPUs use a hierarchical memory model to accelerate the distribution of
data to the cores. At the lowest level, each thread can access a limited number
of registers at the highest speed. Registers are private memory units that can
be accessed only by the individual threads. Each SM also contains a fast on-
chipmemory which is used partly as the shared memory (a software-managed
scratchpad memory) and partly as the L1 data cache. The shared memory is
evenly partitioned between groups of warps, called thread blocks (explained
in Section 2.3.1). Threads within the same thread block may access the same
shared memory partition. At higher levels of abstraction, there are global, lo-
cal, texture and constant memory spaces, each used for a different purpose.
These memory spaces reside on off-chip DRAMmodules. As compared to the
on-chip memory, DRAM memory is significantly larger but slower. In a high-
end device, the GPU has its own dedicated DRAM memory (which in turn
connects to the system memory via PCI express channel), while in an embed-
ded GPU the memory is shared with the CPU. All SMs also share an L2 cache.

2.3 GPU Programming

The advent of programmable shaders and floating-point support on GPUs in
2001 enabled programmers to express certain problems (e.g., those involv-
ing matrices and vectors) in terms of graphics primitives and perform them
much faster on the GPU. This process was facilitated later as GPU program-
ming frameworks, such as CUDA [8] and OpenCL [9], and high-level appli-
cation programming interfaces (APIs), such as OpenMP [36], OpenACC [37]
and SkePU [38], enabled the programmers to specify their inherently parallel
problems using high-level languages, such as C and C++. These APIs are used
today to program high-end and embedded CPU–GPU heterogeneous systems.

In this section, we discuss how a data-parallel problem is partitioned so
that it can efficiently be mapped to the GPU. Then, we discuss two primary
mechanisms in GPUs that allow threads to communicate with each other with
efficiency and reliability. Finally, a CUDA implementation of matrix multipli-
cation is provided to illustrate some of the GPU programming concepts.

2.3.1 Problem Decomposition

Data-parallel computing is about solving a problem with a large data-set by
decomposing it into sub-problems with smaller data-sets that can be solved
in parallel. In the simplest form, every task reads from and writes to specific
memory elements in a one-to-one correspondence between input and output.
In this style, each task is assigned to a single thread and threads work inde-
pendently to solve the problem. An example is adding two or more arrays into
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an array of sums. However, building a parallel framework based on this ap-
proach lacks flexibility because not all problems can be easily mapped in this
way to the GPU. In fact, many problems exhibit amany-to-many input–output
relation, where multiple input elements contribute to the value of an output
element and every input element contributes to the values of multiple output
elements. In this type of problems, multiple threads work together to compute
an output element. In some cases, threads must cooperate in order to prevent
race conditions; for example, when multiple threads update the same output
element (e.g., in a histogram), or when threads read the partial results pro-
duced by other threads (e.g., in a sum reduction). Threads may also cooperate
to improve performance; for example, when there is data reuse among threads,
threads may collectively retrieve the required data block, by each thread read-
ing one or more data elements from the off-chip memory once, and then share
the data among each other via the on-chip memory—instead of each thread
collecting all its input elements individually. An example of this problem type
is a matrix multiplication, where each element of the input arrays is used mul-
tiple times to calculate the values of several output elements.

A parallel framework that supports communication among threads can be
built on a two-level partitioning scheme. First, the problem is partitioned
into blocks, during a coarse-grained partitioning, where each block can be pro-
cessed independently in parallel with other blocks. The blocks are further par-
titioned into threads, during a fine-grained partitioning, where threads within
a block run in parallel and cooperatively produce the results for that block.
Such a problem decomposition fits particularly well to the GPU architecture;
the blocks are mapped to the SMs and the threads within each block run on
the SPs. Figure 2.4 shows a problem decomposition for a matrix multiplica-
tion between two 4×4 matrices. The problem is partitioned into four blocks
of 2×2 threads each. Without thread cooperation, each element of the input
arrays is read four times from the off-chip global memory. The two-level ap-
proach reduces this number to two, while the other two accesses are made via
the on-chip sharedmemory. This is shown in Figure 2.4 via the four accesses to
matrix element A2,0. In general, for matrix multiplication, using N×N blocks
can reduce the number of global memory accesses by a factor of N.

To recapitulate, we use the CUDA terminology to define themain elements
of a data-parallel framework as follows: A thread is the smallest software ex-
ecution unit that represents the execution of the kernel. A kernel is a small
program run by all threads on the GPU. A group of 32 threads form a warp.
Threads in a warp execute instructions in a lockstep fashion. A group of warps
are organized into a one-, two-, or three-dimensional block. A block is exe-
cuted on an SM. Blocks execute independently from each other and are further
organized into a one-, two-, or three-dimensional grid. Theminimumgrid size
is one block. A kernel is specified by its grid size and its block size.
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Figure 2.4: Parallel decomposition of matrix multiplication using four blocks
of four threads each. Each block produces a quarter of the output matrix C in
two steps: First, the two quartermatrices of the two inputs (i.e., A and Bmatri-
ces), shaded in light gray, aremultiplied. The resultingmatrix is then summed
up with the outcome of the multiplication between the other two input quar-
ter matrices, shaded in dark gray. The solid and dashed arrows respectively
denote the off-chip (global) and on-chip (shared) memory accesses made by a
thread to a matrix element.

2.3.2 Thread Communication

The two primary mechanisms that enable efficient thread communication in
GPUs include shared memory and thread synchronization. Shared memory—
an on-chip software-controlled piece ofmemory partitioned among the blocks
with each partition being shared by the threads within a block—allows for
blocks to operate like small computing engines with access to fast on-chip
memories. Through the sharedmemory, threads within a blockmay efficiently
exchange data and, also, store the data with high temporal locality for fast fu-
ture accesses. However, the amount of shared memory allocated to a block
must be decided carefully because the total amount of shared memory per SM
is limited. Therefore, overconsumption of shared memory per block results in
fewer resident blocks on the SM and less parallelism. Another efficient way for
thread communication is warp shuffling, which is a warp-level primitive that
allows the threads within a warp to read one another’s registers [39].
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GPUs use various synchronization techniques to ensure the correct order-
ing of concurrent events. Among them, themost common technique is barrier
synchronization, denoted as __syncthreads() in CUDA. A barrier is a con-
struct that is used for reliable intra-block communication. It ensures that all
active threads within a block reach the same barrier instruction before any of
them can progress beyond the barrier. All threads in the block must partic-
ipate in the synchronization process [23]; if some threads cannot reach the
barrier (for example, if the barrier is placed in a path of a branch that is not
traversed by all active threads), the remaining threads will wait indefinitely at
the barrier and a deadlock arises. Between thread blocks, an implicit synchro-
nization takes place at the end of the kernel. However, with the recent Pascal
and Volta architectures, NVIDIA has introduced the concept of cooperative
groups, which provides synchronization among the threads in a group, and
where a group can span the entire grid [40].

Other major classes of GPU synchronization techniques include memory
fence functions and atomic operations. GPUs follow a weakly-ordered mem-
ory model, which means that the order in which a thread writes data to mem-
ory is not necessarily the order in which the data is observed by another GPU
thread or a host thread [23]. Memory fence functions are used to enforce
ordering on memory accesses. CUDA provides three fence functions to en-
sure ordering in the scopes of block, device, and system (i.e., multiple devices
and the host). Moreover, atomic functions allow threads to perform a read-
modify-write operation on a memory word (global or shared) without inter-
ference from other threads. CUDA provides several arithmetic (add, sub, min,
max, etc.) and bitwise (and, or, and xor) atomic operations. Recent CUDA ar-
chitectures also allow developers to define the scope of an atomic operation at
the level of block, device, or system (i.e., between the CPU and GPU). CUDA
also provides an atomic compare-and-swap operation, which can be used to
enforce inter-block synchronization (while __syncthreads() is used for intra-
block synchronization).

2.3.3 GPU Implementation of Matrix Multiplication

Listing 2.1 shows a CUDA implementation of multiplication between two
square matrices. On the host, the following preparatory steps take place: The
size of the square-shaped thread block is determined by setting its width to a
constant value N. Each block produces an N×N tile of the output matrix, as
explained in Section 2.3.1. The host allocates memory space on the GPU for
the input and output matrices and copies the input matrices from the host to
the GPU memory. The kernel is invoked by specifying the number of blocks
in the grid and the number of threads in a block. The pointers to the matrices
on the device and the width of the input matrices are also passed to the kernel
as arguments. As execution on the GPU is non-blocking, the kernel call imme-
diately returns. We use cudaDeviceSynchronize() function to block the host
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1 template<int N>
2 __gloabl__ void matrixmul_CUDA(float *mA, float *mB, float *mC, int w)
3 {
4 int tx = threadIdx.x; int ty = threadIdx.y;
5 int bx = blockIdx.x; int by = blockIdx.y;
6

7 int row = by * N + ty;
8 int col = bx * N + tx;
9

10 float partialRes = 0;
11

12 __shared__ float sA[N][N];
13 __shared__ float sB[N][N];
14

15 for (int i = 0; i < w / N; i++) {
16 sA[ty][tx] = mA[row * w + i * N + tx];
17 sB[ty][tx] = mB[(ty + i * N) * w + col];
18

19 // wait until all threads complete reading two elements
20 __syncthreads();
21

22 for (int j = 0; j < N; j++)
23 partialRes += sA[ty][j] * sB[j][tx];
24

25 // wait for all threads before changing the shared memory
26 __syncthreads();
27 }
28 mC[row * w + col] = partialRes;
29 }
30

31 void matrixmul(float *hmA, float *hmB, float *hmC, int width)
32 {
33 int const N = 16; // declare block width
34 // allocate space for matrices on device
35 // copy hmA and hmB matrices from host to device
36

37 // define block and grid size
38 dim3 blockSize(N, N);
39 dim3 gridSize(width / N, width / N);
40

41 // invoke parallel matrix multiplication
42 matrixmul_CUDA<N><<< gridSize, blockSize >>>(dmA, dmB, dmC, width);
43 cudaDeviceSynchronize(); // wait for kernel to complete
44 // read back the result from device and store it in hmC
45 }
46

Listing 2.1: CUDA implementation of square matrix multiplication
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thread until the GPU completes its work. The output matrix is then copied
from the GPU memory.

The kernel instructions specify the execution of a single thread. Initially,
each thread obtains its local coordinates in the block and the coordinates of
its block in the grid. A thread also calculates the id of the row in matrix A and
the id of the column in matrix B, whose inner product it is going to calculate.
Blocks iteratively pass over the two input matrices in units of N×N tiles and
calculate the inner product for each pair of tiles (similar to Figure 2.4). Each
block allocates two arrays of shared memory to store the data elements of the
current tiles being processed. In each iteration, the threads collaboratively
fetch one tile from each input matrix from the global memory and store them
in the shared memory. After all threads have loaded their two elements, each
calculates the inner product of its corresponding row and column of the two
tiles and adds the result to the partial result that has been calculated during
the previous iterations. When all tiles are traversed, each threadwrites its final
result into the corresponding element of the output matrix.

2.4 Performance Considerations

Several barriers may impede a GPU program from harnessing the true power
of GPUs. For example, because GPUs dedicate most of the chip space to par-
allel execution pipelines, the control units are simple, and the caches are rel-
atively small. One implication of a small control unit is that, instead of rely-
ing on hardware techniques to improve the flow in the instruction pipeline at
runtime, GPUs must rely on static software techniques, applied at design or
compile time, to increase the instruction issue rate. This is all the more impor-
tant as a controller issues the same instruction to several cores, some of which
are not permitted to execute the instruction (e.g., during a branch divergence)
and have to stay idle. Plus, unlike CPUs where a large hierarchy of caches
automatically provides efficient access to data, GPUs mostly rely on program-
mers to store the data with high locality in the scarce on-chip shared memory.
GPU programs also should provide synchronization among the threads in the
least possible performance-damaging way, which requires a more careful de-
sign than a CPU programwith less need for synchronization. Below, we briefly
outline some of the prominent performance determinants in a GPU program.

2.4.1 Occupancy

When a kernel is launched, theGPUdriver distributes each kernel block to one
of the streamingmultiprocessors for execution. A block/warp is considered ac-
tive (aka, resident) from the time resources, such as registers and sharedmem-
ory (known at compile-time), are allocated to its threads until all threads have
exited the kernel. The number of active blocks/warps on an SM is limited by
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several factors imposed by the kernel launch configuration and the capabilities
of the GPU. The limiting factors include the following: (a) maximum number
of warps per SM that can be active simultaneously; (b) maximum number of
blocks per SM that can be active simultaneously; (c) maximum number of reg-
isters per thread per SM; and (d) amount of sharedmemory per SM. The ratio
of the number of active warps on an SM to the maximum number of active
warps supported by the device is known as the theoretical occupancy.1 Main-
taining high occupancy is often necessary to achieve high throughput on the
GPU. The reason is that when an active warp is stalling for a long latency in-
struction (e.g., a memory operation), the GPU immediately replaces it with
another warp ready to issue an instruction. Therefore, to mask long-latency
instructions, it is desirable to have as many active warps as possible.

2.4.2 Memory Latency

Memory latency is the most important performance consideration in GPGPU
[41]. To reduce global memory accesses, the GPU combines multiple memory
accesses into one single transaction. The number of memory transactions for
a certain set of memory requests and the required access pattern for achieving
coalescing depend on the architecture of the GPU. In particular, it depends
on the target cache (i.e., L1 or L2) that is going to hold the data and the size
of the cache line (e.g., 128 bytes for L1 and 32 bytes for L2). For example,
every successive 128 bytes of memory can be accessed by the threads in a warp
in one coalesced 128-byte L1 transaction or four 32-byte L2 transactions. To
maximize global memory throughput, it is therefore important that a program
promotes memory coalescing.

2.4.3 Branch Divergence

When a warp reaches a flow control instruction (such as if, switch, while, and
for), it successively executes every branch path that is taken by at least one of
its threads. On each path, the warp deactivates the threads that do not fol-
low that path, in order to prevent them from executing the path instructions.
This can significantly impact the GPU utilization and reduce the effective in-
struction throughput [23]. Note that branch divergence occurs only within a
warp; among warps, instructions are not executed in a lockstep fashion, thus
different warps may take different paths without causing divergence. Even
within a warp, divergence can completely be avoided if all the threads follow
the same path; for example, when the control flow is determined by warp id,
obtained as (thread id/warp size). On the other hand, the impact is more
unpredictable when the control flow is determined at runtime, e.g., through

1The theoretical occupancy is the maximum occupancy that can be achieved. The actual
achieved occupancy often varies at runtime and depends on various factors, such as workload
distribution within and across blocks.
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thread-dependent data. To enhance performance, programmers should there-
fore try to formulate the problem so that it seldom results in thread divergence.

2.4.4 Synchronization

As described in Section 2.3.2, GPU programs often need to synchronize the
communication between the threads using mechanisms such as barriers and
atomic operations. Synchronization mechanisms create execution stalls and
algorithms should be structured to minimize their use. For certain algo-
rithms (e.g., reduction), it is possible to reduce the number of barriers (i.e.,
__syncthreads()) by removing those that are used for intra-warp synchro-
nization; for example, threads in a warp can use warp shuffle instructions to
perform intra-warp reductions [42]. Atomic operations also impact perfor-
mance, in general, because they are slower than normalmemory accesses. Per-
formance can further degrade whenmany threads compete to perform atomic
operations on few memory locations. In such cases, competing accesses are
serialized. For example, when all threads in a grid atomically access a single
variable to calculate a global maximum. To mitigate serialization of accesses,
localmaximums canbe used in order to introducemore parallelismand reduce
the number of contended accesses to the same global maximum [43].

2.4.5 Unified Virtual Memory

In a GPU-based embedded system, the GPU is integrated into the chipset and
resides on the chip alongside the multi-core CPU. The system memory that
previously was only owned by the CPU is now shared between the CPU and
GPU. The architecture also differs from a high-end GPU system, where the
GPU has its own dedicated memory. In a unified memory architecture with a
unified addressing scheme, both devices share the same virtual address space
[44]. Therefore, instead of explicitly transferring the data, the CPU can pass
the pointer to the input data to the GPU. Data coherency is managed either by
the software at the beginning and end of the kernel launch, or by the user.
Recently, cache-coherent interconnects have emerged that enforce data co-
herency between theCPUandGPUat the hardware level [45, 46]. The unified
memory architecture togetherwith the cache-coherent interconnect of the het-
erogeneous platforms can facilitate the producer–consumer type applications,
where the CPU and GPU cooperatively process a stream of data.

2.5 Conclusion

This chapter has provided basic background information about GPUs and has
outlined some of the parameters that determine the performance of a program
on a GPU. We have explained that the highly multi-threaded architecture of
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the GPU hasmade it suitable for efficiently processing applications that are in-
herently data-parallel (to fit the GPU architecture) and have large input data-
sets (to yield a high GPU occupancy for better hiding the long-latency opera-
tions). However, as discussed in Chapter 1, providing a large input data-set for
an embedded application may result in a long latency per item, which is often
undesirable. In addition, for certain applications, a large input data-set also
increases the average memory latency due to cache congestion.

To address such issues, we propose several system-level techniques. In this
thesis, we define a system-level technique as a software technique that, instead
of dealing with optimizing the performance of a processing node individually,
takes a holistic view of the requirements of the system and the relations be-
tween the processing nodes in order to make better design trade-offs. More-
over, the proposed techniques use the size of the input data-set as the com-
mon knob to balance their corresponding trade-off problems. In paper II, we
control the number of image frames to maximize the system throughput, via
increasing the GPU occupancy while satisfying the timing requirements. In
paper III, we administer the display frame size to make a trade-off between
the GPU power consumption and the quality of user experience. In paper
IV, we manage the size of a batch of network packets to minimize the aver-
age packet latency while maintaining the minimum required system through-
put. The technique involves maximizing the GPU occupancy and providing
an efficient synchronization mechanism between the GPU threads as well as
between the GPU threads and the CPU. Finally, in paper V, we control the
input sizes of a number of data-dependent GPU kernels in order to increase
the L2 cache hit rate and alleviate thememory bottleneck. Here, the challenge
involves striking a good balance between a high occupancy and a good cache
performance. The techniques also exploit the unified memory architecture to
avoid the costly data transfer between the CPU and GPU.
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Related Work

Since the emergence of GPGPU, researchers have re-structured sequential al-
gorithms from a wide spectrum of applications to harness the parallelism of-
fered by GPUs and have demonstrated significant processing acceleration [47,
48] and energy savings [49] as compared to a traditional CPU environment,
whether uni-core or multi-core. Apart from algorithm-level performance en-
hancement techniques, studies have also been carried out to facilitate several
aspects of the GPGPU design, including research on modeling the power con-
sumption of GPGPU programs [50], formal analysis techniques for reliable
GPGPU programming [51], and the architecture design of GPUs [52]. In this
chapter, we present the literature in each of the domains wherein this thesis
has made contributions.

3.1 GPGPU on Low-Power Embedded Systems

Prior to our work [1], there had been a few studies looking into the potential of
GPU processing in the embedded system domain. However, to the best of our
knowledge, ours is the first to study the application of GPGPU in embedded
systems, across various application domains, from the point of view of per-
formance and energy efficiency. Hallmans et al. have discussed some of the
requirements formoving functions fromdiscrete units in an embedded system
(like a DSP or an FPGA) into an embedded GPU in order to reduce the num-
ber of processing units. Gupta and Owens [53] have proposed compute and
memory optimizations for a speech recognition application on low-end GPUs.
The authors argue that the unified memory architecture in CPU–GPU SoCs
results in a higher memory access contention and therefore memory optimiza-
tion techniques are particularly important for these systems. The experimen-
tal results, however, do not provide information regarding the power/energy
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consumption of the proposed techniques. On the same topic, Daga et al. [54]
have shown that for applications with high volume of data transfer between
the CPU and GPU, a low-power embedded GPU can significantly outperform
a high-end GPU, by exploiting the unified memory architecture to avoid the
PCIe data transfer cost and replace it with fast memory transfers between the
CPU and GPUmemory partitions.

Mu et al. [55] have evaluated the potential of GPUs for high-performance
computing by implementing the benchmarks from high performance embed-
ded computing challenge benchmark suite (HPEC) on a GPU. However, the
experiments of this study have been conducted on a power-hungry NVIDIA
Fermi GPU, which is not a suitable representative for embedded GPUs.

Other studies in the literature have also reported performance and energy
benefits of embedded GPGPU on different use cases. Leskela et al. [56] have
used the OpenCL embedded profile to implement an image processing work-
load on a mobile device with CPU and GPU back-ends. Singhal et al. [57]
have proposed techniques to optimize the performance of three image process-
ing algorithms on an embedded GPU using OpenGL ES programming inter-
face. Cheng and Wang [58] have also used OpenGL ES API to implement a
face recognition system on a low-power mobile GPU and have demonstrated
around two times the performance and energy improvements over the CPU-
only implementation.

3.2 Real-Time Processing on Embedded GPUs

GPUs have been studied in the context of real-time systems. Researchers have
investigated the opportunities posed by GPGPU in real-time systems with au-
tomotive [59] and industrial control applications [60]. In practice, however,
severalmajor challengesmust be overcomebeforeGPUs can be integrated into
real-time systems, including that off-the-shelf GPU drivers often provide inad-
equate support for real-time scheduling in multi-tasking environments [61].

Elliott andAnderson [62] have presented twomethods, based on the use of
dynamic priority scheduling algorithms, to formally analyze the integration of
a single GPU into a soft real-timemultiprocessor environment. To remove the
unguarded GPU driver from resource arbitration decisions, they have used a
semaphore to avoid contentions for the GPU. The authors have also proposed
GPUSync [63], which can use either static or dynamic priority GPU sched-
ulers to manage a multi-GPU multi-core real-time system. Kato et al. [61]
have proposed a scheduling framework, namely TimeGraph, that integrates
the prioritization and resource reservation capabilities into the device driver.
Similar to TimeGraph, the authors have also proposed a GPGPU execution
model [64] to protect high-priority GPGPU tasks from competing workload.
However, unlike TimeGraph, which is a device-driver solution, the proposed
scheme works at the user-space level. Elliott et al. [65] have also proposed
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techniques to reduce the interference from the GPU interrupts, which can of-
ten cause complications in the analysis of real-time systems. Lee et al. [66]
have advanced the previous research in [61, 62], in that they consider the abil-
ity of GPUs to concurrently executemultiple applications and accordingly pro-
vide a scheduling framework by using a fine-grained GPU resource manage-
ment scheme. However, the paper does not elaborate on key factors such as
how the fine-grained scheduling technique is enforced on the hardware or the
impact of concurrent kernels on the estimated kernel durations.

The above thread of work has presented GPU resource management tech-
niques to address the real-time requirements in a multi-tasking GPU environ-
ment. However, in [2], we focus on a systemmodel where the same functional-
ity serves all streams of data arriving frommultiple sources. The key challenge
here is to decide which set of data items must be batched together and sent to
the GPU for computation. This is different from the above works where the
job creation is abstracted away. Moreover, unlike our work, these articles do
not consider energy efficiency as an optimization objective.

Verner et al. [67, 68] have proposed algorithms for hard real-time schedul-
ing of parallel data streams on a heterogeneous system with single- and multi-
GPU support. The algorithm batches multiple streams together and statically
assigns them to either of the GPU(s) or CPUs. In addition to differences in the
systemmodel, our work aims tomaximize energy efficiency, while these works
focus on high-performance computing and try to increase the throughput of
the system. Also, they consider a discrete-GPU based architecture with sig-
nificant data-transfer overhead, whereas we target a GPU-integrated system,
where CPU–GPU communication time is insignificant.

Research has also been conducted to compute the worst-case execution
time (WCET) of applications onGPUs [69, 70, 71]. However, these techniques
often face unresolved timing analysis issues in GPUs mainly caused by hard-
ware complexities, such as shared caches, and undisclosed proprietary thread
scheduling mechanisms, which make developing an effective WCET analysis
framework for GPUs evenmore of an ambitious endeavor than it is for amulti-
core platform [72]. In [2], we assume that the WCET of an application is ob-
tained through empirical tests. Recently, Santriaji et al. [73] have proposed a
hardware-based resource manager for GPUs that enforces timing guarantees
with minimal energy.

Recently, Lee et al. [74] have proposed a runtime scheduling framework
for event-driven applications on a GPU-enabled embedded platform. The
framework aims to maximize the number of real-time applications that meet
their timing requirements by splitting the kernels into sub-kernels (spatial pre-
emption) and scheduling the sub-kernel launches on the GPU according to
their priorities (temporal preemption).
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3.3 PowerManagement inMobile Games

Mobile games are among the most popular applications on handheld devices
and contribute greatly to the battery drain. Several studies in the literature
have investigated power management techniques for mobile games. Dietrich
et al. [75, 76] have proposed a power management technique for embedded
CPUs that scales the processor’s voltage and frequency based on the current
state of the game (e.g., whether the game is being loaded or played)—where
the state is detected through intercepting theOS–game communication—such
that the minimum desired frame rate of the state is ensured. Inspired by the
DVFS-based techniques for embeddedCPUs, Pathania et al. [77, 78] have pro-
posed an integrated CPU–GPU power management scheme that exploits the
DVFS capabilities in both the CPU and GPU synergistically. Recently, Hwang
et al. [79] have proposed a perception-aware power optimization technique
for mobile games that estimates the appropriate frame rate based on the per-
ceptual similarity between consecutive game frames. The above techniques
use the frame rate as a common knob to reduce power consumption, reason-
ing that the default frame rates provided by the system are often too high and
user experience will not be degraded at carefully selected lower frame rates.
We consider these works as orthogonal to ours [3]; we use the frame resolu-
tion as the knob, without tinkering with the frame rate.

The idea of using the resolution to save power has been briefly discussed in
[80], where a GPU simulator is presented to evaluate the performance, power
and image quality onmobile graphics systems. Similar to our work (published
at about the same time), He et al. [81] have proposed a power management
scheme using dynamic resolution scaling. Both techniques use resolution scal-
ing as a knob to lower power consumption for closed-source games, and they
both utilize quantitative analysis to account for the trade-off between power
saving and user experience. However, the techniques use different approaches
to achieve similar goals. First, we use a custom ROM to enforce resolution
scaling at runtime, whereas their technique does not require re-building the
ROM. On the other hand, the overhead of our technique is less, and it does
not require intercepting the OpenGL function calls. Second, they use an ultra-
sonic module to accurately detect the user’s distance from the device screen.
The distance is then plugged into a visual acuity function, which decides the
proper frame resolution in order tomaintain a certain visual acuity. While it is
a bright idea to integrate user’s distance into the decision-making process, the
technique does not capture the alterations in user preferences as the remain-
ing battery time or the situational context of the user changes. However, we
believe that these two techniques can be combined. Finally, their technique
requires an additional hardware module (to measure the distance from the
screen) that currently does not exist on smartphones and which consumes ex-
tra power—even though very little, as the authors claim.
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The idea of trading off quality for energy has also been studied previously.
Pool et al. [82] have proposed a hardware-based approach to saving energy
by reducing the precision of arithmetic operations. Recently (succeeding our
work [3]), more research has been conducted in this area. Yan et al. [83]
have proposed a statistical model to estimate the user satisfaction for a given
application, QoS, and energy. The model is guided by the user personality,
which is dynamically identified based on the device usage history. Based on the
obtained user satisfaction model, the authors have further proposed a power
management policy to maximize energy savings while satisfying every individ-
ual mobile user. Xie et al. [84] have proposed a perception-aware runtime
technique to approximate the 3D rendering process in order to reduce theGPU
power, without visible image quality loss. In their Ph.D. theses, Bischoff [85]
and Devlic [86] have also investigated user-experience based optimizations
for mobile systems and wireless-based video content delivery, respectively.

3.4 Packet Processing on GPUs

The recent interest towards software-based networking on general-purpose
commodity devices has prompted researchers to exploit the highly multi-
threaded architecture of GPUs for parallel processing of packets. In their
seminal work, Han et al. [87] have presented PacketShader, the first GPU-
accelerated software router to reach multi-10 gigabits per second (precisely,
40 Gbps). PacketShader accomplishes this via significant I/O optimizations
at the operating system level and efficient processing on the GPU. The GPU-
accelerated applications include IPv4/6 lookup, classification, and packet en-
cryption/authentication. Li et al. [88] have proposed GAMT, a GPU-based
IPv4/6 lookup engine that can smoothly handle high update frequencies of the
routing table. The proposed method encodes a multi-bit trie structure into a
state-jump table efficiently represented in the GPU. Zhu et al. [89] have pro-
posed an integrated CPU–GPU micro-architecture to optimize QoS metrics.
Their work addresses two problems in GPU-based packet processing, namely
the communication overhead between the CPU and GPU and the throughput
vs latency trade-off. To eliminate the CPU–GPU communication overhead,
the authors propose the use of a shared memory system (which is nowadays
available in integrated-GPU platforms). As for the latter, they have proposed
a hardware-based adaptive warp issuing mechanism that adapts to the arrival
rate of network packets and maintains a balance between the throughput and
worst-case packet latency. Sun et al. [90] have proposed Snap, a flexible
framework that allows for packet processing tasks to be implemented asmodu-
lar elements. The main feature of Snap is its ability to efficiently support com-
plex pipelines, where packets can be split across divergent processing paths;
for example, some packets can take the path through a lookup function while
others pass through a pattern matching function.
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More specifically, a group of studies has focused on accelerating the packet
classification [91] on GPUs. Zhou et al. [92] have proposed a two-phase al-
gorithm. In the first phase, each thread examines a set of rules and produces
a local classification result, using a binary range-tree search technique. Then
in phase two, the rule with the highest priority among the local results is iden-
tified. However, the performance of this technique is limited by the size of
sharedmemory and does not scale well with the number of rules. Varvello et al.
[93] have proposed GPU-accelerated implementations of several algorithms
for performing multi-layer packet classification, including linear search, tuple
search, and tuple search enhanced by Bloom filters. The proposed algorithms
are integrated with a high-speed packet I/O engine. Kang et al. [94] have
proposed an algorithm based on a linear search framework. At the core of the
framework, a metaprogramming technique compiles the rules into fragments
of C code to avoid high-latency memory accesses required to fetch the rules.

One common pitfall in most of the previous studies is that they mainly
focus on the throughput aspect and attend less to the packet latency aspect
[95], perhaps due to the fact that GPUs are throughput-oriented machines
and achieving a higher throughput is regarded as a more desirable goal. This,
however, has an implication on the residence time of the packet inside the net-
working device. Addressing this issue is the main focus of our work [4].

3.5 Addressing theMemory Bottleneck

Memory-related stalls are considered as the main source of execution ineffi-
ciency in GPGPU programs [23]. A lot of prior efforts have been devoted to
this problem, from the perspectives of hardware, software, and system-level
design. Hardware-based solutions include innovations in the design of high-
bandwidth memory modules [96], fast on-chip interconnects [97], and effi-
cient caches [98, 99]. Despite usually offering considerable performance im-
provements, these techniques are often costly and slow to deploy. Software-
based solutions, on the other hand, seek to exploit the locality of data for more
efficient data access. Memory coalescing techniques are used to exploit the
spatial locality [100], while others reduce access time via keeping the recently
accessed data in high-speed on-chipmemory resources, such as in the registers
[34, 101], in the user-managed scratchpad memory [102], and in the caches
[103]. These software optimization techniques are flexible and fast, but they
often suffer frombeing kernel specific. In [5], we propose a software technique
that exploits the GPU L2 cache to accelerate data access. Our technique does
not require prior knowledge about an application and is completely unaware
of the kernel functionality.

Software techniques have been proposed to improve the cache perfor-
mance in GPUs. Li et al. [104] have proposed an adaptive cache bypassing
framework for GPUs to avoid cache congestion often caused by a large num-
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ber of concurrent threads competing for the same cache lines. The idea of
cache bypassing is to skip placing certain data of selected threads in the cache
in order to reduce cache contention, thereby increasing the effective cache ca-
pacity [105]. Li et al. [106] have also proposed a software technique to exploit
the data locality between thread blocks. The technique is based on clustering
the blocks with inter-block locality and reshape the default block scheduling
so that all the blocks in the same cluster can be assigned to the same GPU
SM, in order to exploit the locality via SM’s L1 cache. In comparison, our tech-
nique deploys kernel tiling to exploit the inter-kernel locality using the GPU
L2 cache. Therefore, we believe that the two techniques can be combined to
improve the performance of both L1 and L2 caches.

Tiling has also been used in other contexts to enhance the performance of
GPU kernels. Rawat et al. [102] have proposed a tiling-based technique to
effectively use the scratchpad memory for stencils. However, this technique
can only be applied to stencils. Yun and Xiuhong [107] have developed a tech-
nique to split concurrently executing kernels at runtime to improve resource
utilization. However, this technique does not deal with cache performance
and, moreover, requires the kernels to be data independent.
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The content of this thesis is based on the following conference papers:
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[2] A. Maghazeh, U. D. Bordoloi, A. Horga, P. Eles, and Z. Peng. “Sav-
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Z. Peng. “Latency-aware packet processing on CPU–GPU heteroge-
neous systems.” In: Proceedings of ACM/EDAC/IEEE Design Automa-
tion Conference (DAC). Austin, TX, USA, June 2017, pp. 1–6.
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and Test in Europe Conference (DATE). Florence, Italy, Mar. 2019,
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In addition to the included papers, other relevant publications include

[6] E. Aragon, J. M. Jiménez, A. Maghazeh, J. Rasmusson, and U. D.
Bordoloi. “Pattern matching in OpenCL: GPU vs CPU energy con-
sumption on twomobile chipsets.” In:Proceedings of the International
Workshop on OpenCL (IWOCL). Bristol, UK, May 2014, 5:1–5:7.

[7] A. Maghazeh, U. D. Bordoloi, U. Dastgeer, A. Andrei, P. Eles, and
Z. Peng. “Adaptive Packet Processing on CPU–GPU Heterogeneous
Platforms.” In:Many-core computing: hardware and software. Ed. by
B. M. Al-Hashimi and G. V. Merrett. Manuscript in press.

4.2 Publication Overview

Paper I: General Purpose Computing on Low-Power Embedded
GPUs: Has It Come of Age?

Until recently, studies on GPGPU were predominantly concerned about de-
sign and optimization of massively parallel applications on high-end GPUs.
This paper focuses on GPU computing on embedded GPUs and investigates
some of the opportunities and challenges in the context of low-power embed-
ded systems. Towards this, we select five non-graphics benchmark algorithms
(i.e., Rijndael algorithm, bitcount, genetic programming, convolution, and pat-
tern matching), deployed in various embedded application, and map them to
an embedded GPU. To the best of our knowledge, this is the first work to
study the performance characteristics of non-graphics workloads on embed-
ded GPUs using a real hardware platform.

Through the choice of these applications, we make the following points.
First, for each application, we compare the execution time and energy con-
sumption of the GPU implementation with the CPU implementations on sin-
gle, dual, and quad cores. For the three massively parallel applications (i.e.,
genetic algorithm, convolution, and pattern matching), the GPU variant pro-
vides compelling performance gains over the CPU ones. For the next two
memory-bound applications (i.e., Rijndael and Bitcount), the GPU provides
smaller execution times as compared to the single- anddouble-core, but its per-
formance is beaten by the quad-core. With respect to the energy consumption,
all CPU and GPU variants exhibit similar results.1 Second, we discuss some of

1It is important to note that here we compare the performance of an embedded GPU at its
early stages of development with that of a well-matured CPU core. With advances made in the
past few years in the realm of embedded GPUs, today’s devices provide significantly higher perfor-
mance at low energy rates.
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the challenges in the embedded GPGPU design and demonstrate that adopt-
ing the same optimization strategies used for high-performance GPU comput-
ing may lead to poor performance on embedded GPUs. For example, because
the embedded systems generally have fewer registers in their streaming mul-
tiprocessors, the same kernel designed and optimized for a high-end GPU if
implemented on an embeddedGPU could potentially result in register spilling
and more memory accesses, hence lower performance.1 Finally, based on the
promising results on a yet premature device, we envision that a new wave of
computationally heavy applications that are conventionally known to be pro-
hibitively expensive to run on embedded systems may eventually become fea-
sible as the architecture of embedded GPUs evolves.

Paper II: Saving Energy Without Defying Deadlines on Mobile
GPU-Based Heterogeneous Systems

In embedded systems, energy is at a premium. Therefore, energy-efficient
computing is of great significance. The high throughput and energy efficiency
of GPUs seem to well meet the high computational demands of these systems.
However, many embedded applications have real-time requirements, which
do not readily adhere to the throughput-oriented design of GPUs. In this pa-
per, we propose a scheduling scheme for a real-time system based on the co-
operative use of a GPU and multiple CPU cores in a heterogeneous platform.

The input to the system is a set of streams. Each stream generates a se-
quence of items at regular intervals—unique to each stream. items must be
processed either on a CPU core or on the GPUbefore a certain deadline. More-
over, items are processed by the same function, even though each is associated
with a different input data. Our goal is to provide a schedule to minimize the
overall energy consumption of processing the itemswhile satisfying their dead-
lines. One example of such a system model can be found in self-driving cars
wheremultiple cameras stream data frames for sensing the surroundings. The
frame rates of cameras may vary, for example, due to the different device char-
acteristics or the criticality of the camera position relative to the carmovement.

Using GPUs for real-time applications poses several challenges, at the
heart of which lies the trade-off between throughput (subsequently energy effi-
ciency) versus latency. GPUs are inherentlymore energy efficient than latency-
oriented CPU cores, but they require aminimum amount of workload in order
to deliver high throughput-per-watt; otherwise, it is more energy efficient to
assign the task to the CPU cores. Moreover, due to the inherent characteristics
of some applications and the fact that GPUs are steadily becoming more re-

1We note that some of the challenges discussed in the paper have now been resolved via pro-
ducing more resourceful embedded GPUs or by unifying the architecture of streaming multipro-
cessors in embedded and high-end GPUs, for example, in NVIDIA Tegra. However, even then
and due to the characteristics and requirements of the embedded systems (like power related re-
strictions), designing kernels for embedded GPUs may require special treatments.
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sourceful, it is reasonable to assume that the corresponding workload of a sin-
gle item is not sufficiently large to sustain a high GPU utilization rate. There-
fore, to meet the minimum workload requirement, multiple items should be
collected and processed together as a single larger job on the GPU. However,
determining the job size (i.e., the number of items in a job) is not a trivial prob-
lem, for two primary reasons: First, increasing the job size results in a larger
waiting and processing time for the constituent items. Consequently, some of
the items may miss their deadlines or be forced to run on the less energy effi-
cient CPU cores in order to meet their deadlines. Second, a combination of a
large job followed by a small onemay consumemore energy than twomedium-
size jobs. These factors indicate the need for an efficient, yet thorough, design
space exploration technique.

We propose an iterative heuristic to solve the scheduling problem. In each
step, the heuristic finds the most energy-efficient schedule for the items that
arrive during a given time interval, called the simulation interval, using a local
search algorithm. Initially, the simulation interval is set to one hyperperiod of
the system.1 The local search algorithm then finds the energy-optimized static
schedule for the given interval by transforming the problem into a problem
of finding the shortest path in a directed acyclic graph. Once the schedule is
found, the heuristic increases the simulation interval by one hyperperiod and
performs the local search again, aiming to discover a better schedule. This pro-
cedure repeats iteratively until the heuristic terminates at any step where (a)
no feasible schedule can be found, or (b) the best-found local schedule cannot
improve the best-found global result, or (c) a predefined timeout is reached.
The obtained schedule determines the exact processing time of the items as
well as their mappings to either of the GPU or the CPU cores. We validate the
effectiveness of our technique by performing several sets of experiments on a
development board and demonstrate major improvements in the energy con-
sumption of the board in various configurations. We also report superior en-
ergy performance for the schedules proposed by our heuristic when compared
to the schedules proposed by an ILP solver within a one-hour time limit.

Paper III: Perception-Aware Power Management for Mobile
Games via Dynamic Resolution Scaling

In the everlasting race towards visually appealingmobile devices, displays have
experienced a significant increase in size and resolution. As a result, the num-
ber of frame pixels rendered by the GPU have increased dramatically, leading
to a higher power consumption by the GPU and a shorter battery discharge
time. Meanwhile, the majority of users barely notice any image quality degra-
dation over marginal reductions of the display resolution, or they may be will-

1The actual size of the simulation interval may slightly be larger than one hyperperiod due to
hyperperiod spilling.
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ing to trade image quality (by accepting lower resolutions) for a longer battery
time, all the more so when currently it is not possible to charge the device.
In this paper, we propose a power management scheme for mobile games by
dynamically changing the display resolution while the game is being played.
Our technique uses a decision theory model to combine the qualitative met-
rics (i.e., user preferences) with the quantitative metrics (i.e., the remaining
battery time) in order to make the best decision.

First, we show that resolution scaling provides a significant potential for
saving power and battery time. To this end, we select 12 popular Android
games and play each game at six different resolutions. We provide the knob
that allows us to dynamically change the resolution for closed source games
by slightly modifying the Android framework source code. At runtime, upon
system’s request to lower the resolution, the knob enforces the new resolution
by reducing the size of the buffer into which the frame pixels are rendered.

Next, we propose the power management scheme that exploits the knob
to provide the best user experience for the longest battery time. The manager
begins with the start of a game session and runs until the session terminates.
During this time, upon occurrences of certain events (e.g., when the battery
level drops to certain levels, or when there is a sudden change in the system
power), an algorithm is invoked to select themost appropriate resolution from
a set of candidate resolutions, based on the current conditions. The manager
then uses the knob to switch to the new resolution.

The algorithm that selects the next resolution uses a mathematical model
to determine which candidate resolution provides the best trade-off between
quality and power, considering a given state of the system (i.e., the remaining
battery charge and the current system power) and the situational context (e.g.,
whether it is possible to charge the device). The model quantifies the suitabil-
ity of individual candidate resolutions by calculating an expected loss value for
each. The value encapsulates two factors: (a) the probability with which the
user would choose a certain candidate under normal conditions, and (b) a tun-
able parameter that allows the user to alter their normal preferences in special
circumstances, for example, while traveling and not being able to charge the
device. Upon invocation, the algorithm selects the candidate with the least
expected loss value.

To obtain the probabilities of different user choices, we use a classification
method based on the multinomial logistic regression model. The model sta-
tistically relates the observed user choices to the amount of the leftover time
corresponding to each candidate resolution. We estimate the parameters of
the classifier by conducting an offline user survey, where users give their pref-
erences after having been shown a demo of a game played at the candidate
resolutions on the target device. Once the model is trained, we provide the es-
timated leftover times, for the current system state, as the input to the model
and obtain the probability associated with each candidate resolution.
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We estimate the leftover time for each resolution by using a function of the
remaining battery time and the estimated system power at a given resolution.
The former can easily be acquired at any moment through the Android APIs.
As for the latter, we develop a power model to obtain the overall system power
by estimating the power of every major system component (CPU, GPU, dis-
play, etc.). We build on the model that Android uses to determine the battery
usage statistics per application. Android does not provide the power rates for
the GPU and memory unit. Therefore, we build a GPU and a memory power
model. The GPU model estimates the power using the current utilization of
the GPU and its operating frequency. As for the memory unit, however, An-
droid does not provide the utilization rate. Therefore, we use the GPU utiliza-
tion to estimate the memory power, based on the empirical observation that
there is a strong correlation between the GPU andmemory utilizations during
the game. For each of the GPU and memory models, we obtain an accuracy of
97.4% and 98.4%, respectively.

We evaluate our power management technique by conducting an experi-
ment that shows how the system switches from one resolution to another as
a new event arises. We also compare the battery depletion time when our ap-
proach is used with the ones when the resolution is fixed and demonstrate the
effectiveness of the technique in extending the battery life.

Paper IV: Latency-Aware Packet Processing on CPU–GPU Het-
erogeneous Systems

Recently, there has been an interest in software implementation of packet pro-
cessing applications on general-purpose processors. GPUs appear to suit this
purpose, given that as a router processes millions of packets per second, it cre-
ates a huge amount of data parallelism. In this paper, we propose a software-
based packet processing approach on low power heterogeneous platforms. We
exploit the computing power of GPUs to fulfill the high throughput demand
of packet processing applications while addressing their timing requirements.

The main challenge of using GPUs for packet processing is to reconcile
the conflicting goals of achieving a high throughput while keeping a low la-
tency per packet. To achieve a high throughput, large batches of packets must
be gathered before being dispatched—as the workload per single packet is far
below that required to efficiently utilize the GPU. But large batches entail a
large latency. Small batches, by contrast, provide a low latency but have a low
throughput. Instead ofmaximizing the throughput by constantlymaking large
batches, we propose to dynamically change the batch size according to the traf-
fic rate. At runtime, the system regularly monitors the input rate and selects
the minimum batch size (from an offline table of batch sizes and their corre-
sponding throughputs) that provides the smallest throughput that is higher
than the input rate. Thereafter, until another batch size is selected, the GPU
processes the packets in batches of the newly selected size.
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The switching between batch sizesmust be swift, however, to avoid amajor
throughput loss. An intuitive way to enforce a new batch size is to invoke a sep-
arate GPU kernel launch for every batch and set the grid size accordingly. This
solution is crude. The first reason is the kernel launch overhead. Although for
typical GPGPU applications with execution times in the order of milliseconds
(or higher) the launch overhead is negligible, for packet processing applica-
tions with latency requirements in the order of microseconds this overhead
cannot be ignored. The second reason is theworkload imbalance across blocks,
which happens when blocks that finish early cannot be replaced by blocks of
a new kernel until all currently running blocks complete. Both reasons have a
more detrimental impact on throughput when the workload (i.e., batch size)
is small. Thus, we propose to use a persistent kernel to mitigate these issues.

The main characteristic of a persistent kernel is that it is launched only
once and runs continuously (in an infinite loop) until terminated by the host.
The kernel is composed of several blocks that are resident at all time during
the lifetime of the kernel, as opposed to a conventional kernel where blocks
are constantly replaced. Once a block processes a batch, it busy-waits until
the next batch becomes available. A persistent kernel does not suffer from the
performance issues of frequent launching. First, the kernel launch overhead
is eliminated. Second, unlike the conventional approach, the blocks can work
on different batches concurrently and hence avoid the workload imbalance.

We also propose a software architecture that exploits the unified memory
architecture in GPU-based heterogeneous systems to process the packets in
cooperation with the CPU. Using this feature, the GPU can directly access the
memory to read the packet headers that are stored in a receive buffer earlier by
the host. Likewise, the CPU can directly access the results from the GPU that
are stored in a transmit buffer. We also use the unified memory to coordinate
the tasks between the CPU and GPU, for example by seamlessly communicat-
ing the batch sizes while the kernel is running. Moreover, several threads on
a multi-core CPU perform the tasks of (a) initializing the system, (b) reading
back the results produced by the GPU, and (c) monitoring the traffic rate and
deciding the appropriate batch sizes.

As a case study, we use a packet classification algorithm and implement it
on a state-of-the-art development board according to our proposed technique.
We then conduct experiments, using realistic traffic patterns, and show that
the adaptive technique canprovide a lower average packet latency as compared
to the conventional fixed-size batch processing. While the technical details
are specific to packet processing, the presented software architecture and the
proposed techniques to handle the latency-throughput trade-off are generally
applicable to any application with similar characteristics.
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Paper V: Cache-Aware Kernel Tiling: An Approach for System-
Level Performance Optimization of GPU-Based Applications

Memory latency is a major performance bottleneck in GPU computing appli-
cations. Common software-based memory optimization techniques are based
on the idea of holding the data in fast on-chip memory types (e.g., registers,
scratchpad, and cache memory) after it is initially loaded from the memory.
However, the overhead of the initial access can be prohibitive. Moreover, we
observe that many real-life applications consist of multiple kernels with data
dependencies between them, meaning that the output of one kernel is passed
as the input to its successor(s). Therefore, we propose an approach that ex-
ploits the GPU L2 cache to accelerate data passing among adjacent kernels in
a GPU-based application graph. The idea is that instead of processing the en-
tire input by each kernel in one kernel launch, we split the input and process
each fragment completely by all kernels before starting with the next fragment.
This way, ideally, the initial data accesses are carried out via the GPU L2 cache.
Our proposed technique requiresminimalmodification of the source code and
is completely oblivious to the particularities of the kernels.

To begin with, we identify three conditions that a kernel must satisfy in
order to benefit from the improved cache performance that is provided by the
tiling technique. First, there should be a relatively large gap between the cache
hit rate when the kernel processes the entire input (without tiling) and the
cache hit rate when the kernel runs at the minimum grid size (i.e., one block
per kernel). Second, the overall system performance must be limited by mem-
ory accesses. And third, data dependencies of the kernel blocks must not de-
pend on the input data. This is required so that, offline, we can determine the
dependencies, which are required to preserve the functional correctness of the
application. Using the example of a kernel that satisfies the three conditions,
we show the performance superiority of a small kernel with a high cache hit
rate over a large kernel with a low hit rate. We propose a tool that builds on
this observation to maximize the performance of the tiling-eligible kernels in
an application graph and minimize the overall duration of the application.

Our tool is composed of two main modules: a block analyzer and a block
scheduler. The block analyzer gets as input the application source code and a
sample set of application inputs with a given size. It then produces the data
dependencies among all kernel blocks and a list of all memory lines that are ac-
cessed by each block. This information is passed to the block scheduler which
then determines the size of each sub-kernel and the blocks assigned to them,
as well as the order in which the sub-kernels are executed on the GPU.

The block analyzer constructs a dependency graph that captures the data
dependencies between kernel blocks. Towards this, it analyzes amemory trace
which contains the memory addresses accessed by the individual threads of
each block. To record thememory trace, we use an instrumentation tool which
allows us to inject code before all global memory instructions and obtain the
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target memory address. Next, we process the trace and obtain all dependen-
cies. Using the same memory trace, we also collect a list of all memory lines
that each block accesses during a full execution of the kernel. This is used by
the scheduler to calculate the memory footprint of the sub-kernels in order to
avoid creating oversized sub-kernels with large memory footprints that result
in more cache conflicts.

The schedulermodule uses an iterative heuristic to decide which kernels to
tile and how to tile them. In the process, it also uses a set of user-provided in-
formation to account for the performance characteristics of each kernel on the
specific platform. At each iteration, the heuristic first partitions the nodes (i.e.,
kernels) into disjoint clusters. To decide the nodes that are put in the same clus-
ter, the heuristic considers each kernel’s potential for performance improve-
ment (using the information provided by the user). For example, if a kernel’s
duration can significantly be reduced by tiling, that kernel and its predecessor
kernel (that produces the input) are clustered together. Then, the heuristic
tiles the nodes in each cluster and estimates the overall execution time of the
cluster. The heuristic accepts any new cluster that reduces the overall dura-
tion of its member nodes and rejects it otherwise. It then attempts to expand
the clusters in the following iterations by merging the adjacent clusters. This
procedure repeats until there is no room left for further improvement. Upon
termination, the heuristic returns the schedule corresponding to the tiling of
the clusters in the best-found partition.

We apply our tool to a full-fledged image processing application with over
a thousand kernels and evaluate its effectiveness under various GPU/mem-
ory frequency configurations. On average, we achieve a performance improve-
ment of 30%.

4.3 Discussion

In the previous section, we discussed the contributions of each paper individ-
ually. Here, we discuss some of the applications of the proposed techniques in
the context of today’s complex systems. In particular, we provide a few scenar-
ios where exploiting the synergy between two or more of the techniques can
improve the efficiency of the system while fulfilling its requirements.

As technology evolves and GPUs becomemore capable, a single device can
service more tasks simultaneously. Therefore, instead of having several pro-
cessors to handle different tasks separately, those tasks can share the same
GPU. This can prevent over-designing and save cost, chip space, and power.
However, shifting from a distributed application-specific configuration to a
centralized shared configuration inflicts a heavy burden on the system-level
software design. In the following, we present three scenarios where, in each
scenario, one of the proposed techniques or a combination of them is used to
efficiently handle a multi-aspect problem.
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1. Managing screen resolution in a multi-display setup. For this scenario,
consider a vehicle with four infotainment displays that use the GPU for
rendering the graphics content. Suppose a single GPU is at most capa-
ble of rendering one stream at 4k (3840×2160) resolution. In this case,
one simple but extravagant design choice is to use four GPUs—one for
each display. Another alternative is to fix the default resolution of every
display at 1080p (1920×1080) and render all applications at this size
with a single GPU. This solution is also not desirable because, for exam-
ple, if only one display is turned on, the viewer should have been able to
enjoy the highest resolution. Instead, we can use an adaptive approach
(proposed in paper III) to dynamically adjust the resolutions according
to the number of active displays. For example, when a second display is
turned on, the resolution of each active display is set to half of 4k (e.g.,
2715×1527) and when either is turned off, the resolution of the other
display jumps up to 4k. In a more intricate scenario, applications can be
associated with different desirability rates at different resolutions. Then
at runtime, an online manager solves an optimization problem to find
the appropriate resolution for each display.

Additionally, the same GPU can be used even by non-graphics applica-
tions. For example, it can be utilized to process camera streams for a
computer vision application. In this case, as soon as the computer vision
application becomes active (e.g., when the car is put in the autonomous
driving mode) the manager readjusts the screen resolutions in order to
accommodate the higher priority task on the GPU.

2. Cache-aware scheduling of real-time applications. This scenario illus-
trates the synergy between batch processing in real-time applications
(proposed in paper II), as a means to improve the GPU throughput,
and cache-aware kernel scheduling (proposed in paper V), to reduce the
memory access time. As an example, consider a computer vision system
where several camera streams are fed to a GPU and every frame has to go
through a GPU-based application graph (e.g., optical flow). As process-
ing a single frame on a powerful GPUmay lead to a low GPU utilization,
multiple frames are batched and processed together, provided that the
timing constraint of each frame is satisfied. In addition to the batch pro-
cessing technique, itmay be possible to further improve the performance
by utilizing the GPU L2 cache as a fast means to communicate the inter-
mediate data between consecutive kernels. While increasing the batch
size improves the utilization, it may, however, reduce the cache perfor-
mance due to a largermemory footprint. This contradiction in objectives
can be converted into an optimization problem, whose solving requires
to find the appropriate batch sizes that can provide a good trade-off be-
tween a high GPU utilization and a high cache hit rate.
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3. Assured service provisioning for latency-sensitive applications. The lack
of support for task preemption inGPUs can create a challengewhenmul-
tiple applications with different priorities share the sameGPU. To under-
score this matter, consider a GPU-based packet processor where multi-
ple packet streams with different classes of service must be processed
by the same GPU. In the normal kernel execution mode, processing a
batch of packets with high priority does only start after the currently run-
ning kernel is completed. This waiting time introduces an additional
latency and jitter to the latency-sensitive packets. One way to circum-
vent this problem is to permanently allocate a part of the GPU resources
to the high-priority packets. This can be achieved by using a persistent
kernel such that the threads of the designated blocks only process the
packets from the high-priority buffer—and busy-wait in case the buffer
is empty. Although this technique may affect the GPU utilization due to
constantly reserving part of the resources, it precludes latency variation
due to low-priority interference and provides a more reliable service for
high-priority packets.

An alternative to this approach is to use the stream priority feature in
CUDA. Prioritizing the packets in this way, however, does not eradi-
cate the low-priority interference. The reason is that even though the
high-priority blocks will be scheduled to run first, they still may not pre-
empt the low-priority blocks and need towait until the currently running
blocks finish their tasks, thereby once again increasing the latency and
jitter of the high-priority packets.
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Conclusions and Future Work

In today’s embedded design, system-level methodologies are more crucial
than ever. As the need for processing power in complex systems, such as au-
tonomous vehicles, continues to rise, designers face increasing challenges, in-
cluding tight constraints on power and cost. Meanwhile, with the latest ad-
vances in the GPU technology, a single embedded GPU is theoretically able to
satisfy the computation demands of several applications combined. This cre-
ates the opportunity to replace multiple devices on the chip with a single GPU,
and by doing so reduce cost and power. However, realizing this opportunity re-
quires careful system-level software design, asGPUs are power-hungry devices
and if not utilized efficiently, they can create debilitating power-related issues.
The objective of this thesis has been to contribute to this cause by proposing
several system-level techniques to improve the performance ofGPU-based em-
bedded platforms. In this chapter, we recapitulate the main contributions of
the thesis and suggest directions for future work.

5.1 Conclusions

The central question of this thesis has been how to optimize the performance of
a GPU-based embedded system under one or a set of applications. In response,
the thesis has presented several system-level software techniques to improve
the performance of the system, under graphics and non-graphics applications.
This system-level approach is unlike the one in the previous body of research,
which, for themost part, has focused on the application-level techniques to op-
timize the performance of a specific application on the GPU. The difference in
perspective is mainly driven by the fact that embedded systems are restricted
by several constraints (i.e., power, throughput, and time-related constraints)
and often the design must be optimized with respect to more than one con-
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straint. Therefore, in addition to low-level application-specific optimizations,
a high-level view of the system is required to capture the various requirements.
For example, a design optimized to only maximize the throughput may not be
able to fulfill the timing constraints. Another factor that distinguishes the em-
bedded system design from high-performance computing is the application
type. An embedded system often deals with streaming applications, where
processing a single item on the GPU results in low device utilization. This
contrasts with designing for high-performance computing, where the input is
considered to be arbitrarily large. Apart from such challenges, the oblivion of a
system-level design towards application specificities enables it to be generally
applicable to a broader range of applications with similar characteristics.

After analyzing some of the challenges and opportunities of embedded
GPU computing in paper I, we have proposed four techniques to improve dif-
ferent performance aspects of the system under various deployment scenarios.
In the broadest sense, the common means to accomplish the objective in each
technique has been to manage the workload on the GPU by controlling the in-
put size. In paper II and paper IV, we have used this factor to decide the num-
ber of items thatmust be batched and dispatched together to the GPU in order
to achieve a high throughput without sacrificing the timing requirements. In
paper III, we have proposed a method for graphics applications (in particular,
for mobile games) to decrease the GPU workload by reducing the number of
pixels in a frame. In paper V, we have developed a tool to split a kernel with
a large input into multiple smaller sub-kernels in order to increase the GPU
L2 cache hit rate and thereby diminish the memory bottleneck. We have also
discussed a few hypothetical scenarios where some of the proposed techniques
can be applied in tandem to serve the needs of multiple applications simulta-
neously. We note that all our studies have been supported by empirical results
obtained from real-life experiments on hardware platforms.

In the upcoming era of autonomous vehicles and similar technologies,
GPUs can play a central role as the data-processing hub in the system. But,
in this regard, they are strongly rivaled by other accelerators including FPGAs,
DSPs, and application- and domain-specific co-processors. For the particular
applications at hand, these processors often provide outstanding performance
at low power rates. In comparison, theGPU’s primary strengths lie in its gener-
ality and ease of programming. We believe that system-level techniques that
facilitate sharing and utilizing the GPU more efficiently enable the GPU to
deliver a performance on a par with other specialized accelerators, while also
allowing for smaller and cheaper platforms as well as faster time-to-market.
This thesis has been an early attempt to address some of the issues towards this
goal. However, there are still numerous challenges that remain to be solved.
In the next section, we discuss a few open problems.
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5.2 FutureWork

In Section 4.3, we have discussed a few scenarios where variations of our pro-
posed techniques could be used in a GPU-based complex system. This section
outlines other directions for future research based on the thesis work.

Thermal issues are among the main challenges that designers must over-
come when deploying GPUs in embedded systems. The problem stems from
the fact that, despite being energy-efficient computing devices, GPUs usually
consume high amounts of power. This can rapidly increase the temperature
of the chip and the underlying circuit board and hence create heat-related is-
sues, such as performance throttling. In the thesis, we have not addressed the
thermal issues directly. However, our proposed techniques may have indirect
impacts on the thermal performance of the GPU; for example, by utilizing the
GPU more effectively via batching the items (proposed in paper II), by reduc-
ing theGPUpower consumption via resolution scaling (proposed in paper III),
or by reducing the memory power consumption (proposed in paper V). How-
ever, more research is required in this area to determine the effectiveness of a
high-level design in finely managing the thermal behavior of the GPU.

We now discuss a possible progression for each of the techniques. In pa-
per II, wehave provided a schedulingmechanism to improve theGPU through-
put by batchingmultiple items from different input streams. Our heuristic has
been based on the assumption that all items have similar relative deadlines.
However, it would also be interesting to design a heuristic for a system model
where streams have different relative deadlines.

In paper III, we have used the frame resolution in mobile games as a knob
to reduce the GPU workload, and hence reduce its power consumption. As
discussed in Chapter 2, another line of research also strives to reduce the sys-
tem power by using an orthogonal scheme, that is, through scaling down the
frame rate of the game via dynamic frequency scaling techniques. As a future
study, it would be interesting to develop a perception-aware power manage-
ment scheme that exploits both resolution and frame rate scaling in a harmo-
niousmanner to optimize the power consumptionwithout hampering the user
experience. The next step would be then to investigate whether it is possible to
integrate a mechanism into such a system to empower it to detect the dynam-
ics of the game (i.e., game speed).1 This feature would allow the system to pro-
vide a better user experience by reducing the power at any moment through
the knob that has a less visual impact on the current state of the game. For
example, the system may choose to maintain a high frame rate at high game
speeds, in order to avoid a choppy user experience and compensate by lowering
the resolution (and vice versa). The techniquemay also be extended to include
other graphics applications beyond mobile games.

1Recently, a technique that can identify the appropriate frame rate based on the frame content
has been proposed in [79].
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The proposed technique in Paper IV deals with implementing one packet-
processing application (i.e. packet classification) using a persistent kernel on
the GPU. In further research, it may be worthwhile to implement other appli-
cations that manipulate the packet inside the router, using the same approach.
The next natural step is then to map on the GPU a part or the entirety of the
packet flow diagram, which consists of several processing nodes performing
various functions, e.g., encryption/decryption or pattern-matching algorithms.
This can be achieved by implementing each application as a distinct persistent
kernel residing alongside other persistent kernels on the GPU. In this way, the
flow can be seen as a pipeline and each application as a stage of the pipeline.
In addition to the advantages of the persistent kernel and a lower packet la-
tency, this approachmay also increase the throughput due to pipelining. How-
ever, further work is required to investigate if the achieved performance gain
can outweigh the detrimental effects caused by the imbalance among pipeline
stages and the possible reduction of GPU utilization due to persistent kernels.

In paper V, we have proposed a static scheme to improve the performance
of GPU-based application graphs by splitting certain memory-bound kernels
into smaller sub-kernels. However, a considerable number of kernels are
compute-bound. As shown in previous studies, interleaving the memory- and
compute-bound kernels can significantly increase the GPU utilization, pro-
vided that the kernels are sufficiently small so that both can run concurrently
on the GPU. Therefore, a further study needs to examine whether it is pos-
sible to develop a tiling scheme that, in addition to improving the cache per-
formance, considers the performance benefits of a mixed workload. Despite
the potential for significant performance improvement, this approach entails
several challenges, amongwhich the chief one is to accurately predict the dura-
tion of a sub-kernel when its execution is partially or entirely overlapped with
other sub-kernels. This problem is hard because even a small error in pre-
diction could lead to a total misalignment of the predicted execution timeline
with respect to the timeline produced at runtime. Another application that
can potentially benefit from kernel tiling is the case of neural networks. Neu-
ral networks involve running a tremendous amount of matrix operations on
the GPU. As discussed in the thesis, some matrix operations lend themselves
well to tiling. Therefore, we recommend that a further study is undertaken to
investigate whether tiling may be used to accelerate the execution of neural
networks on GPUs. Finally, we suggest that similar cache-aware techniques
be explored in the context of upcoming heterogeneous platforms, where pro-
cessors can snoop into one another’s caches or share a higher-level cache.
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