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Abstract

The problem of constructing high quality point clouds based on measurements
from a moving and rotating single-photon counting lidar is considered in this re-
port. The movement is along a straight rail while the lidar sensor rotates side to
side. The point clouds are constructed in three steps, which are all studied in this
master’s thesis. First, point clouds are constructed from raw lidar measurements
from single sweeps with the lidar. In the second step, the sensor transformation
between the point clouds constructed in the first step are obtained in a registra-
tion step using iterative closest point (ICP). In the third step the point clouds are
combined to a coherent point cloud, using the full measurement. A method using
simultaneous localization and mapping (SLAM) is developed for the third step.
It is then compared to two other methods, constructing the final point cloud only
using the registration, and to utilize odometric information in the combination
step. It is also investigated which voxel discretization that should be used when
extracting the point clouds.

The methods developed are evaluated using experimental data from a prototype
photon counting lidar system. The results show that the voxel discretization need
to be at least as large as the range quantization in the lidar. No significant differ-
ence between using registration and SLAM in the third step is observed, but both
methods outperform the odometric method.
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1
Introduction

This chapter starts with a background that describes why this master’s project has
been performed and an explanation of relevant concepts such as lidar and SLAM.
Furthermore the problem description and limitations relevant to the thesis are
presented. Finally an outline of the thesis is given.

1.1 Background

This master’s thesis is performed in collaboration with the Swedish Defence Re-
search Agency (FOI). FOI has collected measurements containing 3D data from a
moving platform using a single-photon counting lidar (light detection and rang-
ing) system and are looking for a method that creates an accurate 3D image from
these measurements. There are many applications for a system building a model
of the environment while moving. Autonomous vehicles are a growing business
and lidar has an important part in the development. Lidar together with other
sensors are used to build a model of the surrounding environment. These vehi-
cles can reduce the number of traffic accidents and generate more transportation
alternatives for disabled and elderly [10]. Another area of use is in military appli-
cations, e.g. constructing an image from airborne surveillance.

A lidar system is used to determine distances to objects by measuring the time-of-
flight, i.e. the time between when a laser pulse is sent and the reflected pulse is
detected. There are many advantages of using lidar, such as that data can be col-
lected independent of daylight, it has high range resolution and it can penetrate
vegetation. The high range resolution results in that targets can be found behind
obscurations if their surfaces are not located too close to each other.

Time-correlated single-photon counting (TCSPC) lidar is a special kind of lidar
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2 1 Introduction

system which has the ability to measure distances extremely accurately and can,
compared to other laser systems, find surfaces located closer to each other [18].
FOI has used TCSPC systems to create a model of the environment in previous
work [13, 14]. However, in those projects the sensor was standing still while in
this thesis the data was collected using a moving sensor.

The data used in this project was collected using a TCSPC lidar system with a 3D
camera, rotating side to side, where each camera frame contains 128 × 32 pixel
values (128 rows and 32 columns). The target area consisted of a forest edge with
objects placed within and in front of the forest. From the lidar measurements,
the distance to objects in the environment can be determined with very high res-
olution. However, to be able to use the resolution of the sensor, the position and
direction of the platform have to be known with corresponding accuracy. Dur-
ing ideal conditions GPS can provide this accuracy, but ideal conditions are not
always the case. An odometry system is used to get a first estimate of the sensor
trajectory but these estimates are poor and there are other methods that can be
used to build a model of the environment and localize the platform.

Simultaneous localization and mapping (SLAM) [2, 7] is a method which can be
used when GPS is not available or not trustworthy. SLAM simultaneously builds
a map of the environment and localizes the sensor carrier in the map. There are
a lot of different solutions to the SLAM problem. SLAM is often used in robotics
where an autonomous robot needs to locate itself in an unknown area and there
are implementations with both indoor and outdoor robots. SLAM is used in many
different applications, such as airborne systems and systems used under water.

1.2 Problem Description

The objective of this thesis is to generate an accurate 3D image based on measure-
ments acquired from a rotating single-photon counting lidar during continuous
movement. In order to create a model of the scene the sensor poses are needed.
The estimates obtained from the odometry are erroneous and cannot be used to
produce an accurate model of the scene. A better image can be produced by align-
ing point clouds created from different sensor poses. This thesis investigates if
an even better model can be achieved, leading to the following questions:

• Can the model of the environment be improved using a SLAM algorithm?

• When the point clouds are extracted, the detections are distributed into a
voxel grid. Which voxel size should be used when extracting a point cloud
for the full measurement?

1.3 Limitations

There are some limitations taken into account in this project which are described
in the list below.
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• The odometry is considered as a black-box and only the provided pose, ve-
locity and covariance estimates are used.

• The scene that is modelled is stationary, i.e. there are no moving objects
which would be more difficult to model.

• The ground truth data used for evaluating the point clouds is limited mak-
ing it harder to assess the quality of the point clouds.

• In the SLAM algorithm there are no loop closures which can limit the per-
formance.

1.4 Outline

The next chapter provides a theoretical background relevant to the thesis, includ-
ing lidar theory, methods to extract point clouds, registration theory and pose
SLAM theory. In chapter 3 the experimental system used during the collection
of data is described. Chapter 4 contains a description of the methods used in the
thesis. In chapter 5 the result is evaluated and discussed and finally conclusions
and a discussion of potential future work are presented in chapter 6.





2
Theory

A lidar system can be used to obtain the distance to objects in the surrounding
environment. A special kind of lidar system is the time-correlated single-photon
counting (TCSPC) lidar which, as the name states, counts the number of single
photons that are detected. Several measurements with the photon counting li-
dar system result in a detection cloud containing many detections. Clusters of
detections, representing a reflecting surface, are extracted from the detection
cloud resulting in a point cloud containing fewer points. Point clouds, obtained
from different scan poses, can be aligned using registration. Then multiple point
clouds can be used to build a model of the environment. The transformation be-
tween the scan poses is also obtained from the registration. This transformation
can be used in a SLAM algorithm to retrieve a better estimate of the scan poses
and build a better model of the surrounding environment. This chapter presents
theory relevant to the steps described above.

2.1 Lidar Technology

This section first presents theory related to standard lidar technology followed
by theory related to the special kind of lidar system called TCSPC lidar.

2.1.1 Lidar Overview

Lidar (light detection and ranging) is a technology where laser is used to deter-
mine distances to targets. The lidar system sends out laser pulses and measures
the time-of-flight, τ , i.e. the time between when the laser pulse is sent and the
reflected pulse is detected by the sensor. The distance, L, to a target can be deter-
mined by

L =
cτ
2
, (2.1)

5



6 2 Theory

where c is the speed of light. The laser has to travel the same distance twice be-
fore it is detected and therefore the factor 1

2 is used in the equation. [23]

When a laser pulse, reflected from a target, is detected only a fraction of the
transmitted energy is left. The average number of electrons S that are generated
in each pixel by the reflected laser pulse can be calulated by the laser radar equa-
tion [11]

S =
Etγ

hν

ρAIFOV
ASpot

AR
πL2 T

2, (2.2)

where Et is the transmitted energy, γ is the quantum efficiency of the detector, hν
is the energy carried by a photon, ρ is the reflectivity of the target, AIFOV is the
area on the target from which the detector collects light, ASpot is the projected
illuminated area, AR is the area of the detector, L is the distance and T is the
propagation loss through the atmosphere.

There are a lot of different parameters involved in the laser radar equation. It
can be seen that the received signal decreases with the squared distance to an
object. Hence, a laser with high transmitted power is needed if the reflected laser
pulse should be detected.

2.1.2 Time-Correlated Single-Photon Counting Lidar

Time-correlated single-photon counting (TCSPC) lidar [18] is a technique that
counts the number of single photon detections at different time delays. A TCSPC
system can achieve picosecond timing resolution.

When a laser pulse, containing multiple photons, is emitted the photons sooner
or later hit a reflecting object. Then the photons scatter in different directions
and if one of these photons reaches the detector it is a detection. The time delay
is then the time between when the last laser pulse was emitted and the first pho-
ton is detected. After firing several laser pulses multiple photons are detected,
each having a corresponding time delay. This can be illustrated in a histogram
containing photon detections over time delays. A reflecting object will result in
a high peak in the histogram and the peak will be more distinct if more measure-
ments are performed. Each peak corresponds to a time delay which also can be
expressed as a distance. The principle of the TCSPC technique is summarized in
the list below.

• Emit laser pulses containing photons.

• Photons scatter against reflecting object.

• A photon is detected and a time delay is obtained.

• Histogram containing photon detections over time delays is created and
reflecting objects are made visible as peaks.
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TCSPC is a statistical technique and to be able to create an accurate model of an
object many photon detections are needed. There is no way of telling whether
a single detected photon originates from a reflected laser pulse or if it is a false
detection. A false detection can be radiation from the sun or dark counts in the
system which are interpreted as detected photons. Therefore multiple measure-
ments have to be performed to statistically determine the distance to an object.
[13, 23]

The photon detection is in this work performed with Geiger-mode Avalanche Pho-
todiodes (GmAPD). A disadvantage of using GmAPDs is that they can only detect
one photon per pulse in each pixel. Thus, the chance to detect a target hidden be-
hind an obscuring object is limited. Even if photons from the target are detected,
a strong return from the obscuring object can limit the possibility to detect the
hidden target. [14]

In this thesis the raw 3D data containing all detections is denoted the detection
cloud. The detection cloud is processed and a more manageable cloud, contain-
ing fewer points, is extracted which is denoted point cloud where each point
corresponds to a reflecting surface.

2.2 Extraction of Point Clouds

A detection cloud consists of too many detections and a large amount of the de-
tections do not correspond to an actual object. Therefore detections have to be
extracted to obtain a point cloud that is easier to handle. Figure 2.1 shows how
detections can be distributed close to an object. The density of detections is much
higher close to the actual object.

Figure 2.1: Illustration of how detections can be distributed close to an ob-
ject with the sensor located on the y-axis.

Different methods are used to extract the point cloud depending on if the sensor
is moving or not. Below, methods used to extract a point cloud while the senor is
standing still and while moving are described. In both cases the sensor is rotating
side to side.
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2.2.1 Fixed Sensor

Henriksson et al. [12, 13] describe a method used to extract point clouds from
measurements of a forest scene collected using TCSPC lidar. The method is ex-
plained below. Their sensor only rotates side to side having a fixed position and
a point cloud is extracted for each camera sweep.

When the sensor rotates side to side, each detection has its own angular direction
depending on the rotation angle and which column in the frame the detection cor-
responds to. The distance to objects can be determined using the measurements
to make histograms over range for angular intervals. Figure 2.2 shows how the
detections can be divided into different angular intervals when the sensor is ro-
tating from one side to the other. Each dot illustrates a measurement in one pixel.
The different colors represent different camera columns and all dots on a diag-
onal track correspond to the same column but in different frames. The vertical
lines correspond to separation lines between the intervals and all dots occurring
between two of the lines are collected to one panorama pixel.

Figure 2.2: The detections distributed into different angular intervals. The
different colors represent different camera columns and each dot symbol-
izes a measurement in one pixel. All rows in a column have the same angle
and therefore correspond to the same dot in the figure. The next dot on the
diagonal track corresponds to the same pixel but in the next frame. All mea-
surements between two vertical lines can be collected into one panorama
pixel.

When the histograms are created a new low-noise point cloud, containing fewer
points, has to be extracted. Given the positions and amplitudes of peaks in the
histogram the distances from the center of the measurement system can be deter-
mined by

L =
c
2

(τ + τ0), (2.3)
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where c is the speed of light, τ is the measured delay from the last laser sync pulse
and τ0 is an offset in the measurement system previously added to τ . If the dis-
tance to a target is known the offset τ0 can be determined by calibrating against
the target. The point cloud is then generated by transforming the detections to
Cartesian coordinates.

2.2.2 Moving Sensor

The method explained above was used when the sensor was standing still, only
rotating side to side. Figure 2.3 illustrates the difference between when the sen-
sor is standing still and when the sensor is moving during a sweep. The different
lines illustrate the line of sight of the sensor corresponding to a frame and the
filled circles represent the position of the sensor at the frame. To the left in the
figure the sensor is standing still and to the right it is moving. When the sensor
is moving, the method explained above cannot be used directly. Instead the an-
gular direction is calculated for each detection in each frame, where each frame
has its own coordinate system with origin in the current sensor position. The an-
gle and range corresponding to each detection can then be used to transform all
detections in a frame to a Cartesian coordinate system. All frames in a sweep are
then combined forming a detection cloud for each sweep.

Figure 2.3: The difference between a sweep from a fixed position and a sweep
during movement. The lines illustrate the line of sight of the sensor at dif-
ferent frames, the filled circles represent the sensor position corresponding
to each frame and the arrow represents the movement. In the left part of the
figure the sensor is standing still and in the right part the sensor is moving.

Stevens et al. [25] describe different methods aiming to extract detections that are
not originating from noise from detection clouds. Coincidence Processing (CP)
is a common method used for processing detection clouds. It relies on the as-
sumption that after several measurements all detections coming from noise are
randomly distributed in the detection cloud while the detections consisting of
photons that are reflected from an object in the scene result in coordinates coin-
cident with the position of the object.

Some examples of CP algorithms, described in [25], are Z CP (ZCP), neighbor-
hood CP (NCP) and Maximum A Posteriori CP (MAPCP). All these algorithms
use statistical information to extract detections not originating from noise. A de-
tection cloud can be transformed to Cartesian (X-Y-Z) coordinates, where Z here



10 2 Theory

is the depth in the scene corresponding to the direction at which the sensor pri-
marily points. Then the common methodology used in these algorithms is that
they all create square regions in the X-Y plane. These non-overlapping regions
cover the entire illuminated area in the X-Y plane and are called X-Y bins. A
column, extending from the smallest to the largest Z value, is then defined for
each X-Y bin and all detections corresponding to the column of each X-Y bin are
used to calculate histograms with spacing ∆Z (extending in Z direction). The bin
in each histogram containing most detections is identified and compared with a
threshold. If the number of detections in the bin is higher than the threshold, the
coordinates of the detections in the histogram bin can be used together with the
value of the X-Y bin to achieve an estimate of the location of an object. Multiple
peaks can be extracted in each histogram by repeating the process.

The axis corresponding to depth, i.e. the direction at which the sensor primar-
ily points, is used when creating histograms. Stevens et al. [25] use an airborne
system primarily pointing down and therefore histograms are made along the
height axis. If the sensor carrier moves along a straight rail on the ground and
points primarily south, histograms are made along the south axis and the other
two directions are used to create the square regions.

The algorithms differ in how they distribute the detections into the histograms
which are calculated for each X-Y bin. The ZCP algorithm only uses detections
that are inside the columns of the X-Y bins while NCP and MAPCP also use detec-
tions from neighboring X-Y bins. In both ZCP and NCP the detections contribute
with a unitary value to the histogram while in MAPCP the detections contribute
with a weighted value. The weighted value is related to the distance between the
coordinates of the detection and the center of the X-Y bin.

The different algorithms are also compared in [25]. ZCP is best at retaining in-
formation when objects are located close to each other and MAPCP and NCP
are better at amplifying content when objects are located further apart. The Z
noise, i.e. the noise along the Z axis, is also compared. This metric is evaluated
by collecting data over flat objects with no slope in the X-Z and Y-Z planes. The
Z noise is defined as the Full Width Half Maximum (FWHM) of the histogram
containing the Z coordinates, where FWHM is the width of the histogram where
it attains half of its maximum value. Large Z noise can make it harder to distin-
guish a small object placed on a larger object. All methods reduce the Z noise but
MAPCP is best closely followed by NCP and lastly ZCP, which is worst.

Vasile et al. [27] propose an alternative solution used to extract point clouds,
called Multiple-Peak Spatial Coincidence Processing (MPSCP), and compare it
with MAPCP. According to [27], MPSCP shows improvement in both signal-to-
noise ratio and computational efficiency compared to MAPCP. The process in
MPSCP is divided into two steps. In the first step detection clouds from differ-
ent scans are processed individually and a point cloud is extracted from each
scan. Instead of using a Cartesian coordinate system as the algorithms described
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above, MPSCP uses a coordinate system suited for the sensor line of sight but
the histograms are also here treated along the depth axis. If a spherical coordi-
nate system (angle-angle-range) is used, histograms are made along the range for
a specific angle-angle location. When multiple scans are used, the point clouds
need to be aligned using registration which results in a transformation aligning
the individual point clouds. Registration is explained in the next section. In the
second step the original detection clouds are updated with the transformation
from the registration. The transformed detection clouds are treated together and
a final coherent point cloud is extracted. Another difference in MPSCP is that it
uses dynamic thresholding, i.e. the threshold is not user defined but a threshold
based on the detection density in the detection cloud is used.

2.3 Registration

To create a correct model of the environment multiple 3D scans are needed. The
3D scans, showing an overlapping scene, are aligned in order to build a consis-
tent model. The process of aligning two point clouds is called registration. One
of the most common methods used for registration of point clouds is Iterative
Closest Point (ICP) [3], the algorithm is explained below.

ICP [3] transforms a point cloud to best match another point cloud. One cloud,
the target is kept fixed while another cloud, the source is transformed. ICP min-
imizes the difference between the source and the target cloud by finding the op-
timal rotation and translation that minimizes an error metric. The error metric
is usually the distance between the points belonging to different clouds. Corre-
sponding points have to be paired and the easiest way of doing this is by pairing
the points closest to each other. Let X denote the target cloud and P denote the
source cloud, consisting of the point sets

X = {xi}, i ∈ 1, ..., Nx,

P = {pj }, j ∈ 1, ..., Np,
(2.4)

where Nx and NP are the number of points in the target respectively the source
cloud. Let C denote the set of pairs of indices, j? and j, that fulfills∥∥∥xj? − pj∥∥∥ < ε, (2.5)

where ε is the maximum allowed distance between two point correspondences
and j? (index of the point in X that is closest to the point pj ) is computed accord-
ing to

j? = arg min
i∈1,...,Nx

∥∥∥xi − pj∥∥∥ . (2.6)

When corresponding points have been paired the transformation has to be calcu-
lated. This is done by minimizing

E(R, t) =
∑
{j? ,j}∈C

∥∥∥xj? − (Rpj + t)
∥∥∥2
, (2.7)
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where R is the rotation and t is the translation.

The steps in (2.5)-(2.7) are then iterated to improve the estimates from previ-
ous iterations. The iterations are performed until convergence or a maximum
number of iterations is reached. Besl and McKay [3] proved that the algorithm
terminates in a, possibly local, minimum.

Equation (2.7) can be minimized using singular value decomposition (SVD), de-
scribed in [8]. Let the point correspondences be ordered in the point clouds ac-
cording to

X = {xk}, k ∈ 1, ..., N ,

P = {pk}, k ∈ 1, ..., N ,
(2.8)

where N is the number of point correspondences. Now xk and pk are a correspon-
dence pair. By using the new ordering of points, (2.7) can be written as

E(R, t) =
N∑
k=1

∥∥∥xk − (Rpk + t)
∥∥∥2
. (2.9)

The calculation of the rotation R can be decoupled from the translation t using
the centroids of the points. The centroid of the points in P , pc, and the centroid
of the points in X, xc, are given by

xc =
1
N

N∑
k=1

xk , pc =
1
N

N∑
k=1

pk . (2.10)

Then the new point sets
X ′ = {x′k = xk − xc},
P ′ = {p′k = pk − pc},

(2.11)

can be created. Insertion of (2.11) in (2.9), results in that E(R, t) can be written
according to

E(R, t) =
1
N

N∑
k=1

∥∥∥x′k + xc − R(p′k + pc) − t
∥∥∥2

=
1
N

N∑
k=1

∥∥∥x′k − Rp′k∥∥∥2 − 2
N
t′

N∑
k=1

(x′k − Rp
′
k) +

1
N

N∑
k=1

∥∥∥t′∥∥∥2
,

(2.12)

where
t′ = t − xc + Rpc. (2.13)

Minimization of (2.12) results in that all terms have to be minimized. The second
term is zero and the minimum of the last term is given by t′ = 0 which results in

t = xc − Rpc. (2.14)
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Then only the first term is left to be minimized, given by

E′(R, t) =
1
N

N∑
k=1

∥∥∥x′k − Rp′k∥∥∥2
=

1
N

N∑
k=1

(x′Tk x
′
k + p′Tk p

′
k − 2x′Tk Rp

′
k), (2.15)

where the fact that R is orthogonal resulting in RT R = I (I is the identity matrix)
has been used. Minimization of E′(R, t), where the terms not dependent on R has
been removed, is then given by

arg min
R

N∑
k=1

(−2x′Tk Rp
′
k) = arg max

R

N∑
k=1

x′Tk Rp
′
k = arg max

R
T race(RH), (2.16)

where

H =
N∑
k=1

x′kp
′T
k . (2.17)

The singular value composition (SVD) of H can be written as

H = UΛV T , (2.18)

where U and V contain the left respectively right singular vectors of H and Λ is
a non-negative diagonal matrix containing the singular values of H . The optimal
rotation, R, that maximizes the T race is then given by

R = VU T . (2.19)

The optimal translation is given in (2.14). The ICP algorithm is summarized be-
low in Algorithm 1.

Algorithm 1 ICP algorithm
Input: A target cloud, X = {xi}, and a source cloud P = {pj }.
Output: The rotation, R, and translation, t, that aligns P and X.

1: procedure ICP(P,X)

2: while not converged do
3: for pj ∈ P do
4: Find correspondence pairs using (2.5)-(2.6).
5: end for
6: Calculate rotation R and translation t using (2.7).
7: end while
8: Return the transformation (R and t).

There are alternative solutions to the registration problem. Magnusson and Duck-
ett [17] compare the ICP algorithm with the normal distribution transform (NDT).
The method was developed in order to remedy the time consuming nearest neigh-
bor search in ICP and the fact that ICP does not consider the local surface shape
around each point. Their conclusions are that the NDT can achieve accurate re-
sults much faster than the ICP but a disadvantage with the NDT is that it needs
a good initial estimate of the transformation between the point clouds.
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2.4 Simultaneous Localization and Mapping

Simultaneous localization and mapping (SLAM) [2, 7] is a technique that builds a
map of the environment and at the same time localizes the position of the sensor
carrier in the map. SLAM consists of two parts, namely mapping and localiza-
tion. Mapping means, given the known sensor position, building a map of the
surrounding environment. The meaning of localization is to determine the posi-
tion of the sensor using landmarks in the map. As the name states these two are
done simultaneously in SLAM. Since both parts depend on each other, SLAM is
a difficult problem to solve. Figure 2.4 shows an example of the general SLAM
problem. A sensor carrier moves in an unknown environment and observations,
illustrated by lines, are made from the true location of the sensor carrier of differ-
ent landmarks with unknown position.

Figure 2.4: The general SLAM problem. The position of the sensor carrier
and the landmarks are simultaneous estimated.

The SLAM problem is most often solved using probabilistic methods. Solving the
full SLAM problem includes estimating the posterior probability of the robot’s
trajectory, x1:t , described by

p(x1:t , m|z1:t , u1:t) (2.20)

where m is the map, z1:t is the observations of the environment up to time t and
u1:t is the sequence of control inputs up to time t.

2.4.1 Pose SLAM

Graph-based pose SLAM [9] formulates the SLAM problem using a factor graph
where sensor poses are represented by nodes and edges between the nodes repre-
sent spatial constraints between the sensor poses. Thus, each node in the graph
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model a pose of the sensor and the edge between two nodes models the relative
transformation between the poses. The transformation can be given by a model
of the motion between the two sensor poses or by registering the observations
from the two sensor poses.

In this project all data is collected beforehand and the aim is to estimate the
full trajectory. In difference to filtering techniques, graph-based pose SLAM op-
timizes for the full trajectory. The measurements result in constraints between
only a few nodes leading to a sparse factor graph. This sparsity is used in the
pose SLAM algorithm in order to reduce the computational complexity.

When the graph is created the objective is to find the sensor poses that best sat-
isfies the constraints between the nodes. Since both the motion and the obser-
vations are affected by noise the constraints can be contradictory. The noise is
assumed to be Gaussian resulting in that each constraint can be associated with
a Gaussian distribution.

The objective of the graph-based algorithm is to calculate a Gaussian approxi-
mation of the posterior of the sensor trajectory using maximum likelihood esti-
mation. The goal is to find the node configuration that maximizes the likelihood
of the observations. In the algorithm, the map is only used to derive measure-
ments relating pairs of poses. When the sensor trajectory is estimated the map
can be retrieved.

Let x = (x1, ..., xN )T describe the nodes in the graph where xi represents the pose
of node i. Also let yi,j be a measurement between node i and j, with covari-
ance matrix Pi,j , given by the transformation that makes the observations made
at node i and j maximally overlap. Let the expected value of the measurement
be denoted ŷi,j (xi , xj ) given by the transformation between node i and j in the
graph according to the current node configuration. The measurement yi,j with
mean ŷi,j (xi , xj ) and covariance matrix Pi,j can be formulated as a normal distribu-
tion. The log-likelihood distribution, Li,j , of the measurement yi,j can be written
as

Li,j ∝ (yi,j − ŷi,j (xi , xj ))T P −1
i,j (yi,j − ŷi,j (xi , xj )), (2.21)

following from the definition of the Gaussian distribution. Let ei,j (xi , xj ) denote
the difference between the measurement, yi,j , and the current node configuration,
ŷi,j (xi , xj ), given by

ei,j (xi , xj ) = yi,j − ŷi,j (xi , xj ). (2.22)

Let S denote all pairs of indices having a constraint y. The objective is then to
compute the configuration of the nodes x? that minimizes

x? = arg min
x

∑
i,j∈S

eTi,jP
−1
i,j ei,j . (2.23)

The sum is minimized since the terms correspond to the negative log-likelihood.
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The graph SLAM problem can be divided into two parts. First the graph is con-
structed, called front-end, and then the optimization problem is solved and the
poses are retrieved, called back-end. The back-end optimizes the graph by find-
ing the minimum in (2.23). This can be done by finding a numerical solution
using for example Gauss-Newton or Levenberg-Marquardt algorithms.

Figure 2.5 shows an example of a factor graph used in pose SLAM. The poses
of the sensor are represented by the three variable nodes 0, 1 and 2. The edges
between consecutive nodes represent the relation between the poses. Multiple
constraints can be formed between the nodes. In the figure the transformations
from the motion model and from the ICP algorithm are used as constraints. Dur-
ing optimization the algorithm optimizes to find the poses that best satisfy the
constraints.

Figure 2.5: Factor graph with constraints between adjacent poses. Sensor
poses are represented by open circle nodes and constraints between the poses
are illustrated by edges.

If the measurements made at two different poses show an overlapping area a
constraint, given by a transformation obtained from the ICP algorithm, can be
formulated between the poses. Therefore there can also be constraints between
nodes that are not adjacent. Figure 2.6 shows an example of such a factor graph
where the same notation as in Figure 2.5 is used. The difference in this figure
is that there is also a constraint between node 0 and node 2. Constraints can be
formed between all poses whose measurement shows an overlapping area.
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Figure 2.6: Factor graph with multiple constraints. Sensor poses are repre-
sented by open circle nodes and constraints between the poses are illustrated
by edges.

2.4.2 Related Work

There are several examples of work using SLAM with a sensor collecting lidar
data and this section presents some related work.

Borrman et al. [5] use graph based optimization to solve the SLAM problem.
They construct a pose-graph where each node in the graph represents a pose
where the sensor stopped to take a 3D scan of the environment. The 3D scans
are aligned using ICP which is used to formulate the constraints between the
scan poses. Then the poses are optimized and a map of the environment is built.
This is an extension to 6 degrees of freedom (DoF) of [16] which presents a graph
based solution to the SLAM problem in 2D with 3 DoF. Mendes et al. [19] also
construct a pose-graph using ICP to create constraints. Special scans where the
overlap between the current scan and the previous scan is below a threshold are
selected to be represented in the pose-graph. Since only specially chosen scans
are used to compute constraints, the computation time is reduced. These works
also address loop closure, i.e. when a previously visited scene is seen again, which
is not taken into account in this thesis.

As described in [26], it is possible to construct a graph where the nodes represent
both sensor poses and landmarks. Then there are constraints between consecu-
tive sensor poses and constraints between landmarks and the sensor poses where
the landmarks were seen.





3
Experimental System

This chapter contains a description of the experimental system that was used dur-
ing the collection of data. The data was acquired before the start of this project.
Figure 3.1 shows a photo taken during the collection of data and illustrates the
experimental system.

Figure 3.1: The experimental system.

The experimental system consists of a lidar system and an odometry system, both
located on a platform. The platform is fixed on a rail on a roof. While the plat-
form moves on the rail the lidar system collects range data of the surrounding
environment and the odometry system produces estimates of the sensor pose at
different time instances. All parts included are described in more detail in this
chapter.

19
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3.1 Lidar System

Jonsson et al. [14] used the same lidar system that is used in this work. It pri-
marily consists of a Princeton Lightwave Inc. Falcon photon counting 3D camera.
The camera has single photon sensitive Gm-APDs (Geiger-mode avalanche pho-
todiodes) in an array of size 128 × 32. To image the scene a lens with 100 mm
focal length, together with a focal length extender which results in an effective
focal length of 200 mm, is used. The instantaneous field of view (IFOV, i.e. how
much each pixel can see of the environment) is calculated using the effective focal
length f and the 50 µm pixel pitch p (the distance between the center of a pixel
to the center of the adjacent pixel) by

IFOV =
p

f
=

50µm
0.2m

= 0.25mrad. (3.1)

A bandpass filter, with a bandwidth of 15 nm, is located in front of the detector
to restrict the signal and noise in the background. The transmitter consists of a
short pulse laser from Keopsys with the wavelength 1542 nm and a pulse length
of 0.57 ns.

The camera and the laser are located on a rotation stage which is placed on a
platform. The stage rotates with a maximum rotation rate of 20◦/s. While the
camera rotates side to side, the platform moves forward on a rail and the same
area is covered from different positions and angles. The camera performs 20◦

wide sweeps parallel to the horizontal plane during the acquisition of data. The
lidar system is depicted in Figure 3.2.

Figure 3.2: The lidar system.

The raw data consists of camera frames, each with one header column and an
array with 128 × 32 pixel values. The header column contains information re-
garding the measurement such as time stamps. Each pixel measures the time
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between when a laser pulse is sent and a photon is detected quantified into bins
of 500 ps. The frame rate was 90 kHz. If a photon is detected the pixel value
is a range bin number matching to the time of flight, meanwhile if no photon is
detected the pixel value is zero.

The first and last 5 % of the detections were cut from all sweeps. The reason
for this is that the angular velocity was not constant at the beginning and in the
end of the sweeps.

3.2 Odometry System

To obtain an initial estimate of the sensor pose, a visual odometry system is used.
The system was located on the platform together with the rest of the experimental
equipment and was used to obtain the platform position, orientation and velocity
together with the corresponding covariance at several different time instances. It
was placed on the opposite side to the lidar system and the scene of the odometry
system consisted of the roof.

Rydell and Bilock [22] created a system used for positioning and mapping in
an indoor environment and it is in this thesis used for odometry information.
The system was designed to be used in experiments by mainly firefighters and
soldiers but also in demonstrations. The system consists of both inertial and vi-
sual sensors and does not need any knowledge of the surrounding environment
in advance. It is based on stereoscopic cameras and an inertial measurement unit
(IMU).

The algorithm for positioning in the odometry system uses SLAM which utilizes
the extended Kalman filter (EKF). Accelerations and angular velocities from the
IMU are together with image data from stereoscopic cameras fused in the EKF.
The EKF keeps track of the sensor pose, consisting of position, velocity and ori-
entation as well as the position of landmarks and biases associated with the IMU.
The landmarks are given by recognizable and stationary points in the images, i.e.
it is easy to recognize a landmark in a new image and the global coordinates of
the landmarks stay the same over time.

A problem is that, due to the dead-reckoning based algorithm, the estimate of
the position drifts away from the true position over time and therefore results in
an increasing error. The reason for the increasing error is that both the inertial
sensors and the position update estimate the current position relative to previous
estimates. There are no loop closures and since the error accumulates, the total
error increases over time.

The position estimates in the odometry system are given in a right-handed Carte-
sian coordinate system. If X, Y and Z are the three axes, then X is the direction
at which the camera initially points, Y is the left direction when starting and Z is
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the vertical direction. The estimates obtained for this project are projected in the
horizontal plane resulting in that all axes are perpendicular to the start position
of the platform.

3.3 Data Collection

The data used in this thesis was collected by FOI at a roof on their office building
in Linköping. On the roof the platform was fixed on a rail which was approxi-
mately 25 meters long. The rail was mounted perpendicular to north in east-west
direction. The platform started in one end of the rail and moved to the other side.
Several runs were made. In some runs the platform started at the west part of
the rail and moved east and sometimes vice versa. During the collection of data
the camera pointed mainly south. In some runs the platform moved forward and
back and in some only forward. As the platform moved forward the lidar camera
rotated side to side and the measurement area was continuously scanned from
different positions and angles.

3.4 Synchronization

Two sync signals connecting information regarding the camera sweeps and infor-
mation about the odometry system are obtained from the data collection. These
signals are used to calculate the time, from when the odometry signal starts, for
each frame in a sweep. This is used to calculate the pose estimate for each frame.

The signal related to the camera sweeps contains information of the duration
of each sweep and the time between sweeps. The signal concerning the odometry
system describes when the estimates of the pose from the odometry system are
obtained. The sensor does multiple sweeps while the platform is standing still
before this signal starts. The odometry system starts estimating the pose a few
seconds into the run and 0.5 seconds into the odometry sync signal the first esti-
mates are received. The sensor pose can then be obtained for each spike in the
signal.

Figure 3.3 shows the two sync signals where the orange signal contains infor-
mation concerning the sweeps and the blue signal concerns the odometry system.
When the orange signal is low a sweep is performed and when it is high the time
between sweeps is illustrated. At the time corresponding to each spike in the blue
signal a measurement from the odometry system is obtained.

3.5 Scene and Targets

The camera scene consisted of a forest edge located outside of the FOI office. Sev-
eral objects were placed in the scene. Beside the forest, the scene consisted of a
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Figure 3.3: Two sync signals containing information regarding the sweeps
and when the odometry system estimates the pose.

metal board placed between two poles and some other poles in front of the for-
est, a pole inside the forest and a fence, a container and a house wall next to the
forest. The distance to the surrounding environment was a couple of hundred
meters. The measurement area is shown in Figure 3.4a. Some of the targets are
located within the black rectangle and some are located within the forest. The tar-
gets inside the rectangle are shown in Figure 3.4b. The coordinates of the targets
were measured using GPS.

(a) The measurement area where some tar-
gets are located inside the rectangle.

(b) Some of the targets.

Figure 3.4: The scene and targets.
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Method and Implementation

This chapter describes the steps involved in the project. The different steps are:

1. Create a point cloud for each camera sweep based on the data from the
odometry system.

2. Register point clouds from different camera sweeps using ICP to obtain the
transformation between scan poses.

3. Create SLAM-solution using the transformation obtained from ICP.

4. Create a point cloud for the full measurement.

First a point cloud has to be created for each camera sweep. The data from the
odometry system is used for the sensor position and since it drifts over time that
information is not completely correct. Therefore the point clouds are registered
which is the next important step. The registration aligns the point clouds and can
be used to compute the transformation between the scan poses. This transforma-
tion is used in a SLAM algorithm in order to optimize the trajectory of the sensor
pose and retrieve a better accuracy on the point clouds. When the optimization
is done, all detections are used together to construct an image. Step 4 above is
the same as step 1 except that all detections are treated together and the SLAM-
solution is used instead of the odometry. The steps are explained in more detail
below. The work is implemented in Matlab.

4.1 Extracting Point Cloud from Detection Cloud

The first step consists of extracting a point cloud. The point cloud is extracted
from the detection cloud. All sweeps are handled separately, i.e. one point cloud
is created for each camera sweep. An assumption made is that the error from

25
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the odometry system during one sweep is constant. During a sweep the camera’s
angle and position are changing. The algorithm steps necessary to extract a point
cloud are listed below.

1. Transform detection cloud to Cartesian coordinate system.

• Transform detection cloud to local Cartesian coordinates.

• Transform detection cloud to global Cartesian coordinates.

2. Distribute detection cloud into a voxel grid.

• Establish area covered by detection cloud.

• Create voxel grid.

• Distribute the detections in the detection cloud into correct voxel.

3. Extract point cloud.

• Extract peaks in histograms.

The method used here is a combination of the ZCP algorithm [25] and the MAPCP
algorithm [25] that both are explained in Section 2.2.2. The idea taken from ZCP
is that each detection only contributes with one value and the idea taken from
MAPCP is that each detection contributes with a weighted value. The weighted
value is the squared distance between the lidar sensor and the coordinates of the
detection according to (2.2), the laser radar equation.

4.1.1 Transform Detection Cloud to Cartesian Coordinate
System

This part describes the transformation of the detection cloud into a global Carte-
sian coordinate system. Each detection in the detection cloud can be expressed in
a local spherical system with origin in the sensor by utilizing which frame, row
and column the detection corresponds to. The detections in the spherical system
are then transformed to a local Cartesian system with origin in the sensor. By us-
ing the information from the odometry system, the detections can be expressed
in a global Cartesian system with origin in the initial sensor position.

Three different coordinate systems are used to model the environment. There is
one local spherical coordinate system and one local Cartesian coordinate system,
both with origin in the current sensor position, and a global Cartesian coordinate
system which has its origin at the start of the rail (the start position of the sensor).
The Cartesian coordinate systems are described by their X, Y and Z coordinates.
The systems are right-handed, where two axes are perpendicular to the rail and
one axis is along the rail. The directions of the Cartesian coordinate systems are
illustrated in Figure 4.1. In the figure the rectangle is the platform, the two hori-
zontal lines illustrate the rail and the two lines in the bottom of the figure, a and
b, illustrate the end positions of the lidar sweeps. A sweep is performed from a
to b or from b to a. X is the direction perpendicular to the rail on the opposite



4.1 Extracting Point Cloud from Detection Cloud 27

side to the lidar sensor, Y is the left direction and Z is the vertical direction. This
results in that the global Cartesian coordinate system is the same as the coordi-
nate system used in the odometry system. Since the rail was mounted along the
west direction perpendicular to north, X, Y and Z correspond to north, west and
height.

Figure 4.1: The axes in the Cartesian coordinate system seen from above.
The rectangle represents the platform which is located on the rail illustrated
by the two horizontal lines. The two lines, a and b, show the end positions
of a lidar sweep. Two axes are perpendicular to the rail and one axis is along
the rail.

The detection cloud first has to be transformed into the local Cartesian coordi-
nate system. One local system is used for each frame in the camera. The detec-
tion cloud can be expressed as a spherical coordinate system with origin in the
sensor by computing an elevation and an azimuth angle for each detection. Fig-
ure 4.2 shows how the local spherical and the local Cartesian system are related.
The figure illustrates a detection P at the distance L with corresponding azimuth
angle φtot and elevation angle θtot . The azimuth angle is the counterclockwise
angle in the X-Y plane from the positive X axis. The elevation angle is simply the
elevation angle from the X-Y plane.

Figure 4.3 shows the azimuth angle φ between the start and the end position
in a sweep. This angle is different for each frame and column in a sweep. The
end positions are illustrated by a and b in the figure. The first sweep always
starts at the left side seen from the sensor point of view (a in the figure) and
sweeps to the other side (b in the figure), leading to odd sweep numbers sweep-
ing right and even sweep numbers sweeping left. The figure also shows the offsets
α and β obtained from FOI. The angle between the rail and a is α = 80.2◦ and
the angle between the rail and b is β = 79.2◦. The angle between the positive X
axis and a is 90◦ + 80.2◦ and the total azimuth offset φ0 from the X axis is thus
−(90◦ + 80.2◦) = −170.2◦ since the azimuth angle is calculated counterclockwise.
The elevation offset is θ0 = −0.0230 rad.
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Figure 4.2: Illustration of how the local Cartesian and the local spherical
coordinate system are related.

Figure 4.3: Illustration of the azimuth angle and offset. The angle between
the rail and the end position of a sweep is given by α respectively β. The
azimuth angle within a sweep is given by φ.

It is known which frame, and which row and column in the frame, each detec-
tion in the detection cloud corresponds to. Figure 4.4 shows how the rows and
columns are numbered in a frame. Each frame consists of 32 columns and 128
rows. This information is used to represent the detection cloud in a local spheri-
cal coordinate system, with origin in the sensor.
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Figure 4.4: The numbering of rows, Frow, and columns, Fcol , in a frame.

The elevation angle θ and the azimuth angle φ are calculated by

θ = −Frow ·Ω,

φ =
F

fRate
·ω + (ncol − Fcol) ·Ω, odd sweep,

φ = φw −
F

fRate
·ω + (ncol − Fcol) ·Ω, even sweep,

(4.1)

where F, Frow and Fcol are the frame, row and column corresponding to the de-
tection. The number of columns in a frame is ncol , fRate is the frame rate, ω is
the angular velocity in rad/s, Ω is the IFOV of the sensor and φw is the width of
the sweep. Since the camera rotates side to side the azimuth angle φ is different
depending on from which direction the camera starts rotating. Therefore the cal-
culation is different depending on if it is an even or odd sweep number. The total
elevation angle θtot and the total azimuth angle φtot used in the transformation
are then given by

θtot = θ0 + θ,

φtot = φ0 − φ,
(4.2)

where θ0 and φ0 are the two angle offsets. The reason for subtracting φ from the
azimuth offset φ0 is that it is the counterclockwise azimuth angle that is used in
the transformation. The range L is calculated by

L =
c
2

· k · τB + L0, (4.3)

where k is a time bin corresponding to a measured time delay of a detection, c is
the speed of light, τB = 500 ps is used to quantize the range into bins of 500 pi-
coseconds and L0 is a range offset with the value 207.58 meters. The offsets were
calculated horizontally relative to the platform when the platform stood still us-
ing GPS.

By using the information above, the transformation is performed with the func-
tion sph2cart in Matlab. In the transformation all angles are given in radians.
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The transformation from the spherical system to the local Cartesian system is
given by

x = L · cos(θtot) · cos(φtot),

y = L · cos(θtot) · sin(φtot),

z = L · sin(θtot),

(4.4)

where x, y and z are the coordinates corresponding to X, Y and Z.

Figure 4.5a shows the detections in all frames belonging to a sweep, transformed
to the Cartesian coordinate system, where a small height interval has been used.
It can be seen that there is a varying density of detections in different parts of the
figure. Figure 4.5b shows a small part of the same detection cloud. In some parts
of the scene there is a higher density of detections, for example there are two
horizontal lines appearing in the figure, marked with red ellipses. These linear
features with higher density of detections correspond to two straight walls.
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Figure 4.5: Detections belonging to the height interval -11 to -10.95 meters
in a sweep.

When the detection cloud is given in the local Cartesian coordinate system the
sensor position can be added to retrieve the detections in the global coordinate
system. A sweep consists of a large amount of frames and the sensor position at
each frame is calculated using the information from the odometry system. The
time when the odometry system starts estimating the pose is given and so is the
time when each sweep starts and ends. The time at frame F in sweep i, ti,F , is
calculated using the previously explained sync signals and is given by

ti,F = Sstart − Ostart +
Ni,F
fRate

, (4.5)

where Sstart is the time when the sweep starts, Ostart is the time when the first
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signal from the odometry system is received, Ni,F is frame F in sweep i and fRate
is the frame rate. Figure 4.6 shows the two sync signals zoomed in. The first blue
spike to the left is the first sync pulse obtained from the odometry system and
corresponds to Ostart in (4.5). A sweep is performed when the orange signal is
low which means that a sweep is started when the orange signal turns low in the
right of the figure which corresponds to Sstart in (4.5).

Figure 4.6: Illustration of the two sync signals.

The sample points from the odometry, t0, and the corresponding position esti-
mates, x0, are used to find the sensor position at each frame. The sensor position
at frame F in sweep i, xi,F , is calculated by interpolating values of the function
x0(t0) at the query point ti,F . Linear interpolation is used which gives the straight
line between two successive points in the data set.

The detections in the local coordinate system are transformed to the global sys-
tem by adding the sensor position at each frame according to

zGi,F = zLi,F + xi,F , (4.6)

where zLi,F and zGi,F are the coordinates of the detections belonging to frame F
in sweep i in the local respectively global system. The rotation matrix from the
odometry is not used in (4.6) since using it lead to a worse image than only using
the translation. The scene is located a couple of hundred meters from the sensor
and an erroneous rotation results in a large error at the scene.

The computation in (4.6) is done for all frames and all sweeps. All detections
belonging to a sweep is collected to a detection cloud.
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4.1.2 Distribute Detection Cloud into Voxel Grid

This part explains the process of distributing the detections into a voxel grid.
When all detections belonging to a sweep are transformed to the global coor-
dinate system, points corresponding to collections of detections have to be ex-
tracted to obtain a more manageable point cloud. The detections in the detection
cloud are investigated to see how large volume they cover. A voxel grid, where
each dimension corresponds to the volume covered by the detection cloud, is cre-
ated. The spacing between the centers of the voxels determines the size of the
voxel grid and the spacing used when extracting the individual point clouds is 5
cm. The quantization of range values in the lidar measurements is 7.5 cm and the
idea behind choosing 5 cm was to retrieve a point cloud containing many points
having a high resolution. If a too large value is used the resolution gets worse
since more detections located far away from the voxel center are distributed into
that voxel. When extracting the point clouds containing the full measurement
different voxel sizes are used and compared.

The grid is created in X, Y and Z direction. All detections in the detection cloud
are then checked to see which voxel they belong to and are then put in that voxel.
Each detection adds a weighted value to the corresponding voxel. All detections
are scaled with the squared distance since according to (2.2), the laser radar equa-
tion, the received signal decreases with the squared distance to a target. The
detections in a sweep distributed into the voxel grid are shown in Figure 4.7a.
The figure shows the values along the Z axis summed together. Figure 4.7b also
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Figure 4.7: Detections belonging to the height interval -11 to -10.95 meters
in a sweep distributed into a voxel grid, illustrated in a color map.

shows the detections in the voxel grid but only using one height layer and in a
small part of the scene. The same height as in Figure 4.5a and 4.5b is used. It
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is possible to see similarities between Figure 4.5b and 4.7b which show the same
scene. The two straight walls appear in both figures. There are also a couple of
larger dots visible which represent trees.

4.1.3 Extract Point Cloud

In this part the voxel grid from above is used to extract a point cloud. The cam-
era points primarily along the negative X axis and therefore the histograms in
the voxel grid are treated as lines along the X axis. All histograms having a peak
higher than a threshold are extracted and a point cloud with fewer points is cre-
ated. The threshold is set manually and is chosen by studying some of the his-
tograms to find out the values of the peaks. The threshold is then chosen as a
value that extracts a reasonable amount of points. The points adjacent to the ex-
tracted peak are used in interpolation to determine the position, along the X-axis,
of the peak with better accuracy than the one from the voxel grid. The underly-
ing function describing the peak and the two adjacent points is approximated by
a parabola.

Figure 4.8 shows three histograms along the X axis. The histograms show the
scaled number of detections per voxel along the X axis. The threshold is illus-
trated by the horizontal dotted line and is here 4 · 105. All peaks higher than the
threshold are extracted. Figure 4.8a illustrates the line passing through one of the
walls that is shown in Figure 4.5b and 4.7b and it is clearly a distinct peak. Figure
4.8b shows two distinct peaks. Both these histograms result in extracted peaks.
The histogram in figure 4.8c also shows a histogram along the X axis. However,
this histogram is noisy without a distinct peak and therefore does not contribute
with a point to the point cloud.

Figure 4.9 shows a peak that is zoomed in. The figure also shows the position
of the peak after interpolation, the red star in the figure. It can be seen that the
interpolated position is separated from the original peak. Only the values along
the X axis are interpolated. Since the camera points primarily along the negative
X axis the targets have a larger spread in the Y and Z directions and the targets
can almost be seen as two dimensional. The angle width of a sweep is small re-
sulting in almost the same angle of incidence during a sweep. The aim is to get
a better accuracy than the voxel grid. The extracted peaks are then together with
their corresponding voxel number along the Y and Z axis used to form a point
cloud.

A point cloud that is created from a sweep is shown in Figure 4.10a. The fig-
ure shows a sweep where the sensor has moved around 11 m on the rail. Figure
4.10b shows a point cloud from the same sweep but using a lower threshold when
extracting histograms, i.e. this point cloud contains more points. The point cloud
in Figure 4.10a is preferred to be used in the registration since it contains fewer
points and therefore does not have as many outliers as the point cloud in Figure
4.10b. It also results in a reduced computation time.
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(a) Histogram with one distinct peak. (b) Histogram with two distinct peaks.

(c) Noisy histogram.

Figure 4.8: Histograms along the X axis where voxel 0 is furthest from the
sensor.
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Figure 4.9: A peak that is zoomed in. The interpolated position is illustrated
by the red star.
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(a) Extracted point cloud using high thresh-
old
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(b) Extracted point cloud using low thresh-
old

Figure 4.10: Extracted point clouds.

Figure 4.11 shows a small part of the scene of the point cloud from a sweep
illustrating the targets. The process of extracting point clouds from detection
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Figure 4.11: Targets in a point cloud.

clouds is summarized in algorithm 2 below.

4.2 Registration

The point clouds corresponding to different sweeps are expressed in the same
global coordinate system but due to the imprecise odometry information the co-



36 4 Method and Implementation

Algorithm 2 Extraction of point cloud from the detection cloud D.

1: procedure Extract(D)

2: for all sweeps do
3: Convert D to local Cartesian coordinates.
4: Add sensor position and retrieve points in global Cartesian coordi-

nates.
5: Create voxel grid based on area coverage.
6: Distribute points into correct voxel.
7: Generate point cloud by extracting peaks in histograms.
8: end for

ordinates of different clouds are not coincident. In order to align the point clouds,
they are registered against each other. One of the most common methods used to
perform registration is ICP, presented in Section 2.3. The ICP algorithm used in
this project is the one from Point Cloud Library [1]. It is a rather simple method
and code to perform the ICP algorithm wrapped to Matlab was obtained from
FOI.

The point clouds are registered pairwise in a chain and the process is illustrated
in Figure 4.12. In the figure the three circles, T0, T1 and T2, illustrate the sensor
poses, given by the transformation from the origin expressed as a 4x4 transfor-
mation matrix containing a rotation matrix and a translation vector, creating the
point clouds, z0, z1 and z2. Note that the rotation matrix used here is the identity
matrix. First z1 is registered against z0 resulting in T 1,0

ICP , i.e. the 4x4 transforma-
tion that aligns point cloud z1 with z0. The point cloud z1 is transformed with
the ICP transformation leading to the updated point cloud z′1, belonging to the
square T ′1. At the scene z′1 is coincident with z0 and since all point clouds are
in global coordinates the obtained transformation, T 1,0

ICP , is the transformation
between the sensor pose given by odometry T1 and the sensor pose corrected by
registration T ′1. The next registration in the chain is z2 against z′1 resulting in
T 2,1
ICP . The point cloud z2 is updated with the transformation leading to the point

cloud z′2. The next point cloud is then registered against z′2 and the process con-
tinues to the last point cloud.

The transformation obtained from the ICP algorithm can be used directly to ob-
tain a better estimate of the scene but it can also be used in a SLAM algorithm as
explained in the next section.

Figure 4.13a shows point clouds from sweep 4 and sweep 28. The figure is
cropped to show a small part of the scene. At sweep 28 the sensor has moved
around 9 meters along the Y-axis. It is obvious in the picture that there is a dif-
ference between the coordinates of the points in the two sweeps. It looks like
there are duplicates of all trees in the figure but it is the coordinates in the point
cloud from sweep 28 that are incorrect due to the imprecise position information
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Figure 4.12: Illustration of the chain of registrations. The circles represent
different sensor poses each having an associated point cloud, z0, z1 and z2.
The squares represent the sensor poses, T ′1 and T ′2, and point clouds, z′1 and
z′2, corrected by registration. The point cloud z1 is registered against z0 fol-
lowed by that z1 is updated with T 1,0

ICP to z′1. Then z2 is registered against z′1
resulting in T 2,1

ICP which is used to update z2 to z′2. This process continues for
all point clouds.

from the odometry system. Figure 4.13b shows the same point clouds in the same
scene but now the point cloud from sweep 28 is registered against the point cloud
from sweep 4 using ICP. Now there are no duplicates of the trees which mean that
the ICP algorithm has aligned the point clouds.
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(a) Point clouds from sweep 4 and 28.
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(b) Registered point clouds from sweep
4 and 28.

Figure 4.13: Difference between registered and not registered point clouds.

Figure 4.14 shows the targets where all individual point clouds are pairwise reg-
istered and updated with the transformation. The different colors in the figure
correspond to point clouds from different sweeps.
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Figure 4.14: Illustration of targets where all individual point clouds are pair-
wise registered. Different colors represent different sweeps.

4.3 Simultaneous Localization and Mapping

The transformation obtained from the registration can be used in a SLAM algo-
rithm in order to retrieve a better estimate of the sensor pose resulting in a more
accurate point cloud. The GTSAM (Georgia Tech Smoothing and Mapping) tool-
box, described in [6], was downloaded and is used as SLAM solver. The toolbox is
based on factor graphs and is used to provide a solution to the pose SLAM prob-
lem, described in Section 2.4.1.

As stated before, a point cloud is created for each camera sweep. The factor graph
requests nodes and constraints between the nodes. In the factor graph each sweep
is represented by one node and initially the pose from the odometry is used as
nodes, using both rotation and translation. The time instance corresponding to
the frame in the middle of the sweep is used and the pose at that time instance
is interpolated from the odometry. Between each pair of nodes, constraints are
constructed. Two different sets of constraints are used, including a motion model
which models the motion from the odometry and a constraint using the transfor-
mation resulting from the registration. How these constraints are constructed is
described below. When the factor graph is constructed it is optimized and new
sensor poses are computed.

4.3.1 ICP Constraint

As previously described, the registration does not directly result in the transfor-
mation between the scan poses but some processing is needed. Figure 4.15 ex-
plains how the transformations which are used as constraints in GTSAM are cal-
culated. The figure shows three nodes T0, T1 and T2, each representing a sweep
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with a corresponding point cloud, z0, z1 and z2. Each Ti illustrates the trans-
formation to the node from the origin. Note that only the translation is used
when creating the individual point clouds and therefore each Ti contains only
translation. In the figure, T0 is the sensor pose having the first point cloud in
the registration chain. After registrating the first two point clouds (z1 against z0)
the result is that T1 is actually located at T ′1. The registration is, as previously
explained, performed by registration against previously registered point clouds
leading to that the point cloud corresponding to T2 is registered against the up-
dated point cloud corresponding to T ′1. The constraint between node T1 and node
T2 is given by the transformation between the sensor poses corrected by registra-
tion, T ′1 and T ′2.

Figure 4.15: Illustration of the transformations originating from ICP used as
constraints in GTSAM. Here, there are three nodes, T0, T1 and T2, where Ti
represents the transformation to node i from the origin. All nodes have its
own measurement (point cloud) described by zi . The point cloud z1 is regis-
tered against z0 followed by that the sensor pose T1 and the point cloud z1 is
updated with the transformation from ICP, T 1,0

ICP , giving T ′1 and z′1. Then the
point cloud z2, associated with node T2, is registered against the previously
registered point cloud z1, i.e. z2 against z′1. The transformation used as con-
straint between node T1 and node T2 is then the transformation between T ′1
and T ′2, shown with an arrow in the lower part of the figure.

The resulting constraints giving the transformation between node i and node i+1
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seen from node i, yi,i+1, can be written according to

yi,i+1 =

(T i,i−1
ICP Ti)

−1 · (T i+1,i
ICP Ti+1), if i ≥ 1

T −1
0 · (T 1,0

ICP T1), if i = 0,
(4.7)

where Ti is the transformation to node i from the origin and T i,i−1
ICP is the transfor-

mation given by registrating the point cloud corresponding to node i against the
point cloud corresponding to node i − 1.

When adding a constraint to the factor graph the covariance of the constraint
is needed. Nieto et al [20] described a method to estimate the covariance of the
ICP algorithm which is used in this thesis. The idea in the method is to sample
the error metric (2.7) around the minimum. A point cloud can be represented as
a sum of Gaussians (SoG) where each point has its own mean and variance. Regis-
tering two point clouds results in a likelihood function describing the correlation
between two SoGs. The covariance can then be computed by approximating the
correlation likelihood function as a Gaussian near its maximum. The number of
samples has to be at least as many as the number of unknowns in the covariance
matrix. Code to perform this method was obtained from FOI.

In the factor graph it is the relative covariance between two nodes that is needed.
From the odometry the uncertainty of going to a node from the origin is given.
However, the wanted uncertainty is going from one node to the next and this has
to be calculated for all constraints (both ICP and motion model constraints). To
achieve that, methods explained in [4] are used. The poses, having associated co-
variances, are transformed to quaternion representation. Then in the quaternion
representation poses and their associated covariances are compounded according
to the constraints. When the transformations and covariances are calculated they
are transformed back to transformation matrix representation. However, one of
the Jacobians in [4] is incorrect and had to be derived again in order to achieve
correct result. The correction is explained in appendix A.

4.3.2 Motion Model Constraint

In order to model the motion of the sensor, the data from the odometry is used
in a motion model which is used as constraints between the nodes. The motion
model is constructed to get a bit better model of the motion since it is known that
the odometry information is erroneous. Li et al [15] derive a motion model in
2D when moving in the horizontal plane. These equations are used to estimate
the position in the X-Y plane when moving in negative Y direction. The motion
model is a coordinated turn model containing position and angles as states, X.
The input, u, is given by the velocity in the X-Y plane, the change of position
along the Z-axis and angular differences. The purpose of using this model is
to get a connection between the angle around the Z-axis and the position. The
camera points primarily along the negative X-axis and a large change in the angle
around the Z-axis results in a large change of the y-coordinate at the scene. The
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model is described by

Xk+1 = f (Xk , uk)⇔



xk+1 = xk +
2v
∆θz
Ts

sin (
∆θz

2
) sin (

∆θz
2

+ θzk )

yk+1 = yk −
2v
∆θz
Ts

sin (
∆θz

2
) cos (

∆θz
2

+ θzk )

zk+1 = zk + ∆z

θxk+1
= θxk + ∆θx

θyk+1
= θyk + ∆θy

θzk+1
= θzk + ∆θz



(4.8)

where x, y and z are the position along the corresponding axis, θx, θy and θz
are the angles around the axis, Ts is the sampling time and v is the magnitude
of the velocity in the X-Y plane. The model only change the x and y component
compared to the odometry. The position along the z-axis and the angles are the
same as in the odometry illustrated by ∆z, ∆θx, ∆θy and ∆θz which are the dif-
ference between time k and time k + 1 in the odometry. All odometry estimates
are used in the model. The difference between the motion model and the odom-
etry is shown in Figure 4.16a and 4.16b. The figure shows the values of the x
respectively the y coordinate in the odometry and the motion model for all time
instances. It can be seen that the trajectory along the X-axis is suppressed in the
motion model compared to the trajectory in the odometry.
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Figure 4.16: Comparison between motion model and odometry for all time
instances.

The motion model is on the form

Xk+1 = f (Xk , uk), (4.9)
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where X is the state vector and u is the input. Then the covariance of Xk+1, PXk+1
,

is given by
PXk+1

= F · PXk · FT + G · Puk ·GT , (4.10)

where PXk and Puk are the covariances of the state and input at time k. F and G
are the Jacobian matrices with respect to the state vector respectively the input
vector. The state covariance is initialized using the covariance from the odometry
at the first time instance. There is no covariance given for the angular differ-
ences when computing the covariance of the input, Puk . Instead, the maximum
variance of each angle is found from the odometry system and used to linearly
increase the variance of the angular differences for each time instance, represent-
ing an increased variance as the samples increase. The cross terms between the
angular differences are set to zero.

The time instance corresponding to each node in the factor graph is known and
is used to calculate the corresponding pose in the motion model at that time in-
stance using interpolation. Then the same method as explained in the previous
section is used to calculate the relative transformation and covariance between
two nodes which is used as a constraint.

4.4 Point Cloud for Full Measurement

In order to get a better image of the scene all detections are used together creating
a point cloud using the full measurement. All sweeps are treated together, i.e. all
detections are distributed into the same voxel grid. Three full point clouds are
created. The difference between the full point clouds is how the local coordinates
are transformed to global coordinates. The clouds are listed below.

• Full odometry cloud: The translation from the odometry is as before used
as sensor pose. The only difference from before is that all detections are
distributed into the same voxel grid.

• Full ICP cloud: The translation from the odometry is added to the local co-
ordinates. Then the global coordinates in each sweep are transformed with
the transformation obtained from registrating the individual point clouds.
All detections in a sweep are transformed using the same transformation
matrix. Then all detections are distributed into the voxel grid.

• Full SLAM cloud: The sensor poses resulting from the SLAM algorithm
are used. In the SLAM solution the pose of one frame in each sweep is opti-
mized. In order to create new point clouds the pose is needed for all frames
in a sweep. The time connected to the frame used in GTSAM is known and
is used in interpolation to obtain all poses. The position is interpolated as
before and the rotation matrix is interpolated by transforming to quater-
nions where linear interpolation is used followed by transforming back to
rotation matrix representation. The local coordinates are transformed to
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global coordinates according to

zGi,F = Ri,F · zLi,F + xi,F , (4.11)

where Ri,F and xi,F are the rotation matrix respectively the position at frame
F in sweep i. The variables zGi,F and zLi,F are as before the coordinates in the
global respectively local system.

The individual point clouds are extracted using a manually set threshold as de-
scribed in Section 4.1.3. The full point clouds are instead extracted from the
voxel grid using the same method as in [12]. To start with, the median is sub-
tracted from each histogram. This is done to remove the background noise. Then
a threshold is used to extract points in the histograms. In [12] the threshold
8 · S where S is the standard deviation of the histogram (after the median is sub-
tracted) was found by trial and error and the same threshold is used in this thesis.

4.5 Evaluation

When the point clouds have been created the accuracy has to be evaluated. Both
individual point clouds from single sweeps and full point clouds containing all
sweeps are evaluated. Besides evaluating visually, the point clouds are evaluated
using two different measures, which are described below.

4.5.1 Comparison with GPS-coordinates

As mentioned before the locations of the targets were measured using GPS. The
distance between two targets (poles) in the point clouds are compared with the
measured GPS-coordinates. Figure 4.17 shows the target scene in an individual
point cloud where the two poles that are used in the comparison is highlighted
with red ellipses. The GPS-coordinates were measured on the top of the targets.
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Figure 4.17: Targets used in GPS-comparison highlighted with red ellipses.
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However, it is not known exactly where on each target the GPS measurement was
performed making the comparison more difficult. It makes a large difference if
the left or the right top corner of a pole is chosen. In all point clouds a point in
the top middle of the target is chosen for the comparison. The distance between
the targets in a point cloud, where both targets are visible, is compared with the
distance between the targets in GPS-coordinates. Point clouds from several in-
dividual sweeps where the targets are visible, a sweep created with the sensor
standing still, the full ICP cloud and the full SLAM cloud are compared with the
GPS-coordinates.

A pole belonging to an individual point cloud is shown in Figure 4.18. It can
be seen that some points are missing in the pole. When the pole consists of an
even amount of lines, the left middle line is chosen. It can also be seen that the
top points in the two middle poles have a different height. This makes the com-
parison more uncertain.
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Figure 4.18: A pole in an individual sweep.

4.5.2 Standard Deviation

The final point clouds, containing the full measurements, are evaluated using an
extra measure. The points in the image corresponding to a straight house wall
are cut out and a plane is fitted to the points. The area cut out is around
2 m x 3 m. Then the standard deviation of the distance between the points and
the plane is calculated. This measure is used to compare the three previously
explained full point clouds.
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Evaluation

In this chapter the point clouds are evaluated using the methods described in
Section 4.5. First the result is presented without commenting. Then the point
clouds are evaluated, first visually followed by the evaluation methods previously
described and lastly the optimized trajectory is commented.

5.1 Overview of Results

In this section an overview of the results is presented. There is no analysis in
this section but the presented figures and the point clouds are analyzed in the
succeeding sections. Figure 5.1 shows the scene in the full SLAM cloud using
the voxel size 10 cm. Figure 5.2 shows four of the targets in the three full point
clouds using the voxel size 7.5 cm and Figure 5.3 shows the full SLAM cloud in
the same scene using different voxel sizes.

5.2 Evaluating Point Clouds

In this section the point clouds are evaluated. First by analyzing the previously
presented figures visually followed by an evaluation using the previously ex-
plained evaluation methods.

In the full SLAM cloud in Figure 5.1 the targets can be seen in the left part and
a house and a fence is seen in the right part of the scene. The house wall is used
in the calculation of the standard deviation. The brighter color in the figure the
more detections in that voxel. The objects in the right part of the figure is brighter
which is reasonable since the sensor starts at that end and performs more sweeps
where that part of the scene is visible. The targets are clearly visible in the fig-

45
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Figure 5.1: The scene in the full SLAM cloud using the voxel size 10 cm.

ure and some points can be seen between the targets and the forest edge. These
points correspond to thistles or bushes on the meadow next to the forest edge.

By studying Figure 5.2, showing the target scene in the three full point clouds
using the voxel size 7.5 cm, it can be seen that the full odometry cloud has the
worst performance. The poles are not distinct in the full odometry cloud since
the detections corresponding to the poles are distributed in a number of different
voxels leading to that there are not enough detections in some voxels to result in
an extracted point. Also the other targets are not as sharp as in the full SLAM
cloud or the full ICP cloud. The full SLAM cloud and the full ICP look similar
in the figures. The left pole contains a few more points in the full SLAM cloud
than in the full ICP cloud which indicates that more detections are distributed
correctly. It can also be seen that the board, next to the left pole, is a bit brighter
in the full SLAM cloud indicating that many detections were distributed in these
voxels. However, in the full ICP cloud the poles besides the board appear more
straight than the corresponding poles in the full SLAM cloud, making it hard to
distinguish which point cloud that is the best.

In Figure 5.3, showing the target scene in the full SLAM cloud using different
voxel sizes, all four targets are clearly visible. The pole furthest to the left con-
tains the least number of points since this pole is located at the edge of the scene
and is not visible in as many sweeps as the other targets. Obviously a higher
voxel size results in a reduced resolution. This is obvious when comparing the
voxel sizes 5 and 15 cm in Figure 5.3a and 5.3d where the resolution using 5 cm is
much higher. But using a smaller voxel size leads to a larger risk that detections
are distributed in the wrong voxel. It can be seen that the cube is not as distinct
in Figure 5.3a, using 5 cm, as in Figure 5.3c using 10 cm.
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(a) Full SLAM cloud.
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(b) Full ICP cloud
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(c) Full odometry cloud.

Figure 5.2: Target scene in the full point clouds using the voxel size 7.5 cm.

5.2.1 Comparison with GPS-coordinates

The individual point clouds are compared with GPS-coordinates in order to ver-
ify that the errors in the individual sweeps are not too large. A large error would
indicate that something was wrong when extracting the point clouds. If the er-
ror in the individual point clouds is too large it is also harder to get a good
result in the registration. Table 5.1 shows the distance between two targets in
the point clouds compared to the measured GPS-coordinates. The table shows
the error compared to the GPS-coordinates. The distance between the targets in
GPS-coordinates is 19.2 m, the voxel size used in the point clouds is 5 cm and
the error is presented in cm. Several different individual point clouds, denoted
by their sweep number, and a point cloud where the sensor was standing still,
denoted Fixed, are presented in the table.
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(a) Voxel size 5 cm.
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(b) Voxel size 7.5 cm.
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(c) Voxel size 10 cm.
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(d) Voxel size 15 cm.

Figure 5.3: The points in the full SLAM cloud using four voxel sizes.

Table 5.1: Presentation of the error in distance between two targets in point
clouds compared to GPS-coordinates. The distance in GPS-coordinates is
19.2 m and the error is given in cm. The top row contains which type of
point cloud that is compared, where the numbers denote the sweep numbers
and Fixed means that the sensor was standing still. The voxel size used here
is 5 cm.

Sweep 26 29 30 31 32 33 34 36 38 39 40 Fixed
Error
[cm]

3.5 -2.7 4.3 1.8 2.9 3.1 12.6 8.0 -1.4 7.8 9.2 2.2

It can be seen in table 5.1 that most point clouds are close to the distance in GPS-
coordinates. However, sweep 34 has an error of 12.6 cm. An error around twice
the voxel size is reasonable since all points are collected to voxels, making it diffi-
cult to get an exact result. All sweeps besides sweep 34 are below twice the voxel
size but 34 is close. The comparison is also more uncertain since it is not known
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where on the targets the GPS-coordinates are measured. Also, not all of the poles
are visible in all sweeps. Then it is not known that the exact same points are com-
pared. It can also be seen that the difference between the sweep with the largest
positive error and the sweep with the largest negative error is 15.3 cm, between
sweep 34 and 29. It is close to three times the voxel size. However, the point
clouds were assessed as good enough to use in the following work, in registration
and so on since it is difficult to get a smaller error since it is not certain that the
point corresponding to the same part of the target is chosen in the different point
clouds.

The same comparison is made in table 5.2 but here the full ICP cloud and the
full SLAM cloud are compared with the GPS-coordinates. The error is also here
given in cm. This comparison is made using different voxel sizes when extracting
the full point cloud. The full odometry cloud is not used in this comparison since
there are duplicates of a pole in that image.

Table 5.2: Presentation of the error in distance between two targets in the
full SLAM respectively the full ICP cloud compared to GPS-coordinates. Dif-
ferent voxel sizes are compared.

aaaaaaaaa
Voxel size

Method
full ICP full SLAM

5 [cm] 7.4 2.2
7.5 [cm] 6.4 -1.3
10 [cm] 12.7 2.4
15 [cm] -2.2 -2.5

In the table it can be seen that the full SLAM cloud are closer to the GPS-coordinates
than the full ICP cloud. However, the difference between the ICP cloud and the
SLAM cloud is close to the voxel size for all voxel sizes but 15 cm and as stated
before the evaluation method is uncertain.

5.2.2 Standard Deviation to Plane

Table 5.3 shows the comparison of standard deviation between the full odometry
cloud, the full ICP cloud and the full SLAM cloud. The standard deviation is
given in cm and is compared using different voxel sizes. In the table it can be
seen that the full odometry cloud has a worse performance than the other two
full clouds. This is as expected since, as mentioned several times, the odometry
estimates are incorrect. It can also be seen that the full ICP cloud and the full
SLAM cloud has a similar performance. The full SLAM cloud has a lower stan-
dard deviation using the voxel sizes 5 and 10 cm while the full ICP cloud has
lower deviation using 7.5 cm and 15 cm. Also, the standard deviation decreases
for both the full ICP cloud and the full SLAM cloud as the voxel size increases
from 5 cm up to 10 cm and then the deviation gets a bit higher again using the
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voxel size 15 cm.

Table 5.3: Standard deviation from plane fitted to points corresponding to a
wall compared between different full point clouds. The standard deviation
is presented in cm and is compared between different voxel sizes.

aaaaaaaaa
Voxel size

Method
full odometry full ICP full SLAM

5 [cm] 12.1 3.1 2.3
7.5 [cm] 12.3 1.2 1.5
10 [cm] 10.3 0.6 0.4
15 [cm] 2.7 0.8 1.7

Figure 5.4 illustrates the wall in the full SLAM cloud using four different voxel
sizes. Obviously there are more points the lower voxel size that is used. It can
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(d) Voxel size 15 cm.

Figure 5.4: Points in full SLAM cloud corresponding to wall.

be seen in 5.4a and 5.4b, using the two lower voxel sizes, that there are differ-
ent clusters of points originating from different voxels. This is a reason for the
higher standard deviation for these voxel sizes. Figure 5.4c, using 10 cm, looks
best where all points are approximately on the same coordinates along the X-axis.
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The points in the figures are centered around different coordinates along the X-
axis leading to that the plane created after the points are fitted is different for
different voxel sizes. It is also worth noting that the wall is approximately per-
pendicular to the X-axis. The voxel grid is aligned with the coordinate axes and
if the wall was not also aligned with the coordinate axes, more detections would
be distributed in voxels not adjacent to each other.

Figure 5.5 shows the wall in the full ICP cloud. As expected the different voxel
sizes show a similar performance as in the full SLAM cloud. The clusters of
points, using the voxel size 5 cm, are more apparent in this case resulting in the
higher standard deviation. By studying the figure the computed standard devia-
tions seems reasonable. The points in a point cloud using a voxel size which has
a larger standard deviation have a wider spread in the figure.
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(b) Voxel size 7.5 cm.
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(c) Voxel size 10 cm.
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(d) Voxel size 15 cm.

Figure 5.5: Points in full ICP cloud corresponding to wall.

Figure 5.6 shows four histograms, along the X-axis, corresponding to a point on
the wall in the full SLAM cloud for different voxel sizes. The figure also shows
the interpolated position, with different markers for different voxel sizes, which
is the position used when extracting the point cloud. A larger voxel size results
in more detections in each voxel and therefore the histograms are normalized.
The histogram using the voxel size 5 cm has another high value close to the peak,
indicating that there are a lot of detections distributed into that voxel as well. It
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could be seen in figure 5.4a that the points are ordered in clusters which is caused
by that there are many detections in multiple adjacent voxels along the X-axis. In
the next histogram, in the adjacent voxels along the Y- or Z-axis, there might be
most detections in a voxel with a different X-value. The voxel size 10 cm has
the lowest standard deviation for the full SLAM cloud and its histogram together
with the voxel size 7.5 shows the most distinct peaks.
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Figure 5.6: Normalized histograms of the wall in the full SLAM cloud. Dif-
ferent voxel sizes are represented by different colors and the interpolated
values are shown with different markers for different voxel sizes.

Figure 5.7 also shows normalized histograms, along the X-axis, passing through
the wall but here in the full ICP cloud. The voxel size 5 cm does not show a dis-
tinct peak. Instead, there are three adjacent voxels containing approximately the
same value. This leads to the large standard deviation for the full ICP cloud using
the voxel size 5 cm. Since there is such a wide spread of the points using the voxel
size 5 cm, it can be said that the interpolation used to compute the peak with sub
bin accuracy is not working as well as desired. Perhaps another method to com-
pute the peak value should have been used, e.g. more adjacent voxels could have
been used to fit a bell curve to the peak. Otherwise the histograms are similar to
the ones in the full SLAM cloud.

It can be seen in table 5.3 that the result when only using the odometry is much
worse than the other two methods. Figure 5.8 shows the points representing the
wall in the full odometry cloud. The point clouds correspond to the standard de-
viation. A point cloud with a high standard deviation has a wide spread of points.

Figure 5.9 shows the normalized histograms, corresponding to the wall, in the
full odometry cloud where a bit more of the X-axis is shown compared to previ-
ous figures. It can be seen in Figure 5.9 that there are multiple peaks when using
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Figure 5.7: Normalized histograms of the wall in the full ICP cloud. The
different voxel sizes are represented by different colors and the interpolated
values are shown with different markers for different voxel sizes.

the voxel size 5 cm. The detections are spread so much that multiple points, lo-
cated close to each other are extracted. It is worth noting that this could happen
in the full ICP cloud or the full SLAM cloud as well. In Figure 5.7, showing a
histogram in the full ICP cloud using the voxel size 5 cm, the adjacent values to
the peak are also very high and it is possible that in another histogram multiple
peaks are extracted. The behaviour resulting from extracting multiple peaks can
be seen in Figure 5.8a, showing the wall in the full odometry cloud using the
voxel size 5 cm, where the points are spread over a large area along the X-axis.
Otherwise the histograms looks as expected and have less distinct peaks than the
other full point clouds.

The result is almost as expected in the full odometry cloud. The points are spread
across the scene except when using the voxel size 15 cm. It is an interesting re-
sult that the standard deviation using full odometry is much lower when using
the voxel size 15 cm compared to the other voxel sizes. Figure 5.10 shows the full
odometry cloud close to the house wall using the voxel size 15 cm. The figure
shows that the house wall that the plane is fitted to seems good resulting in the
low standard deviation. However, the fence in front of the wall and the container
and the posts behind the wall looks worse. It looks like there are duplicates of
the posts behind the wall. This is an indication that the quality measure of calcu-
lating the standard deviation from a fitted plane can give misleading results. The
reason for the small standard deviation is probably that the points correspond-
ing to the wall are well suited for this voxel grid, where almost all points are
distributed into the same voxel.
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(b) Voxel size 7.5 cm.
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(c) Voxel size 10 cm.
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(d) Voxel size 15 cm.

Figure 5.8: Points in the full odometry cloud corresponding to the wall. Note
that the scale on the X-axis is different compared to previous figures.
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Figure 5.9: Normalized histograms of the wall in the full odometry cloud.
Different voxel sizes are represented by different colors and the interpolated
values are shown with different markers for different voxel sizes.
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Figure 5.10: The scene in full odometry cloud using the voxel size 15 cm. A
fence is located furthest to the left and the wall used to fit a plane is located
to the right of the fence.

The width of the peak where it attains half of its maximum, FWHM (Full Width
Half Maximum), was calculated for each histogram in the wall and a mean value
was calculated for each method and voxel size. This is presented in table 5.4
where the average FWHM is given in voxels. A lower FWHM means a more dis-
tinct peak. The table shows a similar result as the calculated standard deviation.
The full SLAM cloud has a lower FWHM than the full ICP cloud using voxel sizes
5 and 10 cm while the full ICP cloud has a lower FWHM using 7.5 and 15 cm.

Table 5.4: The average FWHM in the histograms, corresponding to the wall,
for different full point clouds and voxel sizes. The FWHM is given in voxels.

aaaaaaaaa
Voxel size

Method
full odometry full ICP full SLAM

5 [cm] 3.87 2.84 2.81
7.5 [cm] 3.55 2.25 2.26
10 [cm] 3.19 1.80 1.58
15 [cm] 2.16 1.73 2.03

5.2.3 Optimized Trajectory

Figure 5.11 shows the initial and optimized position in the nodes in GTSAM. The
initial trajectory is green and the optimized trajectory is blue. A pose correspond-
ing to the frame in the middle of the sweeps are used as nodes and the blue
trajectory is used to interpolate and find the position of all frames.
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Figure 5.11: Initial trajectory in green and optimized trajectory in blue along
X, Y and Z-axes.

By studying the optimized trajectory in Figure 5.11 it can be seen that the opti-
mized position along the X-axis is closer to zero than the initial trajectory. The
rail, which the sensor is located on, was mounted going west to east perpendicu-
lar to north. The X-axis coincides with north and therefore it is known that the
movement along the X-axis should be close to zero. It can also be seen that the
position along the Z-axis is varying a lot and is unrealistic. The rail has very little
change in height. The reason for this change along the height axis is that a lot
of trust is put on the registration. The scene is located far away from the sensor
(around 250 m) and the scene is also very narrow in height, only around 10 me-
ters compared to 100 along the X-axis. A small error in the registration has to be
compensated at the sensor, resulting in a larger change. The error in positioning
along the Z-axis does not affect the scene since the angles are adjusted to fit the
position. The sensor moves along the Y-axis and it can be seen in the figure that
the optimized trajectory moves a bit shorter than the initial trajectory. Unlike the
movement along the X- and Z-axes the actual movement along the Y-axis is not
known. However, the positioning of the sensor was not the main focus in this
thesis. It is more important that the image of the scene is good.

Due to shortage of time and since the main focus was to achieve an accurate
image of the scene the obvious error along the Z-axis in the optimized trajectory
was not investigated further. No extra time was used to tune the covariances
which possibly could have decreased the error. Since it is known that the sensor
moves along a rail a motion model that forces the position along the Z-axis to be
zero and having a low covariance could have been investigated.



6
Conclusion and Future Work

In this chapter conclusions, connected to the purpose of the project, regarding the
result are presented. There is also a discussion concerning future work related to
the thesis.

6.1 Conclusion

The purpose of this thesis was to investigate if a SLAM algorithm can improve
the accuracy of a point cloud collected from a rotating single-photon counting
lidar during continuous movement. Different point clouds were created using
different voxel sizes and the impact of the voxel size was evaluated.

Three different full point clouds, containing the full measurement were com-
pared. The point clouds were created using only odometry, using odometry and
ICP and using a SLAM algorithm. An obvious observation is that the full odom-
etry cloud has the worst performance. If the odometry information was accurate
there would be no need for further investigation. However, the full ICP cloud
and the full SLAM cloud have similar performance. There is not much difference
when comparing the standard deviation to a wall in the scene and a conclusion is
that this quality measure can be misleading, e.g. the full odometry cloud using
the voxel size 15 cm has a low standard deviation to the wall but it can be seen in
the image that other objects looks worse.

In the comparison with GPS-coordinates the full SLAM cloud has an error closer
to zero and the full ICP cloud is one voxel size away from the full SLAM cloud.
This measure is uncertain but having a small error is of course an indication that
the point cloud is not bad. The full SLAM cloud was expected to perform better
since it uses both the registration and the motion model to optimize the sensor

57
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trajectory. However, the two full point clouds show similar performance. It is
worth noting that these quality measures do not give an exact measure on the
accuracy of the point cloud but an indication of how good the point cloud is.

The choice of voxel size is a trade-off between resolution and avoiding noise. A
smaller voxel size results in more points in the cloud but there are also fewer de-
tections in each voxel, which can lead to false points. The standard deviation is
in principle lower when using a higher voxel size. Also, if computation time and
computer memory are limiting factors a larger voxel size should be used. The
quantization of range values in the lidar measurements is 7.5 cm and it is rea-
sonable to assume that the same voxel size should be used. However, the result
using the voxel size 10 cm shows a good result and it can be said that the voxel
size should be at least as large as the quantization of range values of the measure-
ments, in this case 7.5 cm.

To summarize, it cannot be said that the full SLAM cloud shows a significant
better performance than the full ICP cloud when visually evaluating the point
clouds. When comparing the standard deviation to the wall, the two point clouds
show similar performance. In the comparison with GPS-coordinates the full
SLAM cloud performs better but due to the uncertainty in the evaluation meth-
ods it cannot be said that the full SLAM cloud has a significant better perfor-
mance than the full ICP cloud. The SLAM algorithm puts a lot of trust in the reg-
istration and therefore it is reasonable that the clouds perform similar. However,
both methods perform significantly better than the full odometry cloud. The
voxel size should be chosen to be at least as large as the quantization of range
values in the measurements. A too large voxel size reduces the resolution and a
too small voxel size can result in that false points are extracted and also needs
more computation time.

6.2 Future Work

There are a lot of areas in this work that can be further investigated. Of course
there are alternative solutions to the problem. The thesis is in principle based on
three important steps, including extraction of point clouds, registration and the
SLAM algorithm. All of these can be further developed or solved in a different
way.

Smith et al. [24] used a different method when extracting the point clouds. In-
stead of distributing the detections into a voxel grid a local likelihood measure
is associated with each detection in the detection cloud. This measure captures
the probability that a photon is returned from a target or noise. Distributing the
detections into the voxel grid reduces the accuracy which this method avoids.

When extracting the individual point clouds only the voxel size 5 cm is used.
Using the voxel size 5 cm in the full point clouds resulted in a wide spread of the
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points and it would be interesting to use a larger voxel size when extracting the
individual point clouds. It would probably not result in a significant increase in
the performance but it is possible that the transformation in the ICP algorithm
would be a bit more accurate.

There are also different methods available to perform registration, e.g. in Sec-
tion 2.3 the NDT transform was mentioned. The ICP algorithm is a rather simple
and straightforward method and no other registration method was investigated.
One thing that can improve the registration result is to investigate if the point
clouds can be preprocessed in order to increase the performance. An example of
preprocessing is removing outliers. Another variant is to use normal space sam-
pling as described in [21]. This method is based on that the points are chosen in
such a way that the distribution of normals among the chosen points is as large
as possible.

Pose SLAM was used in this thesis and of course there are alternative methods.
Since all measurements are collected beforehand some kind of graph SLAM solu-
tion is recommended over filtering techniques. In the SLAM algorithm used in
this thesis no landmarks were used but the measurements are used to formulate
spatial constraints between the scan poses. It would be interesting to investigate
if using landmarks would improve the performance. The GTSAM toolbox allows
using landmarks and some features in the point clouds, e.g. the targets and trees,
could be used as landmarks.

The data used in this thesis was collected by only going one way on the rail. There-
fore no loop closures occur in the SLAM algorithm. There are measurements
where the sensor moves forward and back on the rail. If these measurements
were used it would be possible to close the loop when going back on the rail. In
these measurements there are also more sweeps and therefore more detections. It
would be interesting to see if less noise is extracted when having more detections
to work with.

As described in Section 2.4.1, the constraints in GTSAM do not only have to be
between adjacent nodes. The scene in the individual sweeps is much wider than
the movement between sweeps and therefore also sweeps that are not adjacent
show an overlapping scene and can be registered. Due to shortage of time only
adjacent sweeps were registered and used as constraints. It would be interesting
to see if adding constraints would improve the performance.

It can also be noted that the quality measures are not perfect. Other measures
to evaluate the quality would be interesting to investigate.
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A
Correction in Reference

Given a point a = [ax ay az] and a pose in quaternion representation p = [x y z qr qx qy qz],
the point coordinates relative to p, a′ is according to (4.1) in [4] given by

a′ =


(ax − x) + 2[−(q2

y + q2
z )(ax − x) + (qxqy + qrqz)(ay − y) + (−qrqy + qxqz)(az − z)]

(ay − y) + 2[(−qrqz + qxqy)(ax − x) − (q2
x + q2

z )(ay − y) + (qyqz + qrqx)(az − z)]
(az − z) + 2[(qxqz + qrqy)(ax − x) + (−qrqx + qyqz)(ay − y) − (q2

x + q2
y )(az − z)].


(A.1)

The Jacobian of (A.1) with respect to the quaternions is in (4.5) in [4] described
by

2qy∆z − 2qz∆y 2qz∆x − 2qx∆z 2qx∆y − 2qy∆x
2qy∆y + 2qz∆z 2qy∆x − 4qx∆y − 2qr∆z 2qz∆x + 2qr∆y − 4qx∆z

2qx∆y − 4qy∆x + 2qr∆z 2qx∆x + 2qz∆z 2qz∆y − 2qr∆x − 4qy∆z
2qx∆z − 2qr∆y − 4qz∆x 2qr∆x − 4qz∆y + 2qy∆z 2qx∆x + 2qy∆y,


T

,

(A.2)
where ∆x = (ax − x), ∆y = (ay − y) and ∆z = (az − z). This derivation is not correct
and the Jacobian used in this thesis is

2qz∆y − 2qy∆z −2qz∆x + 2qx∆z 2qy∆x − 2qx∆y
2qy∆y + 2qz∆z 2qy∆x − 4qx∆y + 2qr∆z 2qz∆x − 2qr∆y − 4qx∆z

2qx∆y − 4qy∆x − 2qr∆z 2qx∆x + 2qz∆z 2qz∆y + 2qr∆x − 4qy∆z
2qx∆z + 2qr∆y − 4qz∆x −2qr∆x − 4qz∆y + 2qy∆z 2qx∆x + 2qy∆y,


T

.

(A.3)
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