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Abstract 
Fuzz testing is a random testing technique that is effective at finding bugs in large software 
programs and protocols. We investigate if the technology can be used to find bugs in multi-
threaded applications by fuzzing a real-time embedded avionics platform together with a tool 
specialized at finding data races between multiple threads. We choose to fuzz an API (available 
to applications executing on top) of the platform. This thesis evaluates aspects of integrating a 
fuzzing program, AFL and a sanitizer, ThreadSanitizer with an embedded system. We 
investigate the modifications needed to create a correct run-time environment for the system, 
including supplying test data in a safe manner and we discuss hardware dependencies. We 
present a setup where we show that the tools can be used to find planted data races, however 
slowdown introduced by the tools is significant and the fuzzer only managed to find very simple 
planted data races during the test runs. Our findings also indicate what appear to be conflicts 
in instrumentation between the fuzzer and the sanitizer.   
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1 Introduction 
Testing of multi-threaded systems is difficult since many of the problems commonly associated 
with such programs, e.g. deadlocks or data races, are by nature non-deterministic. This is 
because two interacting threads need to concurrently access shared resources at the same time 
for a bug to manifest. Even an extensive test suite might not be able to properly trigger the 
exact timing and execution sequence needed for concurrent threads to interact in an erroneous 
way. 
 
For avionics systems, multi-threaded systems are seldom used due to the criticality of these 
systems and the nature of these kinds of bugs. Multi-core systems with multi-threaded 
software is great for computation speed, which is needed more and more in the avionics 
industry as programs grow larger and computations more resource intensive. An automatic 
way of locating and triggering eventual concurrency bugs would provide cost effectiveness and 
greater reliability for these kinds of systems. 
Previous strategies for finding bugs in concurrent systems [1, 2] use program analysis or model 
checking to find possible concurrency bugs. These technologies cannot differentiate between 
actual occurring bugs, which can be triggered by normal program execution, and false positives 
which are potential errors that can never occur during execution. The information obtained 
through this type of analysis has then been used to create thread schedules to exercise the code 
to evaluate if the errors found were actual bugs, or false positives [3]. Many model checking 
techniques also suffer when the number of possible program states grows. As the number of 
state variables increases, the combinations of values for these variables quickly become so 
many that it almost impossible for a program to analyze them all, even more so for multi-
threaded software. This increasing complexity of program states is called the state explosion 
problem. Studies have been made to investigate mitigations to this problem, one example being 
bounded model checking [4]. In this thesis, we evaluate a different approach than model 
checking to see if it can be used to find concurrency bugs.  

1.1 Finding concurrency bugs using random testing 

In recent years, random testing, especially a technology called fuzz testing, has been gaining a 
lot of attention. Perhaps most notable is a program called American Fuzzy Lop (AFL), which 
has been used to find previously unknown bugs in several different (and very commonly used) 
programs such as CLANG/LLVM, PHP, various browsers and the Linux kernel1. Fuzz testing is a 
broad term, but it revolves around feeding various types of randomized input data to a program 
while monitoring the program for crashes. There exist several strategies for fuzzers to make 
sure that that the input data is not completely randomized, such as varying degrees of program 
structure awareness from e.g. instrumentation or program analysis. AFL uses program 
instrumentation to measure execution coverage gained from one set of input data, it then uses 
that coverage information and various techniques to mutate said input data repeatedly to try 
and find new paths in the code. Finding bugs with this method takes time (and sometimes 
luck). Typically, several hours, or even days, of fuzzing might be needed to find something 
interesting. Because of this, fast program execution is needed to make fuzzing useful. One 
problem with AFL is that it does not detect and report non-crashing bugs. In order to remedy 
this, tools called sanitizers can be employed together with AFL. Originally developed with the 
LLVM compiler infrastructure project, sanitizers are used to instrument object code and 
monitor said code during the execution to find bugs or memory access issues, and can be set to 
crash the program when finding non-crashing bugs. They are now available not only in the 
LLVM C/C++ compiler CLANG, but also in the GNU Compiler Collection (GCC). Sanitizers 

                                                        
1 http://lcamtuf.coredump.cx/afl/  

http://lcamtuf.coredump.cx/afl/
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typically used together with AFL are AddressSanitizer (ASAN) and MemorySanitizer (MSAN), 
which AFL natively supports. These tools are not primarily designed to find concurrency bugs.  

Typically, it is not very effective to employ random testing on concurrent systems to find faults. 
The dependency on timing adds a dimension of complexity to the testing that could drastically 
reduce the chances of actually finding a bug.  Not only does the testing need to traverse the 
system under test to where a bug resides, but another concurrently executing thread needs to 
trigger the same bug, at the exact same time. For detecting concurrency bugs another sanitizer 
is available, ThreadSanitizer (TSAN). 

The hypothesis of this thesis is that it could be possible to use random testing (AFL) and TSAN 
as a means of finding potential concurrency bugs. However, AFL does not support TSAN out of 
the box2 and as of the time of this thesis, the authors could not find any reports of successfully 
combining AFL and TSAN to find data races. In theory it should be possible for the two 
technologies to work together to produce an automatically generated test suite that extensively 
tests a program and that has good chances of finding concurrency bugs. It should be enough 
that the concurrent threads during the program execution accesses shared resources for the 
sanitizer to detect and report the possible vulnerabilities. This removes part of the timing 
aspect of the problem; making random testing viable for rooting out multi-threaded bugs. It 
also implies that because these technologies with their compile-time instrumentation add a 
static overhead to execution time, the scaling with larger programs could be better than model 
checking techniques. 

1.2 Fuzzing on embedded systems 

Embedded software is specific purpose software, designed to control machines or devices, such 
as routers, industrial robots or dishwashers. The computers controlling these devices are 
different from personal computers, which are general-purpose platforms where different 
programs can be loaded depending on need. Embedded software is often strongly coupled with 
the specific hardware on which it is intended to control. Due to these hardware limitations 
embedded systems typically require adaptations in order to be testable with automated 
software testing. One such adaptation could be to get the embedded system to run on a more 
general-purpose computer where possibilities (programs) to monitor program execution are 
more easily available. Both AFL and TSAN uses instrumentation as a means of monitoring the 
tested program, and they typically run on general-purpose computers. Some of the challenges 
of fuzz testing an embedded system are:  

● Successfully getting the embedded system to run on a more general-purpose computer, 
where the hardware might be different in terms of processor architectures, hardware 
memory layout, the presence of an operating system inhibiting certain operations on 
direct hardware. 

● Integrating the testing and monitoring software with the embedded software, 
introducing instrumentation. 

● In a reliable and deterministic way feeding the fuzzed data provided by AFL to the 
embedded system.  

                                                        
2 This statement is based on something the author of AFL, Michal Zalewski wrote in a Google  
Discussion thread for the afl-users mailing list, 2017-12-04. 
https://groups.google.com/d/msg/afl-users/1C1iAwgXPxQ/1VzVtpeaBgAJ 
 

https://groups.google.com/d/msg/afl-users/1C1iAwgXPxQ/1VzVtpeaBgAJ


 

8 

 

1.3 Problem description 

This thesis evaluates if AFL, combined with TSAN can detect timing-dependent multi-thread 
issues, in concurrent embedded software while trying to answer some of the above questions. 
It presents a proof of concept where the mentioned tools test an embedded avionics platform 
written in C and C++. The avionics platform tested in the proof of concept is a piece of 
embedded software designed for aircraft computers. The platform itself is used to decouple 
applications from the hardware while also offering services such as transport of data and 
various miscellaneous functions. Services include fetching current system time and error 
logging. An example of an application is one used for navigation, reading data from sensors 
and presenting the data to the pilot. These applications are created (and exist) as POSIX 
threads and are managed by a thread driver component. The platform itself it not multi-
threaded, only the thread driver components. Therefore, any services exposed by the platform, 
such as the API mentioned, needs to be thread-safe.  
 
In the testing setup evaluated in this thesis, AFL and TSAN instruments the platform and test 
applications feed fuzzed input data to the platform. The fuzzed data is fed to an API available 
to applications executing on the platform which provide some of the miscellaneous services 
mentioned above. Figure 1 below describe the testing setup. How the platform creates the 
thread driver components, how they invoke the test applications that fetch fuzzed data via a 
help library called Dextool and how the applications concurrently invoke the API mentioned 
with the fuzzed data as parameters to the called functions. During the testing of the API the 
instrumentation of TSAN is monitoring the platform for any concurrency bugs. 
 

  
Figure 1: System test overview (Johansson and Vallén, 2018)  
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1.4 Research questions 

In addition to identifying the challenges in fuzzing embedded systems above the following 
research questions are formulated: 
 
How much modifications of the embedded platform are needed to integrate it with the testing 
tools? What is required for AFL and TSAN to work together, do they affect each other? How do 
the testing tools and their instrumentation affect performance?   
 
How can fuzz data be supplied to the test applications executing on the avionics platform in a 
thread-safe way? 
 
What can be said about this method’s effectiveness in finding concurrency bugs in an 
embedded system?  
 

1.5 Delimitations 

This chapter addresses areas this report choses for one reason or another not to focus on. They 
are motivated in the respective areas of the report where their context can be better 
understood.   
 
The system under test is chosen to only be executed on a Linux PC environment instead of the 
native embedded system target. 
 
The testing is focused on data races and does not consider other types of concurrency related 
bugs. 
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2 Theory 
 
This chapter contains a short introduction to the different technologies and terminology used 
in the report. 

2.1 Concurrency bugs 

The C++ standard core guidelines, chapter 2 on concurrency and parallelism states3: 
“If two threads can access the same object concurrently (without synchronization), and at least 
one is a writer (performing a non-const operation), you have a data race.” The common 
solution when you have to share resources between threads is only allowing one thread at the 
time to access the resource, using mutexes or semaphores in achieving that. This gives 
possibility for the next pervasive concurrency bug, the deadlock. A deadlock can occur when 
threads have dependencies between multiple locked resources. When a circular wait occurs 
where each thread is respectively waiting to acquire resources locked by another thread before 
releasing its own locked resources, the program execution will halt.  
 
In order to aid developers finding concurrency bugs, various diagnostics tools are available 
employing different strategies to find bugs. When discussing diagnostic tools generally and 
classification of bugs the terms false positive and false negative are often found. The terms are, 
in this case, referring to the diagnostic tools either reporting a bug that can never be triggered, 
or failing to identify and report an actual bug. Investigating false positives could prove a very 
time-consuming task, especially for complex multi-threaded programs with many possible 
states and threads interleaving. On the subject of multi-thread bug detection, it could be 
noteworthy that a comprehensive study performed by Lu et al. on concurrent bug 
characteristics reports that in most multi-thread bugs only two threads are involved [11]. The 
same study also reports that 66% of all non-deadlock bugs examined only involve one shared 
variable. 

2.2 Fuzzing 

Fuzz testing is a software testing technique that tries to find different software vulnerabilities 
and bugs by supplying randomized input data. The term was first used by Miller et al. [5]. Fuzz 
testers can be attributed different properties, or combination of them, as described in an article 
by Neystadt [6]. 

 Generation-based, or mutation-based, depending on how they generate new input data. 
A mutation-based approach takes given input data and iteratively mutates it, giving the 
tester the ability to provide valid input data as a base template. A generation-based 
approach produces (generates) new input data without any regard to previous input 
data. 

 Smart or dumb depending on whether the fuzzer is aware of input data structures. 

 Black-, white- or grey-box signifying the fuzzers’ knowledge of the tested software’s 
internal structure. The black-box testing approach is to bombard the SUT (System 
Under Test) with randomized data without any program analysis, only noting when a 
crash-inducing bug has been found. This method enables significantly more tests, and 
thus inputs to SUT, being executed in the same time-frame as with its counterparts. A 
white-box fuzzer is aware of the program’s internal structure, and uses approaches such 
as symbolic execution to analyze the program in order to find inputs that will trigger 
execution paths. These findings can then be fed as input to a program. Böhme et al. [7] 

                                                        
3 http://isocpp.github.io/CppCoreGuidelines/CppCoreGuidelines#S-stdlib  

http://isocpp.github.io/CppCoreGuidelines/CppCoreGuidelines#S-stdlib
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describes that while white box testing tends to achieve a higher degree of coverage, thus 
finding more bugs, compared to black box approaches, this method is slower at 
generating new inputs than black box fuzzing. It suffers as tested software increases in 
size and complexity and if too long time is spent analyzing the software it loses its 
effectiveness compared to black box techniques. Furthermore, Böhme et al. describes 
that grey-box fuzzing aims to combine the two above mentioned strategies to draw from 
each of their strengths. It uses lightweight instrumentation of target code which allows 
the fuzzer to gain some knowledge of the internal program structure by monitoring run-
time behavior. It adds a static overhead to execution time, which scales better with 
larger programs. 

An inherent problem with many normal fuzzers are their inability to detect bugs which do not 
cause a direct software crash. Neither can they say anything about functional correctness of the 
tested algorithms, they are only suitable as crash finding tools. 

2.2.1 AFL 

American Fuzzy Lop (AFL) is a grey-box dumb mutation based fuzzer. Previous studies on the 
tool include Böhme et al. [7] and Gustafsson and Holm [12]. While being considered a dumb 
mutation based fuzzer, it has some smartness built in as it can be given an initial seed file that 
provides the fuzzer with some knowledge of input data structures. AFL uses an iterative process 
to find new input data. First it supplies the initial seed test case to the SUT. It uses 
instrumentation of the tested object to measure execution coverage of test iterations. After 
measuring coverage, it uses different algorithms for mutating that supplied seed and goes on 
to feed that input data in to a new instance of the program once again. Once a new set of input 
data triggers a new execution path, AFL tries to reduce the set of input data to the minimum 
that still triggers the same behavior, according to the state machine presented in figure 2. Once 
the minimal set is found, AFL saves it and mutates data around it to find new behaviors. 
Mutating techniques includes (but are not limited to) walking bit/byte flip, simple arithmetic 
and known integers4. This method combines knowledge of previous test iterations with the 
speed of randomizing data instead of complex analysis of the program5. 

                                                        
4 https://lcamtuf.blogspot.se/2014/08/binary-fuzzing-strategies-what-works.html  
5 https://github.com/mirrorer/afl/blob/master/docs/technical_details.txt  

https://lcamtuf.blogspot.se/2014/08/binary-fuzzing-strategies-what-works.html
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Figure 2: AFL State Machine (Johansson and Vallén, 2018) 

AFL supplies the fuzzed input data as a raw set of data through either stdin or a file. AFL saves 
all the input data files that have any unique impact on the tested software, both those that gives 
“normal” behavior, and inputs that results in a crash. This can be used to continue a previously 
interrupted fuzzing session, as well as for debugging purposes. As long as new input files are 
found, AFL is considered to be in the first “cycle”, once it has traversed the program, the 
previously found input files are rerun in another cycle, its data being mutated again. 
 
The first edition of AFL (AFL CLANG) use assembly level (binary) instrumentation, meaning that 
the compiled object code was analyzed and instrumented around entry points to functions and 
around basic blocks (branches in code). Such instrumentation introduces a static overhead 
which reduces execution time by an extent, depending on the size of the program.  
 
Another later version of AFL (AFL CLANG FAST) uses LLVM -mode instrumentation. It has been 
branched from AFL CLANG meaning both tools are developed independently of each other. 
LLVM-mode is an intermediate format of code which is fed to a LLVM -compiler to produce 
machine code. The intermediate format instructions are written in single static assignment 
form, which means that each existing variable is split so that each assignment is given a unique 
variable name, this make analysis and optimizations of code easier. It claims to be faster than 
the binary instrumentation of the first version using due to being able to optimize the 
instrumentation, this depending on size and nature of program. It also claims to cope better 
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with multi-threaded targets6. The instrumentation ratio can be varied; this seems to be an 
optimization feature. The instrumentation ratio controls the probability that a branch is 
instrumented. If the lowest setting is chosen only function calls are instrumented, and no 
branch instrumentation is performed.  

2.2.2 Fuzzing embedded software 

As previously mentioned, embedded systems are typically strongly coupled with the hardware 
that it was designed to run on. However, some types of embedded systems are more strongly 
coupled to intended target hardware than other systems. Table 1 shows Muench et al. [10] 
classification of embedded systems. 
 
Table 1: Embedded system classifications 

Type I Embedded systems running on a general-purpose operating system, an example being the Linux kernel. 
This allows for some decoupling between hardware and software 

Type II Embedded systems running on specific purpose operating systems. Operating systems with reduced set of 
services and capabilities. Provides decoupling between hardware and software. 

Type III Embedded devices executing directly on the hardware without any layer of decoupling (OS) in between. 
The software directly integrates with resources such as memory and external peripherals 

 
When fuzzing embedded systems that are strongly coupled with the hardware, Muench et al. 
suggest using hardware emulating software rather than fuzzing the embedded device with 
hardware included. Doing so would allow proper instrumentation, which means that smarter 
fuzzing algorithms can be used and proper error detection software can be used. 

2.3 Dextool 

DEXTOOL is a framework for writing plugins for various testing and analysis related 

functionality using LIBCLANG7. One such plugin is for fuzzing against AFL. DEXTOOL offers two 
parts interesting for fuzzing. One is generation of code acting as a middle layer connecting the 
SUT and AFL based on interface specifications, and one for reading the data provided by AFL 
and making the fuzzed data available cast to a requested type via an API.  

  

                                                        
6 https://github.com/mirrorer/afl/tree/master/llvm_mode 
7 https://github.com/joakim-brannstrom/dextool  

https://github.com/mirrorer/afl/tree/master/llvm_mode
https://github.com/joakim-brannstrom/dextool


 

14 

 

2.4 Sanitizers 

Many software bugs are not directly noticeable during program execution. Problems with 
pointer arithmetic, memory corruptions, out-of-bounds access or data races cause faulty and 
unwanted behavior, but rarely a software crash or hang, this is sometimes referred to as silent 
data corruption. AFL does not have the ability to detect non-crashing bugs on its own. To help 
in detection of silent data corruption various programs exits, one family of tools are the 

sanitizers8.  

ThreadSanitizer, (TSAN) is a runtime dynamic data race and deadlock detector. It uses a hybrid 
detection algorithm based on happens-before detection and locksets. Happens-before is a 
relation between two events, in the case of data races, variable access stating that one access 
should happen before the other, if such ordering cannot be assured, a possible data race is 
found. The algorithms have to instrument every shared data access and monitor access to them 
during run-time. A locksets detection algorithm ensures that all shared variable access is 
protected by some kind of lock; it also monitors dependencies between locks and lock order to 
detect deadlocks. 
 
TSAN has different modes of operation, ranging from conservative, striving to minimize false 
positives for the price of fewer actual bugs detected (false negatives), to more paranoid mode, 
detecting more actual bugs at the price of potentially reporting more false positives [8]. 
Dynamic detector also means that it has to instrument the program it monitors, as opposed to 
a static data race detector that analyzes the built code. There are two versions of TSAN, the first 
using the VALGRIND framework to inject dynamic binary instrumentation and in doing so is 
able to monitor thread interactions. The second uses LLVM to instrument the monitored 
software during compile time. Dynamic detection means that it scales quite well as programs 
grow (in size) as it adds a static overhead to execution time, typically slowing down execution 
only by 1.5x-2.5x, at least this is true for the LLVM instrumenting version [9] (5x-30x for TSAN 
VALGRIND [8]). 
 
TSAN v2 consists of two modules, a compiler instrumentation module and a run-time library 
for monitoring thread interactions. The tool instruments the SUT around memory accesses and 
Pthread constructions, such as mutexes. The runtime module uses shadow memory, an 
algorithm that mirrors a program’s memory, allowing for analysis of programs memory 

interactions. TSAN reserves several terabytes of memory and only supports 64-bit binaries9. 
  

                                                        
8 https://github.com/google/sanitizers  
9 https://clang.llvm.org/docs/ThreadSanitizer.html  

https://github.com/google/sanitizers
https://clang.llvm.org/docs/ThreadSanitizer.html
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3 Method 
 
In order to evaluate and demonstrate the effectiveness of the testing technologies applied to 
the embedded software platform a proof of concept is presented. With a proof of concept, it is 
shown that the testing tools can be used for discovering concurrency bugs in embedded 
software. It also allows for various benchmarks, demonstrating its effectiveness. In the proof 
of concept AFL and TSAN is used to instrument the platform and a means of supplying data to 
the SUT is developed. This includes slight modifications to the system under test, the platform 
software itself, and the creation of specific test applications, which replace the applications 
normally meant to execute on the platform.  

The testing focuses on finding one of the most common bugs in multi-threaded systems, data 
races. In order to give a more deterministic evaluation of the test suites, data race bugs are 
planted into the software under test.  

3.1 Setup 

For the platform to be integrated with the two testing tools, it needs to be built with the 
instrumentation used by to the programs to monitor the execution of the system under test. 
Both AFL and TSAN have their own sets of program instrumenting software. TSAN is included as 
a module in the CLANG compiler, passing -fsanitize=thread flag to the compiler will cause 
the SUT to be instrumented and add the necessary code for the run-time module of the sanitizer 
to be included. AFL is provided as a CLANG compiler called AFL CLANG (AFL GCC for GCC compiler 
is also provided). AFL CLANG replaces the normal C/C++ CLANG compiler.  
 
The whole avionics platform is not included in the test binary. The embedded system is too 
large, meaning that valuable execution time could be wasted on code not relevant for the 
testing, therefore only relevant parts is built and included. Another limitation to the testing is 
that it is not performed on native hardware. The embedded platforms native target is a 
PowerPC architecture, but the testing is performed on x86 architecture. The reason behind this 
decision is twofold. Firstly, no real hardware environment for this platform is available in the 
working environment. This could be replaced with a simulated PowerPC environment, but this 
would not scale performance wise compared to a native platform which is of great importance 
for fuzzing. The platform shift is possible due to the nature of this specific embedded system. 
Following the classifications for embedded software described by Muench et al., the avionics 
platform is categorized as a Type-I embedded system, translating to a loose coupling to 
hardware. This is because the embedded platform runs on a Linux OS, making the platform 
independent of the hardware it is designed for, this means that the avionics platform can be 
properly instrumented and executed on different hardware. For the sake of demonstrating tool 
effectiveness no hardware emulation is necessary, but when fuzzing embedded systems to find 
real bugs, correct target hardware, physical or emulated, could make a difference in how, and 
which, bugs manifest. 
 
There are some noteworthy differences in hardware architectures. 
 
Table 2: Differences between specific PowerPC and x86 systems (relevant to this report) 

Architecture Instruction set family Bits Endianness 

PowerPC (intended target) RISC 64 Big 

x86 (tested target) CISC 64 Little 
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The main difference between the PowerPC architecture the platform is intended to run on and 
x86 architecture chosen for testing is the instruction set families RISC vs CISC, since the 
instruction sets philosophies differ, atomic operations on a CISC architecture can be non-
atomic on a RISC architecture. This can possibly affect instrumentation and how bugs manifest 
on different targets due to atomicity of operations; this is, however, speculation and not 
something this report will delve deeper in. 

3.1.1 Test applications 

The platform provides an execution environment for software applications executing on top of 
it. In order to successfully build and test (interact with) the platform, software applications 
needs to be present. For this purpose, a specific test application is created. It accesses the input 
data supplied from AFL and invokes API functions in the platform.  
 
The test application, executing several concurrent threads (sharing the heap) fetch input data 
supplied by AFL and invoke the API-functions with the input data as arguments. Once all the 
supplied data is depleted, the thread will stop its execution and the test cycle ends. Control is 
given back to AFL in order for the testing tool to continue its cycle of evaluation and generation 
of new fuzz data. The fuzzer uses its algorithms to iteratively find new execution paths in the 
SUT. Once two threads access shared resources in a way that could cause a data race 
(read/write or write/write) TSAN detects and reports the problem as a crash. The process is 
shown in figure 3 below. As seen by the study by Lu et al. in the majority of concurrency bugs 
reported only two different threads are involved [11]. With this in mind the number of threads 
in the test setup is an arbitrary low number, in this case 3. Running the test setup with relatively 
few threads aids in speeding up execution times. 
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Figure 3:  Setup of program, and flow of data (Johansson and Vallén, 2018) 

3.1.2 Supplying input data 

There are two problems with the input data supplied by AFL that needs to be solved. The first 
is that AFL supplies input data that was not compatible with the intended usage. For it to be 
compatible with an actual function call, the data needs to be adapted to fit types and ranges of 
the API function calls. For this purpose, the tool DEXTOOL is used. DEXTOOL has several plugins, 
the one relevant for this report is the fuzzing plugin which is used to aid in reading input data 
and providing an API for fetching that input data. Previous work related to fuzzing embedded 
software by Gustafsson and Holm [12] also utilize DEXTOOL to generate a middle layer from an 
interface specification connecting AFL with the SUT.   
 
The second problem is that the applications all share the same data source, and accessing that 
data can possibly create more data races as well as sabotaging for AFL. An important aspect for 
AFL to work as intended is determinism. In a multithreaded system, the start time of each 
thread is not deterministic, therefore simply reading the supplied fuzz data as a thread starts 
would lead to threads not accessing data deterministically over several program iterations. For 
AFL’s algorithms to work properly, a set of input data supplied should always trigger the same 
execution pattern. If the execution pattern of a given set of data is not deterministic, then the 
algorithms that attempt to trim a set of input data with a given result to the smallest size that 
does not alter the behavior of the program will simply not work. This results in AFL becoming 
a slow black-box fuzzer.  
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AFL supplies input data as a continuous stream via standard input. In order provide 
deterministic data to each thread, the data is split into chunks, with each thread receiving the 
same chunk / offset each execution. In that way, AFL will eventually come to recognize which 
changes in input data affect each thread. With this approach there is a set amount of data that 
each thread can access each iteration and that data does not change in size. The size of data 
given to each application thread is 512 bytes. The size is an arbitrarily chosen number, but it 
needs to be large enough for each application to run each test a few iterations, and not too long 
as to slow down the generation of fresh data.  
 
AFL also needs an initial seed of input data, also referred to as a test case. With the initial seed, 
the test developers have some opportunity to guide the fuzzing algorithms. If some format or 
otherwise is needed by the SUT to pass through some initial program checks or such, then data 
of such format can be supplied, allowing the fuzzer to start producing results faster, one 
example being a program that requires its input data to be in xml-format. The testing done 
during the proof of concept, the initial seed supplied does not contain any significant data, just 
zeroized data of the size needed by all the applications. This is because the test applications are 
written specially for AFL fuzzing and any data casting or range restrictions is done when the 
test applications fetch fuzzed data. For data of integer types, the binary data is interpreted as 
is. For characters, the hexadecimal values are used (ASCII). If data within a specific range is 
requested, e.g. enumerations, then a modulo-operation of that range restriction is applied to 
the input data. This can give a slight favoring of some numbers in said range, but considering 
the number of iterations performed, it would not be of consequence, and most important, the 
operation is deterministic. 

3.2 Evaluating the setup 

With the SUT integrated with the fuzzer, bugs are planted at different nesting levels to a depth 
of 3 logic10 nesting levels. This is considered sufficient since the coding standard the SUT was 
developed with restricts more than three nesting levels in one single function. In addition to 
this, studies show that few people understand code with more than 3 levels of nested 
conditional statements [13]. As mentioned in chapter 2.1, according to Lu et al. a majority of 
non-deadlock bugs only involve one shared resource. The authors of that report suggest that 
focusing on concurrent access to single variables is an acceptable simplification for detecting 
concurrency bugs. Therefore, the bugs planted are relatively simple, only involving one shared 
variable as shown in code example 1.  
 

int global_var; 

 

int main() { 

 

int[2] input_data; 

read_stdin(input_data, sizeof(int[2]); 

 

if (input_data[1] == 0x00003438) { 

   if (input_data[2] == 0x0000A413) { 

      global_var++; 

      } 

   } 

} // main 

Code example 1: Planted data race nested two levels 

                                                        
10 Clarification: Nesting levels where the fuzzer actually has to supply specific input data to trigger. 
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For the sanitizer to detect any potential bugs a testing session needs to last long enough for 
threads to traverse the program and access shared resources. Due to the nature of random 
testing, finding bugs at any given time is just as random. The number of tests performed e.g. 
time spent testing increases the chance that a bug will be found. Because of this, with various 
bugs planted in different nesting levels, the fuzzing session in the proof of concept is left 
running until all bugs is found. The statistics gathered by AFL is then used to see when bugs at 
different nesting levels is found. Any true positives or false positives found is also considered. 
 
Speed is relevant for finding bugs when fuzz testing, faster iterations due to faster execution 
speed and faster generation of novel input equals more potential bugs found, therefore it is 
interesting to investigate the rate at which the fuzzer runs its algorithms. There are some 
factors to consider when discussing execution speeds, one is hardware. In this report hardware 
is not a focus area, so it will not be considered further. The software algorithms impact on 
execution speeds and each other (AFL and TSAN), however, is investigated and evaluated. 
Execution speed of different versions of AFL together with TSAN is evaluated. For the 
measurements to be accurate and comparable the testing is done on configurations with no 
planted bugs. Each measurement is run for around 15 minutes, so that slight temporal 
variances is accounted for. Between the runs, the server load is monitored, making sure that 
no significant shift in hardware load from other users can be observed.  
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4 Results 
 
This chapter presents the results of the testing conducted with the setup as derived from the 
method chapter. 

4.1 Testing setup 

Other than the modification of platform software to integrate the testing tools explained in the 
method chapter, some slight changes are needed to make the tools run together. The first is 
that AFL does not catch the errors found by TSAN. The only errors that AFL detects are program 
crashes. When a program crashes, it saves the input that caused the crash and reports it on the 
status screen. TSAN does not by default crash the program when it finds an error. It prints any 
error found during run-time to stdout. To make any errors found by TSAN result in a program 
crash, TSAN needs to be configured with the compile flag:  

TSAN_OPTIONS=abort_on_error=1.  
 
Another problem encountered when setting up the testing environment is memory allocation. 
Per default AFL restricts the memory used by the binary it fuzzes. This is a safety measure for 
programs not to go havoc with memory allocation when fuzzing them.11 TSAN on the other hand 
maps several terabytes of virtual memory in order to keep track of program state. This will 
conflict and the solution is two-fold. First the amount of memory the system allows for one 
program to allocate needs to be sufficiently high. This should normally not be an issue as TSAN 
automatically attempts to increase the limit if it is too low, however if the process does not have 
root access, it will not be allowed to do so automatically. The second is to remove AFL’s 
restriction on memory allocation, this can be done by passing “-m none” to the program when 
launching it.  

4.2 Outcome 

Running the initial test setup (Initial config in table 3) a couple of days gives no reports of 
potential concurrency bugs. For the final setup AFL CLANG and TSAN version 2 is used. AFL CLANG 

FAST is not used despite looking like a clear choice on paper, this is because when executing AFL 

CLANG FAST and TSAN together, the sanitizer reports errors, as shown by figure 4. Lowering the 
instrumentation ratio for AFL cause the number of reported errors to decrease linearly.  

                                                        
11 https://github.com/mirrorer/afl/blob/master/docs/notes_for_asan.txt (applicable to TSAN) 

https://github.com/mirrorer/afl/blob/master/docs/notes_for_asan.txt


 

21 

 

 
Figure 4: Errors reported by TSAN correlated to LLVM instrumentation ratio of AFL CLANG 

FAST. Graph is based on 10 runs with a decrementing instrumentation ratio of 10% each run. 
When running the tests with the lowest instrumentation ratio no errors are reported. This 
indicates that only the branch instrumentation is classified as erroneous by the sanitizer. Sadly, 
analyzing the binary code gives little understanding to the problem. When instrumenting with 
AFL CLANG (AFL’s binary instrumentation mode) or running with TSAN without any AFL 

instrumentation, no such errors are reported.   

4.2.1 Results of fuzzing 

In total three different test configurations are used when evaluating the testing tools.  
 
Table 3: Test Configurations 

Initial config No planted bugs. 
 
Used to find any production code bugs present. 

Test config 1 3 simple data races planted at different nesting levels, 1, 2 
and 3. 
 
Conditions to trigger are complex patterns, for example 
requiring AFL to go from the original input pattern of 
0x3030303012 to 0x00003438.  

Test config 2 Same data races as config 1. 
 
Conditions to trigger are extremely simple patterns, for 
example requiring AFL to go from the original pattern of 
0x30303030 to 0x30303031 

                                                        
12 Input data is interpreted as ASCII characters, where the character ‘0’ (zero) is 0x30.  
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The fuzzing, using AFL CLANG and TSAN v2, of test config 1 with the complex trigger patterns is 
aborted after 2 days (~1.7 million AFL evaluation iterations) with none of the data races planted 
reported as found.  
 
The fuzzing, using AFL CLANG and TSAN v2, of test config 2 is aborted after approximately 4 days 
with ~7.2 million iterations. The threshold to trigger bugs in this configuration is significantly 
relaxed compared to config 1. For test config 2, only a single (specific) bit needs to be changed 
in order to trigger the behavior. Below are graphs plotted with fuzzer statistics. Figure 5 show 
the discovery of new execution paths over time found by the fuzzing session. The light grey area 
(denoted current path) shows the number of execution paths found with the set of test cases 
being used as mutation templates. The drop around May 06 indicates that AFL discarded the 
current set of test cases it was mutating and starting again, had hit a dead end with the current 
test case template, i.e. no new paths could be found.  

Figure 5: New paths discovered over time 
 
Figure 6 shows crashes reported during the fuzzing session of config 2. The planted data races 
are reported at multiple occasions due to different program inputs and different threads being 
involved in the race. Of the races found, the one planted on nesting level 1 constitutes of a 
majority of all (unique) crashes reported while the one on nesting level 3 is only reported as 
found once in the whole session, after about 24 hours of fuzzing. AFL does not complete a full 
cycle in this run, but since it finds the planted bugs, we choose to abort the testing. 

Figure 6: Found crashes 
 
It should be noted that the levels displayed in the graph does not correspond to nesting levels 
in code, it means number of levels of test cases used as template to generate new test cases. If 
the current test case is based on a previous one then the level is incremented.  
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4.2.2 Execution speed 

The number of tests executed over time shown in table 4, is measured for the two versions of 
AFL, with and without TSAN. Only TSAN v2 is included in the measurements due to problems 
with getting TSAN v1 to work at all. AFL CLANG FAST is included in the measurements as a 
reference, despite not being used in the final setup, documentation on the tool claims it being 
both faster and better suited for multi-threaded targets than its predecessor13. Figure 7 shows 
a plot of the execution speed measured during the run of config 2 with AFL CLANG and TSAN 
enabled. The background field shows spikes while the line shows a mean over time.  
 

 
Figure 7: Number of tests executed over time - Test config 2 
 
Table 4: Number of tests executed over time – mean value with different tools 

Tested with Executions per second** 

AFL CLANG ~160 

AFL CLANG FAST ~160 

AFL CLANG & TSAN ~21 

AFL CLANG FAST & TSAN ~17* 

 
* This number is measured when suppressing the errors that TSAN reports from AFL’s LLVM 
instrumentation. When not suppressing errors so that each error is printed, the large amount 
of print-outs had a significant effect on execution time, ~1.5 iterations per second. 
** All the numbers are measured with the TSAN runtime flag symbolize deactivated. The 
flag controls the source code lookup whenever an issue is presented. It did not affect execution 
speeds except in the case of AFL CLANG FAST & TSAN due to the large amount of reported errors. 
This is observed even with full error suppression. 

  

                                                        
13 https://github.com/mirrorer/afl/tree/master/llvm_mode 

https://github.com/mirrorer/afl/tree/master/llvm_mode
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5 Discussion 
This chapter discuss the method and results presented in this report and how we interpret the 
results. It will also discuss flaws to the method and possible improvements. 

5.1 Method 

Our main method for evaluating the usefulness of AFL and TSAN for rooting out bugs in the 
embedded platform software is to plant bugs and present a proof of concept. We do not further 
investigate if any other principle methods for evaluating testing tools of this type exists, and 
perhaps some other method exists that would be better for the evaluation, however the chosen 
method does seem to be common in this type of works. The chosen method is an approach that 
gives known outcome and a clear measurable result. However, there are downsides with such 
an approach. First, planting bugs requires intricate knowledge of the tested software, there is 
always a possibility of affecting the outcome if you know what the desired result is, either on 
purpose, or not by inadvertently changing the programs intended behavior. To minimize the 
risk of this, we make sure to complete the testing applications and platform integration before 
planting any bugs, as to observe that the original function of the platform was still intact. The 
second problem is that planted bugs might not be comparable to how real concurrency bugs 
manifest. The bugs we plant were quite simple, and so simple that a programmer with some 
knowledge of multi-thread programming would probably detect the errors from simply reading 
the code. We have, however, seen some indications from the result of the study conducted by 
Lu et al. that many of the concurrency bugs they investigated were of simple nature [11]. Also, 
since AFL has been used to discover complex concurrency bugs in the past14 we don’t doubt that 
it could have found complex software bugs in this system if there would have been any. 

5.1.1 Usage of avionics platform 

The fuzzed API as it turns out, is very small with only one shared memory access present in the 
code, which is protected by a mutex. No complex locking patterns are present, very few shared 
resources, and the API also only ever reach a very small part of the larger system. This makes 
the testing uninteresting from the perspective of finding software bugs that has not been 
planted. This also means that of the code that is actually interesting for us to test, is a very small 
contributor to overall execution time.  
 
We do not test the embedded platform on its native target, this is not strictly necessary due to 
the platform executing on top of a Linux OS. For the purpose of finding planted concurrency 
bugs with AFL and TSAN and we still consider evaluation of the tools possible, since the tools 
finds and reports the bugs planted as intended. When testing embedded software with the 
purpose of finding real concurrency bugs, the correct or emulated hardware should be used in 
order to claim validity of testing results.    

5.1.2 Input data 

One problem we encounter while integrating AFL with the platform is how to supply data to the 
SUT in a reliable and deterministic way. When it comes to providing input data 
deterministically to the threads, we choose to split the input data in set segments of 512 bytes. 
The size of the segments is chosen for being large enough to provide data for the program to 
execute a few iterations to allow for the advancement of program states, but not so large as to 
significantly slow down the process of creating novel input data. We do not investigate how the 
split of data between threads affects the fuzzing. It is quite a large amount of data that the 
fuzzer needs to work with in order for us to even allow the program to start, 512 bytes * 3. And 

                                                        
14 https://blog.hboeck.de/archives/868-How-Heartbleed-couldve-been-found.html  

https://blog.hboeck.de/archives/868-How-Heartbleed-couldve-been-found.html
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since the data manipulation of AFL is often on quite small parts of the entire input data, 
sometimes only flipping a single bit, the large amounts of data can affect the rate at which bugs 
were found negatively.  

5.2 Results 

The fuzzing results show that the integration of AFL and TSAN with the embedded platform is 
successful. When the conditions to trigger the planted concurrency bugs are relatively simple 
as they are in config 2, TSAN finds and reports them as software crashes. When the conditions 
to trigger the planted bugs however are too complex as they are in config 1, the fuzzer does not 
manage to find any of the planted bugs within a time-frame we deem reasonable. The fuzzer 
will likely, given enough time, supply the correct input data to trigger the bug. But that could 
be such a long time that the fuzzing becomes entirely ineffective. Indeed, it is recommended by 
the developer of AFL that too complex algorithms, such as checksums or other complex input 
patterns are circumvented, or simply removed, when fuzzing. The simpler conditions to trigger 
the bugs that was later used is perhaps too simple, still it takes the fuzzer 15 minutes to find the 
easiest one.  
 
With 48 hours of fuzzing and not finding anything in config 1 and finding the most complex of 
the planted bugs in config 2 after 24 hours it raises the question of the efficiency of the fuzzing. 
It claims to be very effective at finding bugs, having contributed to a multitude of bugs found 
in well-known software programs.15 It also claims to be lightweight and fast to get working. 
This might be true for some types of programs, and perhaps more so for some types of bugs. 
The types of bugs we plant is all about the fuzzer supplying the correct input patterns. Fuzzing 
is, as previously hinted, not a very effective technique at penetrating code constructions that 
require complex input, so that could be a contributing factor to our not so overwhelming 
results. The long and complex setup time for the kind of embedded software we evaluate in this 
report also is problematic when evaluating the overall effectiveness of the testing technique. 
One alternative to straight up fuzz testing is using a combination of fuzz testing and symbolic 
execution. One such an example is the program Driller developed by Stephens et al. It combines 
fuzzing and selective symbolic execution which the authors claim draws on the strength of both 
techniques, while mitigating their weaknesses, avoiding state explosion for the symbolic 
execution and the incomplete testing the fuzzer. This is achieved by first running the fuzzer for 
a period of time to find any easy vulnerabilities and cover most execution paths. When the 
fuzzer has run for some time, and fails to find new paths, the symbolic execution is used to 
analyze the parts of the code that the fuzzer failed to reach. [14] Symbolic execution can also 
be very efficient against the code patterns we used when planting bugs, see code example 1, 
since it will be able to provide the correct input for triggering the bug immediately.  
 
The conflicting LLVM instrumentation of AFL CLANG FAST and TSAN is something that surprised 
us. The LLVM mode of AFL is according to statements from its developer supposed to manage 
multi-threaded targets better, so it seems very strange to us that the coverage instrumentation 
would not be thread-safe. Inspecting the binary code also gives little understanding to how the 
problem arises. The symbols for TSAN are present and readable, but not as much for AFL. The 
instrumentation by AFL is very cryptic, no doubt very optimized to not impact execution time 
too much. We have some theories which we cannot verify in any way, therefore they are only 
to be considered speculation. The first is order of instrumentation, there might be 
dependencies for TSAN to add its instrumentation after AFL. The developer pages for TSAN states 
that it needs to see atomic synchronization options during compile time, otherwise it might 

                                                        
15 http://lcamtuf.coredump.cx/afl/ 
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produce false positives.16 However, the binary instrumentation of AFL CLANG is undoubtedly 
introduced after TSAN has instrumented, and yet there are no reports of races there.  
 
Regarding what we say in chapter 4 about AFL by default restricting the memory usage of the 
tested binary; It is not unthinkable that a program allocates memory based on input data, and 
fuzzing said input data could in theory cause a program to allocate huge amounts of memory. 
Without any memory allocation limitations, the fuzzing of such a program could affect the rest 
of the computer on which the fuzzing is being conducted. Real time avionics software such as 
this is designed for controlled memory allocation and we can with ease determine that rampart 
memory allocation will not be a problem for us.  
 

5.2.1 Execution speeds 

The measurement for execution speeds of AFL (without the sanitizer) show that for our system 
and hardware there are no significant difference between the different versions of AFL. The 
claims made by the LLVM mode of AFL is that it can perform some optimizations not possible 
with binary instrumentation, especially affecting programs that are limited by CPU-
operations17. It is possible that our setup is not limited foremost by CPU speed. 
 
The slowdown introduced when integrating TSAN with AFL CLANG is around 7.5x. This is quite 
a significant difference from the slowdown of 1.5x as reported by Serebryany et al. [9], one 
difference between the measurements is that we are running TSAN together with AFL.  

5.2.2 Possible optimizations  

Hardware is undoubtedly having a large impact on how many iterations per second is achieved 
when fuzzing, however, hardware resources are seldom easy to just upgrade. So instead it is 
more interesting to look at software optimizations. For this system we suspect that the 
initialization is taking a considerable time and is being repeated each fuzz iteration. The LLVM 
mode of AFL, (AFL CLANG FAST) offers a way to fork fuzzed processes after certain initialization 
steps has been completed, we do not evaluate this in this report, but is could lead to 
performance gains. AFL also supports parallel fuzzing and shares interesting input between the 
parallel sessions, this is not something that we investigate, but it is supposedly effective.  
 
Another optimization that we do not investigate is to first fuzz the SUT for an extended period 
of time, without sanitizers. The fuzzer will, when an input is found that generate a new path in 
the SUT, save that input file. Once the fuzzer has found a majority of the program’s paths, the 
library of input files that fully tests the program can be fed to a new fuzzing session, this time 
with sanitizers included. This two-step process could prove efficient in finding more new paths 
faster, while still getting the sanitizers help in finding potential bugs.  

  

                                                        
16 https://github.com/google/sanitizers/wiki/ThreadSanitizerCppManual  
17 https://github.com/mirrorer/afl/tree/master/llvm_mode  
Q* See research questions, chapter 1.1.2 

https://github.com/google/sanitizers/wiki/ThreadSanitizerCppManual
https://github.com/mirrorer/afl/tree/master/llvm_mode
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6 Conclusions  
Despite spending a long time in exploring how AFL and TSAN interact, we only manage to test a 
small part of the embedded system. The proof of concept is successful in proving that the 
technologies can be used to find concurrency bugs in embedded software, however for large 
multi-threaded embedded systems that was used in the proof of concept, fuzz testing proves 
difficult.  
 
Research question 1: Our tested system has several entry points to fuzz, and each entry point 
require writing of specialized middle layers for providing the fuzzed data in a reliable and 
deterministic way. Because of this, fuzzing this embedded system require intricate study of the 
system which in itself is a time-consuming task, as opposed to fuzzing a program for parsing 
.jpeg-files, which is much more straight-forward. We also note a heavy impact on performance 
when fuzzing with sanitizers, which decrease efficiency of the testing. The conflicting 
instrumentation is as previously mentioned puzzling to us, but due to time constraints of this 
thesis, we choose not to try and explain it further. 
 
Research question 2: We develop a simple way of supplying fuzzed input data to the SUT in a 
deterministic manner, but we do not investigate further which other methods of supplying 
input data is available, and how they compared with regards to creating an effective fuzzing 
setup.  
 
Research question 3: One aspect that we think is interesting when talking effectiveness of a 
method/testing tool suite is how easy the setup is and how fast notable results can be achieved. 
We believe that the more complex the software to fuzz is the less automatic the testing becomes, 
requiring more knowledge, and effort, of the tester in order to achieve notable resultsQ3. This 
according to us removes one of the strengths advertised with fuzz testing, being able to with 
relative ease start test a program to find various types of bugs. In addition to this, once a bug 
has been found the developer still has to understand what cause the bug in order to be able to 
fix it. Output of TSAN gives some indication on what states the threads are in when the potential 
bug if detected, but it might be hard to reproduce the exact bug and the conditions that would 
trigger it. Therefore, extensive analysis and knowledge of the program is needed to determine 
whether the bug can occur during real execution. One approach to not having to analyze a 
reported bug would be putting a mutex around where a potential data race is reported in 
production code, but if not properly investigated and confirmed not to be a false positive, that 
approach could lead to poor performance for a bug that might not ever be triggered. In a 
general sense, we do not believe that fuzzing can replace standard means of testing in 
embedded software development, such as hand-coded automatic tests. A hand-coded 
automatic test suite provides a much more stable regression suite than fuzzing. It also makes 
it possible to test function, rather than finding only bugs. However, that being said, finding 
bugs, especially in concurrent systems is still a hassle and hand-written automatic test suites 
also has problems with time complexity. Fuzzing with sanitizers still provides a somewhat 
automatic test suite that scales well with larger programs as it adds a static overhead. The 
results we present in this report, notably slow execution times, the finding of simple planted 
bug does not show that fuzz testing with AFL and TSAN is an effective method for finding 
concurrency bugs in an embedded system. But combined with the reported success of the tools 
in other areas we are hopeful that the technologies, together or standalone has a future when 
developing embedded systems.  

                                                        
Q* See research questions, chapter 1.1.2 
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6.1 Future work 

An interesting way to make this combination of tools even more efficient at finding concurrency 
bugs would be to make the sanitizer able to detect data races where the common resource has 
been accessed in different iterations of AFL. Currently it only detects when two threads access 
the shared resource in the same program iteration. This is because the state of the TSAN, 
alongside with all the program state is wiped between each iteration, or rather, AFL forks the 
program several times from one initial run, it only saves the initial program state and copies 
that for each new run. Thus, achieving such a thing would require some kind of communication 
of the sanitizer between each new fork of AFL.  
 
As stated earlier, this type of software has several other interesting entry points. This study 
makes no attempt at testing other possible problematic areas that could be interesting to fuzz. 
For example, fuzzing the thread schedules could yield interesting results connected to thread 
synchronization.   
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