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Abstract
Textual duplicates can be hard to detect as they differ in words but have similar semantic meaning. At Etteplan, a technical documentation company, they have many writers
that accidentally re-write existing instructions explaining procedures. These "duplicates"
clutter the database.
This is not desired because it is duplicate work. The condition of the database will only
deteriorate as the company expands. This thesis attempts to map where the problem is
worst, and also how to calculate how many duplicates there are.
The corpus is small, but written in a controlled natural language called Simplified Technical English. The method uses document embeddings from doc2vec and clustering by use
of HDBSCAN* and validation using Density-Based Clustering Validation index (DBCV), to
chart the problems. A survey was sent out to try to determine a threshold value of when
documents stop being duplicates, and then using this value, a theoretical duplicate count
was calculated.
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1

Introduction

Documentation and writing manuals is a very necessary but laborsome endeavour. It has to
be done so that products and machines are used properly and safely, both in industry and at
home. It is also necessary for maintaining proper service so that the products and machines
can be repaired and are prevented from malfunctioning. This is dependent on clear, wellwritten instructions where the meaning of how to execute the instructions is apparent.
At big corporations where hundreds of people work with creating technical documentation for products, it is a good idea to try to re-use as many well-written instructions as
possible.
Etteplan is such a company. In Etteplan’s case, a set of instructions explaining a task is
packed into what is called a module. A module contains the text explaining what to do, along
with images and metadata. The process to create a new manual is to combine a collection of
modules in the desired order, and then create new or updated modules where required. This
is done for many reasons:
• The writers do not have to re-write the same module if it already exists, saving time.
• In a new product iteration, most of the manual is the same. Ideally, this allows for many
modules to be re-used. The only required work is the creation of modules explaining
the new features of the product and the removal of the modules that are now redundant.
• A module can be interlinked with its corresponding translated versions, allowing for
one layout to translate easily into other languages.
There are many benefits to this structure. However, as the process of writing the instruction manuals is done by human writers, mistakes are inevitable. The most critical one is creation of near-identical or duplicates of modules explaining the same task. This is not scalable
for several reasons:
• People do duplicate work. This costs time and money.
• People search for a general module to re-use in their manual. They are presented with
multiple variants after searching in Etteplan’s database. They do not know which module to pick.

1

1.1. Etteplan

Figure 1.1: A simplified version of Etteplans manual structure. The modular design allows
for easy reordering and exchange of modules for later iterations. It also allows for simple
printing in several languages.
• There is a cost associated with translating into other languages. “Re-translating” a nearduplicate module that has already been written is an unnecessary cost.
• There might be an error in a module that is also present in its cousin modules that are
also in use. The errata of corrections might not be propagated throughout all the cousin
modules, causing some modules to be up to date where others are not.

1.1

Etteplan

This project is carried out at Etteplan’s office in Linköping, Sweden. Etteplan is a global engineering company with about 3000 employees as of 2018 [9]. Etteplan provide and design
engineering service solutions to companies in the manufacturing industry, mainly in Embedded systems, IoT and technical documentation [9].
Most of these services are geared towards improving and extending the life cycle of different products [9]. For example, Etteplan might install embedded sensors in turbines so that
the turbines can be serviced and have an extended lifetime. This process involves creating
the sensors, installing them, and also providing documentation for the service technicians so
that they are able to replace defect or failing components and sensors.
For this Etteplan needs documentation and manuals for all the products. However, their
technical documentation team face scaling problems.

1.2

Motivation

The goal of the project underlying this thesis is to help Etteplan detect duplicates of paragraphs in Etteplan’s module database with the same semantic meaning but different phrasing. Their database contains several modules that are near-duplicates; i.e. different writers
have accidentally re-written a module for explaining a specific procedure using different sentence structure and words. Machines are not as good as humans at this task yet because lan-

2

1.3. Related Work
guages are complex and have ambiguity problems. However, machines work much faster,
allowing for analysis tasks of this large magnitude.
This thesis will investigate how well machines can perform when detecting meaning if the
language in question is a Controlled Natural Language (CNL) designed to be simpler and have
more clarity, as is the case with Simplified Technical English, (STE). STE is a CNL for writing
easy to understand manuals for humans. More details about STE will be presented in Chapter
2.5.

1.3

Related Work

Similar work using semantic meaning of sentences has been used widely, but with different
approaches and purposes.
[33] mapped meaning of sentences and description of images to the same vector space, allowing for queries that would understand the meaning of the query and return expected results
of images with similar meaning as their image description . For example, the query table with
green apple on it and green apple on a table ideally map closely in this vector space.
Semantic meaning is also incorporated when creating dialog management systems, for example voice assisted restaurant bookings [21]. This is a problem in smart home dialogue systems
or voice assistance services because there are many ways to express an intent. It is frequently
used in the popular services Amazon Alexa, Google Assistant, Apple Siri and Microsoft Cortana.
The techniques used in this thesis, vectors retrieved from doc2vec and clustered with HDBSCAN*, have been implemented before in a study [34]. The application was to cluster semantic similarity between code test specifications. It worked well enough in an industrial
application to be incorporated in the company Bombardier Transportation AB [34].

1.4

Research questions

1. How can we operationalize the notion of semantic similarity in the context of the
chosen application (detection of duplicate documentation modules)?
This question is the backbone of this thesis. The goal is to help Etteplan map their module database and identify problem areas where there are many duplicates or near duplicates. They want to know approximately how many duplicates there are and where
the problems are worst.
2. How do we evaluate our results, and can we improve them using different metrics
and parameters for the algorithms?
This question tries to determine how to evaluate the model in Q1. We have little access
to ground truth, and the database is littered with noise. Experimenting with parameters
and distance metrics is necessary due to the corpus being in a CNL, as we have little
intuition how a small corpus and different parameters will affect the algorithms. There
is little research in this area. How can we determine if a result is better than another
result?
3. How many near/duplicate models are there that are not in problem areas (clusters)?
To answer this question we must determine a threshold value of the best performing
model where we can confidently say that two modules are likely duplicates. Then we
can calculate how many duplicates there are, free from any cluster analysis. This is of
importance for Etteplan so that they can map how severe the problem is in different
customer databases.

3

1.5. Delimitations

1.5

Delimitations

The project is limited exclusively to instructions in a small corpus of Simplified Technical
English in instruction manuals.

4

2

2.1

Theory

Natural Language Processing, NLP

NLP is the field of parsing and interpreting text. It is a multidisciplinary research area: it
involves computer science, linguistics and cognitive science. It also has many unsolved and
tricky problems.
Text written by humans is a good example of mostly unstructured data. The semantics
of a sentence or text can make it hard for machines to parse and comprehend it, whereas
understanding text is relatively easy for humans. Humans also have a sense of real world
knowledge that computers do not, which makes comprehension a lot easier.
A paper by Petrov [31] that presents a parser for language has an illustrative example
of this problem. The example sentence is “Alice drove down the street in her car”. It has two
possible interpretations. For humans it is easy to understand that Alice is driving in her
car. However, the adposition word “in” can modify both the words drove or street, therefore
creating the possible interpretation that the street is located in her car. It is very hard for a
computer to discern which makes sense, because the latter requires the real word knowledge
that streets are not usually “driven down” 1 inside cars but rather exist outside beneath the
car to be driven on. The many possible interpretations of a sentence with many implausible
but possible ambiguities can create a combinatorial explosion that has to be managed and
discarded by the parser.
The problem also persists in a semantic meaning sense. What does this sentence express,
exactly? Word ambiguity problems make interpreting meaning very complicated. Consider
the sentence “We saw her duck”. We cannot know with certainty which interpretation is the
correct one but we can determine which interpretation is most likely by looking at which
words occur in previously seen contexts in the training data. This is the basic idea behind the
word2vec and doc2vec algorithms [28, 20] that will be presented later in Chapter 2.3.1.1 and
Chapter 2.3.1.2.
There are many other problems related to parsing and understanding different languages
as they are all unique. For instance, is “don’t” one word or two in English? Some languages,
like Thai, do not even have the concept of word boundaries [2], presenting another set of
problems.
1 Driven

down as in jammed or stuffed down

5

2.2. NLP preprocessing steps
Simplified Technical English was created to try and mitigate some of these problems. The
example above is seen from the perspective of a parser, but overall there should be less ambiguity as rules prohibit the use of some words in particular forms and prohibit difficult
sentence structures.
Unstructured data like text is problematic for analysts to work with. With NLP techniques
it is possible to add some structure to text or turn them into numerical representations [1].
Vectors or other numeric representations allow for machines to process the data, and as a
consequence, this allows data analysts to analyse huge quantities of data quickly.

2.1.1

Text Mining, TM

Text mining is the art and science of gathering information from text. There is great overlap
between NLP and TM. It often builds on techniques from NLP to structure and preprocess
the data first. By using different models and techniques you can then extract relevant information.
Typical applications of text mining are search, filtering, categorization, summarization, topic
analysis, information extraction, clustering and lastly visualization [1]. All of these applications
require preprocessing steps using NLP techniques to make them function better. The most
prominent part of text mining in this thesis is clustering.

2.2

NLP preprocessing steps

In this section I will outline the theory of preprocessing steps relevant in this thesis. I will
explain why they might want to be applied, and in the Method chapter (4) explain the exact
steps used in this thesis. This work does not actively consider runtime performance. When it
comes to huge corpuses there is a concern for computer memory and processing speed when
operating on the data.

2.2.1

Tokenisation

Tokenisation is the process of splitting up a character sequence into individual words. This
is not as simple as seperating by whitespaces. I will explain why by tokenising the sentence
“Aren’t examples beautiful?”
Consider the word Aren’t. Ideally, it should become two tokens, Are and ’nt, because
Aren’t is a conjunction of two words. Tokenisation has many edge cases. Normally, special
characters such as exclamation marks and periods become separate tokens. The set of tokens
from the example sentence is tAre,1 nt, examples, beauti f ul, ?u.

2.2.2

Lowercasing

Lowercasing is not a complicated procedure. It means that you do not care about capitalisation of a word by making every letter lowercased. It can affect the performance and results
of algorithms noticeably. It is especially prevalent in the use of word2vec and doc2vec that
are explained in sections 2.3.1.1 and 2.3.1.2 respectively. Due to the nature of the algorithm, it
would not recognize Apple and apple as the same word but instead two words without lowercasing first. This would lead to many duplicate words in the vocabulary, longer runtime and
less accurate results. Semantically, the meaning of Apple and apple is the same, but grammar
rules dictate that Apple must be uppercased in some cases, such as in the start of a sentence.
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2.3

Text representations

2.3.1

Vector spaces and word embeddings

A word embedding is a numerical vector representation of a word. A way to obtain word
embeddings is to use co-occurrence matrices of contexts of words and then do a singular
value decomposition, SVD. It is also possible to derive them using neural networks.
A particular neural network method was recently discovered in [28]. Their algorithm
is called word2vec. Word2vec is a cousin algorithm to the algorithm doc2vec, which is the
main focus in this thesis. Using approaches similar to the ones in word2vec, the same authors
were able to create a way to derive document embeddings instead of word embeddings. A
document embedding is a vector representation of the semantic meaning of a document. This
embedding is the result of the meaning shared between all the words in the document. As
understanding word2vec is imperative to understand doc2vec, I have chosen to include both
descriptions in this thesis.
There are different kinds of word embeddings based on different features in a document,
but they all share the idea that words or documents become vectors. The vectors can then
be operated on by algorithms that operates on vectors in a vector space. Depending on the
method use to create the embedding they are suitable for different applications.
2.3.1.1

Word2Vec

[28] introduced two methods for generating word embeddings using a shallow 2-layer neural network. The paper proposes the Continuous Bag-of-Words (CBOW) and the Skip-gram
model. Both approaches are based on the distributional hypothesis, i.e similar words will occur
in similar contexts. This assumption also requires that a word is seen in enough contexts in
the training data to get an accurate representation in the model. More occurrences of a word
in a wide variety of contexts will make the embedding update itself with subtle, hidden representation.
"You shall know a word by the company it keeps"
- John Rupert Firth, 1957
CBOW creates a sliding window around current word, looking at c words before and after
the current word while scanning over the sentence. The surrounding words are defined
as the context of the word. It then uses the context to try to predict the current word. For
example, consider the sentence The cat sat on the brown mat. Using the surrounding context,
the, cat, sat and the, brown, mat we predict the current word on.
In mathematical notation, CBOW uses context size c words before and after the target
word wt to predict it. Let T be the number of tokens in the training set. CBOW tries to
maximize the following function:
T
1 ÿ
log p (wt |wt´c , . . . , wt´1 , wt+1 , . . . , wt+c )
T

(2.1)

t =1

Skip-gram is the opposite of CBOW; instead of predicting the word from of the context,
Skip-gram predicts the context from the word.
T
1 ÿ
T

ÿ

log p wt+ j |wt



(2.2)

t=1 ´cď jďc,‰0

It was concluded in the result section of [28] that Skip-gram provided better results for capturing semantic accuracy. Another note of Skip-gram is that the algorithm performed much
7

2.3. Text representations

Figure 2.1: CBOW and Skip-gram as presented by Mikolov et. al [28]
better in regard to both speed and results after it was improved in another paper by Mikolov
et. al [29]. Their work suggests three improvements:
• Treatment of common word pairs as single words. This creates fewer vectors. The
vectors for Air and Canada have very different meaning than Air Canada.
• Subsampling of frequent words to decrease training examples
• Changed the optimization to a technique they call Negative Sampling which causes the
model to only update some and not all of its weights.
The end result of using either mode on sufficient training data is vector embeddings of
words. Each word is represented as a feature vector for the neural network. The dimension
of the projection layer is also the dimension of the output layer. After training, the randomly
initiated word feature vectors become the word vectors. At that point the feature vectors will
contain the derived features of the word. In their vector form, given enough training data,
the vectors allow for simple word analogy tasks to be solved, such as:

~v(king) ´ ~v(man) + ~v(woman) « ~v(queen)
This is a good feature of word embeddings. By extension it means the word vectors for
sentences, such as I spoke to my boss and I talked with my supervisor are semantically close, as
almost all these words are synonyms with each other.
2.3.1.2

Doc2Vec (Paragraph2Vec)

Doc2Vec is a modified evolution of word2vec also proposed by the same authors of doc2vec
in [20]. It works similarly to word2vec. The intuition behind Doc2Vec is to also add a paragraph vector to the prediction task. Trained along with or without the word vectors, it would
learn what is shared among all words in the paragraph or document, i.e the semantic meaning or topic. The paragraph vector is unique for every paragraph or document, even though
the word vectors are shared for the entire corpus [20]. The paper presents two methods to
8
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produce paragraph vectors: PV-DM and PV-DBOW.
Distributed Memory Model of Paragraph Vectors (PV-DM). In PV-DM, the paragraph
vector can be thought of as an extra word that persists in every sliding window context or a
memory that remembers what is missing from the current context. This vector would be the
derived topic of the paragraph.
Paragraph Vector without word ordering: Distributed bag of words (PV-DBOW). In
PV-DBOW the method accounts for the concatenation of the paragraph vector with the word
vectors to predict the next word in a context window [20]. This approach does not account for
the word ordering. This model is quite similar to the Skip-gram word2vec model presented
in [20]. A benefit of the PV-DBOW approach is not requiring to store the word vectors,
resulting in less memory usage [20].

(a) PV-DM: The paragraph vector is used for
the prediction along with the words in the con- (b) PV-DBOW: The paragraph vector is used to
text. It acts as an invisible word.
predict the context window of words.

Figure 2.2: The two paragraph vector models presented in [20]: PV-DM and PV-DBOW
The study [19] concluded that PV-DBOW gave them better results than PV-DM in semantic similarity tasks.

2.4

Alternative approaches to near-duplicate detection

In this section I will explain other methods that can be used for duplicate or near-duplicate
text detection. My hope is to present a valid argument as to why I wanted to try doc2vec over
these approaches.

2.4.1

Latent Dirichlet Allocation, LDA

A possible approach to this problem is Latent Dirichlet Allocation, LDA [4]. LDA is a statistical
topic modeling method. It can also generate topic vectors. In the paper where doc2vec was
introduced [20] it achieved better results than LDA. In a study on Wikipedia articles by Dai et.
al. [7] it was concluded that Paragraph Vectors (doc2vec) achieved better results than LDA.
In light of these results, LDA was discarded in favor of doc2vec.

2.4.2

Term frequency - inverse document frequency, tf-idf

It would be possible to detect duplicates by use of a traditional term frequency - inverse document frequency (tf-idf) approach. However, this would only compare textual similarity between documents and not semantic. While there are many textual duplicates or near textual
duplicates in the database, it would be of value to Etteplan to capture semantic duplicates
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as well. Additionally, when using doc2vec, a textual duplicate module will also have a nearidentical paragraph vector. Doc2vec can then in theory allow for both textual and semantical
duplicate detection at the same time, making this a more attractive choice. The drawback is
that this type of semantic capture requires much training data in the doc2vec model. Another
drawback of tf-idf is that it does not care for word order, meaning that vegetarians eat vegetables
and vegetables eat vegetarians will have the same representations, but the sentences mean very
different things. This is also the case for doc2vec using PV-DBOW, but not for PV-DM. The
formula for tf-idf can be seen in Equation 2.3. t f td is the term frequency of term t in document
d. N is the total number of documents, and d f t is the number of documents with the term t
inside.
tf-idft,d = log tft,d ¨ log

2.5

N
dft

(2.3)

Brief introduction to Simplified Technical English, STE

A controlled natural language, CNL, is a subset of a language. Most CNLs are based on
English [18]. A definition by Kuhn [18] is as follows:
“A controlled natural language, CNL, is a constructed language that is based on a certain natural
language, being more restrictive concerning lexicon, syntax, and/or semantics, while preserving most
of its natural properties.”
English is a complex language. This is not desired when writing instructions and manuals
as the steps in instructions can be misinterpreted. Technical documentation does not have to
be complicated and verbose. Moreover, service technicians from different non-native English
countries have more difficulty with comprehension should the manual not be translated in
their native language. Therefore, the AeroSpace and Defence Industries Association of Europe
(ASD)2 invented Simplified Technical English (STE), a CNL with the purpose of increasing understandability for all readers due to improving clarity. It consists of a dictionary of approved
words and a set of writing rules. The current standard of STE is called ASD-STE100 [3].
“Press ANY KEY to continue.”
Clarity is important – does this mean a specific key called ANY or just any key?

2.5.1

Important STE rules

STE contains several rules and a specific vocabulary designed to make instructions as clear
as possible. Interested readers are referred to read the complete standard [3]. In this chapter
I have chosen to include a set of rules from the STE handbook that I think will affect the
Doc2Vec algorithm (Section 2.3.1.2). The rules listed affect sentence structure by adding
more control of the language. The increased control over the language reduces the amount
of possible contexts words can appear in. This reduces complexity for the context based
algorithm doc2vec described earlier. Some rules from the manual are copied in verbatim,
and some are slightly rewritten.
STE Chapter 1: Word Rules
• Rule 1.1: This rule enforces that you can only use words from the STE approved dictionary, technical names and technical verbs.
• Rule 1.2: Certain words are only allowed in specific parts of speech. For example, test is
only allowed as a noun. This makes the words less ambiguous, and therefore the words
will appear in fewer contexts.
2 http://www.asd-europe.org/.
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3 Do a test for leaks in the system
7 Test the system for leaks
• Rule 1.3: Use approved words only with their approved meanings.
3 Obey the safety instructions
7 Follow the safety instructions
• Rule 1.4: Use only the approved forms of verbs and adjectives. Each verb and adjective
has a list of every form where use is allowed.
• Rule 1.7: Do not use words that are technical names as verbs.
3 Apply oil to the steel surfaces
7 Oil the steel surfaces
STE Chapter 2: Noun Clusters
• Rule 2.1: You cannot make noun clusters of more than three nouns.
STE Chapter 3: Verbs
• Rule 3.6: The usage of active form is encouraged. This also encourages certain words
to appear in specific contexts.
3 The woman eats the sandwich
7 The sandwich is eaten by the woman
STE Chapter 4: Sentences
• Rule 4.1: Write short and clear sentences.
STE Chapter 5: Procedural writing
• Rule 5.1: Sentences explaining procedures should not consist of more than 20 words.
This encourages sentences that only explain one subject. This improves readability and
understandability.
• Rule 5.3: The imperative3 tempus is encouraged for writing instructions. This often
allows for clearer and shorter sentences.
3 Take your vitamins (imperative)
7 You should consume your vitamins now (indicative)
STE Chapter 9: Writing practices
• Rule 9.3: When you use two words together, do not make phrasal verbs.
3 Extinguish the fire
7 Put out the fire
To highlight the difference between STE and Non-STE text I have chosen to include a
module that was rewritten into STE in Table 2.1. The difference in clarity is apparent. What
is also apparent is the difference in length of the text. The texts convey the same instructions
but the STE version is much more compact and information dense.
3 This tempus is used for commands and requests. When written imperative sentences can and usually are ended
with exclamation marks. Do your homework!
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Regular English (non-STE)

STE:

Safety risks when working with the pneumatic system

Safety risks when you operate the
pneumatic system

Compressed air can be dangerous if the
operator is unfamiliar with the technique.
Installation, handling or repairs are to be performed by educated, trained and experienced
personnel. Do not perform any service on
machines/equipment or try to disassemble
components without ensuring that full safety
is confirmed.

Only approved personnel can do work on
the pneumatic system.

1. Only perform work after all equipment
and process controls are locked in a secure
position.

1. Make sure that all equipment and
process controls are locked in a secure
position before you do work.
2. Disconnect the pressure feed.
move all pressure in the system.

Re-

3. Start up the equipment

2.
Check to ensure that all equipment
and process controls are locked in a secure
position when disassembling components.
Disconnect the pressure feed and purge all
trapped pressure in the system.
3. Be sure that no uncontrolled movements
can occur before restarting the equipment.
Table 2.1: A text comparison between Regular English (non-STE) and STE. The table shows
the text of a module in its older Non-STE counterpart versus its newer STE revision.

2.6

Clustering

Clustering is the process of grouping data by means of a distance or similarity function. The
idea is to assign similar objects with low distance or high similarity to each other in the same
cluster. This is a process with several major approaches: partitioning, hierarchical, density and
grid-based. This thesis will focus on a hybrid algorithm HDBSCAN* [6], which is both hierarchical and density-based.

2.6.1

Similarity and Distance

A distance measure yields a score between two objects to determine how distant they are. A
distance measure will give a smaller measure for similar objects. A distance measure must
have the following properties:
distance( a, b) ě 0
distance( a, a) = 0
distance( a, b) = distance(b, a)
distance( a, k) ď distance( a, k) + distance(k, b)

(2.4)
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Inversely, a similarity measure yields a score between two objects to determine how similar they are. There is no global definition for this and there are many formulas. The formula
choice depends on the value range of the distance measure and the application.
similarity( a, b) = 1 ´ distance( a, b)

(2.5)

similarity( a, b) = ´distance( a, b)
similarity( a, b) =

1
1 + distance( a, b)

Sometimes the conversion between distance and similarity can break the triangle inequality. This prevents the distance metric from being a true distance metric in very specific cases.
This can happen with some similarity measures when formula 2.5 is used.

2.6.2

Cosine Similarity

In a vector space, the Cosine similarity measures the orientation of two n-dimensional sample
vectors irrespective to their magnitude, i.e their angular similarity. It is calculated by the dot
product of two numeric vectors, and it is normalized by the product of the vector lengths, so
that output values close to 1 indicate high similarity. Cosine similarity is recommended by
the authors of doc2vec [20].
cosine similarity( a, b) =

a¨b
||a|| ¨ ||b||

(2.6)

The cosine similarity metric is widely used for word or document embeddings in NLP.
It is used for two reasons: it works for any number of dimensions and measures the angle.
It is therefore not dependent on vector length or text length. Most embeddings for words
or documents are high-dimensional, which makes the property of handling n dimensions a
necessity. Moreover, in some contexts of NLP and information retrieval, vector length in certain dimensions is irrelevant. Consider a query to retrieve a document. A query will almost
always be shorter than the document itself. The document can contain the word NLP 4 times,
whereas the query might contain NLP once. They are still related in the NLP dimension, and
so by looking at the angle instead coordinates they will be similar. For embeddings generated
from word2vec or doc2vec, the target dimensionality much more obscure and makes sense
only to the machine, but the intuition is nonetheless true.
To cluster the documents it is necessary to convert the cosine similarity to a distance. Normally, cosine similarity is converted into cosine distance using the formula
1 ´ cosine similarity. However, in the normal case, cosine similarity is used on tf-idf vectors. tf-idf vectors only contain positive elements, which makes the cosine similarity to be
neatly bounded between [0,1]. The document vectors from doc2vec will have negative values in elements. Should a negative similarity be the case, 1 ´ similarity gives a cosine distance
bounded between [0,2]. For this reason, it is also of interest to look at angular distance using
the formula below.
cos´1 (cosine similarity)
(2.7)
π
Angular distance allows for non-negative vector elements while also preserving the triangle inequality 4
angular distance =

4 https://en.wikipedia.org/wiki/Cosine_similarity

. The specific section is "Angular distance and similarity"
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2.6.3

HDBSCAN*

HDBSCAN* [6], or Hierarchical-DBSCAN* is a revised version of DBSCAN* . DBSCAN* in
turn is a revised version of the popular, tried and true clustering algorithm DBSCAN [8].
HDBSCAN* is a hierarchical, density-based clustering algorithm. It aims to have the benefits
of both hierarchical and density clustering, and the drawbacks of none.
Before the theory behind this algorithm is presented I want to mention what features
were desired for the clusters and algorithm and why HDBSCAN* is a good choice. The
purpose of the clustering in this thesis is to detect problem areas where there are many similar
modules. This can be thought of as clusters. While every cluster algorithm can calculate
clusters, HDBSCAN* seemed to have all the features the situation desired. It also offers very
few parameters to tune.
2.6.3.1

Scenario

• We do not know how many problem areas of similar modules there are, meaning the
amount of clusters is unknown. This eliminates all algorithms requiring the specification of how many clusters that are expected or desired.
• We have no intuition about cluster shape. We cannot use an algorithm sensitive to
cluster shape.
• There is a lot of sparse data, noise, from unique modules present in the database. These
unique models are not interesting and should not be clustered. We want to find areas
where there are many similar modules. In a density clustering algorithm, a dense area
would represent an area of many similar modules that Etteplan wants to investigate
further.
• It is useful to have a notion or ranking of the severity of these areas. Then we can
determine if a specific cluster is severely more problematic (dense) even though it has
fewer modules.
• It is useful to be able to determine the minimum amount of nodes in a cluster.
• It would be useful if we could predict a cluster for a new vector using an existing clustering without having to re-cluster all the data. Usage of gensim’s infer_vector()
5 would allow writers to be warned in real-time if they are writing a document with a
similar document vector to another document in real-time. It would be very good if we
could also determine with HDBSCAN’s approximate_predict()6 to see if this new
document vector would also end up in a cluster (problem area).
From the scenario, density-based approaches seemed natural to use as they find dense areas among noisy data. However, normal density algorithms such as DBSCAN [8] and DENCLUE [14] only provide a flat, i.e, non-hierarchical representation of the data labels based on
a density threshold [6]. This means that you can find clusters, but you have no notion of the
most significant clusters, density in different clusters, or if clusters are nested higher quality
clusters.
Detecting the most significant clusters is comparatively easy with a hierarchical approach.
Normally, hierarchical clusters are constructed from looking at which data points are most
similar and pairing them recursively using a single-link strategy, forming a tree. This means
you have a very good idea of the most significant clusters, as they will be at the bottom of
this hierarchy with decreasing stability as you go further up the hierarchical tree.
5 The infer_vector() function creates a vector from the model given new list of tokens (document), without
having to train the model with the tokens. This new vector can be tested for similarity against already existing
vectors. It does not add the vector to the model.
6 The approximate_predict() function takes a new data point and returns a cluster for the point, if any. It
does not add the data point to the model.
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2.6.3.2

The algorithm DBSCAN

Density-based spatial clustering of applications with noise [8] is a clustering algorithm that is built
on a few definitions, though those definitions are revisited in DBSCAN* and thus made
slightly redundant to include in this thesis. The intuition in DBSCAN is to find clumps of
data points in high-density regions and assign these as clusters and inversely data points in
low-density regions as noise.
The density in the algorithm is defined by the two parameters, min pts and e. e is the
maximum radius of a neighbourhood. min pts is the minimum number of points in an eradius neighbourhood of that point. The most central concept is the definition of a core point,
which is defined as a point that has min pts points in its e neighbourhood. Intuitively, a core
point creates a cluster. A cluster can then consist of several core points. Any point that is in
the span of a core point and is not a core point by itself is called a border point. Any other
core point in the e neighbourhood of the initial core point transitively adds all its border
points to the cluster. This high density area of core and border points will then be distinct
and separated from other high density areas by valleys of low density areas.
Density based approaches such as DBSCAN have several advantages over conventional
clustering algorithms.
• You do not need to specify how many clusters you want. They are discovered through
the notion of density in this case defined by the two parameters min pts and e.
• It is possible to find arbitrarily shaped clusters, as long as they are a dense shape.
• Density based approaches can handle noise. Real world data is often messy.
• There are only two parameters to tune, min pts and e.
It also has some disadvantages.
1. The original version of DBSCAN is not deterministic. Running the algorithm can result
in different clusters as border points can be reachable from many core points. Then
it can be assigned to many possible clusters depending on the processing order of the
data.
2. It is hard to set e and min pts correctly. Especially if the data is somewhat uniformly
distributed. Then there can be no good value for e or min pts for all clusters.
3. If the data, scale and dimensions of the data are poorly understood, choosing a meaningful value of e is even more difficult.
2.6.3.3

The algorithm DBSCAN*

DBSCAN* is a revisit of DBSCAN [6]. The main feature is that the algorithm was made
deterministic and that the central definitions of the algorithm were re-made to fit in more
with statistical ideas. In this version there is no notion of border points. Only core points
belong to a cluster, avoiding the problem that different clusters could claim border points in
different order depending on which order the data was accessed.
2.6.3.4

The algorithm HDBSCAN*

In [6] the authors introduce HDBSCAN* which is an attempt to improve the DBSCAN* difficulties of setting e and min pts . It works slightly different to allow for the hierarchical structure
to be built. The hierarchical structure allows for sub-cluster extraction and several other benefits [6].
In essence, HDBSCAN* is clustering DBSCAN* at different values of e. It builds a cluster
hierarchy from a robust single linkage and extracts the cluster with best stability over e by use of
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a minimum spanning tree and all-points-core-distance. This removes the need of the e parameter,
leaving only min pts .

2.6.4

Cluster Evaluation

Cluster evaluation is a very difficult problem. It is hard because what constitutes a good
cluster is relative and situational [13]. In this situation where every component and step is
completely unsupervised, it is even harder. Neither can the data be evaluated against any
sort of ground truth as there is none. In this situation there is no correct answer to say if it is
good to find 200 clusters of problem areas or 15 dense clusters with really severe problems.
We also do not know the situation or have any indication of what kind of results can be
expected. If we knew beforehand that there are 15 severe problem areas, then tuning the
clustering algorithm and doc2vec model until exactly those clusters were found would be
possible. However, that is not possible in this case.
2.6.4.1

Extrinsic evaluation

Extrinsic, or external evaluation means evaluation of the clustering on existing data (ground
truth) such as known class labels [13]. While there are many good validity approaches to this,
such as the Adjusted Rand Index or Jaccard Index [37], we cannot use them, because we do
not have any access ground truth. No ground truth is the common case in real-world and
industrial scenarios, limiting this type of evaluation outside academia.
2.6.4.2

Intrinsic evaluation

Intrinsic, or internal evaluation is when you do not have access to ground truth. These approaches measure the quality of the clustering only using the data itself. These methods usually evaluate a clustering by examining how well they are separated and how compact they
are [13]. Two examples of intrinsic cluster algorithms are Silhouette Coefficient and Dunn
Index. These measurements look to identify clusters that are compact, desire a small member
variance in the cluster itself, and how well separated the clusters are.
2.6.4.3

Density-Based Clustering Validation index, DBCV

DBCV [30] is an internal and relative measurement for density based clustering. It is designed
to be capable of handling noise and arbitrarily shaped clusters [30], and as such is developed
with the intention to be used with density based clustering. It is an evolution attempting to
address limitations of previous quantitative measurements for density-based clustering such
as SD [12], S_Dbw [11] and CDbw [10] which were the previous state-of-the-art internal measurements. According to [22] S_Dbw is the best performing internal validation measurement
when considering many scenarios: monotonicity, noise, density, subclusters and skewed distributions. However, that study was done in 2010. DBCV was not introduced until 2014.
The methodology behind DBCV is very complicated, it would become the bulk of this
Theory chapter. However, colloquially, DBCV computes two values: the density within a
cluster, and the density between clusters. It then weighs these values against each other.
Having a high density within a cluster and low density between clusters is indicative of a
good clustering, and will give a higher DBCV score than the opposite. DBCV scores are
restricted to the interval [´1, 1].

2.6.5

Dimensionality reduction and visualisation

Vector representations of text are generally high-dimensional [17]. Although the data can be
clustered and have their similarity calculated, it is hard to visualize this representation and
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gain insight. In order to project embeddings to any comprehensible format, their dimensionality needs to be reduced to 2 or 3 dimensions. This allows for the creation of scatter plots
displaying an approximation of the data structure and the relationship between points.
2.6.5.1

t-Distributed Stochastic Neighbour Embedding, t-SNE

t-SNE [24] is an algorithm that can reduce dimensions of data. It is commonly used for data
visualization because it allows for creation of scatter plots. It can reduce high dimensional
data to any number of lower dimensions, preferably 2D or 3D, while working to retain the
relationship between points.
The first step is to, in the high-dimensional space, try to create a probability distribution of the relationships between points and its neighbours. It then tries to create a lowerdimensional space that follows this distribution between points as close as possible. Because
neighbours are stochastic the plot itself will not guarantee a good approximation of the overall layout, but it will approximate the local neighbours of every point well.
This method has some advantages and drawbacks. It can capture non-linear relationships
because it is probabilistic and it is therefore good at dealing with strange shapes. However,
it is non-deterministic because it is based on probability and will give different results each
time. It is also hard to tune and understand its parameter perplexity because it will give very
wildly varying results. Essentially, this parameter is a related to how many neighbours a
point has. High values of perplexity will take more global structure into account, whereas a
low perplexity will have a more local focus.
2.6.5.2

Uniform Manifold Approximation and Projection, UMAP

UMAP [25] is another technique for reducing dimensions. It is based on fuzzy topology and
manifold learning. According to the authors, it has many benefits over t-SNE and works especially well with HDBSCAN*. It also allows for non-metric distance functions that break
the triangle inequality such as cosine distance and correlation distance, which allows for
“proper” embedding of word and document embeddings. It often performs better at preserving global structure aspects of the data than t-SNE. In light of this and its growing popularity
it was determined to be included in this study.
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3

Data

This chapter is an exploratory analysis by the data provided by Etteplan. The writers of
Etteplan use their own internal software for writing modules. The module metadata from
this software is saved in an Oracle database. The XML containing the markup with the design,
image references and STE text that explain things are stored as separate files in Etteplan’s
archives. The actual manuals are then generated using this structure, see Figure 1.1 in Chapter
1.

3.1

Module metadata

This section describes the metadata available for the modules in the database. Some fields
are omitted as they are status fields for internal functions. The names are also translated from
German into English.
1. TIMID: int: the internal ID of a module.
2. VERSION: int: version number of the module.
3. CURVERSION: bool: a boolean flagging if this module is the latest version of this module. If this is true, there is also a pointer to the previous module ID in an omitted field.
4. EXTOBJSTATUS: categorical: a value representing statuses such as Released, Proofreading, Modification, Translation et cetera.
5. LANGUAGE: categorical: a value representing the language of the module such as EN,
DE, ES.
6. ARCORGID: int: an ID for fetching the proper file path in another table keeping track
of the file archive.
7. TITLE: string: the title of the module, such as Symbols on the appliance or To replace the air
filter.
8. MODULETYPE: categorical: it gives an overview of the module type. Value examples
are Maintenence, Operation, Descriptive, Assembly.
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9. INFOCLASS: categorical: this is an information field that has valuable information describing the contents, such as STE (text), Cover, Not STE.
10. PRODUCTLINE: categorical: represents the product line such as Handheld, Wheeled, Battery/Charger, Accessories.
11. PRODUCTGROUP: categorical: represents the product group such as Trimmers, Blowers,
Floor saws, Front riders.
12. PRODUCT: categorical: represents the product type such as Fuel, General, Electric/Corded, Battery/Cordless.
13. AUTHOR: string: the username of who wrote the module.
14. DOCUMENTTYPE: categorical: explains what kind of document type this is. The possible categorical values are Snippet, Template, Standard, Dita_Map.
I designed a query that would find modules of the following criteria:
• Only STE text. Non-STE text is not part of a CNL and therefore not interesting for any
research question. All newer modules are written in STE meaning new versions of modules will phase out non-STE modules. Etteplan has no incentive to remove duplicates
in older modules.
• No modules with any mention of title or similar in the TITLE field. There were many
modules that were called How to exchange oil filter (TITLE) or similar that only contained
a title with no text. The text would be styled with XML properties that were not accounted for in this work. These modules are not interesting for analysis.
• Only modules with DOCUMENTTYPE set as Standard. These are the document that
contain normal text. The other DOCUMENTTYPE types serve as templates or snippets
for creating new Standard modules.
• Only the current version of a module is interesting. Older versions of the same module
are not technically its duplicates, and will only serve to inflate word context and make
finding actual duplicates harder.
• Only modules with EXTOBJSTATUS as Proof-reading or Released. Modules with Proofreading are about to be Released, which means if a Released module already exists there
can be a duplicate. Then the module in Proof-reading is redundant as there is a Released
version that already exists.
The module metadata was exported from the database and the corresponding XML file
contents were fetched from Etteplan’s file archives by use of Python. The fetched XML file
data was combined with the extracted metadata from the Oracle database and stored in a Pandas [27] dataframe. The dataframe XML file content field was cleaned of any design markup
and XML tags. The remaining content from the file was the raw STE text and nothing else,
along with metadata from the database.

3.2

Preprocessing and cleaning

The raw STE text text in the dataframe was lowercased and then tokenized using the NLTK
[23] reference function nltk.word_tokenize(). The tokenized STE content was made
into a doc2vec model by use of gensim [32] and its accompanying gensim.Doc2Vec and
gensim.TaggedDocument classes. See section 4.2.1 for the parameters used in the best
performing models.
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Item
STE modules (documents)
STE tokens
Unique tokens
STE modules with metadata comment
STE modules without metadata comment

Count
2723
253439
3813
671
2062

Table 3.1: Etteplan module corpus stats. This was the result after fetching the data, tokenizing
and cleaning.

3.3

Corpus exploration

This chapter explores data about the Etteplan module corpus. It serves as a guide for decisions made. The bulk of the analysis was done with the Pandas library for Python [27]. The
graphics and visualisations in this chapter are made with Bokeh [5] and Matplotlib [15].

Figure 3.1: A histogram of token length in the modules. Most modules are less than 200
tokens.

Table 3.2: Token distribution data helpful to Figure 3.1
What
mean
std
25%
50%
75%
max

Value
105.489
104.936
43.000
74.000
132.000
1525.000

In the token length histogram (Figure 3.1) we can see that there are two outlier modules
with with a much higher token count. Normally, outliers are undesired. However, outliers
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in document length do not affect either doc2vec or HDBSCAN* performance. Therefore, no
action to remove them was taken.

3.3.1

What kind of modules are in this corpus?

An Etteplan module has metadata we can extract from the database to gain insight into the
corpus. The metadata fields can be very helpful in determining problem areas. It can also be
helpful when labeling clusters.

Figure 3.2: A bar chart displaying the amount of modules with a specific PRODUCTGROUP
category.
From Figure 3.2 we can determine that most of the modules is in regard to various front
riders (seated lawn movers that you drive like a truck), chainsaws, lawn mowers (that you
push ahead of you) and trimmers.

Figure 3.3: A bar chart displaying the amount of modules with a specific PRODUCT category.
From Figure 3.3 we can determine that most of the modules treat products that use fuel or
battery. This is consistent with Figure 3.2 above as most of these products use fuel or batteries.
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Figure 3.4: A bar chart displaying the amount of modules with a specific PRODUCTLINE
category.
From Figure 3.4 we can determine that it is also consistent with Figure 3.3 and Figure 3.2
as most of fueled chainsaws, lawn movers, trimmers and front riders are either wheeled or
handheld.

Figure 3.5: A bar chart displaying the amount of modules with all product metadata categories merged together.
Figure 3.5 displays what kind of products that have the most written documentation about
them. We can determine that the most common type is fuel-driven, wheeled front riders
followed by fuel-driven, handled trimmers among the modules.
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Figure 3.6: A bar chart displaying the amount of module types in the database.
From Figure 3.6 we can determine from the chart that the most common module types are
related to Maintenance and Operation.
3.3.1.1

Manual observations

The mined text of some modules are exact duplicates, but not when rendered. This is due to
attributes in XML tags being practically ignored. This could be of use for more accurate results, but was cut from the analysis due to time constraints. In Figure 3.7 the header Procedure
gets rendered. The other module renders About this task and displays the step in an unordered
list. Technically, they are unique, but in this thesis they will be counted as a duplicate.

Figure 3.7: A comparison between two textually identical modules, but they are not identical
when rendered.
Some modules are title modules, but they are not directly indicated as such in the TITLE
metadata field. They were not caught by the regular expression attempting to filter them.
They contain only one or very few words. The purpose of these modules is unclear, but they
were chosen to be left as-is and are therefore included in the analysis. They do no harm for
the task. Due to being mislabelled, or at least not having their purpose indicated, they will
probably never be used by writers in the future. Filtering them and removing by a condition
however, such as token length of less than N tokens, might actually do harm for the analysis
as it might remove real but short modules. Some Warning type modules are short. Therefore,
the best course of action seemed to be to leave them alone.
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4

Method

In order for the reader to get a quick grasp of the work done in this thesis, it can be grouped
into 4 steps as in the figure below. The rest of the chapter will dive into detail so that the
results and methodology can be replicated, and also thoroughly explain decisions made.

Figure 4.1: A simplified overview of the methodology.

24

4.1. Lab environment

4.1

Lab environment

Everything in this work is written in the Python programming language. It made frequent
use of sklearn, numpy and pandas.
The majority of the work and computation was done remotely on a machine with an
Intel® Xeon® CPU E5-2630 @ 2.40 Ghz. The processor has 32 cores and the machine itself also has 64 GB of RAM. Using 32 worker threads wherever possible provided nearinteractive speed for training, computing distances, clustering and visualisation and was further speeded up by using Multicore t-SNE [36] instead of the reference t-SNE implementation
in sklearn. Most of the code is written in Jupyter [16] notebooks.
There is no requirement for hardware this powerful, but it is convenient. The only hardware concern is the memory requirement of using cosine distance together with HDBSCAN*.
The HDBSCAN* implementation [26] requires metrics that admit the triangle inequality to
be used efficiently and therefore does not support cosine distance natively from the sklearn
library distance module.
To use cosine distance with HDBSCAN* the value has to be precomputed and stored in a
distance matrix. This is not memory efficient, and the calculations are very memory-intensive
if the metric breaks the triangle inequality due to lack of optimisations. Precomputation is not
necessary with Euclidean distance. In order to evaluate angular distance, it was implemented
into the sklearn library as there was no existing implementation of this distance. This code
is not available in the official repository.
A useful benefit of precomputing the distance matrix is that it can be used as a parameter
when calculating a DBCV score because distances do not have to be calculated twice.

4.2

Choosing hyperparameters

In this section I want to explain how I chose the hyperparameters for the doc2vec model and
HDBSCAN*. The main problem about the work in this thesis is evaluation. It is possible
to get a result quickly that Etteplan could use, but we have no notion if this result is good
or bad or neither. While one can argue that any result is good for Etteplan because at least
it is better than none, there is great interest in knowing quantitatively which leads Etteplan
should qualitatively investigate. The evaluation problem arises because many steps have to
happen in a chain before the result is visible and evaluated in the end. This also means that a
poorly tuned and trained doc2vec model will inevitably lead to poor clusters.

4.2.1

doc2vec model training

To select the best possible hyperparameters for doc2vec, we have to be well acquainted with
the problem domain and the dataset. The doc2vec implementation in gensim allows for the
following hyperparameters: context window size, number of training epochs, vector size,
PV-DBOW or PV-DM strategy, minimum alpha (learning rate), minimum word occurrence
count, and number of workers (threads).
When choosing the parameters we have to acknowledge that:
• The corpus size is relatively tiny for Doc2Vec. In other studies the corpus size has been
much bigger [19, 20, 7].
• The corpus is a CNL.
• The document vectors will be used for comparing semantic similarity.
With a vocabulary this small, it seemed prevalent to have a minimum occurrence of 1 to
make sure unique modules stay unique, as there might be specific words that only occur in
that module.
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Due to the data being both unlabelled and without ground truth, it can be hard to test
the parameters and deduce which parameters work best. The standard practice is to split
data into train, development and test sets. Afterwards, the model is trained on the train data,
tuned on the development data and evaluated on the test data. This is not possible in this
case.
It is also hard to use existing semantic similarity gold standards due to the work being
carried out in a CNL. Since the vocabulary is controlled, most words in a regular test might
not have been seen before in the CNL trained model. To the author’s knowledge, there are
also no existing precomputed word or document vectors available for STE.
We can also take hints into account from results presented in similar studies. It was concluded in [19] that PV-DBOW works better with semantic problems. In the Semantic Textual
Similarity contest the authors had a corpus of 0.5M tokens. The authors had a vector size
of 300, window size of 15, minimum word occurrence of 1, sub-sampling of 10´5 , negative
sample of 5 and trained for 400 epochs. In light of these results, PV-DBOW was chosen as
to be investigated further, omitting use of PV-DM. The final parameters used for the doc2vec
model in this work can be seen in Table 5.1.

4.2.2

HDBSCAN* parameters

HDBSCAN* does not require much parameter tweaking by design [26]. The most important
parameter to choose is min_cluster_size (min pts ), which is the minimum size of a denser
clump of objects to be called a cluster. In other words, to choose this parameter, ask yourself
“What is the minimum size of a cluster I would care about?”. In this case, to get a general view of
the problem considering the situation of Etteplan and discussion with my technical supervisor at Etteplan, we thought that choosing a min_cluster_size of 5 seemed adequate. We
can then evaluate the stability of a clustering by calculating DBCV for the data.

4.2.3

Strategy

A gold standard test will indicate if we have vectors in the model that align with expectations.
If they do not, there is a problem with our doc2vec model and we need to tune parameters so
that the model performs better.
A high DBCV score represents a stable clustering. This can be misleading, because the
DBCV value by itself does not tell us anything about the points in the cluster, only about the
stability of the clustering. This makes it possible to achieve a stable clustering mathematically
but where the clusters are disconnected from the actual case. In a sense, you can have a stable
mis-clustering. This is not desired.
If a gold standard would be used in conjunction with DBCV, it will indicate if we have
a stable clustering that also has document vectors that align with what we expect from our
gold standard. This provides us with a quantitative measurement to optimise parameters
towards: the highest DBCV score. We can then evaluate if this configuration passes many of
the gold standard tests. If it does, then we have the most stable clustering that also aligns
with our standard.
4.2.3.1

Creating a standard

We cannot create a gold standard without knowing everything about the database and the
ground truth. However, in this scenario we can create a “silver standard” because we have
access to comments in the metadata. Each comment tells us some information that we must
assume is meant to be true, although it could be outdated. Creating tests was done in Python
using the UnitTest library. What the tests did depended on what the comment explained.
Only a few modules are annotated with comments that can be converted into tests, which
makes manually scouring through all the comments a very quick process. From manual
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inspection of the extracted data it is clear that there are many more textual duplicates that are
unknown for writers, in the sense that they are not annotated with a comment which explains
that they are duplicates.
Below is an example of a unit test and the thought process behind it. The helper functions
used in these examples are available in Appendix A, Figure 8.1.

STE Module: 10944
Metadata comment: Same as 3264 but with "motor" instead of "engine" and "apply full speed"
instead of "apply full throttle" to fit battery powered products
Test type: high similarity/semantic
Test comment: These are semantic duplicates. We should expect that these modules have
very similar vectors and consequently a high cosine similarity.
Translated into UnitTest:
def test_id30(self):
self.assertTrue( is_the_most_similar("10944", "3264") )
This approach provided rapid creation of the tests once the helper functions were available.
This is desired by Etteplan, as they have many companies they create documentation for.
This project was only conducted for the company with the largest database and most STE
content. If Etteplan wants to conduct investigations in another database, it is a quick process
to manually go through all the comments and write tests where appropriate.
4.2.3.2

Parameter optimisation

A script was implemented to test different doc2vec configurations and calculate different
DBCV scores for the different metrics. It iterated and incremented parameters, testing a total
of 125 different models with different parameter configurations for each metric.

4.3

Mapping duplicate/near-duplicate modules

To estimate how many duplicates there are in a customer database, we cannot rely completely
on clusters and sum how many clustered nodes there are. The clusters require at least 5 close
nodes due to the min pts parameter that was chosen. However, for a module to be a duplicate
or near duplicate, the only requirement is that there is one other very similar module. It is
likely that these nodes also have each other as their closest neighbors, unless there is more
than one duplicate.
If we have a threshold value for the cosine similarity that represents when a module is
redundant due to there being a similar module, we could recursively remove duplicates and
calculate how many we remove.
A survey was sent out among Etteplan personnel. The idea behind the survey was to find
the cosine similarity threshold value. The survey is available in the appendix. The survey
listed the text from 8 modules and the text of their 5 closest neighbors according to the model
in descending order of similarity. The similarity was not visible to recipients. Personnel had
to pick all (multi-choice) text options they deemed redundant given that they had the original
document. Specific instruction was to consider cases such as press and push and similar as
synonyms, but not warm engine and cold engine as these are different things and arguably
need to be distinct modules.
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Results and Discussion

In this chapter the results from the method will be presented and discussed. I will attempt to
answer the research questions in chronological order.
First, I will answer the first question how the notion of semantic similarity and duplication
detection was operationalized. This will be a brief summary of the theory and method.
Secondly, I will answer the second question detailing how the results were evaluated and
how they could be improved. I will also list in a table how the different distance metrics
performed and their optimal doc2vec parameters. I will show some visualisations of the
clusterings from each metric and talk briefly about the clusters in them.
Thirdly, I will attempt to answer the third question about how many duplicates there
are in the database. This overlaps with the visualisations. It will be apparent that there are
many similar modules that are not in clusters. I will present the results from the survey
where technical writers had to choose similar texts to the original document to determine a
threshold value for the model where two documents no longer express the same meaning. A
threshold value was determined based on the result of this survey. The amount of duplicate
modules were then calculated for many values around this threshold value and presented in
a graph.

5.1

Operationalization of semantic similarity

For the first question, a method has been proposed to use doc2vec to retrieve document embeddings for the vectors. In theory the doc2vec vectors capture semantic similarity, which
allows for both raw duplicate texts and similar texts expressing the meaning using different synonyms and sentence structures to be detected. The document embeddings will then
be clustered using different distance measures using the HDBSCAN* algorithm. This will
provide clusters with similar semantic content. The clustering can be evaluated using the
intrinsic measurement DBCV, but evaluation alone has the potential problem of only being
mathematically stable and not cluster appropriately. An attempt was made to check if the
model represents what is expected by use of tests from metadata. HDBSCAN* can cluster
using many different metrics, so it was also of interest to determine which distance metric
would achieve the highest DBCV score and pass the most tests and therefore be more likely
to be a better result than other parameters to Etteplans case.
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Table 5.1: The best DBCV value observed per metric. 125 parameter configurations of doc2vec
were tested for each metric and HDBSCAN* min pts = 5.
distance
cosine
L2 -euclidean
angular

5.2

max DBCV
0.212
0.132
0.137

clusters
84
88
81

d2v vecsize
60
90
70

d2v winsize
5
9
7

d2v epochs
10
10
10

tests
44/46
41/46
42/46

DBCV per metric and its doc2vec parameters

As for the second research question, Etteplan is interested in procuring the best result possible, not just a result. This requires many models and a method to compare them to select the
best model. To find a good model I iterated through different doc2vec parameter combinations and calculated the DBCV score after clustering. The doc2vec model that maximized the
DBCV value was then evaluated against the tests.
This experiment produced Table 5.1. Table 5.1 shows the maximized DBCV score obtained
with the three different distance metrics, its best performing doc2vec parameters, and how
many tests the document vectors passed. In the table we can observe that cosine distance
achieved the highest DBCV score out of all metrics at 0.212. That clustering contained 84
clusters. When the model has been trained the doc2vec vectors were tested against the metadata tests. It passed 44 out of 46 tests, which is better than the tests from the highest DBCV
achieving models using other distance metrics. It was achieved using a doc2vec vector size
of 60, context window size of 5 and training epochs set to 10. For all distance metrics, models
were trained with the possible vector sizes [50, 60, 70, 80, 90]. The span of window size was
[5, 6, 7, 8, 9]. The span of epochs was [10, 20, 30, 40, 50].
The experiment reveals that the cosine distance provided much higher DBCV values overall. Cosine distance also passed more metadata tests, indicating that it is a better choice over
the other distance metrics L2 -Euclidean and angular distance. It also indicates that increasing
epochs did not matter. The best performing parameters are somewhat intuitive due to how
doc2vec functions. The small vector size of cosine distance makes it more appropriate for a
smaller language such as STE.
Other HDBSCAN* configurations with higher min pts in the interval [5, 10] were also tested
but higher min pts always yields a lower DBCV score, much like increasing the amount of
training epochs. Therefore, the min pts parameter was omitted from Table 5.1. The highest
DBCV was always achieved by not constraining HDBSCAN* with a min pts parameter and
leaving it at the default size of 2. However, this gave too many clusters that were small
and is not an interesting result in our scenario. A small cluster of 2 or 3 modules is not where
Etteplan needs to focus their attention first if there are better clusters that require more urgent
attention.
The table above concludes the second question. We can improve the results by using
cosine distance over the other metrics with HDBSCAN* and using the parameters in the table
rather than conventional parameters for doc2vec such as in [19] and [7].

5.3

Visualisations

Below there are visualisations using UMAP and t-SNE. In these figures, a gray x is a document that is not assigned to a cluster. Colored dots represent documents that have been
assigned to a cluster, and the color displays its cluster. Due to there being so many clusters,
sometimes the colors are very similar and unfortunately randomly placed next to eachother.
The clustering is done in the same amount of dimensions as the doc2vec vector. Then
DBCV is calculated for the same dimensionality. Afterwards the doc2vec vectors are projected into 2 dimensions and displayed using t-SNE and UMAP. The cluster labels are put at
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the mean ( x, y) coordinates of the nodes in the cluster. In the UMAP projections some clusters
can appear to lack a label, but it is because it is the projection is very scattered and clusters
are split up at two places in the projection, moving the position of the label elsewhere. This is
likely due to the n_neighbours parameters being set too low. It was set to 7 to be consistent
across all UMAP projections. This problem is very prevalent in Figure 5.4. UMAP also has
a min_dist parameter, forcing overlapping nodes to be scattered. This can sometimes inflate
clusters. t-SNE also suffers from this problem
These projections serve as a qualitative help to interpret the result of the clustering. If
these figures would not have any clear structure or contained dispersed, non-compact clusters we can tell the model and clustering is poor. The projections will be different from every
time they are done, but the overall structure of the projections will be the same. That is, a data
point will almost always have the same neighbours in every iteration, but their final position
in the projection can be different each iteration.
When looking at these visualisations, what we do not want to find are very large clusters.
This is due to two reasons. The intra-cluster variance will be much higher in a large cluster,
meaning that it is unlikely that all modules belong there. It is also not desired because there
is no real problem area that has that many duplicate modules. Examples of this will be highlighted. It is apparent in all visualisations that there are many other modules that are near
each other, but not in clusters.

5.3.1

Cosine distance visualisations

Figure 5.1 shows a t-SNE projection of the cosine distance model from Table 5.1. Figure 5.2
shows a UMAP projection of the same model. These figures provide alternate views of the
same data and clustering. As we can see in the Figures, there are three drawn circles pointing
out clusters. The pink circle shows cluster 83 that is too large to be feasible. The gray circle
shows cluster 58, which is also too large to accurately represent a problem area. The orange
circle shows cluster 8, which is visually an ideal cluster of distant nodes from the rest of the
data yet very compact by itself. There are many clusters similar to the visually appealing
cluster 8, but I chose this randomly to go into further detail and what we can expect from a
visually promising cluster. I will also try to explain why these large clusters exist.
The large cluster 58 contains 45 modules that have their titles available in the Appendix
section 8.4. Some titles are unique and about different topics, indicating high intra-cluster
variance. The size makes this cluster poor and is not representative of a real problem area.
From inspecting the content, this cluster can be split into better sub-clusters, indicating that
the model can be improved.
As for the other large cluster 83 the STE content the modules contained often had very
few words in them. It is apparent that these are Title modules, but not categorically labelled
as such in the metadata field MODULETYPE or explicitly mentioned to be such modules in
the metadata TITLE field.
Cluster 8 circled in orange in Figures 5.1 and 5.2 is the kind of cluster that is visually desired and contains 9 modules. It is separate from other clusters and is compact. The modules
in the cluster all share the same PRODUCTGROUP, PRODUCTLINE and TEXT_TYPE which
are Lawn Movers, Wheeled, Maintenance. However, the PRODUCTGROUP varies between Fuel
and Battery/Cordless, or missing completely. The text of the modules have been put in the appendix, Section 8.3. The titles of the modules are:
To assemble the blade, To replace the blade - LE116, To replace the blade - LC and LE mowers, To remove and replace the blade, To replace the blade and fan, To replace the blade, To replace the blade, To
replace the blade, To replace the blade.
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Figure 5.1: t-SNE-projection of the model using cosine distance obtaining the best DBCV
score.

5.3.2

Euclidean distance visualisations

Figure 5.3 contains a t-SNE projection of the best performing Euclidean distance model and
it’s clusters. Figure 5.4 shows an UMAP projection of the same data. In these figures we can
see that the shapes of the clusters are a bit different from the t-SNE projection of the cosine
distance model in Figure 5.1. This is expected since the number of clusters are different and
it has vectors from another model.
In Figure 5.3, we can see undesired large clusters in Cluster 88 and 62. These have been
marked with a pink and a gray circle. Again, there is no real problem area in the database
that has these many modules. On closer inspection of the content in Cluster 88 it contains
title modules reminiscent of the large Cluster 83 in the cosine distance model in Figures 5.1
and 5.2. The large Cluster 62 in this Euclidean model contains every module from the problematically large Cluster 58 in the cosine distance model, but also has one additional module.
A visually promising cluster in this model and projection is Cluster 12. Cluster 12 contains
7 modules with the same title, To engage/ disengage the drive system. The modules have the exact
same metadata, except for metadata comments. 3 of the modules have comments justifying
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Figure 5.2: UMAP-projection of the model using cosine distance obtaining the best DBCV
score.
why they are unique. The text is very similar in all modules, but some of them have extended
sections due to the reason in the comments.

5.3.3

Angular distance visualisations

Figure 5.5 contains a t-SNE projection of the best performing Angular distance model and
it’s clusters. Figure 5.6 shows an UMAP projection of the same data. In these figures, we
can follow the large clusters from the earlier models. The mislabelled title modules are in
large Cluster 80, marked with a pink circle in the figures. The other large cluster is Cluster
60, marked with a gray ellipse. In this model, this cluster contains only 43 modules. Figure
5.6 features split clusters, and one example can be observed in the blue circle. As discussed
in the beginning of Section 5.3 this is likely due to n_neighbours being set too low.
A visually promising cluster in Figures 5.5 and 5.6 is Cluster 0, circled in orange. It contains 6 modules with the titles To replace a fuse, To replace a fuse, To replace the main fuse, To replace
the main fuse, To replace the main fuse, To replace the main fuse. The STE text in these modules is
similar, but it is obvious that they describe different situations and are not exact duplicates.
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Figure 5.3: t-SNE-projection of the model using L2 -euclidean distance obtaining the best
DBCV score.

5.3.4

Visualisation summary

Overall, the visualisations inspire confidence in the models as the clustering seems realistic,
but not perfect. All models contain distinct clusters that are separate from other data and yet
compact by itself. However, with no ground truth it is hard to evaluate which model and
distance metric perform best. It is also apparent in these visualisations that there are many
unclustered duplicates that are not in clusters. It prompted the next part of the study about
trying to calculate how many duplicates there are in the database, as not all of the duplicates
will be clustered.

5.4

Similarity threshold

In light of DBCV score being the highest for the cosine distance model, cosine distance was
chosen to proceed as the measurement for the next part of the study. Judging from the visualisations every measurement has provided clusters that look like proper clusters in both
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Figure 5.4: UMAP-projection of the model using L2 -euclidean distance obtaining the best
DBCV score.
t-SNE and UMAP, but cosine distance passed more metadata tests, adding another advantage
to this model.
The survey, which is included in the Appendix and also explained further there, was done
using cosine similarity. The gensim library is set to use similarity and not distance. Conversion
to cosine distance can be done easily with 1 ´ cosine similarity.
Figure 5.7 contains the result of the survey sent to the STE writers working at Etteplan. In
the figure, there are 8 questions, each having their separate graph. The x-axis in the graphs
is the cosine similarity. A black dot represents an answer is at that similarity, and y is how
many people (out of 8 recipients) that answered with that option. In this Figure 5.7 we can
observe varying levels of plausible similarity thresholds. The most perplexing graphs are for
Question 2 and 4. The most realistic graphs are for Questions 1, 3 and 8.
My hope with the survey was to gain many answers similar to the graph of Question 3;
a steep decline where the neighbours become decreasingly likely to be a semantic duplicate.
This would give good indications of a threshold value where it is easy to see when authors
stop agreeing that a module is the same. With the actual results from the survey, it is hard
to set such a value. However, we can say that values with less than 0.98 similarity are in
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Figure 5.5: t-SNE-projection of the model using angular distance obtaining the best DBCV
score.
most cases uninteresting. There is no common trend that a majority of people agree these are
duplicates. The only exception to that is Question 6, where the threshold almost looks to be
at 0.96.
Question 2 is the one question with the strangest results. However, once you read the
texts of Question 2 (available in the Appendix) they are almost all identical, except some of
the modules have the presence of the word Model in them, a leftover from removing the XML
tags in the data cleaning process. I believe this made writers assert with confidence that then
the original module cannot be made redundant by use of this module, and thus did not mark
it. This is an important distinction and could easily be implemented as a custom feature to
account for should this work be re-iterated and improved. The results in this table will be
followed up in the Discussion chapter 6.2.3.
In light of these questionnaire results, the threshold similarity θ was set as 0.98, but can
easily be changed to account for higher precision.
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Figure 5.6: UMAP-projection of the model using angular distance obtaining the best DBCV
score.

5.5

Theoretical duplicate count

An algorithm was devised to remove one point in pairs of neighbours having each other as
the closest neighbours and a similarity over θ. A cosine similarity of 0.98 is equal to a distance
of 0.02 due to the conversion using d( a, b) = 1 ´ sim( a, b). This algorithm was executed recursively, until there were no such pairs left, and the length of the remaining Pandas dataframes
was calculated. The difference between the original dataframe and the pruned dataframe
represents how many points that are removed, and thus, a count of theoretical duplicates.
In Figure 5.8 I have plotted the duplicate count using different values of θ close to the
value of 0.98. A black circle represents a run of the algorithm executed at that similarity
threshold. The interval of the similarity is 0.972 to 1 and incremented by 0.02 each run. The
red bar in the image is set at x = 0.98 and from the y-axis the duplicate count can be read. For
a cosine similarity of 0.98 or cosine distance 0.02 the hypothetical duplicate count is 1035.
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Figure 5.7: Survey results

Figure 5.8: Theoretical module count over many values of θ. The dashed line is set at the
threshold value 0.98. A black circle represents an execution of the algorithm at that θ-value.
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6

Discussion

This chapter is split into 5 sub-headings: Results, Method, Replicability, Reliability of sources and
The work in a wider context. I will begin by discussing the results in this study and what could
have affected them in the Results section. In the second section of this chapter, I will critically
discuss the Method. Lastly, I will shortly discuss replicability, source reliability and the work
in a wider context.

6.1
6.1.1

Results
Best performing parameters

From Table 5.1 we can determine that the vector size and window sizes were small compared
to other studies. This is perhaps not surprising, as the language in question is a subset of regular English and the corpus is very small. More dimensions would allow for documents to
have subtler meanings spread through the extra dimensions, allowing for theoretical higher
performance depending on the corpus size and language. As STE only allows for certain
words and word forms in certain contexts reducing ambiguity, intuitively meaning high dimensions are not as necessary. Moreover, in our scenario the corpus is tiny. In STE there is
less subtle meaning in the language overall. A high dimension count can potentially do more
harm than good for the model due to the curse of dimensionality.
As for window size and vector size, it is unclear why it varied so much between the
different metrics. It is possible that the vectors were too large for the subtler meanings to be
learned
Every doc2vec model in this project uses PV-DBOW due to [19] stating that PV-DM works
better for semantic tasks. However, that study was done with regular English. It is plausible
that PV-DM could perform better than PV-DBOW due to the way STE is constructed with all
the different grammar rules. This was not tested due to time constraints.

6.1.2

Relaxing the strictness of tests

It is possible to make the Euclidean distance and angular distance pass more tests by relaxing
them. This can be done by changing the failing tests to use is_among_most_similar()
instead of the current is_the_most_similar(). However, given that the cosine distance
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already pass the tests in their stricter form, it seemed unnecessary to relax them, even though
we do not know the correct answer. It is possible it is still a valid result to use the relaxed
version as there might be another uncommented module that is exactly the same that now
occupies the “most similar” spot. It is not likely, and would imply a lot of luck when training
the cosine distance model compared to the other two.

6.1.3

DBCV

On the same data, cosine distance and angular distance provide the same clusters, but different DBCV values. This is strange, because the measurements are very connected and based on
the cosine similarity (Formula 2.7). My best guess is due to the value ranges and value intervals. Cosine distance have possible values within the range [0, 2] and angular distance [´1, 1].
However, the cosine distance values in the tested data model were in the range [0, 1.14] and
the angular distances on the same model between [0, 0.54]. The observed value range for
Euclidean distance was [0, 6.83]. That they provided different DBCV values is perhaps unexpected behavior. This may suggest that DBCV is affected by the value of the distance itself,
and not its relative value in contrast to the data which one might expect.
It is possible that the very large title module cluster present in all models described in the
Visualisation section can be a cause of optimizing towards DBCV.

Figure 6.1: Cluster persistence of the Euclidean distance model. y is persistence, x is the
cluster number (that is also the label at the top of every bar).
Figure 6.1 shows a bar chart with cluster persistence from using different values of e in the
Euclidean distance model visualised in Figures 5.3 and 5.4. This result shows that the very
large title module Cluster 88 is not very stable. It shows the other large cluster in this model
(62) is somewhat stable, but not very stable. This figure shows the most stable cluster in this
model is Cluster 16. It is a cluster containing modules about technical data in certain product
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families. These modules are going to be very similar to each other and very different from
any other module as they contain a lot of unique terms about SI values and specifications.
The chosen visually appealing cluster 12 in this model that was further analyzed in section
5.3.2 is shown to be more stable than both the large clusters, and this is desired.
This is encouraging for the model, because it shows the clustering functions as expected.
Using a chart such as this we can also sort the clusters in terms of stability, extracting the
most stable clusters according to the model. These problem areas can be good for Etteplan to
begin to try and resolve first because the precision of these clusters is higher, meaning there
are more near duplicates.

6.2

Method

In this project, I proposed a method for finding Etteplan’s problem areas of semantic duplicates and also attempting to calculate how many semantic duplicates there are in Etteplan’s
database. The method is not without flaws. In this section, we will discuss the flaws in a
general sense.

6.2.1

Finding Etteplan’s problem areas

Doc2vec performance is dependent on the corpus size [19]. A large corpus is much better
for the model, so doc2vec is normally not used for small corpora. It is uncertain if this is
mitigated due to the corpus being small but domain specific and a CNL. This is a very interesting research problem and initially what I wanted to investigate along with data useful
to Etteplan. However, this problem proved very hard to evaluate given lack of ground truth
and corpus size. Moreover, there was a need to evaluate the best possible doc2vec parameters
in order to conclude anything. Doc2vec is affected a lot by parameters, most importantly the
vector size, context window size and amount of epochs.
It is also the case that doc2vec has no different notion of the real world. This means that
contextually for the model, a warm and cold engine is similar in terms of word contexts when
the model is trained, but represent completely different things. Therefore the model will
likely be as good at detecting word differences such as push the button or press the button as
it will be detecting warm engine and cold engine, even though the latter can seriously affect
the meaning of the text but the former is just a synonym. The model does not necessarily
perceive the difference, but it could if the amount of training data is very large. This is not
the case here.
When it comes to doc2vec parameters, the optimal parameters are usually achieved
through tuning against ground truth in an annotated dataset, which we do not have access to.
There is no perfect method for unsupervised evaluation for document vectors, although there
are approaches such as QVEC [35] that can evaluate word vectors. To the authors knowledge,
there is no such measurement for document vectors. An extension of this work could be to
train the doc2vec model along with the word vectors and evaluate the performance of the
word vectors. This is possible when training the document in PV-DM mode but not in PVDBOW like in this work.
To the author’s knowledge, there is no existing annotated dataset of a CNL. Access to
such a dataset would have given much insight in how to train the model and determine
which parameters affect doc2vec the most.

6.2.2

Distance features

It is possible to cluster on any number of features if a custom mixed variable distance function
were to be created. This is a potential improvement area without limit as any kind of feature
can be added, and there is plenty of metadata available to use. In Etteplan’s case there is
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potential interest to also cluster on data such as image filename or image size (to detect reuploads) in the module. It is also possible to account for the different product categories
in such a distance function. These features together with document vector cosine distance
would be much more precise in its duplicate detection. Objectively, there can be valid reasons why textual duplicates exist. An example reason is containing different accompanying
images such as symbol lists. This is not accounted for in this study and so the amount of duplicates looks worse than it actually is, as the underlying problem is more multi-dimensional
than semantic meaning of text alone.
The problem of implementing a custom distance measure is evaluation. However, one
could argue here that precision is better than recall because in order to fix the problem, the
duplicates have to be resolved manually. It is likely that if you spend much time carefully
crafting a distance function that would use all of the metadata available in conjunction with
semantic textual distance using cosine distance, that precision will be high.

6.2.3

Calculating the amount of duplicates

The survey result is not entirely conclusive because it was only answered by 8 writers. It was
determined to be better if everyone who responded was a technical writer educated in STE
and works with it daily rather than regular personnel of Etteplan. This constraint made it
hard to find volunteers.
The survey result is very tricky to interpret in Figure 5.7. The result for Question 2 is
demoralizing because everything up to a similarity above 0.98 indicates that is where modules stop to diverge and can be made redundant. However, when the writers were presented
with many options above that threshold it seems that there is great variance. Question 2,
Neighbour 2 is an exact duplicate of the original document in Question 2, and it has 8 out
of 8 recipients marking it as such. However, according to the model, it is less similar than
Neighbour 1 which 3 out of 8 have marked. Neighbour 1 was an exact match of the original
document with the extra word Model in the module. That means that the model thinks that
the same text with an extra word is more similar than the original document as Neighbour
2 is, which is extremely counter-intuitive. This is a discouraging result but quite likely it is
due to lack of training data for doc2vec and the way PV-DBOW works. It also makes stating
modules above 0.98 similarity are duplicates vague as it is plausible that exact textual matches
will be presented as less than 0.98 similar according to the model than a non-exact match. Exact matches should always be removed, unless there is a metadata comment justifying their
existence.

6.3

Replicability

Replication of this exact study is not possible due to the dataset being closed to the general
public.
However, special care has been taken to have parameters to models easily accessible. It
might be useful for people to get intuition for their own parameters when the doc2vec vectors are in a CNL or the corpus is very small and domain specific (instructions of procedures).
In my own experience regarding doc2vec parameters in papers, they were not always published, and this made initial intuition regarding parameters very hard. The best paper for
gaining any sort of intuition to parameter settings were [19]. This was only helpful in a limited fashion due to this work being in a CNL and [19] was not.

6.4

Reliability of sources

Most of the sources reviewed in this paper are either from books, peer reviewed or from arXiv.
They have all been cited multiple times before. Some of the sources are related to software
libraries where the authors ask for a citation on use.
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6.5

The work in a wider context

If this work can ameliorate the quality and speed of which manuals and documentation is
made by clearing up the database, then everybody wins. Personally, this thesis project will
have been a success in a wider context if any of the following happens:
• A single turbine (or any product for that matter) is serviced instead of replaced, saving
the environment of using precious resources.
• A single person has an injury prevented because of clearer documentation.
• The people of Etteplan (or any other company) can save a lot of time from not having
to comb through duplicates and be confused in their databases. It is tedious labor that
machines can solve for them.
• This study helps or inspires more studies of Natural Language Processing for automation and good causes.
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Conclusion

The purpose of this thesis was to help Etteplan detect duplicates and problem areas in one
of their client databases, as their current duplicate module problem is expected to become
worse as time passes and the company expands.
The first question was related to propose a method how to do this task. This thesis proposes a method for doing this using doc2vec and HDBSCAN* to find clusters of semantic
duplicates that can be thought of as problem areas. To measure and perhaps improve the result, various distance metrics and how they performed were tested and analyzed. The most
stable clusters according to DBCV were achieved by Cosine distance.
The document vectors were tested if they align with what we know using a silver standard
test suite against known metadata truth. Cosine distance passes more tests than the other
metrics, indicating better performance compared to angular and Euclidean distance. This
result answers the second research question, related to how to evaluate the result and how to
improve the models.
In light of these results concluding that the cosine distance model performed best out of
the three distance measurements, an attempt was made to calculate the amount of textual
semantic duplicates in the entire database, not restricted to clusters. To do this, a survey was
sent out that concluded that below a cosine similarity of 0.98 (or above a cosine distance of
0.02) a module is not likely a semantic duplicate. A hypothetical count of duplicates were
calculated using this value, and the conclusion was that there are 1035 such duplicates.
In the Discussion chapter there are some theories explaining what affects the results and
how it could be improved.
In a broader sense, this project has given a little insight into how doc2vec performs and
how to set its parameters with a small corpus of a controlled natural language.

7.1

Future work

There are many possible avenues to continue from this work and questions that arose during
the process.
An extension of the work for Etteplan is the possible integration with their internal documentation writing software for both doc2vec similarities and potential clustering. It is possible to use doc2vec.infer_vector() to retrieve a vector for a text with the model’s
weights. You can then calculate the closest neighbours of this inferred vector. It is also pos43
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sible to use hdbscan.approximate_predict() along with the vector to determine if the
new module would be added in a problem area and writers should be extra careful.
The way doc2vec is affected by CNLs is of interest. There have been CNLs proposed to
close the communication gap between humans and machines. It was very hard to evaluate
performance and see which parameters worked best due to the lack of an annotated dataset
in STE.
A couple of points that are also of interest in future studies are:
• Test doc2vec using PV-DM on STE or CNL’s in general. This work focused exclusively
on PV-DBOW but it is very possible PV-DM would achieve better results due to the way
STE is constructed. It proved hard to evaluate due to lack of an annotated dataset or
ground truth. It also proved hard to motivate given that PV-DBOW had better results
in other studies.
• Investigate the relationship between CNL’s for training and corpus size
• Compare how justified it is to compare doc2vec + HDBSCAN* using DBCV with access
to ground truth as comparison. The method showed promise in this work, but we
cannot evaluate if this is the case without ground truth.
• Test how DBSCAN with known e from the distance threshold interval compares over
stable clusters from HDBSCAN* against ground truth.
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8.1

Appendix

Survey

Below is the multi-choice survey that was sent out to Etteplan writers. They were asked to
mark every option that was redundant given the had the original document. The similarity
was not visible to them.
The example question is not counted towards the result. The point of this question was
to highlight some type of differences which are very prevalent here for the recipients. The
original document and Neighbour 1 differ at Press and Push ... the air purge bulb. Press and
push in this context mean the same thing, and thus they are duplicates. Neighbour 2,3, and 4
talk about cold engines and not warm engines. Even though the text is the same, these are two
different things. Moreover, because the engine is cold, these modules also mention engine
chokes. This data is not in the original module, and so the original module can not be made
redundant if you have one of these neighbour modules. Although the topic is very related, it
is different. Please see the example question below (that was also present in the survey with
differences explained, and here highlighted in bold).
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8.1.1

Example question

Original document ID 11322:
To prepare to start with a warm engine The chain brake must be engaged when the product
is started to decrease the risk of injury. Move the front hand guard forward to engage the
chain brake. Press the air purge bulb about 6 times or until fuel starts to fill the bulb. It is not
necessary to fill the air purge bulb fully. Continue to
Neighbour 1: Document ID 11081 (with similarity = 0.991 or distance = 0.009)
To prepare to start with a warm engine The chain brake must be engaged when the product
is started to decrease the risk of injury. Move the front hand guard forward to engage the
chain brake. Push the air purge bulb about 6 times or until fuel starts to fill the bulb. It is not
necessary to fill the air purge bulb fully. Continue to
Neighbour 2: Document ID 10101 (with similarity = 0.988 or distance = 0.012)
To prepare start with a cold engine The chain brake must be engaged when the product is
started to decrease the risk of injury. Move the front hand guard forward to engage the chain
brake. Push the air purge bulb about 6 times or until fuel starts to fill the bulb. It is not
necessary to fill the air purge bulb completely. Set the choke to choke position. Continue to
Neighbour 3: Document ID 11080 (with similarity = 0.986 or distance = 0.014)
To prepare to start with a cold engine The chain brake must be engaged when the product is
started to decrease the risk of injury. Move the front hand guard forward to engage the chain
brake. Push the air purge bulb approximately 6 times or until fuel starts to fill the bulb. It is
not necessary to fill the air purge bulb fully. Set the start/stop switch to start position. Set
the choke to choke position. Continue to
Neighbour 4: Document ID 11321 (with similarity = 0.985 or distance = 0.015)
To prepare to start with a cold engine The chain brake must be engaged when the product
is started to decrease the risk of injury. Move the front hand guard forward to engage the
chain brake. Press the air purge bulb about 6 times or until fuel starts to fill the bulb. It is not
necessary to fill the air purge bulb fully. Pull the choke control to set it in choke position.
Continue to
Neighbour 5: Document ID 9889 (with similarity = 0.984 or distance = 0.016)
To prepare to start with a warm engine The chain brake must be engaged when the product
is started to decrease the risk of injury. Move the front hand guard forward to engage the
chain brake. Push the air purge bulb about 6 times or until fuel starts to fill the bulb. It is
not necessary to fill the air purge bulb fully. Move the choke to the choke position and then
directly to work position. Continue to
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8.1.2

Question 1

Original document ID 4722:
Before you start the engine Examine the product for missing, damaged, loose or worn parts.
Examine the nuts, screws and bolts. Examine the air filter. Examine the trigger lockout and
the trigger for correct operation. Examine the stop switch for correct operation. Examine the
product for fuel leaks. Examine the saw chain sharpness and tension.
Neighbour 1: Document ID 4754 (with similarity = 0.994 or distance = 0.006)
Before you start the engine Examine the product for missing, damaged, loose or worn parts.
Examine the nuts, screws and bolts. Examine the air filter. Examine the trigger lockout and
the trigger for correct operation. Examine the stop switch for correct operation. Examine the
product for fuel leaks. Examine the saw chain sharpness and tension.
Neighbour 2: Document ID 1868 (with similarity = 0.983 or distance = 0.017)
Before you start the engine Examine the product for missing, damaged, loose or worn parts.
Examine the nuts, screws and bolts. Examine the air filter. Examine the throttle trigger
lockout and the throttle control for correct operation. Examine the stop switch for correct
operation. Examine the product for fuel leaks. Examine the saw chain sharpness and tension.
Neighbour 3: Document ID 8511 (with similarity = 0.948 or distance = 0.052)
To examine the product before start Examine the product for missing, damaged, loose or
worn parts. Examine the nuts, screws and bolts. Examine the blades. Examine the air
filter. Examine the throttle trigger lockout and the throttle control. Examine the stop switch.
Examine the product for fuel leaks.
Neighbour 4: Document ID 3636 (with similarity = 0.943 or distance = 0.057)
Before you start the engine Examine the product for missing, damaged, loose or worn parts.
Examine the collection bag. Make sure that the collection bag is not damaged and that the
zipper is closed. Examine the nuts, screws and bolts. Examine the air filter. Examine the
throttle trigger for correct operation. Examine the stop switch for correct operation. Examine
the product for fuel leaks.
Neighbour 5: Document ID 3850 (with similarity = 0.926 or distance = 0.073)
To examine before an engine start Examine the product for missing, damaged, loose or worn
parts. Examine the nuts, screws and bolts. Examine the air filter. Examine the throttle trigger
lockout and the throttle control for correct operation. Examine the stop switch for correct
operation. Examine for fuel leaks.
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8.1.3

Question 2

Original document with ID 6239:
To set the cutting height Move the cutting height lever rearward to increase the cutting
height. Move the cutting height lever forward to decrease the cutting height. Do not set the
cutting height too low. The blades can hit the ground if the surface of the lawn is not level.
Neighbour 1: Document ID 4971 (with similarity = 0.994 or distance = 0.006)
To set the cutting height Model Move the cutting height lever rearward to increase the cutting height. Move the cutting height lever forward to decrease the cutting height. Do not set
the cutting height too low. The blades can hit the ground if the surface of the lawn is not level.
Neighbour 2: Document ID 4879 (with similarity = 0.993 or distance = 0.007)
To set the cutting height Move the cutting height lever rearward to increase the cutting
height. Move the cutting height lever forward to decrease the cutting height. Do not set the
cutting height too low. The blades can hit the ground if the surface of the lawn is not level.
Neighbour 3: Document ID 5044 (with similarity = 0.991 or distance = 0.009)
To set the cutting height The cutting height can be adjusted in 6 levels. Move the cutting
height lever rearward to decrease the cutting height. Move the cutting height lever forward
to increase the cutting height. Do not set the cutting height too low. The blades can hit the
ground if the surface of the lawn is not level.
Neighbour 4: Document ID 9868 (with similarity = 0.989 or distance = 0.011)
To set the cutting height The cutting height can be adjusted in 6 levels. Move the cutting
height lever forward to increase the cutting height. Move the cutting height lever rearward
to decrease the cutting height. Do not set the cutting height too low. The blades can hit the
ground if the surface of the lawn is not level.
Neighbour 5: Document ID 5214 (with similarity = 0.986 or distance = 0.014)
To set the cutting height Move the cutting height lever rearward to increase the cutting
height. Move the cutting height lever forward to decrease the cutting height. Do not set the
cutting height too low. The blades can hit the ground if the surface of the lawn is not level.
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8.1.4

Question 3

Original document with ID 3781:
To remove the front cover Release the clip on the front cover with the tool attached to the
ignition key. Lift off the front cover.
Neighbour 1: Document ID 4840 (with similarity = 0.991 or distance = 0.009)
To remove the front cover Release the clip on the front cover with the tool attached to the
ignition key. Lift off the front cover.
Neighbour 1: Document ID 8717 (with similarity = 0.980 or distance = 0.020)
To remove the front cover Release the front cover clip on the right side of the cutting deck.
Use the tool attached to the ignition key. Remove the front cover.
Neighbour 1: Document ID 1590 (with similarity = 0.974 or distance = 0.026)
Front cover Release the clip on the front cover with the tool attached to the ignition key, and
lift off the cover.
Neighbour 1: Document ID 5912 (with similarity = 0.969 or distance = 0.031)
To remove the front cover Release the clip on the front cover with the tool attached to the
ignition key. Remove the front cover. It is attached to the equipment frame with 2 hooks.
Neighbour 1: Document ID 8151 (with similarity = 0.933 or distance = 0.067)
To disassemble the chassis Remove the 12 screws. Lift off the left chassis half, the front cover
(A) and the rear vent cover (B).
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8.1.5

Question 4

Original document with ID 6036:
To assemble the handle on Align the screw holes at the bottom of the handle with the screw
holes in the handle assembly. Attach the screws, washers and knobs. Tighten the knobs fully.
Use the straps to attach the cables to the handle. Make sure that the tension in the cables is
not too high. To set the handle height, loosen the lower knobs, adjust the handle height and
tighten the knobs fully.
Neighbour 1: Document ID 4965 (with similarity = 0.981 or distance = 0.019)
To assemble the handle on all but Align the screw holes at the bottom of the handle with the
screw holes in the handle assembly. Attach the screws, washers and knobs. On models Use
the straps to attach the cables to the handle. Make sure that the tension in the cables is not
too high. To set the handle height, loosen the lower knobs, lift or lower the handle to adjust
the height, and then tighten the knobs fully.
Neighbour 1: Document ID 4933 (with similarity = 0.979 or distance = 0.021)
To assemble the handle Align the screw holes at the bottom of the handle with the screw
holes in the handle assembly. Attach the screws, washers and knobs. Tighten the knobs fully.
Use the straps to attach the cables to the handle. Make sure that the tension in the cables is
not too high. To set the handle height, loosen the lower knobs, adjust the handle height and
tighten the knobs fully.
Neighbour 1: Document ID 6175 (with similarity = 0.976 or distance = 0.024)
To assemble the handle Align the screw holes at the bottom of the lower handle with the
screw holes in the lower handle assembly on the deck. Attach the screws, washers and knobs.
Use the straps to attach the cables to the handle. Make sure that the tension in the cables is
not too high. To set the handle height, loosen the lower knobs, lift or lower the handle to
adjust the height, and then tighten the knobs fully.
Neighbour 1: Document ID 6039 (with similarity = 0.953 or distance = 0.047)
Upper handle section Align the holes in the handlebar with the holes in the lower handle
and attach the screws, washers and knobs. Tighten the knobs fully. Use the straps to attach
the cables to the handle. Make sure that the tension in the cables is not too high.
Neighbour 1: Document ID 10939 (with similarity = 0.951 or distance = 0.049)
To assemble the handle Put the pins at the bottom of the lower handle into the holes as given
in the illustration. Align the screw holes and attach the screws, washers and knobs. Tighten
the knobs fully. Align the holes in the handlebar with the holes in the lower handle and
attach the screws, washers and knobs. On the right side also attach the loop for the starter
rope. Tighten the knobs fully. Use enclosed cable holders to attach the cables to the handle.
Make sure that the tension in the cables is not too high.
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8.1.6

Question 5

Original document with ID 5786:
To set the product in transport position Remove the grass catcher (if installed). Loosen the
lower knobs. Move the knobs to the lower end of the grooves on the left and the right side of
the product. Loosen the upper knobs. Fold the handle.
Neighbour 1: Document ID 5037 (with similarity = 0.985 or distance = 0.015)
To set the product in transport position Loosen the lower knobs. Move the knobs to the lower
end of the grooves on the left and the right side of the product. Fold the handle forward.
Remove the grass catcher.
Neighbour 1: Document ID 6280 (with similarity = 0.981 or distance = 0.019)
To set the product in transport position Remove the grass catcher (if installed). Loosen the
knobs on the upper handle and fold the handle down. Loosen the lower knobs. Move the
knobs to the lower end of the grooves on the left and the right side of the product. Fold the
handle forward.
Neighbour 1: Document ID 10917 (with similarity = 0.980 or distance = 0.020)
To set the product in transport position Remove the grass catcher. Loosen the knobs on the
upper handle and fold the handle down. Loosen the lower knobs. Move the knobs to the
lower end of the grooves on the left and the right side of the product. Fold the handle forward.
Neighbour 1: Document ID 3676 (with similarity = 0.958 or distance = 0.042)
To set the product in transport position Loosen the lower knobs. Move the knobs to the lower
end of the grooves on the left and the right side of the product. Fold the handle forward.
Neighbour 1: Document ID 3582 (with similarity = 0.945 or distance = 0.055)
To set the product in transport position Remove the battery ( Loosen the lower knobs. Move
the knobs to the lower end of the grooves on the left and the right side of the product. Fold
the handle forward.
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8.1.7

Question 6

Original document with ID 4371:
Kickbacks, skating, bouncing and dropping Different forces moves the product and this can
cause the operator to loss of control of the product. Skating Bouncing Dropping Kickback
Rotational Kickback Pinch-Kickback Pull-In Make sure that you understand the different
forces and how to prevent them before you operate the product.
Neighbour 1: Document ID 4158 (with similarity = 0.979 or distance = 0.021)
Kickbacks, skating, bouncing and dropping Different forces moves the product and this can
cause the operator to loss of control of the product. Skating Bouncing Dropping Kickback
Rotational Kickback Pinch-Kickback Pull-In Make sure that you understand the different
forces and how to prevent them before you operate the product. See
Neighbour 1: Document ID 4717 (with similarity = 0.967 or distance = 0.033)
Kickbacks, skating, bouncing and dropping Different forces can have an effect on the safe
control of the product. Skating Bouncing Dropping Kickback Rotational Kickback PinchKickback Pull-In Make sure that you understand the different forces and how to prevent
them before you operate the product. See
Neighbour 1: Document ID 5800 (with similarity = 0.963 or distance = 0.037)
Kickbacks, skating, bouncing and dropping Different forces can have an effect on the safe
control of the product. Skating Bouncing Dropping Kickback Rotational Kickback PinchKickback Pull-In Make sure that you understand the different forces and how to prevent
them before you operate the product. See
Neighbour 1: Document ID 4423 (with similarity = 0.928 or distance = 0.072)
Intended use This product is for professional tree maintenance such as pruning and to disassemble tree crowns. National regulations can set limit to the operation of the product.
Neighbour 1: Document ID 1503 (with similarity = 0.912 or distance = 0.088)
Transportation The product is heavy and can cause crush injuries. Be careful when you load
it onto or off a vehicle or trailer. Use an approved trailer for transportation of the product.
Make sure that you have knowledge of local road traffic regulations before transportation of
the product in a trailer or on roads.
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8.1.8

Question 7

Original document with ID 8465:
For products with S/N from: Connect cable (A) and make sure that the contact clicks into
place. Assemble the throttle trigger lock and throttle trigger. Assemble the control handle.
Neighbour 1: Document ID 9045 (with similarity = 0.984 or distance = 0.016)
To assemble the main switch Connect cable (A) and make sure that the contact clicks into
place. Assemble the throttle trigger lock and throttle trigger. Assemble the control handle.
Neighbour 1: Document ID 10098 (with similarity = 0.964 or distance = 0.036)
For products with S/N: Attach the cable (A) to the main switch and put it in the battery
housing. Assemble the throttle trigger lock and throttle trigger. Assemble the operating
handle.
Neighbour 1: Document ID 10097 (with similarity = 0.948 or distance = 0.052)
For products with S/N: Attach the connector (C) to the main switch. Apply grease to the
contact surfaces and the connector. Connect the red wire (B) and the yellow wire (A) and
put the main switch in the battery housing. Assemble the throttle trigger lock and throttle
trigger. Assemble the operating handle.
Neighbour 1: Document ID 10067 (with similarity = 0.940 or distance = 0.060)
For products with S/N: Attach the connector (C) to the main switch. Apply grease to the
contact surfaces and the connector. Connect the red wire (B) and the yellow wire (A) and
put the main switch in the battery housing. Assemble the throttle trigger lock and throttle
trigger. Assemble the operating handle.
Neighbour 1: Document ID 5638 (with similarity = 0.937 or distance = 0.063)
To assemble the power trigger Put the recoil spring and main switch piston onto the throttle.
Assemble the throttle and the power trigger and power trigger lockout to their brackets in
the handle. Make sure the holders are in the handle. Put the recoil spring in the throttle
lockout.

56

8.1. Survey

8.1.9

Question 8

Original document with ID 2231:
To do a check of the speed limiter Release the forward pedal to brake. For more brake power,
press the reverse pedal. Make sure that the forward and reverse pedals are not blocked and
can be operated freely. Make sure that the product brakes when the forward pedal is released.
Neighbour 1: Document ID 7359 (with similarity = 0.978 or distance = 0.022)
To do a check of the speed limiter, Release the forward pedal (1). The speed decreases. For
more brake power, press the reverse pedal (2). Make sure that the forward and reverse pedals
are not blocked and can be operated freely. Make sure that the speed decreases when the
forward pedal is released.
Neighbour 1: Document ID 8612 (with similarity = 0.961 or distance = 0.39)
To do a check of the brake and clutch pedal, For Make sure that the speed decreases when
you press the brake pedal. Make sure that the brake pedal is not blocked and can be operated
freely.
Neighbour 1: Document ID 7422 (with similarity = 0.955 or distance = 0.045)
To do a check of the brake pedal, For Make sure that the speed decreases when you press the
brake pedal. Make sure that the brake pedal is not blocked and can be operated freely.
Neighbour 1: Document ID 7209 (with similarity = 0.906 or distance = 0.094)
To examine the parking brake on AWD products The parking brake function can decrease if
the parking brake is not correctly adjusted. Park the product on a slope with a hard surface.
Do not park the product on a grass slope when you do a check of the parking brake. Press the
parking brake pedal (1) down. Press and hold the lock button (2). Release the parking brake
pedal while the lock button (2) is pressed. If the product moves, adjust the parking brake.
Neighbour 1: Document ID 7098 (with similarity = 0.904 or distance = 0.096)
To do a check of the brake system Make sure that the brake operates correctly. Refer to
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Figure 8.1: A few helper functions for the unit tests. TIMID is the internal name for module
IDs in the database.
model = Doc2Vec.load( MODEL_FILENAME )
data = pd.read_excel( EXCEL_FILENAME )
def get_cluster_from_TIMID(timid):
""" Returns the cluster column from the pandas dataframe
that has the value timid as it's TIMID column value """
target_cluster = data[ data["TIMID"] == int(timid)].iloc[0]['CLUSTER']
return target_cluster
def is_among_most_similar(source_tag, similar_tag):
""" Returns True if doctag is among the results from a
gensim.docvecs.most_similar(X) result list else False"""
most_similar_results = model.docvecs.most_similar(
source_tag,topn=5)
for pair in most_similar_results:
if pair[0] == similar_tag:
return True
return False
def is_the_most_similar(source_tag, similar_tag, topn=5):
""" Returns if the source tag has the similar tag
as it's most similar module """
return model.docvecs.most_similar(
source_tag, topn=topn)[0][0] == similar_tag
def is_in_same_cluster(list_of_module_ids):
""" Returns True if every module in the list has the same
assigned cluster """
a = list_of_module_ids[0]
target_cluster = get_cluster_from_TIMID(a)
for module_id in list_of_module_ids[1:]:
cluster = get_cluster_from_TIMID( module_id )
if cluster != target_cluster:
return False
return True
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To assemble the blade
To assemble the blade
When you attach the new blade, make sure the bent parts of the blade are in the direction of
the cutting cover. Make sure that the blade is aligned with the center of the motor shaft. Lock
the blade with a piece of wood. Attach the spring washer and tighten the bolt and washer
with a torque of 23–28 Nm. Turn the blade by hand and make sure that it turns freely. Use
heavy duty gloves. The blade is very sharp and can cut your hands. Start the product to do
a test of the blade. If the blade is not correctly attached then there is vibration in the product
or the cutting result is unsatisfactory.
To replace the blade - LE116
To remove and replace the blade
Lock the blade with a block of wood. Remove the blade bolt. Remove the blade. Examine the
blade support and blade bolt to see if there are damages. Examine the motor shaft to make
sure that it is not bent. When you attach the new blade, point the angled ends of the blade in
the direction of the cutting cover. Make sure that the blade is aligned with the center of the
motor shaft. Lock the blade with a block of wood. Attach the spring washer and tighten the
bolt and washer with a torque of 20 Nm. Pull the blade around by hand and make sure that
it turns freely. Use heavy duty gloves. The blade is very sharp and cuts can easily occur. Start
the product to do a test of the blade. If the blade is not correctly attached, there is vibration
in the product or the cutting result is unsatisfactory.
To replace the blade - LC and LE mowers
To remove and replace the blade
Lock the blade with a block of wood. Remove the blade bolt. Remove the blade. Examine the
blade support and blade bolt to see if there are damages. Examine the motor shaft to make
sure that it is not bent. When you attach the new blade, point the angled ends of the blade
in the direction of the cutting cover. Make sure that the blade is aligned with the center of
the motor shaft. Lock the blade with a block of wood. Attach the spring washer and tighten
the bolt and washer with a torque of 23–28 Nm. Pull the blade around by hand and make
sure that it turns freely. Use heavy duty gloves. The blade is very sharp and cuts can easily
occur. Start the product to do a test of the blade. If the blade is not correctly attached, there is
vibration in the product or the cutting result is unsatisfactory.
To remove and replace the blade
To remove and replace the blade
Lock the blade with a block of wood. Remove the blade bolt. Remove the blade. Examine
the blade support and blade bolt to see if there is damage. Examine the motor shaft to make
sure that it is not bent. When you attach the new blade, point the angled ends of the blade in
the direction of the engine. Make sure that the blade is aligned with the center of the motor
shaft. Lock the blade with a block of wood. Attach the spring washer and tighten the bolt
and washer. See Pull the blade around by hand and make sure that it turns freely. Use heavy
duty gloves. The blade is very sharp and cuts can easily occur. Start the product to do a test
of the blade. If the blade is not correctly attached, there is vibration in the product or the
cutting result is unsatisfactory.
To replace the blade and fan
To replace the blade and fan
Use heavy duty gloves. The blade is very sharp and cuts can easily occur. Prepare the product
for maintenance work, see Hold the fan tightly and turn the blade bolt (A) counterclockwise
to remove it. Remove the blade (B), cutting height spacers (C) and the fan (D). Examine
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the blade bolt and the fan for damages. Put the fan back in its initial position. If you add
cutting height spacers, make sure that the pins are put in the holes on the fan. Attach the
new blade. Make sure that the pins on the fan (E) are put in the holes (F) on the blade. When
you attach the new blade, point the angled ends of the blade in the direction of the ground.
Put the blade bolt through the center hole of the blade (G) and tighten clockwise by hand.
Hold the fan tightly and tighten the blade bolt with a wrench. Pull the blade around by hand
and make sure that it turns freely. Start the product to do a test of the blade. If the blade
is not correctly attached, there is vibration in the product or the cutting result is unsatisfactory.
To replace the blade
To replace the blade
Lock the blade with a block of wood. Remove the blade bolt (A). Remove the blade (B).
Examine the blade support (C) and blade bolt to see if there are damages. Examine the
engine shaft to make sure that it is not bent. When you attach the new blade, make sure
that the angled ends of the blade point in the direction of the cutting cover. Put the friction
washer (D) and the blade against the blade support (C). To put the blade at the center of the
engine shaft, make sure that you can see the blade support marks on each side of the blade.
Lock the blade with a block of wood. Attach the spring washer (E) and tighten the bolt and
washer with a torque of 80 Pull the blade around by hand and make sure it turns freely. Use
protective gloves. The blade is very sharp and cuts can easily occur. Start the product to do a
test of the blade. If the blade is not correctly attached, there is vibration in the product or the
cutting result is unsatisfactory.
To replace the blade
To replace the blade
Lock the blade with a block of wood. Remove the blade bolt, the spring washer and the
blade. Examine the blade support and blade bolt for damages. If you replace the blade or
the blade support, also replace the blade bolt, the spring washer and the friction washer.
Examine the engine shaft to make sure that it is not bent. When you attach the new blade,
make sure that the bent ends point in the direction of the cutting cover. Put the friction
washer and the blade against the blade support. Make sure that the blade aligns with the
center of the engine shaft. Lock the blade with a block of wood. Attach the spring washer
and tighten the bolt with a torque of Pull the blade around by hand and make sure that it
turns freely. Use protective gloves. The blade is very sharp and cuts can easily occur. Start
the product to do a test of the blade. If the blade is not correctly attached, there is vibration
in the product or the cutting result is unsatisfactory.
To replace the blade
To replace the blade
Lock the blade with a block of wood. Remove the blade bolt. Remove the blade. Examine the
blade support and blade bolt to see if there are damages. Examine the engine shaft to make
sure that it is not bent. When you attach the new blade, point the angled ends of the blade in
the direction of the cutting cover. Make sure that the blade is aligned with the center of the
engine shaft. Lock the blade with a block of wood. Attach the spring washer and tighten the
bolt and washer with a torque of Pull the blade around by hand and make sure that it turns
freely. Use heavy duty gloves. The blade is very sharp and cuts can easily occur. Start the
product to do a test of the blade. If the blade is not correctly attached, there is vibration in
the product or the cutting result is unsatisfactory.
To replace the blade
To replace the blade
Use gloves, and/or wind the blade with a heavy cloth, to prevent injury to your hands.
Always remove the battery pack before you do maintenance. Lock the blade with a block of
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wood. Remove the blade bolt. Remove the blade. Examine the blade support and blade bolt
for damage. Examine the motor shaft to make sure that it is not bent. When you attach the
new blade, point the angled ends of the blade in the direction of the cutting cover. Lock the
blade with a block of wood. Attach the spring washer and tighten the bolt and washer with
a torque of 41-60 Nm. Pull the blade around by hand and make sure that it turns freely. Start
the product to do a test of the blade. If the blade is not correctly attached, then the vibration
in the product or the cutting result is unsatisfactory.

8.4

All titles of the 45 modules of cluster 58 in the cosine distance model

To assemble the blade guard, To assemble the blade, To assemble the blade, To assemble the cutting
attachment guard and trimmer head, To assemble the trimmer guard, To assemble the trimmer guard,
To assemble the trimmer guard, To assemble the trimmer guard, To assemble the trimmer guard, To
attach a trimmer head or plastic blade, To attach the cutting attachment guard and trimmer head
(129C,L,LK, To attach the cutting attachment guard and trimmer head (129C,L,LK, To attach the
cutting attachment guard and trimmer head (129C,L,LK, To attach the cutting attachment guard
and trimmer head, To attach the cutting attachment guard and trimmer head, To attach the cutting
attachment guard and trimmer head (Jonsered), To attach the trimmer guard and trimmer head, To
attach the cutting attachment guard and trimmer head (129C) - VERSION 2, To attach the cutting
attachment guard and trimmer head (129C) - VERSION 2, To attach the cutting attachment guard
and trimmer head (129C) - VERSION 2, To attach the cutting attachment guard for the saw blade,
To attach the cutting attachment guard for the trimmer head and grass blade, To attach the cutting
attachment guard, To attach the grass blade and the grass blade guard/combination guard, To attach
the saw blade guard RXT, To attach the saw blade guard FX FXT, To attach the saw blade, To attach the
transport cover, To attach the trimmer guard and trimmer head, To attach trimmer guard/combination
guard, To disassemble the cutting attachment guard and trimmer head, To install a blade guard and
grass blade, To install a blade guard and grass blade WM, To install a blade guard, grass blade and
grass cutter, To install a blade guard, grass blade and grass cutter, To install the 2-teeth blade in
the guard, To install the blade guard, grass blade and grass cutter, To install the blade guard, grass
blade and grass cutter WM, To install the grass blade, To install the protective guard, To install the
saw blade, To install the transport guard, To install the transport guard, To install the trimmer head,
trimmer guard
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