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Abstract 

Operational time is becoming an increasingly important aspect in electronic de-

vices and is also highly relevant in Underwater Acoustic Sensor Networks 

(UWSN). This thesis contains a study which explores what can be done to de-

crease power consumption while maintaining the same functionality of an FPGA 

inside an underwater sensor-node network. A longer operational time means a 

more effective system since reconnaissance is one of UWSN’s area of application. 

The thesis will also cover the implementation of a new sensor-node ‘mode’ which 

will add new features and increase operational time. 

Sammanfattning 

Operativ tid blir en alltmer viktig aspekt för elektroniska enheter och är också 

högst relevant inom området undervattens sensornätverk. Denna rapport innehål-

ler en studie om vad som kan göras för att minska effektförbrukningen medan 

funktionaliteten bibehålls för en FPGA inuti ett undervattens sensornätverk. En 

längre operationstid innebär ett mer effektivt system eftersom detta sensornätverk 

används spaningssyfte med mera. Denna rapport täcker också hur implementat-

ionen till en början av ett nytt ’läge’ som kommer att addera funktioner samt öka 

operativ tid. 
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Notation 

  

Abbrevia-

tion 

Meaning Explanation Context 

SBD SAAB Dynamics The company which 

is the customer for 

the thesis via Com-

bitech. 

SBD is the crea-

tors of the sen-

sor-nodes. 

UAC Underwater 

Acoustic Commu-

nication 

The method of data 

transfer which is used 

in the sensor-nodes. 

The communica-

tion technique 

used to com-

municate be-

tween sensor-

nodes. 

FPGA Field Programma-

ble Gate Array 

A programmable de-

vice which contains 

logic. 

The component 

in the sensor-

node which is un-

der investigation. 

VHDL Very (High speed 

integrated circuit) 

Hardware De-

scription Lan-

guage 

The language used to 

code the FPGA. 

 VHDL is used to 

describe the 

hardware logic 

on the FPGA. 

I/O Input / Output What is sent in and 

out of a system 

The FPGA has 

250 I/O pins. 

UAV Unmanned Aerial 

Vehicle 

An unmanned flying 

drone which the sen-

sor-node may be 

dropped from. 

The sensor-node 

may be dropped 

from an UAV in 

the future ver-

sions. 



 

 

CMOS Complementary 

Metal Oxide Sem-

iconductor 

A form of transistor 

technology. 

A transistor tech-

nology used to 

design logic 

gates inside the 

CLB: s and there-

for the FPGA. 

ADC Analog to Digital 

Converter 

A device used to con-

vert an analog signal 

to a digital one. 

An ADC is con-

nected so that the 

FPGA can inter-

pret the incoming 

data. 

SNR Signal to Noise 

Ratio 

A measurement of 

how strong the signal 

is compared to the 

noise. 

The FPGA calcu-

lates the SNR in 

order to set the 

proper gain. 

RACUN Robot Acoustic 

Communications 

in Underwater 

Networks 

A similar product 

which SBDs sensor-

node is based upon. 

A project which 

SBDs sensor-

nodes has taken 

inspiration from 

NILUS Network Intelli-

gent Underwater 

Sensors 

Another similar pro-

ject made in Norway. 

NILUS is men-

tioned in related 

work since it’s 

like the SBDs 

sensor-nodes. 

ACOMM Acoustic commu-

nication 

A technique used to 

transfer data via 

sound. 

Same as UAC 

expect it’s not al-

ways underwater. 

COTS Commercial of the 

shelf 

A product which can 

be bought from a 

store. 

One of the batter-

ies are bought 

COTS. 

LUT Lookup Table A sort of table which 

is indexed and out-

puts a value. 

The FPGA can 

handle up to 

20800 LUT: s. 



 

 

EEE Energy Efficient 

Ethernet 

A technique used in 

Ethernet communica-

tion to save energy. 

A technique 

which might be 

applicable to the 

FPGA boards 

Ethernet commu-

nication 

EM Electromagnetic A communication 

technique which uses 

electromagnetic 

waves to transfer 

data. 

An alternative to 

UAC, mentioned 

in the theory 

chapter. 

Rx Receiver A device which re-

ceives data. 

The sensor-node 

receives data 

from other sen-

sor-nodes 

Tx Transmitter A device which sends 

data. 

The communica-

tion array is used 

to transmit data 

between nodes 

GPS Global Positioning 

System 

A system for satellite 

navigation which is 

used to track the posi-

tion of devices and 

such. 

A GPS is located 

inside the sensor-

node.  

IMU Inertial Measure-

ment Unit 

An electronic device 

which can measure 

angular rate, mag-

netic fields and force 

and more. 

IMU is used to 

save data such as 

yaw and pitch of 

the sensor-nodes. 

CLB Configurable 

Logic Block 

A building block of 

an FPGA which can 

be configured to fit 

When writing 

VHDL code the 

building blocks 

are configured. 



 

 

the designer’s pur-

pose. 

FIFO First In First Out A queuing system 

frequently used in 

computers. 

FIFOs was used 

to adjust the 

throughput of 

data. 

XPE 

 

Xilinx Power Esti-

mator 

A sort of algorithm 

used to estimate the 

power consumption 

of the configured 

FPGA in side Vi-

vado. 

XPE is used to 

measure the 

power before and 

after applying 

power saving 

methods. 

IP Intellectual Prop-

erty 

Can be software cre-

ated by a company, 

which others can buy 

or use. 

IP blocks are 

used to perform 

certain functions 

such as square 

root. 

FFT Fast Fourier 

Transform 

An algorithm which 

is used to transform 

from time into fre-

quency. 

An FFT is used 

to identify a real 

signal amongst 

noise. 

BRAM Block Random 

Access Memory 

A memory used to 

store data on a chip. 

The FFT utilizes 

a certain number 

of BRAM in im-

plementation. 

 



 

 

DDS  Direct Digital 

Synthesizer 

An IP that sources si-

nusoidal waveforms. 

The Direct Digi-

tal Synthesizer 

(DDS) compiler 

works as a LUT 

 

  



 

 

  



 

1 

 

1  

Introduction 

1.1 Motivation 

SAAB Dynamics (SBD) is developing an underwater sensor-node network 

for research purposes which can be deployed to monitor different sort of ac-

tivities both below and on the water surface. SBD strives for the senor-nodes 

to achieve the longest operational time underwater possible. To acquire a 

longer operational time, a greater knowledge in how to achieve a lower power 

consumption in electronics is required. The motivation for carrying out this 

thesis is to lower the power consumption and yet retain the same functionality 

for the communication between the sensor-nodes to increase a longer opera-

tion time.    

1.2 Purpose 

The purpose with this thesis is to achieve a greater knowledge of the function 

of the underwater communications sensor-nodes that SAAB are using today 

and work together towards optimizing the sensor-nodes to achieve the product 

vision SAAB has. Furthermore, to achieve greater knowledge on the require-

ments for electronics to low energy underwater communications systems.  
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1.3 Problem statements 

The sensor-nodes developed at SAAB was thought to consume more power 

than needed. The FPGA was the component in the sensor-node that consumed 

the most amount of energy while not doing the largest amount of work. The 

questions to be answered in this report are the following: 

• Can the functions of the sensor-nodes be retained while minimizing 

the energy consumed by optimizing the hardware on the FPGA? 

• What can be done to reduce the power consumption of the FPGA and 

sensor-nodes to reach a longer operational time? 

1.4  (Research) Limitations 

There are several ways to reduce the amount of energy consumed for elec-

tronics, it is therefore important to limit the amount of methods which are to 

be applied. In this report, the research will be limited to voltage scaling, shut-

ting down hardware and intelligent clock gating to reduce the energy spent. 

The FPGA is not the only component on the sensor-nodes, so there is more 

than one component which could potentially be focused on, but this thesis will 

mostly focus on the FPGA. 

1.5 Outline of thesis 

This thesis’s outline follows the same order as the execution, meaning it starts 

with the basics and then dives deeper into the various subjects. To better un-

derstand and interpret this thesis, basic knowledge of FPGAs and electronics 

is recommended. The structure is built as followed: 

Chapter 2, Background, consists of the background of the sensor-nodes and 

what it is used for along with related work, both about FPGA power consump-

tion and which projects were used as inspiration to SBDs sensor-nodes.  

In chapter 3, Theory, the basics of underwater communication will be ex-

plained in order to understand how the sensor-nodes send data. After that, the 
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basics of the system will be explained along with a shorter explanation of how 

power consumption is calculated and what it is affected by. When this is done, 

various power saving methods are discussed and the basics of how they work.  

Chapter 4, Methodology, shows the steps taken after reading the theory of the 

sensor-nodes and FPGAs. It starts with how the FPGA was programmed and 

how the testing was performed. The listen mode and its implementation are 

explained along with how the testing was done. The integration between the 

signal energy estimation system and SBD’s system is explained. 

In Chapter 5, Results, the effectiveness of the various power saving methods 

are broken down. It will also discuss the results of the implementation of the 

listen mode and how it affected the system.  

Chapter 6, Discussion, discusses the results and if the methodology was ap-

propriate for a project such as this. It also puts the thesis in a wider perspective. 

Chapter 7, Conclusion, wraps up the results and discusses if the results were 

satisfactory. The impact on the target audience and possible future work 

within the area is mentioned. 

The last chapter is Bibliography.   
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2  

Background 

2.1 Introduction 

At the area of business Dynamics at SAAB, a project has been ongoing for 

about three years where a network of underwater sensor-nodes has been de-

veloped. This network can gather information such as positioning of boats, 

submarines and other objects both under and on the water surface with the aid 

of acoustic waves. The sensor-nodes are portable and can be dropped from 

boats and hopefully in the future, UAVs, helicopters and submarines. The 

sensor-nodes can also communicate with friendly boats, submarines and 

Figure 1: The sensor-node network communicating with various naval vessels 

(Picture by FOI) 
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above surface base stations. Figure 1 illustrates how the sensor-nodes com-

municates between different naval applications.  

The project is mainly a research project whose goal is to extend the knowledge 

within the water of underwater reconnaissance and perhaps develop a product 

which can be produced and sold to military, naval and consumers. An im-

portant goal SAAB wishes to achieve with the nodes is long operational time, 

which means that the sensor-nodes can stay underwater for longer time and 

gather data without being retrieved. This is where this thesis becomes relevant. 

Figure 2 shows a sensor-node prototype and its looks in the current state.  

 

Figure 2: Prototype design of a sensor-node and its communication array 
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A sensor-node consist of different physical parts and software components 

which can be assembled for different configurations. Depending on how the 

sensor-nodes are going be used and which type of trials they are involved in 

decides how they are going to be armed. A complete system consists of five 

sensor-nodes, one gateway node and a land station. As of May 2018, several 

prototypes have been developed, but there is a vision of how the product may 

look like if it gets produced and that is depicted in Fig 3. The nodes are fre-

quently being updated and developed. 

 

  

Figure 3: The sensor-node product vision 
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2.2 Related work 

One study similar to the project developed at SAAB dynamics, is an under-

water acoustic sensor network demonstrator system developed by the Norwe-

gian Defense Research Establishment called NILUS (Network Intelligent Un-

derwater Sensors). The system consists of small sensor-nodes which weighs 

around 60 kg and are designed to be able to detect passing targets with the aid 

of passive acoustic sensors and magnetic sensors and local autonomous signal 

processing [1].  

Another project like SBDs sensor-nodes is the RACUN project which is a 

collaborative R&D initiate started to know more about underwater and coastal 

monitoring. The RACUN project is a collaboration between several countries 

and the sensor-nodes made by SBD has taken inspiration from, amongst oth-

ers, the RACUN project. SBDs sensor node is a continuation of the RACUN 

project which mainly focused on the communication between the nodes. [2].  

In the research area of power consumption reduction in FPGAs, there has been 

studies such Steve Bard’s et al paper called “Reducing power consumption in 

FPGAs by pipelining”. In this paper, several different FPGA designs where 

measured before and after applying pipelining which showed to reduce dy-

namic switching by nearly a third and decrease power consumption by 44 to 

83 %. The pipeline approach comes with a trade off concerning area versus 

an increase in system complexity [3]. 

When looking into different ways to decrease the energy spent by the FPGA 

and other components inside the sensor-node several different sources could 

be found which researched specific methods, but one containing many meth-

ods was harder to find. This made looking for information a bit more tedious, 

however there are much research about reduction of power in circuits. Alt-

hough some of these researches are not so applicable in FPGA: s. 
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3  

Theory 

3.1 Introduction 

This chapter will give the reader a better understanding on subjects related to 

this thesis to make it simpler to follow and understand the modifications ap-

plied to this project. The chapter will begin with different types of underwater 

communication and the limitations that exist underwater, followed with sen-

sor-node overview and different techniques on how to reduce energy con-

sumption on FPGA circuits. It will also discuss the different components 

within the sensor-node and go into detail on some of them. 

3.2 Underwater communication techniques 

There are different techniques regarding underwater communication, some 

work better than others depending on the application and what it should be 

able to handle when it comes to data transfer and size. There are a lot of factors 

that affects underwater communication in negative ways, some of these are 

signal attenuation, multi-path propagation and time variations in the channels 

and more [4].  

Acoustic communication 

Acoustic communication (ACOMM) is a method on how to communicate un-

derwater through acoustic sound waves. Underwater acoustic communication 

(UAC) is the most used underwater communication technique due to its low 

signal attenuation in the water.  The most common way to use ACOMM is by 
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using hydrophones. Hydrophones are microphones that are designed to be ap-

plied underwater for listening and recording underwater sounds. If several hy-

drophones are placed as an array, they can be used to add signals from the 

direction that the array is pointing, while subtracting signals from other direc-

tions. 

Some severe limiting factors for ACOMM is the slow speed of acoustics in 

water which is about 1500 m/s and the low data rate due to acoustic waves [4]. 

Electromagnetic waves 

Compared with ACOMM, electromagnetic waves (EM) in radio frequency 

bands has higher speeds and higher operating frequency which leads to higher 

bandwidth. Although, in water, EM waves does not work well due to the con-

ducting nature of the medium. Since the medium is not the same in freshwater 

and seawater, EM works differently depending on the water medium. An EM 

implementation is attractive when it comes to using it as a communication 

carrier in freshwater. However, the greatest problem with using EM comes 

with the size of the antenna in an EM transmitter. One would need a couple 

of meters for a 50 MHz EM antenna which makes it unpractical when size of 

the product is important. Using EM in seawater is difficult due high signal 

attenuation [4]. 

Free-space optical waves 

Using optical waves for communication can be a great choice when it comes 

to high data rates since it potentially can exceed 1 Gbps.  However, like the 

other mentioned communication methods, optical communication behaves 

differently in water as well.  The greatest problem that occurs when using 

optical signals in water is that the signals rapidly gets absorbed in water and 

that optical scattering occurs by suspending particles and planktons. Ambient 

light from the surface may also affect the optical communication in a negative 

way. 
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3.3 Sensor-node system overview 

This part of the thesis will shortly describe the different subsystem inside the 

sensor-node. The sensor-node as a system includes many different parts and 

sometimes complex engineering. Figure 4 shows the system and its compo-

nents without going into too much detail. 

 

Figure 4: System overview 

One of five nodes in a sensor-node system is connected to a Gateway-buoy. 

This is used to communicate to off-shore computers via Wi-Fi-radio.  
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The “wake-up µC” block in Fig 4 is a microcontroller which controls power 

to the other system and is used to wake the node from standby. 

The communications array, see Fig 5, is used for acoustic communication be-

tween the sensor-nodes. The transmitter in the communications array (Comm-

array) sends out a loud signal, which is received using the Comm-array on 

another sensor-node. The sensor-nodes also have a few more sensors which 

includes Inertial Measurement Unit (IMU) and GPS (Global Positioning Sys-

tem) which is used to locate the node and save data such as pitch and yaw. 

Figure 5: Communication array 
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The High Frequency (HF) projector is used if the desired throughput is high 

and the distance between the nodes is not too great. The opposite is true for 

the Low Frequency (LF) projector and hydrophone. 

The three hydrophones positioned in a triangle on top of the sensor-node is 

called the sensor array. Figure 6 shows the basic construction, how they look 

along with the communications array can be seen in Fig 2. A lowpass filter is 

also implemented to remove higher frequencies.  

 

Figure 6: Principle of sensor array 

The node also contains other sensors such as an accelerometer and gyroscope 

along with a magnetic compass. A pressure sensor is added to be able to meas-

ure the actual depth and to detect targets at short distances. 
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The sound electronics part contains the analog-to-digital converter and a gain 

controller with different gain levels of the receivers and transmitters.  

The low power computer (FPGA) is used to process signals and communicate 

with the main computer, which seems like a small part of the system but for 

some reason, this is one of the most power consuming subsystems compared 

to the main computer and microcontroller. The main computer is a Conga-

QMX6, running Linux. The communication between the FPGA and main 

computer is done via Ethernet. The pie chart in Fig 7 shows how many per-

centages of the power the subsystem consumes. 

 

Figure 7: Component power percentages 

The FPGA consumes 150 mA, main computer 120 mA and the microcontrol-

ler 43 mA in the current prototype. The power supply to all the subsystems is 

done from the DC/DC converter, made in-house by Combitech/SAAB. The 

energy comes from a battery which powers everything in the sensor-node.  

The clock used is a 50 MHz atom clock called SA.45s. This clock was picked 

for its extreme accuracy and low drift. Drift becomes a problem with nodes 

that have been laying underwater for a longer time. It also has a relatively low 

power consumption which is bonus. A disadvantage with the atom clock is its 

high cost [5].  

FPGA; 48%

MC; 38%

µC; 14%
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3.4 Power consumption in general 

There are different sources of power consumption in a circuit. The two men-

tioned the most frequently are usually static and dynamic power consumption. 

Static power consumption come from leakage currents in transistors. This sort 

of consumption has been known to increase with the decrease in size of to-

day’s transistors. Dynamic power consumption is affected by signal transi-

tions, which in turn is affected by the clock speeds and capacitances in the 

circuit. In CMOS technology there also exists a short current which affects 

power consumption that occurs when both PMOS and NMOS are turned on 

at the same time which happens while a signal transitions from high to low 

and vice versa [6]. The following equations are used when calculating the 

different power sources: 

𝑃𝑠𝑤𝑖𝑡𝑐ℎ𝑖𝑛𝑔 = 𝑎𝐶𝐿𝑉𝐷𝐷
2 𝑓 

 

 (1) 

Where CL is the capacitance of the circuit, and α is the switching activity. 

 

𝑃𝑠𝑡𝑎𝑡𝑖𝑐 = 𝐼𝑙𝑒𝑎𝑘𝑎𝑔𝑒𝑉𝐷𝐷 

 

 (2) 

Equation (2) shows how to calculate static power consumption. 

𝑃𝑠𝑐 = 𝐼𝑠𝑐𝑉𝐷𝐷 

 

(3) 

Equation (3) is the same as (2) except the current is the one which is generated 

when the devices are short circuited, instead of using the leakage current. 

 

𝑃𝑎𝑣𝑔 = 𝑃𝑠𝑤𝑖𝑡𝑐ℎ𝑖𝑛𝑔 + 𝑃𝑠𝑡𝑎𝑡𝑖𝑐 + 𝑃𝑠𝑐     (4) 



 

16 

 

 

The average power consumption is calculated by adding these different power 

sources together. The static power consumption is not easily reduced in the 

field of FPGAs. What can be done is to simply reduce the amount of logic 

used to reduce the leakage currents [7].  

3.5 FPGA power consumption  

When talking about power consumption within the area of FPGAs, there are 

many specifics that could be mentioned. Some of these are how modes are 

configured, which means when for example the device is not used, its mode 

is automatically set to idle and when an I/O port senses incoming data, the 

device is set to active. This can be very effective when trying to achieve longer 

battery time and device lifetime. 

Inrush current is also prominent when a device is often taken in and out of 

active mode. This current is generated when several components on the FPGA 

is booted at the same time which results in a spike of high current. This current 

spike is only active during a very short amount of time but is, relatively to the 

average current drawn, very high. This can be adjusted by implementing 

on/off sequencing. 

A good concept to stick to when configuring an FPGA is turning off the parts 

of the FPGA that is not in use to save power. This will all be discussed in 

further detail later in this thesis. 

3.6 Power saving methods 

This section will describe different power saving methods which may be im-

plemented during this thesis. Even if they are chosen to not be implemented, 

they still needed to be researched to find out their effectiveness. 
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Voltage scaling 

Voltage scaling is a power saving method which could be very effective if 

used properly. The concept of it is very simple; reduce the voltage of the com-

ponents in the non-critical paths so that the delays match that of the critical 

path. Voltage scaling may not be applicable on certain FPGAs, since the volt-

age of the rails inside the FPGA cannot be controlled from the outside. 

Reducing the power supply voltage may result in a big decrease in power 

consumption, which can be seen in Eq (1). For example, using equation (1), 

reducing the power supply voltage from 3.3 V to 2.0 V will result in a 63.4 % 

decrease in power consumption. This means if, for example, a 200 mAh bat-

tery is connected to a circuit the battery life may go from 25.6 to 70 hours. 

This can be a very powerful method if the power supply voltage change can 

be applied to large parts of a system instead of smaller blocks [8]. 

Equation 5 is used to calculate the voltage before and after scaling. 

 

𝑡𝑛𝑒𝑤

𝑡𝑜𝑙𝑑
=

𝑉𝑛𝑒𝑤

(𝑉𝑛𝑒𝑤 − 𝑉𝑇)2
∙

(𝑉𝑜𝑙𝑑 − 𝑉𝑇)2

𝑉𝑜𝑙𝑑
 

(5) 

  

Equation 6 is used to calculate the new dynamic power consumption 

𝑃𝑛𝑒𝑤 = 𝑃𝑐𝑜𝑚𝑝𝑜𝑛𝑒𝑛𝑡𝑠 ∗ (
𝑉𝑛𝑒𝑤

𝑉𝑜𝑙𝑑
)

2

 
(6) 

 

Example on voltage scaling 

Figure 8 shows some components and their respective delays. If all the com-

ponents are assumed to be connected to a power supply of 3.3 V and should 

operate at a frequency of 100 MHz with a threshold voltage of 0.4 V. The 

dynamic power of a single flip-flop is assumed to be 1.0 mW. The old power 
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consumption is 10 mW. The new power consumption may be calculated using 

Eq 6. 

 

Figure 8: Example circuit for voltage scaling 

 

Path A has a propagation delay of 11 ns which means that it is slower than the 

given requirement, and therefore needs an increase in voltage in its compo-

nents. Using Eq 5, a cfalculated voltage of 1.59 V is needed to achieve tnew 

equal to 10 ns.  

𝑃𝐴 = (4 ∗ 1.0 ∗ 10−3) ∗ (
1.59

1.5
)

2

=  4.49 𝑚𝑊 
 

 

Path B has a propagation delay of 6 ns which means that the voltage can be 

scaled down and therefore save power. Using Eq 5, Vnew can be calculated to 

1.14 V, instead of the old 1.5 V. 

𝑃𝐴 = (3 ∗ 1.0 ∗ 10−3) ∗ (
1.14

1.5
)

2

=  1.73 𝑚𝑊 
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Path C is the same as path B except for the propagation delay being 7 ns in-

stead of 6 ns. Vnew is calculated to be 1.23 V.  

𝑃𝐴 = (3 ∗ 1.0 ∗ 10−3) ∗ (
1.23

1.5
)

2

=  2.0 𝑚𝑊 

 

 

The new power consumption is: 

𝑃𝑛𝑒𝑤 = 𝑃𝐴 + 𝑃𝐵 + 𝑃𝐶 = 8.22 𝑚𝑊 

 

This translates to a power saving of 17.7% which may, in the application of 

underwater sensor-nodes be the difference between hours or days in battery 

time. 

Lower power consumption also means that the device stays cooler which can 

be the difference between passive and active cooling. This in turn, means 

cheaper manufacturing costs since less components are to be added. 

 

Intelligent clock gating 

Xilinx’s software comes with several features that can help with power con-

sumption reduction. Intelligent clock gating is one feature that contribute to 

lower power consumption. It runs a set of algorithms on the design that can 

detect unnecessary switching and prevent it. Unnecessary switching of parts 

of the design that do not contribute to the systems output result for that clock 

cycle is prevented [9]. By preventing logic toggling during clock cycles when 

it does not contribute, reduces the dynamic power consumption and the total 

power consumed by the design by reducing the switching activity α from Eq 

(1).   
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Intelligent clock gating controls clock enable signals in slices to minimize 

switching activity and does not affect the pre-existing logic, although, more 

logic is added to the design [10].    

 

Algorithm level 

Another way of increasing efficiency and reducing power consumption is to 

analyze the used algorithms and perhaps replace or alter them. This requires 

a high amount of knowledge of details in the system and its behavior to change 

and may therefore not be a viable option. How much power this saves depends 

entirely on what the FPGA is used for and the algorithms and functions im-

plemented on it.  

If for example, the FPGA is used to calculate equations or algorithms, power 

may be saved when changing algorithms to either a faster one so that the 

FPGA does not need to be activated for so long, or simply a more efficient 

one. 

For example, in Viktor K.Prasanna’s study called “Energy-Efficient Compu-

tations on FPGAs”, a 57-78 % improvement in energy performance can be 

seen for a FFT kernel, when optimizing on an algorithmic level [11].  
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Resource sharing 

To reduce the amount of logic needed to perform a certain task, some logic 

can use the same resources. For example; 

Figure 9: Code snippet with redundant logic 

A simple example of how extra logic is added can be seen in Fig 9. This code 

adds an extra multiplexer which will in turn consume more power. If this is 

done frequently, it will result in more components and therefore an increased 

power consumption. 

Figure 10 shows how Fig 9 could be rewritten so that is uses the same multi-

plexer for two different tasks. 

Figure 10: Code snippet which shares resources 

always @ (in1 or in2 or sel) 

if (sel) begin 

    out1 = in1 + in2; 

else 

    out1 = 4’b0;  

always @ (in3 or in4 or sel) 

if (sel) begin 

    out2 = in3 + in4; 

else 

    out1 = 4’b0; 

 

always @ (in1 or in2 or in3 or in4 or sel) 

if (sel) begin 

    out1 = in1 + in2; 

    out2 = 4’b0; 

end else begin 

     out1 = 4’b0; 

     out2 = in3 + in4; 
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There is also an option in synthesis in Vivado to enable resource sharing. This 

option reuses available logic which means that the amount of logic used in 

implementation is reduced. 

Energy Efficient Ethernet 

Energy Efficient Ethernet (EEE) was introduced in 2010 after a task force 

within the Institute of Electrical and Electronics Engineers (IEEE) was gath-

ered to decrease the amount of energy spent when transmitting and receiving 

data using Ethernet. The estimation was that energy savings could, in the US 

alone save up to 5 TWh per year [12]. 

The idea is to lower the transmission speeds while the utilization on the trans-

fer cable is low, meaning the link is idling during certain periods which saves 

power. The data is often sent in bursts since, for instance, when a user clicks 

on a link a certain amount of resources needs to be loaded at once. When all 

the resources have been loaded, the link may go back into a power saving 

mode [13]. 

 

Cooling 

Reducing the device’s temperature has an impact on static power consump-

tion. Designing electronics made for underwater applications may introduce 

some complications that may not be a problem for above surface applications. 

For instance, space is very limited since the sensor-nodes may be deployed by 

submarines which have certain width requirements for projecting equipment.  

Cooling the electronics with fans is not possible since the nodes are airtight 

which means the air that is in the node remains in the node. The sensor may 

be cooled by the colder water around it which might keep it from overheating.  

Static power consumption represents a low percentage of the overall power 

consumption which means it would not have a huge effect in the battery life 

of the sensor-node. 



 

23 

 

Shutting down hardware 

Shutting down hardware parts during periods of inactivity is one method to 

reduce power consumption. It could be by turning down computational parts, 

communication interfaces, input/output pins or other hardware that are not 

required to be active during certain periods, which would consume unneces-

sary power from the battery. This could be combined which the previous sec-

tion in the thesis, which mentioned EEE which implements burst mode trans-

mission. The RAM could for example be shut down while a buffer is filled 

with data and then inputted when the buffer has been filled.  

Shutting down hardware could be done by disabling the clock or in some cases 

shutting off the power supply. There are several approaches on how and when 

shutdown of hardware can be done efficiently, and methods affects the system 

differently in both positive and negative ways, depending on how it is used. 

Not all FGPAs have control over the power supplied to other parts of the cir-

cuit [14]. 
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General advice  

Xilinx has made a white paper which describes tips and techniques when de-

signing a system for low power applications. Some have already been dis-

cussed previously but some of the others include:  

• Using a single FPGA instead of multiple ones. 

• Use low voltage/leakage devices. 

▪ Some devices can be run with a lower core voltage which 

means will have a large impact on power consumption. Lower 

leakage devices are often more expensive but can be used in 

several different speed grades and temperatures [15]. 

• Selecting the best device for the application. 

▪ This is the most obvious advice, it is unnecessary to use an 

FPGA with much more logic and I/O than needed for the de-

signer’s project. 

Vivado settings and tips 

There are several settings implemented in Vivado which affects power con-

sumption, some are more effective while others depend heavily on what sort 

of system is running on it[16]. Some of these settings are described below: 

• Disabling block RAM when not in use. 

• Using the lowest VCCAUX possible. 

▪ This will decrease both static and dynamic power consump-

tion. 

• IODELAY 

▪ There exists a possibility to disable high performance mode 

which increases output jitter but decreases power consump-

tion. 

• IBUF_LOW_PWR 

▪ Sets the buffer in low power mode and allows an optional 

trade-off between performance and power. 
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• Use the lowest slew rate 

▪ Slew rate is the maximum voltage change per unit in a node. 

Lowering this will result in a slightly slower change from for 

example a logical ‘0’ to ‘1’. 

• Logic sharing and pipelining 

3.7 FPGA overview 

The FPGA is only a part of the larger system that is the underwater sensor-

nodes. The main task of the FPGA and low power computer is to process the 

received and transmitted acoustic signals that are sent from and to the nodes. 

It controls the gain of the acoustic signals and computes other things such as 

SNR of the received signals. The actual specifications and details can be seen 

in section [3.10]. 

Figure 11 shows most of the signals to and from the FPGA. The sensor-array 

is three hydrophones, which sits on top of the sensor-node and listens to 

nearby traffic of boats and similar traffic under water and is configured to LF 

only. The communication array (Comm Array) is used to transmit data be-

tween the nodes using both LF and HF acoustic data transmission. 
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There are several other bigger components in use such as the main computer. 

In this thesis however, the FPGA is mostly in focus.  

Figure 12 shows the Artix-7 FPGA along with its breakout board and the I/O 

banks. The board is about 12x12 cm in width and height. This evaluation 

board is only used in the lab to test out various applications.  

 

Figure 11: FPGA I/O overview 
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Figure 12: The FPGA with its breakout board 

In SBD’s sensor-node however, the breakout board for the FPGA is not used 

since the size meant complications regarding area requirements. The evalua-

tion board is used in a lot of measurements in this thesis since it was difficult 

to get hands on an actual sensor-node prototype.  
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3.8 Sensor-node modes 

The whole system operates in different modes. A mode implies a state in 

which the system operates in a certain way, example as a transmitting state 

and an idle state. In the system provided from SAAB Dynamics, there are 

mainly two modes which the system can be operating in which currently are 

“standby” and “active” mode, see the lined bubbles and arrows in Fig 13. 

There is a third option which is not yet implemented which is a “listen” mode, 

whose purpose is to listen for a signal distinguished from the noise and turn 

off parts of the system that does not need to be active during this time which 

could increase the operational time. In Error! Reference source not found., 

the dotted lines and circles shows an idea of how the listen mode would be 

placed in the system. Additional explanation of the different modes is de-

scribed further below.   

 

 

 

Figure 13: Mode state diagram 
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Standby mode  

Standby mode is the mode in which the node is put into which consumes the 

least amount of power. In standby mode there are only four subsystems which 

remains activated. These four are always on and include: HF Rx gain, LF Rx 

gain, atomic clock and the wake-up circuit. 

The node goes from standby mode into active mode when a signal is sent from 

a user from an above land station. The option to put the node into listen mode 

from standby may also be implemented.  

Active mode 

There are three different sub modes within active mode; receive, analyze and 

transmit.  

• In transmit mode the com-array is used to send data via acoustics from 

one node to another. Active transmit mode consumes the highest 

amount of power since the signal needs to be generated from the com-

array which has a high power consumption of about 300 W. The node 

does not need to be in this mode for a very long time.  

• In receive mode the nodes are listening using the three hydrophones 

for various activities. The data from the hydrophones is saved onto an 

SSD. 

• Analyze mode works the same way as the receive mode, except the 

data which is saved is also analyzed before doing so. 

Listen mode 

When the device has come out of standby the idea is to set it into either listen 

mode or active mode. When in listen mode, the sensor-nodes are passive and 

listens to its surroundings which means it has three hydrophones activated 

along with gain controller, A/D converters and filters.  

The idea is to only have the blocks needed to listen to and save the current 

incoming sensor data and switch to active mode when a certain energy level 

of the incoming signal is reached. This mode may potentially save power by 
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disabling the SDRAM and Ethernet on the FPGA. The listen mode is intended 

to consume the second lowest amount of power. The main computer is not 

needed when only listening which means it may also be disabled. 

Figure 14 shows a time diagram of how much time that is thought to be spent 

in the respective modes for this prototype. For example, if the battery life of 

a node is 14 days, then 7 days are spent in standby, ~4.9 days are spent in 

listen mode and only about 0.3 days are spent in active transmit. Since 35% 

of the time is spent in listen mode, a considerable amount of energy can be 

saved by reducing the power consumption in that mode. 

 

3.9 FPGA specifications 

The FPGA used in the project is a Xilinx Artix-7 XC7A35T-1 which is placed 

on a ZestET2-NJ board made by Orange Tree Technologies [17]. This board 

features gigabit Ethernet communication and several other features. The 

Artix-7 has more than 33000 logic cells, 1.8 Mb of Block RAM and 90 DSP 

slices. It also features 512 MB DDR3 SDRAM with a frequency of 400 MHz. 

The Artix-7 consumes half of the power of the previous generation Xilinx 

FPGAs, which means that designers can utilize twice the logic without in-

creasing power consumption [17]. 

Standby; 50%

Listen; 35%

Transmit; 2%
Receive; 3%

Analyze; 10%

Figure 14: Mode time distribution 
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The programmable logic blocks in an FPGA are called CLBs (Configurable 

Logic blocks) and allows the user to implement almost any logical function 

placed on the FPGA [18]. 

 

Speed grade 

The speed grade is an important setting when configuring the FPGA. The 

Artix-7 FPGA comes with five different speed grades; -3, -2, -1, -1LI and -

2LE. -1LI is operated at 0.95 V, while –2LE can operate at 0.9 V lower core 

voltages which means lower dynamic- and static power consumption. The 

other three are operating at 1.0 V [19]. 

The Artix-7 used in this thesis is the XC7A35T-1 which can be set up to op-

erate at any of the mentioned speed grades. While the operating voltage is 

decreased by 10%, the actual throughput is not affected. The speed grade the 

FPGA is shipped with is indicated on the FPGA chip. The one used in this 

thesis has a speed grade -1, but a hypothetical change to -2LE will be used in 

analysis later. The different temperature ranges and their respective core volt-

ages can be seen in Table 1 [20] [21].  

 

Table 1: Speed grades statistics 

 Temperature 

range 

Speed grade Core voltage 

Commercial 0ºC to 85ºC -1, -2 1 V 

Extended 0ºC to 100ºC -2LE 0.9 V 

Industrial -40ºC to 100º -1LI 0.95 V 

3.10 Replacing FPGA 

Replacing the FPGA with another which is less power consuming may be a 

viable option. This may be one of the most obvious ways of reducing power 
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consumption. An FPGA with more control over the power supply to, for ex-

ample, SRAM and Ethernet jack would mean that it is easier to power down 

hardware which may not be needed for a certain application.  

This Artix-7 FPGA is however Xilinx’s most power efficient FPGA in the 28 

nm process. There is also the “UltraScale” product line which comes in 20 

and 16 nm. The latest generation, Virtex UltraScale+ has a 60 % lower power 

vs 7-series FPGAs. There is a considerable price difference between these 

FGPAs, the latter being more expensive [22].  

However, changing the FPGA does not prove anything of academic use which 

is why this option is not explored further in this thesis. 

3.11 Power supply 

Besides increasing efficiency of the components or replacing them, there is 

basically only one other thing to do if a device needs longer battery life. That 

is of course to change to a battery that can hold a higher capacity. In this pro-

ject, there are mainly two different kinds of batteries. The primary battery is 

a pack of lithium batteries which together adds up to ~100 Ah. This battery 

pack is not rechargeable which means that they are expensive to use, espe-

cially in research and development. In the prototype which was used, a calcu-

lated operational time was around 11 days.  

The secondary battery used in testing is rechargeable and is ~20 Ah which 

means about a fifth of the battery life compared to the other battery. This 

product is COTS and not unique to this project.  

Both batteries have an output voltage of ~24 V which means that voltage reg-

ulators are needed to step down the voltage. A DC/DC board has been made 

and is added to the sensor-node to accommodate the different voltage levels 

throughout the system. 
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These batteries are rather big and takes up a large part of the inside of the 

sensor-node. Area is an issue here so the possibility to add a larger battery is 

not possible.  

3.12 Software used 

The software used to write the HDL code was Vivado Design Suite 

2017.4/2018.1 by Xilinx. The software is free to download and includes basi-

cally all the features needed to realize a system. It has everything from syn-

thesizing HDL code to generation of bit files which are used to program the 

code onto the flash memory of the FPGA. The software can also be purchased 

which enable others features, which is not needed in this project. 

There is also a big library of Intellectual Property (IP) which can be added for 

free along with the ability to simulate and many other features. There is also 

a good tool for power estimation called Vivado power Estimator (VPE) which 

can be effective when trying different power saving methods and their effec-

tiveness. MATLAB is used for testing some parts of the system in detail. 

3.13 Conclusions 

There are several ways to reduce power consumption in a circuit. The FPGA 

used for the project may however not be suitable for some of the methods 

mentioned. Some methods may not be suitable for FPGAs and are more fre-

quently used in ASIC designs where there is more freedom for the designer. 

The listen mode may be a good way to increase operational time and usability 

of the sensor-nodes. 
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4  

Methodology 

4.1 Introduction  

Low power consumption has been an increasingly more interesting subject 

when it comes to integrated circuits and all sorts of electronics. The reduction 

of power consumption in FPGAs has been researched earlier, but which steps 

can be taken to each designer’s system to save energy and therefore battery 

time? 

The method chapter will discuss the various steps taken when researching and 

implementing some of the mentioned power saving methods from Chapter 3. 

It will also show how these methods were tested along with deeper dives into 

certain areas of the implementation. 

4.2 Pre-study 

When researching the topic of power consumption in FPGAs and other cir-

cuits, many different sources and methods were found so not all of them could 

be implemented. A lot of the information was taken from an internal website 

which contained much of the information about the different subsystems. A 

few weeks of pre-study about FPGAs and underwater network systems were 

conducted to achieve a greater understanding of the area. 
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4.3 Implementation 

This part of the thesis will describe the steps taken when performing the actual 

implementation. The implementation in this case will include implementing 

the power savings methods or just researching them, creating the signal en-

ergy estimation system used in the listen mode and integrating it with SBDs 

system. 

Programming the FPGA 

Programming the FPGA was done using the Ethernet jack from a laptop. Or-

ange Tree Technologies provided software which could be used to upload a 

bitstream file to its flash memory. There were some issues finding the FPGA 

over Ethernet in the beginning since the laptop had a different IP address from 

the FPGA which made the laptop unable to find the FPGA. After changing 

the IP address on the laptop to match the FPGAs IP address, the uploading of 

bit files could be done properly. The ZestET2-BRK board required a 12 V 

power supply connected to start properly. 

To confirm that the uploading of bit files worked as intended, a simple test 

program was written. The test program outputted “1” or “0” on some of the 

I/O pin that had been implemented in the test code, which could be confirmed 

with use of a multimeter that measured the output voltage of the chosen I/O 

pins.  

While trying to get comfortable with the FPGA, some experiments were made 

to see how the power consumption changed with different bit files. The FPGA 

evaluation kit came with some example programs which the FPGA could be 

programmed with. 

Testing power saving methods 

Some of the previously mentioned power saving methods required little time 

to test. Some of the Vivado settings were tested using VPE and a “before and 

after” approach. The effectiveness of these methods is discussed more later. 
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Testing the existing code from SAAB dynamics 

After getting the communication between the FPGA and laptop working, the 

system code for the FPGA provided from SAAB dynamics could start to be 

analyzed. The first thing to do was to acquire knowledge of how high the 

power consumption was for the FPGA with the provided code for the system.  

The power consumption was analyzed in two ways. The first one was with the 

power estimation tools provided in Vivado which could demonstrate a power 

report for the dynamic and static power consumption for the whole system 

and show the power consumption for the different parts.  The second meas-

urement was with a multimeter in series with the power supply and the 

ZestET2-NJ breakout board to acquire the current consumption for the system.  

The difference between the two are that the real-life measurement measured 

the FPGA along with the ZestET2 breakout board whilst Xilinx Power Esti-

mator (XPE) only measure the FPGA and its I/O’s. 

Vivado power report 

From Vivado’s power report it was possible to see the power consumption for 

different parts of the system. For example, the power consumption of the logic, 

clocks, BRAM et cetera, see Fig 15. The input and output pins stand for a high 

percentage of the power consumption. Digging more into why the I/O’s con-

sumed so much power it showed that the pins going to the DDR3 SDRAM 

had a very high switching activity which meant high power consumption. 

The DDR3 pins stood for 17% of the total 32% for the power consumption of 

the I/O’s which can be seen in Fig 15, which equals 0.167 W. The reason for 

this is the high switching rate on the in- and outputs of the SDRAM. A possi-

ble solution for this might be to disable the SDRAM when not in use. 
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Figure 15: Power report from Vivado 
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Measure power consumption physically  

The ZestET2-BRK board consumed 0.29 A at 12 V with the original code 

from SAAB dynamics and with Ethernet cable plugged in. Some tests were 

performed on disabling the Ethernet which can be seen in Table 2. 

By disconnecting the Ethernet when in a certain mode when no data needs to 

be transmitted from the FPGA was believed to be a good approach for de-

creasing the power consumption for the system and could be implemented in 

the listen mode. 

Although, while searching on how to disconnect the Ethernet internally in the 

ZestET2-NJ manual, it was discovered that it was not possible from within 

the FPGA, since the power to the Ethernet switch is powered by an ASIC 

whose power supply cannot be controlled from the FPGA. 

The only way to shut down the Ethernet jack was found to be physically dis-

connect the Ethernet cable or turn off the power for the whole board, which is 

not a proper approach for this case since the system is controlled remotely. 

However, it was found that there was a way to trick the ZestET2-BRK board 

that the Ethernet cable was disconnected.  By using an Ethernet switch that 

could be turned on and off, a disconnection of the cable could be simulated. 

As it turns out, SBD already had an Ethernet switch that they could control 

from a microcontroller.  

Vivado power estimator and real-life measurements 

As previously mentioned, Vivado has a built-in power estimation feature 

(XPE) which estimates the FPGA power consumption by analyzing the logic, 

switching and more. Using the examples given with the FPGA evaluation kit 

from Orange Tree Technologies, which uses different parts of the FPGA and 

the components on the board, a comparison is done between XPE and real-

life measurements. There are 20800 available LUTs and 41600 FFs. The dif-

ference between XPE and real-life measurements is that the XPE only meas-
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ure the power which the FPGA uses whereas the real-life measurement in-

cludes the whole ZestET2 breakout board which include more circuits and 

logic. The ZestET2 came with a few example projects which could be used to 

test different applications which the board could be used for. The first four 

examples below came with the board and the fifth was a basic test created to 

test the functionality of the FPGA. 

• Example 1: 16 Bit SRAM mode TCP/IP transfers 

• Example 2: Example 1 + DDR3 SDRAM 

• Example 3: FIFO mode UDP transfers 

• Example 4: Direct mode and Auto-open 

• Example 5: Test with no logic, outputs a 1 

Table 2: Example programs power consumptions 

Example FPGA 

Power 

[W] 

Power to 

off-chip de-

vices 

[W] 

Current[A] 

Ethernet 

ON 

Current[A] 

Ethernet 

OFF 

Utilization 

[%] 

FF        LUT 

1 0.204 0.011 0.21 0.18 0.43 1.3 

2 0.750 0.543 0.27 0.24 12.89 30.11 

3 0.197 0.011 0.20 0.17 0.59 1.28 

4 0.193 0.011 0.21 0.18 0.08 0.01 

5 0.068 0 0.18 0.15 0 0 

 

One conclusion that can be drawn from looking at Table 2 are when the Ether-

net cable is disconnected 30 mA less is drawn which will have an impact on 

battery life. There also seems to be a minimum current of 0.15 A at 12 V when 

the FPGA is loaded with almost no logic. As can be seen in example 2 from 
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Table2, the DDR3 SDRAM seems to use a lot of switching and logic to oper-

ate from the FPGA, if this was to be disabled, the power consumption would 

go down quite drastically, especially in combination with disabling the Ether-

net jack. From these tests it seemed like a reasonable approach to go with and 

implement in the listen mode. A logical conclusion is also that the power con-

sumption increases with added logic.  

4.4 Implementation of listen mode 

The listen mode is a complement for standby and active mode. This mode is 

a middle-ground between the two which means it has more functionality than 

the standby mode while consuming less power than the active mode.  

This section will describe how the signal magnitude estimation was performed 

in VHDL and tested in both MATLAB and Vivado. 

 

Figure 16: FPGA system in active mode 

In active mode, see Fig 16, the system inside the FPGA continuously packs 

data and saves it in the SDRAM before sending the data to the Main computer 

over the ethernet cable. The dotted lines mean that there are other logic blocks 

before reaching the SDRAM that was decided not to be in the picture due to 

their lesser importance.  
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Figure 17: FPGA system in listen mode 

The idea with listen mode is to add a control block between the acoustic 

stream packagers and the SDRAM which controls their respective enable sig-

nals, see fig 17. When the enable signals are zero, the acoustic stream pack-

agers and SDRAM are disabled, which prevents them from switching and 

therefore saving power.  

The system is supposed to change state when a signal above sea-level noise 

has been differentiated. A Fast Fourier Transform (FFT) seemed like a good 

way to implement this functionality since it makes differentiating signals from 

noise simple.   
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Testing FFT in MATLAB 

In Fig 18 the input and output of an FFT is shown. The input in this case is a 

120 Hz sine wave with an amplitude of 1. An FFT is used to transform a signal 

from the time domain into the frequency domain. In the frequency domain the 

signal and its amplitude can be retrieved. In this example, a signal can be seen 

to have an amplitude of 1 at 120 Hz.  

Figure 19 shows the same signal with noise added with the randn function in 

MATLAB. Here it is difficult to see the frequency of the input signal along 

with its amplitude. After running the signal through an FFT, the outcome is 

very similar to the one in figure 16, but with added noise. 

 

 

Figure 19: FFT with noise 

Figure 18: FFT functionality without noise 
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Figure 20 shows a graph of the two sides magnitude output of the system. In 

this case, the output from Vivado was written into a text file and saved with 

the same sample frequency and tested in MATLAB. Using Eq (8), the calcu-

lated peak will be at 

 
𝐹𝑖𝑛 =  

32 ∗ 103 ∗ 13

128
±

32 ∗ 103

256
= 3125 < 𝐹𝑖𝑛 < 3375 

 

 

In earlier figures, the top half of the FFT has been removed since it only shows 

the mirror image which is irrelevant in this case. The reason why the fre-

quency gap is high is due to the number of samples taken. If more points for 

the FFT were used, it would have meant a higher resolution along with a more 

accurate result. If for example 1024 points for the FFT window would have 

been used instead the results would have been: 

 
𝐹𝑖𝑛 =  

32 ∗ 103 ∗ 104

1024
±

32 ∗ 103

2048
= 3234 < 𝐹𝑖𝑛 < 3266 

 

 

Which means it is easier to identify more precisely where the peak will be in 

the FFT output. A wider FFT window does however come with a cost of added 

logic and a slower system. Simulation times will also begin to be a problem, 

along with higher power consumption which is the very thing that this feature 

is supposed to decrease. In this application however, exactly where the peak 

will end up does not matter as much as the magnitude of it.  
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The peak in Fig 20 has a magnitude of   

  

  

 
𝑀𝑎𝑔 =  

(2𝐵𝑖𝑛𝑝𝑢𝑡𝑤𝑖𝑑𝑡ℎ−1)

2
=

8388608

2
= 4194304   

(7) 

 

Figure 20: Magnitude estimation test in MATLAB 
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Signal magnitude estimation in VHDL using DDS compiler 

When the system is put into listen mode, the only components that are acti-

vated are the hydrophones, the parts needed to process the signals and the 

FPGA which performs the calculations. To detect the energy of the incoming 

signals from the hydrophones, an analogue to digital converter has been made 

especially for the sensor-node project. This enables the FPGA to do calcula-

tions on the acoustic signals. To determine signal strength, a submodule was 

created, which can be seen in Fig 21. The Direct Digital Synthesizer (DDS) 

compiler works as a LUT and is used to simulate an analog signal. 

 

The DDS Compiler, FFT and CORDIC are IP blocks from the Xilinx library 

added to perform a certain task. The system includes more features which did 

not get added into this figure. 

The CORDIC (Coordinate Rotation Digital Computer) is used to calculate the 

square root. The formula realized to perform calculations on the results of the 

FFT is based on Eq (7): 

 𝐴𝑠𝑖𝑔 = √|𝑅𝑒|2 + |𝐼𝑚|2 (8) 

Figure 21: Signal amplitude estimation 
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The DDS Compiler is used to simulate data to the FFT. The output of the DDS 

contains a sine wave which works as the real and imaginary part to the FFT.  

The output width of the DDS can be changed to fit the user’s wishes along 

with the output frequency. This means that testing the FFT is simplified since 

several frequencies can be tested to more easily understand the FFT output. 

The width of the signals has been changed in later versions of the hardware. 

Since Vivado is only able to simulate in the time domain, the following equa-

tion is used to confirm its functionality: 

 
𝐹𝑖𝑛 =  

𝐹𝑠 ∗ 𝐼𝑛𝑑𝑒𝑥

𝑁𝐹𝐹𝑇
±

𝐹𝑠

2 ∗ 𝑁𝐹𝐹𝑇
 

(9) 

Figure 22 shows an example run of the testbench. These are just the most 

important signals and does not include other signals needed to debug and test 

other features. Using Eq (9), the outputted frequency from the DDS Compiler 

can be calculated as: 

𝐹𝑖𝑛 =  
25 ∗ 106 ∗ 12

1024
± 

25 ∗ 106

2 ∗ 1024
= 280.7 𝑘𝐻𝑧 < 𝐹𝑖𝑛 < 305.2 𝑘𝐻𝑧 

 

Table 3 explains the signals and how they are assigned to fit the pattern in Fig 

22. 

In this example, sample frequency 𝐹𝑠 was 25 MHz and 𝑁𝐹𝐹𝑇 was 1024 points. 

‘Signal_mag_out’ indicates when a certain threshold has been reached on the 

magnitude on “cordic_out_mag”. The sensitivity of this threshold value was 

added as a generic variable in VHDL which means it can be easily changed.  
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Figure 22: Signal amplitude estimation testbench 
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Table 3: Signal descriptions 

Signal Data width 

[bits] 

Description 

Dds_data_out  16 Digital sine wave generated by the 

DDS Compiler 

Fft_data_out 16 The data output from the FFT 

Cordic_out_mag 24 The magnitude of the real and imag-

inary outputs from the FFT 

Fft_data_valid 1 Outputs a ‘1’ when the data from 

the FFT is valid 

Xk_index 16 Output from the FFT block. Indi-

cates which sample is currently be-

ing processed 

Frame_ended 1 Generates a ‘1’ when the FFT is on 

its last sample before a new frame. 

Signal_mag_out 1 Generates a ‘1’ when the 

cordic_out_mag has generated a sig-

nal amplitude over a certain thresh-

old value 

Sig_str_out 24 Updates and hold the highest value 

of the amplitude of the “strongest” 

signal peak 

Noise_str_out 24 Updates and hold the highest value 

of the amplitude of the “strongest” 

noise peak 

 

Integrating magnitude estimation with SBD system 

Figure 23 shows how the data is processed from the hydrophones and sent to 

the FFT. The difference between Fig 21 and Fig 23 is that the data buses are 

configured to operate with the specified data widths and number of channels 

that needs to be processed in the actual system. In Fig 21, a single channel 
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FFT was used to simply confirm the functionality before continuing with 

more complex solutions. 

 

Figure 23: FFT with 3 channels integrated with system 

The “Magnitude Calculation Logic” block is basically the same as Fig 21, but 

with an added feature to light a led for half a second when there is a peak 

above the threshold value and to turn off internal blocks that communicate 

with the SDRAM.  

The hydrophones in this prototype were configured to receive low frequency 

(LF) signals from ~100 Hz to ~16 kHz. The three LF hydrophones are con-

nected using three wires which means the acoustic data is serialized and needs 

to be parallelized to represent a sample on the incoming signal. This is done 

inside a SPI/ADC block in the FPGA. This means that the FFT windows needs 

to be 256 points big to fill the entire frequency range. Using Eq (9), Table 4 

is filled to see which frequencies are covered with different window sizes.  

The SPI/ADC block then sends out three channels of 24-bit data. The indica-

tion of a new sample is done using a strobe signal which is high after the last 

bit of the sample.  
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The input of the FFT is twice the width of the output of the ADC since it 

requires both imaginary and real input. This is fixed by letting the data from 

the SPI/ADC block go through the data width converter block and by sending 

out ‘0’ on the imaginary parts of the input vectors. The FFT will however still 

generate imaginary and real parts even though the imaginary input is set to 

‘0’. Therefore, the whole 48-bit vectors are inputted into the “Magnitude Cal-

culation Logic” block.  

The enable signal is set to go high for 0.5 s when a signal that is believed to 

be an actual signal instead of noise is found. This signal is connected to an 

output port on the FPGA. 

When a signal has been found it does not only turn on an LED to confirm that 

a signal has been found. It also enables parts of SBDs system since they are 

now needed to process data. This means that they are shut off during the time 

that the sensor-node is in the listen mode, which prevent the logic from 

switching and therefore save power.  

FFT window size and utilization 

There are multiple settings that can be changed within the FFT IP. One of 

them is the architecture. There are four different architectures which have a 

trade-off between area and transform time. The fastest one which also takes 

up the highest amount of BRAM, logic et cetera is the “Pipelined Streaming 

I/O” which should be used when the designer requires continuous data stream-

ing. 

The three others are called Radix-4 Burst I/O, Radix-2 Burst I/O and Radix-2 

Lite Burst I/O [23]. When creating the signal energy estimation system, 

throughput was never an issue since other parts of the system was slower. 

However, area came to be of a problem. 

Area problems occurred after the integration of the two systems was made 

and it was discovered that the FFT took too much space on the FPGA. Using 

a FFT with a window size of 1024 points and Radix-4 burst I/O did not fit into 
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the design. The BRAMs added from the FFT exceeded the amount available 

on the FPGA which is 50. It turned out that the whole signal energy estimation 

block only had 4.5 BRAM left to utilize which meant that an FFT could barely 

fit on the FPGA. To achieve a smaller size of the FFT and so that a higher 

number of points could be used, Radix-2 Lite Burst I/O was the chosen archi-

tecture, the others utilized too much space. 

The sample frequency FS used to fill in Table 4 was 32 kHz, same as the ADCs. 

The frequencies are rounded up to whole numbers.  

Table 4: FFT window size and frequency resolution Radix-2 Lite Burst 

Window size 

 [number of points] 

Fmin [Hz] Fmax [Hz] BRAM used 

64 250 31750 4 

128 125 31875 4 

256 63 31937 4 

512 31 31968 4 

1024 16 31984 7 

 

As can be seen in Table 4, 256 points can be used to fulfill the frequency range. 

A window size of 128 and 64 meant Fmin did not reach the 100 Hz limit used 

in the current prototype. 512 points could also have been used, both when 

taking frequency and BRAM into account. However, this thesis focus lay on 

minimizing the power consumption, which meant that 256 points was used to 

minimize the logic usage. 1024 points used up too much BRAM space which 

meant it could not be used. 

Saving data to use with SBD system 

Before integrating the signal magnitude estimation system with the system 

provided from SAAB dynamics, some verifications were made to be able to 
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verify that signal detection system worked as intended and to simpler under-

stand the result. The difference between how the first implementation worked 

and SBDs system was different input data in the testbenches.  

The SBD testbench had random valued data coming from the SPI/ADC block, 

while the signal magnitude estimation system had a known waveform data. 

Instead of having random data coming from the SPI/ADC like it was in the 

SBD testbench. Data values was saved from a DDS compiler and used to re-

place the random valued data in the SPI/ADC block in the SBD testbench.  

The DDS compiler block generates a sine wave with desired sample fre-

quency. The output sine wave data from the DDS compiler block had an out-

put frequency of 3.2 kHz and a sample frequency of 32 kHz which was saved 

into a text file that could be used for testing the signal detection system with 

SBDs system. The data in the text file could also be used in MATLAB to 

additionally confirm that the desired frequency could be found which is visi-

ble in Fig 20. 

Due to long simulation times, the number of points were limited to 128 for 

the FFT and the number of samples were 128, collected from the DDS com-

piler for the testing of the signal magnitude estimation system with SBDs sys-

tem. The reason for using 128 points and samples was that it gave a suffi-

ciently acceptable result which gave an understanding of how the signal de-

tection system behaved with SBDs system. In the actual implementation 256 

points were used.  
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In Fig 24, a sine wave is shown from the DDS compiler. When the FFT core 

is ready to take in a new signal it outputs a ‘1’ on s_axis_data_tready port that 

tells the DDS block that the FFT can take a new sample. As 

s_axis_data_tready goes high, new samples will begin to fill up the FFT’s 

buffer.  

The samples go into the FTT on every rising edge of the clock while 

s_axis_data_tready is high until the buffer has been filled.  The samples that 

went into the FFT were saved into a text file and later used together with SBDs 

system. For simplicity, noise was not added for this test to make it simpler to 

see the desired frequency in both systems.   

 

Figure 24: Storing data from DDS compiler 

Figure 25: FFT output with DDS compiler 
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Figure 25 shows the output from the FFT and at what index the peak appears 

on, a peak which corresponds to a frequency on that index. Observing fig 25, 

one can tell that there is a peak on index 13 by looking at the peak at the FFT 

output. Using Eq (9), results in a peak in the frequency range of 3125-3375 

Hz which is correct since the frequency for the test was at 3.2 kHz. The peak 

that is on cordic_out_mag_chan0 is the result from computing the magnitude 

from the FFT output. 

Integrating energy detection block with SBD system 

SAAB dynamics provided a test bench which simulated the ADC data pack-

aging into buffers. From this testbench, two signals were of interest. One sig-

nal was the vector which contained the sample data from the sensors and the 

other signal indicated that a new sample of data is ready. The test bench pro-

vided from SBD was connected to the testbench made for the signal detection 

system, but a few changes were made to it. The testbench provided from SBD 

had random data stored in its buffers which was changed to the data taken 

from the DDS compiler with known values.  

 

Figure 26 shows the sine wave taken from the DDS compiler. At rising edge 

of the Strobe_in signal, a sample from the sine wave was saved from the DDS 

compiler Channel_0 output and sent to the FFT.   

Figure 26: Input data to FFT with SBD system 
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Figure 27 shows the output from the FFT with the signal magnitude estima-

tion integrated with SBDs system.  A peak on index 13 is visible by looking 

at fft_data_out_chan0 [47:0]. The reason why the peak is inverted from the 

previous test with the DDS compiler in Fig 25, has to do with the FFT’s stor-

age of samples. The peak appeared on the same index as the test with the DDS 

which tells that it has found the frequency that was desired to be achieved for 

the test.    

Disabling hardware in listen mode 

To test how much power that could be saved by setting the sensor-node in 

listen mode, some hardware which could be controlled by the FPGA was dis-

abled. When in listen mode, the SDRAM is not used since the system does 

not need to store any data to send to the main computer, which meant that it 

could be disabled until a signal was found. However, there was not really a 

way of turning off the SDRAM entirely, so the solution was to hold the reset 

high, which decreases the switching activity during listen mode, and thereby 

saves power. 

Figure 28 shows the basic outputs of the system which disables or enables 

other parts of the FGPA. The “data stream handler” signal control what data 

that is supposed to be processed by the rest of the system. It disables the actual 

packaging of data inside the FPGA and keeps the process in a “wait state” that 

Figure 27: Result after FFT with SBD system 
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decreases the switching activity inside the FPGA. To keep it simple, the block 

simply outputs ‘0’ on the data in strobe, which tells the system that there is no 

incoming data which in turn disables parts of the FPGA hardware.  

 

 

Figure 28: Disable/Enable signals 

 

4.5 Conclusions 

Testing the different power saving methods was done using VPE and real-life 

measurements. These were performed to see the differences before and after 

regarding power consumption. The results are discussed in the next chapter. 

 

The system works as intended in simulation, the signal energy detection can 

detect signals and the sensitivity can be changed if needed. The resolution of 

the FFT can be changed which means a more accurate result, although comes 

with trade-off in area, which may be a problem when considering the FPGA 

is relatively small area-wise. In this case however, the exact frequency is not 

the number one priority, it is more important to detect the energy of the in-

coming signal, which means that a relatively low number of points is enough 

in the FFT. 
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5  

Results 

5.1 Introduction 

This chapter will discuss the results from the different power saving methods. 

As previously mentioned, some are more efficient than others. The idea is to 

measure the power consumption on a real-life prototype and compare results 

in VPE. 

5.2 Testing listen mode 

To be able to test the signal energy estimation block and its integration into 

SBDs system, a prototype sensor-node’s electronics was used, which can be 

seen in Fig 29. 

The prototype consisted of the ADC-board, main computer, FPGA, Ethernet 

switch and a microcontroller. The LED used for testing can be seen in the 

lower right corner. The white Ethernet cable in the left upmost corner is the 

input for the three microphones used for testing, which normally is connected 

to the sensor-array. The Ethernet jack next to it is used for connecting the 

communications array. 
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Figure 29: Sensor-node electronic prototype 

The first test was not a success, the LED did not get triggered by the input of 

the microphone. Luckily, several different bit files had been created before-

hand with different sensitivity levels which meant that another test could 

quickly be started.  

The second test of the code worked almost as intended. The LED was not 

triggered by inputting sound to the microphone, however the LED only got 

triggered with a very lightly tap on the microphone, and not with sound around 

it. This was a clear indication that the sensitivity was not correctly configured. 

The gain of the amplifiers could be changed using an interface to the main 

computer. The idea was to output a sine wave using a smartphone which in 
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turn could trigger the LED, which was shown to be an issue since the experi-

ments were performed in an office landscape and the noise level needed to be 

kept relatively low. Finding the proper sensitivity for this certain microphone 

in an above surface application was proven to be difficult. 

This was not a surprise since the sensitivity had been set to a reasonable level 

to work in simulation. There are many parts which factor in when setting an 

appropriate sensitivity level in real-life measurements. The magnitude of the 

input signal can be unknown, sensitivity of the microphone, gain of the am-

plifiers and more. Finding a good level on which to trigger the sensor-node 

took more time than expected, a problem which was severely worsened by 

slow computers and long load times.  

Finding a good sensitivity for the microphones used in testing was not exactly 

necessary since it was only used in testing and not in an actual sensor-node. 

The possibility to turn of the entire main computer when in listen mode could 

not be done from the FPGA which means that the actual energy saved could 

only be simulated by turning off the computer manually. Turning of the Ether-

net jack was also done manually, and its effects measured and recorded. The 

results of these can be seen in Table 7. 

5.3 Power consumption results 

This section contains tables which shows the results of the implemented 

power saving methods. Table 5 contains SBDs system only, while Table 6 

contains both SBD and the signal energy estimation system integrated. Table 

7 shows the measured currents on a prototype of the sensor-node, which is 

more extensive than the previous two since it includes shutting down hard-

ware outside the FPGA. 

Table 5 shows a 12 % decrease in power consumption. The problem with 

these methods is that some of them showed not to be applicable to the real-

world application, which is why this table is only good for seeing what could 
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be done if the FPGA used in this project could implement, for example, volt-

age scaling. 

 

 

Table 5: SBDs system VPE results  

Case Settings P [W] 

On-chip 

P [W] 

Off-chip 

Utilization 

[%] 

LUT         FF 

Psave 

[%] 

1 Nominal 0.966 0.543 72.48 63.69 - 

2 Voltage scaling 0.900 0.477 72.48 63.69 8.7 

3 Voltage scal-

ing, clock gat-

ing 

0.899 0.477 72.48 63.69 8.8 

4 Voltage scal-

ing, speed 

grade 

0.855 0.477 72.48 63.69 11.7 

5 Voltage scal-

ing, speed 

grade, clock 

gating 

0.851 0.477 74.85 63.69 12.0 

 

Table 6: SBD and signal energy estimation systems integrated and tested in 

VPE 

Case Settings 𝑷 [W] 

On-

chip 

P[W] 

Off-chip 

Utilization 

[%] 

LUT        FF 

Psave 

[%] 

1 Nominal 1.056 0.543 90.60 78.68 - 

2 Clock gating 1.039 0.543 93.22 80.16 1.1 

3 Voltage scaling 0.983 0.477 90.60 78.68 8.7 
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4 Clock gating, volt-

age scaling 

0.967 0.477 93.22 80.16 9.9 

5 Voltage scaling, 

speed grade, clock 

gating 

0.976 0.477 93.08 78.35 9.1 

 

Table 7: Measurements on the prototype. 

Case Settings Current[A] P[W] Psave[%] 

1 Nominal 0.452 10.85 - 

2 Internal shutdowns 0.448 10.75 0.9 

3 Internal shutdowns, clock gating 0.446 10.70 1.3  

4 Internal shutdowns, RAM Reset 

High 

0.442 10.60 1.4 

5 Internal shutdowns, RAM Reset 

High, Clock gating 

0.441 10.58 2.4 

6 Main computer off  0.333 7.99 26.3 

7 Main computer and Ethernet off 0.306 7.33 32.4 

8 Main computer off, internal shut-

downs 

0.329 7.89 27.2 

9 Main computer off, internal shut-

downs, clock gating  

0.328 7.87 27.4 

10 Main computer off, internal shut-

downs, Ethernet off 

0.306 7.33 32.4 

11 Main computer off, internal shut-

downs, RAM Reset High 

0.322 7.72 28.8 

12 Main computer off, internal shut-

downs, Clock gating, RAM Reset 

High 

0.320 7.68 29.1 

13 Main computer off, Ethernet off, 

internal shutdowns, RAM Reset 

High 

0.297 7.12 34.3 
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Vivado power estimator results 

Some of the methods applied were much more efficient than others. For ex-

ample, voltage scaling decreased the power consumption by 6.8% which will 

make a difference using VPE. Simply lowering the voltage is one of the most 

intuitive and easiest ways of lowering the power, but there is of course a draw-

back with doing so. Timing constraints may be affected with lowered voltage. 

To deal with the problem with high total negative slack (~-400 ns), pipelining 

was introduced into the signal estimation system.  

The speed grade had an impact on the overall power. The issue with speed 

grade is that it is only good for a “what-if” analysis which means it is not 

applicable to the actual sensor-node. When the FPGA was made it was done 

so in a certain process which means that the speed grade cannot be changed 

after the chip is made. 

Clock gating was shown not to be very effective on this system, along with 

most of the others before mentioned Vivado settings. A conclusion which can 

be drawn from that is that the algorithms applied in Vivado is probably effi-

cient enough that these options does not have big impact. 

Real life measurements 

Current measurements where done using a multimeter that showed the aver-

age current to the prototype and programming the FPGA flash memory with 

different bit files. Clock gating and shutting of the logic which packages the 

data and disabling the RAM showed a small decrease of only 1.4 %. 

The drastic changes in power consumption comes from shutting down other 

hardware in the sensor-node. When all the methods have been applied and the 

main computer along with the Ethernet switch is shut down, a decrease of 

34.3 % is achieved which is a sufficient result. 

 



 

65 

 

5.4 Power saving method results 

Some of the previously declared power saving methods were rather effective, 

while some hardly affected the power at all. The nominal total on-chip power 

of the original code from SBD was 0.966 W. Vivado also includes power sup-

plied to off-chip devices in its power estimator, which in this case was 0.543 

W, which was the SDRAM on the chip. This makes a total power of 1.509 W. 

The effectiveness of the methods can be seen in Table 5 and 6. 

Method effectiveness 

This subsection will discuss how much the different methods affected the sys-

tem.  

Voltage scaling  

When applying voltage scaling to an FPGA, there really is not much else to 

do except changing the voltages on the different supply rails. However, for 

the ZestET2-NJ FPGA module that was used in this project, it turned out that 

the ability to change voltages were very limited. The internal voltages could 

not be changed from the physical board nor could it be controlled internally 

by the program. There was no access to any regulators that could change the 

internal voltages for the FPGA on the module. 

It was possible to change between three different voltage levels of the I/O on 

the breakout board. These levels were: 1,8 V, 2.5 V and 3.3 V. This does not 

matter since the breakout board is not used the actual prototype. 

At first from the VPE results, the application of voltage scaling seemed like a 

proper solution since it decreased the power with nine percent, as can be seen 

in Table 5. However, due to no access to voltage regulators, voltage scaling 

could not be applied.     

Voltage scaling can be much more effective when applied to ASIC’s where 

different components can be connected to certain voltage values. This is a 

simple yet effective power saving method which yielded good results in VPE. 
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The analysis is still interesting and provides an answer to how much power 

which could be saved if voltage scaling could be applied. 

Intelligent clock gating 

Clock gating in combination with changing speed grade resulted a very small 

decrease in power, but still better compared to using the original speed grade. 

It was possible to read in power reports from the Vivado tools how much logic 

that had been added and to where it was added. When researching this method, 

the hypothesis was that it could rather drastically decrease the power con-

sumption. After further testing and research the results from this algorithm 

provided by Xilinx showed that at least in this design, this setting provided 

very low, to almost zero energy savings.  

This is most likely since on smaller, well optimized pipelined designs, clock 

gating will have very little effect. If the clock load is small there would not be 

much power to be saved. If the design was larger, clock design would very 

likely have decreased the power since many modules and components needs 

to be clocked and therefore the clock load is increased.  

Resource sharing and algorithms 

This power saving method was not really anything that was applied to existing 

code but rather kept in mind when writing new code. This was done to prevent 

changing and affecting functionality of the code since confirming that the 

code worked as intended proved difficult. The option to enable resource shar-

ing as a synthesis step did not result in any changes in power consumption in 

VPE. 

SBD’s code did not implement many algorithms to optimize or resources to 

be shared, which meant that the focus laid on improving and optimizing the 

part of the system that was built from scratch in this thesis. There were no 

before and after measurements done using this method since it would mean 

writing the code two different ways, first inefficiently and then efficiently.  
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Energy efficient Ethernet 

In the beginning of the thesis burst mode transmission was thought to be the 

primary task and research subject, to measure how much power that was saved 

when using output buffers and registers while shutting down hardware until 

the buffers were filled. However, when looking further into the subject this 

showed to be an actual hardware protocol for the Ethernet communication. 

Basically, the protocol that the board is shipped with is the one it will use. 

Information was also given from Orange Tree Technologies which confirmed 

that Energy Efficient Ethernet is currently not supported. 

Vivado settings and miscellaneous 

IBUF_LOW_PWR is a setting which showed some potential in the research 

phase of the thesis, however when trying to implement this it was found only 

to work on certain voltage levels of in/out-pins. The output buffer voltage is 

in this case 1.8 V, which means that the settings could not take effect since it 

was designed to work with differential or VREF based I/O standards. If this 

setting could be used, it would mean a decrease in power while increasing the 

output jitter. 

There was also an option to change the slew rate of the I/O pins. Some exper-

iments were done on this and the results were that it did not have any notice-

able effects in VPE. The reason for this is probably since the I/O switching to 

the output pins was a relatively low part of the overall power consumption. 

Most of the I/O switching was done when communicating with the SDRAM. 

Changing the I/O delay did not have any effect on the power consumption in 

VPE either. 
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5.5 Conclusions 

The settings which can be set on the FPGA such as clock gating had very little 

to no impact. In the beginning of the project, voltage scaling was thought to 

be applicable on the FPGA module used in the sensor-node. A lesson learned 

late in the project was that it can only be used on certain FPGA modules, and 

the one used in the sensor-node project did not possess that feature.  

The best option may be to simply change the FPGA to a later model more 

optimized for low energy. Shutting down internal parts was thought to have a 

greater impact on the system since a decrease in switching activity is done as 

well as computational parts are off. Although, it had no great impact for the 

system. Decreasing the switching activity for the RAM by keeping the reset 

high gave very little effect as well. As it turned out, keeping the pins on for 

the RAM consumed quite large amount of power even though the switching 

activity was none. Turning off the Ethernet gave an impact for the system. 

The downside is that it could not actually be controlled from the FPGA. It had 

to be made physical from the outside. 

The real conclusion which can be drawn from this research is that it is hard to 

decrease the power used on an FPGA. What can be done is to reduce clock 

frequencies if possible, switching activity, which may or may not result in 

drastic changes in power, and finally the amount of logic used on the FPGA.  

In this case, with a complete system in hand and a functionality to follow, the 

best choice was to start on a new mode which came with new features and the 

ability to affect components outside the FPGA. A successful implementation 

of the listen mode will result in a 4 day increase in battery life with the 100 

Ah battery, which is a rather drastic improvement. 
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6  

Discussion 

6.1 Results 

The results of the power saving methods were satisfactory. In the beginning 

of the thesis, one of the expectations was that the power consumption could 

only be decreased by a small amount. In the end, the various power saving 

methods in Vivado decreased the overall power consumption of the FPGA by 

about 10 % in VPE. 

If the entire listen mode was implemented and designed as mentioned, the 

power savings could reach as high as 34.3 %, or perhaps higher. This result is 

good and would mean that the usefulness of the sensor-node is improved. 

6.2 Method 

The methodology in this study followed a good structure. The project started 

with a pre-study to be able to understand underwater communication and 

therefore the sensor-node better. When the basics of the sensor-node had been 

researched it was time to look at the code and the implementation of the FPGA. 

Appropriate constraints on the thesis meant that the questions of issues could 

be narrowed down to achieve a clearer image of what needed to be done. 

When the documentation given had been read through and understood it was 

time to research what sorts of power saving methods that could potentially be 

implemented.  
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Before the listen mode was found to be a subject to research, further it seemed 

like the power consumption could hardly be decreased. Some power saving 

methods, such as pipelining, meant heavily modifying SBDs system, which 

would mean greater problems when confirming the functionality of the sys-

tem, which is why some of these methods were avoided as much as possible. 

The original system contained many test benches which meant a lot of time 

needed to be spent understanding the code and its purpose. 

One of the major issues throughout the implementation of the signal energy 

estimation block and the integration between the systems was long load times 

in the software. A very minor change in code could take hours to simulate 

which caused some frustration. 

One of the issues here was that the task the FPGA had when starting the pro-

ject mainly was adjusting the throughput using FIFO’s and there was not 

much room for improvement. The power consumption cannot be lowered in 

a system that is already optimized. Therefore, the start of an implementation 

of the listen mode was focused on, which could really make a difference in 

the actual usage of the node while decreasing the power consumption was 

both interesting and useful.  

Space on the FPGA was limited and there was some luck involved in the space 

the FFT occupied and what was available on the FPGA. In the future, the 

FPGA module may need to be replaced if more features and logic is needed 

but also to decrease the actual power consumption of the FPGA. 
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6.3 The work in a wider perspective 

Prolonging battery life in all types of devices is still as relevant as it ever has 

been. The ethical aspect of implementing these kinds of improvements on this 

device along with any other battery-powered devices is not hard to overcome. 

The reason SAAB is funding and researching a project such as this, is to im-

prove the underwater sensor-nodes that is being used for surveillance of naval 

areas such as coasts. These underwater sensor-nodes could also be used by 

scientist for similar tasks. The improvements done in this thesis could poten-

tially be used in other devices.   

6.4 Source criticism 

Finding sources for subjects such as energy consumption reduction was not 

difficult, finding relevant articles explaining and researching what could be 

done within the field of FPGAs were, however, considerably harder to find.  

Most of the sources used were datasheets and published articles which are 

trustworthy compared to other open sources with low credibility. The bulk of 

the sources came from Xilinx which are the producers of the FPGA and are 

considered highly trustworthy. 
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7  

Conclusions 

7.1 The questions of issue  

One of the questions asked in the beginning of the thesis was: “Can the func-

tions of the sensor-nodes be retained while minimizing the energy consumed 

by optimizing the hardware on the FPGA?”, the simple answer is yes, the 

overall functionality of receiving, transmitting and analyzing data can be done 

while some power saving methods are applied. Some of the methods may 

however change the overall throughput of the system, which may or may not 

be a problem depending on the application. 

The other question: “What can be done to reduce the power consumption of 

the FPGA and sensor-nodes to reach a longer operational time?” has several 

answers. One of them is; many things can be done, with varying effectiveness. 

The most useful answer is probably to set up a scheme to control the power 

to hardware in and outside the FPGA to enable and disable hardware, which 

was proven to be the most effective in this thesis. 

7.2 Impact of target audience  

A successful implementation of the listen mode would mean a new feature for 

the sensor-node. That is a step towards automatization along with a longer 

operational time in the water, which is crucial in a system such as this. A 

product such as this could mean another line of defense in military applica-

tions. 
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The hope is that this thesis may help designers more quickly understand what 

can be done within the area of power consumption of FPGA, which in some 

applications, is a more and more interesting topic of conversation. 

7.3 Future work 

As previously mentioned, the sensor-node network is an ongoing project, 

which is constantly being updated. 

If more time was to be spent on this project and the subject of power con-

sumption of the FPGA, there are some more subjects that could be researched 

and evaluated. Implementing burst mode in the SDRAM could result in inter-

esting results since it represented a high percentage of the overall power.  

Another thing which is not covered is power on/off sequencing, which can be 

effective in system which power on and off frequently. Also, one of the more 

effective approaches could be to just replace the existing FPGA with a more 

power efficient one which could drastically change the operational time of the 

sensor-nodes.  

If more time was given, it would be very interesting to complete the entire 

listen mode. This is a large job which could not be completed within the time 

frame given for this thesis. The sensor-nodes also consists of many other elec-

trical components which could be subject for future research. 
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