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Abstract
This thesis studies a class of sensor management problems called informative path
planning (ipp). Sensor management refers to the problem of optimizing control
inputs for sensor systems in dynamic environments in order to achieve operational
objectives. The problems are commonly formulated as stochastic optimal control
problems, where to objective is to maximize the information gained from future
measurements. In ipp, the control inputs affect the movement of the sensor plat-
forms, and the goal is to compute trajectories from where the sensors can obtain
measurements that maximize the estimation performance. The core challenge lies
in making decisions based on the predicted utility of future measurements.

In linear Gaussian settings, the estimation performance is independent of the
actual measurements. This means that ipp becomes a deterministic optimal con-
trol problem, for which standard numerical optimization techniques can be applied.
This is exploited in the first part of this thesis. A surveillance application is con-
sidered, where a mobile sensor is gathering information about features of interest
while avoiding being tracked by an adversarial observer. The problem is formulated
as an optimization problem that allows for a trade-off between informativeness and
stealth. We formulate a theorem that makes it possible to reformulate a class of
nonconvex optimization problems with matrix-valued variables as convex optimiza-
tion problems. This theorem is then used to prove that the seemingly intractable
ipp problem can be solved to global optimality using off-the-shelf optimization
tools.

The second part of this thesis considers tracking of a maneuvering target using
a mobile sensor with limited field of view. The problem is formulated as an ipp
problem, where the goal is to generate a sensor trajectory that maximizes the
expected tracking performance, captured by a measure of the covariance matrix of
the target state estimate. When the measurements are nonlinear functions of the
target state, the tracking performance depends on the actual measurements, which
depend on the target’s trajectory. Since these are unavailable in the planning stage,
the problem becomes a stochastic optimal control problem. An approximation of
the problem based on deterministic sampling of the distribution of the predicted
target trajectory is proposed. It is demonstrated in a simulation study that the
proposed method significantly increases the tracking performance compared to a
conventional approach that neglects the uncertainty in the future target trajectory.
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Populärvetenskaplig sammanfattning
Flygplan har varit en del av vårt samhälle i över hundra år. De första flygplanen var
svårmanövrerade, vilket innebar att dåtidens piloter fick lägga en stor del av sin tid
och kraft på att hålla planet i luften. Under åren har dock flygplanens styrsystem
förbättrats avsevärt, vilket har möjliggjort för piloterna att utföra andra uppgifter
utöver att styra dem. Som en följd av detta har allt fler sensorer installerats i
flygplanen, vilket ger piloterna mer information om omvärlden. Även sensorerna
måste dock styras, och numera lägger piloterna mer tid på att styra sensorer än
att styra själva flygplanet.

Många sensorer som tidigare styrts för hand börjar nu bli alltför komplexa för
att hanteras manuellt. Det här gör att behovet av automatiserad sensorstyrning
(eng. sensor management) blir allt större. Den här avhandlingen fokuserar på en
del av automatiserad sensorstyrning som ofta kallas informationbaserad ruttpla-
nering (eng. informative path planning). Målet är att styra de rörliga plattformar
som bär sensorerna så att mätningarna ger så mycket användbar information som
möjligt.

Att automatiskt optimera styrsignaler till ett sensorsystem är en komplicerad
process som görs i flera steg. Först används de mätningar som redan gjorts för
att skatta tillståndet, vilket till exempel kan representera positionen och hastig-
heten, för ett visst objekt. Den här tillståndsskattningen används sedan för att
prediktera vilka mätningar som sensorn kommer att kunna samla in i framtiden
om en viss styrsignalssekvens används. Genom att använda de predikterade mät-
ningarna går det att förutsäga hur tillståndsskattningen kommer att utvecklas, och
vi kan därigenom välja styrsignalssekvensen på ett sådant sätt att kvaliteten på
tillståndsskattningen blir så bra som möjligt.

Matematisk optimering används ofta för att formulera problem inom informa-
tionbaserad ruttplanering. Optimeringsproblemen är dock i allmänhet svåra att
lösa, och även om man lyckas beräkna en rutt för sensorplattformen är det svårt
att garantera att det inte finns en annan rutt som skulle vara ännu bättre. I den
första delen av den här avhandlingen presenteras ett sätt att omformulera optime-
ringsproblemen så att de bästa möjliga rutterna går att beräkna. Omformuleringen
går även att tillämpa i de fall där sensorplattformen behöver undvika att upptäckas
av andra sensorer i området. Det här resultatet kan till exempel vara användbart
när andra ruttplaneringsmetoder ska utvärderas.

Den andra delen av den här avhandlingen handlar om hur osäkerheter i op-
timeringsproblem inom informationbaserad ruttplanering ska hanteras. Scenariot
som studeras är ett målföljningsscenario, där en rörlig sensor ska styras på ett
sådant sätt att ett manövrerande objekt hålls inom sensorns synfält. En svårig-
het med detta är att sensorn måste prediktera hur objektet kommer att röra sig
i framtiden. Den här prediktionen kan göras på flera sätt. Tidigare metoder för
liknande problem har bara tagit hänsyn till den mest sannolika manövern. I det
här arbetet presenteras en ny metod, som tar hänsyn till osäkerheten i objektets
framtida rörelser genom att inkludera flera potentiella manövrar i beräkningarna.
En simuleringsstudie visar på en signifikant förbättring av målföljningsprestandan
när den nya metoden används jämfört med tidigare metoder.
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Notation

Sets, spaces, and subspaces

Notation Meaning
R Real numbers
Rn Real n-vectors (n× 1 matrices)

Rm×n Real m×n matrices
Z Integers
Zn Integer n-vectors
Sn Symmetric n×n matrices
Sn+ Symmetric positive semidefinite n×n matrices

Sn++ Symmetric positive definite n×n matrices
[a,b] Interval of real numbers x such that a≤ x≤ b
a : b Interval of integers x such that a≤ x≤ b

{a,b, . . .} Discrete set of elements a,b, . . .

Symbols, operators, and functions

Notation Meaning
I Identity matrix

X
ᵀ
, x
ᵀ Transpose of matrix X or vector x

trX Trace of matrix X
λi(X) ith largest eigenvalue of matrix X
λmax(X) Largest eigenvalue of matrix X, λ1(X)
diag(x) Diagonal matrix with diagonal entries x1, . . . ,xn

blkdiag(X,Y, . . .) Block diagonal matrix with diagonal blocks X,Y, . . .
X � 0 Matrix X is positive semidefinite
X � 0 Matrix X is positive definite
x� 0 All components of vector x are nonnegative
x� 0 All components of vector x are positive

f : A→B Function f maps domf ⊆A into B
‖x‖2 Euclidean norm of vector x

domf Domain of function f
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xiv Notation

Symbols, operators, and functions, cont’d

Notation Meaning
argmax Maximizing argument
argmin Minimizing argument

Ex Expected value of random variable x
covx Covariance of random variable x
x∼ y x is distributed as y
N (µ,Σ) Gaussian distribution with mean µ and covariance Σ

N (x |µ,Σ) Gaussian pdf for x with mean µ and covariance Σ

p(x) Probability density function (pdf) of random variable x
p(x |y) Conditional pdf of random variable x given y
xk State at time k
x1:k Set of states from time 1 to k
sk Sensor state at time k
s1:k Set of sensor states from time 1 to k
uk Control input at time k
yk Measurement at time k
y1:k Set of measurements from time 1 to k
x̂k|k Estimate of xk given measurements y1:k
Pk|k Covariance matrix at time k given measurements y1:k
Ik|k Information matrix at time k given measurements y1:k

Acronyms and abbreviations

Abbreviation Meaning
cec Certainty-equivalent control
eif Extended information filter
ekf Extended Kalman filter
if Information filter

ipp Informative path planning
kf Kalman filter

mpc Model predictive control
pdf Probability density function
rig Rapidly exploring information gathering
rrt Rapidly exploring random tree
rhc Receding horizon control
rmse Root mean square error
sdp Semidefinite program



1
Introduction

Modern sensing systems often include several controllable operating modes and
parameters. Sensor management, the problem of selecting the control inputs for
this type of systems, is the topic of this thesis. The focus is on controlling the
movement of the platforms that carry the sensors, a problem often referred to
as informative path planning. This introductory chapter gives an overview of the
concept of sensor management, lists the contributions, and outlines the content of
the thesis.

1.1 Background and motivation
In the early days of aviation, controlling the aircraft was a challenging task for
the pilot. Little time was available for anything aside from keeping the aircraft
in the air. Over time, the capabilities of flight control systems have improved
significantly, allowing pilots to perform more tasks than just controlling the aircraft
while airborne. To enable this, an increasing number of sensors are being mounted
on the aircraft to provide the pilots with information about the surroundings. As a
result, a major part of the pilot’s workload has shifted from controlling the aircraft
to controlling the sensors. In a way, the pilots have become sensor operators.

An increasing number of sensors that traditionally have been controlled man-
ually are now becoming too complex for a human to operate. This has led to
the need for sensor management, which refers to the automation of sensor control
systems, i.e., coordination of sensors in dynamic environments in order to achieve
operational objectives.

With recent advances in remotely piloted aircraft technology, the sensor op-
erators are no longer necessarily controlling sensors carried by a single platform.
Modern sensing systems can consist of a large number of sophisticated sensors
with many operating modes and functions. These can be distributed over several

1
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Sensors Estimation Display

Operator

Low-level commands

(a) Classical control of a sensing system

Sensors Estimation Display

Operator
Sensor Management

High-level commands

(b) Sensing system with sensor management component

Figure 1.1: Including a sensor management component in a sensing system
reduces the workload of the operator.

different platforms with varying levels of communication capabilities. This means
that the workload of the human operators that are controlling such systems is
increasing rapidly. A sensor management system can reduce this workload. One
of the main applications of sensor management is target tracking [6, 14, 27], where
the sensor management problem corresponds to “directing the right sensor on the
right platform to the right target at the right time” [47], but it can also be used
for search and rescue [37], area exploration [75], and environmental monitoring
[22, 48, 62, 66].

The authors of [14] argue that the significance of sensor management becomes
clearer when considering the role of the operator in sensing systems with and with-
out sensor management. The control loops of sensing systems with and without
sensor management are illustrated in Figure 1.1. In a system that lacks sensor
management, the operator acts as the controller and sends low-level commands
to the sensors. If a sensor management component is available, it computes and
sends low-level commands to the sensors based on high-level commands from the
operator and the current situation at hand. According to [14], sensor management
thus yields the following benefits:

• Reduced operator workload. Since the sensor management handles the low-
level commands to the sensor, the operator can focus on the operational
objectives of the sensing system rather than the details of its operation.

• More information available for decision making. A sensor management com-
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ponent can use all available information when deciding which low-level com-
mands to use, while an operator is limited to the information presented on
the displays.

• Faster control loops. An automated inner control loop allows for faster adap-
tation to changing conditions than one which involves the operator.

Sensor management has the potential of improving the performance of sensing
systems and significantly decreasing the workload of their operators. Optimizing
future sensor commands requires making decisions based on measurements that
need to be predicted. Thus, sensor management is a research area in the intersec-
tion of estimation and control.

This thesis considers informative path planning (ipp), which is a subclass of
sensor management. In informative path planning, the control inputs affect the
movement of the sensor platforms. The goal is to compute trajectories from where
the sensors can obtain measurements in order to accurately estimate the state of
some system of interest. In general, the performance of state estimation methods
depends on the actual measurements that are obtained. This is a complicating
factor for informative path planning, as the objective function hence depends on
future measurements that are unavailable at the time of planning. Due to this
uncertainty, the informative path planning problem is a stochastic optimal control
problem.

1.2 Research questions
The aim of this thesis is to provide answers to the following research questions:

• Which guarantees on the optimality of a sensor trajectory computed by an
informative path planning method can be provided?

• How can a wish to avoid being observed be included in the informative path
planning problem?

• How can the uncertainty in predictions of future measurements be handled?

1.3 Contributions
The main contributions of this thesis are presented in chapters 3 and 4 and are
based on the following list of publications.

The first publication considers global optimization for informative path plan-
ning in linear Gaussian settings:

Per Boström-Rost, Daniel Axehill, and Gustaf Hendeby. On global
optimization for informative path planning. IEEE Control Systems
Letters, 2(4):833–838, 2018.1

1The contents of this paper were also selected for presentation at the 57th IEEE Conference
on Decision and Control, Miami Beach, FL, USA, 2018.
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The main contribution of this publication is a theorem that states equivalence
between a convex and a nonconvex problem. The theorem can be used to reformu-
late a seemingly intractable informative path planning problem as a problem that
can be solved to global optimality using off-the-shelf optimization tools based on
branch and bound. This makes up the first part of Chapter 3.

The second part of Chapter 3 is made up of the following manuscript:

Per Boström-Rost, Daniel Axehill, and Gustaf Hendeby. Informative
path planning in the presence of adversarial observers. Accepted for
publication in Proceedings of the International Conference on Infor-
mation Fusion (FUSION), Ottawa, Canada, 2019.

This contribution considers informative path planning in scenarios where the sensor
platform has to avoid being tracked by an adversarial observer. By applying the
theorem from the first contribution, it is shown that the considered problem can
be solved to global optimality.

Chapter 4 is an edited version of the publication:

Per Boström-Rost, Daniel Axehill, and Gustaf Hendeby. Informative
path planning for active tracking of agile targets. In Proceedings of
IEEE Aerospace Conference, Big Sky, MT, USA, 2019.

This contribution deals with stochasticity in informative path planning problems.
An active target tracking problem is solved by a new method that handles the
uncertainty by considering multiple candidate target trajectories in parallel. The
method is shown to outperform a standard method for informative path planning.

In all of the listed contributions, the author of this thesis has been the main
driving force in the research, evaluations, and writing. The co-authors have con-
tributed through technical discussions and by improving the manuscripts.

1.4 Thesis outline
This thesis is organized as follows.

• Chapter 1 (this chapter) introduces the research problem and lists the con-
tributions of this thesis.

• Chapter 2 outlines the theoretical foundation of sensor management and in-
formative path planning. It gives an introduction to state estimation, math-
ematical optimization, and optimal control theory.

• Chapter 3 is based on [15, 16] and presents results on informative path plan-
ning for surveillance and environmental monitoring applications. Assuming
that the systems are linear and Gaussian, it is shown that the considered
informative path planning problems are deterministic and can be solved to
global optimality.
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• Chapter 4 is based on [17] and considers informative path planning for target
tracking. Due to a nonlinear relation between the state of the target and the
measurements, the planning problem becomes a stochastic optimal control
problem. A deterministic approximation is proposed and evaluated in a
simulation study.

• Chapter 5 concludes the thesis and gives some suggestions for future work.





2
Background

This chapter provides the background theory that is utilized in this thesis. Sec-
tion 2.1 gives an overview of statistical models of dynamical systems and methods
to estimate the corresponding states. Section 2.2 briefly outlines the theory of
mathematical optimization, and Section 2.3 describes the subject of optimal con-
trol, in which informative path planning belongs.

2.1 State estimation
This section provides an introduction to Bayesian state estimation, which considers
the problem of inferring the state of an observed system from uncertain, noisy
observations.

2.1.1 State-space models
A state-space model [34, 76] is a set of equations that characterize the evolution of
a dynamical system and the relation between the state of the system and available
measurements. One of the most general formulations of a state-space model is
a probabilistic state-space model [67], which can be described by the conditional
probability distributions:

x0 ∼ p(x0), (2.1a)
xk+1 |xk ∼ p(xk+1 |xk), (2.1b)
yk |xk ∼ p(yk |xk), (2.1c)

where xk is the state of the system and yk is a measurement, both at time in-
dex k. The distribution p(xk+1 |xk) is a state transition model that describes the
stochastic dynamics of the system, the measurement likelihood function p(yk |xk)

7



8 2 Background

describes the distribution of measurements given the state, and p(x0) is the prob-
ability distribution of the initial state of the system.

In state-space modeling, it is assumed that the system is Markovian, i.e., the
state xk+1 given xk is assumed to be conditionally independent of the earlier states
and measurements, and the measurement yk depends only on the state xk:

p(xk+1 |x1:k,y1:k) = p(xk+1 |xk), (2.2a)
p(yk |x1:k,y1:k−1) = p(yk |xk). (2.2b)

Here, x1:k is the ordered set of states up until and including time k and y1:k is
defined analogously for the measurements. Due to the Markovian assumption, the
state xk holds all information about the history of a system to predict its future
behavior [76].

Instead of using conditional distributions to describe a state-space model, it
can often be described by the functional representation

xk+1 = f(xk,wk), (2.3a)
yk = h(xk,ek), (2.3b)

where the state transition function f and measurement function h are general
nonlinear functions, and wk and ek are the process noise and measurement noise,
respectively. The noise terms wk and ek, and the initial state x0 are assumed to
be mutually independent and described by probability distributions.

The general model (2.3) can be specialized by imposing constraints on the
functions and distributions involved. An important special case is the linear state-
space model with additive noise:

xk+1 = Fxk +Gwk, (2.4a)
yk =Hxk + ek, (2.4b)

where the state transition matrix F and measurement matrixH are independent of
the state xk. If the process noise and measurement noise are Gaussian distributed,
(2.4) is referred to as a linear Gaussian state-space model [76].

2.1.2 Bayesian filtering
Recursive Bayesian estimation, or Bayesian filtering, is a probabilistic approach for
estimating the posterior distribution p(xk |y1:k) of the state xk given measurements
y1:k, and knowledge of the state transition function and measurement model. This
section gives a brief introduction to the subject. For more details, see e.g. [67].

With the Markovian assumption, the Bayesian filtering problem for the proba-
bilistic state-space model (2.1) can be solved by recursively computing the follow-
ing distributions:

p(xk |y1:k) = p(yk |xk)p(xk |y1:k−1)
p(yk |y1:k−1) , (2.5a)

p(xk+1 |y1:k) =
∫
p(xk+1 |xk)p(xk |y1:k)dxk, (2.5b)
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System and measurement

Filtering

Dynamics Delay Measurement

Time update

Delay

Measurement
update

xk+1

p(xk |y1:k)

xk yk

p(xk |y1:k−1)p(xk+1 |y1:k)

Figure 2.1: Bayesian filtering.

where the first equation is a measurement update in which the filtering distribution
p(xk |y1:k) is computed, and the second equation corresponds to computing the
predictive distribution p(xk+1 |y1:k) in a time update. The normalization factor
p(yk |y1:k−1) is given by

p(yk |y1:k−1) =
∫
p(yk |xk)p(xk |y1:k−1)dxk. (2.6)

Figure 2.1 illustrates the two update steps of the Bayesian filter and its relation
to the system dynamics and measurements. While the Bayesian recursion is the-
oretically appealing, the filtering distribution can in general not be computed in
closed form, and analytical solutions exist only for a few special cases.

2.1.3 Kalman filter
In the special case of linear Gaussian systems, the well-known Kalman filter (kf)
provides an analytical solution to the Bayesian filtering problem. The Kalman
filter, which was first derived in [35], is briefly outlined in this section. For more
in-depth treatments, the reader is referred to [34, 67].

Consider the linear state-space model (2.4), with white Gaussian process noise
with mean Ewk = 0 and covariance Q, white Gaussian measurement noise with
mean Eek = 0 and covariance R, and the initial state x0 Gaussian distributed with
mean x̂0 and covariance P0. The state transition model (2.1b) and measurement
likelihood function (2.1c) of the corresponding probabilistic state-space model are
then Gaussian distributed according to

p(xk+1 |xk) =N (xk+1 |Fxk,GQG
ᵀ), (2.7a)

p(yk |xk) =N (yk |Hxk,R). (2.7b)
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The Kalman filter is obtained by analytical evaluation of (2.5). Given the a priori
state distribution p(xk |y1:k−1) =N (xk | x̂k|k−1,Pk|k−1), where the index k1 |k2 in-
dicates estimate at time k1 given measurements up until time k2, the measurement
update step (2.5a) reduces to

p(xk |y1:k) = p(yk |xk)p(xk |y1:k−1)
p(yk |y1:k−1)

=N
(
xk | x̂k|k−1 +Kk(yk −Hx̂k|k−1),Pk|k−1−KkHPk|k−1

)
=N (xk | x̂k|k,Pk|k), (2.8)

where the matrix
Kk = Pk|k−1H

ᵀ(HPk|k−1H
ᵀ+R)−1 (2.9)

is called the Kalman gain. Similarly, since the state transition model is Gaussian,
the time update step (2.5b) reduces to

p(xk+1 |y1:k) =
∫
p(xk+1 |xk)p(xk |y1:k)dxk

=N (xk+1 |Fx̂k|k,FPk|kF
ᵀ+GQG

ᵀ)
=N (xk+1 | x̂k+1|k,Pk+1|k). (2.10)

Since both the predictive distribution and the filtering distribution are Gaus-
sian, they are completely described by their corresponding means and covariance
matrices. As outlined in Algorithm 2.1, these are the quantities that are propa-
gated by the Kalman filter.

Note that the equations for the covariance matrices Pk|k and Pk+1|k in the
Kalman filter are both independent of the measurements y1:k. Accordingly, the
posterior covariance matrix can computed in advance, before any measurements
have been obtained. This is an important property of the Kalman filter, which we
will exploit in Chapter 3, where a measure of the resulting covariance matrix will
be used to design sensing strategies.

In practical applications, nonlinearities often are present in either the dynam-
ics or the measurement model and no analytical solution to the Bayesian filtering
recursion can be computed. Hence, approximations are needed. A common idea
is to approximate the true posterior distribution by a Gaussian with mean and
covariance corresponding to those of p(xk |y1:k). The extended Kalman filter (ekf)
[31] does this by propagating estimates of the mean and covariance time by first
linearizing the dynamics and measurement functions at the current state estimate,
and then applying the Kalman filter equations in the measurement and time up-
dates. In contrast to the Kalman filter, the covariance matrices computed by the
ekf depend on the measurements since the nominal values used for linearization
depend on the measurement values. Thus, computation of the resulting covariance
matrix at design time is no longer possible. Algorithm 2.2 outlines the ekf for a
general state-space model with additive white measurement noise, i.e.,

xk+1 = f(xk,wk), (2.11a)
yk = h(xk) + ek, (2.11b)

where covwk =Q, covek =R, and it is assumed that Ewk = 0 and Eek = 0.
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Algorithm 2.1: Kalman filter
Input: Prior x0 ∼ p(x0) and measurements y0:N
Initialize:
x̂0|−1 = Ex0
P0|−1 = covx0

for k = 0 :N do
Measurement update:
Kk = Pk|k−1H

ᵀ(HPk|k−1H
ᵀ+R)−1

x̂k|k = x̂k|k−1 +Kk(yk −Hx̂k|k−1)
Pk|k = Pk|k−1−KkHPk|k−1

Time update:
x̂k+1|k = Fx̂k|k
Pk+1|k = FPk|kF

ᵀ+GQG
ᵀ

end for
Output: x̂k|k, Pk|k, k = 0, . . . ,N

Algorithm 2.2: Extended Kalman filter
Input: Prior x0 ∼ p(x0) and measurements y0:N
Initialize:
x̂0|−1 = Ex0
P0|−1 = covx0

for k = 0 :N do
Measurement update:
Hk = ∂

∂xh(x)
∣∣
x=x̂k|k−1

Kk = Pk|k−1H
ᵀ
k (HkPk|k−1H

ᵀ
k +R)−1

x̂k|k = x̂k|k−1 +Kk

(
yk −h(x̂k|k−1)

)
Pk|k = Pk|k−1−KkHkPk|k−1

Time update:
Fk = ∂

∂xf(x,0)
∣∣
x=x̂k|k

Gk = ∂
∂wf(x̂k|k,w)

∣∣
w=0

x̂k+1|k = f(x̂k|k,0)
Pk+1|k = FkPk|kF

ᵀ
k +GkQG

ᵀ
k

end for
Output: x̂k|k, Pk|k, k = 0, . . . ,N
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2.1.4 Information filter
An alternative formulation of the Kalman filter is the information filter (if) [34].
Instead of maintaining the mean and covariance as in the Kalman filter, the in-
formation filter maintains an information state and an information matrix. The
information matrix is the inverse of the covariance matrix Ik = P−1

k , and the
information state is defined as ιk = P−1

k x̂k.
Assuming that the measurement noise covariance matrix in the linear Gaussian

state-space model is positive definite, and that P−1
k exists, the information filter

can be derived from the Kalman filter equations in Algorithm 2.1. Using the
Woodbury matrix identity [24], which states that for invertible matrices A and C
and any matrices U and V of appropriate dimensions

(A+UCV )−1 =A−1−A−1U(C−1 +V A−1U)−1V A−1, (2.12)

the measurement update step for the information matrix can be obtained as follows
[34]:

Ik|k = P−1
k|k

= (Pk|k−1−KkHPk|k−1)−1

= (Pk|k−1−Pk|k−1H
ᵀ(HPk|k−1H

ᵀ+R)−1HPk|k−1)−1

= P−1
k|k−1 +H

ᵀ
R−1H

= Ik|k−1 +H
ᵀ
R−1H. (2.13)

Note that the posterior information matrix Ik|k is the sum of the prior information
matrix Ik|k−1 and the information contained in the new measurement, HᵀR−1H.
Equation (2.13), together with the fact that the Kalman gain can be rewritten as

Kk = Pk|kH
ᵀ
R−1, (2.14)

lead to the following expression for the measurement update step for the informa-
tion state [34]:

ιk|k = P−1
k|k x̂k|k

= P−1
k|k
(
x̂k|k−1 +Kk(yk −Hx̂k|k−1)

)
= P−1

k|k
(
x̂k|k−1 +Pk|kH

ᵀ
R−1(yk −Hx̂k|k−1)

)
= (P−1

k|k −H
ᵀ
kR
−1Hk)x̂k|k−1︸                              ︷︷                              ︸

=ιk|k−1

+HᵀR−1yk

= ιk|k−1 +H
ᵀ
R−1yk. (2.15)

The information filter is outlined in Algorithm 2.3. The change of variables
from the Kalman filter results in a shift of computational complexity from the
measurement update step to the time update step. Since information is additive,
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Algorithm 2.3: Information filter
Input: Prior x0 ∼ p(x0) and measurements y0:N
Initialize:
I0|−1 = (covx0)−1

ι0|−1 = I0|−1 Ex0
for k = 0 :N do
Measurement update:
Ik|k = Ik|k−1 +H

ᵀ
R−1H

ιk|k = ιk|k−1 +H
ᵀ
R−1yk

Time update:
Ik+1|k = (FkI−1

k|kF
ᵀ
k +GQG

ᵀ)−1

ιk+1|k = Ik+1|kFkI−1
k|kιk|k

end for
Output: ιk|k, Ik|k, k = 0, . . . ,N

the measurement update step is cheaper in an information filter, but the time
update step is cheaper in a Kalman filter. Both the time update step and mea-
surement update step for the information matrix are independent of the actual
measurement values, which means that the posterior information matrix can be
recursively computed in advance, before any measurements have been obtained.

The extended information filter (eif) [68] is an extension of the information
filter that can handle nonlinear models as (2.11), in the same way that the ekf
extends the Kalman filter to the nonlinear case. It is derived from the ekf by
applying the change of variables Ik = P−1

k and ιk = P−1
k x̂k. The main difference

compared to the linear information filter is in the measurement update step for
the information state, which becomes

ιk|k = P−1
k|k x̂k|k

= P−1
k|k

(
x̂k|k−1 +Kk

(
yk −h(x̂k|k−1)

))
= P−1

k|k

(
x̂k|k−1 +Pk|kH

ᵀ
kR
−1(yk −hk(x̂k|k−1)

))
= (P−1

k|k −H
ᵀ
kR
−1Hk +H

ᵀ
kR
−1Hk)x̂k|k−1 +H

ᵀ
kR
−1(yk −hk(x̂k|k−1)

)
= (P−1

k|k −H
ᵀ
kR
−1Hk)x̂k|k−1︸                              ︷︷                              ︸

=ιk|k−1

+HᵀkR−1(yk −hk(x̂k|k−1) +Hkx̂k|k−1
)

= ιk|k−1 +H
ᵀ
kR
−1(yk −hk(x̂k|k−1) +Hkx̂k|k−1

)
. (2.16)

The extended information filter is outlined for the model (2.11) in Algorithm 2.4.
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Algorithm 2.4: Extended information filter
Input: Prior x0 ∼ p(x0) and measurements y0:N
Initialize:
I0|−1 = (covx0)−1

ι0|−1 = I0|−1 Ex0
for k = 0 :N do
Measurement update:
x̂k|k−1 = I−1

k|k−1ιk|k−1

Hk = ∂
∂xh(x)

∣∣
x=x̂k|k−1

Ik|k = Ik|k−1 +H
ᵀ
kR
−1Hk

ιk|k = ιk|k−1 +H
ᵀ
kR
−1(yk −hk(x̂k|k−1) +Hkx̂k|k−1

)
Time update:
x̂k|k = I−1

k|kιk|k
Fk = ∂

∂xf(x,0)
∣∣
x=x̂k|k

Gk = ∂
∂wf(x̂k|k,w)

∣∣
w=0

Ik+1|k = (FkI−1
k|kF

ᵀ
k +GQG

ᵀ)−1

ιk+1|k = Ik+1|kf(x̂k|k,0)
end for

Output: ιk|k, Ik|k, k = 0, . . . ,N

2.1.5 Information measures
This section introduces a number of scalar measures for performance evaluation
of state estimation methods. When using a Kalman filter or information filter, a
measure based on the covariance matrix or information matrix can be used as an
indication of the estimation performance. There are many different scalarizations
that could be employed; [74] gives a thorough analysis of several alternatives. The
use of scalar measures of covariance and information matrices occurs also in the
field of experiment design [59], e.g., in the A-, T -, D- and E-optimality criteria,
which are introduced next.

Trace

Using the A-optimality criterion, the objective is to minimize the trace of the
covariance matrix,

`A(P ) = trP =
n∑
i=1

λi(P ), (2.17)

where λi(P ) is the ith largest eigenvalue of P and n is the number of rows in P .
This results in minimizing the expected mean square error of the state estimate [74].
Note that the A-optimality criterion, i.e., minimizing the sum of the eigenvalues
of the covariance matrix, is not equivalent to minimizing the negative trace of the
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information matrix, i.e., the T -optimality criterion,

`T (I) =−trI =−
n∑
i=1

λi(I) =−
n∑
i=1

1/λi(P ), (2.18)

which instead corresponds to minimizing the negative sum of the inverse eigenval-
ues of the covariance matrix.

Determinant

Using the D-optimality criterion, the objective is to maximize the determinant of
the information matrix,

`D(I) =−detI =−
n∏
i=1

λi(I). (2.19)

The D-optimality criterion has an information-theoretic interpretation. The differ-
ential entropy [21], which is a measure of the uncertainty, is defined for a random
variable x with distribution p(x) as:

H(x) =−E logp(x) =−
∫
p(x) logp(x)dx. (2.20)

If x is an n-dimensional Gaussian distributed vector with covariance P , its differ-
ential entropy is given by

H(x) = 1
2
(
n log(2πe) + logdetP

)
=−1

2
(
−n log(2πe) + logdetI

)
. (2.21)

Since the natural logarithm is a monotonically increasing function [18], this means
that minimizing the D-optimality criterion is equivalent to minimizing the differ-
ential entropy in the Gaussian case.

Eigenvalue

Another example from experiment design is the E-optimality criterion, for which
the maximum eigenvalue of the covariance matrix is minimized,

`E(P ) = λmax(P ). (2.22)

This can be interpreted as minimizing the largest semi-axis of the confidence ellip-
soid, or simply minimizing uncertainty in the most uncertain direction [74].

2.2 Mathematical optimization
This section introduces the concept of mathematical optimization and some meth-
ods for solving optimization problems. The notation and explanations are inspired
by [18], which is an extensive resource on mathematical optimization.
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A general optimization problem can be written as

minimize
x

f0(x)

subject to fi(x)≤ 0, i= 1, . . . ,m
hi(x) = 0, i= 1, . . . ,p,

(2.23)

where x ∈Rn is the decision variable and f0 : Rn →R is the objective function.
The functions fi : Rn → R, i = 1, . . . ,m, are denoted inequality constraint func-
tions and the functions hi : Rn → R, i = 1, . . . ,p, are called equality constraint
functions. The goal is to compute a solution x? that minimizes the objective
function while belonging to the feasible set, defined by the set of points that sat-
isfies all constraints of (2.23). A solution can either be a globally or a locally
optimal solution. If x? is a globally optimal solution, no other feasible point z
gives a smaller objective function value, i.e., f0(z)≥ f0(x?) for any z that satisfies
fi(z) ≤ 0, i = 1, . . . ,m, and hi(z) = 0, i= 1, . . . ,p. A locally optimal solution is a
point x? at which the objective function value is smaller than at all other feasible
points in a neighborhood of x?. The optimal value p? of the problem (2.23) is
defined as

p? = inf{f0(x) | fi(x)≤ 0, i= 1, . . . ,m, hi(x) = 0, i= 1, . . . ,p}. (2.24)

Two optimization problems are said to be equivalent if the optimal solution to one
of the problems can be trivially computed from the solution to the other problem,
and vice versa.

2.2.1 Convex optimization
This section introduces a class of optimization problems referred to as convex
optimization problems. The following definitions will be needed:
Definition 2.1 (Convex set). A set C is a convex set if it holds that

θx+ (1− θ)y ∈ C (2.25)

for all x, y ∈ C and θ ∈ [0,1].
Definition 2.2 (Convex function). A function f : Rn→R is a convex function
if dom(f) is a convex set and it satisfies

f(θx+ (1− θ)y)≤ θf(x) + (1− θ)f(y) (2.26)

for all x, y ∈ dom(f) and θ ∈ [0,1].
Having defined convex sets and functions, we can now characterize a convex

optimization problem. We follow [18] and define a convex optimization problem as
a special case of the general optimization problem that has the following properties:

• the objective function f0 is convex,

• the inequality constraint functions fi are convex,
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• the equality constraint functions hi are affine.

A convex optimization problem can thus be formulated as

minimize
x

f0(x)

subject to fi(x)≤ 0, i= 1, . . . ,m
a
ᵀ
i x= bi, i= 1, . . . ,p,

(2.27)

where fi, i= 0, . . . ,m, are convex functions.
Convexity is an important concept in optimization. For convex optimization,

there exist effective algorithms that can reliably and efficiently solve even large
problems [18]. A fundamental property of convex optimization problems is that
any locally optimal solution is also a globally optimal solution.

Semidefinite programming

Semidefinite programs (sdps) are convex optimization problems that involve ma-
trix inequalities [18]. Typically, the matrix inequality constrains all eigenvalues
of a matrix-valued function of the decision variable to be non-positive, i.e., the
resulting matrix is constrained to be negative semidefinite. Mathematically, an
sdp problem can be formulated as

minimize
X

f0(X)

subject to fi(X)� 0, i= 1, . . . ,m
hi(X) = 0, i= 1, . . . ,p.

(2.28)

Many problems in control and estimation can be formulated as sdps [19].

2.2.2 Nonlinear optimization
An instance of the general optimization problem (2.23) is referred to as a nonlin-
ear optimization problem if at least one of the constraint functions or the objective
function is nonlinear [18]. An important subclass of nonlinear optimization prob-
lems is the previously discussed convex optimization problems, for which locally
optimal solutions are also globally optimal. This is however not the case for non-
linear optimization problems in general. For many problems, it is difficult to verify
if a locally optimal solution is in fact a globally optimal solution and finding the
globally optimal solution can be extremely challenging [50]. Due to the difficulty
of locating and verifying globally optimal solutions, much attention has been fo-
cused towards local optimization, i.e., computing locally optimal solutions. See
e.g. [7, 12, 50] for extensive textbooks on the subject. A solution that is obtained
using local optimization might depend on the initial guess that was given to the
optimization algorithm and there is no guarantee that it does not exist a different
feasible point that produces a lower objective function value.

The procedure of locating and verifying the globally optimal solution to a
general nonlinear optimization problem is called global optimization [18]. As men-
tioned earlier, this is in general a difficult task. However, for certain problem
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classes, global optimization techniques can be used to retrieve a global solution.
Next, a class of such problems is introduced.

Mixed-binary convex optimization problems

In the preceding sections, all decision variables are real-valued. Mathematical
optimization is however not restricted to only real-valued variables. An optimiza-
tion problem that involves both real-valued variables x ∈Rnx and integer-valued
variables δ ∈ Znδ is referred to as a mixed-integer optimization problem. Any op-
timization problem of this type is a nonconvex problem, since the corresponding
feasible set is a nonconvex set.

A subset of mixed-integer optimization is mixed-binary optimization, where
all integer variables are constrained to be binary. A special case of mixed-binary
problems is the mixed-binary convex problem, which is defined as

minimize
x,δ

f0(x,δ)

subject to fi(x,δ)≤ 0, i= 1, . . . ,m
hi(x,δ) = 0, i= 1, . . . ,p
δi ∈ {0,1}, i= 1, . . . ,nδ,

(2.29)

where x ∈Rnx and δ ∈ {0,1}nδ are the decision variables, the inequality constraint
functions are convex, and the equality constraint functions are affine. The property
that makes mixed-binary convex problems different from standard mixed-binary
problems is that when the binary constraints δi ∈ {0,1}, i= 1, . . . ,nδ, are relaxed
to interval constraints δi ∈ [0,1], i= 1, . . . ,nδ, the relaxed optimization problem,

minimize
x,δ

f0(x,δ)

subject to fi(x,δ)≤ 0, i= 1, . . . ,m
hi(x,δ) = 0, i= 1, . . . ,p
δi ∈ [0,1], i= 1, . . . ,nδ,

(2.30)

is convex and can be solved efficiently to global optimality. The problem (2.30)
is referred to as a convex relaxation of (2.29). The two problems have the same
objective function and the feasible set of (2.29) is a subset of the feasible set of
(2.30). It is thus possible to draw the following conclusions regarding the original
problem by solving the relaxed one:

• The optimal value of the relaxed problem is a lower bound on the optimal
value of the original problem.

• If the relaxed problem is infeasible, then so is the original problem.

• If an optimal solution to the relaxed problem is feasible in the original one,
then it must also be an optimal solution to the original problem.
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Figure 2.2: Example of a binary search tree with three binary variables.

The most straightforward approach to compute an optimal solution to a mixed-
binary convex problem is to perform an exhaustive search, in which a convex prob-
lem is solved for each possible combination of the binary variables. The globally
optimal solution is then the point that is feasible with respect to the constraints
and gives the smallest objective function value. Since the number of convex prob-
lems that need to be solved increases exponentially with the number of binary vari-
ables, the computational cost of performing an exhaustive search quickly becomes
overwhelming. Several successful approaches to solve mixed-binary problems more
efficiently have been proposed [23], and the next section introduces one of them,
namely the branch and bound method.

Branch and bound for mixed-binary optimization

Branch and bound methods for mixed-binary optimization make use of binary
search trees to represent the possible combinations of the binary variables in a
structured way. The key idea is to reduce the computational effort by implicit
enumeration of the possible combinations of binary variables. In order to do this,
branch and bound methods maintain an upper bound on the globally optimal
objective function value and compute local lower bounds on the optimal objective
function value valid for certain parts of the tree. Often, these bounds can be
used to conclude that a certain subtree cannot contain the optimal solution to the
original problem and hence can be pruned. Furthermore, these bounds also implies
that the methods can be terminated at any time with a certificate that proves the
level of suboptimality of the best point found so far. The general concept of the
branch and bound method that is presented in this section is based on [23] and [72].

Let P denote the mixed-binary optimization problem to be solved, and let
pub be an upper bound on the globally optimal objective function value of this
problem. The branch and bound method initializes the binary search tree, illus-
trated in Figure 2.2, with a single node that is called the root node, that holds
the original problem P . A convex relaxation of P , denoted Pr, where all binary
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constraints are replaced by interval constraints, is then solved. If the solution to
Pr satisfies the binary constraints of P , an optimal solution to P has been found
and the algorithm terminates. Otherwise, the optimal value of Pr, denoted p?r , is
a lower bound on the optimal value of P . An upper bound pub can be obtained by
rounding each of the relaxed binary variables in the solution of Pr and computing
the objective function value at this point, provided that it is feasible in P .

Branching is then performed by splitting P into two subproblems P0 and P1.
The value of one of the binary variables is fixed to zero in one of the subproblems,
and to one in the other. These new subproblems are placed in new nodes, N0 and
N1. Convex relaxations of both these subproblems, where the remaining binary
constraints are replaced by interval constraints, are then solved. The optimal
value of a convex relaxation of Pi, denoted p?i,r, is a lower bound on the objective
function value that is valid for the subtree rooted at the corresponding node, Ni.
Thus, if p?i,r > pub, the subtree rooted at Ni cannot contain a globally optimal
solution and does not need to be further explored. If possible, the solutions to the
convex relaxation of the subproblems are also used to tighten the upper bound
on the globally optimal objective function value. If rounding the binary variables
in the solution of Pi,r yields a point that is feasible in P and gives an objective
function value p?i,r that is smaller than the current upper bound, i.e., p?i,r < pub,
the upper bound is updated.

By recursively applying this branching technique, the feasible set of the original
problem is systematically partitioned until all possible combinations have been
explored or pruned and the solution obtained. The conditions for when a subtree
rooted at the node Ni holding the subproblem Pi can be pruned are the following:

• Infeasibility. If the relaxed problem Pi,r is infeasible, then so is Pi. The
subtree rooted at Ni will thus not contain any feasible points, and does not
need to be further explored.

• Dominance. If the optimal value of Pi,r is greater than an upper bound on
the globally optimal value of the original problem P , i.e., p?i,r > pub, the
subtree rooted at Ni cannot contain an optimal solution to P and does not
need to be further explored.

• Optimality. If an optimal solution to Pi,r is feasible in Pi, then it must also
be an optimal solution of Pi. No better solution can be found in the subtree
rooted at Ni, which thus does not need the be further explored.

A general branch and bound method for solving mixed-binary problems that makes
use of these pruning criteria is outlined in Algorithm 2.5.

As mentioned earlier, branch and bound methods can be used to generate
solutions with a certified level of suboptimality. A σ-suboptimal solution is defined
as follows:
Definition 2.3 (σ-suboptimal solution). A σ-suboptimal solution is a solution
to an optimization problem with a corresponding objective function value p̂ that
satisfies p̂− p? ≤ σ if p? <∞.
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Both absolute suboptimality and relative suboptimality can be considered [5]. In
Algorithm 2.5, the absolute suboptimality is controlled by the constant parameter
ε ≥ 0 and the relative suboptimality of the solution is controlled by the constant
parameter ξ ≥ 0. Given a feasible mixed-binary problem P with optimal objective
function value p?, the branch and bound method in Algorithm 2.5 terminates with
a solution x̂ that is an (ε+ ξp?)-suboptimal solution to P , as shown in [5]. If a
globally optimal solution is needed, the suboptimality parameters are set to zero.
In Example 2.1, the branch and bound method is applied to a small binary linear
program.

Algorithm 2.5: Branch and bound
Input: Mixed-binary problem P , absolute suboptimality tolerance ε, relative sub-
optimality tolerance ξ
Initialize:
pub =∞
plb =−∞
xub = ∅
L= {P}

Search:
while L , ∅ do
Pick a problem Pi ∈ L and set L= L\Pi
(x?i,r, p?i,r)← Solve relaxed problem Pi,r
x?i,r← Round the relaxed binary variables in x?i,r
p?i,r← Objective function value at x?i,r
if p?i,r < pub and x?i,r feasible in Pi then

xub = x?i,r
pub = p?i,r

end if
if Pi,r infeasible then

Infeasible: No need to expand this node further.
else if ε+ (1 + ξ)p?i,r > pub then

Suboptimal: No need to expand this node further.
else if x?i,r feasible in Pi then

Optimal in subtree: No need to expand this node further.
else

Split Pi at a binary variable into Pi,0 and Pi,1
L= L∪{Pi,0,Pi,1}

end if
end while

Output: Solution x̂= xub, objective function value p̂= pub
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Example 2.1: Branch and bound applied to a binary linear program
In this small example, the branch and bound method in Algorithm 2.5 is used to
solve the following binary linear program:

minimize
δ

δ1 + 3δ2 + 2δ3

subject to 5δ1 + 3δ2 + δ3 ≥ 6
δi ∈ {0,1}, i= 1,2,3.

(2.31)

Figure 2.3 illustrates the search tree created by the branch and bound method,
which finds the optimal solution in five iterations. The solution and optimal value
of the corresponding relaxed problem are indicated at each node. The variable
that is fixed, and its value, is showed at each edge.

The branch and bound method starts by putting the original problem (2.31),
denoted P , in the root node of the tree. A convex relaxation of this problem, Pr,
where the binary constraints are replaced by interval constraints, is then solved.
The solution is δ?r = [1, 1

3 ,0]ᵀ, which yields a lower bound p?r = 2 on the globally
optimal value of P . No upper bound is obtained at this stage, since rounding δ?r
does not produce a point that is feasible in P .

Branching is then performed. Two subproblems of P are created by fixing the
variable δ1 to zero in one subproblem, P0, and to one in the other subproblem,
denoted P1. The convex relaxation of P0 is infeasible, which means that the
corresponding subtree does not need be further explored. If there is a feasible
solution to P , δ1 must take the value one. The convex relaxation of P1 has the
same solution as Pr, i.e., δ?1,r = [1, 1

3 ,0]ᵀ. No new bounds on the globally optimal
value are obtained in this iteration.

P

P0

δ1 = 0

P1

P1,0

δ2 = 0

P1,1

δ2 = 1

δ1 = 1

δ?
r = [1, 1

3 ,0]ᵀ
p?

r = 2

δ?
1,0,r = [1,0,1]ᵀ
p?

1,0,r = 3
δ?
1,1,r = [1,1,0]ᵀ
p?

1,1,r = 4

δ?
1,r = [1, 1

3 ,0]ᵀ
p?

1,r = 2

δ?
0,r = ∅
p?

0,r = ∞

Figure 2.3: Search tree created by branch and bound when solving prob-
lem (2.31).

Branching is then performed again. This time by splitting P1 at the variable δ2
into P1,0 and P1,1. Solving the convex relaxation of P1,0 yields a solution δ?0,1,r =
[1,0,1]ᵀ that is binary feasible in the original problem P . This means that an
upper bound on the globally optimal value is pub = p?0,1,r = 3 and that δ?0,1,r is
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an optimal point in the corresponding subtree, which does not need to be further
explored. The optimal value of the convex relaxation of P1,1, denoted p?1,1,r, is
attained at the point δ?1,1,r = [1,0,1]ᵀ, which is also binary feasible in the original
problem. However, since p?1,1,r = 4> pub, it is suboptimal and there is no need to
further explore the corresponding subtree.

Since there are no more nodes remaining, the branch and bound method has
found the globally optimal solution, δ? = [1,0,1]ᵀ, with the optimal value p? = 3,
and terminates.

2.3 Optimal control
Optimal control theory combines mathematical optimization and control of dy-
namical systems. It deals with the problem of computing an optimal control input
for a given system such that a performance criterion is minimized. For detailed
descriptions of optimal control theory, see e.g. [11, 13]. This section provides an
overview of optimal control for discrete-time systems.

2.3.1 Deterministic optimal control
Consider a dynamical system characterized by the dynamics

xk+1 = f(xk,uk), (2.32)

where xk is the state of the system and uk is the control input, which is constrained
to take values in the set Uk = U(xk) of admissible control inputs that might depend
on the current state xk. The set of feasible states at time k is denoted Xk. The
initial state of the system is assumed to be known and given by x0 = x0.

The objective function that captures the performance criterion of an optimal
control problem generally consists of two terms: a terminal cost `N (xN ) that
penalizes deviation from a desired terminal state, and an accumulation of stage
costs `k(xk,uk), which are the costs associated with the state and control input at
the time indices k = 1, . . . ,N − 1, where N is the planning horizon.

Given the model of a dynamics, constraints on the states and the control in-
puts, and an objective function, a discrete-time optimal control problem can be
formulated as the following optimization problem:

minimize
u0:N−1

`N (xN ) +
N−1∑
k=0

`k(xk,uk)

subject to xk+1 = f(xk,uk)
xk ∈ Xk, uk ∈ Uk
x0 = x0.

(2.33)

Solving this optimal control problem gives a sequence of admissible control inputs,
which yields a state trajectory that minimizes the objective function.
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Deterministic optimal control problems are formulated in the open-loop sense
since the future states can be exactly predicted given an initial state and a sequence
of control inputs. Once uk is chosen, xk+1 is known, and there is no advantage in
waiting until the next time step to decide on uk+1.

2.3.2 Stochastic optimal control
The dynamical system in (2.32) is deterministic; when a control input is applied at
a given state, the next state is fully determined. Problem (2.33) is thus a determin-
istic optimal control problem. If the dynamical system is instead stochastic, and
the succeeding state cannot be exactly determined from a given state and control
input due to the presence of disturbances, the optimal control problem becomes
a stochastic optimal control problem [11]. The dynamics of such a system can be
described by the conditional distribution

xk+1 |xk,uk ∼ p(xk+1 |xk,uk), (2.34)

with prior x0 ∼ p(x0), or using the functional representation

xk+1 = f(xk,uk,wk), (2.35)

where, as in (2.32), xk is the state and uk ∈ Uk is the control input. The distur-
bances are modeled as process noise wk characterized by a probability distribu-
tion p(wk). Furthermore, it is assumed that instead of having perfect knowledge
of the state, we have access to measurements distributed as

yk |xk ∼ p(yk |xk), (2.36)

with the functional representation

yk = h(xk,ek), (2.37)

where ek is measurement noise characterized by a given probability distribution.
In stochastic optimal control, the optimization is typically done in the closed-

loop sense; before the controller commits to applying the next control input to the
system, it is allowed to obtain an measurement of the current state. This means
that rather than optimizing over control sequences, the optimization is done over
control policies [11]. A control policy is a sequence of functions,

π = {µ0, . . . ,µN−1}, (2.38)

where µk maps the information available to the controller at time k, denoted
τk, to a control input uk = µk(τk) ∈ Uk. The available information at time k is
summarized by the sequence of measurements until time k and applied control
inputs until time k− 1:

τ0 = {y0}, (2.39a)
τk+1 = {τk,uk,yk+1}, k = 0, . . . ,N − 1. (2.39b)
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The optimal policy thus provides the optimal control input for every possible
information vector τk, i.e., every possible sequence of measurements and control
inputs.

As the dimension of the information vector τk increases with the time k, there
is a need to find a more compact representation of the available information. This
can be done using the concept of sufficient statistics [11]. A function ζk is referred
to as a sufficient statistic if it summarizes all the information in τk that is essential
for computing the optimal control, i.e.,

uk = µk(τk) = µk
(
ζk(τk)

)
. (2.40)

For Markovian systems, a sufficient statistic is the conditional probability dis-
tribution p(xk |τk) of the state xk given the information vector τk [11]. The
optimal policy is in this case a function of that probability distribution, i.e.,
uk = µk

(
p(xk |τk)

)
. Obtaining such a policy naturally requires a substantial

amount of computations, but the optimization problem corresponding to finding
the optimal policy for Markovian systems can nevertheless be formulated as fol-
lows:

minimize
π

E
{
`N (xN ) +

N−1∑
k=0

`k(xk,uk)
}

subject to xk+1 = f(xk,uk,wk)
yk = h(xk,ek)
uk = µk

(
p(xk |τk)

)
∈ Uk.

(2.41)

Note that the problem is formulated with the expected cost in the objective func-
tion. Due to the uncertainties, the cost is a random variable. A reasonable choice
is thus to minimize the expected value of this variable [11]. The expectation is
taken with respect to the joint distribution of all the involved random variables,
i.e.,

p(x0:N ,y0:N−1) = p(x0)
N−1∏
k=0

p(xk+1 |xk,uk)p(yk |xk). (2.42)

In principle, dynamic programming [8, 11] can be applied to compute the
optimal policy. The dynamic programming algorithm is based on an intuitive
idea called principle of optimality [8], which states the following fact. If the op-
timal policy for the problem (2.41) is π?0:N−1 = {µ?0, . . . ,µ?N−1}, then π?k:N−1 =
{µ?k, . . . ,µ?N−1} is the optimal policy for the truncated problem starting at time k
and running for the remaining time steps until the planning horizon.

The dynamic programming algorithm starts at time step N by computing

J?N
(
p(xN |τN )

)
= E

{
`N (xN )

∣∣ p(xN |τN )
}
, (2.43)

and proceeds backward in time by recursively solving

J?k
(
p(xk |τk)

)
= min
uk∈Uk

E
{
`k(xk,uk) +J?k+1

(
p(xk+1 |τk+1)

) ∣∣∣ p(xk |τk),uk
}
. (2.44)
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By letting µ?k
(
p(xk |τk)

)
= u?k, where u?k minimizes the right-hand side of (2.44),

this recursive algorithm yields the optimal policy π? = {µ?0, . . . ,µ?N−1} [11].
In theory, dynamic programming gives the optimal solution to stochastic con-

trol problems. However, due to the curse of dimensionality [8], computing the
optimal policy in closed form is intractable except in special cases, and approxi-
mations are necessary. Two popular approximations are described next.

Certainty-equivalent control

One approximate method is the certainty-equivalent control (cec) strategy. At
each time step k, the certainty-equivalent controller applies the control input that
would be optimal if all stochastic quantities were replaced by their expected values.
The control input uk = µ̂k(τk) at time k is computed using the following scheme:

1. Compute an estimate of xk, i.e., the mean of the conditional distribution of
xk given the information available: x̂k = Ep(xk |τk).

2. Fix each of the process noise terms at its expected value, i.e., let ŵj = Ewj ,
j = k, . . . ,N − 1.

3. Compute a sequence of control inputs {uk, . . . ,uN−1} by solving the deter-
ministic optimal control problem:

minimize
uk:N−1

`N (xN ) +
N−1∑
j=k

`j(xj ,uj)

subject to xj+1 = f(xj ,uj , ŵj)
xk = x̂k, uj ∈ Uj .

(2.45)

Note that since the problem is deterministic, the optimization is performed
over sequences of control inputs rather than control policies.

4. Apply the first element of the computed sequence of control inputs, uk, to
the system, and discard the remaining elements. At time k+ 1, the process
is repeated from step 1, this time with a one step shorter planning horizon.

The decision variables in the optimization problem solved in each iteration of the
certainty-equivalent control loop is a sequence of control inputs to be applied from
the current time step k until the end of the planning horizon N . As the time k
increases toward N , the time remaining until the end of the planning horizon
decreases and these sequences become shorter.

Receding horizon control

Another approximate method is the receding horizon control (rhc) strategy, which
is also known as model predictive control (mpc) [46]. It resembles the cec method
in the sense that it computes the control input based on the current estimate of the
state xk and expected values of future process noise realizations. The difference
is that mpc uses the same planning horizon length, denoted M , in each iteration
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of the control loop, i.e., the decision variables in the problem solved at time k is
a sequence of control inputs from time k until time k+M − 1. The optimization
problem solved at time k in the mpc loop is thus:

minimize
uk:k+M−1

`k+M (xk+M ) +
k+M−1∑
j=k

`j(xj ,uj)

subject to xj+1 = f(xj ,uj , ŵj)
xk = x̂k, uj ∈ Uj .

(2.46)

Since this problem is based on the current state estimate, which is computed using
the obtained measurements, the mpc controller operates in closed loop [46].

2.3.3 Optimal motion planning
Given a dynamical system, a description of the environment that the system is
operating in, an initial state, and a set of goal states, the motion planning problem
is to find a sequence of control inputs that drives the system from its initial state
to one of the goal states while satisfying the dynamical constraints of the system
and avoiding to collide with the surrounding obstacles [36]. In many cases, the
focus of a motion planning algorithm is not only to find any feasible solution, but
also to compute a feasible solution that is optimal with respect to a performance
criterion. The performance criterion is typically encoded in an objective function,
and the problem of computing a feasible sequence of control inputs that minimizes
an objective function is referred to as optimal motion planning [36]. Commonly
used objective functions are e.g. minimizing the energy consumption or the time
required to reach the goal. A standard reference on motion planning algorithms
is [39] and a survey on methods for self-driving vehicles, which is one of the main
applications of motion planning, can be found in [51].

Mathematically, the optimal motion planning problem can be posed as an
instance of the optimal control problem:

minimize
u0:N−1,N

`N (xN ) +
N−1∑
k=0

`k(xk,uk)

subject to xk+1 = f(xk,uk)
xk ∈ Xfree, uk ∈ Uk
x0 = xinit, xN ∈ Xgoal,

(2.47)

where xinit is the initial state, Xgoal is the set of goal states, and Xfree is the
part of the state space that is not occupied by obstacles. The problem is in
general nonconvex due to nonlinear system dynamics and complicated descriptions
of the obstacles. Solving such problems using numerical optimization is challenging,
especially for long time horizons [10, 55]. Several methods to simplify the search
for solutions to motion planning problems have been proposed. Next, we review
one of them, namely the lattice-based motion planning approach.
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Lattice-based motion planning

The key idea in lattice-based motion planning is to convert the numerical optimiza-
tion problem (2.47) into a graph search problem, without giving up constraints on
the system dynamics [56]. This is done by sampling the continuous state space of
the system in a regular fashion and constraining its motion to a finite set of motion
primitives, that each drives the system from one of the sampled states to another
in a dynamically feasible manner. The solution to a motion planning problem can
then be obtained by conducting a search in a directed graph G = 〈V,E〉, referred
to as a state lattice [56]. The nodes of the state lattice, x ∈ V, each represents a
state of the system, and the edges p ∈ E encode motion primitives that satisfy the
system dynamics.

The sampling of the state space defines the states that the system can reach [55].
For a system which state is specified by its two-dimensional position and heading
angle, x= [x1 x2 θ]

ᵀ, the sampling implies that (x1,x2) is constrained to values on
a grid of resolution r, and that θ ∈Θ, where Θ is a finite set of admissible heading
directions. The motion primitives are generated offline using numerical optimal
control, which means that constraints on inputs and states can be incorporated
to guarantee that the motion primitives are dynamically feasible for the system.
A commonly used assumption in the state-lattice motion planning framework is
that the system is position-invariant, which means that a motion primitive can
be translated and used to connect any two equivalent lattice states [56]. This
is illustrated in Figure 2.4. All lattice states are however not equivalent, and to
ensure that the computed sequence of motion primitives is dynamically feasible for
the system, the motion primitives that can be applied from a given state xk ∈ V are
constrained to belong to the set of applicable motion primitives from xk, denoted
P(xk). For notational convenience, we introduce the state transition function

xk+1 = fp(xk,pk), (2.48)

which should be interpreted as starting from the state xk, applying the sequence
of control inputs that constitutes the motion primitive pk, and ending up at the
state xk+1. Note that the index k here indicates the number of primitives that
have been applied since the start, and not time step as in the previous sections,
since a motion primitive can last for more than one time step. To ensure that the
system avoids the obstacles at all times it is thus not enough to just constrain each
xk to belong to Xfree. The full trajectory between xk and xk+1 when applying pk
must avoid collision, which is ensured using the constraint c(xk,pk) ∈ Xfree.

By discretizing the state space to specify the set of allowed system states xk ∈ V,
and precomputing the set of motion primitives P, the motion planning problem in
(2.47) where the optimization is done over the continuum of control inputs uk ∈ U ,
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Figure 2.4: Example of equivalent states in a state lattice. The motion
primitives (black) are position-invariant and can be applied to all equivalent
grid positions of the lattice.

is approximated by the following problem:

minimize
p0:N−1,N

`N (xN ) +
N−1∑
k=0

`k(xk,pk)

subject to xk+1 = fp(xk,pk)
c(xk,pk) ∈ Xfree
pk ∈ P(xk)
x0 = xinit, xN ∈ Xgoal,

(2.49)

where the optimization is done over the finite set of motion primitives. This
problem can be solved online using efficient graph search methods, e.g., A* [25]
or ARA* [43]. The state-lattice approach has been successfully applied in several
practical applications, e.g., [2, 44, 56].

2.3.4 Informative path planning
Informative path planning (ipp) [64] considers the problem of optimizing trajecto-
ries for mobile sensors in order to maximize the state estimation performance. It
can be considered as optimal motion planning with a certain class of performance
criteria. In contrast to the typical motion planning problem, there is no set of goal
states. Instead, the objective is to compute a trajectory from where the mobile
sensor can obtain maximally informative measurements. In ipp, the state estima-
tion problem is thus combined with a stochastic control problem, where decisions
are made based on predictions of future measurements. This section formulates
a general ipp problem, of which specializations are considered in the following
chapters.
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Consider a sensor mounted on a vehicle, a mobile sensor, with state sk at
time k, that is controlled using the control input uk ∈ U . The dynamics of the
mobile sensor are described by the following model

sk+1 = g(sk,uk). (2.50)

In this thesis, the control input is always connected to the movement of the mobile
sensor. However, it could also be used to control other properties of the sensor,
e.g., sensing mode or an adjustable beamwidth.

The task of the mobile sensor in an ipp problem is to track the evolution
of a system of interest, i.e., gather measurements that are to be used in a state
estimation framework. The state of the system of interest, xk, is modeled to evolve
according to the following dynamics equation:

xk+1 = f(xk,wk), (2.51)

where wk is process noise characterized by some probability distribution.
The mobile sensor obtains information about the system of interest through

imperfect measurements, described by the following measurement model:

yk = h(xk,sk,ek), (2.52)

where yk is the measurement obtained by the sensor and ek is measurement noise.
Given (2.50)–(2.52), we can formulate a general ipp problem as a stochastic

optimal control problem. The information available at time k is summarized by
the sensor state trajectory and the obtained measurements:

τ0 = {s0,y0}, (2.53a)
τk+1 = {τk,sk+1,yk+1}, k = 0, . . . ,N − 1, (2.53b)

for which a sufficient statistic is the current state of the mobile sensor, sk, and the
conditional probability distribution of the state of the system of interest p(xk |τk).
The optimal control policy π is thus a sequence of functions µk that map sk
and p(xk |τk) to a control input. The optimization problem that corresponds to
computing this policy can be formulated as

minimize
π

E
{
`N
(
p(xN |τN ),sN

)
+
N−1∑
k=0

`k
(
p(xk |τk),sk,uk

)}
subject to sk+1 = g(sk,uk)

xk+1 = f(xk,wk)
yk = h(xk,sk,ek)
uk = µk

(
p(xk |τk),sk

)
∈ Uk

s0 = s0,

(2.54)

where s0 is the initial state of the mobile sensor and the expectation is taken with
respect to the joint distribution of all the involved random variables. The goal of
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ipp is to optimize the overall state estimation performance. Hence, the objective
function includes a measure of this performance and possibly also costs related to
effort of controlling the mobile sensor.

Throughout this thesis, it is assumed that the dynamics of the mobile sensor
are deterministic and that its state is perfectly known at all times. Incorporating
the notion of uncertainty in the state of the sensor leads to a related problem, often
referred to as belief space planning, which has been widely studied [52, 53, 58, 69].
For sensors that do not possess internal states, i.e., g(sk,uk) = uk, the ipp problem
coincides with the sensor selection problem. Instead of planning an informative
path for a mobile sensor, the sensors are static and the challenge is to select when
to activate which sensor. This problem has been studied extensively and several
efficient approaches have been proposed [32, 70].

Computing an optimal policy by solving the stochastic control problem (2.54)
would require a substantial computational effort, and approximations are needed
in practice. Neglecting the uncertainty in the dynamics of the state of the system of
interest and approximating the conditional distribution of its state by a Gaussian
distribution leads to a deterministic problem [57], that can be solved using local
numerical optimization [53], sampling-based techniques [28, 38] or graph search
methods [4, 63].





3
Informative path planning in linear

Gaussian settings

This chapter addresses a special case of the general ipp problem, where the dy-
namics of the system of interest and the measurements are linear and Gaussian for
a given sensor state. Under these assumptions, and for certain classes of objective
functions that measure the informativeness of a sensor trajectory, the correspond-
ing stochastic ipp problem reduces to a deterministic optimal control problem [41].
The proof of this is outlined in Section 3.1. In Section 3.2, it is shown that some
linear Gaussian ipp problems can be formulated as sdps. Section 3.3 makes use of
the sdp formulation of ipp in a surveillance scenario, and Section 3.4 extends this
scenario to also include adversarial observers.

3.1 Separation principle
This section shows that a version of the principle of separation of estimation and
control [76] holds for linear Gaussian ipp problems. This is a well-known result that
was used on a similar problem already in the 1960’s [49], but also more recently in
[4, 41, 63]. The discussion in this section follows the same chain of arguments as is
used in [30], where it is shown that solving an open-loop formulation of the linear
Gaussian sensor scheduling problem yields a control sequence that is optimal also
in the closed-loop sense.

Let sk denote the state of the sensor and xk the state of a system of interest.
Consider a modified version of the linear Gaussian state-space model (2.4):

xk+1 = Fxk +Gwk, wk ∼N (0,Q), (3.1a)
yk =H(sk)xk + ek(sk), ek(sk)∼N

(
0,R(sk)

)
. (3.1b)

In contrast to (2.4), the measurement matrix, H = H(sk), and the covariance
matrix of the measurement noise, R=R(sk), in the above model are not constant,

33
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but functions of the state of the sensor. The measurement model might depend
nonlinearly on the sensor state, but it is important to note that the model is still
linear in the state of the system of interest, xk. The dynamics of the mobile sensor
are deterministic and given by sk+1 = g(sk,uk), where uk is the control input.

The problem of planning the trajectory for a mobile sensor that is estimating
the state of the linear Gaussian system in (3.1) can be formulated as an instance
of the stochastic ipp problem (2.54):

minimize
π

E
{
`N
(
p(xN |τN ),sN

)
+
N−1∑
k=0

`k
(
p(xk |τk),sk,uk

)}
subject to sk+1 = g(sk,uk)

xk+1 = Fxk +Gwk

yk =H(sk)xk + ek(sk)
uk = µk

(
p(xk |τk),sk

)
∈ Uk

s0 = s0,

(3.2)

where s0 is the initial state of the mobile sensor, and τk is the information available
for decision making at time k. The optimization is performed over the space of
control policies π = {µ0, . . . ,µN−1}, and the expectation is taken with respect to
the joint distribution of all involved random variables, i.e.,

p(x0:N ,y0:N ) = p(x0)
N−1∏
k=0

p(xk+1 |xk)
N∏
k=0

p(yk |xk,sk). (3.3)

The fact that (3.1) constitutes a linear Gaussian state-space model for the
system of interest means that a Kalman filter can be applied to estimate its cor-
responding state. If the prior distribution of the initial state of the system, p(x0),
is Gaussian, the conditional probability distribution of xk given all measurements
up until time k will also be Gaussian according to

p(xk |y1:k) =N (xk | x̂k|k,Pk|k), (3.4)

where x̂k|k and Pk|k are computed recursively using the Kalman filter equations
from Algorithm 2.1. An equivalent alternative is to use an information filter, in
which case the resulting information matrix Ik|k is computed using the information
matrix recursion

Ik|k = Ik|k−1 + Jk(sk), (3.5a)
Ik+1|k = (FI−1

k|kF
ᵀ+GQG

ᵀ)−1, (3.5b)

where Jk(sk) = H
ᵀ(sk)R−1(sk)H(sk) is the information contained in the mea-

surement obtained at time step k. For a more compact notation, we introduce the
function Ik+1|k+1 = fI(Ik|k,sk+1), that captures the two update steps of (3.5). As
pointed out in Section 2.1.4, a key property of the information matrix recursion is
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that it is invariant to the measurements values, which means that the information
matrix of future time steps can be computed in advance.

As discussed in Section 2.1.5, it is reasonable to use an objective function
based on the resulting information matrix in order to judge the informativeness of
a sensor trajectory. This gives the following terminal and stage cost functions:

`N
(
p(xN |τN ),sN

)
= `N (IN |N ,sN ), (3.6a)

`k
(
p(xk |τk),sk,uk

)
= `k(Ik|k,sk,uk), k = 0, . . . ,N − 1. (3.6b)

The objective function is then independent of all involved random variables, since
the state of the mobile sensor sk and control input uk are deterministic quantities,
and the information matrix recursion is independent of the actual measurements.
This means that the objective function value is deterministic for a given sensor tra-
jectory, i.e., an initial state s0 and a sequence of control inputs uk, k = 0, . . . ,N − 1.
Taking the expectation with respect to all involved random variables thus has no
effect.

In general, as described in Section 2.3.4, a sufficient statistic for a stochastic ipp
problem is given by the state of the mobile sensor and the conditional distribution
of the state of the system of interest. For Gaussian distributions, this is equivalent
to the state of the mobile sensor, the current estimate of state of the system of
interest, and the corresponding covariance or information matrix. However, the
choice of terminal and stage cost functions in (3.6) gives an objective function
where the state estimate does not appear explicitly. Since the state estimate also
does not affect the information matrix recursion, its value at time k is not needed
to find the optimal policy. A sufficient statistic is in this case given by the sensor
state sk and the information matrix Ik|k corresponding to the state estimate of
the system of interest, i.e., uk = µk(Ik|k,sk).

The choice of terminal and stage cost functions in (3.6) gives an objective func-
tion that is independent of the involved stochastic quantities. It can thus be com-
puted exactly given the initial state of the mobile sensor s0, the initial information
matrix I0|0 = (covx0)−1, and the sequence of control inputs uk, k = 0, . . . ,N − 1.
This means that the stochastic problem reduces to a deterministic one:

minimize
π

`N
(
IN |N ,sN

)
+
N−1∑
k=0

`k(Ik|k,sk,uk)

subject to sk+1 = g(sk,uk)
Ik+1|k+1 = fI(Ik|k,sk+1)
uk = µk(Ik|k,sk) ∈ Uk
s0 = s0, I0|0 = I0|0.

(3.7)

An important property of deterministic optimal control problems is that, in
contrast to stochastic optimal control problems, the use of feedback does not result
in a possible reduction of the optimal objective function value. This means that
optimizing over control policies π = {µ0, . . . ,µN−1} results in the same optimal
value as optimizing over sequences of control inputs {u0, . . . ,uN−1} [11]. Hence,



36 3 Informative path planning in linear Gaussian settings

the linear Gaussian ipp problem can be formulated as the following deterministic
problem,

minimize
u0:N−1

`N
(
IN |N ,sN

)
+
N−1∑
k=0

`k(Ik|k,sk,uk)

subject to sk+1 = g(sk,uk)
Ik+1|k+1 = fI(Ik|k,sk+1)
s0 = s0, I0|0 = I0|0, uk ∈ Uk,

(3.8)

where the optimization is performed over sequences of control inputs. Even though
this problem is deterministic, it is still difficult to solve, since it is both nonlinear
and nonconvex. One option would be to try to solve it using one of the many
available software packages for nonlinear optimization, e.g., ipopt [73], acado [29]
or worhp [20], but due to the nonconvexity there is no guarantee that a globally
optimal solution will be found [18]. Instead, we will focus on a special case of
the problem where the relation between the sensor state and the measurement
equation makes it possible to reformulate the problem as a convex optimization
problem.

3.2 Semidefinite program formulation
All equality constraints need to be affine for an optimization problem to be convex.
This in not the case for the linear Gaussian ipp problem (3.8), since the equality
constraints corresponding to the information matrix recursion are nonlinear, which
means that the problem is nonconvex. In this section, it will be shown that under
reasonable assumptions, an equivalent convex problem can be obtained by relaxing
these nonlinear equality constraints to inequality constraints, which can be further
reformulated as linear matrix inequalities.

3.2.1 Reformulation of nonlinear equality constraints
For certain classes of nonconvex optimization problems that involve nonlinear
equality constraints, it is possible to find the optimal solution by solving convex
relaxations of the original problem. Specifically, this is the case when any optimal
solution to the relaxed problem satisfies the inequality constraints with equality.
This concept is formalized in Theorem 3.1, for which the following definition of
matrix monotone (increasing, decreasing) functions will be needed:
Definition 3.1 (Matrix monotone functions, extension of the definition in [18]).
Assume C ⊆ Sn. A function f : Sn→ Sm is called matrix increasing on C if

X � Y, X , Y =⇒ f(X)� f(Y ), f(X) , f(Y ),

for all X, Y ∈ C. For m= 1, f is called matrix increasing on C if

X � Y, X , Y =⇒ f(X)< f(Y ).

Matrix decreasing is defined analogously.
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Some examples of matrix monotone functions of the variable X ∈ Sn are:

• tr(X) is matrix increasing [18].

• tr(X−1) is matrix decreasing on Sn++ [18].

• det(X) is matrix increasing on Sn++ [18].

• The covariance matrix recursion fP is matrix increasing on Sn++ [26].

• The information matrix recursion fI is matrix increasing Sn++ [26].

Having defined the notion of matrix monotone functions, the following theorem
can be stated.

Theorem 3.1. Assume that

• `Xk : Sn→R, k = 0, . . . ,N, are matrix decreasing on Sn++,

• fk(X,y) : Sn×Rm→ Sn, k = 1, . . . ,N , are finite-valued and matrix increas-
ing in X on Sn++ for any feasible y,

• X0 ∈ Sn++.

Then, the optimal solution to the problem

minimize
X0:N ,y

N∑
k=0

`Xk (Xk) + fy0 (y)

subject to g(y) = 0
Xk+1 = fk+1(Xk,y), k = 0, . . . ,N − 1
X0 =X0

(3.9)

coincides with the optimal solution to the problem

minimize
X0:N ,y

N∑
k=0

`Xk (Xk) + fy0 (y)

subject to g(y) = 0
Xk+1 � fk+1(Xk,y), k = 0, . . . ,N − 1
X0 �X0.

(3.10)

Proof: Note that a problem equivalent to (3.10) can be obtained by introducing
positive semidefinite slack variables, ∆k, k = 0, . . . ,N, and replacing each inequal-
ity constraint in (3.10) with an equality constraint. This yields the following
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equivalent problem:

minimize
X0:N ,∆0:N ,y

N∑
k=0

`Xk (Xk) + fy0 (y)

subject to g(y) = 0
Xk+1 +∆k+1 = fk+1(Xk,y), k = 0, . . . ,N − 1
X0 +∆0 =X0

∆k � 0, k = 0, . . . ,N.

(3.11)

By optimizing over the variables Xk, ∆k, k = 0, . . . ,N, in (3.11), it will now
be shown that the optimal choice of the slack variables is ∆k = 0, k = 0, . . . ,N ,
which means that the inequality constraints in (3.10) are satisfied with equality at
the optimal solution. We begin by optimizing over the variables in the final stage,
namely XN and ∆N . To do this, we introduce the function f0 : Sn→R, which
we assume is matrix decreasing, and make use of the following helper problem

minimize
X,∆

f0(X)

subject to X +∆ = c0

∆� 0,

(3.12)

which can be considered as a parametric program of the parameter c0. Since the
objective function is matrix decreasing, a nonzero slack ∆ implies a suboptimal X:

X �X +∆, X ,X +∆ =⇒ f0(X)> f0(X +∆). (3.13)

Hence, for any finite choice of c0, the unique optimal solution to (3.12) is given by
X? = c0, ∆? = 0. In particular, this holds for c0 = fk+1(Xk,y), which means that
the variables ∆N = 0, XN = fN (XN−1,y) in (3.11) can be eliminated together
with the corresponding equality constraint. This elimination reduces the problem
to

minimize
X0:N−1,∆0:N−1,y

N−1∑
k=0

`Xk (Xk) + `XN
(
fN (XN−1,y)

)
+ fy0 (y)

subject to g(y) = 0
Xk+1 +∆k+1 = fk+1(Xk,y), k = 0, . . . ,N − 2
X0 +∆0 =X0

∆k � 0, k = 0, . . . ,N − 1,

(3.14)

which has the same structure as the original problem (3.11); the objective function
is still matrix decreasing in Xk, k = 0, . . . ,N − 1, as the second term of the objec-
tive function is a matrix decreasing function of a matrix increasing function, the
constraint functions are matrix increasing in Xk and finite-valued, and X0 ∈ Sn++.

The procedure of optimizing over, and eliminating, the variables in the final
stage can thus be applied repeatedly until all variables except X0, ∆0, and y have
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been eliminated, which eventually gives the equivalent problem

minimize
X0,∆0,y

N∑
k=1

`Xk

(
fk

(
. . .
(
f1(X0,y), . . .

)
,y
))

+ `X0 (X0) + fy0 (y)

subject to g(y) = 0
X0 +∆0 =X0

∆0 � 0.

(3.15)

Since also this problem has the same structure as (3.11), the optimal and finite
choice of X0 and ∆0 is given by X0 =X0, ∆0 = 0. This means that for any feasible
y, the optimal choice of Xk and ∆k in (3.11) and thus also in (3.10) is given by
X?

0 = X0, X?
k+1 = fk+1(X?

k ,y) for k = 0, . . . ,N − 1, and ∆?k = 0 for k = 0, . . . ,N ,
and that X?

k , by induction, is finite for all k. The optimal choice of y can be
obtained by solving

minimize
y

N∑
k=1

`Xk

(
fk

(
. . .
(
f1(X0,y), . . .

)
,y
))

+ `X0 (X0) + fy0 (y)

subject to g(y) = 0.

(3.16)

Note that the constraints of (3.10) are relaxations of the constraints of (3.9).
Hence, the feasible set of (3.9) is a subset of the feasible set of (3.10) and the
optimal value of (3.9) can thus not be lower than the optimal value of (3.10).
Since X?

0 = X0, X?
k+1 = fk(X?

k ,y), k = 0, . . . ,N − 1, is optimal in (3.10) and
feasible in (3.9), it must also be optimal in (3.9). Hence, the optimal solution to
(3.10) coincides with the optimal solution to (3.9), which concludes the proof.

3.2.2 Application to informative path planning
The information matrix recursion fI is matrix increasing [26] and finite-valued
provided that the largest eigenvalue of Jk(sk) is finite. Assume that the following
conditions are satisfied for (3.8):

• The objective function is separable in Ik|k and (sk,uk), i.e.,

`N (IN |N ,sN ) = `IN (IN |N ) + `sN (sN ), (3.17a)
`k(Ik|k,sk,uk) = `Ik (Ik|k) + `s,uk (sk,uk), k = 0, . . . ,N − 1, (3.17b)

• The stage cost functions `Ik , k = 0, . . . ,N, are matrix decreasing on Sn++,

• The initial information matrix I0|0 is positive definite.

Then, Theorem 3.1 can be applied to the problem (3.8), and the equality con-
straints representing the information matrix recursion can equivalently be replaced
by inequality constraints. These new inequality constraints can be further refor-
mulated. Assuming that the matrices F and Q are positive definite, which implies
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that their inverses exist and are positive definite, the Woodbury matrix identity
(2.12) gives

Ik+1|k+1 � fI(Ik|k,sk+1) = (FI−1
k|kF

ᵀ+GQG
ᵀ)−1 + Jk+1(sk+1) ⇐⇒

Ik+1|k+1 � F−
ᵀIk|kF−1 + Jk+1(sk+1)−F−ᵀIk|kF−1G×
× (Q−1 +G

ᵀ
F−
ᵀIk|kF−1G)−1G

ᵀ
F−
ᵀIk|kF−1F

ᵀ
Q−1. (3.18)

Furthermore, since the assumption of positive definite Q and Ik|k implies that

Q−1 +G
ᵀ
F−
ᵀIk|kF−1G� 0, (3.19)

the Schur complement condition for positive semidefiniteness of a block matrix
[18] can be applied to (3.18), which gives:

0�
[
F−ᵀIk|kF−1−Ik+1|k+1 + Jk+1(sk+1) F−ᵀIkF−1G

G
ᵀ
F−ᵀIkF−1 Q−1 +G

ᵀ
F−ᵀIkF−1G

]
, Γ
(
Ik|k,Ik+1|k+1,Jk+1(sk+1)

)
. (3.20)

This eliminates the use of the inverse of the information matrix in the constraint.
Instead, (3.20) is a linear matrix inequality in Ik|k, Ik+1|k+1, and Jk+1(sk+1).
Hence, under the above listed assumptions, the problem (3.8) can be equivalently
reformulated as

minimize
z

`N (IN |N ,sN ) +
N−1∑
k=0

`k(Ik|k,sk,uk)

subject to sk+1 = g(sk,uk)
0� Γ

(
Ik|k,Ik+1|k+1,Jk+1(sk+1)

)
s0 = s0, I0|0 = I0|0,

(3.21)

where z = {Ik|k, k = 0, . . . ,N, u0:N−1}. If the objective function is convex, the
function g that describes the sensor dynamics is linear, and the information con-
tained in a measurement, Jk, is an affine function of the sensor state, this is a
convex problem.

Example 3.1: Position-dependent measurement quality
Consider the ipp problem of planning the trajectory of a mobile sensor with the
task of estimating the state of a system of interest before going back to the base
at the origin. Assume that the measurement noise level depends on the position
of the mobile sensor, which has to move to a different part of the area to gather
information about the system of interest.

The dynamics of the mobile sensor are modeled as a discretized near-constant
velocity model, where the state s = [s1 s2 v1 v2]ᵀ represents the sensor’s two-
dimensional position and velocity, and the control input uk corresponds to its
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acceleration:
sk+1 =

[
I τI
0 I

]
︸      ︷︷      ︸
,A

sk +
[
τ2
2 I
τI

]
︸   ︷︷   ︸
,B

uk, (3.22)

where τ is the sampling period. The acceleration uk is limited to have a mag-
nitude of less than one in each direction. The state of the system of interest
evolves according to a random walk model driven by white Gaussian noise with
unit covariance:

xk+1 = xk +wk, wk ∼N (0, I). (3.23)

The measurement model is linear in the state of the system of interest and the
measurement noise is white and Gaussian, and the covariance matrix is a function
of the sensor state:

yk = xk + ek(sk), ek(sk)∼N
(
0,R(sk)

)
, (3.24a)

R−1(sk) = (100 + s1,k)I. (3.24b)

The relation between sensor state and measurement noise is selected for illustra-
tional purposes rather than describing a real-world sensor. An information filter,
where the information matrix recursion depends on the state of the mobile sensor,
is used to estimate the state of the system of interest:

Ik+1|k+1 = fI(Ik|k,sk+1). (3.25)

With the initial state of the mobile sensor given by s0 = [8,0,0,0]ᵀ, the initial
information matrix I0|0 = I, a planning horizon of N = 15 time steps, and terminal
and stage cost functions given by

`N (IN |N ,sN ) =−tr(IN |N ) + 100‖sN‖22, (3.26a)
`k(Ik|k,sk,uk) =−tr(Ik|k), k = 0, . . . ,N − 1, (3.26b)

the corresponding linear Gaussian ipp problem can be formulated as:

minimize
u0:N−1

100‖sN‖22−
N∑
k=0

tr(Ik|k)

subject to sk+1 =Ask +Buk

− 1� uk � 1
Ik+1|k+1 = fI(Ik|k,sk+1)
s0 = s0, I0|0 = I.

(3.27)

This problem satisfies all requirements of Theorem 3.1: −tr(Ik|k) is matrix decreas-
ing [18], fI is matrix increasing [26], and I ∈ Sn++. The constraints Ik+1|k+1 =
fI(Ik|k,sk+1) can thus be replaced by Ik+1|k+1 � fI(Ik|k,sk+1), which can be
further reformulated as 0� Γ

(
Ik|k,Ik+1|k+1,J(sk+1)

)
, where Γ is defined in (3.20)
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Figure 3.1: The mobile sensor starts at (0,8) and the goal is to collect as
much information as possible and go to the origin in fifteen time steps. The
amount of information contained in a measurement from a point in space is
color-dependent: white is less informative, blue is more informative.

and J(sk) = (100+s1,k)I. Hence, (3.27) is equivalent to the following convex prob-
lem:

minimize
z

100‖sN‖22−
N∑
k=0

tr(Ik|k)

subject to sk+1 =Ask +Buk

− 1� uk � 1
0� Γ

(
Ik|k,Ik+1|k+1,(100 + s1,k+1)I

)
s0 = s0, I0|0 = I,

(3.28)

where z = {Ik|k, k = 0, . . . ,N, u0:N−1}. The optimal solution to this problem,
obtained using mosek [3], gives the sensor trajectory illustrated in Figure 3.1.

3.3 Informative path planning for surveillance
In this section, we consider an application of ipp where a mobile sensor with
limited sensing range is used to monitor the evolution of a number of features in
a given environment. The features are separated in space, which means that the
sensor is unable to obtain measurements of all features at the same time, and the
problem is to compute a trajectory for the mobile sensor such that it is able to
keep track of the state of all features. With the assumptions that the dynamics of
the features are linear and that the measurements equation is linear in the state of
the features, the corresponding ipp problem can be formulated as a deterministic
optimal control problem. The considered scenario is illustrated in Figure 3.2.
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Figure 3.2: A mobile robot equipped with a sensor can obtain noisy mea-
surements of static features in the environment if they are within the sensor’s
sensing range. The problem, which is illustrated in the figure, is to find a
sensing path that is maximizing the gathered information. The initial posi-
tion of the mobile sensor is indicated by the x, and the black circle illustrates
its sensing range. A feature (marked with +) is visible to the mobile sensor
if the sensor is located within the corresponding green region.

3.3.1 Problem formulation
This section defines the sensor and dynamics models, and formulates a determin-
istic ipp problem.

Motion and measurement models

Consider a mobile sensor with deterministic and linear dynamics, given by

sk+1 =Ask +Buk, (3.29)

where sk is the state of the mobile sensor and uk is the control input, both at
time k. The set of feasible states is denoted by S and the set of admissible control
inputs is denoted by U . The sets S and U are both assumed to be convex sets.

The mobile sensor is operating in an environment where there are a number of
distinct features at known locations. The superindex (i) will be used for quantities
related to the ith feature. The position of the ith feature, denoted p(i)

k , is assumed
to be known at all times and is not considered to be part of the state of the feature,
which instead corresponds to an associated property of interest, representing e.g.
air quality or temperature at the feature’s position. The state of a feature evolves
according to a linear model

x
(i)
k+1 = F (i)x(i)

k +G(i)w(i)
k , w

(i)
k ∼N (0,Q(i)), (3.30)

where x(i)
k is the state of the feature, and the process noise w(i)

k is white and
Gaussian with covariance Q(i) � 0. The states of different features are assumed
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to be mutually independent and the state transition matrix F (i) is assumed to be
non-singular for each feature. The total number of features in the environment is
denoted L.

The mobile sensor has a limited sensing range and obtains measurements of
features that are in the vicinity of its current position. The set of points from which
measurements can be obtained, referred to as the sensing region, is thus a function
of the state of the mobile sensor and is defined as V(sk) = {p | fV(sk,p) ≤ 0}.
Assuming that fV is a convex function, V(sk) is a convex set. The measurement
model is discontinuous in the sense that a linear measurement of the state of
the feature is obtained if the feature is within the sensing region at time k, and
no measurement otherwise. As argued in [65], not obtaining a measurement is
equivalent to obtaining a measurement with an infinite noise covariance. The
measurement equation can thus be written

y
(i)
k =H(i)x(i)

k + e
(i)
k (sk,p

(i)
k ), e

(i)
k (sk,p

(i)
k )∼N

(
0,R(i)(sk,p

(i)
k )
)
, (3.31)

where the measurement noise is white and Gaussian with covariance

R(i)(sk,p
(i)
k ) =

{
R(i), p

(i)
k ∈ V(sk)

σ2I, p
(i)
k < V(sk)

(3.32)

where σ2→∞.

Information representation

The measurement model (3.31) is linear in the state of the feature, x(i)
k , and nonlin-

ear only in the state of the sensor, sk. Together with the dynamics model (3.30), it
constitutes a linear Gaussian state-space model for the state of the feature. Hence,
a linear information filter can be employed to estimate its state from the obtained
measurements. As described in Section 2.1.4, the information filter maintains an
information matrix to represent the accuracy of the state estimate. The recursion
for the information matrix corresponding to the ith feature becomes

I(i)
k+1|k+1 = fI(I(i)

k|k,sk+1,p
(i)
k+1)

=
(
F (i)I(i)−1

k|k F (i)ᵀ +G(i)Q(i)G(i)ᵀ)−1 + J (i)(sk+1,p
(i)
k+1), (3.33)

where

J (i)(sk,p
(i)
k ) =H(i)ᵀ(R(i)(sk,p

(i)
k )
)−1

H(i)

=
{
H(i)ᵀR(i)−1

H(i), p
(i)
k ∈ V(sk)

0, p
(i)
k < V(sk)

(3.34)

is the information contained in the measurement of the ith feature at time k. For
notational convenience further on, we introduce the constant matrix

J
(i) =H(i)ᵀR(i)−1

H(i). (3.35)
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Note that the information matrix recursion does not depend on the actual
measurement values, but only on whether or not measurements are obtained. Since
the position of each feature and the state of the sensor is considered to be perfectly
known at each point in time, it is possible to use the information filter to predict the
accuracy of future estimates before the actual measurements have been obtained.

Optimization problem

The task of the mobile sensor is to monitor the evolution of the state of the
features. Since the sensor’s noise characteristics depend on the state of the mobile
sensor, the choice of trajectory through the environment will affect the sensor’s
monitoring performance. The problem of finding the best trajectory for the mobile
sensor can be formulated as an ipp problem, where the performance is captured
by a measure of the resulting information matrices in the objective function. The
objective function could also contain penalties on the state of the mobile sensor
or the control input to e.g. enable a trade-off between informativeness and energy
consumption. For the remainder of this section, we will use an objective function
composed of the following terminal and stage cost functions:

`N
(
{I(i)
N |N}

L
i=1,sN

)
= s
ᵀ
NVssN − (detIN )1/n, (3.36a)

`k
(
{I(i)
k|k}

L
i=1,sk,uk

)
= u

ᵀ
kVuuk + s

ᵀ
kVssk − (detIk)1/n, k = 0, . . . ,N − 1, (3.36b)

where Vu and Vs are positive semidefinite weight matrices, Ik = blkdiag
(
{I(i)
k|k}Li=1

)
and n is the number of rows in Ik.

The problem of finding the best trajectory for the mobile sensor can thus be
formulated as

minimize
u0:N−1

N−1∑
k=0

u
ᵀ
kVuuk +

N∑
k=0

(
s
ᵀ
kVssk − (detIk)1/n)

subject to sk+1 =Ask +Buk

I(i)
k+1|k+1 = fI(I(i)

k|k,sk+1,p
(i)
k+1)

uk ∈ U , sk ∈ S
s0 = s0, I(i)

0|0 = I(i)
0|0,

(3.37)

where s0 is the initial state of the mobile sensor and I(i)
0|0, i = 1, . . . ,L, are the

initial information matrices corresponding to the estimated states of the features.
In addition to involving nonlinear equality constraints, which by definition makes
the problem nonconvex, the problem is nonsmooth due to the discontinuities in the
measurement model. Finding the optimal sequence of control inputs by directly
solving the problem formulated as a continuous nonlinear optimization program is
thus challenging, since there is no gradient information that can guide the solver
towards the regions where measurements can be obtained. Instead, in the next
section, we will formulate the problem as a mixed-binary program.
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3.3.2 Reformulation to mixed-binary semidefinite program
Assuming that the initial information matrices I(i)

0|0, i= 1, . . . ,L, are positive defi-
nite, the problem (3.37) fulfills the requirements of Theorem 3.1:

• The information part of the stage cost, `Ik = −(detIk)1/n, k = 0, . . . ,N, is
matrix decreasing on Sn++ [18].

• The constraint function fI , corresponding to the information matrix recur-
sion, is matrix decreasing for all feasible values of sk [26].

• The constraint function fI is finite-valued given that the largest eigenvalue
of J (i)(sk) is finite for all sk.

The theorem can thus be applied, and the equality constraints representing the
information matrix recursion can equivalently be replaced by inequality constraints,
which can be further reformulated as the linear matrix inequalities

0� Γ
(
I(i)
k|k,I

(i)
k+1|k+1,J

(i)(sk+1,p
(i)
k+1)

)
, k = 0, . . . ,N − 1, i= 1, . . . ,L, (3.38)

where the function Γ is defined in (3.20).
The discrete nature of the measurement model can be modeled by introducing

an auxiliary binary variable δ(i)
k for each time step k and feature i. This variable

is a nonlinear function of the state of the sensor, sk, and the position of the ith
feature, p(i)

k , and takes the value one if a measurement of the ith feature is obtained
at time step k, and the value zero otherwise:

δ
(i)
k = δ(sk,p

(i)
k ) =

{
1, p

(i)
k ∈ V(sk)

0, p
(i)
k < V(sk).

(3.39)

This logic relation between sk and δ
(i)
k can be modeled using a big-M formula-

tion [71], as will be described next. The following constraint forces the binary
variable δ(i)

k to take the value zero when the ith feature is outside of the mobile
sensor’s sensing region, i.e., when fV(sk,p

(i)
k )> 0:

fV(sk,p
(i)
k )− (1− δ(i)

k )Mδ ≤ 0, (3.40)

whereMδ is a constant coefficient representing a known upper bound for fV(sk,p
(i)
k ).

Logically, (3.40) achieves the condition

fV(sk,p
(i)
k )> 0→ δ

(i)
k = 0, (3.41)

where ‘→’ stands for ‘implies’. This provides a sufficient link between sk and δ(i)
k

in this ipp problem, since the condition

fV(sk,p
(i)
k )≤ 0→ δ

(i)
k = 1 (3.42)
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is achieved implicitly at optimality. This follows from that although δ(i)
k = 0 does

not violate the constraints if fV(sk,p
(i)
k )≤ 0, it is suboptimal since δ(i)

k = 1 is also
feasible and results in a measurement update of the corresponding information
matrix, and thereby yields a better objective function value.

With the introduction of the binary variables, the information contained in a
measurement, defined in (3.34), can be written J (i)(sk,p

(i)
k ) = δ

(i)
k J

(i). By letting
z = {I(i)

k|k, k = 0, . . . ,N, i= 1, . . . ,L, δ(i)
1:N , i= 1, . . . ,L, u0:N−1}, the problem (3.37)

can thus be equivalently reformulated as

minimize
z

N−1∑
k=0

u
ᵀ
kVuuk +

N∑
k=0

(
s
ᵀ
kVssk − (detIk)1/n)

subject to sk+1 =Ask +Buk

0� Γ (I(i)
k|k,I

(i)
k+1|k+1, δ

(i)
k+1J

(i))

fV(sk,p
(i)
k )≤ (1− δ(i)

k )Mδ

uk ∈ U , sk ∈ S, δ
(i)
k ∈ {0,1}

s0 = s0, I(i)
0|0 = I(i)

0|0,

(3.43)

which is a mixed-binary sdp problem. The relaxed problem that is obtained
by relaxing the binary constraints δ(i)

k ∈ {0,1} in (3.43) to interval constraints
δ

(i)
k ∈ [0,1] is thus a convex sdp problem. As described in Section 2.2.2, this means
that a branch and bound method can be applied to efficiently find the globally
optimal solution, or alternatively to solve the problem to any user-defined level of
suboptimality. Furthermore, the equivalence between the original problem (3.37)
and the reformulated problem (3.43) implies that their optimal solutions coincide,
and that the globally optimal solution to (3.37) can be obtained by solving (3.43).
Introducing the binary variables directly in the original problem formulation (3.37)
would have resulted in nonconvex relaxations that are of little use in branch and
bound, since that problem involves nonlinear equality constraints. The key to
finding a globally optimal trajectory for the mobile sensor is thus the application
of Theorem 3.1.

3.3.3 Numerical illustrations
In this section, the performance of the mixed-binary sdp formulation of the ipp
problem is compared to the performance of the rapidly exploring information gath-
ering tree (rig-tree) algorithm from [28]. The rig-tree algorithm is a sampling-
based method that is based on the rapidly expanding random tree (rrt) algorithm
[40] for path planning. The rig-tree algorithm was implemented in Python while
the optimization problems in the proposed approach were solved in Matlab 2017b
using yalmip’s implementation of a standard branch and bound algorithm, bnb,
[45] which uses mosek [3] to solve the convex relaxations. All simulations were
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Figure 3.3: Resulting trajectories for a mobile sensor starting at the point
marked with x with the objective of maximizing the acquired information of
the two features marked with +. The green regions represent the areas from
where the features are visible to the sensor.

run on a laptop with a 2.6GHz Intel i7 processor with 16GB of RAM running
Ubuntu 16.04.

The performance evaluation is based on the two scenarios that are illustrated
in Figure 3.3. Both scenarios involve two stationary features of interest, whose
properties evolve according to random walk models,

x
(i)
k+1 = x

(i)
k +w

(i)
k , w

(i)
k ∼N (0,Q(i)), (3.44)

where the process noise covariance is ten times larger for feature 1 (upper left)
than for feature 2: Q(1) = 10I, Q(2) = I. The higher noise level implies that a
higher measurement rate is required to keep the state estimate of the first feature
accurate, compared to the second feature. The state of the mobile sensor represents
its two-dimensional position and velocity, s= [s1 s2 v1 v2]ᵀ, and the control input
corresponds to its acceleration, which is limited to uk ∈ U = {u | −1� u� 1}. The
sensing region is a circle with radius 2m centered in the mobile sensor’s current
position. The measurement that is obtained if the ith feature is within the sensing
region at time k is defined by

y
(i)
k = x

(i)
k + e

(i)
k , e

(i)
k ∼N (0, I). (3.45)

As previously, the measurement noise covariance is considered to be infinite if the
feature is outside the sensing region. The planning horizon is N = 10 time steps
and the weight matrices in the objective function are given by

Vs =
[
0 0
0 0.01I

]
, Vu = 0. (3.46)



3.3 Informative path planning for surveillance 49

0 0.2 0.4 0.6 0.8 1

-20

-10

0

Computation time [s]

O
bj

ec
tiv

e
va

lu
e rig-tree worst

rig-tree average
rig-tree best
bnb upper bound
bnb lower bound

(a) Scenario 1

0 5 10 15 20 25 30
−20

−15

−10

−5
0

Computation time [s]

O
bj

ec
tiv

e
va

lu
e rig-tree worst

rig-tree average
rig-tree best
bnb upper bound
bnb lower bound

(b) Scenario 2

Figure 3.4: Objective value as a function computation time in seconds. The
rig-tree data is generated using 1000 Monte Carlo runs.

Hence, there is a small penalty on the velocity of the mobile sensor and no penalty
on the control input.

Figure 3.3 shows the optimized trajectories obtained using the proposed mixed-
binary sdp formulation. In Scenario 1, the sensor moves as fast as possible to a
point from where both features are visible, where it remains static. In Scenario 2,
there is no such point. Instead, the sensor makes a quick visit to feature 2 and
then spends most time near the feature with high process noise covariance.

Figure 3.4 illustrates how the objective function value improves as a function
of the computation time for the proposed approach and the rig-tree algorithm.
Since the rig-tree algorithm is a sampling-based method that returns different
results each time it is called, and the performance in terms of objective function
value thus varies, Monte Carlo simulations are used to generate the relevant data.
yalmip’s bnb quickly finds a feasible solution which is nearly as good as the best
solution found by the rig-tree algorithm in all simulations and significantly better
than the average solution. When given more time, bnb finds a better solution
than the rig-tree algorithm and also proves that it is a globally optimal solution.
In contrast to the proposed method, the rig-tree does not provide a certificate of
the level of suboptimality, which means that there is no way of knowing how far
the obtained solution is from an optimal one.
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Figure 3.5: The scenario illustrated in Figure 3.2 is here extended with an ad-
versarial observer with limited sensing region (red area) that tracks the mobile
sensor. The problem is to find a sensing path that is maximizing the gathered
information of the features while minimizing the tracking performance of the
adversarial observer.

3.4 Avoiding adversarial observers
In this section, we extend the work on global optimization for ipp from the previous
section to also handle scenarios that include adversarial observers that should be
avoided. Gathering information about features of interest is no longer the only
task for the mobile sensor; it also has to avoid being tracked by an opponent while
doing so. Figure 3.5 illustrates the considered problem.

The problem of planning paths to minimize the exposure to adversarial ob-
servers, i.e., computing stealthy paths, has received some attention in the liter-
ature, and a survey of different approaches can be found in [1]. We will make
use of binary variables to indicate whether the adversarial observer obtains mea-
surements of the mobile sensor. There is thus a connection to collision avoidance
problems, that can be solved using mixed-integer optimization [60], but the adver-
sarial sensing regions in this section are not to be considered as obstacles, as the
mobile sensor is allowed to travel through them, at a certain cost.

3.4.1 Problem formulation
We begin by considering only the avoidance part of the problem illustrated in
Figure 3.5 and define the involved models and the corresponding optimization
problem in this section. In Section 3.4.3, the stealthy path planning problem is
then combined with the ipp problem.

Dynamics and measurement models

In the environment that the mobile sensor is operating in, there is now an adversar-
ial observer that seeks to estimate the state of the mobile sensor. The adversarial
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observer is static and obtains measurements of the mobile sensor if it is located
within a limited sensing region denoted Π. The measurement model is defined by

yk =
{
Hssk + ek, sk ∈Π

∅, sk <Π
(3.47)

where yk and ek are the measurement output and measurement noise, respectively.
The measurement noise is assumed to be white and Gaussian with mean zero and
covariance Rs � 0.

The discrete nature of the measurement model is captured by a binary variable
γk for each time step, that indicates whether the sensor can obtain a measurement
or not. The variable γk = γ(sk,Π) is a function of the state of the mobile sensor
and takes the value one if sk is within the adversarial observer’s sensing region Π

and the value zero otherwise:

γk =
{

1, sk ∈Π

0, sk <Π.
(3.48)

Information model

The adversarial observer is assumed to employ a Kalman filter to estimate the state
of the mobile sensor. The true dynamics of the mobile sensor might be unknown
to the adversarial, and a general linear motion model is applied to represent its
dynamics:

sk+1 = Fssk +wk, wk ∼N (0,Qs), (3.49)

where wk is the process noise which is assumed to be white and Gaussian with
covariance Qs.

Let Pk|k be the covariance matrix corresponding to the adversarial observer’s
estimate of sk given all measurements up until and including time step k and let
Pk denote the one-step predicted covariance matrix:

Pk = Pk|k−1 = FsPk−1|k−1F
ᵀ
s +Qs. (3.50)

The recursion for the covariance matrix of the filtered estimates can then be written
as

Pk|k = fP (Pk−1|k−1,γk)
= Pk − γkPkH

ᵀ
s (HsPkH

ᵀ
s +Rs)−1HsPk. (3.51)

Note that γk = 0 corresponds to propagating the previous covariance matrix when
there is no measurement update available at time k.

Since a Kalman filter is used to track the mobile sensor, an indication of the
adversarial observer’s tracking performance can be obtained by a measure of the
resulting covariance matrix Pk|k. The problem here is to minimize the tracking
performance, which corresponds to making the covariance matrix as big as possible.
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Nonlinear mixed-binary optimization problem

The stealthy path planning problem can then be formally stated as the following
mixed-binary program:

minimize
u0:N−1,γ1:N

`N
(
PN |N ,sN

)
+
N−1∑
k=0

`k(Pk|k,sk,uk)

subject to sk+1 =Ask +Buk

Pk+1|k+1 = fP (Pk|k,γk+1)
γk = γ(sk,Π) ∈ {0,1}
uk ∈ U , sk ∈ S
s0 = s0, P0|0 = P 0|0,

(3.52)

where s0 is the initial state of the mobile sensor and P 0|0 is the covariance matrix
corresponding to the adversarial observer’s estimate of s0. The binary variables
are considered as auxiliary decision variables connected to the state of the mobile
sensor via constraints. The terminal and stage cost functions are assumed to be
separable in (sk,uk) and Pk|k, i.e.,

`N (PN |N ,sN ) = ws,u`
s
N (sN ) +wP `

P
N (PN |N ), (3.53a)

`k(Pk|k,sk,uk) = ws,u`
s,u
k (sk,uk) +wP `

P
k (Pk|k), k = 0, . . . ,N − 1, (3.53b)

where ws,u and wP , are weighting parameters.

3.4.2 Computing globally optimal solutions
Branch and bound methods make use of relaxations of the original problem when
searching for the globally optimal solution to a mixed-integer program. The relax-
ations are obtained by relaxing the binary constraints γk ∈ {0,1}, often to interval
constraints γk ∈ [0,1]. A prerequisite for the search to be correct is that the re-
laxations are convex problems, to guarantee that they can be solved to global
optimality and hence give correct lower bounds. Since the stealthy path planning
problem (3.52) includes nonlinear equality constraints (3.51), a straight-forward
continuous relaxation of the problem is a nonconvex problem [18]. In this section,
it is shown that the problem can be reformulated as an equivalent problem where
the continuous relaxations are convex problems.

Convex reformulation of the nonlinear equality constraints

Assuming that the initial covariance matrix P 0|0 is positive definite and that
`Pk , k = 0, . . . ,N, is matrix decreasing on Sn++, the stealthy path planning prob-
lem (3.52) fulfills the requirements of Theorem 3.1 since the constraint function
fP , corresponding to the covariance matrix recursion, is finite valued and matrix
decreasing for γ ∈ {0,1} [26]. The theorem can thus be applied, and the equality
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constraints representing the covariance matrix recursion (3.51) can equivalently be
replaced by inequality constraints according to

Pk|k � fP (Pk−1|k−1,γk)
= Pk − γkPkH

ᵀ
s (HsPkH

ᵀ
s +Rs)−1HsPk. (3.54)

Similarly as with the ipp problem in Section 3.3, the new inequality constraints
can be further rewritten. By inserting γk at appropriate places, which is possi-
ble since γk is binary, and applying the Schur complement condition for positive
semidefiniteness of a block matrix [18], the following equation is obtained:

Pk|k � Pk − γkPkH
ᵀ
s (HsPkH

ᵀ
s +Rs)−1HsPk ⇐⇒

Pk|k � Pk − γkPkH
ᵀ
s (γkHsPkH

ᵀ
s +Rs)−1HsPkγk ⇐⇒

0�
[
Pk −Pk|k γkPkH

ᵀ
s

HsPkγk γkHsPkH
ᵀ
s +Rs

]
, (3.55)

where the last inequality involves products of the binary variable γk and the con-
tinuous variable Pk. Following [9], a linear representation of this product can be
obtained by introducing an auxiliary real variable P̃k , γkPk that satisfies

P̃k =
{
Pk, γk = 1
0, γk = 0.

(3.56)

By letting Mk be an over-estimate of the largest eigenvalue of Pk and mk be an
under-estimate of the smallest eigenvalue of Pk, the relation P̃k = γkPk is imposed
by the following set of inequalities:

P̃k � γkMkI, (3.57a)
P̃k � γkmkI, (3.57b)
P̃k � Pk − (1− γk)mkI, (3.57c)
P̃k � Pk − (1− γk)MkI. (3.57d)

Note that appropriate values for mk and Mk can be obtained by propagating the
initial covariance matrix P 0|0 through (3.51) with γ = 1 and γ = 0, respectively.

Inserting the new auxiliary variable P̃k into (3.55) gives

0�
[
Pk −Pk|k P̃kH

ᵀ
s

HsP̃k HsP̃kH
ᵀ
s +Rs

]
, (3.58)

which is a linear matrix inequality in Pk|k, Pk, and P̃k. An equivalent, linear,
representation of the nonlinear constraint (3.55) is thus given by (3.57) and (3.58).

Representation of the adversarial sensing region

It is assumed that the adversarial sensing region can be described by a polyhedron
in the form of the intersection of q halfspaces:

Π = {s |AΠs� bΠ}. (3.59)
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The logic relation (3.48) between sk and γk can then be modeled using a big-M
formulation [71] and an auxiliary binary vector γ̃. The following constraints:

AΠsk − bΠ � (1− γ̃k)Mγ , (3.60a)
AΠsk − bΠ �−γ̃kMγ , (3.60b)

where Mγ is a sufficiently large constant coefficient, force all elements of the auxil-
iary binary vector γ̃k to take the value one when sk ∈Π and at least one element
of γ̃k to take the value zero when sk < Π. This means that the condition γk = 1
if and only if sk ∈Π can be achieved by letting the product of all elements in γ̃k
represent γk, i.e.,

γk =
q∏
i=1

γ̃ik, (3.61)

where superscript i denotes the ith element of the corresponding vector. The
product of binary variables is equivalent to the following set of inequalities [9]:

γk − γ̃ik ≤ 0, i= 1, . . . , q, (3.62a)

−γk +
q∑
i=1

γ̃ik ≤ q− 1. (3.62b)

Hence, the auxiliary binary vector γ̃k together with (3.60) and (3.62) can be used
to represent the constraint γk = γ(sk,Π). Since both (3.60) and (3.62) are linear
constraints, they are convex constraints when γ and γ̃ are considered as continuous
variables.

Note that (3.60a), which achieves the condition

sk ∈Π→ γk = 1, (3.63)

provides a sufficient link between sk and γk in this case. The condition

sk <Π→ γk = 0 (3.64)

is achieved implicitly at optimality since if both γk = 0 and γk = 1 are feasible,
γk = 0 will result in a better objective function value. However, including (3.60b)
in the problem formulation might be computationally desirable [71].
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Reformulated problem

Using the reformulations described in the previous two subsections, an equivalent
formulation of (3.52) is given by the following mixed-binary sdp:

minimize
z

`N
(
PN |N ,sN

)
+
N−1∑
k=0

`k(Pk|k,sk,uk)

subject to sk+1 =Ask +Buk

0�
[
Pk −Pk|k P̃kH

ᵀ
s

HsP̃k HsP̃kH
ᵀ
s +Rs

]
P̃k � γkMkI

P̃k � γkmkI

P̃k � Pk − (1− γk)mkI

P̃k � Pk − (1− γk)MkI

Pk = FsPk−1|k−1F
ᵀ
s +Qs

AΠsk − bΠ � (1− γ̃k)Mγ

AΠsk − bΠ �−γ̃kMγ

γk − γ̃ik ≤ 0

− γk +
∑q

i=1
γ̃ik ≤ q− 1,

sk ∈ S, uk ∈ U , γk, γ̃
i
k ∈ {0,1},

s0 = s0, P0|0 = P 0|0.

(3.65)

where z = {Pk|k, k = 0, . . . ,N, P̃1:N , u0:N−1, γ1:N , γ̃1:N}.
Relaxing the binary constraints γk, γ̃ik ∈ {0,1} in (3.65) to interval constraints

γk, γ̃
i
k ∈ [0,1] yields a convex sdp problem. This means that a branch and bound

method can be used to solve the problem to global optimality, or to a user-defined
certified level of suboptimality. Furthermore, the equivalence between the original
problem (3.52) and (3.65) implies that the optimal solutions to both problems
coincide, and that a globally optimal solution to the seemingly intractable problem
(3.52) can be obtained by solving the tractable problem (3.65).

3.4.3 Stealthy informative path planning

In this section, the stealthy path planning problem (3.52) is combined with the ipp
problem from Section 3.3 and the problem illustrated in Figure 3.5 is formulated
as a mixed-binary nonlinear program. For simplicity, we formulate the problem for
just one feature of interest located at pk, but the results hold also for the case with
multiple features. The problem of computing the best trajectory for the mobile
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sensor can be formulated as the following optimization problem:

minimize
z

`N
(
IN |N ,PN |N ,sN

)
+
N−1∑
k=0

`k(Ik|k,Pk|k,sk,uk)

subject to sk+1 =Ask +Buk

Pk+1|k+1 = fP (Pk|k,γk+1)
γk = γ(sk,Π) ∈ {0,1}
Ik+1|k+1 = fI(Ik|k, δk+1)
δk = δ(sk,pk) ∈ {0,1}
uk ∈ U , sk ∈ S
s0 = s0, P0|0 = P 0|0, I0|0 = I0|0,

(3.66)

where z = {u0:N−1, γ1:N , δ1:N} is a concatenation of the decision variables, s0 is
the initial state of the mobile sensor, P 0|0 is the covariance matrix corresponding
to the adversarial observer’s estimate of s0, and I0|0 is the initial information
matrix corresponding to the estimated state of the feature of interest.

With the reasonable assumptions that the objective function is separable, i.e.,
that the terminal cost and stage cost functions are given by

`N (PN |N ,IN |N ,sN ) = ws,u`
s
N (sk) +wP `

P
N (PN |N ) +wI`IN (IN |N ), (3.67a)

`k(Pk|k,Ik|k,sk,uk) = ws,u`
s,u
k (sk,uk) +wP `

P
k (Pk|k) +wI`Ik (Ik|k), (3.67b)

for k = 0, . . . ,N − 1, where ws,u, wP , and wI are weighting parameters, and that
both `Ik and `Pk , k = 0, . . . ,N, are matrix decreasing on Sn++, the problem satis-
fies the requirements of Theorem 3.1, and the reformulations from the previous
sections can be applied. Hence, the nonlinear equality constraints corresponding
to the covariance matrix recursion can, as described in Section 3.4.2, be replaced
by auxiliary decision variables and linear matrix inequality constraints, and the
nonlinear equality constraints corresponding to the information matrix recursion
can, as described in Section 3.3.2, be replaced by linear matrix inequalities. The
stealthy ipp problem (3.66) is thus equivalent to a mixed-binary sdp problem that
can be solved to global optimality using off-the-shelf branch and bound methods.

Numerical illustrations

This section presents results from simulations where the proposed method has
been used to plan the path for a mobile sensor. The considered scenario involves
a single feature of interest and one adversarial sensing region, and was selected to
illustrate the concept and to demonstrate that intuitively sound trajectories are
computed. The optimization problems are solved in Matlab 2017b using yalmip’s
bnb solver [45], which uses mosek [3] to solve the convex relaxations.

In the simulations, the mobile sensor’s dynamics are modeled as a discretized
near-constant velocity model, where the state s = [s1 s2 v1 v2]ᵀ represents the
mobile sensor’s two-dimensional position and its velocity, and the control input u
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corresponds to its acceleration. The set of admissible control inputs is given by
U = {u | −1� u� 1}. The state of the feature is governed by a random walk
model subject to white Gaussian noise with unit covariance. The adversarial
observer estimates the state of the mobile sensor using measurements of its position,
corrupted by white Gaussian measurement noise with unit covariance. A planning
horizon of N = 6 is used, and the terminal and stage cost functions are defined by

`N
(
PN |N ,IN |N ,sN

)
= ws,us

ᵀ
NVssN −wP tr(PN |N )−wI tr(IN |N ), (3.68a)

`k
(
Pk|k,Ik|k,sk,uk

)
= ws,us

ᵀ
kVssk −wP tr(Pk|k)−wI tr(Ik|k), (3.68b)

for k = 0, . . . ,N−1, where the weighting matrix Vs = blkdiag(0, I) is used to encode
a penalty on the velocity of the mobile sensor and the terms are weighted with
wx,u, wP , and wI .

In the first experiment, stealth and informativeness are weighted equally in
the objective function, and there is a small penalty on velocity. The resulting
trajectory is illustrated in Figure 3.6. The mobile sensor completely avoids entering
the adversarial sensing region and is able to obtain three measurements of the
feature of interest.

Results from a second experiment are shown in Figure 3.7. Here, informa-
tion gathering has been prioritized by lowering the weight parameter on stealth.
This results in a path through the adversarial sensing region, and gives away one
measurement to the adversary, but the mobile sensor is able to obtain a fourth
measurement of the feature of interest.

3.5 Summary
In this chapter, we have studied linear Gaussian ipp problems, for which the opti-
mal sensor trajectory can be determined independently of the future measurement
values. The main application was trajectory planning for a mobile sensor that
is monitoring the evolution of features of interest in the environment. We have
showed that under certain conditions, it is possible to reformulate seemingly in-
tractable ipp problems as problems that reliably can be solved to global optimality
using off-the-shelf optimization tools. Finally, we included the task of avoiding ad-
versarial observers to the problem formulation, and proposed a method that allows
for a trade-off between stealth and path informativeness when computing globally
optimal sensor trajectories.
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Figure 3.6: The mobile sensor starts at rest at (9,6). The feature of in-
terest is located at (3,6) and is visible to the mobile sensor if the sensor is
located in the green area. The red area is the sensing region of the adver-
sarial observer. The weight parameters of the objective function are set to
equally prioritize stealth and information gathering, and a small penalty on
velocity (wI = 1, wP = 1, ws,u = 0.01). Left: Computed path for the mobile
sensor. Upper right: Binary variables indicating whether or not the adversar-
ial observer obtains measurements. Lower right: Binary variables indicating
whether or not the mobile sensor obtains measurements.
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Figure 3.7: The setup is the same as in Figure 3.6, but the weight of stealth
has been given a lower value (wI = 1, wP = 0.01, ws,u = 0.01). Left: Com-
puted path for the mobile sensor. Upper right: Binary variables indicating
whether or not the adversarial observer obtains measurements. Lower right:
Binary variables indicating whether or not the mobile sensor obtains mea-
surements.



4
Informative path planning for active

target tracking

This chapter considers tracking of a maneuvering target using a mobile sensor with
limited field of view. The problem is formulated as an ipp problem, where the goal
is to generate a sensor trajectory that maximizes the tracking performance, cap-
tured by a measure of the covariance matrix of the target state estimate. When
the measurements are nonlinear functions of the target state, the tracking perfor-
mance depends on the actual measurements, which are unavailable in the planning
stage. Hence, the separation principle from Chapter 3 does not hold and the plan-
ning problem becomes a stochastic optimal control problem, where the expected
tracking performance is used in the objective function. An approximation of the
problem based on deterministic sampling of the distribution of the predicted target
trajectory is proposed. It is shown that the proposed method significantly improves
the ability to track maneuvering targets, compared to a baseline approach.

4.1 Problem formulation
In this chapter, we consider the problem of tracking a maneuvering target using
a mobile sensor with limited field of view. This is formulated as a stochastic ipp
problem with a measure of the expected tracking accuracy as objective function,
and where models of the measurements, as well as the platform and the target,
become constraints, as outlined below.

4.1.1 Motion and measurement models
Consider a mobile sensor, where the dynamics are governed by the following model,

sk+1 = g(sk,pk), (4.1)

59
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where sk is the state of the mobile sensor and pk is the applied motion primitive at
time k. In this chapter, we will consider a lattice-based planning algorithm. The
state of the mobile sensor is thus restricted to a discrete set of states, sk ∈ S, and
the motion primitive, which is a sequence of control inputs, must be selected from
the discrete set of applicable motion primitives at the state sk, denoted P(sk).

The motion of the target is assumed random, and it is modeled by the stochastic
motion model

xk+1 = f(xk) +wk, wk ∼N (0,Q), (4.2)
where xk represents the state of the target and wk is the process noise, which is
assumed to be white and Gaussian, with covariance Q and zero mean.

The sensor is assumed to have limited field of view and sensing range. If the
target is visible to the sensor at time k, an imperfect observation of the target is
obtained according to

yk = h(xk,sk) + ek, ek ∼N (0,R), (4.3)

where yk is the measurement obtained by the sensor and ek is additive white
measurement noise, which is assumed to be Gaussian with covariance R and zero
mean.

4.1.2 Information representation
The state of the target is tracked using an ekf, of which the main steps are outlined
in Section 2.1.3. An important difference from the linear version of the Kalman
filter is that the covariance matrix in an ekf depends on the actual measurements
and cannot be determined in advance. This is due to the linearization of the mea-
surement equation and dynamics around the current state, which in turn depends
on the measurement values. For notational convenience, the time and measure-
ment update steps for the state estimate and corresponding covariance matrix are
abbreviated as

x̂k+1|k+1 = fx(x̂k|k,Pk|k,sk+1,yk+1), (4.4a)
Pk+1|k+1 = fP (x̂k|k,Pk|k,sk+1), (4.4b)

where the measurement update is omitted if there is no measurement available at
time k+ 1.

4.1.3 Optimization problem
The goal of the considered planning problem is to generate a sensor trajectory
that maximizes the tracking performance. Since an ekf is used to track the
target, an indication of the tracking performance can be obtained by a measure of
the resulting covariance matrix of the target state estimate. Ignoring costs related
to the motion of the mobile sensor, the objective function can be written as

JN =
N∑
k=0

`k(Pk|k), (4.5)
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where N is the planning horizon. Appropriate choices of the stage cost functions
`k are discussed in Section 2.1.5.

With the objective function and models outlined above, the problem of com-
puting the optimal control policy π = {µ0, . . . ,µN−1}, where µk gives the optimal
motion primitive given the current output from the ekf and the state of the mobile
sensor, can be formulated as an instance of the stochastic ipp problem (2.54):

minimize
π

E
{

N∑
k=0

`k(Pk|k)
}

subject to sk+1 = g(sk,pk)
xk+1 = f(xk) +wk

yk = h(xk,sk) + ek

x̂k+1|k+1 = fx(x̂k|k,Pk|k,sk+1,yk+1)
Pk+1|k+1 = fP (x̂k|k,Pk|k,sk+1)
pk = µk

(
x̂k|k,Pk|k,sk

)
∈ P(sk)

s0 = s0, sk ∈ S,

(4.6)

where s0 is the initial state of the mobile sensor, the expectation is taken with
respect to the joint distribution of all the involved random variables, i.e., the
target state trajectory, the measurement noise, and the prior distribution of the
target state estimate, which is specified by N (x̂0|0,P0|0).

The following sections propose methods to solve the planning problem using
approximations based on deterministic sampling of the distribution of predicted
target state trajectories.

4.2 Approximations
Instead of explicitly finding the optimal closed-loop policy by solving (4.6), we em-
ploy a standard receding horizon control scheme [46]. In each iteration of the reced-
ing horizon control loop, an open-loop optimal control problem, i.e., optimization
over sequences of motion primitives instead of control policies π, is solved based on
the current state of the mobile sensor and the current estimate of the state of the
target. This gives an optimal sequence of motion primitives, pk, k = 0, . . . ,N−1, of
which the first is applied to the mobile sensor. This moves the sensor to a different
state from where it obtains a new measurement, and the target state estimate is
updated using the ekf equations (4.4). In the next time step, the whole procedure
is repeated with the new sensor state as s0 and the updated output from the ekf
as N (x̂0|0,P0|0), which leads to a standard receding horizon control loop.

The open-loop formulation of (4.6) is still a stochastic optimal control prob-
lem that is difficult to solve, since it requires prediction of states of nonlinear and
noise-affected systems and involves an expectation operator in the objective func-
tion. This section develops approximations of the stochastic ipp problem based
on sampling of the predicted target state distribution in different ways. First, a



62 4 Informative path planning for active target tracking

commonly used approach that will be used as baseline is presented. Following this,
the approximation that is developed for this work is discussed.

4.2.1 Baseline approach
One way to handle stochastic systems in receding horizon control is to consider
them as deterministic ones over the planning horizon [11]. The idea is then to
repeatedly solve the problem and thus handle the uncertainty by the use of replan-
ning. A straightforward approach is to replace stochastic quantities with their
maximum likelihood values. For the considered problem, there are two sources of
stochasticity: the uncertain dynamics of the target and the measurement noise.
Thus, a reasonable approximation is to replace the stochastic target state by its
maximum likelihood value xml

k = argmaxp(xk) and the stochastic observation yk
by yml

k = argmaxy p(y |xml
k ,sk). With these assumptions, the stochasticity in (4.4a)

is eliminated and by that also the stochasticity in (4.4b), and the original problem
is approximated by the following deterministic problem:

minimize
p0:N−1

N∑
k=0

`k(Pk|k)

subject to sk+1 = g(sk,pk)
x̂k+1|k+1 = f(x̂k|k)
Pk+1|k+1 = fP (x̂k|k,Pk|k,sk+1)
pk ∈ P(sk), sk ∈ S
s0 = s0, (x̂0|0,P0|0) =

(
x̂0|0,P 0|0

)
,

(4.7)

where s0 is the initial state of the mobile sensor and
(
x̂0|0,P 0|0

)
are the current

state estimate and covariance matrix from the ekf.
The assumption of obtaining maximum likelihood observations corresponds to

linearizing the measurement model around the predicted target trajectory during
the planning phase and is commonly used in both ipp [4, 63] and motion planning
under uncertainty [53, 57]. This approximation will be used as a baseline approach
in this work, and will thus be referred to as the baseline approach for the remainder
of this chapter.

4.2.2 Proposed approach
A more advanced approximation than the baseline approach is to explicitly con-
sider the stochasticity in the target state and use the maximum likelihood assump-
tion only for the measurements. This approximation gives another stochastic
optimal control problem, where the expectation is taken with respect to the target
trajectory. This problem is still challenging, and finding a solution would require
solving a complicated integral in each time step. However, numerical integration
can be used as an approximation. By sampling the distribution of the predicted
target state, a number of plausible target trajectories are obtained. These candi-
date target trajectories are then used to approximate the expectation with respect
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to the target state. This approximation yields the following deterministic opti-
mization problem:

minimize
p0:N−1

N∑
k=0

L∑
i=1

w(i)`k(P (i)
k|k)

subject to sk+1 = g(sk,pk)

y
(i)
k = h(x(i)

k ,sk)

x̂
(i)
k+1|k+1 = fx(x̂(i)

k|k,P
(i)
k|k,sk+1,y

(i)
k+1)

P
(i)
k+1|k+1 = fP (x̂(i)

k|k,P
(i)
k|k,sk+1)

pk ∈ P(sk), sk ∈ S
s0 = s0, (x̂(i)

0|0,P
(i)
0|0) =

(
x̂0|0,P 0|0

)
,

(4.8)

where L is the number of candidate target trajectories and superindex (i) is used
for entities related to the ith candidate target trajectory: x

(i)
k is the state of

the target at time k given candidate trajectory i and w(i) is the corresponding
weight. The measurement at time k corresponding to the ith candidate trajectory
is denoted y(i)

k , and the resulting target state estimate and covariance matrix are
denoted x̂

(i)
k|k and P

(i)
k|k, respectively. The approximated problem can be seen as

a multiple-target problem; by considering each candidate target trajectory as a
separate target, the optimal trajectory for the mobile sensor is the one that gives
the best tracking performance in average for all targets.

The number of candidate target trajectories and the method for selecting them
affect the accuracy of the approximation. If a large number of candidate trajecto-
ries are selected at random, the expectation with respect to the target trajectory
is approximated using Monte Carlo integration [61]. If instead a few determinis-
tically sampled trajectories are used to represent the distribution, the approach
resembles the unscented transform [33]. If just a single candidate target trajectory
is used and selected to be the most likely target trajectory, the method coincides
with the baseline approach from [4].

As described above, there are several alternatives on how to select the candidate
trajectories. The method used here is inspired by the unscented transform, and
the candidate trajectories are generated through deterministic sampling of the
distribution of predicted target state trajectories. In the standard form of the
unscented transform, which is used in this work, L= 2nx + 1 carefully chosen
samples, called sigma points, are used to represent the distribution. The parameter
nx is the dimension of the state, and the representing sigma points x(i) and their
corresponding weights w(i) are chosen as

x(0) = Ex, w(0) is a parameter, (4.9a)

x(±i) = x(0)±
√

nx

1−w(0) zi, w(±i) = 1−w0

2nx
, (4.9b)
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Figure 4.1: Conceptual illustration of how the candidate target trajectories
are generated.

where zi is the ith column in the square root of the covariance matrix of x; B is
the a square root of A if A=BB

ᵀ.
The proposed method to generate candidate target trajectories consists of three

steps: (i) prediction, (ii) sampling, and (iii) connection. The first step is to pre-
dict the a priori target state distribution for each time step within the planning
horizon N . This generates the distributions N (x̂k|0,Pk|0), k = 1, . . . ,N . In the
sampling step, the predicted distributions are sampled according to (4.9) in order
to create sets of representing sigma points x(i)

k and weights w(i). In the third step,
the candidate target trajectories are created by connecting the matching sigma
points. The process is illustrated in Figure 4.1.

4.3 Graph search algorithm
The solution to ipp problems with discrete sets of motion primitives can be ob-
tained by enumerating all possible sensor trajectories and finding the one that
results in the smallest objective function value. However, the number of possible
trajectories increases exponentially with the planning horizonN and the number of
motion primitives, which makes the exhaustive search computationally intractable.
This section presents methods that decrease the computational complexity of the
search, without giving up guarantees on global optimality of the solution.

4.3.1 Search tree generation
As discussed in Section 2.3.3, classical motion planning using state-lattices involves
a systematic search over a directed graph, where the nodes are the discrete states
of the lattice sk ∈ S and the edges are the motion primitives of P [56]. In the ipp
setting, the aim is not to find a trajectory to a given goal state but rather to find a
trajectory from where the sensor can obtain maximally informative measurements.
Thus, each node also contains the accumulated objective function value Jk, which
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Algorithm 4.1: Expand tree
Input: Tk−1, {x(i)

k }Li=1
Tk = ∅
for all

(
sk−1,Jk−1,{x̂(i)

k−1|k−1,P
(i)
k−1|k−1}Li=1

)
∈ Tk−1 do

for all pk−1 ∈ P(sk−1) do
sk = g(sk−1,pk−1)
for i= 1 : L do
y

(i)
k = h(x(i)

k ,sk)
x̂

(i)
k|k = fx(x̂(i)

k−1|k−1,P
(i)
k−1|k−1,sk,y

(i)
k )

P
(i)
k|k = fP (x̂(i)

k−1|k−1,P
(i)
k−1|k−1,sk)

end for
Jk = Jk−1 +

∑L
i=1w

(i)`k(P (i)
k|k)

Tk = Tk ∪
(
sk,Jk,{x̂(i)

k|k,P
(i)
k|k}Li=1

)
end for

end for
Output: Tk

indicates the informativeness of the trajectory that leads to the node, as well as
the target state estimate x̂(i)

k|k and the corresponding covariance matrix P
(i)
k|k for

each of the candidate target trajectories. The graph, or search tree, is constructed
using a forward search. A level of the tree is denoted Tk and defined as the set
of nodes that can be reached by applying k motion primitives from the initial
state. Furthermore, let expand_tree denote the process of generating the set of
nodes Tk+1 by expanding the tree from level Tk, i.e., applying every feasible motion
primitive pk ∈ P to each node

(
sk,Jk,{x̂(i)

k|k,P
(i)
k|k}Li=1

)
∈ Tk in order to generate new

nodes. The process is outlined in Algorithm 4.1.
By constructing the search tree, traditional systematic graph search methods

can be applied to find the solution to the planning problem. The most straight-
forward approach is to perform an exhaustive search and form the search tree by
sequentially applying expand_tree to its outermost level. The exhaustive search
is guaranteed to find the optimal trajectory but suffers from exponential complex-
ity since the number of nodes in the search tree corresponds to the number of
trajectories of length N . Thus, this approach quickly gets intractable.

Traditional graph search methods typically use heuristic estimates of the re-
maining cost-to-go in order to increase the efficiency of the graph search [39]. For
classical motion planning, where a goal state is specified, an intuitive heuristic is
the remaining path length, e.g., approximated by the Euclidean distance to the
goal. When the heuristic function is defined, algorithms like A* [54] can be used
to avoid searching in parts of the tree that are unlikely to contain the optimal
solution. For ipp problems it is more difficult to come up with a suitable heuristic
function, since there is no well-defined goal state to which the distance could be
used to estimate the remaining cost-to-go. Instead, the heuristic function would
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Algorithm 4.2: Greedy search
Input: T0, x

(i)
k , i= 1, . . . ,L, k = 1, . . . ,N

for k = 1 :N do
T ′k = expand_tree

(
Tk−1,{x(i)

k }Li=1
)

Jk,ub =∞
for all

(
sk,Jk,{x̂(i)

k|k,P
(i)
k|k}Li=1

)
∈ T ′k do

if Jk < Jk,ub then
Tk =

{(
sk,Jk,{x̂(i)

k|k,P
(i)
k|k}Li=1

)}
Jk,ub = Jk

end if
end for

end for
Output: JN,ub

be used to approximate the amount of information that is possible to collect from
the current state until the end of the planning horizon. An alternative to focusing
the search using heuristics is to prune the search tree in order to reduce its size
and thereby decrease the computational burden.

4.3.2 Pruning strategies
The search algorithm that is used in this work uses two types of pruning strategies.
These are described in the following subsections.

Pruning based on branch and bound

The first pruning strategy has similarities to the branch and bound algorithm [23]
in the sense that it is based on upper and lower bounds on the optimal objective
function value. During the execution of the search algorithm, an upper bound
on the globally optimal objective function value is maintained. As a new node
is created, a lower bound on the optimal objective function value for a trajectory
that contains the newly created node is computed. If the lower bound at a certain
node is greater than the upper bound on the optimal objective function value, the
subtree rooted at that particular node does not need to be further explored. The
optimal sensor trajectory will not contain the node, since there must exist a better
node in another part of the search tree, and the node can thus be pruned.

The first upper bound on the optimal objective function value is obtained using
a greedy search method that is outlined in Algorithm 4.2. Each level of the search
tree created with this greedy method contains just one single node — all nodes
except the one with lowest objective function value are discarded when the level
is created.

As the full search is conducted and new nodes are added, the upper bound may
be improved. When a new node is created, an upper bound on the optimal objec-
tive function value for a trajectory that contains that particular node is computed.
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If the current upper bound on the optimal objective function value is greater than
the new bound, it is replaced by the new bound. There are several ways to com-
pute the upper bound, e.g., by performing a greedy search from the new node to
the end of the planning horizon. Here, the upper bound is computed using a worst
case scenario by evaluating the objective function as if no more measurements were
to be obtained until the planning horizon.

The lower bound in branch and bound algorithms can be found in various ways,
e.g., by convex relaxations of the original problem as in Chapter 3. In general,
there is a trade-off between how tight a lower bound is and the effort needed to
compute it. Here, a simple method is used to find the lower bound: assuming that
the stage cost function is non-negative, a lower bound on the optimal objective
function value for a trajectory that contains a certain node is the accumulated
cost at that particular node. If the trace of the covariance matrix is used as the
stage cost function, this corresponds to assuming that the state of the target will
be perfectly known for the remaining time steps.

Pruning based on algebraic redundancy

The second pruning strategy is based on the ideas in [70]. If there are several
trajectories that end up in the same state of the mobile sensor at the same level
of the search tree, but yield different covariance matrices, the trajectories that
result in clearly less informative measurements are considered redundant and can
be discarded. This pruning strategy is the main result of [70], where the idea of
redundancy is formalized using the following definition and theorem:
Definition 4.1 (Algebraic redundancy [70]). A node (s,J,{x̂(i),P (i)}Li=1) is alge-
braically redundant with respect to the set {(sj ,Jj ,{x̂(i)

j ,P
(i)
j }Li=1)}Kj=1 if there, for

i= 1, . . . ,L, exist nonnegative constants α(i)
j such that

∑
j s.t. sj=s

α
(i)
j = 1, and

[
P (i) 0

0 J

]
�

∑
j s.t. s=sj

α
(i)
j

[
P

(i)
j 0
0 Jj

]
.

Theorem 4.1 (Algebraic redundancy pruning [70]). Let T be a set of nodes at
the same level of the search tree. If the node A ∈ T is algebraically redundant
with respect to T \A, then the node A and all of its descendants can be pruned
without eliminating the optimal solution from the search tree.

By applying Theorem 4.1, algebraically redundant nodes can be pruned from
the search tree without the risk of eliminating the optimal trajectory.

4.3.3 Resulting algorithm
By combining the two pruning strategies presented in the previous section, it is
possible to reduce the number of nodes that need to be explored in order to find
the optimal solution to the graph search problem. As illustrated in Figure 4.2,
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Figure 4.2: Total number of nodes in the search tree for different pruning
strategies and planning horizons.

the branch and bound pruning eliminates far more nodes than the algebraic re-
dundancy pruning. The main reason for this is that the algebraic redundancy
pruning strategy only compares nodes that correspond to the same state of the
mobile sensor, while the branch and bound pruning strategy considers all nodes
at a given level of the tree. The resulting algorithm for constructing the search
tree is outlined in Algorithm 4.3.

Algorithm 4.3: Graph search
Input: s0, {x̂(i)

0|0,P
(i)
0|0}Li=1, x

(i)
k , i= 1, . . . ,L, k = 1, . . . ,N

T0 =
{(
s0,0,{x̂(i)

0|0,P
(i)
0|0}Li=1

)}
JN,ub = greedy_search

(
T0,{x(i)

k }
)

for k = 1 :N do
T ′k = expand_tree

(
Tk−1,{x(i)

k }Li=1
)

Tk = ∅
for all Ak =

(
sk,Jk,{x̂(i)

k|k,P
(i)
k|k}Li=1

)
∈ T ′k do

Jk,lb = lower_bound(Ak)
if Jk,lb ≤ JN,ub then
if Ak not algebraically redundant w.r.t. Tk then
Tk = Tk ∪Ak
JN,ub = min

{
JN,ub,upper_bound(Ak)

}
end if

end if
end for

end for
Output: Best node in TN
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Figure 4.3: Illustration of the sensor’s limited field of view. Targets located
in the darker area are visible to the sensor.

4.4 Simulation study
In this section, the planning approaches are evaluated on a number of target
tracking scenarios. The aim of the simulation study is to evaluate the effects of
varying target agility, planning horizon, and robustness to different measurement
noise levels.

4.4.1 Simulation setup
The true target moves on the ground according to a differential drive model with
varying angular rate ω and constant speed of five meters per seconds. For planning
and estimation, the target state is modeled by its two-dimensional position and
velocity, x = [x1 x2 v1 v2]ᵀ, and a near-constant velocity motion model driven by
Gaussian white noise, discretized with a sampling period τ = 0.5 s. That is,

xk+1 =
[
I τI
0 I

]
xk +wk, wk ∼N

(
0, q
[
τ3/3I τ2/2I
τ2/2I τI

])
. (4.10)

The mobile sensor moves according to differential drive dynamics at a constant
altitude of 20 meters, and the state consists of its two-dimensional position, head-
ing angle, and speed, s = [s1 s2 θ v]ᵀ. The center of the field of view is fixed
to the heading angle. When applying the state-lattice approach, the state space
needs to be discretized. For the experiments, the state-space discretization is made
such that the discretization accuracy of the position is 0.5meter for both s1 and
s2, the heading angle is discretized into 16 different angles and v ∈ {4, 6}m/s.
The motion primitives are generated using acado [29] and satisfy the dynamic
constraints of the motion model, which makes it possible to guarantee that the
planned trajectory will be dynamically feasible for the mobile sensor.

The mobile sensor carries a lidar-like sensor with limited field of view and
limited sensing range, as illustrated in Figure 4.3. If the target is visible to the
sensor, the obtained measurement consists of the horizontal range and bearing
from the sensor to the target:

yk = h(xk,sk) + ek, ek ∼N (0,R), (4.11a)

h(x,s) =
[
r(x,s)
α(x,s)

]
=
[ √

(x1− s1)2 + (x2− s2)2

arctan
(
(x2− s2)/(x1− s1)

)] . (4.11b)
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Figure 4.4: Target trajectories considered in the experiments.

where the measurement noise ek is assumed to be white and Gaussian with covari-
ance R. Note that even though the magnitude of the measurement noise, given
by the constant covariance matrix R, is independent of the current state sk of the
sensor, the Jacobian of the measurement equation is given by

H = 1
r(x,s)

[
(x1− s1) (x2− s2) 0 0

−sin
(
α(x,s)

)
cos
(
α(x,s)

)
0 0

]
,

which means that the information contained in a measurement, given by HᵀR−1H,
is inversely proportional to the distance between sensor and target. Furthermore,
note that the information cannot increase indefinitely due to the sensor footprint,
illustrated in Figure 4.3, which limits the minimum range for a measurement. Since
the magnitude of the covariance of the target state estimate is tightly connected
to the amount of information collected and the aim is to reduce the covariance as
much as possible, the sensor should position itself such that the target is as close
as possible, but still within field of view.

4.4.2 Findings
The proposed method is evaluated and compared to the baseline approach using
Monte Carlo simulations of different relevant tracking scenarios. The statistics are
generated from 1000 simulations for each experiment. In all simulations, the stage
cost is the trace of the covariance matrix: `k(P ) = tr(P ), and the sampling period
is τ = 0.5 s. The performance metrics are: (i) the ability to maintain track of the
target, (ii) the root mean square error (rmse) of the estimated target position,
and (iii) the computational complexity of the planning algorithms.

Choice of planning horizon

The first set of experiments investigates how the planning horizon affects the per-
formance. Two different scenarios are considered, both illustrated in Figure 4.4, in
order to determine the impact of the planning horizon for different target motions.
For all simulations, the parameter q is set to 0.1 and the sensor parameters are
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Figure 4.5: Results for active tracking of a slowly maneuvering target with
trajectory as in Figure 4.4a.

set to model a high-quality lidar, inspired by [42]: the standard deviation of the
range and bearing measurements are σr = 0.05m and σα = 0.5◦, respectively.

In the first scenario, the target is slowly maneuvering and follows an almost
straight path, which means that the near-constant velocity model is a fairly ac-
curate description of target motion. This means that the maximum-likelihood
prediction of the target trajectory often coincides with the actual target trajec-
tory. Thus, the baseline approach should perform well in this scenario.

The results from the simulations of this scenario are presented in Figure 4.5.
As expected, the baseline approach performs well and the sensor loses track of
the target in only about two percent of the simulations. The performance of the
baseline approach also increases with longer planning horizon, which is expected
since the target behaves as the model predicts. However, it is still outperformed
by the proposed method, which manages to maintain track of the target in almost
all simulations.

In the second scenario, an agile target is performing sharp turns and is thus
constantly deviating from the trajectory predicted by the constant velocity mo-
tion model. Since the baseline approach does not take uncertainty in the target
trajectory into account, it is expected to perform worse than it did in the previ-
ous scenario. The proposed approach on the other hand takes this uncertainty
into account, and should be able to handle also agile targets. These predictions
are confirmed by the simulations, of which the results are presented in Figure 4.6.
The proposed approach is able to maintain track of the target in almost every
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Figure 4.6: Results for active tracking of an agile target with trajectory as
in Figure 4.4b.

simulation, provided that the planning horizon is longer than just a single time
step. The baseline approach performs poorly for this scenario and even though
the performance is increased by increasing the planning horizon, the agile target
is still lost in more than 50 % of the simulations after 200 time steps.

Overall, the proposed approach is significantly less sensitive to the choice of
the planning horizon N . Even though a planning horizon of two steps would be
enough for the proposed approach, N = 6 will be used for the remainder of the
experiments since it gives reasonable performance also for the baseline approach.

Target agility

The next set of experiments investigates how well the planning algorithms are able
to handle target trajectories of varying agility. We let the angular rate ω reflect the
target’s agility level and test the performance for the target trajectories that are il-
lustrated in Figure 4.7. The trajectory with largest angular rate, ω = π/12.5rad/s,
corresponds to the minimum turning radius for the sensor platform. For all sim-
ulations, the planning horizon is N = 6 and the standard deviation of the range
and bearing measurements are σr = 0.05m and σα = 0.5◦, respectively.

The tuning parameter q reflects the expected agility of the target. A high value
of q allows for tracking a highly maneuvering target. To evaluate how sensitive
the algorithms are to the tuning of this parameter, the simulations are run for
three different values of q: (i) a low value (q = 0.01), representative for target
trajectories where the magnitude of the angular rate ω is less than π/100rad/s;
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Figure 4.7: Target trajectories for different angular rates ω.

(ii) a “normal” value (q = 0.1), that could be considered as a reasonable tuning for
tracking of targets with trajectories as in Figure 4.7; and (iii) a high value (q = 1),
which would be appropriate to use for targets that turn more quickly than in the
considered trajectories. The results from this set of experiments are presented in
Figures 4.8 and 4.9.

The sensor’s ability to maintain track of the target is shown in Figure 4.8. The
baseline approach is able to handle slowly maneuvering targets, i.e., trajectories
with small angular rate ω, if the parameter q is tuned appropriately. In other
cases, it generates sensor trajectories that eventually lead to losing track of the
target. If the parameter q is set to a high value, the latest measurement greatly
affects the current target state estimate. Since the baseline approach plans the
sensor trajectory based only on the most likely target trajectory given the current
estimate of the target state, a noisy measurement could send the sensor in a
direction that leads to a lost track.

By taking the uncertainty in the target trajectory into account, the proposed
approach significantly improves the ability to maintain track of the target. As
shown in the second column of Figure 4.8, the target is essentially not lost in
any of the simulations except for the case when the value of the parameter q is
significantly too small. Compared to the baseline approach, the proposed approach
is significantly more robust to the tuning of the parameter q and avoids losing track
of the target. In particular, the method copes with higher agility than expected
much better than the baseline approach. This allows for tuning for the nominal
case while still being able to handle extreme cases.

Figure 4.9 shows the tracking accuracy of the tracked targets. Note that only
targets that are tracked are taken into account when calculating the rmse. By
comparing the first column with the second column of Figure 4.9, it is evident
that the position rmse for the remaining targets are approximately the same for
both approaches. Thus, the increased robustness of the proposed approach does
not come at the price of reduced tracking accuracy in terms of rmse.
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Figure 4.8: Percentage of the simulations in which the sensor is able to keep
track of the target for different target turning rates.
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Figure 4.9: rmse of the estimated target position for different target turning
rates.
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Figure 4.10: Results for active tracking of a slowly maneuvering target with
trajectory as in Figure 4.4a.

Measurement noise

This set of experiments investigates how the magnitude of the measurement noise
affects the performance of the planning algorithms. This is tested by simulating the
scenarios illustrated in Figure 4.4 using different values for the standard deviation
of the measurement noise. The noise levels are reasonable for lidars, and not
greater than what the baseline approach can handle. For all simulations, the
planning horizon is N = 6 and the parameter q is set to 0.1. The results are
presented in Figures 4.10 and 4.11.

The ability to keep track of the target degrades with increasing level of measure-
ment noise, but the proposed approach is more robust than the baseline approach.
The baseline approach depends on having an accurate estimate of the target’s
velocity, since it does not take uncertainty into account. The velocity is not mea-
sured directly, but estimated through measurements of the target’s position, which
means that the accuracy of this estimate rapidly decreases as the magnitude of
the measurement noise increases. Furthermore, for both scenarios and planning
approaches, the performance in terms of rmse degrades with increasing level of
measurement noise, as might be expected.
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Figure 4.11: Results for active tracking of an agile target with trajectory as
in Figure 4.4b.

Computational complexity

As new measurements are obtained, it is necessary to re-plan the sensor trajectory
online to adapt to the newly acquired information. Hence, the time needed to
find a solution to the graph search problem is of interest if the planning algorithm
is to be used in real-time applications. To investigate this, the algorithms have
been naively implemented in C++, with little effort to optimize the code, and
simulations run on a laptop with a 2.6GHz Intel i7 processor with 16GB of RAM
running Ubuntu 16.04. Figure 4.12 reveals that the computational complexity of
both approaches grow rapidly with the planning horizon and that the proposed
approach is, not surprisingly, computationally heavier than the baseline approach.
However, recall that the proposed approach performs significantly better than the
baseline approach even when using a shorter planning horizon. Furthermore, when
applying a receding horizon approach, the next plan can be computed during exe-
cution of the first motion primitive of the current plan. In this case, the duration
of all motion primitives are 0.5 s, which means that even this rudimentary imple-
mentation of the proposed approach is fast enough for use in real-time applications
when using a planning horizon of less than eight time steps.
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4.5 Summary
In this chapter, we have considered the problem of active target tracking and
formulated it as a nonlinear stochastic ipp problem. An approximate planning
method, that takes the uncertainty in the future target trajectory into account
by deterministic sampling of the a priori distributions, has been proposed. As
demonstrated in a simulation study, the proposed method significantly increases
the tracking performance compared to a conventional approach that neglects the
uncertainty in the future target trajectory. In particular, the proposed method
decreases the need for a long planning horizon and is less sensitive to tuning of
the parameters related to target maneuverability and measurement noise.



5
Concluding remarks

This chapter concludes the thesis by summarizing the results and discussing some
possible directions for future work.

5.1 Conclusions
A fully automated sensor system requires the capability of deciding where to go
to collect necessary information. Informative path planning (ipp), which has been
studied in this thesis, is thus an important part of sensor management. Arguably,
both informative path planning and sensor management are difficult problems. In
general, problems in these areas can be formulated as nonlinear optimal control
problems for stochastic systems.

Chapter 3 addressed the problem of providing optimality guarantees in infor-
mative path planning. As in many other areas, an assumption of linear Gaussian
systems simplified things. Here, it reduced the stochastic optimal control problem
to a deterministic one. Although the linear Gaussian problem is deterministic, it
is both nonlinear and nonconvex, and still difficult to solve. Through a series of
reformulations, it was shown that the considered problem is equivalent to a mixed
binary sdp, that can reliably be solved to global optimality using off-the-shelf
optimization tools. Furthermore, it was shown that also problems that include
adversarial observers can be reformulated in a similar manner. The proposed ap-
proach allows for a trade-off between stealth and informativeness when computing
globally optimal sensor trajectories.

Chapter 4 dealt with stochasticity in informative path planning. The consid-
ered scenario was an active target tracking problem, where the goal was to compute
a sensor trajectory that maximizes the expected tracking performance. A reced-
ing horizon control strategy was employed, and the stochasticity was handled by
deterministic sampling of the distribution of future target trajectories. This way,
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several candidate target trajectories were considered when optimizing the sensor
trajectory. A simulation study showed that the proposed approach significantly
increases the tracking performance compared to a baseline approach, where only
the most likely target trajectory is considered.

5.2 Future work
This thesis has taken steps towards creating a sensor management system by op-
timizing the movement of the sensor platform. The work of this thesis can be
extended in several ways.

One possible direction for future research is to improve the methods devel-
oped in this thesis, with the focus on a single sensor platform. The methodology
proposed in Chapter 4 opens up for taking other aspects of the uncertainty into
account, e.g., by using more advanced schemes for selecting the candidate target
trajectories or considering the effects of different measurement noise realizations.

Another interesting topic for future research is to explicitly consider several
sensor platforms in the problem formulation. Although the theoretical results of
this thesis hold also for multiple-sensor systems, the focus has been on systems con-
sisting of a single sensor. A possible extension is thus to develop informative path
planning methods that are both scalable and decentralized, to be more suitable for
multiple-platform settings. The multiple-platform case can be further extended by
also letting each platform carry several heterogeneous sensors.

A third possible direction for future research is to move towards full-scale
sensor management. This means including more degrees of freedom in the problem
formulation, e.g., considering sensors with several different operational modes with
varying level of accuracy, and constrained budgets that limit the use of certain
sensors or the movement of the sensor platforms during a mission.
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