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Direct volume rendering techniques for scalar fields make use of transfer functions to map 

optical properties to the field; the field can subsequently be visualized through the drawing 

of isosurfaces in the volume spanned by the field. The utility of this approach is limited in the 

case of nested or clustered structures with the same isovalue and further does not easily al-

low for quantitative measurements of the visualized data. This report explores the use of 

topological structures (contour trees and Morse-Smale complexes) as an augmentation of 

traditional direct volume rendering and describes a fully functional implementation in the 

visualization software Inviwo. The implementation is evaluated through analysis of valency 

charge density fields in cubic MgO2 and FeO2.  

It is demonstrated that both contour trees and Morse-Smale complexes provide information 

and segmentation of initial volume data that allows for selective transfer function applica-

tion (based on the segmentation), on-demand information on critical points and an overview 

of the scalar field through a topological representation embedded in the visualized volume. 

Analysis of the provided charge density fields show that contour trees generate physically 

irrelevant artefacts and thus are ill-suited for analysing highly symmetric data. On the other 

hand, the Morse-Smale complex approach is used to extract information of the bond 

strength of O-O contacts in MgO2 and FeO2 consistent with previous findings, as well as infor-

mation on electronic charge configuration consistent with previous findings on MgO2. In the 

case of FeO2, the electronic configuration results are not consistent. This is speculated to be 

due to a combination of factors, most notably the lack of periodic boundary conditions in the 

implementation and the more complicated structure of FeO2.  

In light of the partially accurate data analysis, as well as the added functionality and utility 

provided to visualization software, this approach to topology-guided visualization is consid-

ered promising and worthy of further study and/or development.  
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1. Introduction 
In scientific visualization, it is often desirable to use volume rendering, a method in which 

properties of points in some scalar field (the input data set) are mapped to optical properties in 

a volume. The new volume data set can then be rendered through various methods. One such 

method is direct volume rendering, where a so-called transfer function is used to map points in 

the scalar field to optical properties (color, opacity) in the volume [1]. In this way, the optical 

property of a point is based wholly or partially on the scalar field value of that point. This means 

that the transfer function will assign all points with scalar value equal to a chosen isovalue the 

same optical property, and the set of all such points form an isosurface in the rendered volume 

[2].  

While isosurfaces are helpful in elucidating structures in the volume data, they sometimes are 

not enough. If the volume data is somehow different for points with the same scalar value or 

any derivative thereof, the resulting isosurfaces might not be representative of a real structure 

in the data set. This is frequently the case in medical imaging data, where such a crucial differ-

ence might be, for example, varying types of tissue [3]. In addition to this flaw, if the isosurface 

consists of separate components some of which are nested inside other components or too close 

together, then one component might obstruct the view of another. Takahashi et al. provide an 

example of this nesting issue occurring when visualizing a nucleon in oxygen, using it as a 

justification for their prior statement that "[direct volume rendering] still requires time-consum-

ing human interactions for tweaking visualization parameters to obtain comprehensible render-

ing results" [4]. 

One possible solution to the problems mentioned above is to segment the volume by assigning 

the separate components different transfer functions, allowing their optical properties to be con-

trolled individually. To accomplish this, there would need to be a way to differentiate between 

components. Utilizing a topological structure to categorize the volume data can make such dif-

ferentiation possible; in fact, using a so-called contour tree to interactively segment volume 

data in software applications has been previously suggested by Carr in the form of flexible 

isosurfaces, that is, "...arbitrary sets of contours that need not share a single isovalue..." [5]. The 

method of exploiting contour trees to achieve some desired segmentation of volume data has 

previously been successfully implemented and used to extract information from a physical da-

taset (collision between a proton and a hydrogen atom) [6]. 

Another limitation of using volume rendering is that the resulting visualizations are not easily 

quantifiable. If the same transfer function is applied to two similar but ultimately different data 

sets, differentiating between them might come down to comparing shades in a color map by 

eye, which is undesirable. Topological algorithms can alleviate this problem by extracting in-

formation on local extrema or saddle points of the scalar field, which are often of scientific 

interest as well.  

This report details the development, implementation and evaluation of topology-guided analy-

sis in visualization software, carried out as a master thesis project at the IFM department at 

Linköping University. This section explains why work on topology for visualization purposes 

is desirable and even necessary and details the structure of the report, while Section 2 provides 

a formal outline of the problems addressed in this project. Section 3 introduces the theoretical 

knowledge needed to understand the results and conclusions drawn in the report and Section 4 
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briefly credits the resources utilized throughout development. Section 5 goes through the soft-

ware implementation in great detail and ends with a more traditional description of the meth-

odology used when testing the implementation on provided datasets. Results are recorded in 

Section 6 and discussed in Section 7. Conclusions and suggestions of future work are given in 

Section 8. 
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2. Problem formulation 
This project was a collaboration between the Theoretical Physics Group @ IFM @ LiU and the 

Scientific Visualization Group (SciVis Group) @ ITN @ LiU. As such, the goals of the project 

were established to encompass the aims of both groups.  

2.1 Project aims 

The SciVis Group was looking to improve volume rendering for physical purposes in a general 

sense, mainly by attempting to implement some topological structure into visualization soft-

ware and thereby increasing the utility and user-friendliness of the software. The Theoretical 

Physics Group provided a use case for such an implementation, asking that the features devel-

oped during the project be used to analyze charge density data from two compounds, MgO2 and 

FeO2. It was thought that by utilizing some topological structure, more quantitative data on 

MgO2 and FeO2 could be gathered and used to gain some insight into the bonding nature of the 

oxygen atoms in the two compounds. The contour tree was the topological structure considered 

first, but was switched out mid-project in favor of the Morse-Smale complex (MSC). The visu-

alization software Inviwo was used throughout the project along with complementary libraries 

for the topology-related algorithms.  

All theory and resources mentioned in this section are detailed in Section 3. 

2.2 Formal framing of the problem 

The project aimed to explore the viability of using topological structures to guide in volume 

rendering and interpretation of physical data, specifically 

1) if topological structures could be used to better visualize and provide additional infor-

mation about problematic data sets of the types described in Section 1 by assigning 

different transfer functions to different volume data components, using 

 

a) contour trees 

b) Morse-Smale complexes 

 

2) if topological structures 1a and 1b could be used to improve the user experience and 

overall utility in visualization software, namely Inviwo [7]. This would be achieved by  

 

a) allowing the user to manipulate transfer functions for separate components of 

the volume 

b) providing additional tools for interacting with the volume (that were in some 

way based on the topological structures) 

 

2.3 Demarcation 

The nature of this project was exploratory; while both a ‘product’ (the implementation in 

Inviwo) and ‘research results’ (results of physical dataset analysis) were produced, no formal 

requirements were placed on the performance of the product nor the definitiveness of the re-

sults. For this reason, the added functionality that topology-assisted volume rendering provided 
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was treated as equally important to any concrete results gathered. An in-depth analysis of the 

provided data lies outside the scope of this project. 

The integration of the chosen topological structures was specific to Inviwo, and other software 

was not considered. However, the methods used for the integration are described in program-

matically generic terms whenever possible. Topological structures other than contour trees and 

Morse-Smale complexes were not considered.  
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3. Theory 
This section briefly goes over the theoretical concepts of the project, introducing them in an 

informal manner with relatively simple examples in order to provide an adequate understanding 

of the latter half of the report. 

3.1 Volume rendering 

 

Figure 1. Raycaster constructing an image from volume data. As a ray travels from its image pixel through the volume, it 

accumulates RGBA values by sampling the volume data. These values are combined to give colour and opacity to that ray’s 

pixel. 

Volume rendering is an umbrella term for techniques in which (most commonly) a 3-dimen-

sional scalar field is displayed as 2D projection (image) [8]. In direct volume rendering, sam-

ples of the scalar field can be assigned colour and opacity according to their function values by 

way of a so-called transfer function. An image of the volume spanned by the field can be gen-

erated by using a raycaster, wherein rays generated for each image pixel pass through the vol-

ume and are sampled at regular intervals. Each sampled field value is converted to optical prop-

erties in the form of values for color and opacity through the transfer function. As a ray travels, 

these values are composited to give the colour and opacity for that ray’s corresponding pixel. 

Figure 1 shows a principal example of this process. 

3.2 Contour tree 

To understand contour trees, it is first helpful to introduce the concept of level sets. The level 

set of a function is the set of all function values for which the function takes on a given constant 

value [9]. For a 2-dimensional, well-behaved function, the level set forms a set of lines. If one 

imagines the function representing a surface landscape of varying height, a horizontal plane at 

a given constant height will slice the peaks (and/or valleys) and the resulting intersection will 

yield the contours of those peaks. In this context, the constant height is called the isovalue and 

the resulting contour lines are called isolines (or simply contours). For the 3D case, the result 

is similar: a given isovalue yields a set of isosurfaces. 

The function in question can be characterized by observing how the contours change as the 

isovalue varies. Contours change (topologically speaking) in so-called critical points in one of 
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four ways, illustrated here by the surface landscape example with the isovalue varying from 

global maximum to global minimum: 

1. If the constant height plane is brought down onto a peak, a new contour will appear that 

is separate from any other contours. This is the birth of a contour.  

2. If the constant height plane is brought down onto the saddle point between two peaks, 

the contours belonging to those peaks will merge into one new contour. This is the join 

of two contours. 

3. If the constant height plane is brought down onto the saddle point between two valleys, 

one contour will split into two separate contours, one for each valley. This is the split of 

a contour.  

4. If the constant height plane is brought below a valley’s lowest point, the contour be-

longing to that valley will disappear entirely. This is the death of a contour. 

Note that these terms are based on the arbitrary choice of letting the isovalue vary from the 

function maximum to minimum. If one had chosen minimum to maximum, the terms simply 

flip around (i.e. births become deaths and vice-versa, joins become splits and vice-versa).   

3.2.1 Tree representation 

 

Figure 2. A 1D function and its contour tree 

As the isovalue of a function varies, the contours change. These changes can be categorized as 

explained above and represented graphically as a tree. In summary then, the contour tree is a 

graphical representation of how the isolines of a surface (or indeed, the isosurfaces of a volume) 

changes as the isovalue varies. The critical points are nodes in the tree; births/deaths are repre-

sented by leaf nodes and joins/splits are represented by internal nodes. The arcs represent points 

at which the contour remains without disappearing, splitting or merging. A very simple 1D 

example is illustrated in Figure 1. 

3.2.2 Persistence 
The persistence of a contour is the difference in function value between the birth of that contour 

and its death. If the scalar function is noisy, several small and insignificant contours can appear. 

However, since these small contours disappear almost immediately after being born, their per-

sistence is low. By defining a persistence threshold and ignoring contours with persistence 

lower than the threshold, the function can be simplified and/or made smoother [10].  

It is possible to pair up critical points in a contour tree in what is known as branch decomposi-

tion. All branches are saddle-extremum pairs, except for the largest branch, which is the pair of 

the global function maximum and minimum. Each saddle point in this largest branch has its 

own subtree, and a saddle point is paired with the extremum in its subtree that is the furthest 
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from the saddle in terms of persistence. The new branch that is created might have saddle points 

of its own, which generate more pairs, and so on until all critical points have been paired. Each 

point in the original domain used to generate the contour tree belongs to one and only one 

branch, which means that the branch decomposition can be used as a segmentation of the do-

main. 

Branches can be plotted in a persistence diagram. In such a diagram, both the x- and y-axis 

display function values and a bar is drawn from a branch’s birth (read on the x-axis) to its death 

(read on the y-axis), as seen in Figure 3. 

 

Figure 3. Example persistence diagram    Figure 4. Example bar chart 

Alternatively, the bars can be displayed one by one on the x-axis in a persistence bar chart like 

the one in Figure 4. In this chart, births and deaths are both recorded on the y-axis. Note that 

the two examples in Figure 3 and 4 are just conceptual and not generated from actual data, nor 

do the represent the same (fictional) data. 

3.3 Morse-Smale complex 

The Morse-Smale complex (MSC) is, just like the contour tree, a partitioning of a domain (in 

our case based on a scalar field). For contour trees, this partitioning is evidently based on the 

behaviour of the level sets of the domain and is expressed in terms of contours. In contrast, an 

MSC is a partitioning based on the gradient of the scalar field [11]. We can once again employ 

a surface landscape of varying height as an example. The gradient at any point on the surface 

is pointing in the direction where the slope is the steepest, forming gradient paths that start/end 

in landscape valleys and peaks. Regions of the domain where the gradient paths have the same 

start- and end points are considered part of the same cell.  
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Figure 5. 2D scalar function (red denotes higher values; blue denotes lower values). Left: part of the gradient vector field of 

the function. Middle: part of the gradient paths for the function. Right: The Morse-Smale complex generated for the function. 

Each square is one ‘cell’. White dots are maxima; gray dots are saddles; black dots are minima; black lines indicate gradient 

paths.  

Consider that our landscape has the appearance in Figure 5. Drawing the gradient paths for one 

region of the landscape, we note that all paths share start- and end points. As such, that region 

is part of one MSC cell. Just like for contour trees, we can identify critical points in terms of 

maxima (where gradient paths end), minima (where gradient paths originate) and saddle points.  

In this project, we were chiefly concerned with the behaviour of the scalar field around maxima 

(the atoms) and saddles connected to maxima (the atom bonds). As such, we decided to only 

draw maxima and saddles connected to maxima when visualizing the Morse-Smale complex 

for our data (see Section 5.1.7 and 6.2). For the same reason, it was practical to consider regions 

part of the same partition as long as the gradient paths ended at the same maximum; such a 

partition is called a descending manifold [12]. For our use case (see Section 4.4 and 5.3), we 

hoped that each maximum would belong to a specific atom. That atom’s descending manifold 

could then be seen as containing the charge belonging to that atom. For brevity, ‘region’ is 

frequently used henceforth to refer to a descending manifold of the Morse-Smale complex. To 

complete the picture: a partition where all gradient paths originate in the same minimum is 

called an ascending manifold. The MSC cells are intersections of ascending and descending 

manifolds. 
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4. Resources 
This section describes and credits the resources used in this project, including software and 

physical dataset. 

4.1 Inviwo 

All visualization functionality in this project was developed in Inviwo. Inviwo (Interactive Vis-

ualization Workshop) is an extendable, open-source software framework for visualization pro-

totyping [7]. To create a visualization in Inviwo, the user assembles a data flow network built 

from data processors. A typical processor takes zero or more inputs, processes the data provided 

and outputs the result to successive processors and/or some network-external output (a file, the 

screen, etc.). Data flow is designated by linking processors together.  

 

Figure 6. Typical Inviwo network 

In the example network in Figure 6, volume data is loaded into the topmost processor, possibly 

from a file. This data is passed downstream, ending up in Data Sink A and Data Processor A. 

Data Sink A provides information about the volume data but does not pass data on further. In 

the right-hand side of the network, Data Processor A converts the volume data to a data frame 

(essentially a table) and Data Processor B generates a scatter plot from the given data frame. 

Finally, an image of the plot is passed to Data Sink B to be drawn onto a canvas on the screen.   

While the data processing and algorithms described in Section 5 are from the perspective of 

Inviwo processors, it should be noted that there is nothing about Inviwo that makes the devel-

oped functionality irreproducible elsewhere, especially as the topological algorithms are pro-

vided by external libraries.  
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4.2 Topology ToolKit 

Topology ToolKit (TTK) was used in this project as the external library for computing Morse-

Smale complexes. TTK is an open-source library that provides collections of key algorithms in 

topological data analysis for the purposes of scientific visualization [13]. 

4.3 Contour tree external library 

This project makes use of the external C++ library “Topological Data Analysis using Contour 

Trees”. The library provides structures, generating and simplification algorithms for computing 

contour trees [14].  

4.4 Physical datasets 

We analysed two main datasets in this project: 

1. Valence electron density data for cubic MgO2 for a unit cell volume of 113.3 Å (hence-

forth ‘MgO2 data’). Data was provided for this project in the form of a CHGCAR file 

generated by VASP [15]. 

2. Valence electron density data for cubic FeO2 for a unit cell volume of 83.0 Å (henceforth 

‘FeO2 data’). Data was provided in the form of a XSF (XCrysDen Structure File) file 

generated by local code [16].  

Datasets 1 and 2 were provided by the Theoretical Physics Group at LiU and produced by A. 

Ponomareva and I. Leonov, respectively. Analyses of these sets were carried out in a 2019 ge-

ophysics manuscript on oxygen oxidation states in Earth’s mantle [17]. The results of these 

analyses were used when evaluating the functionality developed in this project (see Section 

5.3).  



15 

 

 

5. Method and implementation 
This section contains detailed descriptions of the data processing steps used to create the func-

tionality used in topology-guided volume rendering in the form of Inviwo networks. It also 

briefly summarizes the methodology used when analysing the provided charge density data.  

5.1 Morse-Smale complex network 

 

Figure 7. Simplified diagram of the Morse-Smale complex network 

Figure 7 shows a simplified data flow graph of the Morse-Smale complex (MSC) network. The 

purpose of the chart is to illustrate the functionality and dependencies of the network and does 

not accurately reflect all the connections in the actual Inviwo network.  

In the chart, hexagons denote inputs and circles denote outputs. Rectangles are abstract data 

processors. Some of these have real equivalents in the full network (the MSC generator, for 

example) while others are amalgamations of several real processors. Data processing steps that 

do not deal directly with MSCs or that could be considered standard steps (such as mesh ren-

dering) have been left out of the chart. 

The general process of this network can be described as follows: The CHGCAR file contains 

scalar charge density data as well as data on atom positions and types. A parser extracts this 

data and generates a volume data set for the charge density and a mesh of atom positions. The 

volume data is run though TTK’s algorithms to produce MSC data, which is used for several 

following steps. MSC data includes an indexing of the voxels, which is used to produce an atlas 
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volume, essentially a look-up table in volume data form. The atlas volume is sent to a raycaster 

and is used to mask which voxels should be rendered and which should be ignored upon user 

request. The MSC data also contains information on critical points, which is sent to separate 

processors that create a 3D mesh with the critical points as spheres and the connectors as thin 

tubes. They also tag the spheres that correspond to MSC maxima with additional information 

about its associated cell. The mesh is then forwarded to the raycaster to be displayed embedded 

in the final volume. Optionally, the user can select a set of three atoms to generate a volume 

slice (that intersects the three selected atoms) which is also displayed embedded in the final 

volume. 

Additionally, TTK generates persistence information (based on the original volume’s contour 

tree) that can be plotted in a persistence diagram or a bar chart plot. 

5.1.1 Data source 
Input: None 

Output: CHGCAR file 

Data input can be either a CHGCAR file generated by VASP or an XSF file [15][16]. The 

header of such a file contains information about the system on which the simulation was run in 

the form of atom positions, atom types and lattice constant. This information is needed to gen-

erate an atomic mesh in Inviwo. The rest of the file is the simulation result: charge density 

values for each grid point. 

5.1.2 CHGCAR Parser Processor 
Input: CHGCAR file 

Output: Inviwo volume (charge density), Inviwo mesh (atoms), plane position, plane nor-

mal 

The parser processor runs a Python script which converts the CHGCAR or XSF format into 

data that can be used in Inviwo. Atom positions are saved as a mesh to later be rendered as 

spheres and coloured according to their type. The list of charge density data is converted to an 

Inviwo volume data set, which is essentially the same list but with additional metadata and 

Inviwo-compatible utilities. The script was available before this project but had to be slightly 

modified to work for the provided XSF file.  

The processor fills one additional function: it keeps track of atoms selected by the user for the 

purposes of generating volume slices. If at any point three different atoms are selected, the 

script calculates the normal for the plane that intersects the three atoms. If atom positions 𝑎1 𝑎2 

and 𝑎3 is selected, the plane’s positions is taken as 𝑎1 and the plane normal is the vector 

(𝑎2 − 𝑎1) × (𝑎3 − 𝑎1) normalized. This information can be accessed by the embedded slice 

generator (see Section 5.1.8).  

5.1.3 TTK Processors 
Input: Volume 

Output: Persistence data, simplified triangulation data 

The TTK processors are essentially TTK code wrapped by Inviwo processors. These processors 

were available before the project and serve three purposes: First, they take an Inviwo volume 

and generate so-called triangulation data that is used for subsequent TTK calculations. Second, 

they generate persistence data based on the input volume’s contour tree. Third, this data is used 



17 

 

to perform persistence-based topological simplification on the triangulation data, although it is 

also available as output along with the resulting triangulation. 

In the interest of getting plots relevant to our physics use case, the persistence processor was 

modified to only output saddle-maxima pairs (which can be linked to specific atoms) with a 

persistence higher than the simplification threshold. Modifying the processor in this way did 

not change the resulting triangulation data, only the persistence data used for plotting. 

5.1.4 Plotting Processors 
Input: Persistence data 

Output: Persistence diagram plot, bar chart plot 

The persistence diagram plot processor was available before the project. The bar chart plot 

processor is largely a copy of the diagram processor, but with the diagonal removed and an 

extra data option so that bars can range from birth to death on the y-axis while being laid out 

according to index on the x-axis. 

5.1.5 MSC Generator 
Input: Triangulation data 

Output: Atlas volume, MSC critical point data 

Much like the TTK processors, the MSC generator is largely just the default MSC generation 

demo from TTK but rewritten as an Inviwo processor, written specifically for this project. TTK 

outputs two main sets of data for MSCs: One is a large set of lists containing various infor-

mation on the critical points of the resulting complex. This set is outputted from the processor 

as is. The other consists of a segmentation that associates each grid point (voxel) with an index. 

This segmentation was converted to an Inviwo volume data set (referred to as an atlas volume) 

for use in the raycaster processor. 

5.1.6 MSC Information Extractor 
Input: Volume (charge density), atlas volume, MSC critical point data, mesh (atoms) 

Output: MSC maxima information 

The MSC information processor associates various metrics extracted from the input volume, 

atlas volume and atom mesh with the MSC maxima. These metrics are: 

▪ Atom type: The maximum is considered the same type as its closest atom. 

▪ Charge: Charge is calculated for each maximum by adding up the charge of each voxel 

(volume element) with the same atlas index and associating the maximum among those 

voxels with the sum of values. A voxel’s charge is its volume multiplied by its charge 

density value. If a maximum can be associated with an atom, this summed charge can 

be seen as the charge belonging to that atom. 

▪ Fraction of total charge: This is the ratio of charge in the cell to the total charge of all 

cells. 

▪ Fraction of total volume: This is the ratio of the number of voxels in the cell to the total 

number of voxels. 
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Figure 8. MSC information displayed by Inviwo 

The metrics are compiled in a table that is forwarded to the embedded MSC generator and later 

displayed as shown in Figure 8. 

5.1.7 Embedded MSC Generator 
Input: Volume (charge density), MSC critical point data, MSC maxima information 

Output: Tagged mesh (critical points), mesh (connectors) 

The embedded MSC generator is responsible for generating a mesh that can be displayed in the 

final volume image. This is done by reading the critical point data received from the MSC 

generator and drawing spheres of different colours for different types of critical points. Spheres 

are scaled according to the critical point function value. Only maxima and saddles connected 

to maxima are of interest in this project (see Section 3.3), so minima and all other saddles are 

ignored. 

The critical point data structure also contains information about the connections between criti-

cal points from which we draw a series of tubes, connector segments, to visualize the connect-

ors. Tubes are scaled according to the saddle point they connect to. Since the MSC is generated 

based on function gradient, these connectors will essentially be gradient paths. Since the con-

nectors are visualized on a grid, they appear jagged. To lessen this effect, new connector seg-

ments were generated with endpoints shifted to the midpoints of the old connector segments as 

seen in Figure 9. Additionally, spheres were added between adjacent tubes to create smooth 

joints. 

 

Figure 9. Smoothing of MSC mesh connectors 

Once the mesh was complete, data from the information extractor processor could be associated 

with each maximum. Since the mesh ends up displayed in the final image, the user can be 

presented with data on a particular maximum (and by extension a particular region) by simply 

hovering the mouse over that maximum. 
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A more sophisticated feature of this processor is the capability to find the common saddle points 

of two selected maxima. This is done by finding all connectors that connect to the first and 

second maximum respectively and then keeping only the connectors which share a common 

saddle point. Only the maxima, the common saddle points and the connectors between these 

points are drawn.  

5.1.8 Embedded Slice Generator 
Input: Volume (charge density), plane position, plane normal 

Output: Slice image 

A processor for making volume slices already existed in Inviwo prior to this project, but it could 

only output the slice as a 2D image instead of embedding it in the original volume. The old 

processor created a plane based on the input plane position and plane normal, and then calcu-

lated the points at which this plane intersected with the bounding box of the input volume. In 

order to draw the plane segment spanned by these intersection points by way of a triangular 

mesh, it was necessary to index the points in such a way that the indices increase as one rotates 

around the normal. In figure 10, one way of indexing the points (along with the midpoint of the 

intersection points) is shown.  

 

Figure 10. Indexing of points to create an embedded volume slice (0 is the midpoint of all other points) 

To achieve this, the following algorithm was devised. Note that all vectors defined below should 

be normalized. 

1. Arrange the intersection points 𝑝1, … , 𝑝𝑚 in a list. Note that if 𝑚 < 3 then we cannot 

draw a plane, so the rest of the steps can be skipped 

2. Calculate the midpoint, 𝑝0, of the intersection points as 𝑝0 =
(𝑝1+⋯+𝑝𝑚)

𝑚
. 

3. Let �̅�𝑚 be the vector from 𝑝0 to an arbitrarily chosen intersection point, here 𝑝𝑚. Let 

�̅� = �̅�𝑚  ×  �̅� where �̅� is the plane normal. 

4. For each vector �̅�𝑖 = 𝑝𝑖 − 𝑝0 where 1 ≤ 𝑖 ≤ 𝑚, add the following to a list 𝐿:  

a. �̅�𝑖  ∙ �̅�𝑚           if �̅�𝑖  ∙ �̅� ≥ 0  

b. −(�̅�𝑖 ∙ �̅�𝑚 + 2)  if �̅�𝑖  ∙ �̅� < 0 

5. When sorted, 𝐿’s original indices form an ordering for the intersection points by angle. 

That is, going around the plane normal, the points will appear in the order of 𝐿’s original 

indices. Let 𝐼 be a list of those indices. 

6. Finally, when constructing the index buffer for the mesh, for each 𝑗 where 0 ≤ 𝑗 ≤ 𝑚 −

1, make a triangle using the set of three points 

a. 𝑝𝐼[𝑗]+1, 𝑝𝐼[𝑗+1]+1, 𝑝0 if 𝑗 ≠ 𝑚 − 1 
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b. 𝑝𝐼[𝑚−1]+1, 𝑝𝐼[0]+1, 𝑝0 otherwise 

where 𝐼[𝑗] denotes the 𝑗th element of the list 𝐼. Note that indexing for lists start at 0. 

Once the plane segment was constructed, the processor could simply sample the original vol-

ume in points in the plane segment and colour them according to some transfer function. The 

output image could then be combined with the raycaster output to embed the volume slice in 

the final volume image. 

5.1.9 Raycaster 
Input: Volume (charge density), atlas volume, meshes, slice image 

Output: Final image 

The Inviwo raycaster processor normally takes a single volume data set and produces a 3D view 

of the volume according to a user-specified transfer function and/or isovalues. Note that other 

processors that are needed to supply additional information to the raycaster have been left out 

here for simplicity.  

 

Figure 11. A transfer function as displayed in Inviwo 

A transfer function in Inviwo is represented (on the CPU) by a set of so-called transfer function 

primitives. A primitive consists of a 4-component vector and a position value between 0 and 1, 

where [0,1] is the normalized range of some scalar field in the input volume (i.e. 0 is the func-

tion minimum and 1 is the maximum). The vector is treated as RGBA colour information. Thus, 

a single primitive defines the optical properties (colour and opacity) for some function value. 

By linearly interpolating between primitives, Inviwo generates a 1D texture like that seen in 

Figure 11 which can be uploaded to the GPU to serve as a lookup table to sample from when 

raycasting is performed. 

A primitive defines optical properties for a single function value. If no interpolation is per-

formed, the set of primitives is nothing but a set of isovalues with colouring instructions at-

tached. These are uploaded as is to the GPU for the purposes of drawing isosurfaces. 

For this project, it was necessary to be able to assign each atlas index (that is, each region) its 

own transfer function and/or set of isovalues. For transfer functions, this was done by extending 

the 1D texture (where the only row represents the only transfer function) to a 2D texture that 

had one row per atlas index.  

 

Figure 12. Diagram of a 2D transfer function. Each row belongs to a different segmentation index. 
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Normally, to figure out the optical properties of a voxel, we look at that voxel‘s function value 

and use that to sample the 1D transfer function. With multiple transfer functions, the process 

was slightly different. For a voxel in original volume, we looked up the value of that voxel in 

the accompanying atlas volume. This gave an index which specified which row of the ‘2D 

transfer function’ to use when sampling according to voxel function value. Figure 12 shows 

what such a 2D transfer function can look like. The transfer function in the figure would colour 

all voxels belonging to segmentation indices 1 and 5 according to TF1 and TF5 but leave all 

other voxels uncoloured. 

 

Figure 13. Example texture used for drawing isosurfaces for different segmentation indices 

Isovalues were treated very differently to the original raycaster approach. A 2D texture was 

used here as well, with the following structure: Each pair of rows represented one atlas index. 

For both rows in a pair, the first element was the number of primitives in those rows (techni-

cally, since each texture element is a 4-component vector, a single value was stored as a vector 

where every component had that value). The first row then held the position value of each 

primitive, and the second row held colour information. With this structure, we could look up a 

voxel’s atlas index and use it to pick the correct pair of rows in the 2D texture, then step through 

all primitives in those rows to draw isosurfaces (given that the voxel function value coincided 

with one of the isovalues). Figure 13 shows an example of this structure. 

5.2 Contour tree network 

Processors with similar functions in the contour tree and MSC networks are largely or entirely 

the same. Their structure will therefore not be repeated in this section. 
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Figure 14. Simplified diagram of the contour tree network 

The general process of the contour tree network as seen in Figure 14 can be described as fol-

lows: The CHGCAR file contains scalar charge density data as well as data on atom positions 

and types. A parser extracts this data and generates a volume data set for the charge density and 

a mesh of atom position. A series of processors generate contour tree data from the provided 

volume. This data includes persistence data used by the plotting processors, critical point infor-

mation used by the embedded contour tree generator to assemble a contour tree mesh as well 

as a feature-based indexing of voxels needed by the raycaster to segment the original volume. 

5.2.1 Data source 
See Section 5.1.1. 

5.2.2 CHGCAR Parser Processor 
See Section 5.1.2. 

5.2.3 CT Generator 
Input: Inviwo volume (charge density) 

Output: Contour tree data 

This processor serves to wrap generating functions from the contour tree external library. Spe-

cifically, the contour tree generator takes a volume data set and uses the external library’s func-

tions to generate all necessary information about the contour tree and outputs this data for use 

in other processors. 

5.2.4 Plotting Processors 
See Section 5.1.4. 

5.2.5 CT Simplification 
Input: Volume (charge density), contour tree data 

Output: Persistence data, contour tree data, feature data, adjacency matrix 
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The simplification processor wraps functions from the contour tree external library, which of-

fers several simplification options. When the contour tree is generated, each voxel in the origi-

nal volume is assigned to one of the tree’s arcs. While it is possible to use these arcs indices as 

an atlas, this typically creates far too many contours to reasonably manipulate. An alternative 

is to bundle these arcs into features based on the simplification parameters. The resulting feature 

data which the external library generates is an indexing of collections of arcs. These feature 

indices are used for segmenting the volume, similar to MSC manifold indices in the MSC net-

work. 

The processor also extracts persistence data for use in the plotting processors by looking up 

node function values from the input contour tree data. Lastly, it constructs an adjacency matrix 

which for a given contour tree node allows lookup of that node’s parents and children. 

5.2.6 CT Segmentation 
Input: Volume (charge density), contour tree data, feature data 

Output: Atlas volume 

The segmentation processor constructs an atlas volume using contour tree data and feature data. 

In the latter, feature indices are mapped to collections of contour tree arcs and in the former, 

each voxel is assigned an arc index. Combining these structures, the resulting atlas assigns each 

voxel a feature index. 

5.2.7 Embedded CT Generator 
Input: Volume, atlas volume, adjacency matrix, feature data, contour tree data 

Output: Tagged mesh (nodes), mesh (arcs) 

Embedding in this processor is performed much like in the MSC equivalent, reading infor-

mation about critical points (from the contour tree data) and their connections (from the adja-

cency matrix) in order to assemble a ‘ball-and-stick’ mesh that can be visualized in the final 

volume image.  

Because the adjacency matrix allows traversal of the contour tree, this processor was developed 

with the functionality to highlight a path through the contour tree between two critical point 

extrema selected by the user. 

5.2.8 Raycaster 
See Section 5.1.9 

5.3 Data analysis methodology 

The goal of the analysis was to compare the data gathered from our topological approach with 

previous findings from the MgO2 and FeO2 datasets [17]. The findings relevant to this project 

are: 

1. For MgO2, the charge density value in the center of the central oxygen-oxygen structure 

is ~21% of the maximum charge density. 

2. For FeO2, the charge density value in the center of the central oxygen-oxygen structure 

is ~5% of the maximum charge density. 

3. The electronic configuration of MgO2 appears to be Mg2+(O2)
2- .  

4. The electronic configuration of FeO2 appears to be Fe3+(O1.5-)2. 
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The two data sets were analysed using the MSC network detailed in Section 5.1 and the values 

of the information made available from the MSC information extractor (see Section 5.1.6) was 

recorded for all types of unit cell atoms. A distinction was made for oxygen atoms in the central 

O-O structure (recorded as ‘oxygen, central’ in the tables in Section 6). Persistence diagrams 

and bar charts were also recorded with notes on which bars correspond to which atom types.  

Persistence thresholds (see section 3.2.2) were chosen as to suppress multiple maxima appear-

ing for single atoms, as multiple maxima per atom does not allow for the pairing of every atom 

to a region. For MgO2, the threshold was set at 10% and for FeO2 20%. FeO2 was also analysed 

using a threshold of 5% for comparison.  

The contour tree approach was deemed ill-suited for the project (see Section 7.1) and the con-

tour tree network was therefore not used in data analysis.  
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6. Results 
This section is divided into a description of features developed during the project and the results 

from the analysed charge density fields. 

6.1 Developed features 

What follows is a list of the features made possible by integrating topological structures into 

‘traditional’ volume rendering using Inviwo. How the features work for the different structures 

is noted in the feature descriptions. 

6.1.1 Selective transfer function application 
MSC: Every voxel in the volume data set is assigned an index corresponding to what region it 

belongs to; this indexing effectively segments the volume. These segments can then be given 

individual transfer functions or isosurfaces. This index is made available in Inviwo through a 

manual slider, but as each region/index is also linked to a node in the embedded MSC mesh, 

the user can click any maximum to enable interaction with the corresponding index. Alterna-

tively, the user can click any bar in the resulting plots for the same effect. 

CT: Same as MSC but using features/contours instead of regions. 

6.1.2 On-demand information on critical points 
MSC: The data retrieved and/or calculated from the MSC information extractor (see Section 

5.1.6) is attached to the maxima of the MSC mesh and is available to the user by mousing over 

a maximum in the final image. Any saddle point can also be moused over to get the function 

value in that point.  

CT: The function values of critical points are available in the embedded mesh by mouse-over.  

6.1.3 Scalar field overview through embedded mesh 
MSC: Embedding the entire complex in the volume shows the scalar function’s maxima, its 

gradient paths and the saddle points between maxima. Selecting two maxima from the mesh 

shows only the connecting saddle points. 

CT: The contour tree embedding gives an idea of where in the volume contours start, end and 

merge. Additionally, selecting two extrema in the tree shows the path of critical points between 

them. 

6.2 Data analysis 

6.2.1 MgO2 

This subsection contains visualizations generated from the MgO2 data set. 
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Figure 15. Embedded volume slice in MgO2 data 

Figure 15 shows a volume slice of the MgO2 charge density field that intersects the central 

oxygen-oxygen structure, along with the atomic mesh.  

  

Figure 16. MSC mesh generated from MgO2 charge density volume data and embedded in the volume (black: connectors, 

cyan: saddle points, green: maxima). The right figure is zoomed in on the O-O structure of interest. Only the connecting saddles 

with the highest charge density are drawn. 

Figure 16 displays the MSC mesh as embedded in the volume, with the right-hand image being 

a zoomed-in view of the central oxygen-oxygen structure. As mentioned, spheres and tubes are 

scaled according to the strength of their function values (or the function value of their connected 

saddle points, in the case of tubes). 
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Figure 17. Highlight of central O-O structure in MgO2 with isosurfaces at the saddle point. 

In Figure 17, the oxygen maxima and their connecting saddle point are drawn, and two differ-

ently coloured isosurfaces have been placed at the exact charge density value of the connecting 

saddle point. 

Table 1. Region charge for atoms in MgO2 

Atom type 
Region 

chg. [e] 

Region chg. 

fraction 

Region vol-

ume fraction 

Valency Oxidation 

number 

Oxygen, central (2) 7.02 0.125 0.126 6 1.02- 

Oxygen (6) 6.98 0.125 0.122 6 0.98- 

Total 55.92 1.000 0.985 48 7.92- 

 

Table 2. Charge density for atoms in MgO2 

Atom type 
Chg. den. 

[e/Å3] 

Saddle chg. den. 

[e/Å3] 

Saddle/maxima 

ratio 

Oxygen, central 8.07 1.79 0.22 

Oxygen 8.07 - - 

 

Table 1 contains charge data for regions belonging to different atom types, calculated from the 

MSC information available in the mesh (see Section 5.1.6). Atom types are displayed next to 

their numbers in the unit cell (for example, there are 2 ‘central’ oxygen atoms and 6 other 

oxygen atoms in the unit cell for MgO2). The number of an atom type is taken into account in 

the last row when summing metrics for the whole volume. Valency values are taken from the 

VASP manual [18]. The ‘oxidation number’ listed is calculated by subtracting the region charge 

from the valency.  

Table 2 contains charge density data for the different atom types, the charge density in the 

saddle point between central oxygen maxima and the ratio between the saddle point and these 

central maxima. 
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Figure 18. Persistence diagram for MgO2. Based on contour tree persistence and displaying only maxima-saddle pairs. 

 

Figure 19. Persistence bar chart for MgO2. X-axis: index. Y-axis: charge density. Bars have been grouped according to asso-

ciated atom type. 

Figure 18 shows the persistence diagram for the MgO2 data set. As mentioned, this diagram is 

drawn from contour tree persistence data (generated by TTK) and has been filtered to only 
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include saddle-maxima pairs. The same is true for the bar chart in Figure 19. The bar chart has 

been annotated with which bars correspond to which atoms.  

6.2.2 FeO2 

This subsection contains visualizations and data generated from the FeO2 data set. 

 

Figure 20. Embedded volume slice in FeO2 data 

Figure 20 shows a volume slice of the FeO2 charge density field that intersects the central oxy-

gen-oxygen structure, along with the atomic mesh. Due to an issue with the periodic boundary 

conditions for the atoms, superfluous (though properly positioned) atoms can be seen far out-

side the volume bounding box.  

  

Figure 21. MSC mesh generated from FeO2 charge density volume data and embedded in the volume (black: connectors, cyan: 

saddle points, green: maxima). The right figure is zoomed in on the O-O structure of interest. 
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Figure 22. Highlight of central O-O structure in FeO2 with isosurfaces at the saddle point. 

Figure 21 displays the MSC mesh as embedded in the volume, with the right-hand image being 

a zoomed-in view of the central oxygen-oxygen structure. As mentioned, spheres and tubes are 

scaled according to the strength of their function values (or the function value of their connected 

saddle points, in the case of tubes). 

In Figure 22, the oxygen maxima and their connecting saddle point are drawn, and two differ-

ently coloured isosurfaces have been placed at the exact charge density value of the connecting 

saddle point. 

 

Figure 23. Regions (in green) belonging to the corner iron atom in FeO2 (persistence threshold 20%) 

Figure 23 shows a highlighting of the regions belonging to the corner atom of the FeO2 unit 

cell. The MSC (and thus the regions) have been generated with a persistence threshold of 20%. 

Table 3. Region charge data for atoms in FeO2 with a simplification threshold of 20% 

Atom type 
Region 

chg. [e] 

Region chg. 

fraction 

Region vol-

ume fraction 

Valency  Oxidation 

number 

Iron, corner (1) 9.64 0.120 0.160 8 1.64- 

Iron, face (3) 7.17 0.090 0.096 8 0.83+ 

Oxygen, central (2) 6.70 0.083 0.088 6 0.70- 
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Oxygen (6) 5.95 0.074 0.062 6 0.05+ 

Total 80.23 1.000 0.996 80 0.25- 

 

Table 4. Region charge data for atoms in FeO2 with a simplification threshold of 5% 

Atom type 
Region 

chg. [e] 

Region chg. 

fraction 

Region vol-

ume fraction 

Valency  Oxidation 

number 

Iron, corner (1) 7.01 0.093 0.082 8 0.99+ 

Iron, face (3) 6.26 0.078 0.069 8 1.74+ 

Oxygen, central (2) 6.70 0.083 0.088 6 0.70- 

Oxygen (6) 6.36 0.079 0.075 6 0.36- 

Total 77.35 0.967 0.915 80 2.65+ 

 

Table 5. Charge density data for atoms in FeO2 with a simplification threshold of 20% 

Atom type 
Chg. den. 

[e/Å3] 

Saddle chg. den. 

[e/Å3] 

Saddle/maxima 

ratio 

Iron, corner 7.53 - - 

Iron, face 8.04 - - 

Oxygen, central 6.32 0.40 0.06 

Oxygen 6.32 - - 

 

Table 3 and 4 contains charge data for regions belonging to different atom types, calculated 

from the MSC information available in the mesh (see Section 5.1.6). Atom types are displayed 

next to their numbers in the unit cell (for example, there are 2 ‘central’ oxygen atoms and 6 

other oxygen atoms in the unit cell for FeO2). The number of an atom type is taken into account 

in the last row when summing metrics for the whole volume. Valency values are taken from the 

VASP manual [18]. The ‘oxidation number’ listed is calculated by subtracting the region charge 

from the valency.  

Table 5 contains charge density data for the different atom types, the charge density in the 

saddle point between central oxygen maxima and the ratio between the saddle point and these 

central maxima. 
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Figure 24. Persistence diagram for FeO2. Based on contour tree persistence and displaying only maxima-saddle pairs. 

 

Figure 25. Zoomed-in persistence diagram for FeO2. Based on contour tree persistence and displaying only maxima-saddle 

pairs. 
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Figure 26. Persistence bar chart for FeO2. X-axis: index. Y-axis: charge density. Bars have been grouped according to asso-

ciated atom type. 

Figures 24 and 25 show the persistence diagram for the FeO2 data set, with Figure 25 having a 

zoomed-in view of the right-hand side of the full persistence diagram in Figure 24. As men-

tioned, this diagram is drawn from contour tree persistence data (generated by TTK) and has 

been filtered to only include saddle-maxima pairs. The same is true for the bar chart in Figure 

26. The bar chart has been annotated with which bars correspond to which atoms.   
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7. Discussion 

7.1 Choice of topological structure 

It became clear in the mid-stage of this project that contour trees were not a fitting topological 

concept to apply to our data sets; the symmetry of our crystal structures means that multiple 

contours will merge to some central contour at virtually the same function value, but to con-

struct the contour tree one contour must merge before the other. This results in a topological 

representation of our physical system that is highly unstable; contours could merge in different 

orders and thus give a different contour tree with only small amounts of noise.  

There is also a practical problem with the embedding of the contour tree, as illustrated in Figure 

27 below. As the first set of contours merge in b), connectors are drawn between the central 

and left atom and the resulting mesh reasonably represents a bond between the atoms. But in c) 

when the upper atom’s contour merges to the contour from b), the resulting connection will not 

connect to the central atom but to the saddle point of the larger contour. The new diagonal 

connection is just an artefact of the contour tree approach and has no physical relevance. 

 

Figure 27. Diagram illustrating the contour tree mesh produced by three neighbouring atoms 

While these issues proved fatal for this project, there is no reason to think the contour tree 

approach would not work for other types of data sets. The central concepts of having selectively 

applied transfer functions, volume-embedded meshes and component-on-demand user interac-

tion all still work for contour trees. Displaying gradient paths in the contour tree mesh is, how-

ever, not as trivial as the MSC case.  

Using MSCs proved a lot better for the project. With the topological structure being gradient-

based, we could extract the gradient paths ‘for free’. The graphical representation of an MSC 

also resulted in a better embedding that avoided the kind of artefacts described for the contour 

tree. Furthermore, MSCs provided a more useful segmentation of the volume with each atom 

being assigned a manifold corresponding to a confined region of the charge density field. 

7.2 Sources of error 

Data analysed in this project comes from crystal structures which are periodic in nature. As 

such, lacking the ability to apply periodic boundary conditions (PBC) to our topology-related 

features is a serious oversight. With PBCs, we presumably would not see any difference be-

tween atoms outside and atoms inside the unit cell. The lack of PBCs can be accounted for 

insofar as we can add up charges that belong to the same atom (for example, adding together 
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all corner regions in FeO2 to make one corner iron atom). However, it is still the case that our 

persistence plots and MSC mesh elements do not reflect the periodic nature of the data. 

As explained previously, the high persistence thresholds of 10% and 20% are chosen so that 

each atom will only have a single maximum in its vicinity. In MgO2, the multiple maxima ap-

peared almost in the same exact location and is most likely due to topological noise. It is likely 

that a threshold lower than 10% would still suffice to get the desired results. FeO2 on the other 

hand displays complex topological structures around each atom with multiple maxima of vary-

ing persistence, which require a higher threshold to simplify. The issue with using such a high 

threshold for FeO2 is that the small maxima that arise as a result of the atoms outside of the 

bounding box are simplified away. A region that would have been assigned to one such small 

maximum is thus assigned to some other atom’s maximum, yielding incorrect charge values for 

the other atom. Looking at Figure 23, which shows a highlighting of the regions assigned to the 

corner atom in FeO2, we can see that the regions extend further than one would reasonably 

expect. This issue would likely not arise with proper PBCs. 

7.3 Developed features 

The topology-guided visualization tools developed in this project provide more options and 

more readily available data than visualization done using only direct volume rendering. Their 

integration with Inviwo, which is already a flexible tool that allows mixing and matching of 

visualization options, allows the user to: 

- gain an immediate overview of their data through the embedded MSC mesh 

- from the mesh select critical points of interest and apply transfer functions and isosur-

faces to only those regions 

- inspect various properties of select extrema and their regions 

- isolate and inspect connections (saddle points) between select extrema 

- inspect persistence-based plots that interactively link to the MSC mesh and the volume 

regions 

The contour tree approach might also be useful for other types of data sets than the ones used 

in this project, with much of the same functionality implemented already or possible to imple-

ment. 

The MSC approach in this project was very successful, but it is still somewhat limited; TTK’s 

algorithms cannot handle maxima on the boundary of the volume. For this reason, if maxima 

are of interest, one solution is to invert the volume (i.e. put a minus sign on all voxel values). 

Such a solution would clearly not work for data sets where both maxima and minima are of 

interest, however.  

7.4 Data analysis 

7.4.1 Oxygen-oxygen connection 
It is clear from comparing Figure 15 and 20, which can be generated with traditional colour 

mapping, that the charge density between the central oxygen atoms is higher in MgO2 than 

FeO2. Inspecting the MSC mesh, we find from Table 2 and 5 that the ratio of saddle point charge 

density to maximum charge density is around 15 percentage points higher in MgO2 than FeO2. 

Ratio values of ~20% for MgO2 and ~5% for FeO2 is consistent with previous findings (see 

Section 5.3). 
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7.4.2 Atom charge  
The oxidation number for central oxygen atoms in MgO2 was found to be 1-, which is consistent 

with the central structure being of (O2)
2- type. The charge density around the magnesium atoms 

appears to be zero, or at least very close to it. As the valency of magnesium is 2, a charge of 0 

yields an an oxidation number of 2+ [18]. As there are four atoms in the unit cell, this leaves 8 

electrons whose absence are not accounted for which explains the total ‘oxidation number’ of 

8- in the MgO2 dataset. Put simply, we have only tabulated the oxygen atoms which have more 

electrons (than their valency) and not the magnesium atoms which have less electrons. The 

electronic configuration for MgO2 implied by our topology-guided segmentation is altogether 

consistent with previous findings (see Section 5.3).  

The results from FeO2 were very different compared to previous findings. It was found that at 

a persistence threshold of 20%, the lack of PBCs caused significant charge density maxima 

from oxygen atoms to be simplified away which resulted in a physically incorrect segmentation, 

as explained in Section 7.2 (see also Figure 23). This explains the wildly varying iron oxidation 

in Table 3: 1.64- for the corner iron atom and 0.83+ for the face iron atoms. However, while 

reducing the threshold to 5% gave the more reasonable values tabulated in Table 4, the oxida-

tion numbers remained far from the expected values:  0.99+ or 1.74+ for iron instead of the 

expected 3+; 0.7- for oxygen instead of the expected 1.5-. Looking at the totals, there is also a 

significant amount of charge missing. The reason for this could be human error; for low thresh-

olds, each atom becomes surrounded with a large number of maxima whose information needs 

to be manually added together. However, it is clear that FeO2 has a more complicated electronic 

structure compared to MgO2 and this too might play a part in the strange results.  

Using MSCs to find regions of charge around atoms seems promising with regards to the MgO2 

results, but from the FeO2 results, it is evident that more testing with more data needs to be done 

on this functionality (preferably with working periodic boundary conditions).  

7.4.3 MSC Mesh 
For FeO2, the MSC mesh in Figure 21 gives a good overview of the crystal structure and the 

possible connection/bonds therein. However, the visualization could have been improved by 

not drawing saddles with function values under a certain threshold. For example, the almost 

entirely straight connectors in Figure 21 are all connected via saddle points that are practically 

zero in value and are of no use. Another distracting element of the image are the spherical 

structures surrounding the atoms. It is unclear whether these are purely a result of FeO2’s com-

plicated electronic structure or if the method/algorithm used to generate the charge density field 

is also a factor. 

The MgO2 data set in Figure 15 gives a much more unclear mesh compared to FeO2, where the 

only the central oxygen atoms display a clear connection. Other oxygen-oxygen pairs and the 

connections between these charge density maxima can be seen around the volume bounding 

box edges. As for the magnesium atoms, it might have been possible to include these in the 

MSC visualization as minima, which would have helped the overall mesh appearance. How-

ever, limitations of TTK prevented us from visualising both minima and maxima in the same 

image (see Section 7.3). Since focus was put on the central O-O bond, minima were never 

considered much in the project. 

7.4.4 Bar chart plots 
In the bar chart plots (Figures 19 and 26), we observe that atoms outside the bounding box 

create maxima on the volume boundary with a relatively low charge density value, ending up 
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in low persistence pairs. These are seen as the short bars on the rightmost side of both bar charts. 

In the FeO2 chart, we can differentiate the different atom types by looking at the maximum 

value of the bars. If proper periodic boundary conditions were used, there would presumably 

be little difference between all the iron atoms, the large difference seen here the result of part 

of the atoms’ charge density being ‘cut off’ by the bounded volume. However, the fact that it 

is possible to differentiate between iron and oxygen atoms in the chart is encouraging and im-

plies that it might be possible to tag regions of a charge density field with an atom type if it is 

known in advance what kind of bars to expect. 
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8. Conclusions and future work 
This project has been a largely exploratory attempt to use contour trees and Morse-Smale com-

plexes to improve the utility and user friendliness of direct volume rendering visualization. This 

has been accomplished through the development of several software features, namely selective 

transfer function application and an interactive volume-embedded MSC mesh (see Section 6.1). 

These features have been applied to and used to draw conclusions about real world physics data 

that are at least partially consistent with previous findings, as follows: in an analysis of cubic 

MgO2 and FeO2, the oxygen-oxygen connection strength of both compounds could be accu-

rately determined (see Section 7.4.1). Furthermore, the electronic structure of MgO2 could be 

accurately determined through the topological segmentation generated by the Morse-Smale 

complex (see Section 7.4.2). 

While the developed features doubtlessly provide more options and information than direct 

volume rendering alone, the usefulness of these features must be evaluated on a larger scale. 

This means testing them on more data sets and attempting to draw useful conclusion from the 

analyses. For physics-related use cases, it is imperative to add support for periodic boundary 

conditions. Solving the problem of maxima on the boundary not being allowed would also im-

prove the general utility of the MSC approach, although this problem might not even exist given 

proper PBCs. 

The project focused little on plotting tools (see Section 7.4.4), but as they provide a quantifiable 

signature of the volume data, they are worth exploring further. Even simple interaction im-

provement such as having regions highlight when mousing over plot elements would help the 

overall user experience. It has also been suggested that persistence-based data could be used as 

feature vectors for learning algorithms, perhaps allowing relevant features or regions of the 

volume to be identified automatically. 

Finally, as volume rendering is ultimately a tool, the user experience (either of the Inviwo im-

plementation or any future implementation elsewhere) also needs to be evaluated. It is important 

to work closely with the target groups and fields to ensure that the features developed during 

this project are useful not only in theory, but in practice as well.   
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