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Abstract

Discriminative Correlation Filters (DCF) have demon-
strated excellent performance for visual tracking. However,
these methods still struggle in occlusion and out-of-view
scenarios due to the absence of a re-detection component.
While such a component requires global knowledge of the
scene to ensure robust re-detection of the target, the stan-
dard DCF is only trained on the local target neighborhood.

In this paper, we augment the state-of-the-art DCF track-
ing framework with a re-detection component based on a
global appearance model. First, we introduce a tracking
confidence measure to detect target loss. Next, we propose
a hard negative mining strategy to extract background dis-
tractors samples, used for training the global model. Fi-
nally, we propose a robust re-detection strategy that com-
bines the global and local appearance model predictions.
We perform comprehensive experiments on the challenging
UAV123 and LTB35 datasets. Our approach shows consis-
tent improvements over the baseline tracker, setting a new
state-of-the-art on both datasets.

1. Introduction
Generic object tracking refers to the problem of esti-

mating the trajectory of a target, given its location in the
first frame. It is one of the fundamental problems in com-
puter vision with numerous applications in e.g. surveillance,
robotics, and autonomous driving. Object tracking is par-
ticularly challenging due to limited availability of training
data. Furthermore, the target can undergo significant ap-
pearance changes caused by e.g. deformation, blur, and il-
lumination variation. Therefore, the tracker must learn a
robust appearance model that can generalize to such appear-
ance changes from only a single annotated example.

In recent years, Discriminative Correlation Filters
(DCF)-based tracking approaches have shown excellent
performance on benchmark tracking datasets [1, 5, 8, 15].
The DCF-based tracking methods train a correlation filter
on examples containing all circular shifts of the target re-

Ours ECO

Figure 1: A comparison of our approach with the base-
line ECO tracker [5] on three example sequences from the
UAV123 dataset. ECO fails to track when the target is oc-
cluded (top and middle row) or goes out of frame (bottom
row) due to the absence of a re-detection component. In-
stead, our approach is able to detect tracking failures and
performs successful re-detection.

gion [3]. Previously, hand-crafted features were employed
for image representation within DCF trackers [1, 6, 9].
However, recently major performance gains have been
achieved with the integration of deep features [5, 8, 18].
While DCF-based trackers have demonstrated robustness to
complex appearance changes, they typically struggle when
the target object is not visible for longer durations (figure 1).
This is due to the absence of explicit failure detection and
re-detection components. Such capabilities are of critical
importance in many tracking applications, including UAV
based surveillance where the target may frequently go out-
of-frame due to camera motion or undergo long occlusions.

In recent years, several attempts have been made to inte-
grate re-detection capabilities within the DCF based meth-
ods. Ma et al. [19] train a random ferns classifier online to
re-detect the target in case of tracking failure. Hong et al.
[13] employ keypoint matching to handle target loss. Fan et
al. [10] propose a parallel tracking and verification frame-
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work, in which a deep network verifies the output of the
tracker and corrects it in case of failure. Recently, Lukezic
et al. [16] employ a DCF for re-detection by padding the
filter with zeros and applying it on the full image. Their ap-
proach exploits the appearance model that is trained for lo-
calization, when performing re-detection. However, such an
approach is likely to struggle when distinguishing the target
from background distractors, since the appearance model
is trained only using the local neighborhood of the target.
These cases occur frequently when tracking non-unique ob-
ject types, such as humans or vehicles. Here, we argue that
the appearance model needs to incorporate the existence of
such distractors to enable robust re-detection capabilities.

A straightforward procedure of handling distractors is to
train the target appearance model globally on the entire im-
age. However, such a naive model training strategy is cum-
bersome and ineffective, since most of the background con-
tent typically corresponds to easy training samples. Thus,
only the hard negative training samples, classified incor-
rectly by the original local model, are of interest. This ap-
proach, generally referred to as ”hard negative mining”, is
often employed in the field of object detection as a means of
robustifying the classifier [4, 11]. While similar strategies
have been employed in a few non-DCF tracking methods
[21, 25], it remains largely unexplored in visual tracking.
Instead, the vast majority of tracking models rely on local
information. This motivates us to investigate the use of hard
negative mining in state-of-the-art DCF trackers to enable
robust re-detection.

In this paper, we propose an approach to incorporate
re-detection capabilities in a state-of-the-art DCF tracking
framework. Our approach aims to combine both the local
appearance model, trained for target localization, as well as
a global appearance model, trained to handle background
distractors, for robust re-detection. First, we introduce a
tracking confidence measure to detect target loss. Next, we
propose a hard negative mining strategy to extract back-
ground distractors used for training a global appearance
model. Finally, we propose a re-detection strategy which
uses the predictions of both the local as well as the global
model to perform robust re-detection. We perform compre-
hensive experiments on the challenging UAV123 [20] and
LTB35 [17] datasets. Our approach shows consistent im-
provements over the baseline tracker, setting a new state-of-
the-art on both datasets.

2. Baseline Tracker
In this work, we employ the recently introduced ECO

tracker [5] as our baseline. The ECO tracker has demonstra-
ted excellent results on several tracking benchmarks [14].
It learns a continuous convolution filter f and a projection
matrix P based on a set of sample feature maps {xj}M1 and
their corresponding desired convolution responses {yj}M1 .

The target location is then predicted by the score operator

Sf,P {x} =

C∑
c=1

f c ∗

(
D∑

d=1

PdcJd{xd}

)
. (1)

Here, the d-th channel xd of the input feature map x is first
interpolated to the continuous domain using the operator Jd.
The sample is then mapped to a lower dimensional space
using the D × C matrix P . The projected sample is finally
convolved with the learnt filter f to get the detection score.

The filter f and the projection matrix P are both learnt
jointly by minimizing the following objective,

E(f) =

M∑
j=1

αj‖Sf,P {xj}−yj‖2+

C∑
c=1

‖wf c‖2+λ‖P‖2F .

(2)
The second term represents a spatial regularization con-
trolled by the weight function w, needed to alleviate the
boundary effects induced by circular convolution [7]. The
last term regularizes the matrix P using the Frobenius norm.
The individual training samples are weighted by αj . The
label function yj is set to a Gaussian centered at the target
location in the corresponding sample xj .

Using Parseval’s formula, the objective (2) is trans-
formed to the Fourier domain to achieve the equivalent loss,

E(f)=

M∑
j=1

αk‖ ̂Sf,P {xj}− ŷj‖2+

C∑
c=1

‖ŵ∗f̂ c‖2 +λ‖P‖2F .

(3)
Here ·̂ denotes the Fourier coefficients. The resulting nor-
mal equations are solved efficiently using the conjugate gra-
dient method. For more details, we refer to [8, 5].

In this work, we further adopt the recommendations pro-
posed in [2] by training two independent tracking models.
One is based on features extracted from a very deep network
[12], while the other employs low-level hand-crafted fea-
tures [4, 22]. The deep feature based model is trained using
extensive data augmentation and a wide label function yj
to achieve high robustness, while the shallow feature based
model is trained with a narrow label function to obtain high
accuracy. The scores obtained from these models are fused
using a maximum margin based formulation [2] to combine
the advantages of both models.

3. Our Approach
In this section we describe our tracking approach. We

use the baseline DCF tracker as the local appearance model.
It is trained using only a local neighborhood around the tar-
get, and therefore designed primarily for accurate target lo-
calization. We complement the local model with a DCF-
based global appearance model, that is trained on entire im-
age frames. The purpose of the global model is to distin-
guish the target object from distractor objects, not correctly



Figure 2: An illustration of the hard negative mining strat-
egy used to extract distractor samples. Left: Image used
to perform hard negative mining. Middle: The response of
the local model on the input image. The background re-
gions with high score are identified as distractors (drawn as
red boxes in the left image). Right: Response of the global
model trained using the hard negative samples. We see that
the global model gives high score only at the target location.

classified by the locally trained model. The training data
for the global model is extracted efficiently using the ”hard
negative mining” strategy, as described in section 3.2.

In case of target loss, we apply both the global and lo-
cal models on the full image to robustly and accurately re-
detect the target object, as detailed in section 3.3. We also
tackle the problem of detecting a target loss by introducing
a tracking confidence measure in section 3.1. It is used in
every frame to determine if the target is present or lost, due
to e.g. an occlusions. If the target is not present, the re-
detection procedure is invoked in every frame until the tar-
get is localized again. Note that in the proposed re-detection
procedure as well as the confidence measure, we only use
the deep feature based model due to it’s high robustness

3.1. Tracking Confidence

In this section, we propose a measure for determining
loss of the tracked target, which is the first step in design-
ing a re-detection strategy. This is a challenging task in
the generic tracking scenario since the model is updated dy-
namically using predictions of the tracker. If the tracking
output is wrong, training samples collected from the corre-
sponding frame will be incorrectly annotated, leading to a
risk of model drift. If hard negative mining is performed,
the actual target might be considered a negative training
sample and added to the distractor set, further deteriorating
the discriminative power of the model. Therefore, a robust
measure indicating the certainty of the current prediction is
crucial. This confidence measure can then be used to filter
out incorrect samples and determine tracking failures.

In the ECO tracking framework, the maximum value of
the score function 1, denoted rp, can be used as a measure
of tracking confidence. However, the magnitude of rp can
vary significantly between different tracking sequences. For
instance, if the target is moving slowly and is easily distin-
guishable, the maximum score rp is generally high. How-
ever, if the target is undergoing fast motion with significant
deformations, the value of rp will be low even if the tracking
is correct. Thus, the value of rp needs to be normalized in

order to incorporate the difficulty of the tracking sequence.
We use these insights to define a normalized tracking confi-
dence tconf as,

tconf =
rp
r̄p

r̄p = ηrp + (1− η)r̄p,prev (4)

Here, r̄p is the running average of rp, capturing the general
magnitude of the maximum score. If the tracking is success-
ful, the value of tconf is high (≈ 1). However, if the target is
occluded or out of frame, the value of tconf drops sharply, in-
dicating a tracking failure. In order to prevent the corruption
of the training set, we do not update the model, or perform
hard negative mining when the confidence tconf is less than a
threshold τmin. Moreover, if this condition remains true for
a certain number of consecutive frames (Nloss), we declare
the target lost and enter the re-detection mode.

3.2. Hard Negative Mining

Generally, DCF based trackers train the appearance
model based only on samples from local target neighbor-
hood. This is sufficient in scenarios where the target motion
is moderate and occlusions are brief. In practice however,
the target can remain occluded or out-of-frame for substan-
tial durations, making such motion priors ineffective. In
these cases, it is necessary to search the full image in order
to robustly re-detect the target. It is therefore crucial to learn
a global appearance model, based on the entire image, in or-
der to perform re-detection. However, using entire frames
as training samples is computationally cumbersome. In fact,
such a strategy is unnecessary. Instead, we only need to add
the background regions that are incorrectly classified by the
local tracking model. We term such regions hard negatives.

In our approach, we perform hard negative mining every
Nhn frame by collecting samples of distractor objects not
correctly classified by the tracker. To this end, we apply the
local appearance model on the full image and select back-
ground regions with tracker confidence tconf greater than a
threshold τhn (see figure 2). Furthermore, if a target loss
is detected as described in the previous section, we perform
an additional round of hard negative mining in the most re-
cent frame that the target was confidently tracked (i.e. when
tconf > τmin). The purpose is to find the most recent dis-
tractors in view before the target was lost. As detailed in
the next section, we then train the global appearance model
based on the collected hard negative examples.

3.3. Re-detection

In this section, we describe the re-detection mechanism
used in case of tracking failure. Whenever a target loss is
detected, the DCF-based global appearance model is first
trained to handle background distractors. This is done by
minimizing the spatially regularized DCF loss 2. We use
two types of training samples {xj}j to learn the global



Figure 3: An illustration of the different behaviour of the
local model and the global model on two example frames.
The target is occluded in the top row, but is clearly visible
in the bottom row. Left: Input image. Middle: Response
of local model. Right: Response of the global model. The
local model, while giving a high score at the correct target
location, also gives high scores at several background re-
gions. The global model on the other hand can correctly
distinguish the target from background distractors.

model: (i) samples centered at the target location and (ii)
samples extracted using the hard negative mining procedure
described in section 3.2. In the former case (i), we employ
a standard Gaussian label function yj centered at the tar-
get, with the aim of producing a distinct positive score at
the target. For the hard negative samples (ii), a negatively
scaled Gaussian function is used. The negative peak of yj
is centered at the distractor object itself to emphasize the
suppression of such samples during training. Note that the
local appearance model is trained using only samples of the
first type (i). The global model is trained by first initializing
it with the local model and then performing a fixed number
of conjugate gradient iterations to minimize the loss 2.

To re-detect the target in a frame, we first generate pre-
dictions of both the global and local model over the entire
image. These models have complementary advantages to
be exploited during re-detection. The local model gener-
ally localizes the target more accurately, while the global
model is designed for high target detection precision when
applied on the entire image (see figure 3). We therefore
extract candidate target locations by requiering both the lo-
cal and global detection scores to be larger than a threshold
r̄p ∗ τredetection. We then aim to find the most accurate can-

Baseline +Re-detection +Hard Negative Mining

UAV123 55.5 58.0 58.9

UAV-Human 62.0 67.4 69.2

Table 1: Analysis of our approach on UAV123 and UAV-
Human datasets. The performance is reported in terms
of area-under-the-curve (AUC) score. Introducing an ex-
plicit re-detection component provides a significant boost
in tracking performance, compared to the baseline tracker.
The results are further improved by our hard-negative min-
ing strategy.

didate location by selecting the one with the highest local
model score as our re-detected target. If no location satis-
fies the above mentioned criteria, then the target is declared
to not be visible in the corresponding frame. Re-detection is
attempted everyNredetection frames until the target is success-
fully re-detected. Once the target is re-detected, we resume
conventional tracking using only the local model.

4. Experiments
4.1. Implementation Details

Our tracker is implemented in MATLAB using MatCon-
vNet [23]. We use the activations from the fourth convo-
lutional block of ResNet-50 [12] as our deep features, and
the Histogram of Oriented Gradients (HOG) [4] and Color
Names [22] as our shallow features. The learning rate η
in estimation of the target confidence r̄p in (4) is set to
0.05. When determining if the tracking output is reliable
(section 3.1), the threshold τmin is set to 0.6. For the hard
negative mining strategy presented in section 3.2, we use a
period Nhn = 15, while the threshold τhn is set to 0.3. For
the re-detection mechanism (section 3.3), we use a period
Nredetection = 15 and a threshold τredetection = 0.7. Note that
all parameters are kept fixed for all videos and all datasets.

4.2. Baseline Comparison

Here, we analyze the impact of our contributions on
the aerial video tracking benchmark, UAV123 [20]. The
UAV123 dataset consists of 123 aerial videos with more
than 110K frames. Further, since tracking humans is es-
pecially important in surveillance applications, the perfor-
mance of the tracker on human videos is interesting in itself.
Thus we extract all the videos from UAV123 where the tar-
get is a human, here called the UAV-Human dataset, consist-
ing of 45 videos. Table 1 shows the results of our analysis
on full UAV123 as well as UAV-Human in terms of area-
under-the-curve (AUC) score [24]. The baseline tracker
with no re-detection component achieves as AUC score of
55.5 on UAV123 and 62 on UAV-Human. Extending the
baseline tracker with the proposed failure detection com-
ponent and performing a naive re-detection using only the
learnt local model improves the results by 2.5% on UAV123
and 5.4% on UAV-Human. Using the proposed hard nega-
tive mining strategy to handle background distractors fur-
ther improves the performance by 0.9% on UAV123 and
1.8% on UAV-Human. Note that the improvement obtained
by using hard negative mining is much larger on the UAV-
Human set, since these videos often contain other distractor
humans in the background which can confuse the naive re-
detection method. This results validate our hypothesis that
using only the local model to perform re-detection is insuf-
ficient and that a global model trained using the distractor
samples is necessary to perform robust re-detection.
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Figure 4: Qualitative results showing the importance of using a global model for re-detection on two example sequences.
The baseline method lacks a failure detection components, and hence drifts into the background when the target is occluded
(second column). The naive re-detection strategy using only the local model, while correctly determining target loss, fails
to distinguish the target from background distractors (fourth column). Our approach on the other hand augments the local
model with a global model trained to handle these distractors, and hence can successfully re-detect the target.

Figure 4 provides some qualitative examples showing the
importance of using a global model. In the top row, since
there is another person in the background wearing a white
shirt, similar to the tracked person, the naive re-detection
mechanism fails to re-detect correctly. Meanwhile, in the
second row, the naive re-detection falsely classifies a back-
ground distractor as the target. Our approach on the other
hand is able to track successfully in both cases as the dis-
tractor samples are added to the training set due to hard neg-
ative mining. These results show that the global filter can
learn to better distinguish the target from these distractors.

4.3. State-of-the-art Comparison

Here, we compare our approach with state-of-the-art
tracking methods on the UAV123 dataset and the recently
released Long-term dataset (LTB35) [17]. LTB35 consists
of 35 challenging videos with the target frequently going
out of frame, or undergoing long occlusions. The trackers
are ranked using the F-score, computed from the average
precision-recall plot. We refer to [17] for more details.

Figure 5 shows the comparison of different tracking
methods, on the UAV123 dataset, using precision and suc-
cess plots [24], illustrating the mean distance and overlap
precision. We report the average DP score at 20 pixels for
each tracker in the legend of the precision plot. In the leg-
end of the success plot, tracking methods are ranked us-
ing the area-under-the-curve (AUC) score. Our approach
outperforms the best existing method (UDT [2]) in both
precision and success plots, demonstrating the superior ro-
bustness and accuracy of our tracker. Table 2 shows state-
of-the-art comparison, in terms of F-score, on the LTB35
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Figure 5: State-of-the-art comparison, using precision and
success plots, on the UAV123 dataset. Our approach signif-
icantly outperforms existing methods in both cases.

BACF PTAV CREST CSRDCF ECOhc ECO SiamFC MDNet FCLT Ours

F-Score 0.31 0.31 0.33 0.33 0.33 0.35 0.4 0.41 0.48 0.52

Table 2: State-of-the-art comparison on the Long-term
benchmark (LTB35). The tracking performance is reported
in terms of F-score. The proposed approach achieves the
best performance with a F-score of 0.52

dataset. Among the existing methods, FCLT approach [16]
that has a re-detection component achieves an F-score of
0.48. Our approach, significantly outperforms the FCLT ap-
proach, achieving an F-score of 0.52.

4.4. Attribute based analysis

In UAV123, each video is annotated with attributes
which denote the presence of a certain tracking challenge,
e.g. scale variation, fast motion, in the given sequence. We
use this attribute annotation to evaluate our method on the
subset of videos where target disappearance is one of the
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Figure 6: Attribute-based analysis of our approach, using
success plots, on UAV123 dataset. Results are shown only
for the attributes relavent for re-detection, namely full oc-
clusion (left) and out-of-view (right). The title of each plot
shows the name of the attribute, as well as the number of
videos labelled with that attribute. Our approach achieves
the best results for both the attributes.

main challenges. Figure 6 shows the success plots for the
attributes full occlusion and out-of-view. Our approach pro-
vides significant improvement in both the cases, showing
the effectiveness of the proposed re-detection mechanism.

5. Conclusion

We proposed a re-detection approach in the state-of-the-
art DCF tracking framework. A confidence measure is
introduced to detect the target loss in the standard DCF
tracker. We then introduced a hard negative mining scheme
to extract background distractors and proposed a strategy to
train a global filter using these hard negative samples in or-
der to perform robust re-detection. Our approach is compre-
hensively evaluated on the challenging UAV123 and LTB35
datasets. The results showed that a consistent improvement
is obtained by the proposed approach over the baseline,
leading to state-of-the-art performance on both datasets.
Acknowledgments: This work was supported by SSF
(SymbiCloud), VR (EMC2, starting grant 2016-05543),
CENIIT grant (18.14), SNIC, and WASP.
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