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Abstract
In this thesis, the trade-offs between latency and transmitted data volume in vehicleto-cloud communication for different choices of application layer messaging protocols and
binary serialization formats are studied. This is done with the purpose of getting enough
performance improvement to enable delay-sensitive Intelligent Transport System (ITS) features, and to reduce data usage in mobile networks. The studied protocols are Constrained
Application Protocol (CoAP), Advanced Message Queuing Protocol (AMQP) and Message
Queuing Telemetry Transport (MQTT), and the serialization formats studied are Protobuf
and Flatbuffers. The results show that CoAP – the only User Datagram Protocol (UDP)
based protocol – has the lowest latency and overhead while not being able to guarantee
reliable transfer. The best performer that can guarantee reliable transfer is MQTT. For the
serialization formats, Protobuf is shown to have three times smaller serialized message size
than Flatbuffers and also faster serialization speed. Flatbuffers is the winner in the case of
memory use and deserialization time, which could make up for the poor performance in
other aspects of data processing in the cloud. Further, the implications of these results in
ITS communication are discussed suggestions made into future research topics.
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1.1

Introduction

Motivation

Scania CV AB (henceforth Scania) is moving from a manufacturer of trucks and busses towards being a provider of complete solutions in the transport industry. One thing that makes
this possible is connected vehicles, which Scania has today. To use these in the best possible manner, one goal is to extract as much data as possible from vehicles in use. This data
can then be used to extract valuable information and to enable further services based on that
data. Today, data is extracted at a course time granularity, often with significant time elapsing
between each collection instance. This is something that Scania wants to change.
The transport industry is headed into a connected future called the Internet of Vehicles
(IoV) [1]. There have been technological developments in the last decade that allow this. This
has opened up completely new opportunities to enable functionalities for vehicles that have
previously been impossible. Connecting to the cloud creates possibilities in uploading data
from a vehicle that can then be analyzed using computers which are much more powerful
than what is economically feasible to put inside a vehicle. This, in turn, will lead to improvements in the quality of experience for the customers through new product functionalities. As
the technology evolves, more functionalities that rely on the computing power enabled by
cloud computing will emerge. These new functionalities will put higher demand on the network connection between the vehicle and computing resources in terms of both bandwidth
and latency.
One enabler of such functionalities is Digital Twins [2]. A Digital Twin is a model of a
physical entity, in this case a vehicle, which is stored in the cloud. This approach enables the
model to be regularly updated, while historical values are stored for data analysis purposes
to provide solutions that in the end will benefit the customer. Amazon Web Services (AWS),
which Scania uses, provides a service called AWS IoT Device Shadow to enable this [3]. Certain
uses for Digital Twins are more time sensitive than others and therefore have stricter demands
on, e.g., latency[4]. Others are more focused on reliable data transfer than latency. In this
thesis, both latency and reliability in the connection between the vehicle and the cloud are
investigated. Latency will be used as the term for the time it takes to deliver a network
packet from the sender to the recipient. In other words, it is half a round-trip time (RTT).
Looking at the connection between the vehicle and the cloud, there are several things
that could be done to improve the overhead in terms of memory use and the latency added
1
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because of it. One thing that can be optimized for different use-cases is the choice of the
application layer networking protocol that is used for messaging in this type of connection [5].
Due to the stricter requirements of packet sizes and the specific nature of communication in
these kinds of connections, the Hyper-Text Transport Protocol (HTTP) – which is the de-facto
standard messaging protocol on the web – is mostly considered as not suited for Internet of
Things (IoT) purposes, due to its relative verbosity. Therefore, a plethora of new, lightweight
messaging protocols aimed at this market have been developed in the last 20 years [6]. The
study conducted in this thesis looks at some of the most prevalent IoT messaging protocols:
MQTT, AMQP and CoAP. These all have different strengths and weaknesses, with AMQP
being the most verbose but having the most features, MQTT being the most lightweight and
CoAP working over UDP.
Considering the size of the payload, a smaller size will lower the transfer time, lower the
risk of packets being dropped and will reduce transfer costs when using a mobile network [7].
One aspect that affects the size of a message the most is data serialization. This thesis looks
at two different publicly available formats for data serialization: Protobuf and Flatbuffers.
Protobuf, developed by Google, has become a standard format for binary data serialization
in many applications because of its performance and widespread use. It uses predefined
message schemas defined in .proto files, which enables removing the names of the fields sent
from the actual messages. One drawback of this is that this .proto file is needed for decoding
the message. Flatbuffers is a smaller footprint serialization format also developed by Google.
It is designed for using less memory and being more flexible than Protobuf while still having
similar performance [8, 9].
This thesis evaluates these different protocols and formats in two different use-cases:
1. Sending large chunks of data with no strict demands on latency.
2. Sending small chunks of data with demands on latency being as low as possible.

1.2

Aim

The aim of this thesis is to evaluate these protocols and formats under the use-cases described
above with the sender on a platform similar to the one inside Scania’s vehicles. This sender
will then be connected via a simulated network to a receiver to see how they perform in a
mobile connection environment.
The aim can be divided into two main project goals:
• Develop a network environment for sending and receiving messages using the different
messaging protocols and data serialization formats interchangeably.
• Evaluate the performance of each combination and determine which is best suited for
the two use-cases according to the performance measures mentioned above.

1.3

Purpose

The purpose for this thesis is to investigate the use of binary serialization formats and IoT
application layer protocols for optimizing the communication between vehicle and cloud in
terms of latency and transmitted data volume. This purpose is to be applied to the relevant
use-cases described in the motivation.

1.4

Research Questions

The research questions that this thesis aims to answer – taking into account the requirements
of each use-case and the use of vehicle-to-cloud communication – are the following:

2
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1. What can be gained by the use of different data serialization formats?
2. What are the trade-offs in terms of latency and transmitted data volume using different
application layer messaging protocols?

1.5

Delimitations

This thesis only focuses on examining application layer protocols and methods of lowering
the size of the messages being sent by the use of serialization and how these factors affect the
latency and reliability of this kind of connection. It will not focus on examining other means
of lowering latency, e.g. fog computing, satellite links etc., nor will it focus on different kinds
of connection architecture or hardware that can affect latency. Lastly, this thesis does not
focus on the effects that encryption would have on the performance of the connection. Even
though encryption is an important parameter to consider, it is not included in the scope of
this thesis, to not make the scope too broad. Encryption is, however, a necessary part of all
commercial data transmission on a public medium.

1.6

Contributions

This thesis provides a few primary contributions. In terms of Flatbuffers, the amount of
scientific studies conducted on the performance of this serialization format in comparison
with other, more thoroughly tested formats, is limited. The comparison between Flatbuffers
and Protobuf using real production data gives a better view on how Flatbuffers performs in
real situations.
The protocols examined in this thesis have been developed for IoT. However, they have
not been thoroughly tested in an IoV setting. In this study, they are tested in a setting that is
controlled, yet exhibits some of the unpredictability that mobile connections incur.
The contributions made in this thesis are meant to give a broader view on how different
serialization formats and protocols behave in different networking conditions and to aid in
the decision making for the basis of an IoT/IoV messaging solution.

3

2

Background

This chapter describes all background needed to grasp the subject covered in this thesis,
which covers messaging protocols, serialization formats, some information about Long Term
Evolution (LTE) networks and the IoV in addition to previous related work.

2.1

Internet of Vehicles

In previous years, when vehicle communication first emerged as a research topic, the focus
was on creating local inter-vehicle mesh networks for collaboration in various traffic scenarios
[10]. The type of networks that were proposed for solving this challenge are called Vehicle
Ad-hoc Networks (VANETs). These networks have been subject to many constraints due to
the locality of networks and the unstable and temporary nature of the communication links
in them.
In recent years, a new research area which has emerged in the field of vehicle networking
is the Internet of Vehicles (IoV). Heavily inspired by the Internet of Things (IoT) and Big
Data trends in recent years, IoV proposes a complete solution for vehicle networking which
includes many existing network technologies and frameworks, one of which is VANETs.
There are several different types of communication in IoV. The type of communication
used for vehicle-to-cloud communication is called Vehicle-to-Infrastructure (V2I) and is generally performed over Wi-Fi and cellular networks (4G/LTE/5G) [11].

2.2

LTE Networks

The current standard for mobile Internet communication over long distances is LTE [4]. It
has been developed by the 3rd Generation Partnership Project (3GPP), which is a long term
initiative driven by a number of telecommunications standard development organizations
[12, 13].
Continuing the focus on widening the use of mobile connections beyond voice calls, LTE
is the first 3GPP standard to be designed for packet-switching – in contrast to the older GSM
and UMTS standards that were designed around circuit-switching. It offers significant advantages over 3G - which is the previous standard - when it comes to both data throughput
and RTT [4, 14].
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Figure 2.1: Structure of the EPS.
LTE is the wireless broadband standard used in the Evolved Packet System (EPS) which
is divided into two parts, as shown in Figure 2.1. User equipment (UE), such as phones, is
part of the Evolved Universal Mobile Telecommunications System (UMTS) Terrestrial Radio
Access Network (E-UTRAN), which is the access part of the EPS [15]. This is a random access
network (RAN) which allows a UE to connect to the internet via the second part of the EPS
topology, the Evolved Packet Core (EPC). EPC is the core network of the EPS topology and is
responsible for all details involved in connections and billing of UE traffic.

Network Conditions in LTE Networks
In 2012, Huang et al. [4] conducted a study on the performance characteristics of 4G LTE
by the use of an app named 4GTest. This app was designed for measuring the network
performance for a user’s LTE connection. These characteristics were compared with the characteristics of 3G, and the findings were that LTE had a median RTT of 69.5ms and median
jitter 5.6ms, compared with 78ms and above 10ms for the previous standard. The median
RTT or older types of 3G are higher than this previous standard but still lower than 200ms.
This study also found a notably higher latency in uplink data transfers compared with downlink. The uplink latency also increased with packet size. While downlink latency was stable
at around 30ms, median RTT in these measurements varied between 70ms and 86ms and
increased with the packet size.
Another study conducted in 2013 by Huang et al. [14] looked at the TCP flows in an LTE
network by monitoring traffic flow between the RAN and Serving GW in a commercially
deployed network. By doing this they were able to isolate measurements of the downlink
RTT between UEs and the LTE core network, and uplink RTT between the core network and
remote server. One of its findings was that for 71.3% of large TCP flows, the bandwidth
utilization was below 50%. It was also found that the timeout for shutting down the radio
interface after a transfer of data was around 10 seconds for the LTE network they examined.
This led to a delay between the end of packet flow and the closing of a connection when
using persistent HTTP over TCP. It showed that the promotion delay for when the radio
interface is turned on by a triggering packet after a timeout was above 435ms in 50% of the
cases. The downlink retransmission rate was found to be at 0.06% with 38.1% of data transfer
flows having zero retransmissions. The loss rate at the transport layer is assumed to be even
lower than the retransmission rate due to it being concealed by retransmissions at the link
layer of the Internet Protocol (IP) suite. The study also found a correlation between RTT and
transfers of large amounts of data. This they believed was due to queuing delays caused by a
larger congestion windows size that allows more unacknowledged packets in the connection.
This correlation was evident when the data transferred was in terms of tens or hundreds of
kilobytes or larger.
5
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2.3

Messaging Protocols

When one talks about networking protocols, one has to specify which layer they operate
on. These layers refer to the hierarchical layers inside hierarchies like the OSI model or the
IP suite. In this report, the layers referred to are the layers of the IP suite. The messaging
protocols introduced in this section are working at the application layer of the IP suite and
they work on top of different transport layer protocols. Therefore a short description of these
transport layer protocols is needed before continuing on to the messaging protocols themselves.

Transport Layer Protocols
There is a multitude of transport layer protocols in the IP suite. However, the most commonly
used for regular network communication are the Transmission Control Protocol (TCP) and
the User Datagram Protocol (UDP) [16]. These protocols are also the ones that this report will
examine.
UDP is in some sense the simpler of the two. What it provides over network layer protocols is the ability to specify sender and receiver port number. It provides no means of
ensuring that messages arrive in order, or that they arrive at all. It does not use acknowledgements of received packets and it does not have any method for congestion control. It is a
completely connection-less protocol with all the implications that this entails. These features
therefore make UDP an unreliable protocol in its nature. Any reliability that is wanted in the
design of an application that utilizes this protocol, will have to be implemented somewhere
else in the application.

Figure 2.2: Illustration of the Internet Protocol suite.
In contrast to UDP, TCP is designed with reliability in focus. Every packet sent using
TCP needs an acknowledgement from the recipient. It is also a connection-based protocol.
Before any data can be sent using TCP, a connection needs to be established between the
sender and receiver. This is done by what is called a TCP handshake, in which the host that
wants to establish a connection sends a SYN message to the other host, to which the other
host replies with a SYN-ACK acknowledge message. After this is done the first host can start
sending data. This process is illustrated in Figure 2.2, with the host that wants to establish
the connection labeled Client and the other host labeled Server.
For not overloading a data recipient, TCP uses flow control of the data. This is done by
adjusting the size of the sliding window, which is the specification of the size of the sequence
of bytes which are to be sent before the sender needs to receive acknowledgements that data
has arrived at the recipient. When all the data in the sliding window has been sent and
acknowledged, the window slides to the next sequence of bytes to be sent. Depending on

6
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the capacity of the receiver, the size of this window can change. This is meant to directly
influence the size of the data flow in the connection.
Overload of any machine in the connection route between TCP hosts is called congestion.
Methods of combating this issue are subsequently dubbed methods of congestion control [17].
Different versions of TCP handle congestion control differently. All methods do, however,
use another window called a congestion window. This window works in a similar way to the
sliding window. The size of it is however adjusted in accordance with the quality of the
network in the TCP connection.

MQTT
MQTT is a lightweight application layer protocol, used mostly in IoT applications [18]. It
is designed for working in constrained environments with low bandwidth and uses a small
code footprint.
It uses a publish/subscribe framework which works on top of the TCP protocol. This
means that the protocol is divided into clients and servers. A client can subscribe to a topic on
a server and receive notifications whenever there is a new message published on that topic.
Topics are ordered hierarchically by the use of slashes in a similar way as a file structure on a
computer. The topic name TRUCK_NAME/sensors/engine/temp denotes the topic temp,
which might refer to the engine temperature sensor for a specific truck. This structure could
be used in combination with wildcards in order for a client to subscribe to multiple related
topics. For example, if a client subscribes to the topic TRUCK_NAME/sensors it would receive notifications of the values of all sensors on the specified truck.
An MQTT server is generally called a message broker, since it acts as a broker between
publishers and subscribers. It can store a message which is published on a topic as a retained
message, and sends this message to subscribers to that topic once they come online. This
allows for asynchronous communication, since subscribers do not need to be online at the
time a message is published. The use of a broker also allows for reduced coupling between
clients, since they would all connect to the same server.
Three levels of reliability, in terms of message transmission on top of TCP, are used by
MQTT – at-most-once, at-least-once and exactly-once – referring to how many times a message will arrive at the receiver. These levels are represented as different levels of Quality
of Service (QoS); 0 for at-most-once, 1 for at-least-once and 2 for exactly-once. As the QoS
levels increase, so does the transmission overhead used to ensure that level. QoS level 0 is
the lightest and uses no overhead, the message is just sent without caring about receiving
acknowledgements from the receiver and therefore arrives at the receiver at most once. QoS
level 1 requires an acknowledgement for a sent message and the message will be re-sent if no
acknowledgement is received before a specified timeout. Therefore, the message will arrive
at least once at the receiver. QoS level 2 uses a four-way handshake in order to guarantee that
the message arrives exactly once.

AMQP
Advanced Message Queuing Protocol (AMQP) is a message queuing protocol which began its
life at the investment bank J.P. Morgan Chase in 2006 [19]. It was primarily developed to suit
the needs of the finance community. This means that it was built to handle the demands of
stock trading systems in the New York Stock Exchange. It is therefore able to handle extreme
demands on reliability, throughput and scalability.
Just like MQTT, AMQP uses a message broker in a publish/subscribe paradigm [20]. It
works over TCP and depending on the version, it either specifies a broker architecture or does
not. From version 1.0, AMQP has made big changes to its character, including removing
the specification for a broker architecture. It does still allow the use of brokers, however.
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Nevertheless it has added support for peer-to-peer connections to completely go around the
requirement of having a broker.
The version studied in this thesis is 0-9-1. This is the most used version and the one
supported by the largest amount of message brokers. AMQP 0-9-1 uses no application layer
reliability measures in terms of message acknowledgements, to ensure reliable message transfer from the sender of a message to a broker. This functionality has been added to different
brokers as Protocol Extensions, however [21]. What is available, is a feature called Delivery
Acknowledgements. This feature enables the broker to send a message to another recipient,
instead of discarding the message, should the first recipient malfunction in the process of
handling it. This is done by the use of acknowledgements. If the broker has not received an
acknowledgement from the recipient after a certain time frame, it assumes that the recipient
is offline and stores the message until it can send it to another recipient. In RabbitMQ, this
feature is called Manual Consumer Acknowledgement, as opposed to Automatic Consumer Acknowledgement for when not using this feature. This feature can be interpreted as using an
at-least-once framework – as opposed to at-most-once when not using it – since at least one
recipient will receive and process the message.

CoAP
Constrained Application Protocol (CoAP) is a lightweight application layer protocol, developed for use in resource constrained network situations [22]. It was created for implementing
the Representational State Transfer (REST) architecture in machine-to-machine (M2M) communication and therefore communicates in a request/response manner. Like HTTP, CoAP
also works with URIs and resources and supports resource discovery on a server. Resources
are identified by the use of slashes; The URI coap://server/rpm refers to the resource rpm
on the specified server.
It uses UDP at the transport layer but implements its own reliability model through the
use of confirmable and non-confirmable messages. Confirmable messages require acknowledgment messages and are re-sent if an acknowledgement does not arrive in the predetermined
timeout window. This method represents an at-least-once model and is similar to MQTT
QoS level 1. Non-confirmable messages are messages that do not require an acknowledgement message and thus are fire-and-forget. This represents an at-most-once model similar to
MQTT QoS level 0.
In addition to the request/response methodology, CoAP can also work in a publish/subscribe manner by using observable resources [23]. In this way, a CoAP server can be used in
a similar way as a message broker. By the use of an extended GET-request, a client can tell
a server that it wants a message whenever the resource is updated. A resource can have
multiple observers and a list of all observers are kept in the server. The server can decide to
customize the pattern for notifying the observing clients so that a notification is only sent if
the resource value is above a certain threshold, for example. In addition, notifications can be
sent as both confirmable and non-confirmable requests and this can be decided for individual notifications. This can be useful for differentiating cases where a resource is updated very
frequently and in a predictable way, from cases where a resource is updated more seldom.

2.4

Data Serialization

Data serialization is the practice of structuring data in a streamlined format for storing or
sending over the wire. There are two kinds of serialization, text based and binary. Text
based serialization works by structuring data into key value pairs, which are in readable text
format. This has the advantage that it can be read by humans. The other type is binary
serialization. As the name suggests, this type of serialization saves the key value pairs in
binary format, which often takes up much less space than in text. In some cases, the keys
in the key value pairs can be completely removed from the serialized data. This is true in
8
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the case that a binary serialization format uses a schema to describe the data structure that is
to be serialized. For this kind of binary serialization format this schema is needed for both
serialization and deserialization of the data structure. Schema based serialization formats do,
however, allow a further size reduction for a serialized data structure.

Protocol Buffers
Protocol buffers, also called Protobuf, is a binary serialization format developed and used by
Google developers. From version 2, this protocol is open-source and available to the public.
It is described as a language-neutral, platform-neutral, extensible way of serializing structured data
[24]. It works by using schemas to define the structure of the data that is to be sent. These
schemas are then compiled into code in a specified programming language, which is then used
to serialize and deserialize the defined data structure.

Flatbuffers
Flatbuffers is another serialization format developed at Google [25]. This format emphasizes
a zero-copy methodology on its serialized data structures. Zero-copy is based on the principle that the serialized data that is sent over the wire should be structured the same way as in
working memory. This allows direct reads of values contained inside a serialized data structure. The structure of the serialized data is pointer-based, with every field in the data having
a specific offset in memory from the start of the buffer [26]. This removes the need for expensive encoding and decoding steps. It also means that deserialization is faster in comparison to
serialization formats that do not use this methodology, since individual values inside the serialized data can be accessed without the need to deserialize the entire structure. Flatbuffers
uses a schema in the same way as Protobuf to serialize a data structure. Protobuf schemas
can even be converted to Flatbuffers schemas, using the provided command line tool flatc.

2.5

Related Work

This section describes related work on evaluating the protocols and data serialization formats
explored in this thesis.

Messaging protocols
There are four parameters describing the performance of any computer system: throughput,
latency, efficiency and utilization [27]. Throughput, in the context of networks, is usually
referred to as bandwidth and latency as either the time for a packet to get from one end of
the connection to the other, or the time for it to get there and back. Utilization refers to the
percentage of the capacity of the connection that is actually used and efficiency is simply
gotten by dividing the throughput by the utilization.
Several studies have been done to quantitatively compare the performance of different
messaging protocols [28, 29, 30]. What they have in common is that they all measure throughput, latency and packet loss rate. The study conducted by Luzuriaga et al. [29] focused on
dynamic networks in general, and access point migration in particular. The reason they gave
for this was that this is a common situation with mobile and wireless networks like vehicular networks to experience access point migration. Within this context, jitter and network
saturation were examined in addition to the previously mentioned parameters.
In the study conducted by Chen et al. [28], the network conditions examined were more
focused on an abstract network scenario. By emulating a network with different characteristics that are exhibited by poor network conditions – such as low bandwidth, high latency or
high packet loss rate – the overhead of each protocol in each case could be examined.
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The study conducted by Thangavel et al. [30] was set up similarly to Chen et al. and it
focuses on overhead in terms of bytes sent and RTT over a network with simulated packet
loss rates. The protocols examined in this study are CoAP and MQTT and they are compared
using QoS level 1 for MQTT and confirmable messages for CoAP.
However, none of these studies look at mobile connections specifically. In these studies,
the used parameters (e.g. throughput, latency etc.) were almost without exception kept at a
constant rate for each run of the conducted experiments. Chen et al. [28] do use a distribution
to represent RTTs and introduce some unpredictability. Luzuriaga et al. [29] do study the
important role that migration between access points has in mobile connections. What none of
these studies look at is an actual connection medium that would be used in an IoV scenario
when short range wireless connections are not possible. In other words, none of them have
tried to use or simulate a long-range wireless connection medium, like LTE/3G/GSM.

Data serialization
In the case of comparing binary serialization formats, one study – conducted by Hamerski et
al. [31] – examines the performance of the formats in a highly resource restricted, embedded
environment. In this environment, the available memory was in the order of kilobytes. The
parameters measured in this study were serialization time, deserialization time, serialized
file size and size of the code in bytes. It compared implementations of Flatbuffers, Protobuf,
YAS (replacement for the Boost serialization library) and MessagePack. The implementations
were developed for these types of extremely resource restricted environments. They came to
the conclusion that the MessagePack library MsgPuck, written in C, was the best performer
in terms of file size reduction and serialization speed.
Another study, conducted by Petersen et al. [32], examined the implementation of data
serialization in a smart electrical grid by looking at libraries, written in Java, for an array of
different serialization formats. JSON, XML, Protobuf, MessagePack, BSON and Avro among
others were compared. These comparisons were made on a Beaglebone Black, which is a one
board computer, comparable to a Raspberry Pi in performance. In the study, they measured
data serialization, deserialization, compression and decompression. For each of these actions
they then compared the time and working memory consumption. They also compared the
size of the serialized messages, both uncompressed and compressed with GZIP. They found
Protobuf to be one of their best options, along with the Java specific libraries Kryo and FST
and the multi-format library ProtoStuff.
These studies do not compare Flatbuffers, or any zero-copy serialization format to more
established formats, like Protobuf, in a normal computing environment. Hamerski et al. [31]
were not able to use the official Flatbuffers library due to it being too verbose for their extremely resource restricted environment. Petersen et al. [32] made a very thorough investigation of a plethora of different serialization formats. None of these were zero-copy formats,
however.
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3

Evaluation Platform
Implementation

This chapter describes the implementation of the evaluation platform, along with the
methodology used during the pre-study and experiments.

3.1

Pre-study

Scania uses a message type called CurrentStatus to transfer sensor readings from the vehicle
to the cloud. For testing the performance of the different serialization formats, this message
type was used. The template for this message type is written and optimized for Protobuf and
therefore, a challenge was rewriting the schema to optimize for Flatbuffers.

Choice of Formats
A difficult process of choosing the serialization formats to use in the experiments, started
around Protobuf. Since this is the format used today, it was a natural choice as a baseline.
One key aspect when deciding on which formats to use for the experiments was the reduction
in message size achieved by serialization. This is a deciding factor simply because mobile
networks utilizing usage based pricing are typically used to send these messages. Another
key aspect was serialization and deserialization time of the message, since that will have a
direct effect on the perceived latency of the communication.
Reading through studies done on serialization format performance [7, 24, 31, 33, 34, 35, 36,
37, 38], it quickly became clear that a binary serialization format was desired. This was due to
the clear advantage in serialized message size for binary serialization, when compared to text
based serialization formats like JSON and XML. Since the goal environment was M2M communication, the trade-off of losing readability when choosing a binary serialization format
seemed trivial. The choice then came down to which binary serialization formats to choose.
Since the choice of formats was still large, the researched material was gone through to find
the best performers in serialized file size and serialization and deserialization speed. It became evident that there were a few formats using different approaches to serialization that
were trading blows in these areas. In some cases Protobuf was the winner [7], in other cases
the schema-less format MessagePack won out [31] and in one case the two traded blows, with
Protobuf having faster serialization/deserialization speed and MessagePack having smaller

11

3.1. Pre-study
serialized size [32]. These two formats were therefore chosen to represent their respective
approach to binary data serialization (schema-based and schema-less).
Another, newer, type of binary serialization format called zero-copy serialization was also
interesting for investigation as it had been shown to have better performance than Protobuf
in certain situations [9, 39]. This performance benefit was seen especially in deserialization,
since zero-copy formats do not need to perform it in order to access the data. This format
type has not yet been investigated to the same extent as the other types mentioned above and
few studies have been done to compare formats of this type to the other types. Therefore,
a choice was made between the two most prominent zero-copy formats, Cap’n Proto and
Flatbuffers based on online benchmarks and qualitative aspects of the two. The two fared
roughly equally in benchmarks, with serialization with Cap’n Proto being marginally faster
and Flatbuffers serialized messages being marginally smaller [40]. Flatbuffers does allow the
use of optional values that do not take up space on the wire, however. This aspect, together
with a thorough comparison of the two made by Varda [25] – who is the creator of Cap’n
Proto (and also the creator of Protobuf) – showcasing the many similarities between them,
lead to the decision to use Flatbuffers over Cap’n Proto .
Upon a closer inspection of MessagePack and schema-less formats in general, this category of serialization formats was excluded from the study for qualitative reasons. The impressive performance of this format is achieved with a cost of flexibility and ease of use. The
fact that MessagePack does not use a schema for serialization, has the effect that the implementer of the code used for serialization is in charge of choosing the layout of the serialized
data in memory. This means that the mapping between a serialized buffer in memory and
the data structure represented in that buffer needs to be set by the implementer, and getter
and setter methods for all values in the data structure need to be written by hand. This step
is completely avoided i schema-based serialization formats, where the schema files are used
to automatically generate this code.

Choice of Protocols
To find the right protocols for use in the experiments, the communication patterns and types
of communication which are generally made to and from a vehicle, were studied. Since the
communication was M2M, message oriented and performed in an IoV environment using
restricted network resources, research was made into the types of protocols which fit that
use-case. This kind of communication turned out to be common in IoT, where it is commonly
used in distributed sensor networks [41].
Many different protocols and standards are used in this type of network, and there does
not seem to be any protocol that really dominates in terms of performance. The focus for
the task of finding the right protocols then instead turns into finding the best protocol for the
particular use-cases under investigation in this thesis. One key aspect to consider is reliability
in transfer.
In the use-case of sending big data chunks with no strict latency requirements but high requirements on reliable transfer – here represented by the CurrentStatus messages – the search
landed on the TCP-based protocols MQTT and AMQP. MQTT was chosen for its lightweight
nature, low data overhead, proven performance and widespread use in IoT applications.
AMQP was chosen for its richness of features, proven performance and corporate adoption.
These two also work in a similar way, by adopting a broker-based (pre v1.0 for AMQP),
message-oriented middleware approach.
For the use-case of sending small chunks of data with high demands on latency and lower
demands on reliable transfer, a UDP-based protocol was an interesting alternative. This was
done in hope of reducing the communication overhead, when compared to using TCP. Therefore, CoAP was chosen as the most compelling alternative since it is also prominently used in
IoT and has been designed and standardized by the Internet Engineering Task Force (IETF).
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3.2

Benchmarking

After the selection of protocols and serialization formats was done, a way of benchmarking
them was needed. Scania’s CurrentStatus messages were chosen to represent the large chunks
for the networking experiments, since this message type perfectly fits this use-case. Messages of this type are also sent in a serialized format over the wire, which made it the perfect
candidate to test the performance of different serialization formats.

Serialization
The method used for measuring the performance of Protobuf and Flatbuffers follows the
method laid out in the study conducted by Petersen et al. [32], where serialization and deserialization time, serialized size and memory usage for the serialization were measured 1000
times per message and then averaged. This was done to provide a reliable measurement
for each parameter. For this benchmarking program, the official C++ libraries for Flatbuffers
(version 1.10.0), Protobuf (version 3.7.1), and JsonCpp (version 1.8.4) were used. For compilation, gcc (version 7.4.0) was used.
For this experiment, a total of 5739 CurrentStatus messages were procured. CurrentStatus
messages in JSON format were used as a representation of unserialized data. These JSON
files were loaded into the serialization program and the content serialized into Protobuf or
Flatbuffers format. The distribution of the sizes of these CurrentStatus messages in JSON
format can be seen in Figure 3.1. To measure the memory usage for serialization and deserialization, the function getrusage was used to get the peak resident set size, which is the
amount of memory allocated for the program in RAM.

Figure 3.1: Histogram showing the distribution of JSON message sizes.
The measurements were made on an instance of Ubuntu 18.04 LTS running on a
VirtualBox virtual machine (VM), on top of 64-bit Windows 10 build 1803. The hardware used for this experiment was a laptop with an 8th gen, six core Intel Core i7
CPU running at 2.6 GHz, with 16GB of RAM. The VM was allocated six physical cores
and 8GB RAM. The benchmarks were made in C++ using timestamps created with
std::chrono::steady_clock::time_point before and after every measurement. The
time difference was saved in nanoseconds. For the serialization, the official C++ libraries for
Protobuf and Flatbuffers were used. Since Protobuf has an option for optimizing the serialization for speed, this was also tested.

Messaging Protocols
The method chosen for the investigation of the protocols is based on the works done by
Thangavel et al. [30] and Chen et al. [28]. In both of these studies latency, bandwidth, packet
loss rate and protocol overhead were studied for IoT protocols to gauge their performance
against one another. These measures will be compared in this thesis as well. Latency, band13
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width and packet loss use the same definitions as defined in theses studies. Protocol overhead
is in this thesis defined as the number of bytes, on top of the size of the message itself, that is
generated on the wire in order to transfer a message.
Benchmarking Setup

Node
Software
Networking
AMQP
MQTT
CoAP

Raspberry Pi
Wireshark
RabbitMQ Publishing Client
RabbitMQ Subscribing Client
Eclipse Paho Publishing Client
Eclipse Paho Subscribing Client
Eclipse Californium Posting Client
Eclipse Californium Observing Client

Laptop
NetEm
RabbitMQ Broker
VerneMQ Broker
Eclipse Californium Server

Table 3.1: Software placement for the networking experimental setup.
Table 3.1 shows the placement of all the different software that was used in the networking experiment. The client and server were implemented in Java and the libraries used were
Eclipse Californium for CoAP, RabbitMQ for AMQP and for MQTT Eclipse Paho was used
for client and server and VerneMQ for the broker. The versions used for the RabbitMQ and
VerneMQ server software were 3.7.12 and 1.8.0, respectively. The experimental setup consisted of the same VM on the same laptop as used to benchmark the serialization formats.
This laptop was connected via Ethernet to a Raspberry Pi 3B running Raspbian 9. The subscribing/observing client and publishing/posting client software were placed on the Raspberry Pi and the message brokers were placed on the VM running on the laptop. This was
done to enable measurement of the experienced delay by sending messages from the Pi to
the laptop and having them sent back again from the broker. All while measuring the time
for the messages to get there and back. The reasoning behind this setup was to get precise
latency measurements – without the need of clock synchronization between client and server
– by measuring RTT for the messages being sent by bouncing them back to the client when
they arrive at the broker.
Figure 3.2 shows the path that packets take in these experiments. They travel from the
publishing/sending client on the Pi, to the broker/server on the laptop, and then back to the
Pi to finally arrive at the consuming/receiving client. The figure also shows where packets
are recorded with Wireshark.
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Figure 3.2: Path taken by packets in the protocol experiments.
For measuring the RTT, Wireshark was used on the Raspberry Pi. In AMQP and MQTT,
it was done by letting one client subscribe to the same topic that the other client is publishing
to. In CoAP the setup was similar, using two clients on the Pi, and a server on the laptop. The
server used an observable resource that was being observed by one of the clients. The other
client sent messages in POST requests to update this resource. These updates were then sent
to the first client. The actual experiment consisted of sending one serialized message every
tenth second, in order to be able to separate the exchanges of different messages when viewed
in Wireshark.
For one part of the benchmarking of the protocols, the messages serialized with the serialization format with the best compression ratio, compared to JSON format, were chosen to
represent the large chunks in the experiment. The other part was using the same setup, but
with smaller messages. In fact, the messages sent were strings with a size of 10 bytes with
the content message001 through message100. These messages would represent the small
chunks and give an overview of the performance differences for all protocol configuration
using small message contents.
Further Investigation
A few complementary experiments were conducted in order to confirm or deny some hypotheses that arose during experimentation. Firstly, the measured latencies for all protocols
in the initial experiments were curiously high. This was suspected to be due to the low
throughput of the traces used in the experiments, shown in figure 3.3. To ascertain the truth
in this matter, an experiment was setup where the throughput traces were scaled. The scales
used were 100%, 200% and 400%. This was done for large chunks.
The second observation made was that the latencies were consistently higher for the large
chunks than for small chunks. An experiment was therefore setup to ascertain the latencies for
a range of different message sizes. These were chosen to fill the range between small chunks
and large chunks. The sizes chosen were therefore scaled logarithmically from 10 bytes to 1280
bytes. For the later networking experiments, the same experimental setup as in the earlier
was used.
LTE Simulation
To simulate an LTE connection, a few different sources were used. For throughput, a study
made by Raca et al. [42] came to good use. This study provided a data set containing 4G
LTE throughput measurements, recorded one second apart while driving a car. These were
used to get as close to the real scenario as possible. In this data set, the values for upload
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throughput were used since that would be the throughput that is used in a real scenario. The
upload throughput for the trace used to simulate the LTE connection is shown in Figure 3.3.
For latency, the study conducted by Huang et al. [4] – in which the performance characteristics of LTE networks were investigated – was used as the source of information. In
that study, the researchers created and released an app called 4GTest, for measuring network
speeds. From this app, they gathered enough measurements to get a median RTT of 69.5ms
and a variation (jitter) of 5.6ms. To apply these values in this thesis and get usable values in
the simulation, these parameters were used as the mean and variance of a Gaussian distribution. This distribution was then sampled randomly 100 000 times. The samples were used in
combination with the throughput traces for updating the parameters of the simulation every
second. In this manner, the experiments could be redone with different protocols, QoS levels
and messages under the exact same conditions. To test the reliability of the protocols, different percentages of packet loss were applied to the simulation to gauge the effects this would
have on the transfers of messages. The used percentages mirror the study made by Chen et
al. [28], where packet loss rates between 0% and 25% were used to illustrate the effect on
experienced delay. In this thesis the packet loss rates chosen were 0%, 1%, 5%, 10% and 25%.

Figure 3.3: Upload bandwidth trace used for the protocol tests.
To run the simulation NetEm was used through the Linux Traffic Control tool (tc) on the
laptop. This tool works by applying rules – called queuing disciplines (qdisc) – to outgoing
traffic through a specific network interface. This tool was used to set throughput, latency and
packet loss rate. A new throughput and latency value was set for every second of the experiment, to get the same update frequency as used in the throughput traces. The command
tc qdisc add was used for the first value to add the rules, which were then updated every
second with tc qdisc change.

3.3

Limitations

The method had some limitations due to the setup being used. For benchmarking the serialization formats, access to the used schemas and messages is needed to conduct the experiments. The libraries used for the serialization experiment can be run on all common
operating systems (OS) – i.e. Linux, MacOS and Windows – since C++ and the used libraries
are available for all these OS’s.
For benchmarking of the messaging protocols, the programs RabbitMQ and VerneMQ
are needed for replication of the results. RabbitMQ runs on all common OS’s. VerneMQ,
however, does not. It only runs on Linux and MacOS. Therefore, a computer running one of
these OS’s is needed to run the server, the way it is described in section 3.2. Other broker
software may be used for AMQP or MQTT. However, the performance for other brokers is
not guaranteed to be the same as the ones used in this experiment.
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For the simulation, tc is required for replication. Since tc is part of the Linux kernel
since kernel version 2.2, a Linux distribution running on top of kernel version 2.2 or newer is
needed. However, the simulation is applied on the computer running the brokers/server, so
this is only a limitation on that computer. For sending the messages, Java is recommended
for replication. Nevertheless, running Java clients may not be needed for replication as it is
the network performance of the protocols which is under examination. Due to the fact that
only Java based programs were used on the client, any OS that runs Java can be used to run
the clients.
The chosen throughput traces are meant to be seen as a example of a networking situation
similar to a V2I connection. Measurements have, however, shown that bandwidth conditions
can vary significantly from location to location, but also within a location [43].
The fact that the production environment under examination in this thesis was simulated means that the applicability of the results gathered during experiments is limited to
the parameters under investigation. The chosen parameters for the networking experiments
– throughput, latency and packet loss rate – are not the only parameters affecting this type of
connection. They are merely meant to be seen as a representative subset of those parameters.
Further, the throughput traces used in the networking experiments are chosen to represent a normal scenario for a cellular connected vehicle in motion. They do not represent an
exhaustive set of possible vehicular network connection scenarios, and are not meant to be
interpreted in this way.
The chosen way of representing RTT – by the use of a Gaussian distribution – is not necessarily the most realistic way of doing so. In reality, RTT would be dependent on parameters
such as throughput and distance to the cell tower. Here, RTT is allowed to freely vary, as the
random samples drawn from the distribution are independent and identically distributed
(i.i.d).
Finally, the loss rates used in the experiments are chosen as a representation of different
network scenarios, and not as an exhaustive set.
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Performance Results:
Serialization Formats

This chapter describes the results from the experiments using the serialization formats described in the previous chapter.
First, the speed of serialization and deserialization was measured. The results of this can
be seen in Figure 4.1a. For Flatbuffers, the serialization for one message took an average
of 1048 µs and deserialization took 0.09 µs. For Protobuf these values were 708 µs and 69
µs, respectively. The serialization and deserialization times of Protobuf with the optimize for
speed option set were excluded from Figure 4.1a, since they were too close to the performance
without this option set. For reference the values for Protobuf with the optimize for speed option
set were 702 µs and 69 µs, respectively.

(a) Serialization speed.

(b) Serialized message size.

Figure 4.1: Serialization and deserialization speeds and serialized message sizes, averaged
over all messages and over 1000 runs per message.
Protobuf managed to shrink the average message to a size of 1157 bytes. This is less
than one third of the average serialized message size of 3536 bytes for Flatbuffers and a size
reduction by ten from the average JSON size of 12187 bytes. These size relations can be seen
in Figure 4.1b. Upon further inspection the messages serialized with Flatbuffers did contain
a high amount of zeros.
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(a) Flatbuffers.

(b) Protobuf.

Figure 4.2: Histograms showing the distributions of serialized message sizes.
Figure 4.2 shows the distribution of serialized message sizes in Flatbuffers (4.2a) and Protobuf (4.2b) format. These distributions follow the distribution of JSON message sizes shown
in Figure 3.1. With two peaks next to each other, the one at the left being the higher one and
some outliers which are several times smaller than the average sizes shown in Figure 4.1b.

(a) Flatbuffers.

(b) Protobuf.

Figure 4.3: Histograms showing the distributions of serialization memory usage, averaged
over 1000 serializations for each message.
Figures 4.3 and 4.4 show the memory usage for the programs used to serialize and deserialize the messages, respectively. One important note to make is that these measures do
include the memory taken by all included libraries and data structures held by the programs.
Both the program used for Flatbuffers and the one used for Protobuf mostly use the same
libraries, however. The Flatbuffers program uses JsonCpp, the official Flatbuffers C++ library
and the official Protobuf library (for parsing of RFC 3339 timestamp strings). The Protobuf
program uses all of these libraries with the exception of the Flatbuffers library. Both of these
programs also had to load the JSON data structure containing the unserialized message. For
all these reasons the results in Figures 4.3 and 4.4 do not show the exact memory usages.
They merely illustrate the differences in memory consumption between the two formats. The
average memory consumption for Flatbuffers serialization was 3.76 MB, while for Protobuf
messages it was 5.87 MB. The corresponding numbers for deserialization were 2.04 MB and
5.28 MB, respectively.
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(a) Flatbuffers.

(b) Protobuf.

Figure 4.4: Histograms showing the distributions of deserialization memory usage, averaged
over 1000 serializations for each message.
As with all kinds of compression, serialization requires more resources to achieve a better
compression rate. This is evident in the case of Protobuf, in comparison to Flatbuffers. As
Figures 4.3 and 4.4 show, the memory consumption for Protobuf is more than 50% higher for
serialization and 150% higher for deserialization on average, than for Flatbuffers. This is also
for the same messages. As these numbers also include the consumed memory for all used
libraries – such as JsonCpp for JSON parsing and Protobuf being used in both cases – the 50%
and 150% differences in memory consumption are only the lower bounds. In memory critical
situations this is an important consideration to make, especially if the sizes of the messages
to be serialized, or deserialized, grows as the result of more data being sent to and from the
vehicle. Depending on the current needs of the user, these measures should be put against
the speed of serialization and deserialization and the size of the serialized data.
Is evident that the memory usage for Protobuf serialization is dependent on the size of
the message to be serialized. The distribution of the memory usage for Protobuf serialization,
which is shown in Figure 4.3b, is very similar to the distribution of unserialized messages
(Figure 3.1) and serialized Protobuf messages (Figure 4.2b). The size difference between the
two peaks in this distribution is about 1 MB, which is much in this circumstance. Flatbuffers,
on the other hand, does not show this same correlation, with over 5700 out of the 5739 messages residing in the dominant right bin in Figure 4.3a. The small peak at 2.2 MB in this
figure would suggest that Flatbuffers does depend on the message size to a certain degree, as
this mirrors the outliers in the distribution of unserialized messages. Protobuf does not share
this property however, and shows no tendency to reduce memory usage beyond the 5400 KB
represented by the left peak in Figure 4.3b even for smaller messages. There appears to be a
floor at around 5400 KB for the memory consumption of Protobuf serialization. This floor is
mirrored in the deserialization memory usage, which can be seen in Figure 4.4.
This floor is an interesting observation here. If the messages sent between the vehicle
and the cloud start to exhibit a larger variation in sizes, Protobuf might not be able to take
advantage of this when it comes to its memory consumption during serialization, whereas
the memory usage of Flatbuffers appears to be able to shrink to fit the message size. This
has to be set against the previously mentioned size difference of three times larger messages
when comparing Flatbuffers serialized messages to messages serialized with Protobuf.
The memory usages for deserialization, shown in Figure 4.4, barely seem to depend on
the message sizes. For both formats, the distributions for the memory usage during deserialization appear to be Gaussian in shape, with a relatively low variance.

20

5

Performance Results: Protocol
Comparison

This chapter describes a performance comparison of the protocols described in Chapter 3.
The results for latencies varied a lot. So to show an illustration of the variance in these
results, the confidence intervals for these values have been added to the affected figures. Since
the population means for these distributions are not known, the confidence interval equation
for a t-distribution has been used. This interval is set to a two-sided 95% confidence level, and
is represented as a black vertical line centered at the mean for all bars in the affected figures.

5.1

Large Chunks Case

Since Protobuf achieved the smallest serialized size, the messages serialized using this format
were chosen to represent the large chunks sent over the network in the protocol tests. 100
messages were chosen randomly to make sure they represented the distribution of message
sizes exhibited by the full set of messages. The distribution of the chosen 100 messages can
be seen in Figure 5.1.

Figure 5.1: Histogram showing sizes of the 100 chosen Protobuf messages.
The packet exchanges were recorded using Wireshark and the results for message overhead and latency were extracted from the recorded packet traces. The results for the amount
of successfully transferred messages were gathered from checking the contents of the messages after they were transferred. This was done over two runs and then the separate results
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from these runs were averaged to get a more reliable estimate of the general performance of
the tested network conditions. The results of this can be seen in Figures 5.2 and 5.3. In this
figure, the levels of the bars are the means for all packets. The testing of the protocol performance went mostly according to the plan laid out in the previous chapter. The only notable
exception was CoAP using non-confirmable packets. For higher packet loss rates, the time
between message exchanges increased from the previously defined 10 seconds to minutes in
some cases.

Figure 5.2: Latencies per message for large chunks, averaged over all messages.
Figure 5.2 shows that CoAP generally has the lowest latency when using non-confirmable
packets, especially for higher packet loss rates. In fact, it keeps steady at around 150 – 200 ms,
which is unsurprising since this configuration has no mechanisms in place to handle packet
loss.

Figure 5.3: Message overhead for large chunks, averaged over all messages.
Figure 5.3 shows the average overheads per message in terms of bytes on the wire for
application layer packets. This was calculated by taking the sizes of all the link layer frames
associated with a message, adding these sizes together and then subtracting the size of the
message to get the overhead. Sizes of the packets that did not refer to a successful message
exchange, such as heartbeat packets and failed transfers, were added together and distributed
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equally across all individual overheads. This measure should therefore correlate with the
packet loss rate. As can be seen in Figure 5.3, however, this is not reflected in the obtained
results.
From Figure 5.3 it can be seen that the overheads are mostly stable between loss rates.
CoAP, using non-confirmable messages, consistently has the lowest overheads, followed by
MQTT set to QoS 0 and CoAP using confirmable messages. The other protocol configurations all have message overheads higher than 100 bytes per message, which is a little less
than 10% over the average message size. CoAP, using confirmable messages, consistently has
more overhead as using non-confirmable messages. Considering that all transferred packets
receive an acknowledgement packet to confirm the successful transfer of messages, this is a
reasonable result. CoAP using confirmable messages and MQTT (QoS 1) have very comparable overheads for lower packet loss rates, which is likely due to both using an at-least-once
delivery mechanism. CoAP, using confirmable messages, does show a slight correlation between message overhead and packet loss rate at the higher loss rates. This is likely due the
extra leg-work it had to put in at the application layer to transfer all messages at these rates.
At around 250 bytes per message, MQTT (QoS 2) is the configuration with the highest overhead, closely followed by AMQP using manual acks. These configurations have an average
overhead of 50 – 100 bytes higher per message than the closest configuration AMQP (Auto).
Both AMQP configurations have a large overhead compared to the MQTT configurations that
use equivalent reliability levels, i.e. QoS 0 and QoS 1.
In the Wireshark packet traces for all TCP based protocol configurations, it can be seen that
there are many retransmissions of messages that happen at the transport layer. In Wireshark,
these are dubbed TCP Spurious Retransmission. This, in combination with the fact that only
application layer packets were used to measure the message overheads, might be the reason
that this measure generally does not show any correlation with the packet loss rate. The
retransmissions might therefore mostly occur at the transport layer. One result that speaks to
this hypothesis, is the fact that CoAP using confirmable messages does show this correlation.

Figure 5.4: Percentage of unsuccessful message transfers for large chunks.
All configurations for every TCP based protocol managed to get all of the 100 messages
through. As can be seen in Figure 5.4, the only protocol that uses UDP is also the only one
to not have 100% successful message exchanges. This is not surprising for CoAP using nonconfirmable messages, as this configuration which uses a fire and forget approach. The percentage of unsuccessful exchanges for this configuration predictably follows the packet loss
rate. What is surprising is that even when using confirmable messages, CoAP still does not
manage to transfer all messages successfully.
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The most important aspect of the transmission of large chunks, considering the use cases,
is that the message arrives at the destination. With this baseline, the protocol configuration
that can guarantee this and that also has other good characteristics, is to prefer. From this
perspective, CoAP is not an option, as this protocol cannot guarantee message delivery, even
when using confirmable messages.
A good performer when it comes to message overhead is MQTT (QoS 0), which has by far
the lowest overhead of all TCP based protocols. This configuration managed to transfer all
100 messages successfully without any application layer reliability mechanisms. This is likely
due to using TCP as the underlying transport layer protocol. MQTT (QoS 1-2) and AMQP
also manage to transfer all messages successfully. These protocol configurations, however,
come at the cost of having much higher overhead per message. For MQTT (QoS 1-2) this
is due to their sometimes excessive amount of control messages. AMQP on the other hand
does not use this amount of control messages on the application layer. Its excessive overhead
is due to large packet headers. If the reliability measures offered by TCP – which is all that
MQTT (QoS 0) and AMQP (Auto) use – are not enough, MQTT (QoS 1-2) and AMQP using
manual acks are the only remaining options. Considering the excessive overhead of MQTT
(QoS 2) and AMQP using manual acks, and the fact that even MQTT (QoS 0) managed to
transfer all messages successfully, MQTT (QoS 1) should be enough for this use-case.

5.2

Small Chunks Case

The method used for transmitting the small chunks was identical to the one used for the Protobuf messages.

Figure 5.5: Latencies for small chunks, averaged over all messages.
The delays for the small chunks are consistently lower than for Protobuf messages, as can
be seen in Figure 5.5. All TCP based protocol configurations mostly keep at roughly equal
latency to each other throughout the different packet loss rates in the experiment. However,
latencies for CoAP do not follow this trend. The message latencies for CoAP using confirmable messages rise sharply for 10% and 25% packet loss. From having an average latency
of 53 ms at 0% packet loss, to 367 ms at 25%. This is more noticeable here than with large
chunks, since all other protocol configurations are much less affected by the packet loss rates.
CoAP using non-confirmable messages is predictably the least affected, as it keeps steady at
around 50 ms for all packet loss rates.
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Figure 5.6: Message overhead for small chunks, averaged over all messages.
What can be seen in Figure 5.6 is that the overheads per message are very much comparable to that of Protobuf messages, with a few notable differences. The overheads for both
AMQP configurations are consistently lower than in Figure 5.3 while the overheads for MQTT
with QoS 1 and QoS 2 are consistently higher. Nevertheless, for both CoAP QoS levels and
MQTT (QoS 0) the results are very similar.

Figure 5.7: Percentage of unsuccessful message transfers for small chunks.
The percentage of unsuccessful message exchanges for small chunks mostly mirrors that
for large chunks, as can be seen in Figure 5.7. CoAP, using confirmable messages, did not
successfully complete all message exchanges here either. It seems to have fared a little better
here, though, since it manages to complete all exchanges for loss rates up to 10%.

5.3

Cross-Case Observations

One of the clearest results from testing the protocols, is the consistently lower message overhead of using CoAP with non-confirmable messages, when compared to the other protocols.
For both Protobuf messages and the small 10 byte messages, this is a constant feature. This
is in line with the results obtained by Chen et al. [28] comparing bandwidth consumption of
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CoAP and MQTT for the same packet loss rates used in this experiment. The only exception
to this is that MQTT has significantly lower bandwidth consumption for a 25% packet loss
rate than for all other loss rates in their study. However, for Chen et al. [28], the used QoS
levels for CoAP and MQTT are not specified. Nevertheless, it is specified that in contrast to
MQTT, CoAP, as used in that study, does not have any inherent re-transmission mechanism
to guarantee packet delivery. The only reasonable conclusion from this statement is that they
used CoAP with non-confirmable messages. Judging by how close the values for MQTT are
to the values for CoAP, the QoS level for MQTT is likely QoS 0, as this would be most in line
with the results shown in Figures 5.3 and 5.6 in this thesis.
In the study conducted by Thangavel et al. [30], the average generated bytes per message
was compared and it was found that this measure does correlate with the packet loss rate,
although the increase in generated bytes seems to spike at higher packet loss rates than 25% in
that study. The measure of generated bytes is very similar to the message overhead measure
used in this thesis, and therefore the results for message overhead obtained in this thesis
should exhibit the same correlation. Thangavel et al. compared the protocol configurations
MQTT (QoS 0-2) and CoAP using confirmable messages, as these do have a similar method
of guaranteeing a certain QoS level. Their results for generated bytes are not all that similar to
the results shown in Figures 5.3 and 5.6 in this thesis. The average generated bytes for MQTT
(QoS 1) is roughly twice as high as CoAP using confirmable messages. This is likely due to a
different way of measuring the message overheads. In that study, they defined the measure as
the total amount of traffic generated divided by the total number of the successfully delivered messages.
What both Chen et al. [28] and Thangavel et al. [30] lack in their results is other parameters
which would affect the transmissions in a real LTE connection. For both of these studies, the
packet loss rate is instead isolated and the traffic is measured with only this aspect of the
connection affected. This approach is certainly a good approach when trying to learn how
different loss rates affect transfers. It is, however, not as applicable to the use-cases studied
in this thesis as using a simulated LTE connection. The added RTT of around 70 ms and bit
rate which sometimes dipped into kilobit rates in single digits have likely affected the tests
to a large extent.
CoAP, using confirmable messages, generally has equal latencies to TCP based protocols,
with the exception being at higher packet loss rates. This spike in delay for higher packet
loss rates is especially interesting when compared to MQTT (QoS 0) and AMQP (Auto), that
use no application layer reliability mechanisms. This hints that the transport layer reliability
mechanisms offered by TCP are much more efficient at keeping latency down, than those
offered by CoAP. This is especially true when considering that CoAP, using confirmable messages, did not get all messages through at higher packet loss rates while all TCP based configurations did so, even MQTT (QoS 0) and AMQP (Auto).
The lowest delay can be seen using CoAP with non-confirmable messages. If a low delay
is the only important consideration when choosing a configuration, this one will be the best
choice. However, if reliability is any consideration, this configuration should be avoided
since it provides few quantitative differences over using regular UDP. Looking at TCP based
protocols, all configurations keep a respectably good delay which does not seem affected too
much by higher packet loss rates. When comparing overheads, CoAP using non-confirmable
messages had the lowest, followed by MQTT (QoS 0). This is reasonable considering they do
not have any application layer reliability mechanisms. What is odd is that AMQP (Auto) had
a higher overhead than both MQTT (QoS 1) and CoAP, using confirmable messages, even
though it did not use any such mechanisms. The fact that this overhead is bigger than for
CoAP using confirmable messages could be explained by the verbosity of TCP compared
with UDP. The fact that it is bigger than MQTT (QoS 1), however, is more difficult to explain.
Intuitively, AMQP with automatic acks should have similar overhead to MQTT (QoS 0) and
AMQP using manual acks should be similar to MQTT (QoS 1). Instead these are comfortably
higher than their MQTT counterparts. This likely speaks to the difference in the type of
scenarios that these protocols are developed for.
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5.4

Impact of Message Sizes and Throughput

After noticing the higher latencies for large chunks than for small chunks, a test was setup to
closer examine the effect of the message size on latency. Similarly, the effect that throughput
has on latency was not clearly shown in the previously gathered results. So an experiment
was setup to examine how it affects the different protocol configurations. These experiments
were done in a very similar manner to the the earlier experiments, using the same setup as
described in Table 3.1.

Figure 5.8: Average latencies for different message sizes.
The first new experiment used different message sizes, as described in section 3.2, and
the results of this are shown in Figure 5.8. This figure shows a clear correlation between the
message size and latency in the connection. It also shows a correlation between message size
and an increased confidence interval. This appears to be a general trend, and not tied to
specific protocols.
CoAP tends to have a slower growing latency in response to a bigger message size. This
is, however, not something that can be stated with any certainty, due to the large confidence
intervals for bigger message sizes.
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Figure 5.9: Average latencies when keeping the loss rate at 0% and scaling the bitrate of the
used throughput traces for large chunks.
The second new experiment was carried out using the large chunks shown in Figure 5.1 and
scaling the bitrate of the throughput traces used in all other networking experiments. This
was done according to the method described in section 3.2. The results of this experiment are
shown in Figure 5.9.
For the original bitrate, the protocols respond a bit differently from each other. All protocol configurations that have application layer reliability mechanisms in place, have roughly
200 ms average delay. The ones that do not, are about 50 ms lower in latency, with the notable
exception of AMQP (Auto). This figure also clearly shows a correlation between the scaling
of the bitrate and the latency in message transfer.

Impact of Broker Choices
Finally, an experiment to better understand how much of the latencies are due to the added
transmission logic introduced by the used protocol solutions was needed. This experiment
was run with the best possible network conditions (i.e., no introduced delays or packet losses,
and the maximum possible bandwidth) and the same 10 byte payload used for small chunks
in the previous experiments. These payloads are therefore much smaller than the headers
processed by the brokers, so should not affect this experiment too much. The results from this
experiment were then compared with the ping times between the Pi and the laptop under the
same conditions. Under these conditions, end-to-end average response times for the different
solutions were in the range 4.25-7.47 ms, compared to average pings times (across 200 pings)
of 2.52 ms (σ=1.37).
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Figure 5.10: Average latencies using the best possible network conditions with small chunks.
Figure 5.10 summarizes these tests for each of the protocol configurations, using 95% confidence intervals. It can be noted that these results suggest that the different protocol solutions
on average introduce roughly 2-5 milliseconds of additional processing compared to a ping
message. This is substantially less than the typical latencies reported here, which would suggest that additional improvements to the processing speed of the protocol solutions themselves (i.e. Change of brokers for MQTT and AMQP and sending messages directly with
CoAP) would not substantially improve the results. Instead, most of the latencies are due to
the factors tested in the previous experiments; i.e. message size, throughput and packet loss.
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Discussion

In this chapter, the process used and results attained during this thesis are discussed.

6.1

Results

The results in this thesis were generally in line with the results of previous studies which have
examined these aspects of network communication before. Some parts did differ though,
which is likely due to the specific set of conditions tested.

Serialization Formats
As previously eluded to and as shown in the results chapter, Protobuf does compress the data
further than Flatbuffers. Part – if not all – of the size disparity can likely be explained by the
padding generally needed in zero-copy serialization formats. As Varda [25] brings up, this
type of padding is essential for the fast lookup times that signifies this type of serialization
format. Varda further states that this padding is especially apparent when using many integer
values, due to their higher order bits often being zero valued. Serialization formats which
use variable width integers, like Protobuf, can then remove many of these unnecessary bits.
However, since zero-copy formats work by using memory offsets to access the values in a
serialized data structure, this is not possible. According to Varda this can easily double or
triple the size of a serialized message. This statement is completely in line with the results
of the study conducted in this thesis, as shown in Figure 4.1b. Varda further writes that his
serialization format Cap’n Proto has a feature called packing, which only works to compress
a serialized file by removing zero padding and thereby achieves similar message sizes to
Protobuf. Nevertheless, Varda also argues that using this feature will effectively mean that
the serialized files will not be zero-copy anymore. This feature is, however, arguably not
that different from regular compression. Therefore the purpose of this kind of feature is
questionable as it in some aspects defeats the purpose of this type of serialization format.
The price that Flatbuffers pays in terms of serialized message size, has to be put against
the upsides of using a zero-copy serialization format. The most prominent upside is that
since the memory layout inside a serialized buffer mirrors the layout used by a computer’s
working memory, deserialization practically takes no time at all compared to Protobuf, as
shown in Figure 4.1a. This would mean that anywhere that the data is used, the relatively
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slow serialization time compared to Protobuf could be compensated for. So if there is some
kind of processing of the data inside the message in the cloud, this could be an important
aspect to keep in mind.
Another benefit from the fast deserialization time could be had in a distributed computing
autonomous vehicle situation. In the case that some computations regarding the operation
of an autonomous vehicle were to be handled outside the vehicle, the latency is a critical
factor. If the data only concerns the specific vehicle in question, this could be done on a cloud
server, or an edge computing node. In this case, the latencies are inherently a bottle-neck,
due to the fundamental principles – such as distance to the computing node – affecting the
connection quality. For this type of operational data, it is much more important that it can
be accessed fast than other factors, like message size or serialization time. Since the vehicle
has limited computing capabilities compared to these cloud servers, the slower serialization
time of the message in the cloud, can be regained in the deserialization stage on-board the
vehicle. One such use-case is the use of HD-maps. These are highly detailed maps, used
to enhance self-driving capabilities of a vehicle. These maps are updated in real-time and
therefore the dissemination of traffic data to vehicles needs to be as quick as possible in order
for the vehicles to take advantage of this data. This is of course a two-way street, as a large
amount of this data is crowd-sourced from other vehicles in order to provide the current
driving conditions of the local surroundings of a vehicle. The amount of downlink traffic
will, by definition, be much greater than the amount of uplink traffic, however. This means
that it will be more important for this data to be unpacked and read quickly than it is for it to
be able to be sent quickly.
Another autonomous driving case is platooning, which is also very latency dependent.
This case does, however, have the advantage that the necessary communication is performed
between the vehicles in the platoon, which poses a smaller strain on latency [44]. The latency
requirements on this type of communication are very strict, however. In this use-case, the
fast deserialization time of Flatbuffers cannot be leveraged in the same manner. In this type
of communication, it is the leading vehicle of the platoon that dispatches most of the operational data. This means that all nodes involved in the communication have roughly the same
compute capability. Therefore, all steps involved in the communication using serialized messages have to be considered equally. In this situation, Protobuf is the clear choice, due to its
much smaller size and shorter combined serialization/deserialization time.
In terms of Digital Twins, the direction of the data is generally from the vehicle to cloud
resources. This means that, serialization speed and message size are much more critical than
the deserialization time. At least until the message arrives at the cloud servers. Once in the
cloud, the contents of the message will be submitted to many steps of cleaning and processing
before it can be displayed to customers. In this process, the data contained in the message
will be accessed multiple times. This means that the message will either have to be sent
between the different processes in unserialized form – causing strain on throughput when a
large amount of data is simultaneously processed – or have to be deserialized at every step.
In this situation, Flatbuffers may have an advantage over Protobuf.

Protocols
Since the general purpose of the protocols studied in this thesis is IoT based message oriented
communication, they offer features which are aimed at and especially useful for this type
of communication. The main such feature is the use of a message broker. Using a broker
reduces the complexity in routing the communication. It removes the need for the sender
and recipient of a message to be online at the same time and connected to each other. It also
makes it easy for different types of information to be disseminated to the right recipients
through the use of topics. The clients therefore only have to send their information to one
place, no matter the type of information. The fact that a sender and a recipient do not need to

31

6.2. Method
be online at the same time, is made possible by the broker holding on to the latest information
inside a topic, which allows all recipients to receive that information when they come online.
One area that this can be useful for, is dissemination of data used for updating HD-maps.
The topics kept inside an HD-map broker can contain location based data, or specific types
of data, like road conditions and traffic information. In this manner, the complexity of the
distribution of these messages can be drastically reduced, compared with if the sender of a
piece of information were to send that information directly to other vehicles. Both senders
and receivers of data will instead only need to send their data to, or receive it from one
location. In this regard, the most important factors that determine the performance of such a
broker, is its message throughput. This does depend on the used protocol, to some degree. A
protocol which is designed for high throughput will be less likely to become the bottle-neck
in this type of communication, than one that is not. In this regard, AMQP is the best suited,
as it was designed with throughput in mind. The design of MQTT is, however, very similar
to AMQP. An MQTT-based broker solution may therefore achieve throughputs comparable
to that of AMQP-based solutions. CoAP, however, is not designed in this manner. Due to its
REST-based nature, it might be better suited in a traditional client-server based solution.
Considering the autonomous driving scenarios discussed earlier, CoAP may be able to
gain some ground in these. As these scenarios are not focused on widespread data dissemination, but rather client-server or p2p communication, CoAP is likely better suited here. In
the p2p scenario of platooning communication, CoAP seems like a good fit. Since the vehicles
in a platoon have a distance from each other in the order of 10s of meters, the packet loss rates
are not likely to be too high. In this context, CoAP using confirmable messages, might be allowed to be trusted to carry out the communication, if a guarantee is needed that the shared
information will reach the recipients. For types of information where such a guarantee is not
needed, non-confirmable messages may be used instead. In this manner, the latency of this
type of data flow may be minimized. For the client-server scenario of autonomous driving,
CoAP may be used as well. However, in this type of communication, packet loss rates may
be much greater, since the connection will have to rely on the same type of mobile networks
studied in this thesis. Therefore, CoAP should only be used to send non-essential information
in this case.

6.2

Method

The method followed in this thesis was generally straight forward. Previous research gave
good indications on how to structure the experiments and gather results.

Serialization Formats
For the serialization formats, there were already many studies done with roughly the same
methodology [7, 31, 32, 36, 38]. The important parameters to measure for the different serialization formats – based on these studies – were unserialized file size, serialized file size and
serialization/deserialization speed. With these parameters set, the important question then
became how to choose the messages themselves. In the studies conducted by Hamerski et al.
[31] and Sumaray et al. [7], only a few sample messages are chosen for study. For Maeda [36],
messages were dynamically sized based on one single schema by using a list with dynamically adjusted length. Petersen et al. [32] and Popić et al. [38] did, however, use real messages
and tested the performance of the used serialization formats on these. This last approach was
the one best suited for this thesis, as real messages in the form of CurrentStatus messages
were already available. These were thought to serve as a good example of the use-case of
using large chunks with no strict latency requirements, as this is the way these messages are
treated today.
What none of the mentioned studies did, was to take the results one step further and compare inherent qualities of different types of serialization formats and their possible applica32
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tions in different IoV scenarios. Very few other studies have looked at zero-copy serialization
formats and their strengths and weaknesses.

Protocols
The method used to gain suitable information started out as an investigation of IoV and IoT
and the modes of communication therein. The purpose of this was to find protocols which are
suited for this kind of vehicle-to-cloud communication. Some great sources of information
were surveys on these subjects [5, 41, 45]. In these surveys, the use of message-oriented
middleware was promoted for the type of sensor data collection that the transmission of
CurrentStatus messages at Scania represents. Several protocols using such a communication
pattern were mentioned by name in these surveys and other reports on IoV/IoT focused
protocols [6, 37, 46]. Out of these protocols the most relevant were chosen for their respective
levels of standardization and commercial use [18, 22].
The method for benchmarking the protocols was based on the experiment setups used in
other studies testing the same type of protocols, such as the ones conducted by Chen et al.
[28] and Thangavel et al. [30]. Under these, parameters like throughput, transfer speed and
message overhead were measured for different levels of latency and packet loss rates to gauge
the performance of each protocol. However, testing of these protocols under the kind of
circumstances that occur specifically in IoV, has not been done before. With this background,
the decision was made to equate these circumstances to sending data over mobile networks,
with high fluctuations in bandwidth, packet loss rates and latency that come from the fact
that the vehicle is almost constantly moving when turned on [47].
The challenge was then to create a test environment that on one hand was as close to the
real case as possible, and that could also be replicated for all protocol configurations that
were to be tested. One thought was to test the protocols using a real LTE connection and
while driving a car. This was quickly rejected, in part due to the limited replicability of this
kind of testing and in part for the impracticality of it. This meant that the mobile connection
had to be simulated. One type of simulation that was thought of was the type of hyper
realistic simulation offered by software like NS-3, with its LENA module for LTE simulation
[48]. This route was tried in the beginning. However, as is often the case with the type of
models that are very close to the real case, this software turned out to be very complex to use
and very difficult to setup in a proper way without previous experience of LTE infrastructure
and the lower networking layers. For this reason and since this was not the focus of the
thesis, this approach was abandoned for a more straight forward approach. The studies done
Chen et al. [28] and Thangavel et al. [30] both used simple emulator software like WANEM
and NetEm for their simulated networks, and so a plan was formed to use something similar
for this thesis. The issue with this type of emulators was then that they could only simulate
the basic conditions of a network connection, like bandwidth, delay and packet loss rate. The
question then became how to simulate an LTE connection using these parameters. Bandwidth
was the easiest parameter to model, as there are multiple academic sources online for mobile
bandwidth traces [42, 49]. Latency was modeled from an in depth study of the characteristics
of LTE connections, which had over thousands of measurements managed to extract a median
RTT and a variance for it. This was then used to create a Gaussian distribution to sample RTT
values from. The only parameter that could not be accurately modelled based on any sources
found in this thesis was packet loss rate. This was therefore handled as by Chen et al. [28]
and Thangavel et al. [30], by running all experiments for different packet loss rates.
This method has its limitations, as described in section 3.3. Most obvious is that a real
LTE connection was not used. Due to this method choice, the results obtained with the setup
used in this thesis might not be the same as in a production environment. The choice of using
a relatively simple emulator software to model this type of connection meant that a fair bit
of research was required in order to set it up in the way that would generalize best to a real
networking scenario. Except for the throughput, latency – and the message sizes when using
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large chunks – all parameters were kept at a steady level for each run of the experiments, and
only changed between runs. This is a good way to gauge different performance factors in
distinct networking conditions. However, it might not be the best way to see how the tested
protocols respond to the full range of unpredictability inherent in mobile connections.

6.3

The Work in a Wider Context

One focus of this work has been to minimize delays by minimizing the amount of data sent
on the wire, whether in terms of message overhead caused by using different protocols or
minimizing the size of the actual message to be sent. One very important reason for this
is to remove as much congestion as possible in the network link, as this will deteriorate
the performance of the link for all involved. This aspect will then become more important
for anyone implementing an Internet based application in order to improve communication
performance. More bits flowing through the Internet will also mean a higher total energy
consumption. Therefore, if all developers put in the effort minimizing the network footprint
of their developed Internet based applications, this would therefore also lead to a greener
Internet.
The work done in this thesis has been to examine alternatives on how to form a basis for
the network communication that a Digital Twin platform for Scania vehicles can be built on
top of. The purposes of creating such a platform are many, but they are all centered around
the idea that the customer will have a clearer view of the state of their vehicle fleet. This is
intended to allow the customer do predictive maintenance on vehicles, in order to minimize
the amount of unplanned stops due to breakdowns.
In the case of HD-maps and automated vehicles, this type of communication can help
reduce road congestion due to traffic jams, by rerouting vehicles in real time based on information from other vehicles. This, in turn can then lower fuel consumption, delivery times
and reduce emissions in areas that experience traffic jams due to large traffic flows.
The scale of the types of solutions discussed in this thesis implies that there will be privacy
concerns when collecting the different types of data used. It is important that the correct
measures are taken to ensure that this data does not end up in the wrong hands. This is an
entire issue in itself and needs to be further examined.
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Conclusion

In this thesis, the use of different serialization formats and message-oriented application layer
protocols have been investigated in order to gauge their respective influence on delay and the
amount of data sent on the wire. The serialization formats have been evaluated by measuring
their performance for serialization and deserialization. The evaluation of the protocols has
been done both for sending large chunks of data with strict reliability requirements but no
strict latency requirements, and small chunks with strict latency requirements but no strict
reliability requirements. The trade-offs of the delay with the data amount of data sent on the
wire have been investigated in both these cases.
The conclusions made in this chapter can be used to ease the choice between different
messaging protocols and serialization formats for different types vehicle-to-cloud communication.

7.1

Protocols

When looking at the protocols used in this study, the trade-offs are not specifically between
latency and transmitted data volume. Instead, the main trade-off is between the combination
of reliability and transmitted data volume with latency.
Protocol configurations with higher levels of reliability mechanisms also have higher message overheads. This correlation is very clear for all protocols. Some protocols are more verbose than others. One example of this is AMQP, which had much higher overheads than
for the corresponding reliability level MQTT configurations. Despite this, and the evident
correlation between message size and latency, AMQP manages comparable to MQTT. There
is a clear correlation between the measured latencies between all TCP based protocol configurations studied. These have very similar latencies across the board despite the different
levels of application layer reliability mechanisms. All of these managed to guarantee successful message delivery throughout the testing done in this thesis, which puts into question the
need for application layer reliability measures for this type of connection. The only exception
to this would be if one of the nodes fails during transfer, which has nothing to do with the
connection. CoAP did not manage to guarantee message delivery. This showcases the difficulty of implementing reliable communication over UDP and efficiency with which this is
done using TCP. The trade-off between latency and transmitted data volume for large chunks
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is therefore that the least verbose TCP based protocol configuration, i.e. MQTT (QoS 0) is the
best choice.
When it comes to packets with high demands on latency, it becomes a question of how
important it is that message delivery is guaranteed. CoAP using non-confirmable messages
has the lowest latencies throughout most of the networking experiments done in this thesis,
and is also the least verbose. If guaranteed message delivery is not important, this protocol
configuration is the obvious choice. It offers no compromise between latency and transmitted data volume, as it has the lowest of both. It is, however, not at all reliable above what
the network layer and lower layers offer. When using confirmable messages, CoAP incurs
unacceptable levels of latency for higher packet loss rates. The best choice then becomes the
same as for large chunks, namely MQTT (QoS 0).

7.2

Serialization Formats

As shown in this thesis, the size of messages has a big influence on the latency. Therefore, the
serialization format with the smallest average serialized message size is the obvious choice
as it both means a lower latency on the wire and fewer bytes being sent over the network.
However, this needs to be put against serialization and deserialization speed. Luckily, Protobuf wins in both of these categories, which makes it the format of choice for this type of
communication. Flatbuffers can possibly make this up when data processing is considered
as part of the experienced delay. As a choice for transmission end-to-end where a vehicle
is the sender, however, it does not stand as tall as Protobuf. When it comes to the types of
communication that originate in cloud resources, e.g. dissemination of HD-maps, Flatbuffers
might be the better choice, due to its much faster deserialization time.
When it comes to the benefits of using different serialization formats, the obvious answer
is the size reduction for serialized messages. This has many implications, however, chief
of which is reduced latency and less data sent on the wire. These two benefits have their
own implications. Nevertheless, what is serialized must be deserialized. This is a weakness
when using serialization that makes it non beneficial or even hurtful to use in many types of
communication. In IoV, however, it is very useful for a variety of use-cases, Digital Twins,
included.

7.3

Future Work

The protocols tested in this thesis have been tested in the scenario of having a one-to-one
relationship between clients and brokers/servers. One future line of questioning that should
be done is to examine the scalability of the different protocols, in order to see which of them
handles a high throughput environment with a large number of clients and topics simultaneously using the same broker solution. This aspect needs to be taken into consideration before
applying this type of solution at a large scale.
As CoAP, as the only UDP based protocol, managed to get consistently the lowest message overheads and the lowest delay when using non-confirmable messages, it checks almost
all boxes. The one feature that CoAP lacks is resource efficient reliability mechanisms. An
interesting future area of study could therefore be other UDP based protocols which attempt
to incorporate this. One such protocol is UDT, which strives to achieve better network utilization than TCP for network connections with high latency while still using congestion control
and other reliability mechanisms typical of TCP [50]. Another such protocol is QUIC, which
was developed at Google and also aims at improving latency and overall performance over
TCP while still applying the same reliability mechanisms [51]. As of October 2018 it has
replaced TCP as the basis of the new HTTP/3 standard [52].
When it comes to serialization formats, Cap’n Proto would be an interesting format to
look into. This since it could potentially offer more flexibility than Protobuf because it is a
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zero-copy format that can be compressed to roughly the same size as Protobuf messages. If
the compression/decompression is fast enough, it could therefore be a worthy replacement
for Protobuf for end-to-end transmission while beating it in cloud processing due to the fast
deserialization.
Another aspect of serialization formats that could be looked into in future work is how the
size of a data structure affects the serialization and deserialization in terms of size and speed.
This is a difficult aspect to study, however, since different ways of increasing the size of a
data structure will affect its serialization performance differently. If it is increased by adding
underlying data structures, these will be more spread out in the buffer compared with if the
size was increased by e.g. dynamically adjusting the length of a list. These factors will in turn
affect serialization performance. There are also many other such factors to consider before
conducting such a study.
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Srdan Popić, Dražen Pezer, Bojan Mrazovac, and Nikola Teslić. “Performance Evaluation of Using Protocol Buffers in the Internet of Things Communication”. In: Proceedings
of the International Conference on Smart Systems and Technologies (SST). Osijek, Croatia,
Oct. 2016, pp. 261–265.

[39]

Flatbuffers. C++ Benchmarks. URL: https://google.github.io/flatbuffers/
flatbuffers_benchmarks.html (visited on 2019-05-14).

[40]

Konstantin Sorokin. Benchmark comparing various data serialization libraries (thrift, protobuf
etc.) for C++. URL: https://github.com/thekvs/cpp-serializers (visited on
2019-05-06).

[41]

Vasileios Karagiannis, Periklis Chatzimisios, Francisco Vazquez-Gallego, and Jesus
Alonso-Zarate. “A Survey on Application Layer Protocols for the Internet of Things”.
In: Transaction on IoT and Cloud Computing 2015 (2015), pp. 1–10.

[42]

Darijo Raca, Jason J. Quinlan, Ahmed H. Zahran, and Cormac J. Sreenan. “Beyond
Throughput: a 4G LTE Dataset with Channel and Context Metrics”. In: Proceedings of
ACM Multimedia Systems Conference (MMSys 2018). Amsterdam, The Netherlands, June
2018.

[43]

Tova Linder, Pontus Persson, Anton Forsberg, Jakob Danielsson, and Niklas Carlsson.
“Performance Evaluation of Using Protocol Buffers in the Internet of Things Communication”. In: Proceedings of the Conference on Wireless On-demand Network Systems and
Services (WONS). Cortina d’Ampezzo, Italy, Jan. 2016, pp. 1–8.
40

Bibliography
[44]

Claudia Campolo, Antonella Molinaro, Giuseppe Araniti, and Antoine O. Berthet. “Better platooning control toward autonomous driving: An LTE device-to-device communications strategy that meets ultralow latency requirements”. In: IEEE Vehicular Technology Magazine 12.1 (Mar. 2017), pp. 30–38.

[45]
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