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Abstract
Calculating the price of an option commonly uses numerical methods and can be computationally heavy. In general, longer computations result in a more precis result. As such,
improving existing models or creating new models have been the focus in the research
field. More recently the focus has instead shifted toward creating neural networks that can
predict the price of a given option directly. This thesis instead studied how the number of
time-steps parameter can be optimized, with regard to precision of the resulting price, and
then predict the optimal number of time-steps for other options. The number of time-steps
parameter determines the computation time of one of the most common models in option
pricing, the Cox-Ross-Rubinstein model (CRR).
Two different methods for determining the optimal number of time-steps were created
and tested. Both models use neural networks to learn the relationship between the input
variables and the output. The first method tried to predict the optimal number of timesteps directly. The other method instead tried to predict the parameters of an envelope
around the oscillations of the option pricing method. It was discovered that the second
method improved the performance of the neural networks tasked with predicting the optimal number of time-steps. It was further discovered that even though the best neural
network that was found significantly outperformed the benchmark method, there was no
significant difference in calculation times, most likely because the range of log moneyness
and prices that were used. It was also noted that the neural network tended to underestimate the parameter and that might not be a desirable property of a system in charge of
estimating a price in the financial sector.
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Chapter 1

Introduction
In 1973 Black & Scholes proposed a model for pricing options[1] and at the time the first
option exchange, Chicago Board Options Exchange, opened its doors to investors [2]. In
2017 it was estimated that options and futures (another form of derivative) had a total global
trading volume of 25.2 billion contracts, with options rising year-over-year.
The Black-Scholes model has been criticized by MacKenzie & Millo for prescribing a behavior rather than describing an existing behavior [3]. With time, the model has now become
the de-facto standard when talking about option pricing. This model, however, is mathematically quite advanced[4]. Cox et al. instead proposed a discrete-time model, the Cox-RossRubinstein (CRR) model, for calculating the price of an option and has the benefit, as opposed
to the Black-Scholes model, of being applicable to not only European-type options[4]. Their
model is based on binomial trees and utilizes elementary mathematics to approximate the
price of the option. Calculating the prices can be time consuming, especially as the number
of time-steps used increase [5, 6].
With an increasing demand for quick price calculations in the financial industry with the
rise of High-Frequency-Trading [7] hundreds of thousands of options need to be calculated at
any given point in time in order to provide risk metrics, greeks, for financial institutions. Thus,
the demand for fast algorithms increases. Several researchers have proposed algorithms and
models that build on the research by Black & Scholes and Cox et al. [5, 8, 9, 10, 11] and
others have tried to find ways of optimizing the computation using parallelization [6, 12, 13].
However, there is a lack of studies on the subject of optimization of the number of time-steps
used in the original binomial tree model by Cox et al [4].
The precision of an option price, calculated using a binomial tree, is dependent on the
number of time-steps used in the tree. The time-steps represents the granularity of movements in the underlying asset, i.e. a higher number of time-steps results in a more precise price. Selecting the appropriate number of time-steps is not trivial and methods are
commonly ad-hoc, manual in nature and generalize heavily. An appropriate value for the
number of time-steps is the point at which the calculated prices for any larger number
of time-steps is guaranteed to fall within a specified tolerance, i.e. when no price for a
number of time-steps ¡ n has an error larger than the tolerance, when compared to the
true price of the option. The true price is commonly estimated using the Black-Scholes price,
even for American options. Finding a way of optimizing the number of time-steps would
allow for faster calculations, continuous calibration of the parameter and thus allow a service
provider to deliver faster results to its clients.
Finding at which number of time-steps the price of an option will start to converge is not
trivial. A large range of number of time-steps would have to be used and a price calculation
would have to be made for each such value. If this range is large enough a point of convergence, given a tolerance, could be determined but due to time constraints, doing this for all
possible options would not be feasible. During recent years deep learning has increased in
popularity and become feasible in a multitude of fields. It is capable of learning complex relationships between data and after training deep learning models can perform predictions very
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efficiently. It has previously been shown [14, 15, 16, 17, 18] that such networks are capable of
estimating the option price, but no insight has been given into its possible application on the
optimization problem previously described.

1.1

Motivation

As previously described attempts have been made to bypass the option pricing models completely with the use of neural networks. Why then care about the number of time-steps?
Could neural networks capable of pricing options simply be improved and replace the models? It is possible, but a big part of option price calculations are the calculations of risk metrics,
used by financial institutions to determine risk in their portfolios. Such metrics would not be
trivial to extract from a neural network. And would such a process be trusted by the customer buying the calculations? Most models aimed at pricing options are understandable by
humans and can be analyzed and interpreted based on financial principles. This is not true
for neural networks. With this is mind, this study will attempt to contribute to improving the
existing performance of understandable models rather than replacing them.

1.2

Aim

This thesis aims to investigate the feasibility, and methodology, of predicting the depth of a
binomial tree at which convergence will begin to occur, given a set tolerance, in order to minimize the time needed to calculate the price of an option while retaining the needed precision.
It also aims to compare such a methodology to an alternative lookup table. The alternative
lookup table is a table with appropriate number of time-steps for a given range of one of the
parameters of an option and was developed at Nasdaq.

1.3

Research questions

1. How can a point of convergence be determined for the option price, calculated with the
CRR model, such that the point represents a value that is sufficiently small whilst still
being reliable.
2. Can an artificial neural network be used to predict the minimal number of time-steps at
which the price given by CRR model differs with no more than an absolute difference
of 0.01 from the terminal value of the CRR model, i.e. the price given when the number
of time-steps approaches infinity?
3. What is the difference in time and accuracy when comparing the neural network and
a subsequent price calculation vs. using a lookup table to determine an appropriate
number of time-steps to use when calculating the price?

1.4

Delimitations

The study is limited to American call options and calculations performed with the CRR
model. It is also limited to a subset of the possible parameter ranges that are applicable
for options. Ranges will be presented in detail in the method chapter.

2

Chapter 2

Theory
The following chapter will begin by presenting the fundamentals of options and models for
pricing options. Secondly, a section presenting theory about how convergence has traditionally been studied for discretized methods. After that a section relating to regression will be
presented and lastly, a section with theory about deep learning and previous literature touching on both deep learning and options pricing.

2.1

Options

Options belong to the financial asset class of derivatives which are instruments that derive
their value from an underlying instrument. This instrument can be a stock, index, other
derivates, etc. Options give the buyer of the option, but not the obligation, the right to buy or
sell the underlying at a previously agreed upon price, commonly referred to as the Strike, and
are primarily used for hedging a position. The buying or selling aspect depends on whether
the option is a call, the right to buy, or a put, the right to sell. The price of an option commonly
referred to as the premium of the option should be such that there is no arbitrage to be made
in long and short1 positions of options and it’s underlying.
Additionally, different types of options can have specific rules governing them. The two
most common types of options are European- and American options. European options can
only be exercised at maturity, i.e. at a previously agreed upon date. American options, on the
other hand, can be exercised at any given point in time. The effect this has on pricing will be
presented in the following section [1]

2.1.1

Options Pricing

The following sections will present the evolution of option pricing and some of the models
available. Some previous approaches to optimizing the calculation process itself will also be
presented, a field that has primarily focused on parallelization of the computations.
2.1.1.1

Black-Scholes

Black-Scholes is a continuous mathematical model that attempts to explain the behavior of
derivatives of financial assets, such as options. The model was presented by Black & Scholes
in 1973[1]. The Black-Scholes model assumes that the trading of stocks in the financial markets proceed continuously and the dynamics are described by equation 2.1 where r is the
instantaneous expected return of the asset S, σ2 is the instantaneous variance of the return
and dW is a standard Gauss-Wiener process[19].
dS(t) = rS(t)dt + σS(t)dW (t)

(2.1)

1 A long position is when, for example, a trader owns share in a stock and make a profit when the stocks value
increases. A short position, on the other hand, is when a trader borrows share in a stock and sell them. The trader
then make a profit if the trader can buy the shares back at a lower value than what they were sold for. Thus creating
a situation where the trader benefits from a decrease in value of the stock.
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The Black-Scholes formula additionally makes the following assumptions:
• The short term interest rate is known and constant.
• The price of the underlying asset S follows a random walk with a variance rate proportional to the square of S. The resulting distribution of possible S at the end of any finite
time period is log-normal.
• The underlying asset pays no dividend.
• The option type is European.
• There are no transaction costs in buying or selling the underlying asset or the option.
• There are no penalties to short selling.
If these assumptions hold the equation for pricing a European option is
C(S, t) = N(d1 )S  N(d2 )Kert

 
S
+t r+
d1 = ? ln
K
σ t
  

1
S
?
d2 =
ln
+t r
K
σ t
1



1
N (x) = ?
2π

»x

8

σ2
2



σ2
2



(2.2)

(2.3)

e 2 z dz
1 2

(2.4)
(2.5)

where the following notations apply, and will generally apply in this report:
C = Call option price
S = Current price of the underlying asset
K = Strike price of the option
r = risk-free interest rate [0, 1]
σ = volatility of the underlying assets return [0, 1]
t = time to maturity (in years)
N = normal cumulative distribution function
The Black-Scholes formula has certain limitations, primarily that it cannot take dividends, or
early exercise, into account, making it unsuitable for option types other than European, for
example, American options or other types which have no closed-form solution. Regardless of
this limitation, it can still be found being used as a benchmark for new models for calculating
option prices.[17]
The Black-Scholes model has been criticized by MacKenzie & Millo [3]. What they found
was that rather than explaining the financial derivatives market the model prescribed a behavior. In the early days of the model the prices calculated by the model differed significantly
from the empirical prices, i.e. the prices at which the derivative traded at. With time this difference diminished, partly because of the effect of option pricing theory itself. Simply having
a common model to think and reason about between participants in the financial derivatives
market gradually made the behavior a reality. Black & Scholes presented some empirical
findings of the difference between real and calculated option prices. What they found was
that the accuracy was higher for option writers, i.e. sellers, of an option than for buyers. Black
& Scholes accredit this mostly to the large transaction costs involved in buying an option [1].
4
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2.1.1.2

Binomial Trees

In 1979 Cox et al. [4], further referenced as the CRR model, presented a binomial tree that
built upon the Black-Scholes formula but attempts to solve the restriction of only being able
to price European options. To solve this they had to find a model that could handle the
early exercise of the American option. The underlying concept of binomial tree structure
of the CRR model is that at each point in time, the price of the underlying asset can either
increase with probability p or decrease with probability 1  p. It is also required for an up
move, followed by a down move, to be equivalent to a down move, followed by an up move,
otherwise, the tree will not be a recombinant binomial tree as it will not recombine. The
binomial tree is constructed in such a way that the depth of the tree is equal to the number of
time-steps, n. This means that the time difference is given by equation 2.6.
t
n

∆t =

(2.6)

The number of time-steps parameter is the only parameter of the CRR model that is set by
the person, or system, performing the calculation. All other parameters are defined by the
option and its underlying asset S. Increasing the number of time-steps parameter generally
increases the precision of the price, see figure 2.2 for a visual example. [4]
However, as pointed out by Tian [20], Heston & Zhou [21] and Leisen & Reimer[19] the
convergence of the CRR model is non-monotonic and it can not be guaranteed that the precision is improved by all possible increases of n.
The CRR model by Cox et al. [4], first calculates the price for each node in the binomial
tree, then finds the option value at each final node and then walks back through the tree to
obtain the price of the option. The forward calculations are made with equation 2.7 where
Sτ, i s is the underlying price at time τ in the tree and the ith node, Nu and Nd are the number
of up moves and down moves to the nth time period.
Sτ, i = S0 u Nu d Nd
u = eσ
d = e σ

?

?

∆t

∆t

=

(2.7)

(2.8)
1
u

(2.9)

The equation for the final nodes are

#

Cτ =t, i

= max (St,i  K, 0) for a call option
= max (K  St,i , 0) for a put option

(2.10)

and the value at earlier nodes can then be calculated using equation 2.11.
Cτ∆t, i = er∆t ( pCτ, i + (1  p)Cτ, i+1 )

p=

er∆t  d
ud

(2.11)

(2.12)
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F
2

p

C

p

(1 

p) p

A

E

(1 

(1 

p) p

p)
B

(1 

p) 2
D

Figure 2.1: A simple binomial tree with two time-steps.
A simple description of how to apply the above-presented equations to calculate the price
of an option is as follows:
1. Calculate the underlying price, using equation 2.7, for all nodes in the tree.
2. Use the appropriate version of equation 2.10 to calculate the terminal nodes of the tree,
nodes E, F and D in figure 2.1.
3. Calculate the price of all the other nodes, A, B and C, starting from the nodes closest to
the terminal nodes.
4. The final price of the option is the value of node A.

6
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Figure 2.2: The price for an option (y-axis) over 1-2500 number of time-steps (x-axis) with
σ = 0.5, r = 0.03, t = 1, S = 90 and K = 100

2.1.2

Optimizing Option Price Calculations

In the field of option pricing the primary method of optimizing performance has been to
introduce parallelization in the calculations, i.e. the process of calculating several paths of
the binomial trees in parallel [6, 22, 12, 13]. Gerbessiotis presents in his research an architecture independent model for performing option price calculations. He is able to increase
performance significantly for the price calculations, ranging from speed-up of, 1.52 to 11.3,
depending on problem complexity and the cluster set-up. The parallelization library used
had a significant impact on the speed-up and one of the libraries performed consistently
worse than the other. [12]
The model introduced by Gerbessiotis [12] has certain drawbacks identified by Zhang et
al. because the parallelism that can be used decreases for the lower levels of the binomial
tree. The authors also compared a GPU and CPU implementation of their algorithm and
found that using a GPU performed was almost the same as a sequential CPU implementation,
whereas the parallel CPU implementation had a significantly higher speed-up factor. [22]
In a more recent study by Popuri et al. [6] the authors go further by proposing a Monte
Carlo approach to the binomial tree model. By treating each possible path through the tree
as a Bernoulli path they are able to both parallelize the expected value of the binomial tree
as well as sampling the expected value via a parallel Monte-Carlo method. They were able
to show a speed-up of up to 52.58 when implemented in Julia as well as showing that the
Monte-Carlo estimate did converge to the expected value of the binomial tree. [6]
Perry et al. take a slightly different approach where they, on top of allowing parallelization
where possible, also compare the performance of two different models. The authors produce
a model to predict execution time, in seconds, of both models based on processor nodes and
required accuracy of a spread option. Based on these predictions they are able to produce a
7
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surface for both models. These surfaces can then be used to simply pick the model for which
the execution time is the lowest. The authors also find that the compared models, one MonteCarlo model and one grid-based Black-Scholes PDE (the CRR model is a grid-based method),
perform differently for different accuracy requirements. [13]

2.2

Convergence

When dealing with models that discretize some partial differential equation (PDE) the discretized model must approach the original value of the PDE. To verify convergence the discretization error is defined as [23]:
DEk = f k  f exact

(2.13)

where f k is the solution of the discretized model for a certain k and f exact is the solution to the
original PDE. k is the mesh-level, i.e. ∆t or equivalent. In order to estimate the discretization
error, Roy presents two ways, a priori, and a posteriori estimates. For a priori estimates the
following equation can be used [23]:
DE = Ch p

(2.14)

where C is a constant, generally, problem dependent and challenging to determine, p is the
formal order of accuracy and h is a measure of element size (∆x, ∆t, etc.). [23]
Oberkampf & Roy continue to explain that C generally depends on various derivatives
of the exact solution and state that the estimated error generally over-estimates the true error[24]. The determination of the formal order of accuracy is dependent on the problem, but
one can instead use the observed order of accuracy. This order of accuracy can be computed
directly from the results of the discretized model. The equation 2.13 can be reformulated as
DEk = f k  f exact = g p hk + HOT
p

(2.15)

where g p is the coefficient for the leading error term, p is the observed order of accuracy. It
is assumed that the higher-order terms (HOT) are negligible. This allows the following performing calculations with 2.15 for two different grid resolutions, k = 1 and k = 2. Combining
these two equations results in the following equation:
p

g p h2
DE2
h2 p
=
p =
DE1
h1
g p h1

(2.16)

p can then be solved by taking the natural log of both sides of 2.16.
p=

2
log( DE
DE )
1

log( hh2 )

(2.17)

1

This however, can only be calculated when the exact solution is known. [23]

2.2.1

Option Price Convergence

In the field of option pricing convergence has been the target of several studies in an attempt
to improve the rate of convergence. Leisen & Reimer showed in their study that the CRR
model converges with an order of one for European call options [19] and was later proven to
be of order one for the American put option as well [25]. However, Heston & Zhou showed
in their study that the order of convergence for the local error is O(1/n2 ) and that the order
?
of convergence, close to maturity is O(1/ n)[21]. Heston & Zhou argue that the difference

8

2.3. Regression
in results between their study and Leisen & Reimer is because Leisen & Reimer made a simplification in how the local error affected the overall convergence and not only the oscillatory
pattern [21]. Leisen & Reimer defines convergence for an option, given q > 0 as [19]:

@n : e n

C
nq

(2.18)

The difference between equation 2.18 and 2.13 can be explained by a difference in terminology. Widdicks et al. specifie order one as the error being bounded proportional to 1/n[26],
i.e. p = q and h = n. Leisen & Reimer find that the irregularities, or sawtooth pattern of
the CRR model, i.e. non-monotonic, convergence is the result of the varying position of the
strike price relative to the terminal tree nodes. To combat this issue and attempt to construct
a monotonically converging tree (LR) they construct a tilted tree in order to place the strike at
the center of the tree. Additionally, they only calculate using odd values of n. Leisen & Reimer
were not able to show an improvement in the rate of convergence for their proposed model
compared to the CRR model but results show a significantly smoother convergence. [19]
Joshi later proved that the LR tree of Leisen & Reimer converges with second order for
European options. [27]
Widdicks et al. criticize the LR tree for being tuned for European options as it requires
a priori knowledge of the exact solution, something that’s not available for the American
option. [26] Tian, on the other hand, proposes a tilt parameter that places one of the terminal
nodes at the strike price and this leads to a tree that converges almost smoothly[20].
Widdicks et al. build upon the results of Leisen & Reimer and of Tian and present an
equation for finding implied time-steps for which the price will have the largest positive error.
Using this equation and extrapolating the price for the implied number of time-steps, since
the number of time-steps is not guaranteed to be an integer number, prices can be obtained
that converge smoothly. [26]

2.3

Regression

Regression is the process of fitting some function, f , to a set of data. This data commonly
includes response variables and explanatory variables. The simplest form is given in equation
2.19 where y is the response variable, x the explanatory variable, k the unknown parameter
and m is the intercept and the equation is linear in regards to its coefficients.
y = kx + m

(2.19)

The equation 2.19 can be generalized to represent an arbitrary number of observations, m, and
explanatory variables, β, including a bias β 0 , see equation 2.20, where Y is a m  1 vector, X
is a m  ( p + 1) matrix with rank k m and e is a m  1 vector of random IID variables with
mean 0 and variance σ2 . [28]
Y = Xβ + epsilon
(2.20)
Each observation can be written in the following form
yi = β 0 + β 1 xi2 + β 2 xi3 + ... + β p xik + epsiloni

(2.21)

A common way of solving such a linear regression problem is to use Ordinary Least
Squares (OLS) [28]. Then β̂, the estimate of β, can be solved by performing the following
equation
β̂ = (X| X)1 X| Y
(2.22)
OLS requires certain assumptions to hold where I is the identity matrix:
• E(y) = Xβ
• cov(y) = σ2 I
9

2.3. Regression
and given that these assumptions hold the estimator has the following properties [29]:
• β̂ is unbiased, i.e. E( β̂) = β
• All β̂ k in β̂ are correlated to each other.
• The least squares estimator, β̂ is the best linear unbiased estimator (BLUE) for β.

2.3.1

Non-linear regression

When the equation is no longer linear, with regards to the parameters, there is no longer an
analytical solution to the OLS. A nonlinear equation can be written as:
yi = f ( x i , β ) + e i

(2.23)

There are four key differences between linear regression and nonlinear regression, two of
which can be seen as advantages and two disadvantages.
• More flexible than linear regression as it does not put the same requirements of linearity
on f or that f has to be linearizable.
• Can, in some cases, be more appropriate than linearization of f . Linearization of f can
for example be log( f ).
• Nonlinear regression requires knowledge of f before the fitting process and is thus less
exploratory in nature, compared to linear regression.
• If f is not specified correctly it is possible that the fit may even become worse than
predicting the mean.
When performing nonlinear least squares using the standard sum of squares as the objective
of the minimization, see equation 2.24, iterative numerical optimization algorithms have to
be utilized to find an estimate, β̂, to β. [30]
ņ

S=

(yi  f ( xi , β))2

(2.24)

i =1

The following two subsections will present two categories of nonlinear regression: direct
search and gradient based algorithms
2.3.1.1

Direct search

Direct search algorithms only evaluate functions and do not depend, explicitly or implicitly,
on the gradient of the function. Direct search algorithms, in general, lack a rigorous background, especially in regards to convergence because of the lack of information about the
gradient. This is often outweighed by their applicability to a wide area of problems, simplicity, and effectiveness. Two popular direct search algorithms are Nelder-Mead and Powell. Nelder-Mead [31, 32, 33], also called DOWNHILL simplex, is a simplex-based algorithm
based on an iterative process of predefined steps: reflection, contraction and expansion. It
requires an initial estimate of each variable but does not require the function to be differentiable. [31] Convergence is not guaranteed and in 1996 McKinnon showed that there are certain functions, with two variables, where Nelder-Mead performs less than optimal as it will
converge to non-stationary points, i.e. not optimum or even local optima will be reached [34].
Gao & Han show in their paper that the Nelder-Mead algorithm becomes inefficient in higher
dimensions and provides an adaptive parameter based on the dimension n of the problem to
combat these issues [35].
Powell [36, 33] instead performs minimization in groups of n mutually conjugate directions in Rn . The algorithm performs line minimization along with those conjugate directions.
10
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The primary advantages are the same as those of Nelder-Mead, i.e. simplicity and effectiveness. [37] In the research done by Manousopoulos & Michalopoulos where the estimated
yield curves, Powell came out on top, followed by Nelder-Mead and Simulated annealing.
2.3.1.2

Gradient based algorithms

Gradient-based algorithms, us as the name implies, the gradient of the function to perform
optimization. The gradient can be computed analytically or approximated with finite differences. This is a (theoretical) advantage compared to direct search methods as it utilizes the
geometry of the search space. Two popular gradient-based algorithms are Broyden-FletcherGoldfarb-Shanno (BFGS) [38, 33] and generalized reduced gradient algorithm. BFGS is an
iterative process that uses a local quadratic approximation of the function and an approximation of the Hessian. The approximation of the Hessian is done in order to speed up the
convergence of the algorithm. This algorithm is a good general purpose algorithm. [37]
An improvement to BFGS is L-BFGS-B [39] which allows for applying bounds to the optimization problem. It is also more memory efficient than BFGS as it limits its memory usage. [39]
The generalized reduced gradient algorithm [40] divides the problem into smaller reduced
problems. It too uses the gradient of the function but also performs linearization of non-linear
constraints and variable elimination. The algorithm is considered to be a robust non-linear
optimization algorithm. [37].
SLSQP is another gradient based model, specifically a sequential quadratic programming
algorithm, that uses a combination of Powell and BFGS as well as supporting constrained
problems. [41]
When solving nonlinear least-squares-problems specifically the Levenberg-Marquardt is
a popular algorithm. It was initially presented independently by Levenberg [42] and Marquardt [43] and a popular robust implementation was presented in 1977 by More [44].
The Levenberg-Marquardt algorithm requires that f is differentiable. However, LevenbergMarquardt does not support bounds on β, as defined in section 2.3. In situations where
bounds on β are required, a subspace interior and conjugate gradient method, STIR [45], can be
used. STIR is a trust region based gradient method. STIR is capable of considering bounds by
iteratively solving the optimization problem and compared to similar methods it is capable
of avoiding taking steps directly into bounds [45].

2.3.2

Data boundary fitting

A variation of the OLS, is the Generalized Weighted Least Squares (GWLS) where wi is the
weight for an observation, α is a variable exponent (α = 2 in OLS), ρ is the exponent of the
standard deviation (ρ = 2 in OLS), and β are the parameters of the function f .
Ņ

S=

wi | y i  f ( x i , β )|α

(2.25)

i =1

Cardiel presents a weighting scheme for GWLS for fitting upper and lower boundaries
to a set of data points [46], where ξ is the increase in weight, wi , added to all samples that
violate the boundary:

# ρ
$
upper
1/σi
'
'
ρ
'
& boundary ξ/σi
wi 
# ρ
'
'
upper
ξ/σ
'
% boundary 1/σiρ
i

for

f ( xi , β ) ¥ yi

for

f ( xi , β )

for
for

yi

f ( xi , β ) ¡ yi

(2.26)

f ( xi , β ) ¤ yi
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For α = ρ = 2 equation 2.25 simplifies to equation 2.24. This weighting scheme, see equation 2.26, allows the GWLS to punish data points below, or above, the curve differently from
the others and thus force the curve to be fitted toward the upper or lower boundary of a
set of data. As the wi is now dependent on yi an analytical solution can no longer be retrieved, regardless of the underlying functions linear properties. Instead the solution has to
be calculated using an iterative approach. Cardiel suggest using Nelder-Mead, also known as
Downhill simplex. In Cardiels experiments, the coefficients given by a fit with OLS, is used
as the initial guess. When testing the weighting scheme on a simple polynomial function and
α = ρ = 2 it was clear that increasing ξ lead to a faster convergence. [46]

2.4

Artificial Neural Networks

Artificial Neural Networks (ANNs) are a machine learning technique based on concepts from
the human brain. The network consists of at least one input and one output node, see figure
2.3.

Input
layer

Hidden
layer

Output
layer

Input 1
Input 2
Input 3

Ouput

Input 4
Input 5

Figure 2.3: Artificial Neural Network (ANN) with one hidden layer.
Each node in the network is a neuron. These neurons, see figure 2.4, have a weight assigned to each input and an additional bias input. These inputs, multiplied with their corresponding weight, are summed together with the bias. The sum is then passed through an
activation function to generate an output. The network can contain any number of nodes,
usually divided in layers, where any layer between the input and output is called a hidden
layer. The output of each node in a layer is passed to the nodes in the next layer. Layers,
where all nodes connect to all nodes in the next layer, are called fully connected layers and
each node will have n + 1 inputs. These networks, if they contain at least one hidden layer,
are capable of learning complex relationships in data. [47]
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x2
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Σ
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Figure 2.4: Artificial neuron with inputs xn , weights wnj , activation function ϕ and activation
output o j .
The output o j in figure 2.4 can be described by the following equation
ņ

wij xi )

o j = ϕ(

(2.27)

i =1

ANNs can be used to perform both supervised and unsupervised learning. When training an
ANN, during supervised learning, a ground truth is used to compare the ANNs output(s) y
against. This comparison is performed with the use of a loss, or cost, function J (Θ) where Θ
is the weights of the entire network, different loss functions will be presented in section 2.4.5.

2.4.1

Activation functions

The activation function, denoted ϕ in figure 2.4, is the part of a neural network that makes
it possible to represent nonlinear relationships. Goodfellow et al. recommends using the
Rectified Linear Unit [nair_rectified_2010, 48], or ReLU, by default.
ϕ(z) = max (0, z)
where

(2.28)

ņ

z=

wij xi

(2.29)

i =1

Nair & Hinton showed that ReLU can, in some cases, be improved by adding a gaussian
noise to the function.
ϕ(z) = max (0, z) + N (0, σ (z)))
(2.30)
Another variant to ReLU is the Leaky ReLU (LReLU) which was shown to have an impact
on convergence speed, but not necessarily the end result [49]. The LReLU allows a part of z
to leak through allowing the gradient to be small and non-zero. The equation for LReLU is as
follows:
#
z if > 0
ϕ(z) =
(2.31)
0.01z otherwise
If the purpose of the ANN is to perform classification, i.e. predicting one or more binary
outputs the sigmoid function can instead be used to predict a bernoulli probability[47]
ϕ(z) = σ(z) =

1
1 + e z

(2.32)
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2.4.2

Training an ANN

Training an ANN consists of three core steps [47]
• A forward pass of a sample through the ANN.
• A calculation of the loss for the given sample that was passed and it’s corresponding
ground truth.
• A back-propagation of the loss backward through the network allowing the weights to
be updated.
Back-propagation is key to this process as it is a less expensive process for calculating gradients at each neuron. The gradients are used, in combination with a learning rate η to update
the weights. The partial derivate of the loss with regards to a weight wi j can be derived by
starting at the output and then calculating the gradient of the loss at all the previous weights
one by one. The update to a weight is then formulated as ∆wij :
∆wij = η

BE
B wij

(2.33)

The updates of Θ, the matrix containing all the weights, can be made in, primarily, two different ways; on-line and off-line (or batch). When doing online training the weights are updated
after each pass of a sample and during off-line training Θ is updated once all samples have
been passed through the network. Rojas explains the rationale for performing on-line training as introducing noise to the gradient direction, which results in avoiding local minima
and improving generalization, and being more efficient for large data sets when compared to
off-line as the computations of the gradient direction for a pass of an entire data set (usually
referred to as an epoch) can be very expensive. [50]
Goodfellow et al. present a class of methods called minibatch stochastic methods which
divides each epoch into smaller batches for which Θ is updated using the average loss over
those samples. They claim that using a minibatch method provides a good tradeoff between
efficiency and generalization. They also note that smaller batch-sizes require smaller learning
rates to combat the variance of the estimate of the gradient. [47]
The data set that is used in each epoch is referred to as the training set [47]. The training
set is a subset of the total data set and the remaining data is referred to as the test set. The
held-out test set is used to determine the networks generalization capabilities when training
is done. Additionally, for the purpose of tuning hyper-parameters, as explained in section
2.4.7, the test set is itself divided into two disjoint sets, a test set and a validation set. The
distribution of samples is commonly divided 80% for the test set and 20% for the validation
set unless cross-validation is used which is presented below. [47]
The trained network can have one of three characteristics; underfit, optimal or overfit, see
figure 2.5. An underfit network has been unable to learn from the training data and an overfit
model have learned too much and will be unable to generalize on unseen data. Generally the
following holds for each characteristic [47]
• An underfit network has both a large training and generalization error.
• If the difference between training and generalization error the network can be considered being optimal.
• If the difference between the training and generalization error is large the network is
overfitted.
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Figure 2.5: Characteristics of a trained network.

2.4.3

Optimizers

In order for the training process to find the optimal Θ an optimizer has to be used. Goodfellow et al. [47] and Bengio [51] both recommend using an optimizer based on Stochastic
Gradient Descent (SGD). SGD is arguably the most popular optimizer because it is easy to understand, is good at generalization and avoids saddle point [52]. SGD works by updating Θ
after each sample is passed through the network, i.e. it is an on-line optimizer. Goodfellow et
al. and Bengio both recommend the minibatch stochastic method presented by Goodfellow
et al. [47] which performs updates as per equation 2.34 where x is the input, y is the ground
truth, j is a sample in the data set, Θ is the weights of the network, η is the learning-rate, J is
the loss function, and n is the batch-size.
Θ = Θ  η∆Θ J (Θ, v x ( j:j+n) , y( j:j+n) )

(2.34)

Variants of the minibatch stochastic method include AdaGrad [53], RMSProp [54] and
Adam [55]. AdaGrad attempts to adapt the learning rate per weight resulting in a learning
rate that decreases with each update of a weight [53]. RMSProp instead alters the learning
rate of a weight by an average of its previous gradients [54] and Adam is an update to RMSProp that introduces a running average to the second moment in addition to the running
average in RMSProp [55].
In a study by Cong & Buratti [52] they compare SGD to Adam and find that, whilst Adam
is not as sensitive to initial learning rate as SGD can be, it does not generalize as well for the
image recognition tasks they studied.

2.4.4

Learning rate

The learning rate η determines how far in the gradient direction the optimizer will move
during each iteration [47]. If the learning rate is too large there is a risk of overstepping the
optimal solution and then if it is too small the convergence towards the optimal solution
becomes too slow. Bengio recommends using a default value of η = 0.01 and that it is the
most important hyper-parameter to tune [51].
Goodfellow et al. claim that it is common to use a decay schedule for the learning rate
when using SGD as the optimizer. They claim that this is because of the noise introduced by
the optimizer that’s persistent even when close to the optimum [47]. One approach, according to Goodfellow et al., to implement such a schedule is to simply reduce the learning rate
linearly until the epoch τ [47]. Bengio, on the other hand, suggest using a constant learning rate until epoch τ and then decreasing it by a factor O( 1t ), where t is the current epoch.
Other methods include warm restarts [56], where the learning rate is reset at epoch intervals T, warmup [57] where a lower learning rate is used until a threshold of loss/accuracy
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is reached upon which it is increased and cyclical learning rate [58] where the learning rate
cyclically varies over a range of values.

2.4.5

Loss functions

Goodfellow et al. presents two common loss functions for use in regression tasks. They are
Squared Error (SE) 2.35 and Absolute Error (AE) 2.36 where xi is the prediction for a sample i,
yi is the true value.
SE = ( xi  yi )2
(2.35)
AE = |xi  yi |

(2.36)

SE punishes larger errors more than AE but punishes smaller errors less than AE, see
figure 2.6 for a visual comparison of the curves for SE and AE of an individual sample.

Figure 2.6: Sample error comparison of SE and AE.

2.4.6

Weight initialization

the weights in the network, Θ, have to be initialized in some way. Goodfellow et al. recommends initializing Θ to small random values and biases to either 0 or small positive values [47]. Glorot & Bengio use a uniform distribution U ( ?1n , ?1n ) where n is the size of the
previous layer [48].

2.4.7

Hyper-parameter optimization

Goodfellow et al. present two methods for performing optimization of the hyper-parameters,
manual and automatic. Manual optimization consists of having a human tune the hyper16
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parameters based on some understanding of the domain and the machine learning process.
Automatic consists of setting up a model using some method of testing different parameters.
This can be done with either a grid search or random search. In grid search a grid is constructed consisting of all the combinations of values of the hyper-parameters for which to
optimize and during each iteration one variable is changed, i.e. taking one step in the grid.
An issue with grid search is that the search space quickly grows with an increasing number of
variables [47, 51]. In random search, the variables are not a fixed set but instead randomized
from a marginal distribution. For positive real-valued hyper-parameters, a uniform distribution on log-scale is recommended. Because all variables change between each iteration
random search tend to be more efficient than grid search as it avoids calculations for small
increments of variables with little effect, a problem often experienced in grid search. [47]
The epoch hyper-parameter is the easiest hyper-parameter to tune [47, 51] as it can be optimized by a process called Early stopping. Early stopping means that the change in validation
loss is observed between each epoch and when the change is below a certain threshold, ∆, for
a given amount of epochs in a row, called patience, the training is terminated. [47, 51]
An important aspect to consider when tuning hyper-parameters is to base the tuning on an
out-of-sample error. This could, for example, be a validation loss or cross-validation loss [51].

2.4.8

Regularization

Goodfellow et al. defines regularization as any modification done to a learning algorithm to
reduce its generalization error but not the training error. They also claim that what is an
appropriate regularization is dependent on the problem at hand. Two common forms of
regularization are weight decay [47] and dropout [59].
Weight decay is used to push weights towards a specific value by introducing a coefficient λ. Bengio claims that this coefficient is normally 0 [51] but it can also be set to other
values [47]. The weight decay is a form of penalization that penalizes large weights which
can prevent overfitting by limiting the weights. In practice the weight decay is added as a
regularization term, L, to the loss function J (Θ) as seen in equation 2.37. [51]
J(Θ)reg = J (Θ) + L

(2.37)

According to Goodfellow et al. the most common form of weight decay is L2 regularization,
but L1 is also used [51]
¸
L2 = λ Θ2j
(2.38)
j

L1 = λ

¸

|Θ j |

(2.39)

j

Bengio notes that it is important that the regularizer is unbiased when using a stochastic
gradient-based optimizer. This can be achieved by also multiplying the regularization term
with TB where B is the batch-size and T the total number of samples in the training set [51].
Bengio also points out that L2 regularization achieves essentially the same effect as using
early stopping thus recommending that, if early stopping is used, L2 regularization is not
used [51]. L1 can still be beneficial as it can drive unnecessary weights toward 0 [51].
Dropout, on the other hand, does not require any modification to the loss function. Instead, dropout randomly drops, with a certain probability, connections between neurons during training to prevent overfitting [59]. Dropout can be added to any layer in the network. It
has been shown to reduce the generalization error for several problems[60, 61] but it has also
been shown that it does not always do so [62]. Dahl et al. also points out the using dropout
can increase the training time compared to using no dropout [61].
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2.4.9

Cross-validation

Cross-validation is a technique that can be used to improve the estimated average test error
when comparing two, or more, models which reduce bias in the model selection process.
If the data set is just divided into train and test it can occur that the test set is especially
beneficial to one or more of the models under evaluation and the likelihood of this occurring
is greatly reduced with cross-validation. [47, 63]
In k-fold cross-validation the test set is divided into k mutually exclusive subsets. The
model is then trained k-times with each fold being used as the validation set once. The total
error is then the average error over all folds [47, 63].
Cawley & Talbot studied the concept of cross-validation further, specifically in the context of using cross-validation for both hyper-parameter optimization and for model selection.
What they found was that a severe form of model selection bias can be introduced. To combat this issue they suggest a nested cross-validation approach. Instead of performing model
selection for a default set of hyper-parameters and then performing hyper-parameter optimization with the selected model, or vice versa, hyper-parameter optimization is performed
for each fold and for each model. The result of this approach is an estimate of the best model
and its best parameters with a bias less than the traditional approach. [64]
The algorithm for performing nested cross-validation is as follows:
1. Divide the dataset into K cross-validation folds.
2. For each fold k = 1, 2..., K:
a) Let fold k be the test set.
b) Let all other folds be the training set T1 .
c) Split the validation set into L folds.
d) For each fold l = 1, 2..., L:
i. Let l be the validation set.
ii. Let all other folds be the training set T2 .
iii. Train with each hyperparameter on the training set T2 and evaluate on the
validation set.
e) For each hyperparameter setting calculate the average loss over the L folds and
pick the hyperparameter setting that gave the smallest loss.
f) Train a model with the best hyperparameter setting on the training set T1 . Use the
test set to evaluate performance and save the score for fold k.
3. Calculate the mean loss over all K folds and report this as the generalization error of the
model.
This implies that nested cross-validation takes a much longer time to perform as you have
K  L folds instead of K + L would be the case if cross-validation was first run with L folds
to select the best model followed by subsequent cross-validation with K folds to optimize
hyper-parameters.

2.5

Option Pricing and Neural Networks

There is a multitude of models and algorithms for performing pricing of options. Ranging
for the original Black-Scholes model[1] to more recent models involving Artificial Neural
Networks[18, 17]. Lin & Yeh applied neural networks to price options for the Taiwan stock
index. They used the same inputs that are used in the Black-Scholes formula and used four
different models for estimating the volatility. The volatility is the only parameter that is not
18
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readily available in the market data. The models used were historical-, implied-volatility,
GARCH, and Grey prediction. What they found was that the GARCH approach to volatility
out-performed the other approaches in all categories except for in-the-money, abbreviated
ITM, options. They also continue on the present the benefits of using a neural network over
traditional methods of calculating option prices. Those benefits are that the network is more
lenient toward characteristics of data. For example, the network can handle data that is not
log-normal. Additionally, Lin & Yeh state that in practice option prices are not only influenced
by parameters included in Black-Scholes, indicating that experimenting with additional inputs to the network could increase the performance of the network.[18]
In a study by Bennell & Sutcliffe similar conclusions where reached. They, in contrast to
Lin & Yeh[18] did not compare different volatility models. Instead Bennell & Sutcliffe focused
on the performance of the neural network compared to that of Black-Scholes. They found
that the neural network performed better for out-of-the-money, abbreviated OTM, options
but worse for in-the-money, abbreviated ITM, options. This is similar to the results of Lin &
Yeh as they also found worse performance for ITM options.[17]
Yao et al. handled the issues with ITM and OTM options by subdividing the data set into
partitions based on the moneyness, as defined by Chang et al. [65], the quotient of the underlying and strike price, of an option. This resulted in three different models: ITM, ATM
(at-the-money) and OTM, which performed well compared to the Black-Scholes price. The
data used consisted of 17, 790 samples from the Nikkei 225 stock index option and the architecture used three layers with 3, 2, 1 neurons in each. [14]
Persio & Honchar used a similar sample size of 16, 706 samples from the S&P500 stock
index option. They use a similar architecture but with wider hidden layers and included
dropout. They also used the ReLU activation function, compared to the sigmoid used by Yao
et al. [14]. [66] Culkin & Das used a larger sample size of 300, 000 samples which were simulated using a predefined set of ranges for each parameter. They used a significantly larger
architecture with 4 hidden layers, each containing 100 neurons and they used a combination
for LReLU, ELU, and ReLU as their activation functions-[67] They also used dropout and
chose a value of 25% and they achieved similar results to Yao et al.
Culkin & Das used four hidden layers for their network with 100 neurons in each
layer [67], Bennell & Sutcliffe used only one hidden layer with between three and five neurons in each[17] and Persio & Honchar found that a network with two hidden layers, 500 in
the first and 250 in the second layer performed the best.

2.5.1

Performance metrics in option pricing

Bennell & Sutcliffe claim in their research paper that there is no consensus as to which measure of accuracy should be used when comparing an ANN and Black-Scholes. In light of this
the authors use five different metrics: R2 , mean error, mean absolute error, mean proportionate error and mean squared error. [17]
Lin & Yeh use three different metrics, out of the five used by Bennell & Sutcliffe in their
research. In contrast to Bennell & Sutcliffe they do claim that there are common approaches to
the accuracy in the literature. However, the common approaches are not necessarily related
to ANNs specifically but more to forecasting option prices in general. [18]
The mean squared error is also present in the study performed by Fang & George. They
also use something they annotate as R, which could be interpreted as the R2 also used by Bennell & Sutcliffe. However, they do not explicitly describe the equations of their metrics [16],
however, Fang & George only used the neural network to estimate the implied volatility surface and was integrated into existing models for calculating Asian options. Yao et al. used a
standard mean error in their research [14] which is also used by Amilon [68]. Culkin & Das
used RMSE [67] and Yao et al. used a normalized MSE [14]. The studies by Fang & George
and Culkin & Das are the latest out of the above-presented papers relating to Option Pric-
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ing and ANNs and it is thus possible that MSE, as it is closely related to RMSE, is sufficient
enough for evaluation of ANNs in the realm of Option Pricing. [16, 67]
When studying the research done on optimizing option price calculations only two of the
four presented papers studies some kind of accuracy of the prices [6, 13]. Popuri et al. studied
accuracy only in regard to their Monte-Carlo sampling of the paths in the binomial tree. They
use the sample valued and the variance to study the accuracy and conclude that the value
converges toward the true value and the variance converges toward 0 [6].
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Chapter 3

Method
The method was divided into three experiments where the later experiments build upon the
results of the previous experiments:
• Experiment 1: Generation of data set, creation and selection of convergence criterion
• Experiment 2: Neural network model selection and optimization
• Experiment 3: Real-world evaluation
The primary programming language that was used was Python 3.6.8, except for the data
generation process, which was implemented using Java 8.
The PyPi packages that were used in Python are presented in table 3.1. Keras was selected as it provided all the functionality that was required and TensorFlow was used as the
back-end as it is a popular combination and readily available on Google Cloud1 . Numpy2 ,
Pandas3 , scikit-learn4 and Scipy5 are all very popular packages that work well in the context
of Machine-Learning and has an abundance of online material available. lmfit6 was chosen
to supplement Scipy as some functionality that was required in Experiment 1 was not easily
implementable in Scipy. Lmfit does only add functionality on top of Scipy and as such only
acts as an interface to facilitate custom implementations etc. and all optimizers used in lmfit
use an implementation from Scipy.
Data generation and processing was done on a system running RedHat Enterprise Linux
installed (system 1), with 64GB RAM and an Intel(R) Xeon(R) Gold 6130 CPU @ 2.10GHz
CPU. Neural network training was performed on Google Cloud on multiple instances of
Google Clouds n1-standard-4 (system 2) machine type with 4 vCPUs and 15GB RAM7 in
order to provide accurate and comparable time measurements for the training. All additional
computations, such as the third experiment, for instance, was run on a laptop (system 3) with
16GB RAM and an Intel(R) Core(TM) i7-8750H CPU @ 2.20GHz.

3.1

Experiment 1: Data generation and convergence criteria

The basis for the data generation is American option price calculations, limited to call options, calculated using the CRR model [4], for a range of time-steps. The input parameters,
excluding the number of time-steps, were uniformly randomized from a fixed range for each
parameter to create an option parameter combination (κ). κ will be used from here on to describe a random combination of σ, r, S, K, and t. Each κ was then used as the input for the
CRR model in combination with one number of time-steps value from the fixed range of 1
1 https://cloud.google.com/ml-engine/docs/tensorflow/

(accessed June 23, 2019)
(accessed June 23, 2019)
3 https://pandas.pydata.org/ (accessed June 23, 2019)
4 https://scikit-learn.org/stable/ (accessed June 23, 2019)
5 https://www.scipy.org/ (accessed June 23, 2019)
6 https://lmfit.github.io/lmfit-py/ (accessed June 23, 2019)
7 https://cloud.google.com/compute/docs/machine-types#predefined_machine_types (accessed June 23, 2019)
2 https://www.numpy.org/
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Package

Version

Description

pandas
numpy
scipy
lmfit
scikit-learn
keras
tensorflow

0.24.1
1.16.1
1.2.0
4.3.1
0.20.3
2.2.4
1.12.0

Data management library
Scientific computing library
Math, science and engineering library
Nonlinear optimization library
Machine learning library
High level neural network library
Low level neural network library

Table 3.1: PyPi packages used and their versions.

σ
r
t
S
lm

Min

Max

Decimals

Description

0.1
0.005
0.5
0.1
-0.8

1
0.05
2
100
0.8

3
3
3
2
3

volatility
risk-free interest rate
time to maturity
price of the underlying
log moneyness

Table 3.2: Min, max, and number of decimals for the ranges parameters are randomized from.
See section 2.1.1.1 for a more detailed description of each parameter.
to 2500. Each complete calculation of the CRR model produces one data point in figure 2.2
resulting in a total of 2500 different option prices for each κ.
The ranges for the parameters can be seen in table 3.2. Note that there is no range for the
strike price K in table 3.2, instead, it is calculated using log moneyness (lm) and the price of
the underlying S using equation 3.1.
K = elog(S)+lm

3.1.1

(3.1)

Target selection criteria

The following sections present the different selection methods derived from the literature in
order to produce the data that will be used as the ground truth value for the output of the
neural networks. First, three different criteria will be described and explained and then two
different algorithms for fitting two of the criteria to the data will be presented. The last two
criteria were created in an attempt to encapsulate the data in two curves in order to combat
some of the complexity that is present in the first criterion due to the oscillatory nature of the
CRR model.
3.1.1.1

Simple optimal number of time-steps

The first model used for target selection is the most simple variant. It consists of finding
the number of time-steps at which the difference between the maximum and minimum price
of any number of time-steps larger than the optimal number of time-steps, for a given κ, is
less than twice the given tolerance, see equation 3.2. The tolerance is a given tolerance that
specifies the maximum allowed difference between the price and the option price of the CRR
model when the number of time-steps approaches infinity, called the terminal value. The
price function is the price, calculated with the CRR model, for a given κ and number of timesteps n. Equation 3.2 can be solved by simply exhaustively increasing n until the difference
between equation 3.3 and 3.4 is less than or equal to tolerance  2 and n is found.
n = min(maxκ,n  minκ,n
n

¤ tolerance  2)

(3.2)
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where
maxκ,n = max ( price(κ, n))

(3.3)

minκ,n = min ( price(κ, n))

(3.4)

n...nmax

n...nmax

3.1.1.2

Convergence curves - cn

Research into convergence and discretization errors defines the true discretization as 2.13 [23].
The presence of f exact , i.e. the true terminal value of the CRR model, makes the usage of
this problematic in the case of American options. As the American option does not have a
closed form solution, f exact does not exist. Instead equations exist that estimate the error, see
equation 2.14 [23], which has been adapted for use with option pricing and binomial trees by
Leisen & Reimer [19], see equation 2.18. Using equation 2.18 and utilizing the estimate that
q = 1 [25] two equations were produced. Included in both were the addition of an equality to
be able to find the intersection of the tolerance and the curves of the equations. One equation
have C + ¥ 0 and the other have C ¤ 0, the first one being a fit to the upper bound of the
option price oscillation, as can be seen in figure 2.2, and the second one responsible for the
lower bound, see equation 3.5 and 3.6. As such, the second equation is the first equation, but
formulated as a curve that will approach 0 from negative values rather than positive values.
The purpose of the curves was to encapsulate the data and reduce the complexity caused by
oscillations. Both C + and C were fitted using the methods introduced in section 3.1.2 and
3.1.3 and the fitted values are Cˆ+ and Cˆ .
C+
n

¤ tolerance

(3.5)

C
¥ tolerance
(3.6)
n
This implies that an estimate of n (n̂) can be derived from equation 3.5 and 3.6 as follows
by setting equation 3.5 = equation 3.6:
tolerance  2 =

Cˆ+  Cˆ
n̂

(3.7)

Cˆ+  Cˆ
(3.8)
tolerance  2
These equations assume that positive and negative data points, with regards to the terminal value of the CRR model, can be identified or otherwise handled. To handle this it was
decided to attempt to estimate the terminal value with the use of the Black-Scholes price for
the given option κ.
n̂ =

3.1.1.3

Convergence curves - cnLq

The convergence curves presented above in section 3.1.1.2 assume q = 1, i.e. convergence
with order 1 as per the findings of Leisen & Reimer [25], and that knowing f exact can be
replaced by identification of positive and negative data points. Assuming q = 1 can prove
problematic as presented in section 2.2.1 as the order of convergence can fluctuate between
1 and 0.5 close to maturity. This can be handled by introducing a new variable q to equation
3.5 and 3.6. Additionally, a variable L can also be added to act as an offset, i.e. replace f exact
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and instead be estimated during fitting against the data. With these two new variables the
following equations are obtained.
C+
+
+ +L
nq

¤ tolerance

(3.9)

C

(3.10)
 + L ¥ tolerance
nq
In contrast to equations 3.5 and 3.6, equations 3.9 and 3.10 cannot be combined into a
single equation that predicts n (n̂). Instead the number of time-steps for which the upper, or
lower bound, falls within the given tolerance have to be calculated separately, see equation
3.11 and 3.12.
Cˆ+

ˆ+ )

ˆ = e(log( tolerance )/q
nupper



Cˆ

ˆ = e(log( tolerance )/q
nlower

ˆ )

(3.11)
(3.12)

ˆ and nlower
ˆ as the equation resulting in the
The n̂ will by definition be found between nupper
smallest of the two predicted time-steps will be guaranteed to have an error strictly less than
the tolerance given the larger of the two predicted time-steps. As such the total error will be
strictly less than tolerance  2 at the larger number of time-steps resulting in the n̂ being found
between the two predicted time-steps.
However, solving for the n̂ is not trivial as q+ and q cannot be assumed to be equal. This
makes the combined equation of 3.9 and 3.10, see equation 3.13, analytically unsolvable.
C+
C
+

+
L

(3.13)
+
 L
nq
nq
Instead of solving for n̂ analytically an iterative numerical solver had to be used. Given
that an upper and lower bound for n̂ exist, a trivial iterative algorithm was produced. The
algorithm uses a calculation of the total error between the two equations for a given n, given
an assumption that L+ = L and as such cancel out each other and the error between the
two curves can be simplified to:
tolerance  2 =

C+
C

(3.14)
+

nq
nq
Based on this error it is then possible to iteratively increase or decrease the guess for n̂,
based on the error of the current guess in relation to tolerance  2. The limits were adjusted
accordingly until the algorithm converges and an estimate for n̂ is obtained. An implementation of such an iterative algorithm is shown in listing 3.1
error =
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import numpy as np
def iterate_for_target_n(upper, lower, c_upper, q_upper, c_lower, q_lower):
start_upper = upper
start_lower = lower
if upper < lower: # switch limits
temp = upper
upper = lower
lower = temp
prev_n = 0
n = lower
stop = False
while not stop:
error = (c_upper / np.power(n, q_upper)) - (c_lower / np.power(n, q_lower))
temp_n = n
if error == 0.02:
stop = True
n = temp_n
elif error > 0.02:
n = n + ((upper - n) / 2)
lower = temp_n
else:
n = n - ((n - lower) / 2)
upper = temp_n
# We allow a certain difference when the abs is <= 0.5 as we can otherwise
get stuck.
if error <= 0.0201 and np.abs(prev_n - temp_n) <= 0.5:
stop = True
if error <= 0.02:
n = temp_n
else: # This is the case when the upper limit was the actual true_n but
we had to look at lower n to
be sure and all those lower n
had errors > 0.02, which means
we would never actually reach
true_n again.
n = upper
prev_n = temp_n
return np.ceil(n)
def get_predicted_n(popt_upper, popt_lower):
c_upper = tuple(popt_upper)[0]
c_lower = tuple(popt_lower)[0]
r_upper = tuple(popt_upper)[2]
r_lower = tuple(popt_lower)[2]
# We want to avoid target_n becoming 0 as this is invalid.
if c_upper == 0:
target_n_upper = 1
else:
target_n_upper = np.exp(np.log(c_upper / diff_limit) / q_upper)
if c_lower == 0:
target_n_lower = 1
else:
target_n_lower = np.exp(np.log(c_lower / (diff_limit * -1)) / q_lower)
target_n = iterate_for_target_n(upper=target_n_upper, lower=target_n_lower,
c_upper=c_upper,
q_upper=q_upper,
c_lower=c_lower, q_lower=q_lower)
return np.int32(np.ceil(target_n)) # We prefer overestimations over
underestimations when the guess is not
an integer

Code Listing 3.1: The python code for the iterative algorithm to find the predicted n.
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3.1.2

Smoothing algorithm

The first approach to fitting cn and cnLq to the data consist of a smoothing algorithm that
removes all the oscillations in the data to extract only the peaks, both negative and positive,
of the oscillations. This was done to produce two data sets with data suitable to be fitted
with a least-squares solver, one set for the upper boundary and one for the lower. Per the
sawtooth behavior described by Leisen & Reimer [19] it was possible to create an algorithm
that removes a data point if the previous data point was larger, or more negative for the
negative peaks, and then run this algorithm twice on the data to remove both the small and
large oscillations. The code for the algorithm can be seen in listing 3.2.
Additionally, the first and last data point after the smoothing algorithm had processed the
data was removed. This was done to remove noise from the first peak of the data and remove
any non-peak data point at the end. The non-peak data point occurred because the data only
contained 2500 time-steps and this means that the last data point was not guaranteed to be a
peak.
It should be noted that the maximum and minimum points obtained using this method
does not always correspond to the theoretical maximum and minimum points. An explanation is given by Widdicks et al. [26] as they show that the maximum and minimum error is
not necessarily given by an n that is an integer number. Instead the maximum and/or minimum can occur between two integer n and as such will not be included in the generated data
set.
When appropriate data sets were obtained for both criteria, cn and cnLq, they were fitted.
As we assume that the lower boundary always produces a negative tolerance, see equation
3.6 and 3.10, i.e. the lower boundary converges toward the terminal value from below the
terminal value, it was important that C was bound to always be negative. The same applied
to C + which had to always be positive. Additionally, the lack of an L variable in the cn
criterion meant that the data had to be offset before fitting the data. This was done using the
Black-Scholes price as described previously in 3.1.1.2.
The method of fitting that was chosen was STIR [45] as bounds needed to be enforced on
C + and C . Bounds were also enforced on L+ , L , q+ and q for the cnLq criterion. The L
variables were enforced to positive values simply because the terminal value has to be greater
or equal to 0. The q variables were enforced between 0.5 and 1 as per the findings by Heston
& Zhou [21].
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import numpy as np
#
#
#
#
#

data is the option price calculated over several time-steps
negative indicates whether we are looking for negative peaks
or not
columns is a list of all the columns in the data and
price_column is the name of the column containing the option price

def smooth(data, negative, columns):
previous_replaced = True
smoothed_data = {}
for p in range(0, 2):
smoothed = []
for i in range(0, len(data)):
row = data[i, :]
if i == 0:
smoothed.append(row)
else:
prev = data[i - 1, :]
if (not negative and row[columns.index(price_column)] \
> prev[columns.index(price_column)]) \
or (negative and row[columns.index(price_column)]
< prev[columns.index(price_column)]):
if previous_replaced:
smoothed[len(smoothed) - 1] = row
else:
smoothed.append(row)
previous_replaced = True
else:
previous_replaced = False
smoothed = np.array(smoothed)
data = smoothed
return smoothed[1:-1, :]

Code Listing 3.2: The python code for the smoothing algorithm.

3.1.3

Boundary fitting algorithm

The second approach to fitting cn and cnLq to the data was to use a data boundary fitting
method presented by Cardiel [46]. This method uses the GWLS error, see equation 2.25, function which allows the upper and lower bounds to be fitted directly on the entire data set. As
Cardiel [46] noted that higher weights improved the rate of convergence when solving the
optimization problem a weight of 1000 was chosen. Cardiels GWLS does, however, require
an iterative numerical optimization algorithm to be used to fit the boundaries. Cardiel recommends using Nelder-Mead [46] but Nelder-Mead does not support bounds on the variables.
Instead, SLSQP or L-BFGS-B can be used, see section 2.3.1.2 for a more detailed description.
There are also others but SLSQP and L-BFGS-B are both implemented in Scipy8 and available
via lmfit9 . A trial run, on 1000 data points, using both the cn and cnLq criteria was performed
using system 3 to determine if there was any significant performance difference between the
two in order to decide which method to use.
The data boundary fitting was implemented using lmfit, as it was significantly easier to
implement a custom loss function, the GWLS, in lmfit compared to Scipy. Lmfit then uses the
SLSQP algorithm implemented in Scipy.
8 https://docs.scipy.org/doc/scipy/reference/optimize.html
9 https://lmfit.github.io/lmfit-py/fitting.html

(accessed June 23, 2019)
(accessed June 23, 2019)
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For the same reason that was presented in subsection 3.1.2 to motivate the removal of the
first data point in the smoothed data, the 50 first data points were excluded when performing
the boundary fit. Including those data points would most likely have made the fit worse.

3.1.4

Criteria evaluation

The selection of which criteria out of the four combinations presented above were performed
by calculating several metrics for a subset of the generated data set, 1000 samples. Processing
the entire data set for the evaluation would have taken far too much time. A tolerance of
0.01 was used from this point and forward. The metrics were the mean SE 2.35, abbreviated
MSE, mean AE 2.36, abbreviated MAE, the mean error, abbreviated ME, and MAPE of n̂
against n , average processing time per option set, and WMSE, see equation 3.17, of the
fitted curves against the data set, excluded the first 50 points to reduce noise. WMSE is used
primarily as it will indicate if one of the bounds underestimate the error as it used the same
weighting schema that was used during the boundary fitting described in section 3.1.3. This
means that a high WMSE indicates that there are data points above for the upper boundary
or below for the lower boundary. It will not, however, be efficient at indicating if a boundary
is overestimating the error, hence the other metrics were also used. MAPE is the mean absolute
percentage error and is presented in equation 3.15. It is important to note that MAPE cannot
handle y = 0 but as n ¥ 1 this was not an issue. ME is the simple mean error presented
in equation 3.16 and ME was primarily used to determine underestimation properties of the
criteria by comparing it to the MAE as the ideal outcome would be  MAE = ME as that
would mean that no underestimations had occurred.
MAPE =

ME =

1
N

Ņ



100
N

i =0



Ņ


| y y ŷ |

y  ŷ

(3.15)

(3.16)

i =0

WMSE is extracted from the GWLS by Cardiel [46], presented in section 2.3.2, and has the
following equation, with the weighting scheme for wi presented in equation 2.26 and α = 2.
WMSE =

3.2

1
N

Ņ

wi | y i  f ( x i , β )|α

(3.17)

i =1

Experiment 2: Neural Network

The following sections will present the method that was employed in order to go from the
generated data, including generating the output features, to evaluating several architectures
for the neural network. It will also present how a comparison between the simple n criterion
and the selected criterion from experiment 1 in the context of neural network performance,
and finally arriving at an optimized neural network to be used in experiment 3.

3.2.1

Output generation

The first step was to use the generated data set from experiment 1 and combine that with
the chosen criterion and fitting algorithm from experiment 1, which was the cn criterion with
the boundary fitting algorithm which from here on will be mentioned as the cn-boundary
criterion. This was done in order to produce a data set which for each row contained an
option parameter combination κ, consisting of S, K, σ, t and r, the fitted Cˆ+ and Cˆ and the
n that was calculated. Additionally, a log moneyness feature (lm) was also added as an input
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feature. Log moneyness is the log relationship between the underlying price S and the strike
price K.
As output for the neural networks two different configurations will be used and they are:
• n
• Cˆ+ and Cˆ

3.2.2

Preprocessing

All input features were normalized using the StandardScaler, see equation 3.18, found in scikitlearn10 which transforms each sample using the following equation where µ and σ are the
mean and standard deviation of the feature vector X and xi is a sample of the feature vector
X. This ensures the neural network does not put a different weight to different features by
default.
xi  µ
(3.18)
σ
The StandardScaler was also saved for use in experiment 3 in order to make sure the data
was scaled in the same way that the data used to train the neural network was scaled.
In addition to the preprocessing described above the data set was also checked for any n
that might not have been found, which was defined as being set to 0. The difference between
the n and n̂ was also analyzed to determine if there appeared to be any systematic issues
with the fitting process. To accomplish this a plot was generated for the data set. The plot
visualized the difference by plotting n on the x-axis value and n̂ on the y-axis. This made it
possible to visually see any outliers as the optimal solution would have been a straight line,
y = x from (0, 0) to (max (n ), max (n̂)).
zi =

3.2.3

Architectures

Out of all the literature that was found on the topic of neural networks and option pricing,
see section 2.5, only Culkin & Das, Persio & Honchar and Bennell & Sutcliffe presented which
architecture they had used and the results varied greatly [17, 67, 66]. Culkin & Das used a
mixed of LReLU, ReLU, and ELU [67].
Even though Goodfellow et al. recommends using ReLU [47] the decision was made to
use LReLU as it can reduce training time [49]. The activation function for the output layer is
a simple linear activation function11 .
This resulted in the architectures presented in table 3.3. Each of the architectures presented
in table 3.3 will also be combined with the output configurations presented in section 3.2.2
resulting in a total of 2  4 = 8 different models to be evaluated.
Architecture
1
2
3
4

I - H(6) - D - O
I - H(20) - D - H(20) - D - O
I - H(40) - D - O
I - H(100) - D - O

Table 3.3: The different architectures that will be evaluated. (I = input, H(n) = hidden with n
neurons, D = dropout, O = output)
10 https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.StandardScaler.html
June 23, 2019)
11 https://keras.io/activations/ (accessed June 23, 2019)

(accessed
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3.2.4

Training

All models were implemented in Keras12 , using TensorFlow13 as the back-end. The weights
for all models were initialized using the weight initialization method glorot_uniform, introduced by Glorot & Bengio [48] and implemented in Keras14 .
Early stopping was implemented with a tolerance of 0 and patience was set to 50 to combat potentially noisy validation loss. The SE loss function was used as the loss function for
all models. A batch-size of 64 was used to potentially allow for a higher learning rate and as
it was used by Culkin & Das.
A custom loss function (CSE), was also implemented in order to allow for comparable
metrics between the two output configurations. The loss was used for the second output
configuration containing the C variables and is shown in equation 3.19.
CSE = (n 

3.2.5

Cˆ+  Cˆ 2
)
2  0.01

(3.19)

Optimizing hyper-parameters

As Bengio points out [51], using early stopping removes the need for L2 regularization and
thus the focus of the hyper-parameter optimization will only be on the learning rate η and
the dropout factor. Learning rate was chosen as Bengio claims that it is the most important
hyper-parameter [51]. The dropout factors to be optimized over included 0 as to include a
network that did not have any dropout. This makes it possible to use a grid search as the
number of hyper-parameters subject to optimization is small [51].
The values for learning rate and dropout that were decided for optimization are presented
in table 3.4. All dropout layers of the architecture could have their dropout set individually
but as time was a limiting factor and a large number of models were chosen for selection the
same dropout factor was applied to all layers. As Persio & Honchar [66] found that the Adam
optimizer gave the best results, no learning rate schedule was applied as Adam includes an
adaptive learning rate and as such only, the initial learning rate is of interest for the hyperparameter optimization.
Learning Rate

Dropout

0.1
0.1
0.1
0.05
0.05
0.05
0.01
0.01
0.01
0.005
0.005
0.005
0.001
0.001
0.001

0
0.25
0.5
0
0.25
0.5
0
0.25
0.5
0
0.25
0.5
0
0.25
0.5

Table 3.4: The different learning rates and dropout factors used for the optimization
12 https://keras.io/

(accessed June 23, 2019)
(accessed June 23, 2019)
14 https://keras.io/initializers/ (accessed June 23, 2019)
13 https://www.tensorflow.org/
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σ
r
t
S
lm

min

max

decimals

0.4
0.05
1
0.1
-0.2

0.4
0.05
1
100
0.2

1
2
0
2
3

Table 3.5: Min, max, and number of decimals for the ranges parameters are randomized from.

3.2.6

Nested cross-validation

In order to reduce the bias that can occur during model selection and hyper-parameter optimization according to Cawley & Talbot [64] it was decided to use nested cross-validation.
This was chosen even though nested cross-validation would take much longer time to perform but was deemed appropriate to reinforce the results. Three folds were used for both the
inner and outer loops and this resulted in a total of 1104 folds. The nested cross-validation
was implemented using only Keras and the results were saved for each inner and outer
fold. The inner fold was responsible for determining the best hyper-parameters for the given
model and the outer fold estimated the generalization error of the model, using the best set of
hyper-parameters. The model with the lowest generalization error was then chosen for use
in experiment 3. For the nested cross-validation, a seed was set to numpy of 7, this was done
to improve reproducibility as one could then expect the same results if the experiment was
run again.

3.3

Experiment 3: Model evaluation and comparison

The third experiment consisted of generating a new data set, training a final neural network
using the best model and hyper-parameters from the nested cross-validation process and then
comparing the results to those of a lookup table approach and a benchmark that uses the n
to perform the option price calculations.

3.3.1

Data set generation

The third experiment was conducted using a different data set. This data set was instead
produced with a restricted range of parameters in order to be applicable to the lookup table
that was produced as a proof-of-concept at the company and is presented in table 3.5. This
data set was also created using system 1, presented in the beginning of chapter 3.
When the data set was generated it was first processed by using the cn-boundary criterion
to obtain the Cˆ+ , Cˆ and n values for each option set in the data set. It was then preprocessed
using the saved StandardScaler from section 3.2.2. This was done in order to produce features
that were scaled the same way that the data the final neural network was trained with was
scaled.

3.3.2

Lookup table

The lookup table produced at the company had identified appropriate number of time-steps
to be used within certain intervals of S and is shown in table 3.6.

3.3.3

Final model

The model that was chosen from experiment 2 was model 2 with the cn-boundary criterion.
It was trained on 80% (230016 samples) of the ordinary data set generated in experiment 1
and validated on 20% (57504 samples) of that same data set. Early stopping was skipped in
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Price range

Number of time-steps

0 - 10
10 - 15
15 - 20
20 - 25
25 - 35
35 - 50
50 - 75
75 - 100

50
60
85
110
140
200
300
420

Table 3.6: The number of time-steps of the lookup table for each range of prices. Each price
interval is exclusive at its lower end and inclusive at its higher end.
order to see if there could, potentially, be room for improvement over the models that were
terminated early by the early stopping used previously. Max number of epochs was set to
2000. The ModelCheckpoint from Keras 15 was used to allow for the weights that gave the
lowest validation loss to be reloaded before the model was saved, i.e. made sure that the best
model was saved. For the training of the final model a seed of 7 was set to numpy, this was
done to improve reproducibility as one could then expect the same results if the experiment
was run again.

3.3.4

Performance comparison

The final step of this experiment was to set up a simple web server in Java with an endpoint
that took in the parameters necessary to perform a price calculation with the CRR model and
return the price. Each sample in the new, non-preprocessed, data set was looped through and
for each sample one of the following was done:
• Neural network: Obtain the predicted optimal number of time-steps by first scaling the
sample using the saved StandardScaler and then performing a prediction using the final
neural network.
• Lookup table: Obtain the number of time-steps by inputting the underlying price S into
the lookup table.
• Benchmark: Simply use the n from the data set as the number of time-steps.
For the neural network approach, a lower bound for the number of time-steps was implemented, which meant that any predicted number of time-steps below 30 was set to 30.
This was done to limit potential issues caused by skipping the 50 first data points during the
boundary fitting process as the fitted curves had no information below 50 time-steps.
When a number of time-steps had been obtained, it, together with S, K, r, σ and t, was
sent to the web server.
For each of the alternatives described above the data set was run 10 times and the time for
each run was measured and then divided by the total amount of samples in the data set to
obtain an average processing time per sample that could be compared between the different
alternatives. The reason for picking 10 times was to address the potential impact of sudden
lag in the system.
The same metrics, MSE, MAE, ME and MAPE used in the comparison of the criteria in
experiment 1 were also calculated to allow an analysis of the precision of the different alternatives. Scatter plots were also produced to visualize the difference between n̂ and n for the
neural network and lookup table approaches.
15 https://keras.io/callbacks/#modelcheckpoint

(accessed June 23, 2019)
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Chapter 4

Results
The following sections will present results needed to answer if a criterion can be found suitable to calculate the optimal number of time-steps. It will also present results needed to
determine if a neural network is capable of learning the relationship between the features of
an option and the optimal number of time-steps. And finally it will present results needed to
determine the feasibility of the selected approach in a real world setting.

4.1

Experiment 1

This section will present results relating to Experiment 1, which includes a description of the
generated data set, the discovery of different criteria, the comparison of two optimization
methods and the comparison of the discovered criteria to determine which of the criteria is
most suitable for use in the subsequent experiments.

4.1.1

Data set

The generated data set consists of 287520 samples. In table 4.1 the mean, standard deviation,
min and max of each of the generated features, including the derived log moneyness, are
presented.

Mean
Std
Min
Max

S

K

r

σ

t

lm

49.9782
28.8193
0.1000
100.0000

55.4088
43.0896
0.0500
221.9300

0.0275
0.0130
0.0050
0.0500

0.5487
0.2597
0.1000
1.0000

1.2488
0.4328
0.5000
2.0000

0.0001
0.4612
-0.8101
0.8183

Table 4.1: Metrics for the generated features.

4.1.2

Identified convergence criteria

This section presents the different criteria that were found. The criteria were:
• n - defined as the first time step for which the price is guaranteed to fall within the
allowed tolerance for any larger time step.
• cn - an upper and a lower boundary containing all the data using only one variable.
• cnLq - an upper and a lower boundary containing all the data but using three different
variables.
Further elaboration of equations etc. were presented in section 3.1.1 in the method chapter.
Additionally, two different methods were found in order to fit the variables of cn and cnLq to
the data:
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• smoothing - this technique uses a simple smoothing algorithm that attempts to identify
the peaks of the oscillations and then uses the STIR algorithm to perform a bounded
least-squares fit on the data.
• boundary - this technique uses all the data by using a modified version of least squares
regression which punishes any point above, or below, the regression curve more than
points on the opposite side of the curve.

4.1.3

Optimization method comparison

In table 4.2 results showing the difference between the two optimization methods SLSQP and
L-BFGS-B, see section 2.3.1.2, are presented. Time per sample refers to the mean measurement
of processing a single sample. SLSQP has a lower processing time both for the cn-boundary
and cnLq-boundary criterion.

SLSQP Time per sample(s)
SLSQP True n MSE
L-BFGS-B Time per sample(s)
L-BFGS-B True n MSE

cn-boundary

cnLq-boundary

1.86725197
1509.4661
2.6908
1509.2318

6.11649544
1453.7809
11.8311
1453.3463

Table 4.2: Table showing the results of the time comparison of SLSQP and L-BFGS-B for 1000
samples.

4.1.4

Convergence criteria comparison

In table 4.3 all measurements of interest for the criteria comparison are shown. All measurements are the mean of the measurement for each sample in the data set.

MSE
MAE
MAPE
ME
WMSE Upper
WMSE Lower
Max predicted n
Time per sample (s)

cn-smoothing

cnLq-smoothing

cn-boundary

cnLq-boundary

1878.8065
21.8919
21.1430%
-5.3715
0.8922
0.6213
1092
0.0584

1089597.9209
3477.1755
1536.1973%
-3474.6340
69.2639
173486.1828
12083311
0.0729

1509.4661
20.3683
22.5312%
-16.3165
0.1455
0.3555
1125
1.8673

1453.7809
20.2669
22.3787%
-15.9019
0.1449
0.3555
1125
6.1165

Table 4.3: The results of the criteria evaluation for 1000 samples.
The cnLq-smoothing criterion is the worst performing criterion with regards to all metrics
except for time per sample, where it performs second best. Both cn-boundary and cnLqboundary perform similarly on all metrics, apart from time per sample, and both outperform
cn-smoothing on all metrics apart from time per sample. The cn-boundary criterion was
selected as the criterion to be used to generate output features for Experiment 2.

4.2

Experiment 2

This section will present metrics for the output features that were generated and the outcome
of the nested cross-validation.
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4.2.1

Output features

Based on the selected criterion the output features to be used in Experiment 2 were generated,
including finding the n for each option parameter combination κ. Metrics for the generated
output features are presented in table 4.4.

Mean
Std
Min
Max

Cˆ+

Cˆ

n

1.7392
1.8861
6.6613e16
10.0751

-2.3519
2.3053
-15.2533
-0.0036

188.3493
195.7095
2
1286

Table 4.4: Metrics for the generated output features.
In figure 4.1, 4.2, 4.3 and 4.4, the option price, adjusted by subtracting the Black-Scholes
price, are shown over the range of time-steps together with the fitted cn-boundaries, the
optimal number of time-steps and the predicted number of time-steps.

Figure 4.1: A plot showing the fitted cn-boundary boundaries for an option, the optimal
number of time-steps and the predicted number of time-steps. K = 57.010, S = 85.639, r =
0.024, σ = 0.917, t = 1.149. The option price has been adjusted with the Black-Scholes price.
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Figure 4.2: A plot showing the fitted cn-boundary boundaries for an option, the optimal
number of time-steps and the predicted number of time-steps. K = 50.680, S = 96.303, r =
0.030, σ = 0.974, t = 1.328. The option price has been adjusted with the Black-Scholes price.

Figure 4.3: A plot showing the fitted cn-boundary boundaries for an option, the optimal
number of time-steps and the predicted number of time-steps. K = 79.060, S = 76.345, r =
0.032, σ = 0.844, t = 1.626. The option price has been adjusted with the Black-Scholes price.
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Figure 4.4: A plot showing the fitted cn-boundary boundaries for an option, the optimal
number of time-steps and the predicted number of time-steps. K = 32.46, S = 57.341, r = 0.022,
σ = 0.224, t = 0.946. The option price has been adjusted with the Black-Scholes price.

Figure 4.5: A plot showing the relationship between the optimal number of time-steps vs. the
predicted number of time-steps for the cn-boundary criterion after it was applied to the data
set.
37

4.2. Experiment 2

4.2.2

Nested cross-validation

In table 4.5 the mean MSE for each of the outer folds are presented as the generalization error for each model. For the parameters, dropout and learning rate (η), the best parameter
found for each of the outer folds is presented. Total training time is also shown to indicate
the overall training time spent during the nested cross-validation for each model to provide
a comparative measurement of the training cost. Best performing model, i.e. lowest generalization error, is Model 2 with the cn-boundary criterion and using 0 dropout and an η of
0.001.
Model

MSE

Training time (h)

Best dropout

Best η

Model 1 cn-boundary
Model 2 n
Model 2 cn-boundary
Model 3 n
Model 3 cn-boundary
Model 4 n
Model 4 cn-boundary

1763.6331
1496.5788
667.2678
605.6820
699.5637
698.9780
656.5236
666.9000

60.8
22.0
61.0
40.4
64.5
27.0
67.8
26.0

0, 0, 0
0, 0, 0
0, 0, 0
0, 0, 0
0, 0, 0
0, 0, 0
0, 0, 0
0, 0, 0

0.05, 0.1, 0.1
0.001, 0.005, 0.005
0.01, 0.005, 0.001
0.001, 0.001, 0.001
0.001, 0.01, 0.01
0.001, 0.001, 0.001
0.005, 0.005, 0.005
0.001, 0.001, 0.001

Model 1 n

Table 4.5: The results of the nested cross-validation.

Model

dropout 0

dropout 0.25

dropout 0.5

Model 1 cn-boundary
Model 2 n
Model 2 cn-boundary
Model 3 n
Model 3 cn-boundary
Model 4 n
Model 4 cn-boundary

2675.54
711.75
1995.96
1519.10
2685.35
925.00
2573.42
852.61

462.74
287.22
891.25
443.06
614.89
338.22
836.58
356.56

509.64
318.78
771.07
463.78
571.38
361.80
655.84
352.45

Model 1 n

Table 4.6: Training times during nested cross-validation partitioned by dropout value. All
values are in minutes.
Below in figure 4.6, 4.7 and 4.8 the training and validation loss for Model 2 cn-boundary
is shown, with each outer fold shown separately.
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Figure 4.6: Training loss and validation loss for the first outer fold for Model 2 cn-boundary.
Training was terminated at epoch 302.

Figure 4.7: Training loss and validation loss for the second outer fold for Model 2 cnboundary. Training was terminated at epoch 1002.
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Figure 4.8: Training loss and validation loss for the third outer fold for Model 2 cn-boundary.
Training was terminated at epoch 1926.
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4.3

Experiment 3

This section will present the additional data set that was produced for use in Experiment
3. It will also present the results of the comparison between the neural network approach
produced in this thesis and an existing lookup table. It will present the performance of a
benchmark which uses the real n to perform the calculations.

4.3.1

Data set

The additional data set that was generated for Experiment 3 consisted of 126840 samples and
mean, standard deviation, minimum and maximum for each feature is shown in table 4.7.

Mean
Std
Min
Max

S

K

r

σ

t

lm

Cˆ+

Cˆ

n

50.0936
28.8823
0.1000
99.9990

50.4322
29.8392
0.0900
121.8600

0.0500
0
0.0050
0.0500

0.4000
0
0.4000
0.4000

1.0000
0
1.0000
1.0000

-0.0001
0.1152
-0.2328
0.2298

1.6959
0.9921
0.0048
3.7114

-1.7081
1.0231
-4.2302
-0.0034

144.7304
93.1055
3
394

Table 4.7: Metrics for the generated data set for experiment 3.

4.3.2

Final model

In figure 4.9 the training and validation loss for the final model is presented.

Figure 4.9: Training and validation loss for the final model. Best validation loss was 430.1231
and was reached at epoch 1995.
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4.3.3

Performance comparison

In table 4.8 the results of the performance comparison of the two approaches are presented.
The benchmark results are also presented.

Mean processing time (s)
MSE
MAE
MAPE
ME
Violations
Mean violation
Std violation
Min
Max

Neural network

Lookup table

Benchmark

0.010915
386.6846
15.0488
27.5433%
1.0820
56932
17.9690
15.0435
1
114

0.010680
13154.9653
97.4795
107.9035%
-97.4795
0
0
0
0
0

0.010704
0
0
0
0
0
0
0
0
0

Table 4.8: Results of experiment 3. Violations are underestimations, i.e. n̂

n .

In figure 4.10 and 4.11 a visual representation of the predictions vs. the true number of
time-steps are shown. As can be seen, the lookup table approach, as presented in section 3.3.2,
consistently overestimates the number of time-steps whilst the neural network approach both
under- and overestimates the number of time-steps.

Figure 4.10: Scatter plot of true vs. predicted number of time-steps using the neural network
approach. Diagonal line represent the ideal outcome.
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Figure 4.11: Scatter plot of true vs. predicted number of time-steps using the lookup table
approach. Diagonal line represent the ideal outcome.
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Chapter 5

Discussion
This chapter will discuss interesting findings in the results and attempt to explain why they
occur. It will also analyze and take a critical stance on the method employed as well as
providing some discussion on the impact of the results of this master´s thesis.

5.1

Results

In this section the selection of cn-boundary criterion will be discussed and motivated. Potential reasons for the observed difference in performance between all criteria derived from the
literature will also be discussed. The nested cross-validation process will also be discussed
and the results will be analyzed and potential issues with the results will be discussed. And
lastly the results of the comparison against the lookup table approach and the benchmark
will be discussed.

5.1.1

Convergence criteria

Based on the results presented in table 4.3 cnLq-boundary narrowly outperformed cnboundary in True n MSE, True n MAE, True n MAPE, WMSE Upper, MSE Tolerance and
MAE Tolerance. However, cn-boundary had a lower True n ME which indicates less of a tendency to underestimate the output variable n . The cn-boundary criterion is also significantly
faster to run, 1.8673 seconds vs. 6.1165 seconds. This fact, together with the lower tendency
to underestimate, resulted in it being the choice for the subsequent experiments.
Neither of the criterion containing the cnLq equations, see equation 3.11 and 3.12, outperformed the other criteria significantly. In fact, the cnLq-smoothing criterion performed
significantly worse than all the other criteria with a True n MSE at 1089597.9209 compared to
the second highest at 1878.8065 for cn-smoothing. This is interesting first of all because the
Black-Scholes price is not an accurate estimate of the terminal value of an American option
as it can only calculate European options. This should be taken care of by the addition of
the L variable, as this would be fitted to the real data, but appears not to do so and instead
the Black-Scholes-estimate used for cn-smoothing appears to be sufficient. Second of all, the
study done by Heston & Zhou, showed that the convergence rate of an option price could
vary between 1 and 0.5 close to maturity [21]. The addition of L and q however, did not make
the cnLq equations superior to the simpler cn equations. It should be noted however that
the variables were not tested independently and thus it is possible that the removal of one
out of q and L could improve the results. From the results, it is also clear that the smoothing
algorithm is outperformed by the boundary algorithm, except for time per sample. Thus, it
is possible that the cn-smoothing criterion could be suitable if the data set is simply too large
to be feasible to process with the cn-boundary criterion.
The results show a consistently negative True n ME which indicates that the criteria tend
to overestimate the n . This finding is consistent with the findings by Oberkampf & Roy
which claimed that using an estimated converge curve tends to overestimate the error. And
in this context, an overestimated error will lead to a higher predicted n as more steps will
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be required before we have reached the chosen tolerance. Estimating the true error of the
CRR model is further affected by the fact that the peak of one oscillation of the option price
is not guaranteed to be the maximum possible error. Instead, the maximum error can occur
at a noninteger number of time-steps as showed by Widdicks et al. [26]. This leads to the
data generated over several time-steps for an option will most likely not represent the maximum discretization error and instead be an underestimation of it. This underestimation could
possibly have helped combat the inherent overestimation property found by Oberkampf &
Roy [24] but no such experiments were made in this study.
In figure 4.1, 4.2, 4.3 and 4.4 some examples of how the fitted boundaries can look were
presented. In figure 4.1 the fit can be considered as being good. It is not an underestimate
and only slightly overestimates by 7%. In figure 4.2 however, the optimal number of timesteps has been underestimated. Visually however, both 4.1 and 4.2 appear to have captured
the shape of the convergence. In figure 4.3 on the other hand, the option price had a much
larger oscillation. Which lead to a quite larger overestimation of 65%. The results in 4.1 and
4.3 are consistent with the findings by Oberkampf & Roy [24] as they are the result of an
overestimation of the discretization error. The result in figure 4.2 contradicts those findings
as it has underestimated the error. It is likely though that this is because the optimization
algorithm that was used simply does not guarantee an optimal solution.
Figure 4.4 shows a problem which most likely occurs because of the decision to remove
the 50 first data points when performing the cn-boundary fit. Because of this, the boundaries
have no information of what the movements in the beginning. For an option such as the one
in figure 4.4, which is deep ITM, the price has already converged well within the tolerance
interval by the time it reaches 50 time-steps. It could be possible that an implementation of
an adaptive amount of skipped data points could help mitigate this issue, but this was not
tested in this study.

5.1.2

Model selection and hyper-parameter optimization

Based on the results of the nested cross-validation, presented in table 4.5, models using the n
response variable took on average 23.1250 hours longer train than the slowest model using
the cn-boundary response variables. This longer training time did not produce consistently
better results for the n models compared to the cn-boundary based models and the best
model used the cn-boundary response variables.
An important observation is that 3 of the cn-boundary based models all had η = 0.001
as their best performing η. This η was the smallest learning rate used in the nested crossvalidation and indicates that a better result could potentially be achieved if even smaller
learning rates had been evaluated [51]. Bengio recommends that further values be tested
when the best hyper-parameter is on the edge [51] but as running the nested cross-validation
took a significant amount of time, doing so was not possible during the duration of this study.
Additionally, the best dropout was also at an edge of the range for the hyper-parameter. Testing a smaller dropout, however, would not be feasible as a negative dropout is not possible.
Based on the results shown in table 4.6 it is clear that increasing the dropout greatly reduces
the time required for training, which implies that fewer epochs were used. This indicates that
there is perhaps no problem of overfitting present during the training of the models. Something that would otherwise be combatted by introducing dropout and would lead to more
epochs being used when dropout was added [61].
An interesting observation that should be noted is the difference in MSE between the best
neural network and the raw criteria. The reason for this is the custom loss function that was
implemented. This custom loss function meant that the network no longer considered the
individual output features C + and C but instead converts those two output features into
one that could be compared to the n value.
Based on the figures showing the training of the outer folds of the nested cross-validation
process for Model 2 cn-boundary, see figure 4.6, 4.7 and 4.8, one can see that during the
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second and third fold, there appears to be a plateau where the network quickly improves
after having become very stable. This could indicate that a lower learning rate could allow
the first fold to also be trained for more epochs as well as the possibility that even the second
and third folds could also be improved upon with a lower learning rate.
Several studies have been done in the field of option pricing showing promise for applying neural networks to option pricing [14, 16, 18, 67]. As such it indicates that the relationship
between option parameters and the price is something that can be learned and it could be
presumed that also the relationship with the number of time-steps parameter could also be
learned. However, as none of the existing studies that could be found deals with the number
of time-steps parameter they provide no indication as to whether the neural network results
achieved in the nested cross-validation are good or not.
It should also be mentioned that the best model, Model 2 cn-boundary, used the only
architecture with more than one hidden layer. As such, it is possible that the same reasoning
behind Bengios recommendation to test more hyper-parameter values if the best one is found
on an edge of the hyper-parameter range [51]. Thus future studies should include deeper
networks than those evaluated in this work.

5.1.3

Final model

The final reached its best validation loss at epoch 1995. This was possible as we allowed the
training to complete a full 2000 epochs. The training and validation loss of the final model
can be seen in figure 4.9 and these results indicate that the first and second fold during the
outer folds of the nested cross-validation, see figure 4.6 and 4.7, could potentially have had
an ever lower validation loss if the patience had been set to a larger value. Additionally, there
appears to be no tendency for the validation loss and training loss to begin to diverge as per
the definition of overfitting by Goodfellow et al [47]. This could mean that additional epochs
could improve the validation loss further.

5.1.4

Performance comparison

Time-wise all three approaches perform similarly with the lookup table coming and out on
top. What is interesting here is that the lookup table was faster than the benchmark. The
implementation of the lookup table consisted of six if statements whereas the benchmark
simply returns a parameter that its implemented function was called with. As the True n MAE
is equal to the absolute value of the True n ME it tells us that it consistently overestimates the
number of time-steps which is further clarified in figure 4.11. This means that the option price
calculations for the lookup table approach should all have taken longer time to perform, in
theory, compared to the benchmark as they required more code to be executed and used
larger time-steps. An explanation might be hard to find but it is reasonable to assume that
the discrepancy is the result of something else running on the system.
Prior to running the experiment it was expected that the neural network would be faster
but as all options in the data set for Experiment 3 had n = 394 it is possible that the time
difference gained by the increased precision of the neural network is diminished by the time
it takes to perform the prediction of the number of time-steps. This indicates that if additional
research was done with a data set covering a larger range of each parameter it is quite possible that the neural network approach would start to outperform the lookup table approach.
This would happen when the time-steps become larger as the time required to calculate the
option then becomes more significant compared to the time required to perform all the surrounding activities. Increasing the amount of time-steps can have a dramatic increase in
calculation time. An example can be seen in the study by Gerbessiotis where the calculation
time increased from 4.6s to 30.65s when the number of time-steps was increased from 8192 to
16384 [12].
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One clear benefit of using the lookup approach is the fact that it always overestimates the
n . This means that using the lookup approach guarantees that the tolerance will never be
violated. This is not the case with the neural network approach which underestimated the
n in 56932 samples out of a total of 126840 which is an error rate of 44.88%. However, a
violation of the n does not necessarily mean that the calculation of the option price resulted
in a price that violated the tolerance. This is because of the oscillatory nature of the binomial
tree [19]. To determine this one would need to find the terminal value of the binomial tree
and compare each generated option price to in order to measure the actual violation of the
tolerance.
As the neural network approach used the same custom loss function as the neural networks in Experiment 2, the same observation that was made regarding the MSE in section
Model selection and hyper-parameter optimization can be done. The fact that this custom loss
function does not compare all the predicted values to their true values but converts two of
them into something that can be compared to the third it has been possible for the network
to optimize the C + and C variables beyond what was possible with just the raw criterion.
However, this has also caused an increase in underestimates of the n as the difference between True n ME and True n MAE has become larger. This will save time during the option
calculations as the number of time-steps will be closer to the n but it also means that the risk
of violations is larger. It would be interesting to create an additional loss function that also
included the SE loss of each response variable to see what impact that would have on time
and on violations.

5.2

Method

The following section will take a critical view on the methodology employed in this study
and its impact on the results as well as reliability, validity and comparability of the study.
5.2.0.1

Data generation

The basis for the work that was done is the data set that was generated. Because of time
limitations during the study, it was not feasible to consider a wide spectrum of possible values
for each of the parameters. The greatest limitation was made to the range of underlying prices
S, which was set to between 0.1 and 100. An estimate was done regarding the total universe of
option prices trading at Nasdaq in the US which estimated that 93.8% of all options have an
underlying price below 100. Even though a very small part of all options have an underlying
price above 100 it is possible that including them in the data set could have impacted the
performance of the network as well as the performance comparison during Experiment 3.
This is especially true since the tolerance that was used, 0.01, is not a relative tolerance but an
absolute tolerance. As such, increased underlying prices, and the implied increase in strike
prices would most likely have lead to a higher average predicted number of time-steps, which
as Gerbessiotis showed could significantly increase the calculation times [12].
A further criticism relating to the data set is that no seed was used during the generation.
This makes it impossible, or at least highly improbable, to reproduce this exact data set. This
should not impact the replicability and reliability of the study as one should still expect to
see similar results if a generated data set has similar metrics to those presented in table 4.1. It
does, however, affect the comparability of the study. If one cannot use an identical data set, it
can never be concluded with absolute certainty that any model trained on a similar data set,
using the same method, would be better or worse than the models presented in this study.
Any further studies would need to rerun the models evaluated in this study, in addition to
any new models, to be able to conclude which model performs the best.
In the data set that was generated no consideration was made to the distribution of parameters in an actual market. For example, since 93.8% of the options at Nasdaq in the US
were estimated to have an underlying price below 100 the produced model for predicting the
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number of time-steps would encounter such prices in the majority of the cases. This study
has made no effort to explore if the potentially unrealistic parameter distribution of the data
set could have an impact on the end performance of the model for predicting the optimal
number of time-steps. However, such a distribution could possibly be under constant change
and could be different between different markets around the world. As such, a model that is
unbiased with regards to the distribution could be applicable in more scenarios than a model
that was trained using a data set with a more realistic parameter distribution.
Even though a scatter plot was generated to visualize the difference between n and
the n̂ by the cn-boundary criterion, see figure 4.5, the data set was not cleaned from any
such outliers. The impact of this is unclear and could possibly have been mitigated since
the custom loss function allowed the network to modify the C variables. However, the cnboundary criterion still outperformed the n , which by definition has no outliers as it is what
the cn-boundary criterion is compared to. It is still possible that removing outliers could
have improved the results in terms of MSE for the final network, but the difference between
cn-boundary and n should still hold as the removal of outliers should only improve cnboundary compared to n . Additionally, studying figure 4.5 shows that the presence of outliers is limited.

5.2.1

Finding the optimal number of time-steps

5.2.2

Architectures

The usage of the optimal number of time-steps, n , is central to this study and acts as the
target value for most of the comparisons and evaluations that are made. Finding the optimal
number of time-steps is not entirely trivial and no existing methods were found in the literature. It is neither determined in literature what the meaning of "optimal" is in this context.
This study has made the decision to classify optimal as being the first number of time-steps
which guarantees that no subsequent number of time-steps will result in a price that violates
the allowed tolerance. It is entirely possible and almost guaranteed based on the oscillatory
nature of the binomial tree [19], that there will be one or more number of time-steps that are
smaller than the optimal number of time-steps that result in prices that are within the allowed
tolerance. The method of finding the optimal number of time-steps is thus integral to the reliability and validity of this study as an error in it would make all results invalid. Great care
has been taken when constructing the algorithm, presented in 3.1.1.1, and no shortcuts have
been taken but as no existing methods have been found there is no method to compare the
method in this study with.

In this study, only four different architectures were evaluated. Inspiration for the architectures was gathered from related work into option pricing and neural networks but only one
study, the study by Culkin & Das [67], provided a description of the architecture they used.
In their study, they used a network with four hidden layers with 100 neurons in each. Since
Culkin & Das [67] did not provide any other architectures with which they compared their
architecture it cannot be determined if using a deeper network, such as theirs, would have
improved the results in this study. In hindsight, it would have been appropriate to also evaluate deeper networks in this study.
The choice of using LReLU as the activation function for all the architectures was solely
based on the findings by Maas et al. [49] and primarily because of its ability to converge faster
than using a normal ReLU activation function as it would save time during training. Ideally,
this is something that would have been useful to evaluate in this study as well because with
the current results it is not possible to determine if the use of LReLU over ReLU produced the
desired results or not.
The choice was made to use the Adam optimizer as it includes an adaptation of the learning rate, removing the need to add a learning rate scheduler [55]. This choice was made in
48

5.2. Method
spite of the findings by Cong & Buratti [52] that Adam generalized worse than SGD in the
image recognition task they studied. And the motivation was that Adam is still a very popular optimizer in the field of neural networks and the task studied in this master´s thesis is
different from that of an image recognition task.

5.2.3

Hyper-parameter optimization

Bengio states in his paper that when using only three numerical values for a hyper-parameter
during a grid search cross-validation one cannot be sure that the best value has been found,
even if the best value is the middle one in the range of tested values for the parameter. [51] In
this study only three values for the dropout hyper-parameter were tested, and even though
the best value was at the lower edge of the range, which is also problematic according to
Bengio [51], no more values were tested. Determining if 0 dropout is the best dropout to use
thus becomes difficult and more values should have been tested if time had allowed it.
Goodfellow et al. claims that learning rates are usually set to a logarithmic scale [47]
which was not adhered to in this study. Adding more values between the logarithmic scale
should not result in a worse result but if a logarithmic scale had been used it and still only
five values were used it would have reduced the risk of finding the best value on the edge of
the range which happened in this study.
The choice to use nested cross-validation instead of two separate cross-validation processes, one for model selection and then one for a subsequent hyper-parameter optimization
using the best model should improve the validity of this study. This is because it will reduce
the bias that can otherwise occur during normal cross-validation [64] and thus increasing the
reliability and the validity of the results.

5.2.4

Training configuration

As no previous studies could be found in the field of optimizing the number of time-steps
parameter of an option price calculation it was difficult to determine what appropriate settings and architectures would be when training the neural networks. To the extent possible,
literature relating to option pricing and neural networks were used and when those did not
provide the necessary information more general literature was used to support the choices
that were made.

5.2.5

Source criticism

The primary libraries that have been used to gather sources were Google Scholar, IEEE
Xplore:digital library, ScienceDirect and Wiley Online Library. As it was difficult to find
similar research literature great effort was spent finding related work. Where possible peerreviewed articles have been chosen. Most of the theory on deep learning is based on the
Deep learning book by Goodfellow et al. and the article Practical Recommendation for GradientBased Training of Deep Architectures by Bengio. The Deep learning book has been cited 5196
times and the article by Bengio has been cited 860 times. Where possible these sources have
been complemented with other sources, for example, the article Understanding the difficulty of
training deep feedforward neural networks by Glorot & Bengio which has been cited 4917 times.
In the field of convergence the two main sources that were chosen was the article Review
of code and solution verification procedures for computational simulation by Roy and the book Verification and Validation in Scientific Computing written by the same Roy and Oberkampf. The
article has been cited 412 times and the book 974 times.
In the field of option pricing both the article The Pricing of Options and Corporate Liabilities
by Black & Scholes and the article Option Pricing: A Simplified Approach by Cox et al. are both
very well-cited. Black & Scholes article has been cited 36646 times and Cox et al. 8292 times.
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However, in the field of option pricing and neural networks, it was much more difficult
to find well-cited sources and those that were found had varying amounts of citations. The
article Option price forecasting using neural networks by Yao et al. has been cited 201 times but
the article Application of Machine Learning: An Analysis of Asian Options Pricing Using Neural
Network by Fang & George had not been cited at all. Because of this seven sources on the
subject have been presented to create a good basis to motivate decisions that were made.
Five of the used sources were gathered from arXiv, the article Practical Recommendation for
Gradient-Based Training of Deep Architectures by Bengio was one of those. The least cited source
gathered from arXiv was the article SGDR: Stochastic Gradient Descent with Warm Restarts by
Loschilov & Hutter and it was cited 208. The other articles gathered from arXiv was cited at
least a 1000 times and the article Adam: A Method for Stochastic Optimization by Kingma & Ba
was cited 19227 times.
The source for RMSProp is a lecture held by Geoffrey Hinton which is the co-author of
several well-cited published and peer-reviewed articles such as Improving deep neural networks
for LVCSR using rectified linear units and dropout, Dropout: a simple way to prevent neural networks
from overfitting and Rectified linear units improve restricted boltzmann machines as well as one of
the articles gathered from arXiv, Improving neural networks by preventing co-adaptation of feature
detectors, which has been cited 3543 times.

5.3

The work in a wider context

With the rise of High-Frequency-Trading (HFT) [7] several incidents have been attributed to
the pracitce [69, 70, 71, 72]. Sornette & von der Becke state that crashes have happened before
HFT was widely used and as such, they are not the only cause for crashes. They do, however,
note that crashes happen quicker today and more frequently. [71]
As can be seen in the case of Knight Capital [70] having humans oversee an algorithm
is not enough to prevent disastrous consequences. In light of this is can be argued whether
financial systems need to, or should be allowed to be any faster than they already are. Will
making financial systems even faster simply lead to even more frequent and volatile crashes?
On the other side of the isle Brogaard et al. argue that HFT facilitates efficient price discovery, leading to an overall less volatile market [73].

5.3.1

Can we trust algorithms?

In light of the impact on financial systems around the world that HFT trading and can cause
it raises the question: Can we trust these algorithms?. In the case of Knight Capital [70] the
answer was obviously no, their algorithm did not do what it was expected to. But can we
then know whether our algorithm will perform as we expect it to? For all, previously unseen
combinations of features? Or are we running the risk of causing financial crashes because of
outliers in our predictions?
An important aspect of this is our own lack of understanding of the inner workings of
the algorithms. Defense Advanced Research Projects Agency (DARPA) has started a research
project called Explainable Artificial Intelligence 1 . The aim of the project is to reduce the problems of trust in machine learning and artificial intelligence and allow humans to understand
and manage these systems. If successful humans would be able to appropriately trust, rather
than blindly trust such algorithms.

5.3.2

Who is responsible for faults?

In the case of a trading firm building their own algorithm and that algorithm then makes
inefficient trades that result in a financial loss for the trading firm it is hard to argue that the
1 https://www.darpa.mil/program/explainable-artificial-intelligence

(accessed June 23, 2019)
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fault lies with anyone other than the trading firm. But what if a fault in an algorithm results
in a flash crash like the one in 2010 [69]? In the field of self-driving cars Volvo [74] pledged
to assume liability in the event that one of its future self-driving cars would cause a crash or
be hacked by a third party. But regulators have not yet set any clear regulations in regards to
liability when an algorithm is at fault.
In terms of the specific model produced in this study, it is paramount to improve such
a model as the determination if an underestimation has taken place will be very difficult
and time-consuming, negating the effect of the model. Thus it is important that a model
introduced in production is reliable as an option price used by an algorithm could very well
be the spark of a crash if the price does not represent reality in the way the algorithm would
expect.
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Chapter 6

Conclusion
This study has attempted to evaluate the feasibility of optimizing option price calculations
with a neural network. The goal was to produce a network that could accurately predict
the number of time-steps parameter used in the Cox-Ross-Rubinstein in order to minimize
computation time while still obtaining a price that is precise enough, in relation to the terminal value. Achieving this would allow for a more efficient system that is able to serve its
customers better. A method of obtaining the true optimal number of time-steps has been
proposed. Additionally, two criteria for estimating the optimal number of time-steps have
been presented and evaluated in combination with two methods of fitting the equations to
option price curves. The errors of those methods were compared and although not optimal
the results showed that there was information that could be learned from.
Using the best criterion nested cross-validation provided insight into an appropriate architecture and hyper-parameters to be used. This was also used to evaluate the different between
the best criterion and the true optimal number of time-steps when training the network. It
was found that using the criterion outperformed the optimal true number of time-steps in
three out of four architectures with the best performing combination being a two-layered
network using the best criterion. Based on visual comparisons made between the predicted
time-steps and the true optimal time-steps it was clear that the network had started to learn
the relationship between the input features and the number of time-steps.
As no benchmark-article was found the best network was compared to a lookup table that
had been produced as a proof-of-concept at the company where the study was conducted.
Additionally, it was compared to a benchmark that was the true optimal number of timesteps. The network outperformed the lookup table in terms of accuracy but computation
time was almost indistinguishable between the two approaches and the benchmark. The
network did, however, have an issue with underestimations which resulted in a network that
would not guarantee the tolerance levels set for the system. This results in a network that is
likely not feasible yet for use in a real application and would require tuning before that could
be achieved.
As discussed previously the loss function used allowed for the network to become more
accurate but compared to the pure criterion it caused the model to underestimate more. There
is a potential gain to be had in exploring weighted loss functions to combat those issues.
To summarize:
• A point of convergence can be found, both with more sophisticated methods but also
with brute force. The more sophisticated models lack in reliability in comparison with
the brute force method which provides 100% accurate results.
• An artificial neural network can be used to learn the relationship between the parameters of an option and its corresponding optimal number of time-steps to some degree of
accuracy.
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• The time difference is almost indistinguishable and the network approach suffers from
underestimations whilst overall being the more accurate solution if underestimations
can be tolerated.

6.0.1

Future work

Several limitations have been imposed on this study due to time limitations. These limitations
have been discussed throughout chapter 5. In this section future improvements that could
improve this study will be presented.
6.0.1.1

Data set

The data set that was generated and used in this study was heavily limited in terms of parameter range. As such, the produced network would not work in a real setting yet. Future
work should consider increasing the parameter ranges to cover a more realistic range. The
data set also did not consider any distribution of option prices in a real market. Such a study
could potentially provide important results and insights.
No removal of outliers took place in this study. It is possible that performing a similar
study with a removal of outliers could improve the precision of the proposed method.
6.0.1.2

Option pricing

As this study has only considered one model for pricing options, the CRR model [4] model,
but several other models exists [20, 19]. Testing the criterion on data sets produced with
different models could provide valuable insights into the proposed methods general applicability, beyond that of the CRR model.
Additionally different types of options should also be studied to further increase the possible conclusions of the proposed methods applicability on options in general. Such types
could include European, Asian and Barrier options.
6.0.1.3

Neural Networks

In terms of neural networks, a lot more work can be done in terms of architecture and hyperparameters. Simply expanding the possible architectures and hyper-parameter ranges could
likely result in finding combinations that outperform those in this study. Allowing for longer
training could also provide models that perform better as it could be seen that 2000 epochs
did not result in training and validation loss that had started to diverge, see figure 4.9.
As previously discussed, exploring the possibility of using weighted loss functions, similar to the GWLS presented by Cardiel [46] could improve the underestimation issues observed with the network. Performing such experiments would also provide valuable information to a broader research field in terms of our own ability to guide the network with the
use of biased loss functions.
As can be seen in the training of the final model, see figure 4.9, the validation and training
loss has continued to improve over the 2000 maximum allowed time-steps. It could thus
be motivated to rerun the experiments in these studies without early stopping and with an
increased max number of epochs. Doing so could produce a model that could learn well
enough to limit the impact of any underestimations.
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