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POPULÄRVETENSKAPLIG SAMMANFATTNING
Programvara skrivs oftast i så kallade högnivåspråk, som möjliggör en tydlig och strukturerad representation av hur programmet fungerar. Detta gör det dels enkelt för programmerare
att läsa programkoden och resonera om hur den fungerar, och dels att skapa avancerade
verktyg för automatisk analys av programkod, t.ex. för att upptäcka fel och säkerhetsbrister.
Analysverktyg kan använda sig av antingen statisk analys, som undersöker programmets
kod utan att köra det, eller dynamisk analys, som observerar hur programmet beter sig
under körning. En begränsning hos det senare tillvägagångssättet är att endast kod som
faktiskt körs kan analyseras.
För att ett program skall kunna köras på en dator måste det först översättas från högnivåspråket det är skrivet i till binärkod, som består av instruktioner som är anpassade för att
tolkas och exekveras av datorns processor. Binärkod utgör en minimal representation av ett
program och saknar det mesta av informationen från högnivåspråket, vilket gör binärkod
mycket svår att läsa och analysera. Att kunna analysera program direkt på binärkodsnivån
har dock många viktiga tillämpningar, som exempelvis analys av skadlig kod och säkerhetsgranskning av programvara som endast distribueras i binärkodsform. Även om framsteg
gjorts när det gäller att med approximativa metoder återskapa viss högnivåinformation från
binärkod har statisk analys på binärkodsnivån mycket begränsad noggrannhet. För precis
analys av binärkod krävs därför dynamisk analys, som inte på samma sätt begränsas av
bristen på högnivåinformation. Detaljerad dynamisk analys kräver dock att stora mängder
information om ett programs beteende under körning spelas in, för att senare kunna analyseras. Detta skapar i stället utmaningar när det gäller skalbarhet, dvs. att kunna spela in
och bearbeta all information utan att det kräver orimligt mycket tid eller minnesutrymme.
I den här avhandlingen presenteras skalbara versioner av två kraftfulla metoder för dynamisk analys vars praktiska användbarhet tidigare begränsats av bristande skalbarhet. Den
första metoden är dynamisk slicing, som används för att i detalj studera beroenden mellan
olika delar av ett program, och som kan användas dels som ett kraftfullt hjälpmedel vid
felsökning och dels som bas för andra programanalysmetoder. Mängden information som
måste spelas in för att utföra dynamisk slicing är dock ofta så stor att den inte får plats i en
dators primärminne. Existerande metoder använder därför olika tekniker för att begränsa
mängden information som explicit behöver sparas i minnet, vilket tyvärr i stället gör dem
mycket långsamma. Vi undviker denna prestandaförlust genom att optimera våra algoritmer för att möjliggöra snabb lagring och åtkomst av informationen från datorns hårddisk,
vilket gör att mängden primärminne inte längre är en begränsning. För att undvika att
hårddiskens stora latenstid (tiden det tar från det att information efterfrågas tills dess att
den börjar läsas från disken) blir ett problem har vi optimerat vår metod genom att utnyttja
s.k. tidsmässig lokalitet (eng. temporal locality) i program.
Vårt andra bidrag inom skalbar dynamisk analys är en snabb metod för s.k. ensning av
instruktionsspår (eng. instruction trace alignment). Ett instruktionsspår utgörs av en komplett kronologiskt ordnad sekvens av alla instruktioner som exekverats under en programkörning. Ensning av två instruktionsspår innebär att, för varje instruktion i det ena spåret,
hitta den motsvarande instruktionen i det andra spåret. Genom att göra en sådan sida-vidsida-jämförelse kan likheter och skillnader i beteende hos två liknande program kvantifieras
och studeras i detalj, vilket är användbart vid exempelvis analys av skadlig kod. Eftersom
traditionella metoder för ensning av sekvenser inte är tillräckligt skalbara för att kunna
användas på instruktionsspår har vi utvecklat en egen approximativ metod, som så vitt vi
vet är den första generella metoden för ensning av realistiskt långa instruktionsspår.
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Vi har också haft som målsättning att praktiskt tillämpa de metoder vi utvecklat för skalbar
dynamisk analys. Specifikt har vi tillämpat vårt tillvägagångssätt för skalbar dynamisk slicing i två nya metoder för fuzzing. Fuzzing är en programtestningsteknik som används flitigt
inom industrin för att upptäcka bl.a. säkerhetshål och bristande robusthet hos programvara.
Metoden fungerar genom att skicka semi-slumpmässigt genererad data till programmet för
att testa att det kan hantera felaktigt formaterad indata. Vårt första bidrag inom fuzzing
utnyttjar dynamisk slicing och mutation av binärkod för att automatiskt transformera ett
existerande program, som kan generera indata till programmet som skall testas, till en testgenerator för fuzzing. Exempelvis kan ett program för att generera PDF-filer automatiskt
transformeras till en testgenerator för PDF-läsare. Vårt andra arbete inom fuzzing använder dynamisk slicing för att förbättra fuzzers som använder sig av indatamutation. Sådana
fuzzingverktyg genererar testdata genom att göra slumpmässiga förändringar i en korrekt
indatafil. Med hjälp av dynamisk slicing kan vi upptäcka vilka delar av en muterad indatafil som påverkar en hittills outforskad del av programmet som skall testas. Genom att
rikta fler mutationer till den delen ökar sannolikheten att snabbare hitta fel i programmet,
jämfört med att helt slumpmässigt välja ut vilka delar av indatan som skall muteras.
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ABSTRACT
In recent years, binary code analysis, i.e., applying program analysis directly at the machine
code level, has become an increasingly important topic of study. This is driven to a large
extent by the information security community, where security auditing of closed-source
software and analysis of malware are important applications. Since most of the highlevel semantics of the original source code are lost upon compilation to executable code,
static analysis is intractable for, e.g., fine-grained information flow analysis of binary code.
Dynamic analysis, however, does not suffer in the same way from reduced accuracy in the
absence of high-level semantics, and is therefore also more readily applicable to binary
code. Since fine-grained dynamic analysis often requires recording detailed information
about every instruction execution, scalability can become a significant challenge. In this
thesis, we address the scalability challenges of two powerful dynamic analysis methods
whose widespread use has, so far, been impeded by their lack of scalability: dynamic slicing
and instruction trace alignment. Dynamic slicing provides fine-grained information about
dependencies between individual instructions, and can be used both as a powerful debugging
aid and as a foundation for other dynamic analysis techniques. Instruction trace alignment
provides a means for comparing executions of two similar programs and has important
applications in, e.g., malware analysis, security auditing, and plagiarism detection. We also
apply our work on scalable dynamic analysis in two novel approaches to improve fuzzing
— a popular random testing technique that is widely used in industry to discover security
vulnerabilities.
To use dynamic slicing, detailed information about a program execution must first be
recorded. Since the amount of information is often too large to fit in main memory, existing dynamic slicing methods apply various time-versus-space trade-offs to reduce memory
requirements. However, these trade-offs result in very high time overheads, limiting the
usefulness of dynamic slicing in practice. In this thesis, we show that the speed of dynamic
slicing can be greatly improved by carefully designing data structures and algorithms to
exploit temporal locality of programs. This allows avoidance of the expensive trade-offs
used in earlier methods by accessing recorded runtime information directly from secondary
storage without significant random-access overhead. In addition to being a standalone contribution, scalable dynamic slicing also forms integral parts of our contributions to fuzzing.
Our first contribution uses dynamic slicing and binary code mutation to automatically turn
an existing executable into a test generator. In our experiments, this new approach to
fuzzing achieved about an order of magnitude better code coverage than traditional mutational fuzzing and found several bugs in popular Linux software. The second work on
fuzzing presented in this thesis uses dynamic slicing to accelerate the state-of-the-art fuzzer
AFL by focusing the fuzzing effort on previously unexplored parts of the input space.
For the second dynamic analysis technique whose scalability we sought to improve — instruction trace alignment — we employed techniques used in speech recognition and information retrieval to design what is, to the best of our knowledge, the first general approach
to aligning realistically long program traces. We show in our experiments that this method
is capable of producing meaningful alignments even in the presence of significant syntactic differences stemming from, for example, the use of different compilers or optimization
levels.

The work was supported by the Swedish Graduate School in Computer Science (CUGS)
and the Excellence Center at Linköping – Lund in Information Technology (ELLIIT)
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Chapter 1

Introduction
Software is everywhere. Aside from the enormous impact the Internet and,
for example, social media have had on our everyday lives, the accelerating
digitalization of all aspects of society also means that software is currently
becoming a crucial part of every company’s business model. In order to stay
competitive and to keep up with rapidly evolving customer demands, many
businesses are quickly moving from fixed-function hardware solutions to complex software solutions, which enable more flexibility and faster development
of new features. Advanced automation technology, like self-driving cars, as
well as the advent of the Internet of Things era, means that complex software
solutions will soon proliferate into every aspect of our lives. Inevitably, however, with the increasing complexity of software systems comes an increased
risk of dangerous software flaws. For example, the WannaCry ransomware
attack in 2017 was made possible by a security bug in Microsoft Windows
that allowed the malware to spread quickly from computer to computer. The
attack crippled hundreds of thousands of computers and caused losses upwards of $4 billion according to some estimates [12]. Later the same year,
the NotPetya malware used the same vulnerability to spread, causing damages estimated at up to $10 billion [49]. With our increasingly connected and
computerized society, it’s not only digital assets that are at risk. Recent incidents such as the 2015 hacker attack on the Ukrainian power grid [115], or
the intrusion into the control systems of a US water treatment plant in 2016
[29] highlight the risk of buggy software in critical infrastructure. Several car
manufacturers have also recently been forced to initiate large recalls due to
software bugs in safety-critical systems [51], or even remotely-exploitable bugs
giving potential attackers control over a car’s drivetrain [48].
With the increasing dependence on complex software in safety-critical systems, and ever more capable attackers in the form of specialized crime rings
and nation-state run hacking groups, there is also an increasing need for more
advanced program analysis methods. Such methods can aid both in discovering critical flaws in software before they can be exploited, and in dissecting
1
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and understanding malicious software. This thesis makes contributions within
the field of dynamic analysis, i.e. analyzing the behavior of software while it
runs, and demonstrates applications of such methods for automated security
and robustness testing using fuzzing. Our focus in the work presented here
has been on analysis of binary code. In the following section, we elaborate on
the need for robust analysis methods at the binary code level.

1.1 The Need for Binary Code Analysis
Recent years have seen significant developments in program analysis methods that work directly on the machine code level. To a large extent, the
interest in binary-code analysis has been driven by the security community,
where the ability to analyze software in the absence of source code is important for two primary reasons. Firstly, many software products are distributed
only in binary form, either as closed-source software packages or as builtin firmware. Binary code analysis allows independent security evaluation of
such software, at least to some degree. For many consumer products, independent evaluation of quality and safety properties has been an established
practice for many years: Cars can be subjected to crash tests, or to manual
inspection of mechanical parts, to evaluate their safety; home appliances can
be dismantled and evaluated for compliance with electrical safety standards;
clothes can be tested for traces of hazardous chemicals, and so on. Without
powerful binary-analysis tools, closed-source software remains a ”black box”,
leaving consumers with little choice other than to blindly trust the vendor’s
claims about, for example, its security. While binary analysis has previously
been met with some suspicion from software vendors, on the grounds of fear
of intellectual-property theft, many vendors now appear to recognize binary
analysis as an acceptable middle ground between complete absence of transparency and going full open-source. A recent example of this is Microsoft,
which is now paying monetary awards (”bug bounties”) for security flaws
found in their closed-source products via binary inspection [81].
The second driving force behind the interest in binary analysis within
the security community is malware. Source code is rarely ever available for
in-the-wild malware, and malware authors also routinely apply obfuscation
techniques to harden malicious binaries against analysis, in order to delay
detection and development of countermeasures.
Aside from applications in security, there are also several other reasons
to perform analysis on the machine-code level. One reason is ease of deployment: If an analysis tool is to be used on many different software projects,
perhaps developed using different languages, using different complex build
environments, or using third-party libraries without source code, it may be
more convenient to perform analysis directly on the compiled binaries. For
example, the automated security testing system SAGE [46] was developed for
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in-house use at Microsoft, but for the above-mentioned reasons the authors
still opted for performing all analysis on the binary code level. Another reason
for performing analysis on the final binaries rather than on the source code
is the ”what you see is not what you execute” phenomenon. Compiler bugs,
unforeseen side-effects of optimization, or post-compilation transformations
may alter the semantics of the executable code from those of the source code
[6]. Finally, source code may not be available for legacy software, making
binary code analysis the only option.

1.2 Binary Code Analysis Challenges
While there are many applications of binary code analysis, there are also
significant challenges associated with it, compared to source code analysis.
Since much of the semantic information is lost when source code is compiled
to machine code, static analysis on binaries is generally difficult. For example,
machine code lacks structured control flow, data types, and variable names.
High-level data structures, like classes and records, are also lost during compilation. While most of the above can be partially recovered from binaries
using heuristic methods [26, 108, 76, 73, 41], the results of such methods are
typically incomplete. Therefore, the accuracy of static analyses built on top
of recovered high-level program characteristics is often limited.
Dynamic analysis is, in some ways, a more tractable approach for analyzing
binaries, since its accuracy is not limited in the same way by lack of highlevel semantics in machine code. If every executed instruction can be tracked
dynamically, it is still possible to record an exact representation of the data
or control flow exhibited during an execution of a program. Aside from the
obvious limitation that only the behavior of code that actually executes can
be studied, a severely limiting factor for such fine-grained dynamic analysis is
scalability. A modern CPU can execute several billion instructions per second,
meaning that even for fairly short program executions, dynamic analysis can
generate enormous amounts of data.

1.3 Security Testing using Fuzzing
Fuzzing is a conceptually simple random testing technique: Semi-valid inputs are generated by a piece of software called a fuzzer. These inputs are
then fed to the program under test (PUT), while the behavior of the PUT
is monitored to detect failures. Fuzzing has proven remarkably effective at
uncovering low-level implementation errors like buffer overflows and other
memory-corruption bugs. Such errors can often be exploited by attackers to
take control of a running process and break into a computer system. Since
inputs are (semi)randomly generated, fuzzers typically do not require source
code for the PUT. The ability to find security vulnerabilities in closed-source
3
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software contributed significantly to making fuzzing popular among security
practitioners during the early 2000s. Today, however, fuzzing is also heavily
employed in-house among many large software vendors [5, 85, 57].
The key challenge when designing a fuzzer is to find a good balance between generating inputs that, on the one hand, adhere sufficiently to the input
format expected by the PUT to not be rejected by early sanity checks, but
that are, on the other hand, sufficiently ”wrong” to be able to trigger faults.
Within the design space of fuzzers, some methods put a greater emphasis
on fast test execution rates using random exploration, while others employ
program analysis and reasoning to produce inputs that are less likely to be
rejected early by the PUT, at the expense of a slower testing rate. Most
existing fuzzers can be classified according to the following taxonomy:
• Blackbox fuzzers ”blindly” generate inputs, and do not rely on any
knowledge of the internal workings of the PUT, nor any feedback other
than observable program failures (i.e. crashes). The two most common
types of blackbox fuzzers are mutational and generational fuzzers. The
former works by applying small random mutations to a valid input,
called the seed input. The rationale for the seed input is that a slightly
mutated valid input is more likely to (approximately) adhere to the correct input format than a completely random input. However, blackbox
mutational fuzzers often achieve very limited code coverage in practice.
Generational fuzzers instead rely on a pre-defined grammar to generate
semi-valid inputs. While the generational approach typically achieves
superior coverage compared to mutational fuzzers, the large up-front
manual effort of crafting the input grammar may make generational
fuzzing infeasible for PUTs with highly complex input formats.
• Whitebox fuzzers employ heavyweight program analysis to observe
the execution path of the PUT and record branch constraints. An SMT
(satisfiability modulo theory) solver is then used to generate an input
that is guaranteed to lead execution down a previously unexplored path.
While whitebox fuzzers can achieve much better code coverage compared
to random input-space exploration, their scalability is limited. Since
solving SMT queries is an NP-complete problem, constraints for ”deep”
program paths may take an unacceptably long time to solve.
• Similar to mutational fuzzers, greybox fuzzers rely on random mutations of inputs. However, the random input-space exploration is guided
by coverage feedback, such that generated inputs that improve code
coverage are fed back to the fuzzer for further mutation. This way,
the fuzzer implements an evolutionary algorithm of sorts, allowing it to
gradually uncover new regions of the input space.

4
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Whitebox fuzzers favor generating ”high-quality” inputs at a slow rate,
while blackbox fuzzers, due to their simplicity, can generate and execute test
cases at a rapid rate. Greybox fuzzers are faster than whitebox fuzzers, since
they use random exploration, but are slower than pure blackbox mutational
fuzzers due to the coverage instrumentation applied to the PUT. In the following discussion, we will refer to fuzzing techniques that use random input
generation simply as random fuzzing.

1.4 Problem Formulation
Fine-grained dynamic analysis can provide a wealth of information about
the behavior of a binary program. However, this potential remains partially
untapped due to scalability challenges. We have focused on two types of
dynamic analysis which, historically, have not been widely adopted due to
scalability issues: Dynamic slicing and instruction trace alignment.
Program slicing (or simply slicing) is a well-established technique that
can aid in various program-comprehension tasks, and can also be used as
a basis for other analyses. For a given program instruction I, referred to
as the slicing criterion, slicing can be used to answer the questions ”What
is the set of instructions influenced by I?” (forward slicing) and ”What is
the set of instructions that influence I?” (backward slicing). These sets are
referred to as slices. Slices can be computed both statically and dynamically.
In static program slicing, the control flow and the data flow of the program
code are analyzed to determine all code that may influence (or be influenced
by) the slicing criterion [123, 10]. By contrast, dynamic slicing operates on a
concrete execution of the program and computes slices based on dependencies
the are actually exhibited between executed instructions [69, 2]. A dynamic
slice is therefore always a subset1 of the corresponding static slice, since static
slicing needs to consider all possible execution paths involving the slicing
criterion. While static slicing works well on source code, it is very hard to
apply to binaries due to the aforementioned challenges with static analysis of
machine code [66]. Dynamic slicing, however, is readily applicable to binary
code. Since dynamic slicing requires tracking and recording of all dynamic
dependencies during an execution, algorithms and data structures must be
designed with scalability in mind. Therefore, our first research question has
been:
RQ1: How can scalable dynamic slicing of binary programs be realized?
Given two program traces, i.e. recorded sequences of all executed instructions from two program runs, instruction trace alignment is the process of finding an (approximate) correspondence between individual instructions in each
trace. Instruction trace alignment allows detailed comparison of the behavior
1 though

not necessarily a strict subset
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of, for example, two versions of the same program, and has applications in,
e.g., malware analysis [62, 65], assessment of security vulnerabilities [60], and
plagiarism detection [88]. However, existing general-purpose sequence alignment algorithms have quadratic time complexity, making them unsuitable for
aligning real-life program traces, which are often millions of instructions long.
While previous works have targeted special cases of the problem, like aligning
traces of the same program with different inputs [60], or traces of syntactically modified (but semantically identical) versions of programs [138, 88], we
instead focus on a more general formulation of the problem. Specifically, our
aim has been a method that can align instruction traces both in the presence
of syntactic and (minor) semantic differences between traced programs, as
formulated in our second research question:
RQ2: How can scalable trace alignment be achieved in the presence of syntactic or semantic differences between traced programs?
Apart from developing new methods that address scalability challenges in
the two aforementioned areas, our third aim has been to implement practical
applications of our dynamic-analysis methods to improve security testing.
Specifically, we have striven to ameliorate two major limitations of random
fuzzing. Firstly, random fuzzing suffers from low code coverage due to lack
of semantic insight. While whitebox fuzzing can achieve better coverage in
theory, scalability remains a severely limiting factor. Generational fuzzing
can achieve better code coverage due to manually-provided semantic insight,
but at the expense of significant human effort. Therefore, our aim has been
to retain the scalability of random fuzzing, while at the same time avoiding
the effort of crafting input-grammars for generational fuzzing:
RQ3a: How can the semantic insight of random fuzzing be improved without
resorting to laborious manually-crafted input specifications?
A second limitation of random fuzzing is that finding bugs or increasing
code coverage may take a very long time for programs with longer execution
times, or when seed inputs are large. For such cases, it is desirable to minimize
the number of mutation/execution cycles by avoiding unnecessary mutation
of redundant parts of inputs:
RQ3b: How can the exploration of redundant or unimportant parts of the
input be avoided in random fuzzing?

1.5 Research Method
When addressing the above-mentioned research questions, we have used the
following general approach: We begin with a literature survey to find existing
approaches to solving the research problem or closely-related problems. Our
proposed solution is then designed based on this survey and our own experience, taking into account the strengths and limitations of existing methods.
6
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We then proceed to implement a prototype solution based on our design. A
preliminary evaluation of the prototype implementation is performed, using
a smaller set of test cases or smaller problem sizes. Based on the preliminary evaluation, the design and implementation may be iteratively improved.
Lastly, the final implementation of the method is subjected to a more rigorous
experimental evaluation.
When designing methods and algorithms, we have followed a problemsolving philosophy similar to Occam’s razor, in that we have striven to make
as few assumptions as possible about the properties of the programs being
analyzed. A highly-specialized method may achieve better results than a general one for a subset of problems by incorporating many heuristics based on
specific assumptions about the problem to be solved. However, this inevitably
introduces a larger number of failure modes, i.e., situations where the method
breaks due to unforeseen corner cases. Avoiding such failure modes is crucial
when designing methods for use in adversarial settings. For example, if a program analysis method is to be used to analyze malicious code, it is important
that it also generalizes to work for deliberately obfuscated binaries. Similarly,
fuzzing often causes unexpected behavior in target programs. If an analysis
method cannot handle code that behaves in a ”non-typical” way, it cannot be
used as part of a fuzzing pipeline.
To improve generality, we also strive to avoid tunable parameters when
designing methods and algorithms. While unavoidable in some cases, parameters whose values must be determined empirically pose a threat to the
external validity of a solution, since there is always a risk of ”overfitting” to
the specific test cases used for evaluation.

1.6 Contributions
The work presented within this thesis makes the following contributions:
• In addressing RQ1 we explore a design space for dynamic slicing that,
to the best of our knowledge, has not been studied before. The main
challenge with applying dynamic slicing in practice is managing the huge
data volumes produced by recording dynamic dependency information.
Previous methods [136, 137] have focused on compressing this information so that it fits in RAM, thereby avoiding expensive random access
to secondary storage. However, since the dependence information needs
to be ”unpacked” prior to use, such methods have high computational
overhead. We instead show that secondary storage can in fact be used
to store dependency information without significant I/O overhead, by
exploiting temporal locality in programs. We present a method and
associated data structures for achieving this in Paper I. We have also
implemented another dynamic-slicing system based on similar design
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principles, which is utilized in Paper IV and described briefly in Section
4.1.
• In Paper II we describe the first general method for approximate tracealignment of binary programs, (RQ2). We show how to adopt the Fast
Dynamic Time Warping algorithm for the case of instruction-trace alignment. Our method is general enough that it could potentially also be
applicable to other related approximate sequence alignment problems.
• In Paper III, we show how the low human effort of mutational fuzzing
can be married with the better preservation of correct input semantics
(and thus better code coverage) of generational fuzzing (RQ3a). In
essence, our method uses dynamic slicing and binary code mutation to
turn an existing generating program into a generational fuzzer, without
human intervention. Here, the term ”generating program” refers to an
existing program that can produce valid inputs to the PUT.
• Finally, we propose in Paper IV a way to achieve a better trade-off
between speed and thoroughness in the state-of-the-art fuzzer AFL. By
utilizing dynamic slicing to extend the notion of code coverage to individual input bytes, we can focus the fuzzing effort to more ”promising”
parts the of inputs (RQ3b).

While the first two contributions are directly related to scalable dynamic
analysis of binary code, performing analysis on the binary code level and
addressing scalability were also important goals during the work on our two
contributions within fuzzing. Applying dynamic slicing directly at the binarycode level has two main advantages in our fuzzing applications. Firstly, an
obvious benefit of not requiring source code for the analysis is that it also
allows fuzzing of closed-source programs that are only distributed in binary
form. Secondly, applying dynamic slicing at the binary level significantly
eases deployment of our fuzzing systems by allowing seamless tracking of
information flows through library code. We discuss this benefit of binary
level dynamic slicing in more detail in section 4.3. Since the express goal of
fuzzing is to trigger abnormal behavior in the program under test, it is also
important that the slicer gracefully scales to longer-than-usual program runs
when using dynamic slicing in a fuzzing pipeline, to avoid failure modes such
as out-of-memory errors or extreme slowdowns.

1.7 Thesis Outline
The remainder of the thesis is structured as follows:
Chapter 2 provides some technical background information on static and dynamic analysis of binary code, in order to make the thesis more self-contained.
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Chapter 2

Background
In this chapter, we give a brief overview of fundamental techniques for binary code analysis. Even though the focus of our work has been on dynamic
analysis, we also discuss static analysis of binary code, in order to highlight
complementary strengths and limitations of both approaches.
While dynamic analysis only provides information on code that actually
executes, static analysis can give insights into the workings of an entire binary
program. Static analysis is also often more scalable than dynamic analysis,
since the latter requires actual execution of the analyzed binary. Dynamic
analysis generally also entails instrumenting the binary, i.e. somehow injecting extra code that records information about execution behavior. This instrumentation typically introduces a significant runtime slowdown. Another
benefit of static analysis is that it is easier to automate, since dynamic analysis
requires a working runtime environment for the binary. Persistent side-effects
from executing the analyzed binary, e.g., file system changes, also need to be
taken into consideration when using dynamic analysis. However, static analysis of binaries requires recovering high-level information, like control-flow
structure, which has been lost upon compilation to machine code. This is often quite a challenging task, which frequently produces imprecise results. In
the next two sections, we will elaborate on some of the respective challenges
of static and dynamic binary code analysis.

2.1 Static Analysis of Binary Code
The first step in statically analyzing a binary executable is to disassemble the
binary, i.e., to decode each machine code instruction into its corresponding
assembler instruction. While this may seem like a trivial task at first glance,
static disassembly is, in fact, an undecidable problem in the general case.
While existing heuristic methods generally work well, there are several fairly
common code constructs that cause state-of-the-art disassemblers to fail to
produce correct or complete results.
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Static analysis methods that perform any kind of global control or data
flow analysis require a correct control flow graph (CFG). While it is fairly
straightforward to extract a CFG from high-level program code with structured control-flow, correctly and completely reconstructing the control flow
from a binary is a very challenging problem that often requires employing
various compiler-specific heuristics.
Many static analysis methods also require the set of functions in the binary,
along with their respective start and end addresses, to be known. Recovering
this information from binaries can also be challenging, especially in highly
optimized code.

Static Disassembly
While translating a single machine code instruction to get its opcode and
operands is a trivial task, the main challenge when disassembling a binary is
to discern code from data. Some compilers intersperse data with code in the
code section of binaries that they produced [36]. Linear disassemblers, such as
GNU objdump [45], make a single linear sweep over the binary. Therefore, any
data in the code section will be incorrectly interpreted as instructions. Since
modern instruction sets are typically quite dense, attempting to disassemble
arbitrary data often results in valid instructions. Such false instructions can,
in turn, reduce the accuracy of higher-level static analysis passes, such as
CFG recovery. For architectures with variable-size instructions, such as x86,
attempting to disassemble data will also often ”desynchronize” the instruction
stream, so that even valid instructions after the data will be incorrectly disassembled. However, x86 disassembly tends to automatically re-synchronize
after a few instructions [77].
More advanced recursive disassemblers, on the other hand, recursively
follow the control-flow of a binary, and thus avoid attempting to disassemble
non-code regions. The main drawback of this approach is that all parts of
the binary code may not be discovered and disassembled. The completeness
of the disassembly is highly dependent on the ability of the disassembler to
correctly reconstruct all control-flow edges. In practice, therefore, recursive
disassemblers perform disassembly and CFG recovery simultaneously.
Code obfuscation, which is very common in malicious software, can also
be used to confuse the disassembly process. A common technique is to ”trick”
a disassembler into disassembling junk data that has been inserted into the
code section [77]. While linear disassemblers can be easily defeated simply by
inserting junk data at various locations in the program code, it is also possible to trick recursive disassemblers. For example, one common obfuscation
technique is bogus control flow, which works by inserting conditional branch
instructions where only one branch outcome is realizable during runtime, and
the other branch direction points to junk data. Since the disassembler will
generally assume that both outcomes are possible when analyzing conditional
12
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branches, it will follow the non-realizable branch direction at some point and
try to disassemble the junk data. Another obfuscation trick, which is also
occasionally observed in non-obfuscated benign software, is overlapping instructions [80].

Control Flow Graph Recovery
In non-obfuscated binaries, the destination addresses of most branch instructions are immediate, i.e. hard-coded. Therefore, it is typically straightforward
to extract a partial CFG by recursively tracking the targets of branches. However, indirect branches, i.e., branches where the target address is computed
during runtime, are a major hurdle for CFG recovery. Two major sources
of indirect branches are jump-tables and function calls via pointers. Jump
tables are commonly used by compilers to efficiently implement switch-case
constructs. Consider, for example, the following C-code:
switch (i) {
case 0:
case 1:
case 2:
default :
}

...
...
...
...

break;
break;
break;
break;

An efficient way to generate machine code for the above is to create a jumptable with addresses to code for handling each case, and then emitting code
that indexes into this jump table based on the value of i. For example,
assuming 32-bit (4 byte) pointers, the compiler will emit code equivalent to
jump to [TableBase + 4*i]. (Of course, an additional check that 0 ≤ i ≤ 2
is also needed.) Since the precise details of how jump tables are used differ
among compilers, heuristic methods are needed to handle jump tables when
constructing the CFG from a binary.
In a recent study by Andriesse et al. [4], 9 different disassemblers were
tested against x86 binaries produced with three different compilers. While
the state-of-the-art commercial disassembler IDA Pro achieved close to perfect
CFG recovery for all three compilers, the other tools achieved markedly lower
accuracy. Along with the commercial tool Hopper [54], the open-source binary
analysis framework Dyninst [11] achieved about 90% accurate recovery of basic
blocks. The other tools, which were all open-source, achieved around 75%
basic block recovery. The accuracy of CFG recovery also differed noticeably
across different tools, depending on the compiler used to create the binary,
with some tools performing better on code generated by a certain compiler.
The exception was IDA Pro, which performed consistently well regardless of
compiler. Similarly, all tools except IDA Pro showed less accurate results
for, respectively, optimized code compared to unoptimized, C++ programs
compared to C programs, and 64-bit binaries compared to 32-bit binaries.
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While the reasons for the observed differences are not discussed in detail in
the study, one likely explanation for why IDA Pro outperforms other tools is
that, being a commercial solution, its authors have more time and resources
at their disposal to craft finely-tuned heuristics for different compilers.
CFG recovery can also be effectively prevented using obfuscation. A common technique is to replace regular branch instructions with indirect branches,
whose targets cannot easily be determined statically [118].

Function Boundary Identification
Function identification in binaries is a twofold problem. The first part of the
problem is to identify all functions present in the binary. Functions called
with immediate addressing can be identified during CFG reconstruction simply by recording the targets of all function-call instructions that are encountered. Identification of functions that are only called with indirect addressing
is more challenging, however, as such functions must be identified heuristically. A common technique is to try to detect function prologues (i.e. code for
initializing the function’s stack frame) using pre-determined signatures. Signatures can either be manually crafted or learned using, e.g., neural networks
[8]. Another, more simple heuristic used by some tools is to simply consider
code blocks that are not reachable in the reconstructed CFG as the start of
a function. In the aforementioned study by Andriesse et al., function identification was shown to be a challenging area for binary analysis systems. For
example, the state-of-the-art commercial tool IDA Pro only identified 60–70%
of function starts. The vast majority of missed functions were due to indirect
addressing. Some of the other tools performed better at function identification due to using the heuristics mentioned above, but those tools also had
high false-positive rates (around 10–20%).
The other main challenge of function identification is to locate the physical
boundaries of the function’s code within the binary. A common optimization
that complicates function boundary identification is tail calls. If the compiler
can statically determine that one function is only ever called at the very end
of another function, it can replace the call with an unconditional branch, in
order to avoid the overhead of performing a complete function call. Tail-call
optimizations may cause a binary analysis tool to mistakenly determine that
the code of both the caller and callee belong to the same function. Another
challenging case for function boundary identification is when functions are
laid out non-contiguously in memory in order to improve cache performance
[80].

2.2 Dynamic Analysis of Binary Code
While static analysis of binary code will always entail a certain degree of
inaccuracy due to reliance on heuristic methods, dynamic analysis has the
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potential to deliver precise information about program behavior. Statically
unknown information, such as indirect branches or function calls, poses no
problem to dynamic analysis, since information on branch targets is available
during runtime. Static obfuscation, such as bogus control flow or obfuscation of branch targets, is not a problem for dynamic analysis either, as the
analysis engine sees exactly the same instruction stream as the CPU itself.
Dynamic analysis can also overcome packing, which is a very common obfuscation method used in modern malware. Packing works by compressing
and/or encrypting the original binary executable and wrapping it inside another executable, which only serves the purpose of extracting and running the
original binary code when executed.
Dynamic analysis requires some degree of instrumentation, i.e. intermixing the execution of the target program’s code with additional analysis code
that records information on program behavior. Therefore, dynamic analysis always leads to a certain amount of overhead, with more granular analysis
generally leading to greater slowdowns. Many dynamic analysis methods have
been proposed in the literature, targeting different points along the granularity/overhead tradeoff spectrum. Methods also differ in how instrumentation
is applied. In the remainder of this section, we first discuss some common
methods for dynamic analysis. We then discuss some specific techniques that
are commonly used to implement dynamic information flow tracking. Finally,
it should be noted that, just like obfuscation can hinder static analysis, several
methods for evading dynamic analysis are known to exist. For completeness,
we conclude this section with a brief discussion of methods for dynamic analysis evasion.

Dynamic Analysis Methods
Debuggers are ubiquitous tools for manual dynamic analysis. Scriptable debuggers can also be used to implement simple automated dynamic analysis.
For example, a programmable debugger can be used to single-step through a
program execution and apply some kind of analysis at each instruction. Debuggers typically rely on hardware features of the CPU to single-step through
code or set breakpoints. At each single-step (or when encountering a breakpoint), the CPU will trap into the OS kernel, which in turn will transfer
control to the debugger via a debugging API. This frequent context-switching
incurs very high overhead, making debuggers less well-suited for fine-grained
dynamic analysis.
API hooking is a more scalable approach to dynamic analysis that works
by ”hooking” function calls, typically API functions. A common hooking
technique entails overwriting the entry point of the function of interest with an
unconditional branch to analysis code1 . When the function is called, execution
1 Note that the code is only overwritten in the virtual memory space of the process being
analyzed, not in the executable file on disk.
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is redirected to the analysis code, which can record information about the
call. The analysis code then redirects execution back to the hooked function,
so that it can execute normally. Since analysis is only carried out at the
granularity of (selected) function calls, hooking incurs low overhead, and is
therefore suitable for large-scale automated dynamic analysis. For example,
many malware analysis frameworks utilize hooking to fingerprint the behavior
of malicious software [34].
Dynamic binary instrumentation (DBI) allows for implementing very
fine-grained dynamic analysis. DBI frameworks provide an API that tool developers can use to apply instrumentation at the basic block or instruction
level. When DBI is applied to a binary, the original binary code never executes directly. Instead, the DBI framework maintains a cache of instrumented
code blocks. When a new (i.e. previously unseen) piece of code is about to
execute, an API callback is invoked, allowing the DBI tool to inspect the code
and apply instrumentation. The code block is then ”recompiled”, interspersing the added analysis code with the original code, and the recompiled block
is added to the code cache and executed. On any subsequent execution of the
same block, the instrumented version in the code cache will execute, rather
than the original code. The DBI framework maintains control at all times by
making sure that execution is always returned to itself after an instrumented
code block finishes executing. Code blocks in the cache are sometimes referred to as dynamic basic blocks. Note that a dynamic basic block is not a
”real” basic block, but simply a linear stretch of code typically ending in a
branch instruction, since determining the set of ”real” basic blocks requires
static CFG reconstruction. Each non-fallthrough control-transfer results in
the creation of a new dynamic basic block in the code cache. Therefore, there
may be several partially overlapping dynamic basic blocks in the cache, if
there are multiple branches into the same single-exit stretch of code. Figure
2.1 illustrates this concept. The first time the program branches to the code
at line 1, the DBI system will disassemble the code up until the branch at line
5 and invoke a callback that inspects the newly-discovered block and inserts
instrumentation code. The instrumented block at lines 1–5 (A in the figure)
is finally added to the code cache, from which it is executed. If the branch
at line 5 is not taken, the above procedure is repeated for lines 6–9, creating
the block B in the code cache. When the program again branches to line 1
at some later point, the instrumented block A is directly executed from the
code cache. However, if this time around the branch to line 7 is taken, the
procedure for instrumenting a block and adding it to the code cache is now
invoked for the block 7–9, resulting in the addition of block C to the cache.
For future invocations of the code, the DBI system will fetch the appropriate
block (B or C) from the code cache, depending on the branch decision at line
5.
DBI applies instrumentation to all (executed) code within the analyzed
program’s virtual memory space, including all shared libraries. Only user
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1.
2.
3.
4.
5.
6.
7.
8.
9.

r2 = load r0
r3 = load r1
r2 = add r2, r3
r4 = cmp_greater r2, 0
branch_if r4, line_7
r2 = 1
r3 = load r5
r0 = div r3, r2
call print

A

B

C

Figure 2.1: Pseudo-assembly listing demonstrating the concept of dynamic
basic blocks in DBI systems.
mode code can be instrumented, however. Therefore, DBI frameworks have
an API to allow interception and inspection of all system calls, which allows
tools to monitor interactions with the OS.
The overhead of dynamic analysis with DBI has three main sources: Applying the initial instrumentation to every (executed) code block, execution of
the analysis code, and additional context-switching overhead between analysis
code and original code. The overhead of adding instrumentation to a block is
amortized over every execution of that block. Therefore, this source of overhead is often negligible when a large part of the execution takes place inside
a (relatively) small number of loops. However, if a large part of the execution
time is due to code that only runs once, the instrumentation overhead is very
significant. This is often a problem for, e.g., programs with a GUI, since a
large part of the execution time is spent on one-time initialization of the GUI
subsystem prior to executing the core program logic.
Since analysis code is directly mixed with original code, care must be taken
that side-effects of analysis code do not interfere with the semantics of the
original program. The context-switching overhead from DBI stems from, e.g.,
register spilling and saving/restoring the condition-flags register to avoid such
side effects. Existing DBI frameworks differ in terms of how much support
they offer tool writers in handling context-switching. For example, when using
Pin [78], all analysis code is written as normal C++ functions, and Pin takes
care of adding context-switching code during instrumentation. DynamoRIO
[18], on the other hand, requires all analysis code to be provided in assembly
form, and properly handling side effects is left entirely to the tool writer. DBI
frameworks also differ in their level of abstraction of the analyzed binary code.
While frameworks like DynamoRIO and Pin only provide tool writers with an
interface to analyze and instrument x86 binary code, Valgrind [91] supports
many different CPU architectures, and all binary code is translated into a
common intermediate representation (IR). Inspection and instrumentation is
carried out on the IR, which is subsequently recompiled into native code and
put into the code cache. This simplifies tool writing, since developers need
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not care about the intricacies of different machine code languages, but comes
at the cost of higher overhead: The baseline overhead, i.e. the overhead of
running a program through a minimal DBI tool without any analysis code, is
on average about 6x for Valgrind, while it is about 1.5x for DynamoRIO and
Pin [78].
Static instrumentation is an alternative to DBI, if the same binary is
to be executed many times with the same instrumentation, since the cost
of re-applying instrumentation on every execution can be avoided. Static
binary instrumentation works by directly patching the machine code of an
executable file to insert analysis code. Since safely applying binary patching
requires accurate CFG recovery [11], static instrumentation is limited by the
difficulties of static analysis of binary code that were discussed in section 2.1.
Therefore, static instrumentation may, for example, be difficult for obfuscated
code [103].
Emulation allows for stricter isolation of analyzed code. For example,
many antivirus products execute suspicious binaries in an emulator to detect
malicious runtime behavior and enable analysis of packed code [70]. To prevent damage to the host system, the analyzed binary runs on a simulated
CPU, and all interactions with the OS (i.e. system calls) are also simulated.
Emulation is also used by several academic binary-analysis systems. For example, angr [108] lifts binary code for various CPU architectures to an IR,
which can be executed inside an emulator to implement, e.g., concolic execution (see section 3.2). KLEE [19] similarly implements dynamic symbolic
execution using emulation of LLVM bytecode.
One limitation of emulators that simulate interactions with the OS is that,
inevitably, such simulations can never perfectly mimic a real OS. Small discrepancies between real and simulated behavior can lead to inaccurate analysis
results. Full-system emulators avoid this problem by running an off-the-shelf
operating system inside a hardware emulator. Dynamic analysis can then
be carried out by extending the emulator to monitor code executed by the
simulated CPU. For example, several academic malware-analysis platforms
use full-system emulation [125, 32]. Apart from eliminating emulation inaccuracies, a significant benefit of this approach is that interactions with the
OS and other processes can be directly observed and analyzed. However, a
challenge with full-system emulation is the semantic gap between the behavior of programs running inside the emulator and the observable effects of this
behavior from the perspective of the emulator itself. The emulator only sees
a stream of instructions and operands being processed by the simulated CPU.
Typically, only parts of the instruction stream belong to processes or OS components that are of interest for the analysis, but the separation of executing
code into, e.g., processes or threads is not visible outside the emulated system
itself. Therefore, dynamic analysis using full-system emulation typically requires some degree of virtual-machine introspection, i.e. mechanisms to ”peek”
inside the emulated system. For example, TEMU, the dynamic-analysis com18
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ponent of the BitBlaze binary analysis platform [111], uses a custom driver
installed in the guest OS to provide information on, e.g., which process is
currently executing on the simulated CPU.

Dynamic Information Flow Tracking
A common application of fine-grained dynamic binary analysis is information
flow tracking, such as taint analysis (see Section 3.1). The flow of information is dynamically traced throughout execution by observing computations.
Often, it is interesting to observe the flow of information from an information
source to an information sink. Commonly, points in the execution where the
program reads inputs are considered information sources, while points when
data is written to output is considered information sinks. For example, information flow tracking can be used to detect privacy leaks by tracing the flow
of information read from privacy-sensitive data sources [131]. If the sensitive
information flows into a sink that, e.g., transmits data to the Internet, the
program can be flagged as one that leaks private information.
To detect information flows from sources to sinks, it is necessary to monitor
the analyzed program’s interactions with the operating system and possibly
other processes. Most commonly, programs interact with the outside world
through system calls. By instrumenting system calls and performing proper
bookkeeping, it is possible for the analysis tool to monitor when the program
opens, e.g., files or network sockets, and when data is read/written to/from a
socket or file.
Tracking information flow also requires maintaining a shadow state [90].
Every register has a shadow, which contains metadata about the corresponding real register. Similarly, a shadow is maintained for each memory location.
Every instruction that operates on registers or memory is also instrumented
to propagate metadata from/to the corresponding shadow locations. For example, to detect privacy leaks, an analysis system would first monitor system
calls to detect when sensitive data is read into memory. The corresponding
range of memory address in the shadow memory is than marked as ”tainted”.
If an instruction, e.g., reads data from memory into register R, the taint status
will be copied from the corresponding part of shadow memory to the shadow
of R. In this way, the transitive propagation of tainted data can be tracked
during execution.
To implement a shadow state, every thread must have its own set of shadow
registers, and thread switches must be monitored. One challenge when employing a shadow state to analyze multi-threaded programs is to avoid data
races when updating the shadow memory concurrently in different threads.
One pragmatic solution, used by, e.g., the popular Memcheck tool [106], is to
simply serialize execution.
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Subverting Dynamic Analysis
Just like static analysis can be complicated or even completely prevented
by using static obfuscation, dynamic analysis can be subverted in various
ways. While dynamic analysis of malicious or obfuscated code has not been
the express goal of the work presented in this thesis, for completeness we
nonetheless give a brief overview of anti-dynamic analysis methods.
Most mechanisms for preventing dynamic analysis rely on the target program being able to detect that it is being analyzed and change its behavior
accordingly. For example, a program can exit prematurely to hinder reverse
engineering, or a piece of malware can refrain from exhibiting malicious behavior to avoid detection.
Most operating systems provide an API that allows programs to query
whether they are being debugged. This constitutes a simple way for programs
to detect if they are being subjected to dynamic analysis with a debugger.
For other dynamic binary analysis techniques, more sophisticated methods
are needed. Such methods either rely on detecting specific artifacts of the
analysis environment, or observable indirect effects of the analysis. As an
example of the former, it is often possible for a program to tell that it is
being executed within a virtual machine or emulator by detecting, e.g., virtual
hardware devices with specific names or identifiers [24]. Similarly, runtime
analysis environments like DBI systems can often be detected by scanning the
virtual memory space to find memory objects used by the DBI framework [97].
One of the most common indirect methods for detecting dynamic analysis is
timing measurements. Since the analysis typically incurs significant overhead,
a program can measure the time taken to execute a certain operation, and,
e.g., terminate if the operation takes significantly longer than what is expected
during normal execution. A more sophisticated method, which can be used
to detect virtual environments or emulators, is to detect subtle differences in
the semantics of certain instructions compared to real hardware [94, 107].
An interesting possibility when performing dynamic analysis is for the
analysis system to reactively try to counter anti-analysis attempts from the
target program. Since the target program typically runs under the ”supervision” of the analysis environment, it is possible to recognize attempts at
detecting the analysis environment, and then manipulate the computations
of the target program to foil such attempts [97].
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Related Work
In this section we survey work related to the research problems addressed in
this thesis. We begin with a discussion of dynamic slicing and related dynamic
information flow analysis methods. We then discuss classical approaches, as
well as current research directions, in the field of fuzzing. Lastly, we survey
related work in the field of trace alignment, and the broader field of binary
code matching.

3.1 Dynamic Information Flow Analysis
In this section, we first discuss previous work on dynamic slicing and approaches for addressing the scalability challenges associated with the technique. We also survey previous work on dynamic taint analysis, which is a
related but more coarse-grained form of dynamic information flow analysis
that has become particularly popular for analyzing binary programs. Since
the aim of our work has been analysis of binary code, we focus our discussion
of information flow analysis on dynamic approaches. While static information
flow analysis methods, such as static slicing, have been both thoroughly studied in the literature and have also been used in practice, applying them to
machine code has proven very challenging due to the limited accuracy of static
binary code analysis. Cifuentes et al. proposed a method for static slicing of
binaries [27], but their method is restricted to intraprocedural slices, i.e. slices
within a specific function. Kiss et al. attempted to compute global (interprocedural) static slices on binaries, but found that the accuracy was too low for
practical applications, as slices frequently consisted of half of the instructions
in the entire binary [66]. In a follow-up work, the same authors discovered
that a large contributing factor to the inaccuracy was statically unresolved
indirect function calls. By augmenting their method with dynamic information on call targets, they were able to increase the accuracy, but found that
slices still covered about 20% of the entire binary [67].
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Dynamic Slicing
Dynamic slicing was first proposed in 1988 by Korel and Laski [69]. Their
method was based on solving data flow equations to compute backward slices,
and was imprecise in the sense that the computed slices might be unnecessarily
large (i.e. they might contain statements not actually affecting the slicing
criterion). Agrawal and Horgan [2] introduced four algorithms for computing
backward dynamic slices from a directed acyclic graph called the program
dependence graph (PDG), where statements are represented by nodes, and
dependencies between statements are represented by directed edges. Once
constructed, the PDG can be used to compute slices by finding all nodes that
are reachable from the node corresponding to the slicing criterion. The first
two algorithms by Agrawal and Horgan sacrificed accuracy for speed, and
computed imprecise slices (with their second algorithm being equivalent to
the approach by Korel and Laski). The third algorithm used a variant of the
PDG in which each executed instance of a statement would be represented
by a node. The resulting graph, called the dynamic dependence graph, could
be used to compute precise slices. However, Algorithm 3 has high storage
cost, since the size of the dynamic dependence graph will be proportional to
the total number of executed program statements. Their fourth algorithm
effectively precomputes all possible slices, and is thus very computationally
expensive.
A PDG contains edges for both data dependencies and control dependencies. A statement A is data dependent on another statement B if one of
A’s input operands was defined (i.e. produced) by B. A is intuitively control dependent on statement C if C controls whether A is executed or not.
In contrast to static dependence analysis, which aims to discover all possible
dependencies among statements, dynamic dependence analysis records dependencies that have actually been exhibited for every statement instance during
execution. While early works used slightly different notions of dynamic control dependence, Xin and Zhang [129] formalized the concept based on the
definition of static control dependence by Ferrante et al. [40]. Since finding
dynamic control dependencies requires static control dependence information,
static CFG recovery is required in the context of binary code analysis.
Figure 3.1 shows a small C function for computing exponentiation, and the
dynamic dependence graph when the function is executed on inputs base =
2 and exp = 3. Nodes are labeled with corresponding line numbers in the
code listing. Solid edges denote data dependencies and dashed edges denote
control dependencies. Note that, since the loop at lines 6–7 is executed for two
iterations, there are two sets of nodes labeled 6 and 7. The edge between the
nodes labeled 6 denotes the loop-carried dependence for variable i, similarly
to the edge between the nodes labeled 7 denoting the loop-carried dependence
for variable result. Computing a backward slice on the return value at line
12 simply entails finding all nodes reachable from node 12, yielding the slice
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1. float power(int base, int exp) {
2.
if(exp == 0)
3.
return 1.0;
4.
5.
int result = base;
6.
for(int i = 1; i < abs(exp); i++)
7.
result = result * base;
8.
9.
if(exp < 0)
10.
return 1.0/result;
11. else
12.
return result;
13.}

base

exp

1

1’
2

5
3

7

6

7

6

9

12

Figure 3.1: A simple function for computing exponentiation and its dynamic
dependence graph for inputs base = 2 and exp = 3.
{1, 1′ , 2, 3, 5, 6, 7, 9, 12}. If only data-dependencies are considered, the slice
would instead be {1, 5, 7, 12}. A forward slice is computed by traversing edges
in the opposite direction. For example, computing a forward slice on the input
exp would yield {1′ , 2, 3, 6, 7, 9, 12}, or {1′ , 2, 6, 9} if only data dependencies
are considered.
Dynamic slicing was quickly recognized as a powerful aid for various program comprehension tasks, such as debugging [1]. Since its introduction in the
late 1980s, numerous works have utilized various variants of dynamic slicing
to aid in debugging. (See for example Wong et al. [126] for a survey of some
more recent works that use dynamic slicing for fault localization.) The utility
of dynamic slicing for debugging has also been empirically demonstrated [139,
135]. However, one of the main impediments to the widespread use of dynamic
slicing has been scalability. Because of the high storage cost of Agrawal and
Horgan’s precise algorithm, implementations that store the graph in RAM
tend to run out of memory quickly when used in practice. Several works
attempt to solve this problem by various time-versus-space trade-offs, which
sacrifice slice computation speed in order to reduce the memory footprint of
their algorithms. Zhang et al. [136] proposed computing slices directly from
an instruction trace instead of first building the dynamic dependence graph
from the trace and then traversing the graph to compute slices. Since it is
very time-consuming to traverse over the entire trace to recover data and control dependencies that are relevant to a particular slice, they also proposed
a method for speeding up slice computation by annotating the trace at fixed
intervals with information about all downward-exposed variable definitions.
This allows quickly skipping past parts of the trace that are not relevant to
a particular slice computation. In their experiments, Zhang et al. compared
their trace-based method with Agrawal and Horgan’s traditional graph-based
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one. Due to its large memory requirements, the graph-based method would
run out of memory in the majority of cases. However, for cases where the
graph could fit in memory, the graph-based method outperformed the tracebased one by several orders of magnitude in terms of slice computation speed.
Even though a trace is a more compact representation of an execution than
a dynamic dependence graph, traces that capture long program executions can
still become very large. Wang et al. [120] addressed this problem in the context
of slicing Java programs. They proposed a method for efficiently compressing
Java bytecode traces, along with a corresponding algorithm to compute slices
directly from compressed traces without requiring decompression.
As shown by, e.g., the experiments by Zhang et al. [136], trace-based methods have high overhead compared to graph-based methods. In particular, in
cases where multiple slices need to be computed for the same execution, much
time is wasted on re-computing dependencies from the trace for each slice, instead of starting by resolving all dependencies in a graph before constructing
slices. Zhang and Gupta [137] proposed a method for compressing the dynamic dependence graph sufficiently to fit in RAM, using several techniques
utilizing both static and dynamic analysis. While their method is faster at
computing slices than trace-based approaches, it requires a time-consuming
pre-processing stage. Since their method works on C source code and requires
static information that cannot be accurately recovered from binaries, several
of the techniques for compacting the graph is not applicable to the binary
code case. Nagarajan et al. [89] describe a dynamic slicing system that is
specifically tailored for debugging, which works directly at the binary level.
Their system uses a subset of the compaction techniques proposed by Zhang
and Gupta that can be applied on the binary level. To address scalability,
their system only stores dependencies for a small window of recently-executed
instructions. This design decision is based on the observation that the faulty
computation that causes a software failure (e.g., a crash) often happens close
in time to the actual failure.

Dynamic Taint Analysis
Due to the scalability challenges of dynamic slicing, more coarse-grained but
faster data flow analysis methods have been proposed. Dynamic taint analysis
(DTA) is a relatively ”lightweight” data flow analysis technique that is also
readily applicable to binary code. For this reason, it has been applied in a wide
variety of fields, such as malware analysis [9, 131, 98], automatic detection
of software exploitation attempts [92, 28, 14, 100], detection of privacy leaks
[140, 37] and fuzzing [43, 121, 50, 101].
Dynamic taint analysis is a forward data flow analysis method in which
variables of interest, e.g., certain program inputs, are marked as ”tainted”.
The taint status of data is then propagated as the program executes by means
of a shadow state, so that new data that is derived from a tainted variable also
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.
.
a = read_one_value(file_name)
b = a * 2
c = a + b
print(c)
.
.

.
.
a = read_one_value(file_name)

shadow_a = check_and_taint(file_name)
b = a * 2

shadow_b = shadow_a
c = a + b
shadow_c = union(shadow_a, shadow_b)
print(c)

taint_sink(shadow_c)
.
.

(a)

(b)

Figure 3.2: Pseudo-code example of instrumentation added to a program for
performing DTA. (a) shows the original version of the code and (b) shows the
instrumented version.
becomes tainted. Certain points of interest in the program can be defined as
”taint sinks”, so that a notification is generated if tainted data reaches such
a point. For example, when using dynamic taint analysis to detect leaking of
private data, input from privacy-sensitive sources is marked as tainted, while,
e.g., networking API functions can be defined as taint sinks. In this way, it is
possible to detect if the program leaks private information over the Internet.
Figure 3.2 shows a simple example of how instrumentation for DTA is
added to a program. The code in (a) is instrumented by inserting extra
statements for propagating taint through a shadow state. The added instrumentation code is highlighted in gray in (b). Each variable is assigned a
shadow-variable to hold its taint status. Note that, for clarity of exposition,
we show instrumentation on the source-code level in this example. When performing DTA on binary code, taint is propagated at the level of individual
registers and memory addresses, and we use shadow memory and shadow registers instead of shadow variables. At the point in the code where a value is
read from file, instrumentation is inserted to check if file_name is registered
as a taint source, and the value of shadow_a is set accordingly. At the next
line, the taint status from shadow_a is simply copied to shadow_b, as arithmetic with a constant does not change the taint status of a variable. When
computing the sum of two variables at the consecutive line, however, the taint
status of c is set to the union of a’s and b’s taint status1 . Finally, since print
is considered a taint sink in this example, taint_sink is called on shadow_c
to check if tainted data has flowed into a sink.
1 Note that in this case we could have statically deduced that the taint status of a and b is
the same, thereby avoiding the union operation. However, in a typical DTA implementation
taint propagation instrumentation is simply added ”mechanically” based on the semantics
of individual statements or instructions.
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While less expensive than dynamic slicing, binary-level DTA still typically
incurs an overhead of 5-10x [64]. DTA systems that are tailored to specific use
cases can have lower overheads. For example, Minemu by Bosman et al. [14] is
tailored for on-line detection of software exploits on production systems using
DTA, and achieves overheads as low as 1.5x, but it is restricted by design to
only work on 32-bit x86 executables.
Compared to dynamic slicing, DTA has two primary limitations. First,
DTA can reveal that tainted data has reached a taint sink, but provides no
information on how this happened (e.g., which instructions were involved).
Second, taint is typically treated as a binary property, i.e. a variable is either
tainted or not. This means that DTA can only be used to detect coarsegrained information flows, like, for example, if any part of a program input
ended up influencing a taint sink. On the other hand, dynamic slicing can
reveal exactly which instructions were influenced by, e.g., a specific byte of an
input. Some DTA implementations allows slightly more granular data flow
analysis by using a shadow state in which taint can be represented using one
or more entire bytes (instead of a single bit). Each bit position can then
represent a specific ”color” (e.g., 8 distinct ”colors” if one byte is used to hold
taint information). An example of such an implementation of DTA is libdft
by Kemerlis et al. [64].
The first limitation of DTA can be addressed by doing ”bookkeeping” at
every instruction execution2 to achieve data flow tracking similar to forward
dynamic slicing. (Note that backwards data flow analysis, like backwards
dynamic slicing, cannot be achieved using DTA.) The second limitation can
be overcome by using multi-label tainting, where taint is represented as a set
of taint labels, instead of only one bit (or a few bits). Each byte of input
can then be represented by a unique taint label. While several such systems
exist [43, 121, 63, 50, 112, 101], they tend to have high memory overhead
because each element of the shadow state may need to hold a large set of
values. The computational overhead is also large, because taint propagation
entails computing the union of taint label sets, instead of performing simple
bitwise logic operations to propagate taint.
A challenge that is common to all dynamic information flow analyses is how
to handle indirect information flows. In contrast to direct data flows, where
the value of one variable is directly derived from other variables using, e.g.,
arithmetic instructions, indirect flows often represent a more ”loose” coupling
between variables. Two types of indirect flows are often considered in dynamic
information flow analyses. The first type is due to address dependencies, which
stem from using one variable to compute the address of another variable. For
example, if a variable is used as an index to fetch a value from an array and
store it in variable x, then there is an address dependency, and thus an indirect
information flow, between the index variable and x. The other major type of
2 That
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indirect information flow is due to control-dependent variable assignments.
For example, in the code snippet if a<0 then b=1 else b=2, the variable
b is control-dependent on the variable a, and therefore there is an indirect
information flow from a to b.
When performing DTA on binary programs, a well-known problem is that
considering indirect flows when propagating taint often leads to a kind of
”taint explosion”, i.e., that almost all variables end up as tainted due to
spurious information flows. This problem is sometimes referred to as overtainting. However, not considering indirect flows can lead to undertainting,
i.e. that important information flows are missed. For example, not considering
address dependencies can lead to missing information flows through lookup
tables. Prominent examples of such cases are the toupper and tolower C
standard library functions, which translate an ASCII character to its upperor lowercase variant, respectively, by using a translation table. Similarly, not
considering control dependencies can also lead to undertainting.
Due to problems with overtainting, most existing DTA implementations
only consider direct data dependencies. However, several works attempt to
address the problem of indirect information flows for DTA. Slowinska and Bos
[109] discussed several heuristics for dealing with overtainting due to address
dependencies, but found that no existing heuristic delivered satisfactory results, and concluded that tracking address dependencies on x86 binary code
was in many cases close to pointless, due to problems with taint explosion.
Several authors have also noted that considering control dependencies in DTA
creates similar (or worse) problems with taint explosion. Bao et al. [7] defined the notion of strict control dependence to deal with spurious information
flows from control dependencies. The main idea is to only consider control
dependencies that stem from branch predicates where the tainted variable
is checked for equivalence with another variable or constant, as such code
constructs represent a strong correlation between the tainted variable and
control-dependent assignments. Kang et al. proposed a different technique to
address the same problem [61]. During an offline analysis phase, they first
identify a small subset of all control dependencies that must be considered
for taint propagation to avoid undertainting. By only propagating indirect
taint through these control dependencies during online DTA, they reduce the
probability of overtainting.

3.2 Fuzzing
The term ”fuzzing” was coined by Barton P. Miller after an incident in 1987.
Miller was working over a dialup connection to a mainframe during a thunderstorm, and observed that ”fuzz on the line” introduced by the thunderstorm,
(i.e. random bit-errors in program inputs,) would often crash common UNIX
utility programs. This inspired Miller et al. to empirically study the robust-
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ness of UNIX command-line utilities using random input generation [82, 83].
Today, fuzzing is considered an invaluable aid for discovering bugs and improving the security and robustness of software. In this section, we discuss
the three basic fuzzing paradigms — black, white, and greybox fuzzing — in
more detail.

Blackbox Fuzzing
Blackbox fuzzing, using either mutational or generational input generation
strategies, became popular among professional penetration testers, and with
the hacker community at large, during the early 2000’s. Mutational fuzzers
[52, 93], which (much like Miller’s thunderstorm) work by introducing random errors into valid seed inputs, proved to be surprisingly effective at finding memory corruption bugs in popular software [114]. However, mutational
fuzzers have many severe limitations. First, they can only do a very narrow
exploration of the input space ”close” to the provided seed inputs. Therefore,
a good selection of diverse seeds is very important when using mutational
fuzzing. For example, Rebert et al. showed that the seed selection strategy
can have a significant influence on the number of bugs found during fuzzing
[102]. Another limitation of mutational fuzzers is that their effectiveness is
often highly dependent on various tunable parameters. A crucial parameter
is the mutation ratio, which determines how large a fraction of the bits in a
seed are mutated to generate an input. A mutation ratio that is too high risks
irrecoverably breaking the structure of the input, causing it to be rejected by
early sanity checks in the PUT (program under test). With a mutation ratio
that is too low, inputs may instead never become sufficiently malformed to
trigger any bugs. Since the optimal mutation ratio differs significantly among
different input formats, the effectiveness of a mutational fuzzer is often largely
dependent on its user’s ability to tune this ratio, based on experience and intuition. Householder and Foote [56] attempted to address this shortcoming
by using a machine learning approach based on crash rate feedback to automatically tune various fuzzing parameters. Cha et al. [21] proposed a more
advanced method, using dynamic data flow analysis to determine dependencies between input bytes, and then using this information to compute the
optimal mutation ratio.
While mutational fuzzers became popular due to their simplicity, their
effectiveness for finding bugs is fundamentally limited by their lack of semantic insight. For this reason, they are mostly suited to finding relatively
”shallow” bugs in programs with fairly unstructured input formats. For programs with rigid requirements on the structure of their inputs (e.g., XML
parsers, compilers, etc.) a generational approach is often required to achieve
reasonable code coverage with black-box fuzzing. Generational fuzzers use a
machine-readable specification (e.g., a grammar) to generate inputs that can
pass complex syntactic checks. However, if all inputs adhered perfectly to the
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format specification, the fuzzer would be useless for testing the robustness of
the PUT to malformed inputs. Therefore, generational fuzzers typically use
a number of fuzzing heuristics — inputs or input patterns that are known
to have triggered bugs in the past [114]. Generational fuzzing frameworks
like SPIKE [3] or Peach [95] provide a number of such fuzzing heuristics,
such as using ”extreme”3 values in parts of the input where an integer is
expected. More advanced fuzzing heuristics can also be used. Holler et al.
[53] used a generational fuzzing approach with code fragments known to have
triggered bugs in the past to discover vulnerabilities in JavaScript and PHP
interpreters. Compared to other fuzzing approaches, generational fuzzing is
particularly suitable for fuzzing compilers and interpreters, due to the highlystructured nature of inputs and the availability of formal input specifications.
Aside from Holler et al., other examples of successful programming-language
fuzzers using a generational approach are the works by Yang et al. [130] and
Veggalam et al. [117].

Whitebox Fuzzing
While generational fuzzing can achieve superior code coverage compared to
random input mutation, crafting formal input specifications for fuzzing requires significant effort. For some particularly complex4 input formats, the
amount of effort required has the potential to make generational fuzzing infeasible. Due to the limitations of black-box fuzzing, the research community
started to shift its focus towards whitebox methods during the late 2000s. The
development of practical whitebox fuzzers was made possible in large part due
to advancements in SMT (satisfiability modulo theory) solving methods, and
the availability of efficient SMT solvers like STP [42] and Z3 [31]. Whitebox
fuzzers employ symbolic execution to discover bugs in programs. The program
is executed in a (conceptual) symbolic machine, where inputs are treated as
symbolic variables, and where each instruction execution results in a symbolic
expression on input variables, rather than a computed value. (Typically, each
byte of, e.g., an input file is considered a symbolic variable.) Each branch
instruction executed in the symbolic machine adds a constraint on the inputs. By negating the constraint corresponding to a specific branch point and
querying an SMT solver for a solution to the collection of constraints, a new
set of input variables is obtained. The new input is guaranteed to take the
execution down a different path, after the given branch point. (Alternatively,
the solver will report that the constraint is unsatisfiable, meaning that the
corresponding execution path is not possible.) Two approaches to symbolic
execution exist. In systems like KLEE [19] and S2E [25], the symbolic execu3 Very large positive or negative numbers, negative numbers where only positive are
expected, etc.
4 As an example, the document describing the Adobe PDF standard [58] has over 1300
pages.
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tion will fork whenever a branch instruction is encountered. If querying the
SMT solver shows that both directions of a branch are possible, two divergent ”snapshots” of the symbolic state will be created. A downside of this
approach is that a very large amount of memory will be required for storing symbolic states when testing complex software with deep program paths.
A more memory-efficient approach is to use offline symbolic execution [105,
46]. With this approach, the program is executed from start to finish on each
input, while recording a program trace. The trace is then processed symbolically to create constraints corresponding to the concrete execution, and the
SMT solver is used to generate an input that takes a different path at some
branch point. This approach reduces the memory footprint at the expense of
taking longer to generate constraints, since the symbolic expressions need to
be entirely recreated from scratch for each new execution.
The main impediments to the widespread use of whitebox methods are
scalability and to some extent the high implementation complexity. The scalability problem is twofold. First, since the number of paths (and thus symbolic
states) is exponential in the number of branches, whitebox methods suffer
from path explosion. While symbolic execution can, in theory, achieve 100%
code coverage by systematically exploring all different branch outcomes, this
is only feasible in practice on very small programs. For example, Kuznetsov
et al. [71] demonstrated that they could reach up to 90% basic block coverage
when testing device drivers. For large and complex software it is necessary
to use approaches that, similar to methods based on random input mutation,
employ a more ”sparse” exploration of the program state space. Examples
of this approach include the systems SAGE [46] and Mayhem [20], which do
not aim for exhaustive exploration of tested programs, but rather use search
heuristics that prioritize exploring paths that have contributed the most to
increasing code coverage. This facilitates a testing strategy that emphasizes
finding as many bugs as possible given a fixed time budget, similar to classical
blackbox fuzzers. Another way to combat path explosion is hybrid fuzzing,
which combines greybox fuzzing with symbolic execution. We describe hybrid
fuzzing in more detail below, in conjunction with the discussion of greybox
fuzzing.
A more fundamental limitation of symbolic execution is that solving SMT
queries is an NP-complete problem. Therefore, the time to solve path constraints will increase exponentially with the depth (i.e. number of branches)
of the path. This often limits the depth of exploration that can be attained
with a symbolic execution framework. For example, Bounimova et al. [16]
mention that, in order to make SAGE scale to production use, deep program
paths must be pruned in order to avoid spending excessive time on solving
path constraints. This means that bugs that reside at deeper levels in the
program control-flow structure may not be found.
Apart from fundamental scalability challenges, whitebox fuzzers are also
challenging to implement due to their inherent complexity. When designing
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systems based on symbolic execution, the question of how to handle interactions between the PUT and the environment is a significant challenge. If
the symbolic execution system works on the user mode process level, dependencies on computations made in, e.g., system calls cannot be captured in
branch constraints. KLEE [19] and angr [108] solve this problem by using
manually-crafted models of system calls. However, due to the large number
of system calls in modern operating systems5 , providing models for all of them
is not feasible. KLEE and angr only provide models for a small number of
commonly-used system calls. Also, limitations in the system call models will
have a detrimental effect on the symbolic executor’s ability to explore the
program state space. For example, Yun et al. [132] noted that an overly simplified model of the mmap system call prevented angr from finding a bug that
their QSYM tool found. A more rigorous method of handling interactions
with the OS is to perform full-system symbolic execution, where all code,
including the OS kernel and all user mode processes, can be treated symbolically. The S2E tool by Chipounov et al. implements this approach [25]. The
improved accuracy of full-system symbolic execution, however, comes at the
cost of significantly higher computational and memory overheads. Therefore,
this approach is better suited to testing relatively small code bases that have
many interactions with the OS kernel, such as device drivers [71].

Greybox Fuzzing
Due to the limited scalability and high implementation complexity of whitebox
methods, greybox fuzzing has recently started to attract significant interest,
both in industry and in academia. Greybox fuzzers make use of a simple
evolutionary strategy to explore the state space of the PUT and find bugs.
Greybox fuzzing works by repeatedly cycling over a corpus of seed files. A file
is selected for fuzzing with a certain probability (determined by some scheduling strategy, as discussed in Section 3.2 below). After applying mutational
fuzzing to the file, it is used as input to the PUT, while measuring the PUT
code coverage. If the mutated input covers new code, it is added to the seed
corpus for further fuzzing in the future. This simple evolutionary algorithm
allows the fuzzer to ”incrementally” solve constraints, and achieve drastically
better code coverage than a mutational fuzzer without coverage feedback.
While the coverage instrumentation adds a certain amount of overhead, input
generation is still dramatically faster than for whitebox fuzzers. Therefore,
in many cases the bug finding efficiency of greybox fuzzers meets or exceeds
that of whitebox fuzzers [33], [113]. The utility of greybox fuzzers for finding
bugs has also been extensively demonstrated in practice. The popular greybox fuzzers AFL [133] and libFuzzer [99] have each found hundreds of bugs,
many of which are security-critical, across numerous widely-used open source
5 For

example, the Linux 4.17 kernel for x86-64 has almost 300 different system calls.
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programs. However, a crucial factor for the effectiveness of the evolutionary
approach employed by greybox fuzzers is the speed at which mutated inputs
can be tested. This requires that the PUT does not take long to execute.
Typical PUT inputs should also be fairly small, so that mutations can be applied to all (or most) parts of an input without requiring an excessive number
of mutation/execution runs. (Recall that mutations can only be applied to
a small part of an input at a time, to avoid breaking the structure of the
input.) For example, the documentation for AFL recommends that inputs
should ideally be less than 1 kB [134]. The AFL user interface will also emit
a warning if a PUT takes more than 10 ms on average to execute test cases.
In addition to the requirement for speedy PUT execution, greybox fuzzers
also share some limitations with mutational fuzzers. So-called magic constants
pose a problem for any random input-generation strategy. Magic constants
are specific values that are compared against input, such that the input must
match the constant exactly for a certain program path to be taken. Randomly guessing the exact value of a long constant (e.g., a 32-bit value) within
a reasonable period of time is exceedingly unlikely. Steelix [75] uses static
analysis to augment AFL’s branch coverage feedback to also include information on how close the fuzzer is to ”guessing” the correct magic constant. The
enriched coverage feedback allows AFL to incrementally discover inputs that
pass constraints involving magic constants.
Complex nested constraints on different parts of an input are also difficult
to solve using random mutation. Hybrid fuzzing has been proposed as a way
to marry the benefits of greybox and whitebox fuzzing. With this approach,
the greybox fuzzer has the primary responsibility for exploring the program
state space, while the symbolic execution system mainly serves the purpose
of solving constraints that are too complex for the greybox fuzzer to resolve
with random exploration. This way, the path-explosion problem associated
with whitebox fuzzers is ameliorated, while the greybox fuzzer can capitalize on the whitebox fuzzer’s ability to get past complex input constraints.
However, a challenge with hybrid fuzzing is how to decide when to ”give up”
trying to solve constraints with the greybox fuzzer and use symbolic execution
instead. Driller [113] uses AFL in combination with the symbolic execution
functionality of angr. When AFL has been unable to discover any inputs that
trigger new code coverage for a certain amount of time, symbolic execution is
invoked to try to solve branch constraints of branches that AFL has yet failed
to cover. QSYM [132] uses a different hybrid fuzzing approach. AFL and a
concolic execution system are executed in parallel, sharing and contributing
to the same input corpus. Similarly to Driller, the concolic system is used to
find inputs that cover branches not yet covered by AFL. QSYM also exploits
the synergies between greybox and whitebox fuzzing by employing optimistic
solving to speculatively solve only the last branch constraint of a program
path. This reduces solving time for deep paths, and avoids problems with
so-called over-constraining [25]. While not every input that is produced is
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guaranteed to actually cover new code when optimistic solving is used, invalid inputs can quickly be discarded by the coverage feedback mechanism
that is used by the greybox fuzzer.
An alternative approach to solving difficult constraints in greybox fuzzing
is to employ gradient descent. Angora [23] uses dynamic data flow analysis to
determine which parts of an input are used in a particular branch constraint,
and then attempts to find a satisfying solution using gradient descent.

Other Ways to Improve Fuzzing
Several approaches have been proposed to improve the effectiveness and efficiency of fuzzing that are orthogonal to the fuzzing paradigms described
above.
The scheduling strategy of a fuzzer (e.g., for deciding how much time to
spend on fuzzing a particular seed) can have a significant impact on the rate
at which bugs are found. Woo et al. [127] studied several scheduling strategies
for maximizing the number of bugs found with blackbox mutational fuzzing
within a certain time budget. Böhme et al. [13] enhanced AFL with scheduling
strategies based on a Markov chain model of greybox fuzzing. One of the key
insights of their work is that inputs that exercise high-frequency paths, i.e.,
paths that are very frequently triggered by mutated inputs, should receive
lower priority, since they are likely to represent uninteresting error-handling
code. This is based on the intuition that most fuzzed inputs will be detected
as invalid by the PUT, while those mutated inputs that are not recognized
as erroneous are the ones that are likely to reveal bugs, or to improve code
coverage.
A popular approach to making fuzzers ”smarter” is to use dynamic data
flow analysis to guide input generation. BuzzFuzz [43] is a mutational fuzzer6
that uses dynamic taint analysis to detect the parts of a seed that influence
system APIs, and only applies targeted mutations to those parts of the input.
TaintScope [121] uses a similar approach, but it also uses control flow altering to bypass integrity checks based on checksum verification, which would
otherwise cause every mutated input to be rejected. After finding a crashinducing input, TaintScope attempts to ”repair” checksum fields in the input
using symbolic execution in order to verify that the input triggers the bug
also without control flow altering. Haller et al. [50] similarly use DTA to
detect the parts of an input that influence array indexes in the PUT, and
then perform symbolic execution to try to uncover buffer overflow or underflow vulnerabilities. The greybox fuzzer VUzzer [101] employs DTA to limit
mutations to only those bytes of an input that influence branch predicates,
and to infer which parts of an input must remain unmodified in order for the
6 The authors use the term ”whitebox fuzzing” to describe their approach, although they
do not use symbolic execution. They appear to use the word ”whitebox” in a more general
sense, meaning any method that does not treat the PUT as a black box.
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input to be considered valid by the PUT. Angora [23] also makes use of DTA
to determine which bytes of the input influence a particular branch so that
its gradient descent algorithm can focus on those bytes.
A limitation of data flow guided fuzzers is that they do not usually consider
indirect flows (due to problems with spurious information flows, as discussed
in Section 3.1). This means that the analysis may fail to, e.g., identify all
branches that depend on a particular part of the input. AFL uses a more
general method of heuristically determining which bytes are not likely to be
affecting the control-flow of the program, and can therefore be safely excluded
from mutation. (For example, pixel data in an image file would typically
fall into this category.) When an input is selected for fuzzing for the first
time, AFL fuzzes its entire range of bytes, one byte at time. If mutating a
particular byte (in isolation) never appears to change the control flow of the
PUT, that byte is excluded from further fuzzing. Lemieux and Sen [74] use
a similar method to approximately determine which parts of an input cannot
be mutated in order for a particular branch instruction to be exercised. This
approach is used as part of a strategy to steer the fuzzer towards rarelyexercised branches, in order to improve code coverage of the PUT.
An alternative to state-space exploration methods like grey and whitebox
fuzzing is automatic learning of input formats. A learning algorithm is used
to infer a model of the syntactic and semantic rules of the input format,
based on a set of example inputs. The inferred model can then be used to
generate inputs, similarly to generational fuzzing. Höschele and Zeller [55]
apply DTA to detect how different parts of an input are used by a program,
and then use this to infer a context-free grammar that describes the input
format. Wang et al. [119] noted that input generators based on a simple
context-free grammars are often able to pass the syntactic checks for highlystructured input formats, but still typically fail to pass semantic checking.
They propose probabilistic context-free grammars as a formalism for learning
both semantic and syntactic rules from a set of input samples and an existing
context-free grammar. They use inferred models to generate seed inputs for
AFL, and show that their approach increases code coverage significantly over
using the training samples directly as seeds. Some works also use standard
machine-learning methods to learn input formats. Godefroid et al. [47] train
a recurrent neural network to model PDF files. The model is then used as
part of a blackbox mutational fuzzer, thereby increasing the likelihood that
introduced mutations are ”legal” according to the PDF standard. Böttinger et
al. [15] propose training a blackbox fuzzer based on coverage feedback, using
deep reinforcement learning.
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3.3 Trace Alignment and Binary Code Matching
In this section, we discuss the two related problems of binary code matching
and instruction trace alignment (ITA). The goal of the former is to locate
equivalent (or similar) pieces of binary code in two executables, whereas the
goal of the latter is to align the execution histories of two binary programs. Binary code matching thus allows comparing the syntactic or semantic similarity
between the code of two binaries, while ITA allows comparing the behavior of
binary programs. While the focus of this thesis is dynamic analysis to facilitate instruction trace alignment, we also briefly survey methods for binary
code matching.

Binary Code Matching
Matching binary code requires some kind of similarity metric to allow comparison of two code units (e.g., functions or basic blocks). Such similarity
metrics can be based on either syntactic or semantic features of the code,
depending on the purpose of the code comparison.
In binary diffing the goal is to find small differences between otherwise
syntactically similar binaries, akin to using the Unix diff tool on a source
code file. A common use-case of binary diffing is analyzing differences between
two versions of the same program, e.g., for finding out exactly what changes a
software patch for a closed-source program has introduced. It should be noted,
however, that computing a binary diff is significantly harder than doing the
same for a source code file. Recompiling a program after a small change may
yield a new binary with, for example, different code ordering, different register allocations, and different memory offsets throughout large sections of its
code. Therefore, the new binary may superficially look completely different
from the original. The BinDiff tool [141] is considered to be the industry standard tool for binary diffing. BinDiff relies on IDA Pro for disassembly and
CFG recovery, and uses a heuristic graph-matching algorithm to first align
the static call graphs of both binaries using structural information about functions (e.g., the number of basic blocks and function calls) for node matching.
The intraprocedural CFGs of matched functions are then also heuristically
aligned to discover code differences. Several improvements to the BinDiff approach have been proposed. For example, Bourquin et al. use a more powerful
graph-matching algorithm for binary diffing [17], and Gao et al. propose the
use of symbolic execution to semantically compare basic blocks, in addition
to also using a more accurate graph isomorphism algorithm [44]. Despite
these improvements, a fundamental limitation of binary-matching methods
based on graph isomorphism is that they require the compared binaries to be
highly syntactically similar. Using a different compiler or optimization level
may significantly change the structure of the CFG, which will in turn often
dramatically reduce the matching accuracy of tools like BinDiff [35].
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Another use case for matching executable code is binary code search.
Given a piece of binary code, the objective here is to find semantically identical pieces of code in a large set of binary files. For example, given (the
machine code of) a version of a library function with a known vulnerability,
one might be interested in scanning a large collection of firmware images to
determine whether or not the vulnerable version of the code is present in any
of the images. In contrast to binary diffing, there is often no requirement with
regard to syntactic similarity when performing a binary code search, as the
corpus of searched binaries may have been compiled by different compilers or
for different CPU architectures. Therefore, methods for binary code search
often emphasize semantic features for matching. Luo et al. used symbolic execution to detect semantically identical pieces of code in obfuscated binaries
[79]. However, due to the high computational cost of solving SMT queries,
methods based on symbolic execution tend to have poor scalability. Chandramohan et al. proposed ameliorating this problem by pre-filtering potential
matches using similarity scores based on API-calls and the types of instructions used [22]. David et al. [30] instead address the scalability problems with
using theorem provers by breaking functions down into many small units of
code called strands, and using a theorem prover to quantify the similarity
between individual strands. Statistical methods are then used to aggregate
strand similarity into a similarity metric for entire functions. Instead of using theorem provers to test semantic similarity, some works use the observed
results of runtime computations to build semantic signatures for matching.
Egele et al. [35] use Pin to collect the set of all runtime-observed results of
computations for every function in a binary. The per-function set of collected
runtime-values is then used as a signature to match functions between two
binaries. To reach 100% code coverage, some code paths are forced by means
of manipulating the execution of branch instructions, and a fixed random
memory environment is used to facilitate comparable results across different
binaries. In a somewhat similar vein, Pewny et al. [96] create semantic signatures by using code emulation to sample pairs of input/output values for
basic blocks. A few works also use structural (i.e., syntactic) features for binary code search. Eschweiler et al. [38] match functions using an approximate
graph-isomorphism algorithm, and use pre-filtering based on simple numerical
features (e.g., number of instructions, number of basic blocks, etc.) to reduce
the time needed for searching. Feng et al., however, found that pre-filtering
could lead to unreliable results [39]. They instead proposed representing CFGs
as numeric feature vectors to address scalability.
Finally, Zhang and Gupta [138] proposed a method for comparing semantically identical binaries in the presence of syntactic differences due to different
levels of code optimization. Their method was later extended by Nagarajan
et al. to also handle certain forms of code obfuscation [88]. A mapping between the instructions in two binaries is computed by executing the binaries
on the same input, and using several heuristics to match instructions. Match
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candidates for each instruction are selected based on how similar their sets
of runtime-observed values are (similar to Egele et al. above). Preliminary
matches are then further pruned by using a heuristic alignment of the dynamic data dependence graphs of the two binaries. The work by Nagarajan
et al. extends this approach to deal with obfuscated code, where the original
control flow structure of the program may have been significantly altered. To
aid in comparing binaries in the presence of obfuscation, they also produce
mappings between nodes of the CFGs in the two binaries. The dynamic call
graphs of the respective program executions are aligned heuristically, and the
original method by Zhang and Gupta is used for intraprocedural matching
of instructions. The instruction mappings are then used to match control
flow paths in the CFGs of the two binaries. In contrast to the other binarymatching methods mentioned here, these two methods compare two concrete
executions to create instruction mappings, and can therefore only match instructions that are exercised by the given input. (Note, however, that in
contrast to ITA, their method still matches static instructions rather than
instruction execution instances.) Another limitation is that both binaries are
required to be semantically identical, as a single discrepancy in the dynamic
dependence graphs can lead to propagating instruction mismatches.

Instruction Trace Alignment
While basic notions of syntactic and semantic similarity from binary code
matching can also be used in ITA, the two problems offer distinctly different
challenges. In binary code matching the units of comparison are typically
large (e.g., entire functions), while in ITA the basic unit of comparison is
a single instruction. This means that much more informative semantic or
syntactic signatures can be extracted in binary code matching, facilitating
unique identification of corresponding units of code in matched binaries. On
the other hand, since an instruction trace is a runtime artifact, runtime information can be used to aid matching in ITA. In particular, the temporal
order of instruction execution is an important additional source of information. However, the greatest challenge in ITA is scalability. Traditional sequence alignment methods, such as the well-known longest common subsequence algorithm, use dynamic programming and therefore have quadratic
time complexity. This makes them ill-suited for aligning instruction traces,
which often have many millions of elements. For this reason, the existing body
of work in ITA is limited. Also, due to the scalability problems of applying
general-purpose sequence alignment algorithms for ITA, most existing works
use highly application-specific ”one-off” solutions.
Kang et al. [62] use trace alignment to diagnose how environment-aware
malware7 determines that it is being run in an analysis environment. They
7 Malware that tries to discover if it is being executed in an analysis environment, so
that it can refrain from revealing its malicious behavior.
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collect traces from two environments, one where the malware exhibits malicious behavior, and one where it does not. After heuristically identifying
the divergence point, i.e., the point where the behavior of the malware starts
to differ significantly between the two executions, they align the traces from
the start of execution up to this point of divergence. This allows identification of the point at which the malware fingerprints its execution environment,
since it will result in a small misalignment between the traces. Since it can
be expected that the parts of the traces that are subject to alignment will
have few differences, a special-purpose alignment algorithm [87] with time
complexity O(nd) can be used, where d is the number of differences and n
is the number of instructions. Johnson et al. [60] also consider the problem
of aligning two executions of the same binary with slightly different inputs,
and show applications in diagnosing the root cause of security vulnerabilities
and understanding environment-aware malware. Their method uses execution indexing [128] as the basis for their alignment algorithm. Execution
indexing uniquely identifies an execution point based on its position within
the hierarchical control-dependence structure of the program. It works by
dynamically maintaining a stack containing the branches that the current instruction is control-dependent upon. The contents of this control-dependence
stack at any point during execution constitutes that point’s execution index,
and can be used to identify the same execution point between two runs of the
program. Due to the hierarchical nature of (structured) programs, if two program traces become misaligned at some point, they are guaranteed at some
later point to re-align at an earlier execution index (i.e., an index higher up
in the hierarchy). Therefore, an efficient linear-time algorithm can be used
to align execution indexes of two traces. However, since tracking dynamic
control dependencies requires static control flow information, inaccuracies in
CFG recovery may adversely affect the correctness of the alignment. This
could especially be a problem when analyzing malware, which is frequently
obfuscated. Also, the alignment method is only applicable to traces from the
exact same binary code, since execution indexing requires identical controlstructure in compared executions. Weeratunge et al. [122] use an approach
similar to Johnson et al. for aligning traces as part of their method for analyzing concurrency bugs. Their method, however, works on source code and
not binary code.
Some works also use sequence alignment techniques to align more coarse
grained execution traces. Kirat and Vigna [65] describe a method to create
evasion signatures of environment-aware malware, where they use the SmithWaterman [110] dynamic-programming algorithm to align traces of system
calls. System call alignment is useful for comparing the high-level behavior of
two programs, since it captures similarities in how programs interact with the
environment. Because system call traces are much shorter than full instruction traces, they can also be aligned within reasonable time using classical
alignment methods. Ming et al. adopt Kirat and Vigna’s approach to align38
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ing system call traces in their system for performing semantic comparison
of malware behavior [84]. After aligning system calls, dynamic slicing and
symbolic execution are used to assess which aligned system call pairs have
semantically-equivalent input parameters. Based on this, a final similarity
score is calculated.
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Summary of Contributions
In this chapter, we give a detailed overview of the contributions presented in
the thesis. First, we describe our approaches to improving the scalability of
dynamic slicing (RQ1) and instruction trace alignment (RQ2), respectively.
We then present our methods to improve the semantic insight of random
fuzzing (RQ3a), and to accelerate fuzzing by avoiding random exploration of
”uninteresting” parts of inputs (RQ3b).

4.1 Scalable Dynamic Slicing
Dynamic slicing methods based on Agrawal and Horgan’s third method (Section 3.1), which first constructs the dynamic dependence graph and then traverses the graph to compute slices, have previously been considered impractical due to high memory overhead. This has lead others to develop new methods that either try to compress the graph [137], or compute slices from more
compact execution traces [136]. These alternative methods are not ideal, however, as the first approach requires a lengthy preprocessing step to compact
the graph, while the second approach suffers from slow slice-computation.
Moreover, while the graph-compression method by Zhang and Gupta [137]
achieves an impressive 94% size reduction on average, their method requires
access to source code. In their dynamic slicing system for debugging, Nagarajan et al. [89] used a subset of Zhang and Gupta’s compaction methods
that are also applicable on the binary code level. They found that this only
resulted in a 70% size reduction. (In other words, five times as much space
was required for the graph.) Therefore, they had to apply application-specific
optimizations, in addition to limiting slice computations to a small window of
the execution history.
The reason that the graph-based approach is considered impractical is that
graphs for realistic executions frequently become too large to fit in RAM.
Therefore, methods that compute slices from traces have been considered
more practical for two main reasons. First, traces are both inherently more
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compact, and can also be traversed directly in a compressed format [120].
Second, even in cases where the entire execution history does not fit in RAM,
traces are ideally suited to be accessed from secondary storage, since they are
completely ”flat”, and only a single linear sweep over the trace is required for
computing a slice. Overhead from random-access to the secondary storage is
therefore naturally avoided with the trace-based method. In contrast, storing
and traversing graphs on secondary storage without excessive random-access
overhead is a challenging problem. We show, however, that by carefully designing the graph representation to exploit temporal locality in programs, it
is possible to utilize secondary storage for the dependence graph, without
significant slowdowns from random access to the storage media.
In this section, we first provide an overview of the method for backwards
slicing described in Paper I. We then briefly discuss the dynamic slicing system
that is used in Paper IV. Although both systems are based on a similar design
philosophy, the aim of the work in Paper I was to maximize the efficiency of
backwards dynamic slicing when utilizing secondary storage, while the second system has been tailored more towards flexibility, and instead supports
forward dynamic slicing.
In the implementation of both dynamic slicing systems we have focused
on data dependencies only, i.e., our dependence graphs only consist of data
dependencies. The reason is twofold. First, recording dynamic control dependencies requires an accurate control flow graph for the program. Since one
of our explicit goals has been to perform dynamic slicing at the binary code
level, the accuracy of dynamic control dependency analysis will be limited by
the fundamental challenges in CFG recovery from binaries. Our second and
primary reason for focusing on data dependencies is the problem with spurious dependencies when performing information flow analysis on binary code
(Section 3.1). Our decision to not consider control dependencies was reinforced by the observation that, for many applications of dynamic information
flow analysis, data dependencies are considered sufficient. For example, most
DTA implementations only consider data dependencies. Also, in a study by
Zhang et al. [135] on the effectiveness of dynamic slicing for diagnosing bugs,
data dependency slicing was found to be sufficient for locating the root cause
of about 2/3 of all bugs considered in the study, including all of the memory corruption bugs. It should be noted, however, that our decision not to
consider control dependencies is not due to some fundamental limitation of
our approach to dynamic slicing. For both of the systems presented in this
chapter, the dependence graph representations and the associated methods
for construction and traversal of the graphs could easily be extended to incorporate dynamic control-dependence information. Since control dependencies
only contribute to about 10% of the size of a dynamic dependence graph
[137], we do not expect that adding control dependence edges would require
re-design of our methods in any way, nor would it significantly invalidate the
empirical performance figures presented in Paper I.
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Backward Slicing
The benefit of using traces to represent execution histories for dynamic slicing
is that a trace can easily be split up into ”chunks”, which can be cached in
RAM. This allows amelioration of random-access latencies, both during the
recording of an execution history, and during the subsequent traversal of the
recording to compute slices. The problem addressed in Paper I is to design
a physical storage format for execution histories that allows efficient caching
in RAM while still retaining the graph representation of data dependencies.
Here, we give an overview of our proposed solution to this problem.
A key design decision for our dynamic slicing method was to maintain separate execution histories for each basic block. One entry in a per-basic-block
execution history contains references to the defining instruction of each input
operand for each instruction in the basic block. This design naturally allows
exploiting temporal code locality. Only a small subset of all of a program’s basic blocks, referred to as the code working set, will be executed during a certain
(small) time window (for example, the body of a loop with many iterations).
With our design, only the execution histories of the current working set need
to be maintained in RAM at any given time. We also exploit temporal locality
of reference of data, i.e., the observation that only a small subset of all data
in memory, referred to as the data working set, tend to be referenced during
a certain time window. This means that data dependencies corresponding to
computations on the current data working set will be physically close in our
per-basic-block execution histories. The execution histories can therefore be
split into chunks, so that only a few recently used chunks for each basic block
in the code working set need to be cached in RAM during traversal of the
graph.
Another design goal of our work was to avoid the expensive preprocessing
step of Zhang and Gupta’s method. To achieve this, the graph is created
in an online fashion during the execution of the target program. Dynamic
dependencies are recorded into chunk buffers, which are committed to disk
when they become full. We present an algorithm for dynamically estimating
the code working set, so that chunk buffers only need to be maintained for
the most recently executed basic blocks. Given a certain memory budget, the
size of chunk buffers, and the number of basic blocks for which to maintain
a chunk buffer in memory, are dynamically adjusted to make optimal use
of RAM. In designing this algorithm, we also needed to consider that the
execution frequencies of basic blocks follow a heavy-tail distribution, where
a few basic blocks will be responsible for the vast majority of the execution
time, while a large number of basic blocks execute quite rarely. As we show
in the paper, fixed-size chunks therefore result in poor utilization of RAM
and drastically reduced performance. The size reserved for a chunk buffer
during graph construction must instead be dynamically adjusted based on the
current execution frequency of the corresponding basic block. Using results
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from network communication scheduling [116], we show that the randomaccess overhead of committing chunks to disk is minimized if the chunk size
is proportional to the square root of the basic block execution rate. This
property is achieved if the size reserved for chunks of a particular basic block is
incremented with a constant each time the current chunk must be committed
to disk.
The graph-recording component of our system was implemented with Pin.
Code to manage chunk buffers and record data dependency information is
added to each dynamic basic block using Pin’s instrumentation facilities. A
shadow state is used to hold a reference to the last defining instruction of
each register and memory location, so that this information can be recorded
into the graph when the corresponding real location is dereferenced. During
the instrumentation phase, we also perform static analysis on dynamic basic
blocks to implement two of the compression methods from Zhang and Gupta’s
work [137]. These work by identifying static data dependencies within the
basic block that do not need to be explicitly recorded, resulting in an average
graph size reduction of 30% in our experiments. Since the two methods only
require intra-basic block analysis, they are also applicable to binary code and
do not necessitate any expensive preprocessing of the execution history before
slice computation.
Our implementation was empirically evaluated using five popular Linux
programs. For each program, we recorded dependence graphs for executions
consisting of several billion instructions, resulting in graphs 21–72 GB in size.
The mean overhead for online graph recording was 100x across the five programs. To evaluate the slicing performance, we computed 1000 slices at random points during the execution history. Using 2 GB of RAM for caching, the
cache miss ratio1 was between 0.3% and 0.002%, showing the effectiveness of
our design’s ability to exploit temporal locality. This allowed graph traversal
rates of 5–9 million dependence edges per second.

Forward Slicing
In contrast to the system described above, the dynamic slicer used in Paper IV
is designed to support forward slicing. To compute forward slices, we need to
record forward dependence edges in the dynamic dependence graph. That is,
for each instruction we need to create edges to all instructions that later used
a variable defined by that instruction. Since the number of forward edges of
a node is not known a priori, we cannot easily reuse our graph representation
for backwards slicing. Instead, we adopt a simplified design in which each
instruction execution results in one physical node being created, and where
nodes are stored linearly to file as they are created. To support an arbitrary
number of forward edges, if a node has more than one outgoing edge, we create
1 The

44

proportion of dependence edge lookups that required fetching a chunk from disk.

4.2. Scalable Instruction Trace Alignment
a linked list of edges. Nodes of the linked list are stored in-line with the nodes
of the graph on file. To handle graphs that are too large to fit in RAM, we
use memory-mapped I/O to map the entire graph file into virtual memory,
during both construction and traversal. In cases where the graph is too large
to fit in RAM, we rely and the operating system’s page handling mechanism
to keep only recently-used parts of the graph in memory. Note that, while
this simple design is not as efficient as our backwards slicer, we still rely on
the same fundamental observation that temporal locality of reference can be
used to avoid excessive random access to secondary storage. Since instructions
referencing the current data working set will execute close to each other in
time, they will also be clustered physically close to each other on file. This
means that with a depth-first graph traversal strategy, only a small number
of memory pages from the backing graph file need to be mapped into RAM
at any given time.
Just like the backwards slicing system, we also implemented the binary
analysis part of our forward slicer using Pin. A limitation of our design is
that, in order to support graphs larger than 4GB, the graph construction and
traversal need to run on a 64-bit operating system. To improve the flexibility
of our system, and also to allow for slicing on 32-bit systems, we use an implementation similar to offline taint analysis [124]. Instead of creating the graph
online during execution of the target program, we record a trace containing
all runtime information necessary to resolve dynamic data dependencies. The
trace is then used to efficiently build the graph, potentially on another system.

4.2 Scalable Instruction Trace Alignment
Instruction trace alignment allows fine-grained comparison of two program
executions, which is important in several applications. For example, malware
authors often distribute slightly modified (i.e., obfuscated) variants of the
same malicious binary in an effort to circumvent signature-based antivirus
products. Similarly, instruction trace alignment could help to identify program plagiarism or aid in general program-comprehension tasks. In contrast
to the highly application-specific methods from earlier works, which have good
accuracy for specific applications, but are not applicable in the general case,
the goal of our work in Paper II has been to devise a general trace-alignment
method. Due to either syntactic differences, that stem from, e.g., different
optimization levels or use of different compilers, or semantic differences that
occur when, for example, comparing two versions of the same program, a
perfect alignment cannot be expected to exist in the general case. Therefore,
we have striven to devise a best effort alignment method, which can produce
meaningful alignments even in the presence of significant syntactic differences,
or minor semantic differences. To the best of our knowledge, we are the first
ones to have addressed this general trace-alignment problem.
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Figure 4.1: Schematic example of the FastDTW alignment algorithm. Red
cells represent the current alignment. White cells represent the part of the
alignment matrix considered during one round, while grey cells represent parts
of the matrix that are ignored.
Classical dynamic-programming sequence alignment methods work by
finding a minimum-cost path through an alignment matrix, where the cost
at each cell is determined by the level of dissimilarity between the corresponding elements of the two aligned sequences. Since such methods have
quadratic time complexity, they are not directly applicable for aligning instruction traces. We instead adopt the FastDTW [104] alignment method,
which is a heuristic linear-time variant of the quadratic-time dynamic time
warping (DTW) algorithm. DTW is frequently used in, e.g., speech recognition to align time series representing analog signals [86]. Figure 4.1 shows
a simple example of the FastDTW algorithm in action. FastDTW works
by aggregating adjacent elements of each sequence into larger units to create a low-resolution version of the alignment problem. After computing a
low-resolution alignment, the resolution is increased, and a new alignment is
performed only for a narrow band around the initial alignment. In the context of aligning analog time series, aggregating several elements of a sequence
is done simply by computing an average over the elements. In our context,
however, sequences consist of machine code instructions. Therefore, a key
design problem was to identify a feature that (i) captures the semantics of
computations, rather than syntactic properties, and (ii) lends itself well to
aggregation over a sequence of instructions. We choose, similar to some previous works on dynamic code-matching [138, 35], the set of runtime observed
values for each instructions (i.e. values of input and output operands) as our
code-matching feature. Runtime-observed values fulfill requirement (i), since
two semantically similar programs must compute a similar set of intermediate
results in roughly the same order to arrive at the final output. Requirement
(ii) can also be fulfilled by comparing the frequency-distribution of observed
values for a range of instructions. To improve the matching accuracy, we
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also employ the tf-idf technique from information retrieval to weight value
frequencies according to the value’s level of uniqueness.
For the empirical evaluation of our method we implemented a tracing
component using Pin. We also use a heuristic technique to filter out values
that are likely to be addresses (i.e., pointers), which are generally not comparable across executions. The trace alignment method was evaluated on 11
Linux programs. We first compiled the programs using different compilers
and compiler settings to produce a set of syntactically different binaries for
each program. For each of the programs, we then recorded traces from executing the different binaries on the same input, and evaluated how accurately
traces from different binaries could be aligned. The alignment accuracy was
tested across different compilers, different optimization settings, and between
32-bit and 64-bit x86 binaries. We found that for the vast majority of instructions in a trace, the produced alignments were off by a few instructions at
most. We also evaluated the method on obfuscated code, and found that for
many programs it could still produce meaningful alignments, albeit with lower
accuracy. The performance of the implementation was also evaluated. For
short traces (a few hundred thousand up to a few million instructions), traces
could be aligned in times ranging from a few seconds to a few minutes. For
longer traces of up to about 100 million instructions, alignment times were
about 30–60 minutes, showing the linear scaling of our approach. In addition
to the quantitative evaluation of our method’s accuracy and performance, we
also show a practical use case of applying trace-alignment to study semantic
differences between two versions of the same program compiled with different
compilers and optimization levels.

4.3 Improving Fuzzing using Dynamic Slicing
In this section, we give an overview of our efforts to improve fuzzing. First,
we present a system called MutaGen (Paper III), which implements a novel
method of improving code coverage by turning a generating program into a
generational fuzzer of sorts. We then describe our approach to accelerating
greybox fuzzing of slow PUTs, or PUTs that require large inputs (Paper IV).
Dynamic slicing is an integral part of both of our contributions to fuzzing.
Apart from allowing fuzzing of closed-source programs, performing dynamic
slicing using dynamic binary instrumentation also significantly simplifies deployment of our fuzzing systems compared to a solution that applies instrumentation to the source code or during compilation. These latter two approaches would require not only the PUT itself, but also all shared libraries
used by the PUT, to be recompiled with instrumentation to track data dependencies. It is not uncommon for programs to link to tens, or sometimes
even hundreds, of shared libraries. Note that, even if we are not interested
in computations that take place inside a library, it is also crucial to record
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data flow inside the libraries, so as not to break the tracking of transitive
data-flows in the PUT. If data flows from the PUT into a shared library, for
example when the PUT calls a library function, we must also instrument all
computations inside the library to record data dependencies, otherwise we
would not be able to establish the dependence between the data flowing out
of the library (e.g., a return value), and the input to the library function.

MutaGen
The aim of our MutaGen system was to combine the low human effort of
mutational slicing with the superior code coverage of generational fuzzing.
In generational fuzzing, code coverage is improved by increasing the semantic insight of the fuzzer by providing a manually crafted specification of the
PUT’s input format. However, crafting the input specification is a laborious
and error-prone task. The key insight behind our method is that for most
input formats — even proprietary or undocumented ones — there is a generating program, which can create correctly formatted inputs. (Although the
generating program may only be distributed in binary form for proprietary
formats.) Such a generating program implicitly encodes the input format in
its output-generation code. Our method is inspired by mutation testing [59],
where mutations are introduced into a code base in a systematic fashion in
order to evaluate the completeness of an accompanying test suite. We instead
apply systematic code mutation to a generating program, so that its outputs
become slightly corrupt. The outputs of the mutated generating program is
then used as inputs to the PUT. The hypothesis of our work has been that, in
contrast to ”blindly” mutating an input directly, our mutations take place at
a higher level of abstraction, increasing the likelihood that generated inputs
pass syntactic and semantic checks of the PUT. In that sense, our method
turns an existing generating program into a generational fuzzer.
Figure 4.2 illustrates the difference between traditional mutational fuzzing
and MutaGen. While a mutational fuzzer blindly introduces ”noise” into a
seed file, MutaGen conceptually works by injecting ”bugs” into the output
generation part of a generating program. In the example depicted in the figure,
MutaGen is used to generate inputs for testing PDF parsers2 . A PostScriptto-PDF converter is used as the generating program. MutaGen first applies
a mutation to the PostScript-to-PDF converter and then executes it with a
valid PostScript file as the input. The resulting output can then be used as a
test input for PDF readers. By repeating this process for different mutation
sites in the generating program, a large corpus of test inputs can be generated.
MutaGen is implemented to introduce mutations directly to x86 binaries
using Valgrind. Applying mutations directly at the machine code level avoids
difficulties with programs that are made up of many different components,
2 Note, however, that our method is applicable to all programs that take files as input,
not just PDF readers.
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Mutational
Fuzzer
Valid PDF file
(a)

PostScript to PDF
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PostScript file
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(b)

Figure 4.2: Conceptual difference between mutational fuzzing (a) and
MutaGen (b), for the example case of generating test inputs for PDF readers.
and also allows MutaGen to support closed-source generating programs. Using
Valgrind allows us to avoid the intricacies of the x86 instruction set, and apply
mutations on Valgrind’s simplified IR. We use several mutation operators from
mutation testing, such as switching addition and subtraction. In contrast to
mutation testing we apply mutations to computations rather than branch
predicates, since our goal is to mutate the computed output of the generating
program rather than drastically changing its internal logic. Therefore, we also
use several arithmetic mutation operators, for example adding or subtracting
a constant from different instruction operands. Since applying mutations to
every executed instruction of the generating program would be very time
consuming, we also utilize our backwards dynamic slicer from Paper I to
limit the set of instructions that are viable for mutation. We instrument
system calls for writing output to a file, and treat every byte of the generating
program’s output as a combined slicing criterion for backwards slicing. This
means that the slice will contain every instruction that is directly involved in
computing the program’s output. (Or more precisely, every instruction that
at least one byte of output has a transitive data dependency on.) We found
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in our experiments that this reduced the number of instructions to mutate by
90% or more.
We evaluated MutaGen on several Linux programs, using 8 programs as
fuzzing targets, 6 generating programs, and different inputs and configurations
for the generating programs. Several thousand test inputs were obtained from
each generator configuration, after removing non-unique files from each set.
MutaGen found a total of 16 crashes, 8 of which represented unique bugs.
Several of the bugs were memory errors with potential security implications.
We also compared MutaGen to two popular mutational fuzzers, which were
executed for 24 hours using outputs of the non-mutated generating programs
as seeds. Neither of them found any bugs in the 8 programs used in our
evaluation. The code coverage achieved by MutaGen was also about one
order of magnitude greater than for the mutational fuzzers.

Focused Fuzzing
A prerequisite for the efficiency of the evolutionary approach used by greybox
fuzzers is that the PUT must execute reasonably fast. Also, inputs should be
fairly small to allow fast exploration of the input space. For ”heavyweight”
programs, or programs for which even ”minimal” inputs are fairly large, greybox fuzzing is markedly less effective. Document viewers and media parsers
are examples of programs which are often challenging to test efficiently using
greybox fuzzing, for the above reasons. The aim of our work has been to
boost the efficiency of greybox fuzzing for such cases by concentrating the
fuzzing effort on ”interesting” parts of inputs. Specifically, we have focused
on accelerating the so-called deterministic stage of the state-of-the-art greybox fuzzer AFL. In order to avoid the manually-specified fuzzing ratios of
mutational fuzzers, AFL exhaustively applies a regimen of mutations at every byte offset of an input the first time that input is selected for fuzzing.
(Subsequent fuzzing of the input will apply a random number of mutations at
random offsets, like in classical mutational fuzzing.) This eliminates the risk
of missing a bug because an important part of the input never happened to
be subjected to mutation. However, the deterministic stage is very costly for
”heavyweight” PUTs or large inputs, since AFL would need to perform several
hundred mutation/execution runs per byte of input. As a fall back for cases
in which the deterministic stage is prohibitively expensive, AFL provides an
option to skip it altogether and instead to always apply mutations more like a
classical mutational fuzzer. This allows AFL to more quickly cover new parts
of the PUT’s state space, at the expense of an increased risk of missing bugs.
The foundation of our method is to extend the notion of code coverage
to individual bytes of input. Greybox fuzzers like AFL already consider code
coverage at the granularity of entire inputs — each input that exercises new
code is considered interesting and is saved for further exploration. We extend this idea to mark individual bytes of an input as more interesting to
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explore by using targeted mutation. The first time a new input is selected
for fuzzing, we compute individual forward dynamic slices for each byte of
input (i.e., for each input we compute the set of instructions that has a transitive data dependency on that byte). If a slice contains an instruction not
previously seen in slices for any previous input, the corresponding byte is considered ”interesting”. During the subsequent deterministic fuzzing stage, only
the ”interesting” bytes are subjected to mutation. We dubbed this approach
focused fuzzing. The system described in Section 4.1 was used to compute
the forward dynamic slices. Since the purpose of our work is to accelerate the
fuzzing process, it is important that the overhead of dynamic slicing is not so
great that it outweighs the benefits of our per-byte coverage feedback. While
computing dynamic slices for all bytes in a large input is quite expensive, we
observed that in many cases, some nodes in the dynamic dependence graph
had a transitive data dependency on a large number of input bytes. Rather
than re-traversing these nodes for every slice computation, we utilize a slice
caching mechanism. When the same node has been visited in more than a
set number of slice computations, we compute the dynamic slice of that node
and store it in a cache. If the same node is encountered in future slice computations, we refrain from traversing down that part of the graph, and instead
simply merge the cached slice into the current slice. This optimization reduces
the overhead of slicing everywhere from a few times up to several orders of
magnitude, depending on PUT and input. As a further optimization, we only
generated nodes in the dynamic data dependence graphs for instructions that
were tainted by input, which significantly reduced the size of graphs. As a
result of these optimizations, the cost of computing slices in our experiments
was quite reasonable, with the average time to compute all slices for an input
being on the order of 10 seconds.
We evaluated our focused fuzzing implementation on 4 Linux programs
(two document parsers, one media decoder and one file compression tool),
comparing our approach with both the default mode of AFL (which performs
the deterministic stage) and the fallback mode. To allow a fair comparison
with the default mode, which requires more time to reach reasonable code
coverage when using ”heavyweight” programs, we ran each fuzzer mode for one
week per program. We found that the rate at which focused fuzzing increases
code coverage is comparable to AFL’s fallback mode, but that focused fuzzing
found significantly more crashing inputs and unique bugs. The default mode
of AFL had a significantly slower rate of code coverage increase and found far
fewer crashes and bugs. It should be noted, however, that focused fuzzing is
a heuristic to speed up fuzzing, and is therefore not guaranteed to discover
all bugs that are discoverable when using the full deterministic stage. This is
evident from the fact that one of the bugs found in our experiment was only
discovered by the default AFL configuration. However, given the much higher
overall bug and crash count, focused fuzzing appears to strike a good balance
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between the speed of the fallback mode and the thoroughness of the default
mode.
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Being able to perform analysis directly on binary code has many important
applications, for example auditing closed-source software for security problems and defending against malware. In many cases, deployment of program
analysis tools is also easier when directly analyzing binaries, since one need
not consider the idiosyncrasies of different programming languages, build environments, or third-party components. Static and dynamic binary analysis
methods complement each other in terms of strengths and weaknesses. Static
methods are often more scalable and easier to deploy, and may be the only
choice if code cannot be instrumented easily for runtime analysis, as is sometimes the case with, e.g., embedded systems. However, due to the inherent
challenges of statically recovering high-level semantics from binary code, finegrained program analysis, such as information flow tracking or instructionlevel code matching, require the use of dynamic analysis. While the main
challenge of static binary code analysis is devising effective heuristics for recovering high-level information, scalability is instead often the main challenge
when doing fine-grained dynamic analysis. In this thesis, we have proposed
ways of improving scalability for two important fine-grained dynamic analysis
methods, dynamic slicing and instruction trace alignment, which have not
previously seen much use in practice, in part due to their poor scalability.
We have also applied our work on scalable dynamic slicing in two novel approaches to improve the effectiveness and efficiency of fuzzing. In our first
work on fuzzing, we demonstrated how to improve the semantic insight of
blackbox fuzzing by automatically turning an existing program that can generate valid inputs in the desired format into a generational fuzzer. Our second
work proposed a method for boosting the efficiency of fuzzing by focusing the
random exploration effort on previously unexplored parts of the target program’s input space. In this chapter, we first discuss the conclusions of our
work. We then outline some interesting directions for future work.
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5.1 Conclusions
Zhang et al. [136] put forward the notion that dynamic slicing approaches
based on building the dynamic dependence graph first are impractical, because graphs are often too large to fit in RAM. This statement has also been
reiterated in other prominent work on dynamic slicing [120]. The main contribution of our work on dynamic slicing presented in this thesis is to show
that graph-based methods can indeed be practical, even when graphs are too
large to store in RAM. By designing data structures and algorithms to exploit
temporal locality in programs, we can achieve efficient utilization of secondary
storage for dynamic slicing. The graph-based approach is especially efficient
when many dynamic slices need to be computed from the same execution,
as was the case in both of our fuzzing-related applications. In addition to
the empirical evaluation of our backwards slicing method presented in Paper
I, the demonstration of its utility as part of the MutaGen system presented
in Paper III further indicates the practicality of our approach. The forward
dynamic slicer used in Paper IV represents a simpler design, albeit one that is
still based on the same fundamental principle of exploiting temporal locality.
In both of our fuzzing applications of dynamic slicing, executions are, for the
most part, short enough that dependence graphs can fit in main memory.
However, the ability to gracefully scale to cases where graphs become very
large is important in order to avoid out-of-memory failures during fuzzing.
Since the explicit objective of fuzzing is to try to trigger undefined or erroneous behavior in the PUT, a fuzzing system must be able to handle PUT
executions with abnormally high runtime or memory use, which would typically result in very large dynamic dependence graphs. This is in line with
the general goal of avoiding as many failure modes as possible when designing
fuzzers, as mentioned in Section 1.5.
In this thesis, we have also presented what is, to the best of our knowledge, the first general method of aligning program traces on the instruction
level. In contrast to previous works, which sacrifice generality to be able to
exploit application-specific properties of traces in order to improve alignment
accuracy, we have striven to develop a maximally general best-effort trace
alignment method. We have shown that our method can produce meaningful alignments even in the presence of significant syntactic differences. By
meaningful, we mean that our method gracefully handles non-alignable or reordered regions without degenerating to meaningless global alignments. We
measured this property by considering how far individual instruction alignments were from the ideal alignment, and found that most alignments were
indeed close to ideal. We hope that our method could serve as a foundation for future work on trace alignment, and that our general design could
be extended or adapted to different usage scenarios. We discuss a few such
potential future directions of work in the next section.
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In addition to the first two papers in this thesis, which were focused on
method development to address fundamental scalability challenges in dynamic
analysis, we have also striven to use the methods we have developed in more
applied research. Specifically, we have proposed ways of improving fuzzing
using dynamic slicing. In Paper III, we tested our hypothesis that mutations
applied to a generating program’s code would result in mutated test inputs
that more closely adhered to the syntactic and semantic rules of the program
under test. Our experimental evaluation strongly indicated the validity of
this hypothesis, as our MutaGen system achieved about one order of magnitude better code coverage than two mutational fuzzers. Also, neither of the
mutational fuzzers found any of the 8 bugs discovered by MutaGen.
Paper IV describes a different approach to improving fuzzing. Here, we focus on accelerating the rate at which the state-of-the-art fuzzer AFL discovers
bugs by using forward dynamic slicing to extend the notion of code coverage
to individual bytes of input. This allows us to focus fuzzing on the parts of
the input that exercise previously unseen code. We found that our approach
achieves a rate of code coverage improvement similar to AFL’s less thorough
fallback mode, but finds more bugs and crashes than either the fallback or default mode of AFL. This indicates that our enhanced version of AFL achieves
a better trade-off between speed and thoroughness than vanilla AFL.

5.2 Future Work
In this section, we discuss some limitations of our work and propose potential
ways to address these limitations. We also outline general directions for future
work related to the problems we have considered in this thesis.
Instruction trace alignment. For our trace alignment method, we use
runtime-observed values as a proxy for the actual semantics of matched binary code. While our experiments showed that this is a viable approach, it
has some limitations. For example, both programs need to be executed using
the exact same input, and both must be perfectly deterministic in terms of
which concrete computations are performed. Minor semantic changes that
somehow change many of the concrete values produced by some intermediate
step of an algorithm will also result in unalignable traces. An open problem
is to investigate semantic features that are more suitable for matching code
under such circumstances. A potential alternative to explore is using data
flow relations in a similar vein to Zhang and Gupta [138].
The focus of the work on instruction trace alignment presented here has
been to design the first general approach to the problem. We also discussed
some applications in, e.g., malware analysis and plagiarism detection. Due
to the scalability problems, however, trace alignment has not previously been
considered as a viable approach for comparing executions for most applications. Therefore, an important direction for future work is to explore various
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applications of our method, or derivatives of it. One interesting potential
application is automatic program repair [72], where a meta-heuristic search
algorithm is used to automatically fix bugs. The objective is to find a new
program that is maximally similar to the original in terms of semantics, but
does not exhibit the buggy behavior. Trace alignment could potentially be
used to compute a similarity metric for performing this comparison.
Due to the generality of our method, it may also be possible to use it for
aligning other types of sequences than instruction traces, or to use features
other than runtime-observed values for the tf-idf-based matching of elements.
In order to use our matching method, the only requirement is that there must
be a sufficient ”vocabulary” of different values, so that the frequency distribution of those values uniquely identifies a segment of the sequence. For
trace alignment problems where the programs that are being compared can be
expected to have similar syntax (as is typically the case in, for example, automatic program repair), it may be possible to avoid the overhead of the more
”heavyweight” instrumentation required to record runtime-observed values,
and to instead just use instruction opcodes for matching.
Fuzzing. There are several interesting directions for future work for our
MutaGen approach. In Paper III, we explore the potential for reducing the
number of mutation operators to speed up input generation. We found that
by using only 3 out of the total set of 17 mutation operators, we achieve
90% of the code coverage of the whole set. Exploring such optimizations, or
devising new and more powerful mutation operators, could be an interesting
topic for future work.
Wang et al. [119] combined a generational fuzzing approach based on
learned format rules with greybox fuzzing, so that inputs generated from syntactic and semantic rules were fed as seed inputs to AFL for further fuzzing.
The inputs produced with generational fuzzing offered a diverse coverage of
the input space, while random mutations applied by AFL allowed for a more
through exploration of corner cases. A similar approach could also be used
with our work, where MutaGen could be used to create seed inputs for a
greybox fuzzer such as AFL.
Since the utility of a fuzzer is, to a large degree, determined by the speed at
which it can discover bugs, implementation-level optimization is also of great
practical importance. The use of Valgrind facilitated ease of implementation,
but is currently a bottleneck in our MutaGen implementation. Performing
mutations using, e.g., binary patching could offer better performance. Also,
in our focused fuzzing implementation, dynamic slicing incurs a relatively
high cost, despite our algorithmic optimizations. One possible optimization
is to perform slicing with more coarse-grained slicing criteria, so that ”interestingness” is assigned to larger pieces of an input, rather than to individual
bytes.
Extended evaluation. Due to the applied nature of the work presented in
this thesis, the validity of our contributions largely rests upon the results of
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our empirical evaluations. Performing a more thorough evaluation of our work
would further strengthen the confidence in our conclusions. A limitation of
the evaluation of our trace alignment method is that it is heavily focused on
syntactic differences. This was mostly a practical consideration, as reliable
ground truth is not readily available when evaluating semantic differences.
Nonetheless, studying our method’s resilience to semantic transformations
would shed additional light on potential areas of improvement of our work.
Another challenge of evaluating the trace alignment method is that, as we
are the first to attempt a general solution to the trace alignment problem, no
state-of-the-art implementations exist for comparison.
As fuzzing is inherently a stochastic process, it has been pointed out [68]
that to get more reliable results, one needs to average the performance of
fuzzers over many long-running fuzzing sessions. However, due to the significant computational resources needed, this is not always possible. For example,
we expended 16 CPU weeks of computation to evaluate the focused fuzzing
approach of Paper IV, running each fuzzer configuration just once. However,
performing a more thorough evaluation of our contributions to fuzzing would
of course be desirable. Performing a thorough comparison of MutaGen against
modern greybox fuzzers, both in terms of performance (coverage, bugs found),
but also to determine if the two approaches can find different kinds of bugs,
would also be of interest.
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