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1. INTRODUCTION

Piecewise affine (PWA) systems are a class of models of
nonlinear systems. These models have gained popularity
by their universal approximation properties (Breiman,
1993; Lin and Unbehauen, 1992) and the fact that they
rely on and generalize the well known linear systems
theory. In this paper we study system identification of
piecewise affine ARX (PWARX) systems.

Consider first a switched ARX system of order (na, nb).
Let yt and ut denote the output and a known deterministic
input at time t respectively. Furthermore, let

xt =
[
yTt−1 . . . yTt−na

uT
t−1 . . . uT

t−nb

]T
(1)

denote the regressor vector and let ϕt =
[
xT
t 1

]T
. The

output is then given by

yt = ϑT
ztϕt + et, (2)

where et is white noise and zt is a switching signal
determining the active parameter vector ϑzt at each time
instance. A PWARXmodel is a special case of the switched
ARX obtained by letting

zt = k if xt ∈ Rk, (3)

where {Rk}Kk=1 is a convex polyhedral partition of the
regressor space. That is, the dynamics of the system are
local with respect to the regressor xt. A PWARX system
can be written more explicitly as,

yt =




ϑT
1ϕt + et if xt ∈ R1,

...
...

ϑT
Kϕt + et if xt ∈ RK ,

(4)

where the parameters of the subsystems are given by
{ϑk}Kk=1. There exists many different approaches to iden-
tification of PWARX systems; see Garulli et al. (2012) for
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a recent survey. How difficult this identification problem is
to solve heavily depends on what is assumed to be known.
If the regions in the partition are known, the identifica-
tion problem is reduced to K independent least squares
problem where both frequentistic and Bayesian methods
are easily applied. However, when the regions {Ri}Ki=1 as
well as the number of modes K are unknown, the problem
becomes considerably more challenging. Existing methods
includes for example clustering-based approach (Ferrari-
Trecate et al., 2003), sum-of-norms regularization (Ohls-
son and Ljung, 2013), mixed integer programming (Roll
et al., 2004) and the bounded error approach (Bemporad
et al., 2005b). We make use of a Bayesian nonparametric
model based on the Dirichlet process introduced in Fer-
guson (1973). The Dirichlet process has successfully been
used in Fox et al. (2011), but for temporally switching
systems, where zt is modeled by a discrete Markov chain,
and not PWA systems.

The use of Bayesian methods have a long history in
system identification, see Peterka (1981) for an early
account of this development. For more recent accounts,
see e.g. Ninness and Henriksen (2010) and Juloski et al.
(2005a), where the latter considers a Bayesian solution for
the problem under study in this paper. However, there,
the number of modes is assumed to be known. Despite
their capabilities, Bayesian methods are still not broadly
employed. Historically, the reason for this has been due to
the computational challenges inherent in the approach.

Our main contribution is that we construct a Bayesian
nonparametric model allowing for simultaneous and au-
tomatic identification of; 1. the partition of the regressor
space, 2. the number of modes, and 3. the local linear
dynamics of each mode. This construction together with
our specifically tailored Gibbs sampler allows us to rea-
son about uncertainties over the involved partitionings
in a principled way. In particular, we are able to make
probabilistic predictions, i.e. predictions equipped with
confidence intervals. This can be very useful, for instance
in control applications where the control action may de-
pend on the belief in the predictions made by the model.
Our method is inspired by Hannah et al. (2011), where
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guson (1973). The Dirichlet process has successfully been
used in Fox et al. (2011), but for temporally switching
systems, where zt is modeled by a discrete Markov chain,
and not PWA systems.

The use of Bayesian methods have a long history in
system identification, see Peterka (1981) for an early
account of this development. For more recent accounts,
see e.g. Ninness and Henriksen (2010) and Juloski et al.
(2005a), where the latter considers a Bayesian solution for
the problem under study in this paper. However, there,
the number of modes is assumed to be known. Despite
their capabilities, Bayesian methods are still not broadly
employed. Historically, the reason for this has been due to
the computational challenges inherent in the approach.

Our main contribution is that we construct a Bayesian
nonparametric model allowing for simultaneous and au-
tomatic identification of; 1. the partition of the regressor
space, 2. the number of modes, and 3. the local linear
dynamics of each mode. This construction together with
our specifically tailored Gibbs sampler allows us to rea-
son about uncertainties over the involved partitionings
in a principled way. In particular, we are able to make
probabilistic predictions, i.e. predictions equipped with
confidence intervals. This can be very useful, for instance
in control applications where the control action may de-
pend on the belief in the predictions made by the model.
Our method is inspired by Hannah et al. (2011), where
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regression based on generalized linear models is studied in
a similar way, but for a different class of problems.

2. THE DIRICHLET PROCESS

2.1 Definition

The Dirichlet process (DP) (Ferguson, 1973) is a popular
construction which makes it possible to reason about
uncertainty over partitions. In this respect, the DP is a
Bayesian nonparametric model. Nonparametric does not
mean that the model has no parameters – instead it refers
to a model having an unbounded number of parameters
or that the number of parameters grows with data. The
DP can be seen as a probability distribution over discrete
probability measures with an infinite number of point
masses. That is, a draw G from the DP is a random
probability distribution. For G to be DP distributed, all
of its marginal distributions have to be Dirichlet (Dir)
distributed. More precisely, let α be a positive scalar and
let G0 be a (possibly continuous) probability measure over
the measurable space (Ω,F ). If G is a random measure on
(Ω,F ) such that(

G(A1), . . . , G(Ar)
)
∼ Dir

(
αG0(A1), . . . , αG0(Ar)

)
, (5)

for every finite measurable partition A1, . . . , Ar of Ω, then
G is DP distributed. We write G ∼ DP(α,G0), where
α is called the concentration parameter and G0 is called
the base measure. With probability 1, G is a probability
measure with an infinite number of point masses, i.e. we
can write

G =
∞∑
k=1

akδθ∗
k
. (6)

Here, δθ is a point mass located at θ. Both the weights
{ak}∞k=1 and the point mass locations {θ∗k}∞k=1 are random
variables. Furthermore,

∑∞
k=1 ak = 1 with probability 1,

implying that G is indeed a random probability measure.

2.2 Predictive Distribution

While the definition (5) and the explicit representation
(6) are useful for understanding the properties of the DP,
they are not very practical. Instead, we will work directly
with the predictive distribution, which is an equivalent
representation of the DP. The predictive distribution also
highlights an important feature of the DP that we will
make use of, namely its clustering properties. Let

G ∼ DP(α,G0), (7a)

θi |G
i.i.d.∼ G, i = 1, 2, . . . (7b)

and assume that n values θ1:n � (θ1, . . . , θn) have been
drawn. The predictive distribution for θn+1 can then be
written as

P (θn+1 | θ1:n) =
∫

G(θn+1)P (G | θ1:n) dG. (8)

Since G is discrete (see (6)), there is a non-zero probability
that θn+1 = θi for some i ≤ n. By marginalizing over G,
it is shown by Blackwell and MacQueen (1973) that the
predictive distribution is given by,

θn+1 | θ1:n ∼ α

α+ n
G0 +

1

α+ n

K∑
k=1

nkδθ∗
k
.

Here, θ∗1:K are the K unique values among θ1:n and nk is
the number of parameters where θi = θ∗k, i.e.

nk =

n∑
i=1

1(θi = θ∗k), (9)

where 1(·) is the indicator function. Equation (9) clearly
shows the clustering property of the model. The probabil-
ity of a new draw coming from a certain “cluster”, i.e. θn+1
having the exact same value as a previous draw, is propor-
tional to the number of past draws from the same “cluster”
– we obtain a “rich gets richer” property. The effect of
this is that the expected number of unique values among
θ1:n grows slowly, E [K] =

∑n
i=1

α
α+i−1 = O(α log n) (Teh,

2010). The role of the concentration parameter α can also
be interpreted as the probability of a new draw coming
from a previously unseen cluster, as this is proportional
to α. Hence, a large α implies many new clusters and
the measure G is more concentrated around the base
measure G0.

3. DIRICHLET PROCESSES FOR PWARX
IDENTIFICATION

3.1 Model construction

We now turn to the construction of a Bayesian nonpara-
metric model of a PWARX system. Let us first consider
the parameters of a PWARX system in a single region, i.e.
an ARX system. We shall assume that the vector of past
inputs and outputs xt and the corresponding output yt are
jointly Gaussian distributed according to

(
xt
yt

)
∼ N (µ,Σ) , µ =

(
µx

µy

)
, Σ =

(
Σxx Σxy

Σyx Σyy

)
, (10)

where superscript x and xx denotes taking the correspond-
ing part of the vector and the matrix, respectively. The
conditional distribution of yt given xt is given by

yt |xt ∼ N
(
µy|x,Σy|x

)
, (11)

where

µy|x = µy +Σyx(Σxx)−1(xt − µx), (12a)

Σy|x = Σyy − Σyx(Σxx)−1Σxy. (12b)

By letting

ϑ =

[
Σyx(Σxx)−1

µy − Σyx(Σxx)−1µx

]
(13)

the conditional distribution (11) can be written as

yt |xt ∼ N
(
ϑTϕt,Σy|x

)
. (14)

That is, the distribution of yt given xt in this model is the
same as in each subsystem in the PWARX system (4) with
the variance of et being Σy|x.

In the Bayesian setting, we need a prior distribution over
the unknown parameters. In this model, instead of working
directly with ϑ, we can equivalently choose θ � (µ,Σ)
as the unknown and compute ϑ using (13). As is very
common in Bayesian statistical models (Bishop, 2006;
Gelman et al., 2013), we use a conjugate prior, which in our
case is the normal inverse Wishart (NIW) distribution

(µ,Σ) ∼ NIW (µ0, λ,Ψ, ν) , (15)

with location parameter µ0 ∈ Rd, λ > 0, inverse scale
matrix Ψ ∈ Rd×d and ν > d− 1 where d is the dimension
of µ, see e.g. West and Harrison (1997) for details.

The above development results in a Bayesian ARX model
or, put differently, a model for one of the subsystems in a
PWARX model. To extend this to a full PWARX model,
we make use of the DP construction.

Let
G ∼ DP(α,G0), (16)
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We now turn to the construction of a Bayesian nonpara-
metric model of a PWARX system. Let us first consider
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ing part of the vector and the matrix, respectively. The
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)
, (11)

where
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ϑ =
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the unknown parameters. In this model, instead of working
directly with ϑ, we can equivalently choose θ � (µ,Σ)
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(µ,Σ) ∼ NIW (µ0, λ,Ψ, ν) , (15)
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where the base measure is given by the NIW prior,
G0 = NIW (µ0, λ,Ψ, ν). We then construct a hierarchical
Bayesian PWARX model according to,

G ∼ DP(α,G0),

(µt,Σt) |G ∼ G, t = 1, . . . , T,(
xt, yt

)
|µt,Σt ∼ N (µt,Σt) ,

(17)

where T is the number of input/output pairs. Note that
we introduce a parameter θt = (µt,Σt) for each time step
t = 1, . . . , T , which results in an overparameterisation
of the model. However, due to the clustering property
of the DP, many of these parameters will be identical,
effectively resulting in a model with a small number of
local subsystems. An important property of the model is
that the regressor and the output will be clustered jointly,
resulting in a (probabilistic) partition of the regressor
space.

Since many of the parameters will be identical, the model
can be reformulated in terms of the switching sequence
{zt}Tt=1 and the unique parameter values. Let {θ∗k}Kk=1 be
the K unique parameter values and define zt such that

zt = k ⇒ θt = θ∗zt . (18)

The model (17) can equivalently be written as

z1:n ∼ η(α),

(µ∗
k,Σ

∗
k)

i.i.d.∼ NIW(µ0, λ,Ψ, ν),

(xt, yt) | zt, µ∗
zt ,Σ

∗
zt ∼ N (µ∗

zt ,Σ
∗
zt),

(19)

where η, the prior over clusters, is given by

P (zn+1 = k | z1:n) =




nk

n+ α
k = 1, . . . , K,

α

n+ α
k = K + 1,

(20)

where nk is the number of cluster indicators in z1:n
taking the value k. The expression is similar to (9), but
importantly (20) represents the clustering explicitly.

3.2 Computing the posterior

Let wt =
(
xT
t yTt

)T
and let DT = {wt}Tt=1 be an observed

input/output data set with T observations and let Θ
denote all unknown parameters, e.g. for our model z1:T ,
{µ∗

k,Σ
∗
k}Kk=1 and K. In Bayesian estimation, the object

of interest is the posterior distribution of the unknown
parameters given data p(Θ |DT ). In some cases, such
as when conjugate priors are used, this object can be
computed analytically. This is the case above for the
ARX model. In our PWARX model, however, this is not
possible. We have chosen the base measure to be conjugate
to the likelihood of the parameters in each cluster, but
the Dirichlet process prior on G makes exact inference
impossible. Instead, approximate methods must be used.

There exists several inference algorithms that are tailored
specifically for DPs (Neal, 2000; Blei and Jordan, 2006),
all of which can be used for identification of the proposed
PWARX model. Here, we consider a Markov chain Monte
Carlo (MCMC) method. MCMC solves the inference prob-
lem by generating a sample path from an ergodic Markov
chain, constructed so that its limiting distribution is equal
to the posterior p(Θ |DT ). After an initial transient (the
burn-in phase), the Markov chain produces samples from
the posterior which can be used in computing estima-
tors. More specifically, we use the Gibbs sampler given
as Algorithm 3 in Neal (2000). In what follows, we will
review this algorithm and derive the expression needed in
implementing it for our specific model construction

The conjugate base measure is not enough to enable exact
inference in the model. However, conditionally on z1:T , cor-
responding to a partitioning of the data points, the conju-
gacy of the base measure implies that we can compute the
posterior for the parameters in each cluster analytically.
Consequently, it is possible to Rao-Blackwellise the Gibbs
sampler and target the marginal distribution p(z1:T |DT )
directly by marginalizing out µ∗

1:K and Σ∗
1:K in (19).

A Gibbs sampler constructs a Markov chain by sampling
one parameter given the value of all the other parameters.
To generate one sample from the posterior, the parameters
are first ordered and then sampled sequentially from

p(zt | z−t, DT ), t = 1, . . . , n, (21)

where z−t denotes all variables z1:T except zt.

The complete algorithm for generating samples from the
posterior p(z1:T |DT ) is summarized in Algorithm 1, where
M posterior samples {z1:T [m]}Mm=1 are generated. A good
overview of this and other inference techniques for DP
models is provided by Neal (2000).

Algorithm 1 Gibbs sampler for p(z1:T |DT )

Require: Starting state z1:T [1]
1: for m = 2 to M do
2: for t = 1 to n do
3: Sample zt[m] ∼ p(zt | z1:t−1[m], zt+1:T [m−1], DT )
4: end for
5: end for

To be able to execute Algorithm 1, it remains to find the
conditional distribution in (21), enabling the sampling step
on line 3 to be performed. Rewriting (21) using Bayes’
theorem we get

p(zt | z−t, DT ) ∝ p(zt | z−t)p(wt | z1:T , D−t). (22)

The first factor is the prior η over the clustering in (19).
The clustering in a Dirichlet process is exchangeable,
i.e. we can relabel and reorder the variables without
changing the probability of a given configuration. Hence,
we can use (20) to calculate the expression by imagining
a rearrangement of z1:T such that zt comes last and takes
the place of zT . For the second factor, i.e. the marginal
likelihood of the data item wt, we note that, given the
cluster assignments z1:T , wt is conditionally independent
of data items not belonging to cluster zt. Hence, let It =
{s : zs = zt} be the indices of the data points belonging
to the same cluster as wt. We then have

p (wt | z1:T , D−t) =
p
(
DIt

∣∣zIt

)

p
(
DIt\t

∣∣zIt

) , (23)

where we use the convention p(∅) ≡ 1 if |It| = 1. For
the conjugate model with an NIW prior, the marginal
likelihood for all the data items in cluster zt is given by

p(DIt

∣∣zIt
) =

1

πn′d/2

Γd(ν
′/2)

Γd(ν/2)

|Ψ|ν/2

|Ψ′|ν′/2

(
λ

λ′

)d/2

, (24a)

where d = dim(xt)+dim(yt), Γd is the multivariate gamma
function and the “primed” variables are given by

n′ = |It|, µ′
0 =

λµ0 + n′w̄

λ+ n′ , (24b)

λ′ = λ+ n′, ν′ = ν + n′, (24c)

Ψ′ = Ψ+ C +
λn′

λ+ n′ (w̄ − µ0)(w̄ − µ0)
T, (24d)

w̄ =
1

n′

∑
t∈It

wt, C =
∑
t∈It

(wt − w̄)(wt − w̄)T. (24e)
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An analogous expression holds also for p(DIt\t | zIt
) by

removing the tth data item, i.e. by excluding wt from the
sums and replacing n′ by n′ − 1. The outcome zt = K + 1
implies that a new cluster is spawned. On the contrary, if
at some point nk = 0 a cluster is removed. This hints at
our model construction’s inherent ability to automatically
identify the number of modes of the PWARX model.

3.3 Making predictions

One of the main applications of an identified model is
making predictions of future outcomes of the system. In
this section, we derive explicit formulae for predicting
a future output y given the regressor x for our model.
Expressions for other likelihoods and nonconjugate base
measures can be found in [9]. Let p(y |x,DT ) be the
conditional distribution of y given x and training data DT
and let p(y |x, z1:T , DT ) be the conditional distribution of
y given x, training data and a cluster assignment z1:T for
each training point in DT . The true conditional distribu-
tion is intractable to compute, but can be expressed as a
conditional expectation

p(y |x,DT ) = Ez1:T |DT
[p(y |x, z1:T , DT )] . (25)

The expected value in (25) can not be computed explicitly,
but it can be approximated by Monte Carlo integration

using M posterior samples
{
z1:T [m]

}M

m=1
of z1:T |DT as

p(y |x,DT ) ≈
1

M

M∑
m=1

p(y |x, z1:T [m], DT ). (26)

With a slight abuse of notation, the conditional distribu-
tion of y given x, z1:T and DT can be written as

p(y|x, z1:T , DT ) =
αp(x, y)+

∑K
k=1 nk p(x, y |DIk)

αp(x) +
∑K

k=1 nk p(x |DIk)
, (27)

where Ik = {t : zt = k} and the abuse of notation lies
in p(x, y |DIk) and p(x |DIk). Here they represent the
posterior predictive distribution of (x, y) and x given data
in a standard Gaussian model (without the DP prior) with
a NIW-prior. The exact expressions are given by

p(x, y|DIk) = Stν′−d+1

([
x
y

] ∣∣∣∣µ′
0,

λ′ + 1

λ′(ν′−d+1)
Ψ′

)
(28a)

p(x|DIk) = Stν′−d+1

(
x

∣∣∣∣µ′x
0 ,

λ′ + 1

λ′(ν′−d+1)
Ψ′xx

)
(28b)

where the primed variables are calculated as in (24)
with It = Ik and Stν̄

(
x
∣∣ µ̄, Σ̄) denotes the multivariate

Student’s t-distribution with ν̄ degrees of freedom, mean
µ̄ and a symmetric matrix parameter Σ̄ that is related to
the variance, see e.g. Roth (2013). Note that, for p(x, y)
and p(x), we let DIk = ∅. The expression (26) allows
for computation of expected values with respect to the
predictive density, i.e.

E [h(y) |x,DT ] ≈
1

M

M∑
m=1

E [h(y) |x, z1:T [m], DT ] . (29)

From (27), the inner expectation can be written as

E [h(y) |x, z1:T , DT ] =

α
∫
h(y)p(x, y)dy +

∑K
k=1 nk

∫
h(y)p(x, y |DIk)dy

α p(x) +
∑K

k=1 nkp(x|DIk)
. (30)

In this expression, only
∫
h(y)p(x, y |DIk) dy remains un-

determined. We can write∫
h(y)p(x, y|DIk)dy= p(x|DIk)

∫
h(y)p(y|x,DIk)dy (31)

where p(x |DIk) is given in (28b). The second density
p(y |x,DIk) is also Student’s t distributed (see e.g. Roth
(2013) for expressions related to the conditional and
marginal Student’s t distribution)

p(y |x,DIk) = Stνy|x

(
y
∣∣µy|x,Σy|x

)
(32a)

where

µy|x = µ′
0
y
+ Ψ̃yx

(
Ψ̃xx

)−1

(x− µ′
0
x
), (32b)

νy|x = ν′ − dy + 1, (32c)

Σy|x =
ν′ − d+ 1 + (x− µ′

0
x
)T

(
Ψ̃xx

)−1

(x− µ′
0
x
)

ν′ − dy + 1
×

×
(
Ψ̃yy − Ψ̃yx

(
Ψ̃xx

)−1

Ψ̃xy

)
, (32d)

Ψ̃ =
λ′ + 1

λ′(ν′ − d+ 1)
Ψ′, (32e)

dy = dim(y), (32f)

and the “primed” variables are given by (24) with It = Ik.

We have given general expressions for estimation of an
expected value of a general function h(y). In particular,
we are interested in the expected value and the variance
of y given x. For the conditional expected value we get

E [y |x,DT ] = µy|x (33)

and for the conditional variance

Var [y |x] =
νy|x

νy|x − 2
Σy|x +

(
µy|x − E [y |x,DT ]

)2
. (34)

4. EXPERIMENT AND RESULTS

4.1 One-dimensional PWARX system

Consider the following one-dimensional PWARX model
(first introduced by Ferrari-Trecate et al. (2003))

yt =




ut−1 + 2 + et, −4 ≤ ut−1 ≤ −1,
−ut−1 + et, −1 < ut−1 < 2,
ut−1 + 2 + et, 2 ≤ ut−1 ≤ 4.

(35)

Data was generated from (35) by generating T = 50
samples of ut uniformly on [−4, 4] and et ∼ N (0, 0.05).
The dataset {(yt, ut)}50t=1 can be seen in Fig. 1. This
example was chosen because it is small and easy to
visualize. The hyper-parameters were fixed to

µ0 =
(
0
0

)
, λ = 1, Ψ =

(
1 0
0 1

)
, ν = 10. (36)

To reduce the impact of the prior choice of the concen-
tration parameter α, a hyperprior was used to identify
α from data. Inference was done by sampling α given
the cluster labels z1:T in the Gibbs sampler, see West
(1992) for details. The Gamma distribution (with shape
a = 1 and rate b = 1) was used as hyperprior. The
Gibbs sampler (Algorithm 1) was initialized with each
data point in its own cluster, zt = t. After an initial 500
iterations (burn-in), M = 1000 samples were recorded.
One representative sample from the Markov chain can
be seen in Fig. 1 together with the empirical mean and
covariance of the data points in each cluster represented
as ellipses. A feature of the Bayesian model is that it does
not make hard assignments concerning the locations of the
boundaries between the different regions of the partition.
This is evident from the figure, since there is an overlap in
cluster assignment for the data points around ut−1 ≈ −1.
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An analogous expression holds also for p(DIt\t | zIt
) by

removing the tth data item, i.e. by excluding wt from the
sums and replacing n′ by n′ − 1. The outcome zt = K + 1
implies that a new cluster is spawned. On the contrary, if
at some point nk = 0 a cluster is removed. This hints at
our model construction’s inherent ability to automatically
identify the number of modes of the PWARX model.

3.3 Making predictions

One of the main applications of an identified model is
making predictions of future outcomes of the system. In
this section, we derive explicit formulae for predicting
a future output y given the regressor x for our model.
Expressions for other likelihoods and nonconjugate base
measures can be found in [9]. Let p(y |x,DT ) be the
conditional distribution of y given x and training data DT
and let p(y |x, z1:T , DT ) be the conditional distribution of
y given x, training data and a cluster assignment z1:T for
each training point in DT . The true conditional distribu-
tion is intractable to compute, but can be expressed as a
conditional expectation

p(y |x,DT ) = Ez1:T |DT
[p(y |x, z1:T , DT )] . (25)

The expected value in (25) can not be computed explicitly,
but it can be approximated by Monte Carlo integration

using M posterior samples
{
z1:T [m]

}M

m=1
of z1:T |DT as

p(y |x,DT ) ≈
1

M

M∑
m=1

p(y |x, z1:T [m], DT ). (26)

With a slight abuse of notation, the conditional distribu-
tion of y given x, z1:T and DT can be written as

p(y|x, z1:T , DT ) =
αp(x, y)+

∑K
k=1 nk p(x, y |DIk)

αp(x) +
∑K

k=1 nk p(x |DIk)
, (27)

where Ik = {t : zt = k} and the abuse of notation lies
in p(x, y |DIk) and p(x |DIk). Here they represent the
posterior predictive distribution of (x, y) and x given data
in a standard Gaussian model (without the DP prior) with
a NIW-prior. The exact expressions are given by

p(x, y|DIk) = Stν′−d+1

([
x
y

] ∣∣∣∣µ′
0,

λ′ + 1

λ′(ν′−d+1)
Ψ′

)
(28a)

p(x|DIk) = Stν′−d+1

(
x

∣∣∣∣µ′x
0 ,

λ′ + 1

λ′(ν′−d+1)
Ψ′xx

)
(28b)

where the primed variables are calculated as in (24)
with It = Ik and Stν̄

(
x
∣∣ µ̄, Σ̄) denotes the multivariate

Student’s t-distribution with ν̄ degrees of freedom, mean
µ̄ and a symmetric matrix parameter Σ̄ that is related to
the variance, see e.g. Roth (2013). Note that, for p(x, y)
and p(x), we let DIk = ∅. The expression (26) allows
for computation of expected values with respect to the
predictive density, i.e.

E [h(y) |x,DT ] ≈
1

M

M∑
m=1

E [h(y) |x, z1:T [m], DT ] . (29)

From (27), the inner expectation can be written as

E [h(y) |x, z1:T , DT ] =

α
∫
h(y)p(x, y)dy +

∑K
k=1 nk

∫
h(y)p(x, y |DIk)dy

α p(x) +
∑K

k=1 nkp(x|DIk)
. (30)

In this expression, only
∫
h(y)p(x, y |DIk) dy remains un-

determined. We can write∫
h(y)p(x, y|DIk)dy= p(x|DIk)

∫
h(y)p(y|x,DIk)dy (31)

where p(x |DIk) is given in (28b). The second density
p(y |x,DIk) is also Student’s t distributed (see e.g. Roth
(2013) for expressions related to the conditional and
marginal Student’s t distribution)

p(y |x,DIk) = Stνy|x

(
y
∣∣µy|x,Σy|x

)
(32a)

where

µy|x = µ′
0
y
+ Ψ̃yx

(
Ψ̃xx

)−1

(x− µ′
0
x
), (32b)

νy|x = ν′ − dy + 1, (32c)

Σy|x =
ν′ − d+ 1 + (x− µ′

0
x
)T

(
Ψ̃xx

)−1

(x− µ′
0
x
)

ν′ − dy + 1
×

×
(
Ψ̃yy − Ψ̃yx

(
Ψ̃xx

)−1

Ψ̃xy

)
, (32d)

Ψ̃ =
λ′ + 1

λ′(ν′ − d+ 1)
Ψ′, (32e)

dy = dim(y), (32f)

and the “primed” variables are given by (24) with It = Ik.

We have given general expressions for estimation of an
expected value of a general function h(y). In particular,
we are interested in the expected value and the variance
of y given x. For the conditional expected value we get

E [y |x,DT ] = µy|x (33)

and for the conditional variance

Var [y |x] =
νy|x

νy|x − 2
Σy|x +

(
µy|x − E [y |x,DT ]

)2
. (34)

4. EXPERIMENT AND RESULTS

4.1 One-dimensional PWARX system

Consider the following one-dimensional PWARX model
(first introduced by Ferrari-Trecate et al. (2003))

yt =




ut−1 + 2 + et, −4 ≤ ut−1 ≤ −1,
−ut−1 + et, −1 < ut−1 < 2,
ut−1 + 2 + et, 2 ≤ ut−1 ≤ 4.

(35)

Data was generated from (35) by generating T = 50
samples of ut uniformly on [−4, 4] and et ∼ N (0, 0.05).
The dataset {(yt, ut)}50t=1 can be seen in Fig. 1. This
example was chosen because it is small and easy to
visualize. The hyper-parameters were fixed to

µ0 =
(
0
0

)
, λ = 1, Ψ =

(
1 0
0 1

)
, ν = 10. (36)

To reduce the impact of the prior choice of the concen-
tration parameter α, a hyperprior was used to identify
α from data. Inference was done by sampling α given
the cluster labels z1:T in the Gibbs sampler, see West
(1992) for details. The Gamma distribution (with shape
a = 1 and rate b = 1) was used as hyperprior. The
Gibbs sampler (Algorithm 1) was initialized with each
data point in its own cluster, zt = t. After an initial 500
iterations (burn-in), M = 1000 samples were recorded.
One representative sample from the Markov chain can
be seen in Fig. 1 together with the empirical mean and
covariance of the data points in each cluster represented
as ellipses. A feature of the Bayesian model is that it does
not make hard assignments concerning the locations of the
boundaries between the different regions of the partition.
This is evident from the figure, since there is an overlap in
cluster assignment for the data points around ut−1 ≈ −1.
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Fig. 1. One sample of the clustering drawn from the
posterior given the data from the Markov chain. The
ellipses represents the empirical mean and variance of
the data in each cluster.

Fig. 2 shows the conditional density of yt given ut−1 and
data DT for three values of ut−1. The values of ut−1
are also marked as vertical lines in Fig. 1. For ut−1 =
−1 we see a peaked unimodal distribution as expected.
Increasing ut−1 to 0 gives another unimodal density, but
the ambiguity of the cluster assignments in this area
widens the conditional distribution. The distribution of yt
given ut−1 = 2, where there is a discontinuity in the true
system, really shows the ability of our model to capture
the uncertainty inherent in the data. Resigning to a point
estimate such as for example the conditional mean would
have problems here, but our model accurately captures the
true uncertainty when predicting yt.

Finally, Fig. 3 shows the expected value and the maximum
a posteriori (MAP) estimate for the prediction of yt given
ut−1. In areas where the distribution of yt is unimodal, the
expected value is accurate, but in areas where the distri-
bution on yt is bimodal, the MAP is a better estimate. As
expected, the variance (visualized by the gray region) for
the predictor is significantly larger in regions where the
true system is discontinuous.

4.2 A Hammerstein system

Consider the system

yt = −a1yt−1 − a2yt−2 + b1vt−1 + et, (37)

where v is a saturated version of u,

vt =



umax if ut > umax,
ut if umin ≤ ut ≤ umax,
umin if ut < umin.

(38)

The system from u to y is of a class of systems commonly
referred to as a Hammerstein system. Since the saturation
in (38) is piecewise affine, the entire system from u to y
will also be piecewise affine. We let a1 = 0.5, a2 = 0.1,
b1 = 1, umax = 1 and umin = −1 (this setup was also
used by Ohlsson and Ljung (2013)) and generate T = 250
measurements from the system with u being zero mean
Gaussian white noise with variance 4.

We evaluate the performance of our model by comparing
it to an optimal estimator. With access to an oracle giving
the correct cluster assignment, the parameters within each
cluster are easily estimated using least squares. These
parameters and the oracle directly gives the one step

yt

-4 -3 -2 -1 0 1 2 3 4 5 6

p
(
y
t|
u
t−

1
,
D

T
)

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

ut−1 = −1

ut−1 = 0

ut−1 = 2

Fig. 2. Posterior conditional distribution of yt given ut−1
and data for three different values of ut−1. The
location of each conditional pdf is also indicated in
Fig. 1. The curve where ut−1 = 2 clearly shows the
bimodality of the posterior at the discontinuity of the
PWARX system.

ut−1

-5 -4 -3 -2 -1 0 1 2 3 4 5

y
t

-5

0

5

10

E[yt | ut−1, DT ]

±2σ

MAP

DT

True system

Fig. 3. The expected value of yt given ut−1 and data DT .
The solid red line is the conditional expected value,
the circles show the training data, the dashed black
line represents the true PWARX parameters and the
dashed blue line is the maximum a posteriori (MAP)
estimate.

predictor. We generate 500 measurements from the system
to use as test data. A scalar performance measure can be
obtained by calculating the fit as

fit(ŷ1:T , y1:T ) = 1− ||ŷ1:T − y1:T ||
||ŷ1:T − ȳ||

, (39)

where ȳ = 1
n

∑n
t=1 yt and ŷ1:T is an estimate of y1:T A

fit value of 1 means perfect fit and a fit value of 0 means
that the fit is no better then a straight line matching the
mean of y. The fit for the optimal estimator was 76.5% and
74.8% for our model, indicating our model’s capability of
not only finding the individual linear models, but also to
automatically find a suitable partitioning.
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Fig. 4. Validation output for the pick-and-place machine.
Simulated output (solid red) plus minus two standard
deviations (gay area) and measured system output
(dashed black).

4.3 Pick-and-place machine

In this example, we study a pick-and-place machine. The
pick-and-place machine is used to place electronic com-
ponents on a circuit board. At least two modes can be
distinguished, the free mode and the impact mode. In the
free mode, the machine is carrying an electronic compo-
nent, but is not in contact with the circuit board. In the
impact mode, the electronic component is in contact with
the circuit board. For a detailed description of the system,
see Juloski et al. (2004).

The data is from a real physical process and it has previ-
ously been studied in Bemporad et al. (2005a); Juloski
et al. (2003, 2005b, 2006); Ohlsson and Ljung (2013).
It consists of a 15 s recording of the voltage input to
the motor of the mounting head (input) of the pick-and-
place machine and the vertical position of the mounting
head (output). Both the input and output was sampled
at 50 Hz and standardized by subtracting the mean and
dividing by the standard deviation. The first 8 s was used
for identifying the model and the last 7 s for validation.
The order of the PWARX model was set to na = 2 and
nb = 2. The hyperparameters of the base measure was
set to: µ0 = 0, λ = 0.6, Ψ = I, ν = 40 and for the
gamma hyperprior over α, shape parameter a = 1 and
rate parameter b = 1 was used.

As in Ohlsson and Ljung (2013) and Juloski et al. (2006),
we evaluate the model by simulation instead of one-step
prediction. To simulate the model, 1 000 samples of the
clustering z |DT was generated with the Gibbs sampler.
For each of the clustering sample, one trajectory was
simulated resulting in 1 000 simulated trajectories. The
mean and the variance from these samples are reported
in Fig. 4. The fit of the mean on the validation data was
77.7%. This is slightly lower than the 78.6% reported in
Ohlsson and Ljung (2013). However, our method is able to
correctly reports higher uncertainty in regions where the
expected value is less accurate.

5. CONCLUSION

We have constructed a Bayesian nonparametric model for
identification of PWARX models, enabling simultaneous
and automatic identification of; 1. the regressor space

partitioning, 2. the number of modes and 3. the parameters
describing the local dynamics of each mode. The construc-
tion together with the specifically tailored Gibbs sampler
allows us to reason about uncertainties over the involved
partitionings in a principled way. For example, since the
result is packaged as a posterior distribution rather than
via explicit point estimates, our approach have no prob-
lems in dealing with the multimodal distributions, that
often arise in PWARX models. This was indeed useful and
important already in a very simple example. The so called
sequential Monte Carlo methods (e.g. particle filters) can
straightforwardly work with the model representations we
have introduced in this work. In the future we foresee in-
teresting developments, where model constructions of the
type introduced in this work are used to solve challenging
tasks where today’s standard methods fail.
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