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Abstract 

The focus of this study was deep learning. A small, autonomous robot car was used for obstacle 

avoidance experiments. The robot car used a camera for taking images of its surroundings. A 

convolutional neural network used the images for obstacle detection. The available dataset of 

31 022 images was trained with the Xception model. We compared two different 

implementations for making the robot car avoid obstacles. Mapping image classes to steering 

commands was used as a reference implementation. The main implementation of this study was 

to separate obstacle detection and steering logic in different modules. The former reached an 

obstacle avoidance ratio of 80 %, the latter reached 88 %. Different hyperparameters were 

looked at during training. We found that frozen layers and number of epochs were important to 

optimize. Weights were loaded from ImageNet before training. Frozen layers decided how 

many layers that were trainable after that. Training all layers (no frozen layers) was proven to 

work best. Number of epochs decided how many epochs a model trained. We found that it was 

important to train between 10-25 epochs. The best model used no frozen layers and trained for 

21 epochs. It reached a test accuracy of 85.2 %. 

Keywords: deep learning, convolutional neural network, autonomous robot, 

obstacle avoidance, Xception, hyperparameter optimization 
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1 Introduction 

Artificial intelligence (AI) is a hot topic at the moment. More and more systems are using some 

kind of simple AI to assist the human. AI is used, for example in speech recognition [17], image 

classification [23] and to help the driver in modern cars [32]. Many of these implementations 

use a technique called deep learning to accomplish its tasks. The research in this area is growing 

rapidly. 

A deep learning network has some similarities to how the human brain works. The biggest 

networks consist of millions of so-called neurons. These networks are therefore called neural 

networks. The neurons have the ability to learn features from the input that is fed to the network. 

If the network is trained with a lot of classified data, it can learn to generalize. After the training 

phase, the network can classify previously unseen data with very high accuracy. Neural 

networks are particularly useful for image classification. This was proven in the ImageNet 

competition [23]. 

Self-driving cars are also a hot topic. During the last years, the industry has implemented many 

functions that assist the driver. Some new cars of today can drive more or less on its own, under 

the right circumstances [12]. Most new cars also automatically brake if it detects an obstacle in 

its way [24]. Deep learning is an interesting approach for taking the next step towards truly 

autonomous cars [21]. 

If the cars in the future should be truly autonomous, they need to use cameras and sensors to 

map their surroundings. To use a camera for obstacle detection is an interesting approach worth 

studying. This approach is useful for various types of autonomous vehicles, which need to avoid 

collisions. Neural networks are a good solution for processing the images taken with the camera. 

1.1 Background 

This study is done at the company MindRoad AB. It is a Software Engineering company with 

office in Mjärdevi, Linköping with around 40 employees. MindRoad is specialized in software 

development for applications and embedded systems. They also give courses in the area. 

This thesis continues the work from two previous master thesis [37] [28] done at the same 

company. These studies used an autonomous robot car equipped with a mono camera to detect 

obstacles that came in the robot car’s way. The goal was to detect different obstacles with the 

camera (for example a sofa) when driving in an office environment. When obstacles were 

encountered, the robot car turned to avoid them. A neural network was used to classify the 

images coming from the camera. Strömgren [37] was first out and he reached an obstacle 

avoidance ratio of 72.5 % (described more in Section 2.7). Our study is, however, primarily a 

continuation of the later study by Magnusson [28]. He reached an obstacle avoidance ratio of 

78.6 %. 

Magnusson used a dataset with 31 022 images taken when driving with the robot car. The 

images were automatically classified into five classes (‘forward’, ‘forward-left’, ‘forward-

right’, ‘rotate-left’ and ‘rotate-right’), depending on which action the operator of the robot car 

took when encountering obstacles. These classes were based on which steering command the 

robot car should use when driving around. Driving forward when there were no obstacles in the 
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way and turning right when the camera detected an obstacle in front of the robot car slightly to 

the left. 

1.2 Problem description 

Magnusson’s approach had some problems. Due to the method used when collecting the 

images, most of the images were of the forward class. This inferred an unbalanced dataset, 

which was affecting the training of the neural network. Magnusson’s implementation also had 

problems with classifying obstacles that were right in front of the robot car. These images were 

in reality both a left image and a right image, but were classified as only one of the classes, 

depending on the action the operator took when the images were collected [26]. This means 

that the dataset was collected in a subjective way and that made it harder for the robot car to 

learn a consistent driving style. 

1.3 Approach 

In Magnusson’s implementation, image classes were mapped to steering commands. Another 

approach is suggested in this study – separating these two features in different parts of the 

implementation. One part handles the detection of obstacles that come in the robot car’s way. 

To do this, the camera is used as before. Image classification with the help of a neural network 

is also done. The other part handles the steering of the robot car. The obstacle detection part 

communicates with the steering part to help it make the right steering decisions. 

Magnusson used the Xception model [4] for some of his neural network implementations. He 

reached the best accuracy using this model. The Xception model was presented in 2016. It is a 

large model with several advanced features. The model has shown very good potential, but 

because it is quite new it has not been subject to so many studies yet. Magnusson did not fully 

explore the possibilities with this model when training with the collected dataset. 

There is something called hyperparameters [30]. These can be adjusted during training, with 

the goal of reaching the best accuracy possible on the specific problem. We train our 

implementation with the Xception model. Different hyperparameter settings are tested, with the 

goal of finding out which settings that give the highest accuracy. 

1.4 Research questions 

This leads to the following research questions: 

1. Is separating the steering part from the obstacle detection part a better implementation 

for making the robot car avoid obstacles? 

2. How do the previously used Xception models [28] perform when the suggested 

implementation is used instead? 

3. When training the suggested implementation, which hyperparameters are important to 

optimize to reach a high accuracy and what are the best settings for these? 

1.5 Delimitations 

Only the provided robot car is used for the physical tests. The study is only carried out at 

MindRoad’s office. The robot car is not tested in other environments (such as outdoors). 
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2 Theory 

Relevant theory is presented in this chapter. Basic theory about neural networks is 
initially presented. An explanation of convolutional neural networks follows. Related 
work regarding obstacle avoidance is finally presented. 

2.1 Neural networks 

When a neural network is trained, labelled data is flowing throw the network. The labelled data 

can for example be images. Visualize a collection of 5 000 images. These images belong to five 

classes. There are 1 000 images each on dogs, cats, horses, cows and pigs. This collection of 

labelled data is used for building the knowledge of the network. When the network is fully 

trained, it should be able to classify unlabelled data with high accuracy. An image displaying 

one of five animal classes is given as input to the neural network. The network is now using the 

learned knowledge about different animals. The network can tell, with very high certainty, 

which of the five animals that can be seen in the image. [25] 

2.1.1 The basics 

The human brain uses neurons as the basic unit of computation. The neurons in the brain are 

connected to each other with synapses. The architecture of the neural network is inspired by 

this. The building stone in the neural network is the neuron and therefore the name neural 

network. The neurons in the network can hold information and they are connected to each other. 

Computations take place in the neural network and the results of these are forwarded in the 

network. In reality, the brain is far more complex than the neural network. The similarities 

between the brain and neural networks are at a very abstract level. [20] 

The neurons in the neural network are organized in layers. The first layer is the input layer and 

the last layer is the output layer. Between them, there are hidden layers. It is common to have 

many hidden layers in a network. The input layer is responsible for taking care of data from the 

outside. The output layer is responsible for presenting the outcome from the network. When 

more layers are added, the depth of the network grows. The terms deep neural network and 

deep learning come from this. [14] 

The neurons in a layer can be connected to one, a few or all neurons in the adjacent layers. 

When all the neurons in one layer are connected to all neurons in another layer, these layers are 

called fully connected. The neurons in the same layer cannot be connected to each other. Every 

connection between neurons has a weight associated with that specific connection (the lines in 

Figure 2.1). These weights are updated when the neural network learns. The knowledge about 

the processed information is saved in the weights. [20] 

The neuron receives information on its connections from the neurons in the previous layer. This 

information is usually a numeric value. Feedforward neural networks are commonly used [25]. 

The information can only flow forward in these networks. Starting in the input layer, going 

throw the hidden layers and finally ending up in the output layer. In the neuron is the received 

value, for every incoming connection, multiplied with the connection’s corresponding weight. 

All these multiplications are then summed together and become input to the activation function. 

[25] 
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Figure 2.1: The layer structure in a neural network1 

Big neural networks can have millions of neurons and billions of weights [25]. These conditions 

make the neural networks good at finding and representing knowledge in very big datasets. 

Because the neural networks do a lot of computations and handle big datasets, the demands on 

the computer resources are thereafter. A powerful GPU with a lot of memory is necessary to 

train big networks in a reasonable time [4] [23]. The GPU is beneficial because its ability to do 

parallel computations, which is useful in neural networks. All the computations for the neurons 

in the same layer can be run in parallel. [25] 

2.1.2 Activation function 

The activation function is used for introducing non-linearity in neural networks. The activation 

function performs a mathematical operation on the sum that has been calculated in the neuron. 

The output from the activation function is passed on to the next layer. Three activation functions 

used in practice are sigmoid, tanh and ReLU. ReLU stand for Rectified Linear Unit and has the 

following form: 

𝑓(𝑥) = 𝑚𝑎𝑥(0, 𝑥) 

where 𝑥 is the sum from the neuron. ReLU replaces negative values with zero and passes throw 

positive values. ReLU is commonly used in modern networks. Due to its simple form, the 

networks train faster when ReLU is used, compared to other activation functions. [20] [25] 

The output layer has normally another type of activation function. The output from the neural 

network is usually a probability. The softmax function is used for achieving this. The softmax 

function normalizes the values for the output layer neurons, so that they together add up to 1. 

If there are five neurons in the output layer, with values [1 2 3 4 5], the softmax function will 

normalize this to [0.01 0.03 0.09 0.23 0.64]. This matrix is from now on called the softmax 

matrix. The network has now produced probabilities for which one of the five possible classes 

it thinks the input belongs to. [20] 

2.1.3 Loss 

The loss can be calculated from the softmax matrix. The result of the loss function is an answer 

to how good the neural network was at predicting the right class for the current input to the 

                                                 
1 Used under Creative Commons BY-NC 3.0: https://creativecommons.org/licenses/by-nc/3.0 2015. M. A. 

Nielsen - “Neural Networks and Deep Learning”. [31] 

https://creativecommons.org/licenses/by-nc/3.0
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network. When training the network, the goal is to minimize the loss function for the given 

inputs. [20] 

When the loss is calculated, the probabilities in the softmax matrix are compared to the correct 

class. This is done individually for all input samples. If the correct class has a high probability 

in the matrix, the contribution to the total loss is small. If the opposite is true, that the wrong 

class has a high probability, then the contribution to the total loss is bigger. The total loss is 

calculated from the individual loss for all input samples. [20] 

Consider an example with three samples. There are two classes in the softmax matrices. The 

softmax matrices have the following form, where the highest score is the correct class: 

[0.3 0.7][0.2 0.8][0.1 0.9] 

The total loss is calculated as following [20]: 

− 𝑙𝑛 0.7 − 𝑙𝑛 0.8 − 𝑙𝑛 0.9

3
≈ 0.23 

2.1.4 Backpropagation 

The neural network’s ability to learn from the input depends on that the weights in the network 

can be updated. When the training process starts, the weights are randomly assigned. This will 

result in a very high loss at the start of the training. This is a natural consequence because the 

network does not yet know anything about the labelled data. [20] 

When an input has travelled throw all the layers in the neural network, the loss is recalculated. 

The new loss value is then used for updating the weights. This is done in a process called 

backpropagation. The loss is propagated backwards in the network. The weights are updated 

backwards, starting at the output layer and going throw all the layers until the input layer. The 

aim is the whole time to adept the weights to the inputs. When more and more input samples 

travel throw the network, the resulting loss becomes lower. [20] 

When all available input samples have travelled throw the network ones, it is called an epoch. 

The process is then restarted and the network is trained again using the same samples. The 

training process can go on for many epochs. The number of epochs depends on the number of 

available samples, the available computer resources and how the training progresses. When 

many samples are available (millions), fewer epochs are necessary. [3] 

2.1.5 Stochastic gradient descent 

In practice, it is not possible to update the weights after every sample. Doing this will result in 

slow training times [30]. The GPU’s parallel processing capabilities are not fully utilized when 

using this method [30]. Neither, it is a good idea to run throw the whole epoch before doing 

backpropagation. The neural network will require training for many epochs before the results 

are good enough, because the weights are only updated ones per epoch. This is a particularly 

bad idea if the dataset is big. [3] 

A compromise between these two updating techniques is to do the backpropagation process in 

batches. A batch can for example consist of 32, 64 or 128 samples. Multiples of two are used 

in practice when deciding the batch size [14] [20]. When a batch size of 32 is used, 32 samples 
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travel throw the network. Backpropagation is then performed. The process is then repeated 

throw the whole epoch, always working with batches of 32 samples. This optimizing technique 

for updating the weights is called stochastic gradients descent. [3] 

Doing the backpropagation in batches works well because the loss does not change so much 

between individual samples. It improves performance a lot compared to updating the weights 

after every sample [3]. However, a larger batch size requires more GPU memory. This can be 

a restricting factor depending on the available computer resources [20] [27] [29]. 

2.1.6 Learning rate 

When the weights are updated, it is crucial to use a good learning rate. The learning rate decides 

how fast the weights should change during backpropagation. Using a big learning rate lets the 

neural network converge fast. However, the weight updates may be too big, resulting in an 

unstable network. It would be hard to find the optimal solution. Using a learning rate that is too 

small results in long training times, the learning process might even become totally stuck [14]. 

It is difficult to find the optimal learning rate [14]. A relatively small learning rate is often used, 

a value of 0.01 is common [3]. 

Because the difficulty of finding a good learning rate, more complex variants for learning rate 

is used in practice. The learning rate can be varied during training, starting with a high learning 

rate and gradually reducing it [14]. A more advanced variant is to use an adaptive learning rate 

for each weight. With this, the learning rate is set individually for each weight, allowing the 

weights to be updated on its own. The weights are updated relatively to its current importance 

in the network, a weight that has not yet found a stable value can use a higher learning rate to 

converge faster. An advantage of this adaptive learning rate scheme is that there is no need to 

set and optimize an overall learning rate [3]. 

A scheme that automatically sets the learning rate during training is called an optimizer [14]. 

Adam is an example of such, it was presented by Kingma et al. Adam uses adaptive learning 

rates for each weight [22]. 

2.2 Training 

The labelled data is constantly flowing throw the network during training of a neural network. 

The weights are being updated and the network becomes better and better on representing 

knowledge in the data. 

2.2.1 Evaluation metrics 

How the training is going needs to be measured in some way. Two metrics are usually used for 

this, accuracy and loss. The accuracy should be as high as possible and the loss as low as 

possible. Accuracy and loss are used for different purposes. Accuracy is easier to interpret and 

is often used when comparing performance between different neural networks. Loss is good to 

look at during training. [14] [20] 

A high accuracy is reached when the network is good at predicting the right class for the inputs. 

The accuracy is calculated as the correct number of predictions divided by the total number of 

predictions [14]. When different classes have a big difference in the number of samples in them, 

care must be taken when looking at the accuracy. The accuracy can still be very high, even if a 

class (containing a small number of samples) has no correct predictions at all [14]. 
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True 

 

True 

 

A confusion matrix is therefore a complement for visualizing the accuracy of individual classes. 

It is a table showing the correct number of predictions for each class. The table distinguishes 

between the true predictions on the y-axis and the in fact predicted class on the x-axis. Examples 

of confusion matrices with two classes are shown in Table 2.1 and Table 2.2. 

 Predicted 
 

 C1 C2 

C1 46 4 

C2 5 45 

Table 2.1: Confusion matrix example 

 Predicted 
 

 C3 C4 

C3 90 0 

C4 9 1 

Table 2.2: Confusion matrix example 

In Table 2.1, the accuracy is calculated as follows: 

46 + 45

46 + 4 + 5 + 45
= 91 % 

In Table 2.2, the accuracy is calculated as follows: 

90 + 1

90 + 0 + 9 + 1
= 91 % 

As can be seen, the accuracy is the same for both tables. However, this is an example where the 

accuracy metric is misleading. Achieving 91 % looks like good results, but class 𝐶4 in Table 

2.2 has 9 out of 10 predictions wrong [14]. 

For a class 𝐶1 exists four possible outcomes in the confusion matrix: 

 True positive: The number of correct predictions for 𝐶1. The field with 46 predictions 

in Table 2.1. 

 True negative: The number of predictions that was not of class 𝐶1. The field with 45 

predictions in Table 2.1. 

 False positive: The number of predictions where the true class was 𝐶2, but it was in 

fact wrongly predicted as 𝐶1. The field with 5 predictions in Table 2.1. 

 False negative: The number of predictions where the true class was 𝐶1, but it was in 

fact wrongly predicted as 𝐶2. The field with 4 predictions in Table 2.1. 

2.2.2 Dataset 

Neural networks are data-hungry. They require a lot of labelled data to be useful, the more the 

better. Thousands, up to millions of labelled images, have been used in various implementations 

[23]. The available data is usually split up in three different sets, which have different purposes. 
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Training set: This set is only used for the training. Depending on the number of available 

samples, a solution is to use roughly 80 % of the total available samples in the training set [14]. 

Validation set: The validation set is used for evaluating the training process. Roughly, 10 % of 

the total available samples can be used for the validation set. The validation accuracy and the 

validation loss can be calculated after every epoch. These can be compared to the training 

accuracy and the training loss. This gives a good measurement of how the training is going. 

Things like overfitting (described in Section 2.2.4) and if the training should be stopped, can be 

spotted. [14] [20] 

Test set: Since the validation set is somewhat affected by the training, it is not advisable to use 

that set for the final evaluation of the network. An extra set is therefore used for this. The test 

set is only used for this purpose and is of course not used during training [20]. The test set 

performs normally worse than the validation set during evaluation [14]. The remaining 10 % of 

the total available samples is used for the test set. 

2.2.3 Data augmentation 

Neural networks need a lot of classified data. Collecting this data can be a time-consuming 

process. In some cases, it may not even be possible to collect more data. Data augmentation is 

a way of easy increasing the number of samples in the dataset, without the need to collect more 

samples. The already existing data is systematically changed in different ways to increase the 

number of samples in the dataset. Data augmentation is an effective method of increasing the 

performance of neural networks, with very little manual work. [14] 

Data augmentation is particularly useful when using neural networks for image classification. 

An image can easily be changed somewhat in different ways, without destroying the 

characteristic features of the image. The image can be rotated, mirrored, the proportions can be 

changed or the image can be cropped at one side. Combining these in different ways with 

automatic processes, means that the original image can be transformed into a thousand new 

images, with small difference in-between them [23]. Even if all these new, non-natural images 

originate from the same original image, they will greatly improve the networks ability to 

generalize. [11] [14] 

Care must be taken when augmenting images that belong to a class. An image showing a cat 

can be rotated without destroying the features that identify the cat as a cat. However, an image 

showing the number 9 cannot be rotated. This would change be whole properties of how the 

number 9 looks like. However, changing the scale for this image would work perfectly well. 

[14] 

2.2.4 Regularization 

When the trained network does not generalize well to previously unseen data, overfitting 

happens. This happens when the weights learn details in the training set, which are not relevant 

to the problem domain. Using a limited training set on a big network (many weights), allows 

the training process to store a lot of information about the individual samples in the set. The 

network fits perfectly to the training set, but all this knowledge may not be useful when 

evaluating against the validation set. [14] 

Overfitting arises as the training progresses. The gap between the training loss and the 

validation loss starts to increase when overfitting happens (see Figure 2.2) [14]. To monitor this 
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gap is therefore important during training. When using large neural networks (millions of 

weights), even datasets with hundreds of thousands of samples can suffer from overfitting [23]. 

That the network suffers from overfitting will be more and more obvious as the training 

progresses. 

 

Figure 2.2: Overfitting during training 

A solution to handle overfitting is to reduce the network's capacity (the number of weights in 

the network) [14]. Doing this means that there will be less space to store irrelevant details about 

the training set. However, it is usually better to use as large network as the budget allows, even 

if this means overfitting. Different regularization techniques can be used to reduce overfitting 

drastically. Regularization techniques try to reduce the validation loss without changing the 

training loss [14]. 

Three common ways to regularize are dropout, batch normalization and L2 regularization (the 

first two are described in Section 2.3.3 and Section 2.4.5) [20]. 

2.2.5 ImageNet 

The ImageNet dataset is a huge collecting of labelled images in thousands of categories, with 

over 15 million images in total. Parts of this dataset are used in the annual ImageNet Large-

Scale Visual Recognition Challenge (ILSVRC). In this competition, the participants should use 

machine learning algorithms to classify around 1.2 million images in 1 000 different categories. 

A milestone for neural networks was reached in 2012 years competition, where AlexNet 

outscored the other competitors with a large margin [23]. [34] 

2.2.6 Transfer learning 

Transfer learning is a technique where weights are loaded from another problem domain. This 

is possible because the first layers in neural networks tend to learn similar features [41]. 

Transfer learning is especially useful when the target dataset is small, it is a good way of 

avoiding overfitting [41]. 

The state-of-the-art neural network architectures are commonly trained on the ImageNet 

dataset. The resulting weights from this training are thereafter released freely for everyone to 

use [5] [14]. When transfer learning is used, the training starts with these weights. This saves a 

lot of work, because the weights are already trained on a general image classification problem. 

The target network is then fine-tuned using its own dataset [41]. 
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2.3 Hyperparameters 

Hyperparameters are variables that can be adjusted before/during training to improve the 

performance of the neural network. A big part of the job training a neural network is adjusting 

hyperparameters. The goal with this tweaking is to make the network perform as good as 

possible on the specific problem [14]. Three main hyperparameter categories that need to be 

considered are [3]: 

 How the neural network is constructed. This involves how deep the network is, which 

type of layers are used, which activation function is used and how many weights are 

there in the network. An already existing architecture can be used to go round this 

problem. There are architectures that other persons have constructed. These 

architectures have already been proven to work well on standardized deep learning 

problems. Examples are VGG16 [35], MobileNet [18] and Xception [4]. 

 The learning rate. An optimizer can be used. 

 Regularization of the network. Because of overfitting, it is likely that the network 

needs some sort of regularization. 

Depending on the available dataset and the type of problem that should be solved with the 

neural network, different hyperparameter settings work best. Which settings that are best for 

the specific problem must usually be evaluated during training. It can be hard to tell in advance 

what works best. [14] [20] 

2.3.1 Batch size 

Different theories exist on which batch size to use, whether a small or large batch size is best. 

Bengio recommends a batch size of 32 as a default value. He also recommends optimizing the 

batch size separately from other hyperparameters [3]. Masters et al. suggest a batch size of 32 

or smaller, depending on the size of the dataset and the settings for the neural network [29]. 

Mishkin et al. recommend a batch size of 128 or 256, if this fits in the GPU memory [30]. 

2.3.2 Frozen layers 

Using transfer learning, some layers may be kept frozen when fine-tuning begins. Meaning that 

they are not changed anymore, the weights are kept from the base network [41]. It is also 

possible to retrain the whole network without keeping any layers frozen. When freezing layers, 

layers are frozen starting at the first layer in the network. Two frozen layers mean that the first 

two layers in the network are frozen. 

To freeze layers before fine-tuning will speed up training. The weights of the frozen layers are 

not changed anymore, therefore the faster training. Frozen layers are useful when the problem 

domains are similar or if the target network uses a small dataset [41]. 

2.3.3 Dropout 

Dropout was presented by Srivastava et al. in 2014 as a way to combat overfitting [36]. The 

technique build on that randomly chosen neurons are dropped out during a training phase. The 

dropped out neurons are temporarily removed from the network, not being part of the training 

at the moment (see Figure 2.3). This will lead to that every neuron must be more useful on its 

own and prevent neurons from being too dependent on each other. [36] 
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Figure 2.3: Applying dropout in a neural network1 

A neuron is active with probability 𝑝, which is set between 0 and 1 [20]. A higher 𝑝 value 

means that more neurons are dropped out [6]. Using a 𝑝 value of 0.5 is a good starting point 

during hyperparameter optimization. [20] 

Dropout can be used on one layer or on several layers. It is common to add one or more dropout 

layers at the end of the architecture [4] [20]. Dropout has proven to be a very effective way of 

preventing overfitting [36]. However, using dropout throughout the whole architecture will 

increase the training time of the network drastically [14] [36]. 

2.3.4 Early stopping 

When early stopping is used, the neural network is evaluated after every epoch. The validation 

accuracy and the validation loss are used for this. [14] 

The validation accuracy has a tendency to vary during training. Also, due to overfitting, at some 

point in the training, it is likely that the validation accuracy starts to go down. A common 

method for dealing with these complications, is to use the values of the weights when the 

validation accuracy was at its highest level. With this method, the validation accuracy is saved 

after every epoch and the network is trained for a predetermined number of epochs. A variant 

is to stop the training when the validation accuracy has not improved for a specified number of 

epochs (for example 10 epochs). [14] 

After the training has finished, the values of the weights after the epoch with the best validation 

accuracy are used. Using this method, the training can go on theoretically forever without any 

risk of destroying the weights saved after the best epoch. Early stopping is an effective way of 

regularizing the neural network, with small cost and easy implementation. [14] 

2.4 Convolutional neural networks 

A convolutional neural network (CNN) is a special type of neural network that works 

particularly well for image classification. When using neural networks for image classification, 

it is not feasible only to use fully connected layers. The nature of how an image is built up with 

                                                 
1 © JMLR 2014. N. Srivastava et al. - “Dropout: A Simple Way to Prevent Neural Networks from Overfitting”. 

[36] 
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pixels, leads to very many weights, even if the network only has a few layers. In CNNs, this 

problem is solved with the convolutional layer. [20] [23] 

Different CNN architectures are different in how deep they are and how their layers are 

constructed. However, common for CNNs are that they usually use convolutional layers, 

pooling layers and fully connected layers. [20] [23] 

2.4.1 Convolutional layer 

An image is made up of pixels. The images used in this study are of dimensions 221x221x3. 

This means that they are 221 pixels in wide and high. The images have also three colour 

channels. The neurons in the layers of CNNs are arranged in three dimensions (width, height 

and depth). The dimensions of the first layer are the same as the dimensions of the image. When 

the CNN processes the images throw the network, the width and height become smaller and the 

depth grows. [20] 

The core of CNNs is the convolutional layer. The convolution operation utilizes the local 

connectivity in images. The convolutional layer is only connected to small parts of the adjacent 

layer, unlike the fully connected layer, where every neuron in the layer is connected to every 

neuron in the adjacent layer. With this structure of the neural network, the number of weights 

in the network is drastically reduced [14] [23]. Convolutional layers and fully connected layers 

are in fact not so different, both are computing products in the same way. The difference with 

the convolutional layer is that the neurons are only locally connected. The same values for the 

weights are re-used for lots of neurons in the layer. In the fully connected layer, all neurons are 

connected to every neuron in the adjacent layer and there is one weight per connection. [14] 

[20] [25] 

A simplified abstraction is that the convolution operation is working on smaller parts of the 

image. A filter is used for extracting features from the image. The filter can for example be of 

dimensions 3x3 pixels. The values in the filter are the weights of the CNN, these values are the 

ones that are updated during backpropagation. [20] 

When the convolution starts, the filter is placed in the top-left corner of the image. Elementwise 

multiplication is performed between the elements in the filter and the elements at the current 

position in the image. Only the square of 3x3 pixels in the image where the filter is currently 

positioned is considered for the elementwise multiplication. The sum of these nine 

multiplications is placed in a new structure, the feature map [14] [25]. The filter is then moved 

one pixel to the right and the same process is repeated. The filter moves its way through the 

whole image, doing elementwise multiplication at every position. This completes the feature 

map, which is the convolved representation of the image. [20] 

The 3x3 filter will reduce a 9x9 image to a 7x7 image. It is common to use many convolutional 

layers after each other with small filter sizes (such as 3x3). This preserves more features from 

the input image [20]. A layer can have several filters, all with different weights. Each filter 

produces its own feature map [25]. The depth of the CNN grows when more than one filter is 

applied in a layer. Using four filters mean that the depth grows by a factor of four. [20] 

The stride decides how many steps the filter is moved for each elementwise multiplication. A 

stride of one (used in the example above) moves the filter one pixel at a time. A stride of two 

moves the filter two pixels at a time. In the example above, a stride of two will reduce the image 
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to a 4x4 image. Using a bigger stride for the convolutional layers is thus a way of drastically 

reducing the width and height of the image as it is processed throw the CNN. [20] [38] 

The convolutional layer is often followed by an activation function, in the same way as for 

regular neural networks. ReLU is usually the chosen one [20] [38]. For simplicity, the activation 

function can sometimes be seen as an own layer, but the functionality is the same. [20] 

2.4.2 Pooling layer 

The pooling layer is used for gradually reducing the spatial dimensions (width and height) of 

the image. The most important information is preserved in every small part of the image. The 

benefit of the pooling layer is to reduce the number of weights in the CNN, thus control 

overfitting. The layer can be of different types, such as max, average or sum. Max pooling is 

often used in practice in CNNs [20]. The pooling layer has no weights associated with it. [20] 

[25] 

The commonly used max pooling layer has a filter size of 2x2 and a stride of two [20]. If a max 

pooling layer of this type is used on an image with spatial dimensions 8x8, the dimensions will 

be reduced to 4x4. For every 2x2 region is the maximum value chosen, 75 % of the information 

is in this way discarded. A convolutional layer with a stride greater than one is also used in 

practice for reducing the spatial dimensions [4]. [20] 

2.4.3 Fully connected layer 

At the end of the CNN, a fully connected layer is used. The purpose of this layer is to classify 

the input image into a class. The depth of this layer is the same as the number of classes used 

(two in this study). The fully connected layer is followed by the softmax function. It calculates 

the probabilities for the different classes (as described in Section 2.1.2). [20] 

2.4.4 Depthwise separable convolution 

In depthwise separable convolution, the depth part and the spatial part of the convolution are 

separated. Instead of doing the whole convolution at once, it is done in two steps using different 

filters [18]. Depthwise separable convolution has normally no activation function between the 

depthwise convolution and the pointwise convolution [4]. 

An example image with start dimensions 7x7x3 is considered for explaining depthwise 

separable convolution. The different steps performed are shown in Figure 2.4. Firstly, a 

depthwise convolution is performed. Exactly one filter is applied to each of the depth channels. 

If the filter has dimensions 3x3x1, the example image is convolved to three separate feature 

maps with dimensions 5x5x1. These feature maps are after that stacked together, resulting in 

the dimensions 5x5x3. The pointwise convolution is then performed. A 1x1x3 filter is used for 

this. This shrinks the image to the dimensions 5x5x1. The depth of the final image is increased 

by using more than one 1x1x3 filter on the 5x5x3 image. Using 128 different 1x1x3 filters will 

increase the depth 128 times. The resulting feature maps are finally stacked together, resulting 

in an image with dimensions 5x5x128. [4] [18] 
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Figure 2.4: The steps in depthwise separable convolution1 

The resulting image from the depthwise separable convolution is the same one as if normal 

convolution had been used. The main benefit, of the separation of the depth part and the spatial 

part of the convolution, is that it saves many of the multiplications that are computed during 

convolution [18]. This is important, because less computational resources and weights are 

needed. 

The computational cost for normal convolution is [18]: 

𝐷𝐾 ∗ 𝐷𝐾 ∗ 𝑀 ∗ 𝑁 ∗ 𝐷𝐹 ∗ 𝐷𝐹 

The computational cost for depthwise separable convolution is [18]: 

𝐷𝐾 ∗ 𝐷𝐾 ∗ 𝑀 ∗ 𝐷𝐹 ∗ 𝐷𝐹 + 𝑀 ∗ 𝑁 ∗ 𝐷𝐹 ∗ 𝐷𝐹 

where 𝐷𝐾 is the filter size, 𝐷𝐹 the size of the feature map, 𝑀 the number of input channels and 

𝑁 the number of output channels. The normal convolution uses therefore 3 ∗ 3 ∗ 3 ∗ 128 ∗ 7 ∗
7 = 169 344 multiplications for the considered example. The depthwise separable convolution 

uses 3 ∗ 3 ∗ 3 ∗ 7 ∗ 7 + 3 ∗ 128 ∗ 7 ∗ 7 = 20 139 multiplications. This is a big difference 

when using CNNs in practice. [18] 

2.4.5 Batch normalization 

Batch normalization (BN) was presented by Ioffe et al. in 2015 [19]. The basic idea behind 

batch normalization is to limit the input to the activation functions in each layer. Doing so leads 

to that more stable values are forwarded to the next layer. A layer in the neural network can 

expect that the input to it does not change so drastically during training, even if there are a lot 

of variations in the training set. The layer becomes less dependent on the output from the 

previous layer. It must now be useful on its own. 

Ioffe et al. claim that the need for dropout is reduced when batch normalization is used, batch 

normalization regularizes neural networks in a similar way as dropout. Using batch normaliza-

tion keeps the activation function values stable. That makes it possible to use higher learning 

rates. The learning rate can therefore be increased when batch normalization is used, resulting 

in faster training times. Ioffe et al. showed improvements in both training time and accuracy 

when using a network with and without batch normalization. Batch normalization is commonly 

used in today’s state-of-the-art CNN architectures [4] [15] [18] [20]. 

                                                 
1 K. Bai - “A Comprehensive Introduction to Different Types of Convolutions in Deep Learning”. [2] 
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2.4.6 Residual connections 

Residual connections (shortcuts) were introduced by He et al. in 2015 [15]. The residual 

connection connects layers in the neural network that are not directly adjacent to each other. 

This connection skips the layers in-between, creating a highway in the network. The concept is 

shown in Figure 2.5. He et al. showed, that using residual connections, is a way of effectively 

improving accuracy for very deep networks with hundreds of layers. 

 

Figure 2.5: The concept of residual connections1 

2.5 Xception 

Chollet presented the Xception architecture in 2016 [4]. Xception is divided into 14 separate 

modules (see Figure 2.6). It uses residual connections extensively. Each module has residual 

connections to adjacent modules in the architecture. Xception has 36 convolutional layers. A 

batch normalization layer follows every convolutional layer (not shown in the figure). 

Activation layers (ReLU) are normally used after the batch normalization layers. Max pooling 

layers are used at strategic places in the architecture for reducing the spatial dimensions, but 

this is also done with convolutional layers. In Keras’ (described in Section 3.3) implementation 

of Xception, there are 133 layers in total (when counting up until the global average pooling 

layer) [9]. [4] 

                                                 
1 © Springer International Publishing AG 2016. K. He et al. - “Identity Mappings in Deep Residual Networks”. 

[16] 
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Figure 2.6: Overview of the Xception architecture1 

The Xception architecture is based upon the use of depthwise separable convolution. Most of 

the convolutional layers in Xception are of this type. When the depthwise separable convolution 

layers are used, Xception has the pointwise convolution before the depthwise convolution. 

Other depthwise separable convolution implementations have generally the opposite order. [4] 

The performance of Xception on the ILSVRC 2012 dataset was compared with state-of-the-art 

architectures. VGG16, ResNet-152 and Inception V3 were used for comparison. Xception 

outperformed them, reaching a Top-5 accuracy of 94.5 %. [4] 

2.6 Related work 

Four other relevant studies regarding obstacle avoidance for autonomous robots are briefly 

described: 

Giusti et al. presented a study where they used a CNN for trail following [13]. A hiker was 

equipped with three high-resolution cameras pointing in three different directions. When the 

hiker was walking along trails, images were automatically collected and classified in three 

classes. Doing this for eight hours, they collected a dataset of around 25 000 images. The 

camera pointing forward collected images that always showed the trail. The other two cameras 

were pointing 30 degrees to each side, they collected images for the two classes that were 

showing the borders of the trail. The idea was that a robot should be able to follow the trail, by 

taking pictures with the camera and running them through the trained CNN model. Depending 

on the predicted class for every image, the robot would know in which direction to steer. 

                                                 
1 © IEEE 2017. F. Chollet - “Xception: Deep Learning with Depthwise Separable Convolutions”. [4] 



 27 

When the CNN was trained, Giusti et al. reached an accuracy of 85.2 %. They compared their 

results with how good two humans were at classifying the images into one of three classes. The 

humans reached an average accuracy of 84.3 %. They also trained on a two-class problem, 

where the two classes looking at the side were combined into on. Doing this, they reached an 

accuracy for their CNN of 95.0 %. Their solution was tested in reality with a quadrotor and 

showed promising results. The quadrotor used much simpler cameras than the three used 

collecting the training images. This circumstance made it sometimes hard to predict the right 

class. However, when the conditions were good, the quadrotor manage to follow the trail for a 

few hundred meters. 

LeCun et al. used a 50 cm off-road robot for obstacle avoidance experiments [26]. The robot 

was equipped with two cameras that were taking low-resolution images. They controlled the 

robot remotely and drove around in different outdoor environments. The human driver turned 

to avoid obstacles that came in the robot’s way. Images were at the same time collected and 

automatically classified, depending on which steering command the human driver used at the 

moment. With this method, they collected 127 000 images in three different classes (forward, 

left and right). They trained a six-layer CNN and reached an accuracy of 64.2 %. However, this 

score does not reflect the robot’s actual performance in the field. The score reflects only how 

well the model classified images compared to the human driver. It does not mean that the robot 

crashed into obstacles for 35.8 % of the images. 

Tai et al. equipped a TurtleBot with a Kinect depth camera [38]. They used this setup for indoor 

obstacle avoidance. Similar to LeCun’s study, they mapped images directly to steering 

commands. Five classes were used. They trained their simple CNN with only 750 images and 

reached an accuracy of 80.2 %. However, it is much simpler to avoid obstacles when using a 

camera with a depth sensor, nothing we did in our study. 

Yang et al. used another approach for indoor navigation [40]. They used raw RGB-images as 

input to a two-stage CNN model. The first stage in the CNN predicted depth and surface normal 

from the image. The second stage used the depth and surface maps to predict a path for the 

robot. The path can be seen as a steering command for the robot, working in the same way as 

in other studies. For example, ‘straight forward’ or ‘left turn’ could be the outcome. They 

compared their two-stage model with direct prediction of steering commands from images, the 

accuracy was improved from 39.2 % to 64.1 %. They also simulated something called “safe 

prediction”. This metric measured the probability that the robot’s predicted path avoided 

obstacles. They reached a score of 95.6 % for this, when only considering obstacles at a 

maximum two meters from the robot. When testing their trained model with a quadrotor, the 

robot was able to avoid various obstacles in real-time. 

2.7 Previous work with the robot car 

Our study is a follow-up on two previous studies that explored similar questions. Both these 

two studies were done in the same office environment, the same hardware was used and similar 

datasets were used. The two studies used a small, autonomous robot car for obstacle avoidance 

experiments. The robot car was equipped with a Raspberry Pi with a camera module and relied 

on a neural network model for decision-making. Our study uses the same basic setup. 

Strömgren was first out [37]. Controlling the robot car remotely, he collected 13 241 images. 

The images were classified into five classes, depending on if an obstacle was present in the 

image or not. The classes were ‘forward’, ‘forward-left’, ‘forward-right’, ‘rotate-left’ and 
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‘rotate-right’. The images were mapped to steering commands. The classes were based on 

which steering command the robot car should use when driving around. The dataset was split 

in a training set and a validation set. Two versions of the dataset were used. The full set with 

all 13 241 images and a smaller set with only 7 584 images. He trained his models with the 

VGG16 model [35]. This model is simpler than the Xception model. It does not use depthwise 

separable convolution, batch normalization or residual connections [35]. On top of the VGG16 

model, he elaborated with one or two dropout layers. Strömgren varied the batch size between 

16, 32 and 64. The models were trained for 50 epochs. 

Strömgren’s best model had two dropout layers and used a batch size of 64. He reached a 

validation accuracy of 82.4 %. His results showed that the most important thing to focus on for 

improving the accuracy was using more images in the dataset. The full dataset had four 

percentage points higher accuracy than the smaller one, when all hyperparameters were equal. 

The results also showed, that using two dropout layers and the biggest batch size gave the best 

accuracy. However, the improvements were relatively small. The robot car’s real-life 

performance was tested, it was allowed to drive against different types of obstacles. It was 

counted how many times the robot car was able to avoid the obstacles, 91 runs were made. He 

reached an avoidance ratio of 72.5 %. 

Magnusson [28] continued on Strömgren’s work. Hi extended Strömgren’s dataset with new 

images to 31 022 images in total. Some of the newly collected images were placed in a separate 

test set, with 4 900 images. He tested two other models than Strömgren, the MobileNet model 

and the Xception model. He also elaborated with different optimizers and varied the number of 

frozen layers. For MobileNet, the number of frozen layers was varied between 0 and 25. For 

Xception, it was varied between 11 and 34. The MobileNet models were trained for 50 epochs, 

the Xception models for 40 epochs. 

Magnusson reached his best result with the Xception model using Adam optimizer, 11 layers 

were frozen. This setup reached a validation accuracy of 86.6 % and a test accuracy of 81.2 %. 

Also in this study was it clear, that using a bigger dataset improved the validation accuracy 

significantly. The robot car’s physical performance was also tested, in the same way as 

Strömgren did. Magnusson performed 70 runs against different types of obstacles and reached 

an avoidance ratio of 78.6 %. 
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3 Method 

The method used is described in this chapter. The chapter starts with basic information 
about the setup used for the study. How the quantitative and qualitative evaluations were 
done is then described. 

3.1 The robot car 

The robot car used in this study was equipped with a Raspberry Pi with a camera module. The 

robot car was continuously taking images and sending them to a standalone computer. The 

communication took place over Wi-Fi. On the computer, the taken images were analysed with 

a neural network model. The model predicted whether it believed the images belonged to the 

‘forward’ or ‘obstacle’ class. This output was thereafter used as input to the steering part of the 

implementation. 

 

Figure 3.1: The robot car used in this study 

Not every image sent to the computer was taken care of when the predictions with the model 

were done. This was necessary because the computer received images faster than it could 

predict the outcomes for the images. 

The steering part used the predictions from the model combined with its internal state to decide 

which action to send back to the robot car (a steering logic was written for this purpose, 

described in Section 3.5). The action was one of the three steering commands: ‘forward’, 

‘forward-right’ or ‘forward-left’. These steering commands were instructions to the robot car 

for how it should drive. The process was then started over again from the beginning. The robot 

car was therefore constantly receiving up-to-date steering commands. 

3.2 Dataset 

In order to separate the steering part from the obstacle detection part, the dataset was divided 

in a different way compared to Magnusson’s study. Instead of classifying the images into five 
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classes, just two classes were used: ‘forward’ or ‘obstacle’. To accomplish this, the images in 

the forward class were not changed. The images in the four other classes were merged into the 

new class obstacle. 

Changing the dataset in this way was somewhat solving the problem with too few images in all 

classes except the forward class. The new class obstacle had around half the number of images 

that the forward class had. The problem with classifying obstacles right in front of the robot car 

was no longer an issue. This was solved naturally when the four classes were combined into the 

new class obstacle. With this approach, it was no longer as important where in the image the 

obstacle was. More important when training the neural network was how far away the possible 

obstacle was (how big part of the image was the obstacle occupying). 

The already collected image dataset from the previous study [28] was used (31 022 images). 

How the images in the dataset were split up is showed in Table 3.1. A few example images 

from each class are shown in Figure 3.2 and Figure 3.3. 

 ‘Forward’ class ‘Obstacle’ class Total for set 

Training set 13 421 7 439 20 860 

Validation set 3 371 1 891 5 262 

Test set 3 278 1 622 4 900 

Total for class 20 070 10 952 31 022 

Table 3.1: Details for how the dataset was split up 

 

Figure 3.2: ‘Forward’ class example images 

 

Figure 3.3: ‘Obstacle’ class example images 

3.3 Implementation details 

Keras and TensorFlow were used to run the experiments. The experiments run on an Amazon 

EC2-instance, using an NVIDIA K80 GPU with 12 GB of GPU memory [1]. 
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Keras high-level API for deep learning is written in Python [8]. Keras ran on top of TensorFlow 

in our experiments. TensorFlow is a flexible platform for machine learning [39]. Code for 

running our experiments was written in Python, using the Keras API. 

3.3.1 Transfer learning 

How to implement transfer learning was not the focus of this study. Transfer learning was used 

in the same way as in Magnusson’s study. The implementation looked like this: 

Transfer learning was used to make the model a bit pre-trained before the fine-tuning phase 

began. Weights were loaded from the ImageNet dataset [5]. Only the final layer was trained 

with these weights. This was done for 100 epochs. Then the whole model was trained. If any 

layers should be frozen, they were not changed anymore. These layers kept their weights from 

the pre-training phase. 

3.3.2 Xception 

All experiments were done with the Xception model [4] using Adam optimizer [22]. Magnusson 

did some experiments with this setup and this combination performed best. This study was 

therefore only using the Xception model. Magnusson also tried other optimizers, but did not 

found any big difference between them. This study was therefore using the same optimizer the 

whole time and focused on exploring other hyperparameters. 

Keras’ standard implementation of the Xception model [5] was used, except when a dropout 

layer was added. Adam optimizer was used with default parameters, as specified in the paper 

[22]. 

3.3.3 Hyperparameters 

The following hyperparameters were explored in this study: 

Batch size: Four different batch sizes were tested (the batch sizes being 128, 64, 32 and 16). 

Larger batch sizes could not be tested due to memory problems. The training of the models 

crashed when larger batch sizes than 128 was tested. Due to the same memory problem, the 

models with fewer frozen layers (6 and 0) could only train when the batch size was 32 or 

smaller. This problem is discussed further in Section 5.2.1. 

Frozen layers: Beyond using different models and optimizers, Magnusson only changed the 

number of frozen layers. To compare with Magnusson’s best models, the same number of 

frozen layers (29 and 11) was used in several experiments. Magnusson did no experiments with 

no frozen layers. Experiments with no frozen layers were therefore tested in our study. An 

experiment with 6 frozen layers was tested, to see how only a few frozen layers affected 

performance. Four different settings with 29, 11, 6 and 0 frozen layers were therefore used 

during the experiments. 

Dropout: When dropout was used, Keras’ standard implementation of Xception was expanded 

with a dropout layer. Keras had built in support for easy adding a dropout layer. The dropout 

layer was added at the very end of the model, right before the final fully connected layer. A 

printout from Keras over the last layers’ structure, including the added dropout layer, is seen in 

Table 3.2. 
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============================================================================================== 
Layer (type)                     Output Shape        Param #  Connected to 
============================================================================================== 
______________________________________________________________________________________________ 
block14_sepconv2 (SeparableConv  (None, 7, 7, 2048)  3159552  block14_sepconv1_act[0][0] 
______________________________________________________________________________________________ 
block14_sepconv2_bn (BatchNorma  (None, 7, 7, 2048)  8192     block14_sepconv2[0][0] 
______________________________________________________________________________________________ 
block14_sepconv2_act (Activatio  (None, 7, 7, 2048)  0        block14_sepconv2_bn[0][0] 
______________________________________________________________________________________________ 
global_average_pooling2d_1 (Glo  (None, 2048)        0        block14_sepconv2_act[0][0] 
______________________________________________________________________________________________ 
dropout_1 (Dropout)              (None, 2048)        0        global_average_pooling2d_1[0][0] 
______________________________________________________________________________________________ 
sequential_1 (Sequential)        (None, 2)           4098     dropout_1[0][0] 
______________________________________________________________________________________________ 

Table 3.2: Printout from Keras over the last layers 

The dropout probability 𝑝 could be changed before each experiment. To see how different 

dropout probabilities affected the results, 𝑝 values between 0.2 and 0.6 were used during 

training. 

Number of epochs: The models were usually trained for 40 epochs. Two experiments were 

trained for 60 epochs, to analyse if something of particular interest happened between epochs 

41 and 60. This was not doable for all experiments because of long training times. Running an 

experiment for 40 epochs took between 6.5 and 10.5 hours, depending on how many layers that 

were frozen. 

The validation accuracy and validation loss were saved after each epoch for all experiments. 

Only the model with the highest validation accuracy was saved after the training had run all 

epochs. This value was used as a comparison metric in the quantitative evaluation. 

The test set was used to predict the test accuracy. The model saved after the epoch with the 

highest validation accuracy was used for all experiments. The validation accuracy was then 

compared to the test accuracy. A while into the study it was noted that the model saved after 

the epoch with the highest validation accuracy did not always produce the best test accuracy. 

From then on, the model was always saved after every epoch. The test accuracy could from 

then on be predicted after every epoch. 

However, for the quantitative evaluation, a necessary simplification was made. Only the best 

validation accuracy and the test accuracy predicted with the model saved after the same epoch 

was considered. 

3.4 Quantitative evaluation 

A quantitative evaluation was made. The method was roughly the same that Strömgren and 

Magnusson used in their studies. The model with the highest validation accuracy was used to 

predict the test accuracy for the experiment in question. 

Models were trained in 14 experiments using two classes. For comparison reasons, three 

experiments were also trained using five classes. This was the setup that Magnusson used. 

However, the source code has been slightly modified in our implementation. A full list of the 
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different hyperparameter settings used during the experiments is presented in Table 3.3 and 

Table 3.4. 

Experiment 

no 

Batch 

size 

Frozen 

layers 

Dropout 

probability 

Number 

of epochs 

1 128 29 0 40 

2 64 29 0 40 

3 32 29 0 40 

4 16 29 0 40 

5 64 11 0 40 

6 32 6 0 40 

7 32 0 0 40 

8 64 29 0.6 60 

9 64 29 0.4 40 

10 64 29 0.2 40 

11 32 0 0.55 40 

12 32 0 0.4 60 

13 32 0 0.3 40 

14 32 0 0.2 40 

Table 3.3: Hyperparameter settings for the experiments using two classes 

Experiment 

no 

Batch 

size 

Frozen 

layers 

Dropout 

probability 

Number 

of epochs 

F2 64 29 0 40 

F5 64 11 0 40 

F7 32 0 0 40 

Table 3.4: Hyperparameter settings for the experiments using five classes 

 Note 1: Experiment 2 and F2 are “baseline” experiments, the hyperparameter settings 

for these are the base settings. These rows have orange background colour. 

 Note 2: Every experiment focused on exploring one or two hyperparameters. The 

corresponding settings have blue background colour. 

 Note 3: A dropout probability of zero means no dropout used at all. 

 Note 4: In Table 3.4 stands the F for “five classes”. The subsequent number 

corresponds to the experiment in Table 3.3 with the same hyperparameter settings. 

 Note 5: Experiment F2 has the same hyperparameter settings as Magnusson’s model 

37 [28]. The same applies to experiment F5 and Magnusson’s model 35. 

3.5 Steering logic 

The steering logic was constructed as a simple Python program. The steering logic (below 

called the algorithm) made the decisions on what to do when the robot car was driving around. 

The algorithm worked in the following way: 

 The input to the algorithm was the output from the model prediction part (‘forward’ or 

‘obstacle’). 
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 The output from the algorithm was a steering command to the robot car (‘forward’, 

‘forward-right’ or ‘forward-left’). The algorithm remembered which of ‘forward-right’ 

or ‘forward-left’ that was the current turn direction. The algorithm started with 

‘forward-right’ as the current turn direction. 

 The algorithm used something called “tick” for counting. The tick variable was 

increased by one every time the algorithm ran. The algorithm was called every time a 

new output was available from the model prediction part. 

 The algorithm used something called “turn sequence”. This was used for handling 

situations when the input often changed between ‘forward’ or ‘obstacle’. The robot car 

was instructed to turn in the same direction as long as the turn sequence was not 

finished. The turn sequence finished when the input had been only ‘forward’ for a 

specified number of ticks. The turn sequence also finished when the robot car had 

turned a specified number of ticks in one direction. The only time the algorithm 

changed turn direction was when a turn sequence finished. Why this feature was 

implemented is discussed further in Section 5.2.2. 

Three different states are used in the algorithm for structuring the code. They are: 

 

FORWARD 

This is a very simple state. It is the starting state and the algorithm stays in 

this state until the input changes to ‘obstacle’. The following two cases can happen 

in this state: 

 The input changes to ‘obstacle’. Then: 

1. The state changes to CONFIRMED OBSTACLE. 

2. The output changes to ‘forward-right’ or ‘forward-left’ (depending on 

the current turn direction). 

 The above does not happen. Then: 

1. The algorithm stays in the same state. 

2. The output stays as ‘forward’. 

CONFIRMED OBSTACLE 

This is the turn state. The following three cases can happen in this state: 

 The input changes to ‘forward’. Then: 

1. The state changes to the intermediate state FORWARD AFTER OBSTACLE. 

2. The output changes to ‘forward’. 

 The input has been ‘obstacle’ for the specified number of ticks in this 

specific turn sequence. The turn sequence has finished. The output has to be 

‘forward’ for at least one tick before it can be ‘forward-right’ or 

‘forward-left’ again. Then: 

1. The state changes to FORWARD. 

2. The turn direction changes. 

3. The output changes to ‘forward’. 
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 None of the two above happens. Then: 

1. The algorithm stays in the same state. 

2. The output stays as ‘forward-right’ or ‘forward-left’. 

FORWARD AFTER OBSTACLE 

This state is used for allowing the robot car to turn in the same direction, as long 

as the turn sequence has not finished. The following three cases can happen in this 

state: 

 The input changes to ‘obstacle’. Then: 

1. The state changes to CONFIRMED OBSTACLE. 

2. The output changes to ‘forward-right’ or ‘forward-left’. 

 The input has been ‘forward’ in a row for the specified number of ticks. The 

turn sequence has finished. Then: 

1. The state changes to FORWARD. 

2. The turn direction changes. 

3. The output stays as ‘forward’. 

 None of the two above happens. Then: 

1. The algorithm stays in the same state. 

2. The output stays as ‘forward’. 

3.6 Qualitative evaluation 

In addition to training and fine-tuning the neural network, physical tests with the robot car itself 

were performed. The first focus for these tests was to find the models that performed best in 

general, for two classes and five classes respectively. 

3.6.1 Selecting the best performing model 

Many different models were tested. Not only the models saved after the epoch with the highest 

validation accuracy was tested physically. Several other models were tested as well. In order to 

choose which models to test, a strategy was needed for selecting them. The main criterion was 

that the test accuracy was high. The correlation with the validation accuracy and validation loss 

after that epoch was also considered. Differences could be spotted in the physical behaviour 

depending on how many epochs the model had been trained. Another criterion to consider when 

picking models to test was therefore for how many epochs the model had been trained. 

For selecting the best model, the robot car was allowed to drive around in the office 

environment. It was studied how good the tested model was at avoiding different types of 

obstacles and if it really could drive forward when there were no obstacles in the robot car’s 

way. The three models that were subjectively judged to have the best general physical behaviour 

were finally chosen. From these, the best was selected. Only that model was used for the 

qualitative evaluations (as described in Section 3.6.3 and Section 3.6.4). 

A model was also picked from the experiments where five classes were used. A descent-

performing model using five classes was needed for the comparison with the best model using 
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two classes. The model with the best subjectively judged general physical behaviour was also 

in this case chosen. The selection process for this was much quicker than for the case with two 

classes. Only the chosen model was also in this case used for the qualitative evaluations. 

3.6.2 Observing the robot car’s moving behaviour 

The focus for this quite subjective observation test was to notice differences between the model 

using two classes and the model using five classes. These two solutions used different ways to 

control the moving behaviour of the robot car. When two classes were used, the steering part 

was decoupled from the obstacle detection part. When five classes were used, the steering 

command was linked to the class that was predicted at the moment (as described in 

Magnusson’s report). The first research question is about this. Which way of controlling the 

robot car is best? 

It was therefore important to study differences in the behaviour between the two solutions. We 

looked for instance at the following when doing the comparison: 

 How good were the two solutions when the robot car was supposed to drive forward? 

Did it really drive forward? 

 How good were the two solutions when the robot car encountered obstacles? Could 

the robot car avoid them? Could the different solutions handle complex situations? For 

example, when there were many obstacles around the robot car? 

 How was the general behaviour when the robot car was driving around? Were there 

any notable differences between the two solutions? 

3.6.3 Driving against obstacles 

To get an objective value on how good the robot car was at avoiding obstacles, a more precise 

evaluation than just observing the robot car’s behaviour was needed. The robot car was 

therefore placed in front of different obstacles and was instructed to drive against them. It was 

then observed if the robot car collided with the obstacle or not. This evaluation was conducted 

in a similar manner as in Strömgren’s and Magnusson’s studies. 

The setup for the evaluation was the following: 

 The evaluation used 10 different obstacles. Seven of them appeared in the dataset (see 

Figure 3.4). Three were “new” obstacles, which had not been used when the models 

were trained (see Figure 3.5). 

 Against each obstacle were 10 runs made, meaning 100 runs in total. The robot car 

started approximately 1.5 meters from the obstacle. 

 A run was counted as successful if the robot car did not touch the obstacle. 

 To avoid that the background in the office environment affected the result, some 

considerations were made. Movable obstacles (all except the sofa and the wall) were 

when tested placed at two different positions in the office environment, tested five 

times at each position. The robot car started also from different positions every run. 

 The robot car was not always placed so that the obstacle was in the centre of the 

camera image. This was done to test if the robot car could avoid obstacles when the 

obstacle occurred on the side of the camera image. 

 The same test was carried out for the best model for two classes and five classes 

respectively.  
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Figure 3.4: Obstacles that appeared in the dataset 

  

a) Sofa b) Wastepaper bin 

c) Wall d) Pedestal 

e) Bar stool f) Chair g) Fire extinguisher 
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Figure 3.5: Obstacles that not appeared in the dataset 

3.6.4 Driving freely in a restricted area 

Another evaluation was made. This one was objectively trying to measure which way of 

controlling the robot car that performed best. Could the robot car really avoid all obstacles when 

it was allowed to run freely? How did the constructed steering logic work in practice? We 

wanted an answer to these questions. 

A restricted area was therefore constructed in the office environment (see Figure 3.6). The robot 

car could not get outside of this area. The area had “walls” that stopped the robot car from 

escaping. The walls were constructed with simple things that the robot car should have a high 

chance to classify as an ‘obstacle’ and therefore turn to avoid them. Covers, pillows and paper 

bags were for example used. A few obstacles were also placed in the middle of the area. 

The setup for the evaluation was the following: 

 The robot car was allowed to drive in the area until it touched an obstacle. The time 

was measured until it touched an obstacle. 

 This was done 10 times. The robot car started at different positions in the area every 

time. 

 The starting position was chosen so that the robot car always could drive forward for a 

while before it encountered the first obstacle. 

 The same test was carried out for the best model for two classes and five classes 

respectively. 

  

a) Bag b) Food box 

c) Cup 
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Figure 3.6: Overview of the restricted area 

 

3.7 Confusion matrices 

A confusion matrix was constructed for the three models that had the best general physical 

behaviour. The results from the predictions on the test set for that specific model was used when 

the confusion matrix was constructed. 
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4 Results 

The results are presented in this chapter. The chapter is divided into three parts. 

4.1 Quantitative evaluation 

The results of the quantitative evaluation are presented in this part. 

4.1.1 Accuracy 

The results from the 17 experiments are presented in Table 4.1 and Table 4.2. For convenience, 

the different hyperparameter settings are repeated. 

Experiment 

no 

Batch 

size 

Frozen 

layers 

Dropout 

probability 

Number 

of epochs 

Validation 

accuracy 

Test 

accuracy 

1 128 29 0 40 89.5 % 83.5 % 

2 64 29 0 40 89.0 % 83.8 % 

3 32 29 0 40 89.5 % 84.2 % 

4 16 29 0 40 89.2 % 84.4 % 

5 64 11 0 40 89.5 % 81.7 % 

6 32 6 0 40 87.9 % 83.1 % 

7 32 0 0 40 91.0 % 85.2 % 

8 64 29 0.6 60 89.9 % 83.2 % 

9 64 29 0.4 40 89.4 % 84.7 % 

10 64 29 0.2 40 88.8 % 86.1 % 

11 32 0 0.55 40 90.9 % 85.1 % 

12 32 0 0.4 60 90.7 % 83.2 % 

13 32 0 0.3 40 90.9 % 84.4 % 

14 32 0 0.2 40 90.7 % 84.0 % 

Table 4.1: Results for the experiments using two classes 

Experiment 

no 

Batch 

size 

Frozen 

layers 

Dropout 

probability 

Number 

of epochs 

Validation 

accuracy 

Test 

accuracy 

F2 64 29 0 40 86.0 % 77.5 % 

F5 64 11 0 40 86.9 % 80.5 % 

F7 32 0 0 40 88.9 % 80.0 % 

Table 4.2: Results for the experiments using five classes 

 Note 1: In Table 4.1 are the values in the top three regarding validation accuracy and 

test accuracy respectively marked in bold. 

 Note 2: In Table 4.2 are the values for the best experiments regarding validation 

accuracy and test accuracy respectively marked in bold. 

 Note 3: The prediction on the test set was made with the model saved after the epoch 

with the best validation accuracy. The tables therefore hold the best validation 

accuracy for all experiments. The test accuracy is not necessarily the best, it could be 

better if it was predicted after another epoch. This circumstance needs to be taken into 

account when interpreting the values for test accuracy. 
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A few things can be noted when looking at the validation accuracy values in Table 4.1: 

 Different batch sizes (experiment 1-4) have no significant impact on validation 

accuracy. 

 It is unquestionable that the experiments with no frozen layers (experiment 7, 11-14) 

have the best validation accuracy. 

 For the experiments having frozen layers (experiment 1-6, 8-10), there is no 

significant difference between them, except the value for experiment 6 that is slightly 

lower than the rest. 

 Combining dropout with no frozen layers (experiment 7, 11-14) does not affect 

validation accuracy in a significant way. 

 Combining dropout with 29 frozen layers (experiment 2, 8-10), does seem to affect 

validation accuracy slightly, in favour of the ones using more dropout. 

The test accuracy values in Table 4.1 are more scattered and it is harder to say something about 

them. Two of the experiments with no frozen layers (experiment 7 and 11) have high values 

also for test accuracy. 

The test accuracy for experiment 10 (86.1 %) is undoubtedly the highest. This value was 

reached after epoch 4. As described above, Table 4.1 only holds the test accuracy predicted 

after the epoch with the best validation accuracy. However, the test accuracy could be predicted 

after every epoch for some experiments (as described in Section 3.3.3). When looking at these 

test accuracy values, a strange behaviour could be noted. The first few epochs could sometimes 

have a very high test accuracy (above 86 %). The validation accuracy was, on the other hand, 

not so good for these epochs. One could expect that these models also should work best when 

tested physically. That was not the case. This behaviour is showed in Figure 4.14 and is 

discussed further in Section 5.2.3. 

When looking at Table 4.2, it is noted that the experiment with no frozen layers (experiment 

F7) even for five classes has a significant higher validation accuracy (compared to F2 and F5). 

4.1.2 Behaviour during training 

During the training was the following saved after every epoch: 

 Training accuracy 

 Training loss 

 Validation accuracy 

 Validation loss 

In Figure 4.1 to Figure 4.9, these metrics are plotted for some of the experiments in Table 4.1. 
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Figure 4.1: The behaviour during training for experiment 1 

 

 

 

 
 

 

Figure 4.2: The behaviour during training for experiment 2 
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Figure 4.3: The behaviour during training for experiment 5 

 

 

 

 
 

 

Figure 4.4: The behaviour during training for experiment 6 
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Figure 4.5: The behaviour during training for experiment 7 

 

 

 

 
 

 

Figure 4.6: The behaviour during training for experiment 8 
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Figure 4.7: The behaviour during training for experiment 9 

 

 

 

 
 

 

Figure 4.8: The behaviour during training for experiment 12 
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Figure 4.9: The behaviour during training for experiment 14 

 

 

 

A few things can be noted when looking at Figure 4.1 to Figure 4.9: 

 For all experiments (except experiment 8), the training accuracy and the training loss 

are continuously improving. In experiment 8, the learning process is temporarily 

delayed during some of the epochs. 

 For all experiments, the validation accuracy and the validation loss are fluctuating a lot 

during training. This is especially evident for experiment 5 and 6. 

 The experiments with no frozen layers (experiment 7, 12 and 14) are more stable. 

These experiments have many high validation accuracy values (above 90 %). This is 

consistent with the results in Table 4.1. 

 For all experiments, the validation loss starts to increase around epoch 25-30. This is, 

however, not so obvious for the experiments with no frozen layers. 

 Two experiments were trained for 60 epochs (experiment 8 and 12). For these, the 

validation accuracy is more or less staying at the same level, when comparing the 

epochs before and after epoch 40. The validation loss continues to increase after epoch 

40. 
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In Figure 4.10 to Figure 4.12, the metrics are also plotted for the three experiments using five 

classes (Table 4.2). For easier comparison, the scales on the figures are the same as for two 

classes. 

 

 
 

 

Figure 4.10: The behaviour during training for experiment F2 

 

 

 
 

 

Figure 4.11: The behaviour during training for experiment F5  
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Figure 4.12: The behaviour during training for experiment F7 

 

 

A few things can be noted when looking at Figure 4.10 to Figure 4.12: 

 The validation loss is much higher during training when five classes are used. 

 The same applies to the validation accuracy, it is lower when five classes are used. 

 The experiment with no frozen layers (experiment F7) has substantial better validation 

values than experiment F2 and F5. 
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To look more closely how the test accuracy behaved during training, it is for experiment 7 and 

9 added to the figures. The test accuracy and the validation accuracy are plotted in the same 

figure (Figure 4.13 and Figure 4.14). 

 

 

 

 

Figure 4.13: Test accuracy and validation accuracy for experiment 7 

 

 

 

Figure 4.14: Test accuracy and validation accuracy for experiment 9 

 

 

Some interesting things can be observed when looking at Figure 4.13 and Figure 4.14: 

 In Figure 4.13, the test accuracy and the validation accuracy are generally following 

each other. They are peaking after more or less the same epoch. 

 In Figure 4.14, it is different. The test accuracy and the validation accuracy are not so 

correlated, when comparing epoch to epoch. 

 In Figure 4.14, the test accuracy is very high for the first three epochs. In fact, the 

highest test accuracy for this experiment was reached after epoch 1 (86.8 %). This was 

also the highest measured test accuracy during all experiments. The validation 

accuracy is at its lowest point during these three epochs. 
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4.2 Qualitative evaluation 

The results of the qualitative evaluation are presented in this part. 

4.2.1 Selecting the best performing model 

For two classes, the three models that had the best general physical behaviour were chosen (as 

described in Section 3.6.1). They are presented in Table 4.3. 

Experiment 

no 

Model after 

epoch 

Test 

accuracy 

7 21 85.2 % 

9 15 84.5 % 

11 21 85.5 % 

Table 4.3: The models that had the best physical behaviour (two classes) 

 Note 1: The model that was considered the best is marked in bold. This model was 

used in the following evaluations. 

It can be noted that the models that had the best general physical behaviour, also are in top in 

Table 4.1. 

A model for five classes was also chosen (as described in Section 3.6.1). The best one was a 

model from experiment F5 in Table 4.2. The model was saved after 22 epochs. That was also 

the model with the highest validation accuracy for this experiment. The values in Table 4.2 for 

experiment F5 are therefore the correct values for this model. 

The experiment with no frozen layers for five classes (F7 in Table 4.2) was also tested 

physically. Several models saved after different epochs for this experiment were tried with the 

robot car. No one of them worked as expected. All these models from experiment F7 were just 

predicting ‘rotate-left’ or ‘rotate-right’ the whole time. 

4.2.2 Observing the robot car’s moving behaviour 

We answer the questions outlined in Section 3.6.2. We compared the moving behaviour for the 

solution using two classes with the solution using five classes: 

 Both solutions were good when the robot car was supposed to drive forward. It almost 

never happened that the robot car turned when it drove in an open space with no 

obstacles in front of it. Both solutions had sometimes problems to start driving 

forward again. This could happen in a complex environment. Complex, in the 

meaning, that there were obstacles in front of and on one/both sides of the robot car. 

The robot car had problems finding the direction where the open space was and could 

be turning for a while before finding it. 

 The robot car was, for both solutions, generally good at avoiding obstacles. Obstacles 

that were slim, such as legs on chair, were hardest to avoid. The trained models were 

good at generalizing its knowledge. The robot car managed to avoid new, previously 

unseen objects. 

 The solution using five classes could sometimes get stuck when it encountered 

obstacles, turning back and forth. It could stay in this position for a few seconds or 

more. This happened more frequently when the robot car’s surroundings were more 
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complex. The solution using two classes did not have this problem. The used steering 

logic made this impossible. The robot car had to turn in one direction for a while 

before it could change direction. 

To summarize the behaviour, there were differences between the two solutions. Both solutions 

were good at general driving. When the environment around the robot car was more complex, 

the solution using two classes was better. It had a higher chance of getting out from a complex 

area with many obstacles, without crashing into one of them. The solution using two classes 

could not be stuck in a state constantly changing steering command. The robot car’s general 

moving behaviour was therefore much smoother in this case. 

Different lighting conditions in the office environment were used during this test. The office 

had some windows that let in natural light. The robot car was therefore tested both when it was 

light and dark outside. No difference between the two lighting conditions could be observed. 

4.2.3 Driving against obstacles 

In this evaluation was the robot car driving against obstacles. It was counted how many times 

the robot car avoided each obstacle (as described in Section 3.6.3). The results of the evaluation 

are presented in Table 4.4. The last three in the table are “new” obstacles (not used during 

training). 

Obstacle 

Successful 

runs two 

classes 

Successful 

runs five 

classes 

Sofa 10 10 

Wastepaper bin 10 8 

Wall 9 10 

Pedestal 8 10 

Bar stool 8 8 

Chair 8 5 

Fire extinguisher 10 7 

   

Bag 10 7 

Food box 10 6 

Cup 5 9 

Percent 

successful 
88 % 80 % 

Table 4.4: Results from the evaluation driving against obstacles 

4.2.4 Driving freely in a restricted area 

In this evaluation was the robot car driving freely in a restricted area. The time was measured 

until the robot car touched an obstacle (as described in Section 3.6.4). The results of the 

evaluation are presented in Table 4.5. 
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True 

 

True 

 

True 

 

Run no 

Time two 

classes 
[m:ss] 

Time five 

classes 
[m:ss] 

Run 1 1:43 0:34 

Run 2 0:20 0:14 

Run 3 5:41 0:45 

Run 4 0:08 0:24 

Run 5 0:23 0:55 

Run 6 0:42 0:53 

Run 7 0:29 5:59 

Run 8 2:41 0:46 

Run 9 1:00 1:41 

Run 10 0:57 0:39 

Average 

time 
1:24 1:17 

Table 4.5: Results from the evaluation driving freely in a restricted area 

 Note 1: The best and worst times for two classes and five classes respectively are 

marked in bold. 

4.3 Confusion matrices 

We present confusion matrices for the models in Table 4.3 (as described in Section 3.7). The 

confusion matrices for these three models are shown in Table 4.6 to Table 4.8. 

 Predicted 
 

 Forward Obstacle 

Forward 2944 334 

Obstacle 390 1232 

Table 4.6: Confusion matrix for experiment 7 after 21 epochs 

 Predicted 
 

 Forward Obstacle 

Forward 2856 422 

Obstacle 336 1286 

Table 4.7: Confusion matrix for experiment 9 after 15 epochs 

 Predicted 
 

 Forward Obstacle 

Forward 2955 323 

Obstacle 390 1232 

Table 4.8: Confusion matrix for experiment 11 after 21 epochs 
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Some things can be noted when looking at Table 4.6 to Table 4.8: 

 The two fields with wrongly predicted images (bottom-left field and top-right field) 

contain roughly the same number of images. 

 However, the total number of images in each class needs to be taken into account. The 

‘forward’ class is around twice the size of the ‘obstacle’ class. The images that are 

wrongly predicted as ‘forward’ are therefore proportionally twice as many. 
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5 Discussion 

The results are discussed in this chapter. The chapter is divided into three parts. 

5.1 Results 

The results of the study are analysed in detail in this part. 

5.1.1 Accuracy 

A quick look at the results in Table 4.1 and Table 4.2 gives the impression that everything 

seems to be in order. The values for validation accuracy and test accuracy are about as expected 

when comparing with Magnusson’s study [28]. The values in Table 4.1 are in general a few 

percentage points higher than the values in Table 4.2. Training the same model with the same 

dataset, should of course yield better values when reducing the classes from five to two. So the 

better values in Table 4.1 are expected. 

One could argue that reducing the classes from five to two, should improve the accuracy even 

more. Giusti et al. reduced the classes from three to two in the same way that we did (using the 

same dataset and merging two or more classes). They improved the validation accuracy with 

10 percentage points, from 85.2 % to 95.0 % [13]. That the accuracy did not improve so much 

in our study depends probably on the quality of the dataset and indistinct differences between 

the two classes. This is discussed further in Section 5.2.3. 

When comparing the values for experiment F2 in Table 4.2 with Magnusson’s model 37 (same 

hyperparameter settings), they differ a bit. The same goes for experiment F5 and Magnusson’s 

model 35. This is probably due to natural variations during the experiments [3] [7]. Some minor 

improvements were also made to the source code that Magnusson used, this may also have 

affected the results marginally. 

5.1.2 Behaviour during training 

When looking at Figure 4.1 to Figure 4.9, it is pretty obvious that all experiments suffer from 

more or less overfitting. As the training goes on, the validation loss starts to go up. The gap 

between training loss and validation loss becomes bigger and that is a clear sign of overfitting 

(as described in Section 2.2.4). How to cope with the overfitting is discussed in Section 5.1.3 

and Section 5.2.6. 

There is an obvious reason why the validation loss is much higher for five classes. When there 

are more output classes to choose from, the probability that the wrong one is predicted increases 

[41]. 

5.1.3 Hyperparameters 

Batch size: To compare different batch sizes during training, the graphs are compared for 

experiment 1 and 2 (Figure 4.1 and Figure 4.2). These two experiments differ only in batch 

size. The graphs for these experiments look very similar, there are no particular differences 

between them. This is consistent with the validation accuracy for experiment 1-4, which also 

has little variations. Strömgren had small differences between the batch sizes used, the largest 

batch size (64) worked best [37]. However, Strömgren used the VGG16 model. 
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Mishkin et al. tested batch sizes from 1 to 1 024 and got, as we did, only small differences 

between them [30]. They mention that using a smaller batch slows down training, especially a 

batch size of 1. We experienced small differences in training time when comparing the four 

batch sizes used. With 32 as batch size, it took 630 seconds to train the neural network for an 

epoch. With 128 as batch size, it took 594 seconds. 

Using different batch sizes gave only insignificant differences in the validation accuracy values 

and small differences in training time. The batch size can therefore not be considered as an 

important hyperparameter in this study. 

Frozen layers: The results are unquestionable, using no frozen layers during the experiments 

gave the best validation accuracy. It is hard to tell why. An explanation is that the problem 

domains are so different that it is better to retrain the whole model. The ImageNet dataset handle 

classification of images depending on the object in the image. In our study were we classifying 

images depending on how far away obstacles where. This is a different problem. It is worth 

noting that Magnusson’s MobileNet models, to work at all, needed to have no frozen layers 

[28]. 

When frozen layers indeed are used, it is unclear at which layer it is best to freeze. Somewhat 

unexpected, 29 frozen layers worked as good as or better than 11 and 6 frozen layers. An 

explanation can be that the neurons are co-adapted to each other, this was showed by Yosinski 

et al [41]. It is important at which layer the neural network is frozen. At some places in the 

network architecture can the neurons be so dependent on each other, that it is a bad idea to 

freeze there. Freezing more layers can be better [41]. This can explain the difference between 

experiment 2, 5 and 6. 

The complex architecture of Xception may also be an explanation. The use of depthwise 

separable convolution and residual connections makes it hard to know where to freeze. The 

residual connections that go between specially chosen layers complicate things when to decide 

how many layers to freeze. After which type of layer the freezing take place may also affect 

performance. The experiments with 29 and 6 frozen layers were frozen after a batch normaliza-

tion layer, the experiment with 11 frozen layers were frozen after a separable convolutional 

layer. Where to freeze in the Xception architecture can be further investigated. 

The best solution was to use no frozen layers. This was also the case for the experiments with 

five classes. The difference between using no frozen layers and using frozen layers was even 

higher for five classes. However, using frozen layers shortened the training time drastically. 

Using no frozen layers, it took 955 seconds to train the neural network for an epoch. Using 29 

frozen layers, it took 630 seconds. A good compromise between good performance and faster 

training times is therefore to use 29 frozen layers. The number of frozen layers is an important 

hyperparameter in this study, varying it affected the performance of the network a lot. 

Dropout: A dropout layer at the end of the architecture was used during some of the 

experiments for trying to combat overfitting. The use of dropout was not so effective that we 

had hoped. In experiment 8 (29 frozen layers, dropout with 𝑝 = 0.6), it is clear that the dropout 

is temporarily stalling the training. The curves for training accuracy and training loss are not 

constantly improving (see Figure 4.6). This effect comes most likely from the use of dropout. 

However, the use of dropout does not reduce overfitting problems drastically. Experiment 8 has 

a better validation accuracy than experiment 2 (no dropout), but it is hard to say if this 
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improvement comes from the use of dropout. The difference could be from natural variations 

[3] [7]. 

Experiment 8 is the only experiment using dropout that affects the results significantly. When 

comparing experiment 9 and 10 with experiment 2 (29 frozen layers), it is hard to tell any 

differences. The same is the situation when comparing experiment 11, 12 and 13 with 

experiment 7 (no frozen layers). The dropout layer does not affect the results in a distinguishing 

way. The way dropout was used in this study, it cannot be considered as an important 

hyperparameter. 

Number of epochs: When looking at Figure 4.6 and Figure 4.8, it is clear that the training did 

not improve after epoch 40. The validation loss goes up more and more, even if some epochs 

still have relatively low values. The validation accuracy does not get better, or only marginally 

better, after epoch 40. Overfitting did the training ineffective after epoch 40. In the setup used, 

it is a waste of computer resources to train after epoch 40. 

When looking at all graphs (Figure 4.1 to Figure 4.9), one could argue that the training even 

could be stopped after epoch 30. Around 30 epochs are the breaking point where the validation 

loss starts to increase (in many of these graphs). Because the training took so long time, 

reducing the number of training epochs saves up to hours of training time for an experiment. A 

good setup for achieving this could be to automatically stop the training if the validation 

accuracy has not improved during the last 10 epochs. With the addition that the experiment 

must always train for at least 30 epochs before the training can be stopped. 

Number of epochs is an important hyperparameter in this study. It is very important to use a 

technique where the weights are saved at the top validation accuracy. 

5.1.4 Qualitative evaluation 

When models were tested physically, some things could be noted. The models needed to be 

trained for at least a few epochs to work somewhat. The models did not get better after epoch 

30. The best models were usually found between 10-25 epochs. When models from early epochs 

were tested, they could have problems generalizing and trouble avoiding previously unseen 

obstacles. Models from later epochs (above 30) had often the problem that they predicted 

‘obstacle’, when there in fact was no obstacle present. 

Driving against obstacles: As can be seen in Table 4.4, the model using two classes was during 

this evaluation generally better at avoiding obstacles. It is precarious to draw too big 

conclusions from this separate evaluation. Nevertheless, the difference between two classes and 

five classes is big. We can, with great certainty say, that the model using two classes was best 

at avoiding separate obstacles. 

Achieving 88 successful runs out of 100 (two classes), is a good result. We mean that the robot 

car was good at this relatively well-defined task. The chair and the bar stool had two 

unsuccessful runs each. This depends probably on that these obstacles had thin legs that were 

hard to classify as an obstacle. Why the cup had five unsuccessful runs for two classes and only 

one for five classes are a mystery that we do not have an answer too. It was noted during the 

evaluation that it was generally harder to avoid obstacles that appeared far out on the side of 

the camera image. 
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The result for five classes (80 %) is consistent with Magnusson’s result (78.6 %). Magnusson 

did a similar evaluation with almost identical setup. 

Driving freely in a restricted area: When looking at the obstacle avoidance ratio (88 % for 

two classes), one could expect that the robot car should be able to drive for quite a long time in 

the restricted area. The area was constructed with “simple” obstacles that the robot car should 

have a high chance of avoiding. Still, when looking at the results in Table 4.5, the robot car did 

only manage to run for more than a minute in 40 % of the runs (two classes). This is a 

disappointing result. It is obvious that the robot car cannot drive on its own for a longer period 

of time. It will crash into something sooner rather than later. 

Tai et al. discuss the problems when using a robot implementation in practice. Many things 

need to be considered and if one tiniest part fails, it can affect the whole robot implementation 

[38]. In our implemented solution, many things could happen that made the robot car crash into 

an obstacle. One thing that led to a crash was that the robot car ran out of space for doing a turn. 

This was possible if the robot car drove into a corner. The solution using five classes also had 

this problem. 

A similar problem was that the current turn direction in the steering logic could be far from 

optimal. The steering logic always remembered the current turn direction (as described in 

Section 3.5). When driving in the restricted area, the robot car could be driving forward 

alongside an obstacle (for example a wall). The problem emerged if another obstacle showed 

up in front of the robot car (for example another wall) and the current turn direction was against 

the obstacle at the side. The robot car then had to turn straight against the obstacle at the side, 

to avoid the obstacle in front of it. With minimal changes of avoiding the obstacle at the side, a 

crash became likely unavoidable. When only using a single, forward-looking camera and not 

knowing anything about the surroundings, it is hard to avoid this problem. 

There was a slight delay before the result from the prediction could be sent back to the robot 

car as a steering command. This was mainly because it took some time to run an image throw 

the model and get the predicted class. Yang et al. used a neural network to avoid obstacles. 

They used a standalone computer for the CNN predictions. Communication with the robot took 

place over Wi-Fi [40]. The same setup was used in our study (as described in Section 3.1). They 

report a delay for the CNN prediction around 143 milliseconds per image, and a delay of around 

200 milliseconds for the image transmission. Tai et al. also report problems with delays [38]. 

Our implemented solution had roughly estimated a delay of a few hundred milliseconds before 

the robot car began to turn. This could affect the robot car’s ability to avoid an obstacle. The 

space for turning could be too small with this delay, if the obstacle was identified as such when 

the robot car already was close to it. 

5.1.5 Confusion matrices 

The confusion matrices in Table 4.6 to Table 4.8 show which classes the wrongly predicted 

images in fact belong to. The images that were wrongly predicted as ‘obstacle’ (top-right field) 

are proportionally fewer. This is an explanation to why the robot car was generally very good 

at going forward. We have not investigated how the images that were wrongly predicted look 

like. We can therefore not answer if there is something that stands out with images that were 

wrongly predicted. 

When looking at other confusion matrices for models saved after different epochs (not shown 

in the report), it is hard to draw conclusions from them. Which of the two classes that are guilty 
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of most wrongly predicted images vary a lot, when looking at different experiments and epochs. 

The values for validation accuracy and validation loss vary a lot between epochs (see Figure 

4.1 to Figure 4.9). There is therefore no surprise, that the class that predicts most images wrong 

also vary a lot. One behaviour recurs for epochs above 30. The number of images wrongly 

predicted as ‘obstacle’ is much higher than in the three confusion matrices in Table 4.6 to Table 

4.8. This is consistent with how the robot car behaved physically, it had a tendency to often 

falsely predict ‘obstacle’, when tested with models trained above 30 epochs. 

5.2 Method 

The used method is evaluated from different perspectives in this part. 

5.2.1 Hyperparameters 

Batch size: Larger batch sizes than 128 could not be tested due to memory problems. Other 

people using a GPU with 12 GB of GPU memory have reported the same problems. Keras’ 

implementation of Xception using Adam optimizer could not handle batch sizes larger than 128 

[27]. [20] 

When running the experiments, we quickly noted that using different batch sizes did not seem 

to affect the results in a significant way. We did therefore not try to solve the problem described 

above and getting larger batch sizes to work. The study focused thereafter on optimizing other 

hyperparameters. A batch size of 64 was used for the following experiments. Magnusson also 

used a batch size of 64 [28]. When few layers were frozen, a batch size of 32 had to be used (as 

described in Section 3.3.3). 

Frozen layers: How transfer learning affected training was not the focus of this study. 

However, to start with the ImageNet weights look like a way of fast getting good training 

results. The validation accuracy reached high values already after a few epochs. This is probably 

partly due to transfer learning. Using ImageNet weights are much better than random weights. 

Rahman et al. compared how baseline training, fine-tuning and transfer learning affected test 

accuracy for various state-of-the-art CNN architectures (including Xception) [33]. They used a 

dataset of 11 695 images. In the baseline training, the architectures were trained without any 

ImageNet weights. When using fine-tuning, ImageNet weights were first loaded, all layers were 

thereafter trained using the target dataset. When using transfer learning, ImageNet weights were 

also loaded, but only the final fully connected layers were thereafter trained using the target 

dataset. Fine-tuning gave best test accuracy for all architectures. Their fine-tuning training is 

equivalent to our experiments with no frozen layers. 

If no transfer learning was used in our implementation, the big Xception architecture would 

most certainly suffer from even more overfitting. The used dataset is too small to work on its 

own when so many weights are available. However, only relying on transfer learning is not 

possible. Because the problem domains are so different, fine-tuning is necessary. 

Dropout: Because the little influence the use of dropout had on the experiments, more 

experiments with higher 𝑝 values could ideally have been tested. To fully study the effects of 

dropout in Xception, more dropout layers could also have been added at strategic places in the 

architecture. This was out of scope for this study, the Xception architecture was only used as 

specified in the original paper [4]. 
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Strömgren used one or two dropout layers at the end of the VGG16 architecture. He got small 

improvements in the results when using two layers [37]. Corrêa et al. used a CNN with 6-8 

layers for microalgae classification. They used a dataset of 29 449 images. They improved the 

validation accuracy from 65.2 % to 67.0 % when adding a secondary dropout layer in the middle 

of the architecture [11]. In the dropout original paper by Srivastava et al. was the accuracy better 

when dropout was used in all layers, instead of only using it in the fully connected layers at the 

end [36]. 

However, the Xception architecture is more complex than these other architectures. The use of 

depthwise separable convolution, batch normalization and residual connections makes it harder 

to study the effects of using dropout. Ioffe et al., the inventors of batch normalization, claim 

that batch normalization in some cases makes dropout unnecessary. Validation accuracy can 

become higher without dropout [19]. This may be the case in our experiments. 

Some sort of regularization is needed, when using our relatively small dataset with the Xception 

architecture. Dropout is presumably a good choice for regularization, but more optimization 

and testing are needed for using it more effectively. 

5.2.2 Qualitative evaluation 

We could not get the different models from experiment F7 to work at all physically (as 

described in Section 4.2.1). As seen in Table 4.2 and Figure 4.12, nothing was wrong with the 

training. However, during physical tests, these models were stuck in a state constantly switching 

between the steering commands ‘rotate-left’ and ‘rotate-right’. 

This strange behaviour is probably due to that the images from the camera became blurry when 

these two steering commands were used after each other. The blurriness in the images made the 

models always predict that an obstacle was very close. Therefore was the robot car stuck using 

only these two steering commands. Using ‘rotate-left’ for a few hundred milliseconds, then 

directly using ‘rotate-right’ for the same length of time and after that back to ‘rotate-left’ again. 

The implemented solution in this study did not use these more aggressive steering commands 

(‘rotate-left’ and ‘rotate-right’). The steering commands ‘forward-left’ and ‘forward-right’ was 

enough for doing the turning. The constructed steering logic used “turn sequences” to make this 

unwanted behaviour impossible. With this, the robot car could not change turn direction 

constantly. 

5.2.3 The quality of the dataset 

The qualities and limitations of the used dataset need to be discussed. Because of the nature of 

the problem, it is hard to establish rules for which class an image should belong too. When is 

the robot car so close to an obstacle, that it should be classified as such? The images in the two 

classes are therefore classified subjectively. That the dataset was collected by two different 

persons is another circumstance that further increases the uncertainty of the dataset quality. 

Reaching a very high test accuracy is with these circumstances problematic. This type of 

classification problem, with somewhat unclear rules for with class an image belongs to, makes 

it difficult to achieve a close to 100 % test accuracy. With this in mind, a test accuracy of 85 % 

might be seen as an acceptable result. 

The validation set was during training only used for deciding which epoch that was best. No 

hyperparameters were changed during training, they were decided before the training began. 
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The validation set can therefore not be considered to be particularly affected by the training. 

Because of this, one could assume, that the validation set and the test set should have similar 

results, when comparing epoch to epoch. That is not the case when looking in Table 4.1. The 

validation set performs in general much better than the test set. 

The validation accuracy and the test accuracy are compared for two experiments in Figure 4.13 

and Figure 4.14. The test accuracy is generally about five percentage points lower than the 

validation accuracy in experiment 7. The validation accuracy and the test accuracy do not seem 

to be especially correlated in experiment 9. We have no explanation for the strange behaviour 

during the first three epochs, where the validation accuracy is at its lowest level and the test 

accuracy is at its highest level. Why the behaviour differs in experiment 7 and 9 is also unclear. 

In the famous AlexNet paper, both a validation set and a test set were used for evaluating the 

performance in the ILSVRC [23]. There were no differences between the validation accuracy 

and the test accuracy. Their validation set was used for much more hyperparameter optimization 

than we did with ours. The size of the ImageNet dataset is although much bigger than ours, so 

it is precarious to compare the results. However, the big gap between our validation accuracy 

and test accuracy stand out, when comparing with the AlexNet paper. 

In another study, the differences between validation accuracy and test accuracy were small. 

Rahman et al. used various state-of-the-art CNN architectures (including Xception) to classify 

nine different diseases and pests in rice plants [33]. They used 11 695 images, these were split 

into a training set, a validation set and a test set. Their method was very alike ours, they used 

transfer learning in the same way as we did. They used Adam optimizer during backpropagation 

and saved the weights at the top validation accuracy during training. Rahman et al. reached a 

validation accuracy of around 99.5 % for the most architectures. The test accuracy was varying 

from 95.7 to 99.5 % for the same architectures. These gaps between the validation accuracy and 

the test accuracy are smaller than what we achieved. The gap between our validation accuracy 

and test accuracy was for the most experiments around 5 to 6 percentage points. 

An explanation to why the test set performed so much worse than the validation set can be that 

the test set only was collected by Magnusson. The test set was also collected on a separate 

occasion, using mainly the same obstacles as the ones appearing in the other sets [28]. 

Magnusson and Strömgren may have used different driving styles when the images were 

collected. The images they collected would therefore be classified differently, depending on the 

driver. The test set would therefore differ from the other sets, because the test set only consists 

of images classified by Magnusson. The other sets consist of images classified by both 

Strömgren and Magnusson. The circumstance that the test set also was collected on a different 

occasion affects as well. 

If the test set differs a lot from the other sets, this would of course affect test accuracy. The 

knowledge learnt from the training set would not be fully applicable to the test set. On the other 

hand, it is also good that the test set differs from the other sets, to see how well the neural 

network generalizes. The purpose of the neural network training is to help the robot car avoiding 

obstacles. To do this well, must the robot car be able to identify and avoid new obstacles, on 

which it not has been trained. One way to investigate test accuracy further would be to merge 

the three datasets and create new ones. This would hopefully improve test accuracy. Doing this 

was out of scope for this study. 



 62 

The main objective of this study is for the robot car to avoid obstacles as good as possible. 

Training the neural network with the used dataset is only a way of reaching the main objective. 

That the network is good at predicting the right class is of no use, if it does not help the robot 

car to avoid obstacles in practice. The results of the qualitative tests are therefore more 

interesting than the test accuracy. 

The predictions with the model used do not need to predict every image correctly, for the robot 

car to avoid an obstacle. The constant flow of images allows the robot car to predict some 

‘obstacle’ images as ‘forward’, as long as ‘obstacle’ is predicted before the robot car crashes 

into the obstacle. The other way around, the steering logic can take care of isolated images that 

were of class ‘forward’, but as in fact was predicted as ‘obstacle’. With that said, as high test 

accuracy as possible is of course desirable. 

5.2.4 Xception 

When comparing the graphs for two classes with the ones for five classes, both suffer from 

fluctuating validation values. Magnusson had also the same behaviour with his Xception 

models [28]. The switching from five classes to two classes has not solved this somewhat 

strange behaviour during training. 

Rahman et al. had also the same fluctuating validations values, although not as distinctive as in 

our study [33]. They used various state-of-the-art CNN architectures in their study (as described 

in Section 5.2.3). They claim that this behaviour comes from the use of stochastic gradient 

descent. Their test with the Xception architecture did not behave differently from the other 

architectures. 

The residual connections used in the Xception architecture may be a reason for the fluctuating 

validation values. The fluctuations are more distinctive in the Xception architecture, when 

comparing how the more simple VGG16 architecture [35] behaved in the previous studies [37] 

[28]. The validation accuracy is usually constantly improving in the VGG16 experiments [37] 

[28]. Magnusson also used the MobileNet architecture. His best performing MobileNet model 

(having no frozen layers) is not especially affected by this behaviour. The MobileNet 

architecture is similar to the Xception architecture, in the way that both architectures use 

depthwise separable convolution [4] [18]. However, the MobileNet architecture does not use 

residual connections [18]. 

The combination of our dataset and the Xception architecture may therefore be the reason for 

the fluctuating validation values. The limitations and uncertainties in our dataset probably 

affect. The fluctuations do not need to be a problem, as long as the validation accuracy jumps 

back to previous levels after a few epochs and the validation loss does not increase too much 

over time. 

The experiments using no frozen layers are much more stable. A reason for this is probably that 

all layers have the ability to change their weights. This improves stability between epochs. 

5.2.5 Expanding dataset 

There is a limit for how high the test accuracy could be, using the dataset and the method in this 

study. The limiting factor is more likely the dataset and the method used when collecting the 

images, rather than the selection of neural network architecture, including training and 

optimization of this. Goodfellow et al. claim that collecting more data is usually the best way 
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of improving the performance of the trained model. If the performance on the training set is 

acceptable, but the performance on the test set is not good enough, then collecting more data is 

a very effective solution [14]. In our study, the training set performed very well, always 

reaching a training accuracy above 99 %. 

Both Strömgren and Magnusson improved the validation accuracy when the dataset was 

expanded [37] [28]. Mishkin et al. elaborated with different parts of the ImageNet dataset [30]. 

When they doubled the used dataset from 200 000 to 400 000 images, validation accuracy 

improved from 30.5 % to 39.3 %. Using 1.2 million images further improved validation 

accuracy to 47.1 %. 

A good way of improving the test accuracy of our implementation would therefore be to expand 

the dataset with new samples. However, collecting more data is a time-consuming process. 

Goodfellow et al. suggest doubling the number of samples if it should have an effect on the test 

accuracy. Only adding a small number of samples, compared to the already existing number of 

samples, is not enough [14]. 

Another way of adding more data is data augmentation. Corrêa et al. used data augmentation 

on their dataset with 29 449 images [11]. They improved the validation accuracy from 71.1 % 

to 88.6 %. Magnusson flipped the images in the dataset, doing this he doubled the size of the 

dataset [28]. By applying more data augmentation techniques, such as rotating and cropping the 

images, the dataset can be expanded tenfold or more. It is easier to apply more data 

augmentation techniques when only two classes are used, without changing the features of the 

image that are important in our problem. The image cannot be changed in a way so that it no 

longer represents the same class. 

5.2.6 Uncertainties with used method 

When using such a large CNN, it is hard to know what is going on during training. The Xception 

architecture is huge and complex. We used a dataset of 31 022 images. This may sound like a 

lot. However, when comparing with the dataset used in the ILSVRC, with over a million 

images, our dataset is small. An alternative to reduce overfitting would therefore be to use a 

smaller neural network. This would also simplify the process of training and optimizing the 

network. 

Corrêa et al. used a much smaller neural network than we did [11]. Up to five convolutional 

layers were used. They had about the same sized dataset that we had. They reached a similar 

validation accuracy on their problem as we did on ours. However, their images were of a very 

low resolution and did not contain complicated features. Giusti et al. used a CNN with four 

convolutional layers [13]. Their dataset size and test accuracy were also similar to our study. 

During training of Xception and the physical tests with the robot car, it was a challenge to know 

what was going on. It was also difficult to interpret the results that the training gave. It was hard 

to find previous works on the Xception architecture, which were dealing with a similar type of 

problem that we did. More understanding of what is going on in the neural network during 

training is necessary, to reach a higher test accuracy and a higher obstacle avoidance ratio with 

the robot car. Also, if there are severe problems with the dataset, that prevents better 

performance, need to be further investigated. 

Why different models behaved so differently physically were likewise hard to understand. Why 

did two models that came from the same experiment, saved after succeeding epochs, with 
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similar values in the confusion matrices, differ so much when tested with the robot car? The 

first one could work very well, but the second one could falsely predict ‘obstacle’ very often. 

5.3 The work in a wider context 

Our results do not meet, in any way, the safety requirements that can be expected from a truly 

autonomous car, which drives on its own in traffic. Self-driving cars must be able to do a lot 

more things than to just detect obstacles in front of the car. It must have many systems that 

work together. Deep learning is an interesting approach to some things that self-driving cars 

must handle. 

Cireşan et al. showed that a CNN was an effective way of classifying traffic signs [10]. They 

reached a recognition ratio of 99.5 %, which was better than what the humans achieved. Another 

interesting approach in the subject of self-driving cars was “Learning to Drive in a Day” by 

Kendall et al. [21]. They used a simple CNN with just under 10 000 weights for letting a car 

learn to drive by trial and error. A single mono camera was used as the only input. The only 

feedback to the neural network was when the safety driver took control over the car. With just 

20 minutes of exploration learned the car lane following with high success. 

We believe that neural networks can be used for object classification with a camera in self-

driving cars, doing this with a very high accuracy. However, the critical part is to trust the 

results that the neural networks produce. There is no room for mistakes. More studies on what 

happens in neural networks are definitely necessary before they can be used in safety-critical 

systems. 

There are other types of autonomous vehicles, where obstacle avoidance using a camera is 

useful. Some robots are only working in restricted areas, where a collision occasionally does 

not lead to a disaster. Autonomous robots who transport things at warehouses are an example. 

Using a single camera combined with a neural network for this type of robots, seems like a 

cheap solution for reaching a good enough obstacle avoidance ratio. 
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6 Conclusion 

A small, autonomous robot car was used for obstacle avoidance experiments in this study. The 

robot car used a camera for taking images of its surroundings. A convolutional neural network 

used the images for obstacle detection. The available dataset of 31 022 images was trained with 

the Xception model. 

We continued the work from two previous studies [37] [28] that had used the same robot car 

for obstacle avoidance experiments. Image classes were mapped to steering commands in 

Magnusson’s study [28]. Our study explored if it was better to completely separate them. The 

convolutional neural network was used for obstacle detection. A constructed steering logic was 

used for controlling the robot car’s moving behaviour. We used the same dataset as in 

Magnusson’s study. However, only two classes instead of Magnusson’s five were used. 

We set out to answer the following research questions: 

1. Is separating the steering part from the obstacle detection part a better implementation 

for making the robot car avoid obstacles? 

2. How do the previously used Xception models [28] perform when the suggested 

implementation is used instead? 

3. When training the suggested implementation, which hyperparameters are important to 

optimize to reach a high accuracy and what are the best settings for these? 

To the first question is the answer “Yes, it is a better implementation”. It was easier to control 

the robot car’s behaviour when the obstacle detection part and the steering part were separated. 

With an independent steering logic was we able to deal with some of the unwanted behaviours 

the robot car had using five classes. That the robot car sometimes was stuck in a position turning 

back and forth, could not happen when two classes were used. Individual, false ‘obstacle’ 

predictions could also be ignored with the used steering logic. 

The implementation using two classes performed better in an obstacle avoidance test. In this 

evaluation, we drove the robot car against different types of obstacles. The goal of the robot car 

was to detect the obstacle and turn away from it, avoiding a collision. The implementation using 

two classes reached an 88 % obstacle avoidance ratio, when five classes were used was the 

result 80 %. The two implementations performed equally, when the robot car was allowed to 

drive freely in a restricted area. Using two classes, the robot car was able to drive for 84 seconds 

on average without touching an obstacle. For five classes was the result 77 seconds on average. 

To the second question is the answer that the previously used Xception models performed better 

when two classes were used instead of five. The same dataset and the same hyperparameter 

settings were used. The only difference was that the number of classes was reduced from five 

to two. The implementation using two classes had a few percentage points higher validation 

accuracy and test accuracy. That the results were better using two classes were highly expected. 

Using fewer classes on the same problem should of course yield better values. The 

implementation using two classes had also, due to the same reasons, a lower validation loss. 

The experiment that performed best during training and physical tests with the robot car was 

using no frozen layers, no dropout and trained for 21 epochs. It reached a validation accuracy 

of 91.0 % and a test accuracy of 85.2 %. Why we did not reach better results depends probably 



 66 

on a combination of the quality of the used dataset, indistinct differences between the two 

classes and a too-small dataset. 

Four different hyperparameters were looked at during training with the Xception model. These 

were batch size, frozen layers, dropout and number of epochs. Frozen layers and number of 

epochs proved to be very important to optimize. Batch size and dropout were not as important. 

The hyperparameter frozen layers affected how many layers that were trainable after the 

transfer-learning phase. To get a fast start of the training, weights were loaded from ImageNet 

before fine-tuning began. Using no frozen layers at all (training the whole neural network after 

transfer learning), was proven to work best. When frozen layers were used did the validation 

accuracy drop slightly. An explanation to why no frozen layers worked best, may be that our 

classification of images is too different from the ImageNet dataset, so it is better to retrain the 

whole neural network. 

Number of epochs decided how many epochs a model trained. We found that it was important 

to train between 10-25 epochs. Training for more epochs led to overfitting. Training for fewer 

epochs led to a model that had trouble generalizing. 

The four different batch sizes used did not affect the results in a significant way. When dropout 

was used, a dropout layer was added at the end of the Xception architecture. Different 

probabilities were used for the dropout layer. We did not find any clear results for if dropout 

was usable or not in our implementation. More testing with dropout is necessary to be able to 

draw better conclusions. 

6.1 Future Work 

Three ways of improving the dataset are suggested as future work (discussed in detail in Section 

5.2.5): 

 The dataset could be expanded with more images. This seems to be a reliable way of 

improving test accuracy. However, the method used when collecting the images adds 

uncertainties to the problem. There is some sort of limit for how high the test accuracy 

could be, for this type of problem with unclear delimitations between the classes. 

 More data augmentation techniques could also be used on the existing dataset. This is 

a time-effective way of getting more samples, on which the CNN can be trained. 

 The used dataset was split in a training set, a validation set and a test set. The images 

in each set could be re-mixed, to see if this improves test accuracy. 

Three suggestions regarding how we choose a suitable CNN for this problem, how we monitor 

the training process and how we evaluate the results are suggested as future work: 

 A smaller neural network could be used for training with the existing dataset. This 

makes it easier to understand what is going on during training, the training goes also 

much faster. It could also be studied which type of network that would be suitable for 

a problem of this kind. 

 The images that are wrongly predicted could be looked at, to better understand what is 

going on during training. Do the images that are wrongly predicted have something in 

common? Does the type of images that are wrongly predicted vary a lot during 

training? To help with this, the loss for separate images could also be looked at. 
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 The robot car’s ability to avoid obstacles was measured in two separate evaluations. 

Maybe there are better ways to measure the robot car’s ability to avoid obstacles? How 

do we make sure that the results are replicable? Are the evaluations used good for 

comparing how different models perform? Other evaluation methods could be 

investigated, with the goal of measure the robot car’s ability to avoid obstacles as 

exactly as possible. 

The current implementation of the robot car is tied to the used office environment. The whole 

dataset was collected there and the robot car would probably perform worse in another 

environment. Another approach for quickly getting the robot car up and running in a new 

environment is suggested. 

Instead of manually collecting labelled images, the robot car could collect images by trial and 

error. For achieving this, the robot car explores new environments and a CNN is trained 

simultaneously. The camera is used as before, for collecting images. Images are collected the 

whole time, as the robot car explores the new environment. The images must still be classified 

into two classes. To do this, the robot car needs some way to detect that it encounters an 

obstacle. Perhaps a sensor that detects disturbances in the robot car’s movement pattern could 

be used. The sensor reacts when the robot car drives into something. When that happens, the 

robot car needs to turn. The images that are collected in conjunction with the collision should 

be classified as ‘obstacle’. All other collected images should be classified as ‘forward’. 

As more and more images are collected and the CNN is trained with these, the robot car 

becomes better and better at avoiding obstacles. Presumably, a much simpler neural network 

could be used with this approach. If a small enough network is used, the whole network could 

perhaps run directly on the Raspberry Pi. A standalone computer would no longer be needed 

for predicting the images. This makes it much easier to deploy the robot car in new 

environments. 
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