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Abstract 

Deciding which database management system (DBMS) to use has perhaps 

never been harder. In recent years there has been an explosive growth of new types 

of database management systems that address different issues and performs well 

for different scenarios. This thesis is an improving case study of an Event 

Persistence Solution for the Eiffel Framework, which is a framework used for

achieving traceability in very-large-scale systems development. The purpose of 

this thesis is to investigate whether it is possible to improve the performance of the 

Eiffel Event Persistence Solution by changing from MongoDB, to Elasticsearch or 

ArangoDB. Experiments were conducted to measure the request throughput for 4 

types of requests. As a prerequisite to measuring the performance, support for the 

different DBMSs and the possibility to change between them was implemented.

The results showed that Elasticsearch performed better than MongoDB in terms of 

nested-document-search as well as for graph-traversal operations. ArangoDB had 

even better performance for graph-traversal operations but had an inadequate 

performance for nested-document-search. 

 

Keywords: Eiffel, NoSQL, Performance evaluation, MongoDB,

Elasticsearch, ArangoDB 



 Thesis for Master s Degree at HIT and LiU 

III 
 

 

   ..................................................................................................................... I

ABSTRACT ........................................................................................................ II

CHAPTER 1 INTRODUCTION ........................................................................... 6

1.1. BACKGROUND ................................................................................................ 6

1.1.1. Eiffel Framework ............................................................................ 7

1.2. THE PURPOSE OF THE THESIS .......................................................................... 9

1.3. THE STATUS OF RELATED RESEARCH .............................................................. 9

1.3.1. Related work ................................................................................... 9

1.3.2. NoSQL .......................................................................................... 13

1.3.3. MongoDB ..................................................................................... 14

1.3.4. Elasticsearch ................................................................................. 15

1.3.5. ArangoDB ..................................................................................... 16

1.3.6. Object-NoSQL-Mappers ............................................................... 17

1.3.7. Event-driven Architecture ............................................................. 17

1.4. METHOD ...................................................................................................... 18

1.4.1. Project Preparation and Requirement Elicitation ........................... 19

1.4.2. Improving the Performance of the Event Repository ..................... 20

1.4.3. Performance Measurements .......................................................... 20

1.5. DELIMITATIONS ........................................................................................... 25

1.6. MAIN CONTENT AND ORGANIZATION OF THE THESIS .................................... 25

CHAPTER 2 SYSTEM REQUIREMENT ANALYSIS ....................................... 26

2.1. THE GOAL OF THE SYSTEM ........................................................................... 26

2.2. THE PROBLEM SITUATION ............................................................................ 26

2.3. FUNCTIONAL REQUIREMENTS ....................................................................... 27

2.4. THE NON-FUNCTIONAL REQUIREMENTS ........................................................ 30

2.5. BRIEF SUMMARY .......................................................................................... 32

CHAPTER 3 SYSTEM DESIGN ........................................................................ 33

3.1. ARCHITECTURE ............................................................................................ 33



 Thesis for Master s Degree at HIT and LiU 

IV 
 

3.2. PROJECT STRUCTURE ................................................................................... 34

3.3. ELASTICSEARCH ........................................................................................... 34

3.4. ARANGODB ................................................................................................. 35

3.5. KEY TECHNIQUES ......................................................................................... 35

3.5.1. Dependency Injection .................................................................... 35

3.5.2. Designing for Testability .............................................................. 36

3.6. BRIEF SUMMARY .......................................................................................... 37

CHAPTER 4 SYSTEM IMPLEMENTATION AND TESTING .......................... 38

4.1. THE ENVIRONMENT OF SYSTEM IMPLEMENTATION ........................................ 38

4.2. KEY PROGRAM FLOW CHARTS ...................................................................... 38

4.2.1. Class Diagram ............................................................................... 38

4.2.2. Sequence Diagrams ....................................................................... 40

4.3. KEY INTERFACES OF THE SOFTWARE SYSTEM ............................................... 41

4.4. EVENT TRAVERSAL ...................................................................................... 43

4.4.1. Event Traversal Algorithm ............................................................ 43

4.4.2. Code reusability ............................................................................ 45

4.4.3. MongoDB ..................................................................................... 46

4.4.4. Elasticsearch ................................................................................. 46

4.4.5. ArangoDB ..................................................................................... 48

4.5. MINIMIZING THE EFFORT FOR SWITCHING DBMS ......................................... 48

4.6. SYSTEM TESTING ......................................................................................... 50

4.7. BRIEF SUMMARY .......................................................................................... 51

CHAPTER 5 RESULTS ...................................................................................... 52

5.1. GET AN EVENT BY ID ................................................................................... 52

5.2. GET ARTIFACT BY GROUP, ARTIFACT-ID AND VERSION ................................ 53

5.3. GET FILTERED EVENTS ................................................................................. 54

5.4. GET UPSTREAM- AND DOWNSTREAM EVENTS ................................................ 55

CHAPTER 6 DISCUSSION ................................................................................ 57

6.1. RESULTS ...................................................................................................... 57

6.2. METHOD ...................................................................................................... 58

6.3. THE WORK IN A WIDER CONTEXT ................................................................. 60



 Thesis for Master s Degree at HIT and LiU 

V 
 

CONCLUSIONS ................................................................................................. 61

REFERENCES ................................................................................................... 62

STATEMENT OF ORIGINALITY AND LETTER OF AUTHORIZATION ....... 67

ACKNOWLEDGEMENT ................................................................................... 68

RESUME ............................................................................................................ 69

 



Thesis for Master s Degree at HIT and LiU

6 
 

Chapter 1 Introduction 

1.1. Background 

The Database Management System (DBMS) constitutes one of the most 

important parts of many software systems. Whole systems may depend upon it and 

if the performance of the DBMS is inadequate the whole software system will 

suffer. It is therefore essential to use a DBMS suitable for the given use case.  

Traditionally relational DBMSs have been the dominating paradigm for 

DBMSs and they were often even used for use cases where the data model did not 

suit the relational model [1]. However, there has in recent years been an explosive 

growth in interest for new types of DBMSs as a way of addressing some of the 

challenges of relational DBMSs. This new type of DBMS is often referred to as 

NoSQL-databases (Not Only SQL)[2]. Numerous kinds of NoSQL-databases have 

emerged, focusing on different aspects of database management. Therefore, the 

performance of DBMSs may vary depending on the use-case. However, knowing 

which DBMS-solution to choose is not trivial. There are various factors to consider 

and making a qualified decision requires knowledge and resources to explore 

different technologies. 

Traditionally all DBMSs have used the standardized SQL-languages for 

queries. Since different NoSQL-databases have emerged trying to address varying 

aspects and adhering to different paradigms, there is no standardized query-

language for NoSQL-databases. This means that changing the DBMS may require 

extensive rewriting of the source code. Therefore, it may be useful to have a data 

access layer that encapsulates the parts that are specific for a certain DBMS. This

would make it easier to change the DBMS, which in turn would make it easier to 

compare different DBMSs.  

The way companies deliver their software is changing rapidly.  Previously it 

has been common to distribute software once or twice a year. This not only meant 

that new business demands had to wait several months before release, but it also 

made it harder to find the cause of bugs and incidents that were introduced by a 

change since there were many features being delivered at the same time.  In recent 

years Agile and Lean methodologies for software development has been widely 
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used in software development [3]. These methodologies put a lot of emphasis on 

being able to handle changes and to have a continuous cycle of process 

improvement [4]. To be able to handle the expectations of the business, continuous 

delivery is needed. By delivering more often, it is possible to shorten the feedback 

loop and manage the risks of software delivery by having better visibility of the 

delivery process [5]. When delivering more frequently the process of continuous 

integration becomes complex and traceability of all artifacts in the continuous 

integration pipeline is not a trivial task. As a solution to this problem, the company 

Ericsson developed the Eiffel framework1. 

1.1.1. Eiffel Framework 

The Eiffel Framework was developed by the company Ericsson to address the 

challenge of having scalability and traceability in very-large-scale systems 

development. At the heart of the Eiffel Framework is the Eiffel Protocol which is 

a clearly defined format for describing events that occurs in the Continuous 

Integration and deployment pipeline. Events are declared using JavaScript Object 

Notation (JSON) and should be small and atomic, which makes them easy for an 

actor to produce. [6] 

A JSON-object consist of pairs of properties and values, where the property

is a string and the value can be a string, number, boolean, null, object or array [7].

It is therefore common for JSON-objects to have a nested structure with values 

being JSON-objects. From here on values that are JSON-objects are referred to as 

nested documents.  

The power of the Eiffel protocol comes from using references to other events.

The references can provide context for the event, such as why an activity was 

started and what was changed from the previous version. The references form a 

directed acyclic graph that may be traversed to answer a wide array of questions.

Figure 1 shows an example of an Eiffel event. As can be seen, the event has a 

property called links. The links-property contains an array of objects with two 

properties. The property target references other Eiffel events and the property type

declares how these events relate to each other. Using the protocol allows for 

various actors in the Continuous Integration and deployment pipeline to 

communicate with each other. By using an agreed upon message broker, actors can 

                                                 
1 https://eiffel-community.github.io/ 
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publish events that other actors may subscribe to. The actor who publishes  an event 

need not be aware of who reads the information or for what purpose, which makes 

for a clear separation of concerns. This architecture allows for events to trigger 

other events in the pipeline as well as being used for other purposes such as 

analysing the pipeline.[6] 

Figure 1: Example of an Eiffel event:  

The Eiffel protocol, as well as several components using the protocol, has been 

made available as open-source at GitHub2. A keystone for the Eiffel Framework is 

to be able to access the events that have been produced. Therefore, an event 

persistence solution called Eiffel Event Repository 3  has been developed by 

Ericsson to store events and expose them through a REST-API. The Event 

Repository enables complex querying possibilities such as nested-document-search 

and retrieving chains of events that from their references form an acyclic graph. 

The events that happened before an event are referred to as upstream events and 

events that happened after an event as downstream events . To this day, the Eiffel 

Event Repository has not yet been made available as open-source but there are 

ongoing plans for it. 

                                                 
2 https://eiffel-community.github.io. 

3 https://github.com/eiffel-community/eiffel-event-repository 
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1.2. The Purpose of the Thesis 

The company Ericsson has developed an implementation of the Eiffel Event 

Repository using MongoDB4 as its storage engine. The implementation has been

successfully used in production and with time the number of events stored in the 

repository has grown immensely in size. The large number of stored events has 

exposed performance issues for certain types of requests. Especially the operations 

of searching for events based on values in nested documents and the operation of 

traversing the relations between events has had severe performance issues. 

This thesis aims to address the identified performance issues and improve the 

performance of the Eiffel Event Repository. To do so, this thesis aims to make it 

easier to change DBMS and evaluate different DBMS-solutions. An interesting 

DBMS to study is Elasticsearch 5
. Experiments at Ericsson have shown that 

Elasticsearch may perform substantially better in terms of nested-document-search.

It is also of interest to study a DBMS that is specialised on storing and retrieving 

graph-data. Due to the nature of graph-databases that focuses on the relationship 

of entities, it is likely that such types of DBMS may perform better in terms of 

traversing event relations. 

Following from the background and the purpose, this thesis aims to answer 

the following question: 

 How can the performance of the Event Repository be improved in terms 

of nested-document-search as well as graph-traversal operations? 

1.3. The Status of Related Research 

This section presents research important to this thesis. Firstly, related work 

and their significance for this thesis are presented. Thereafter, the theory that this 

thesis is based upon is presented.  

1.3.1. Related work 

The Eiffel Framework 

Ståhl et al. [8] have written the report "Achieving traceability in large scale 

continuous integration and delivery deployment, usage and validation of the Eiffel 

                                                 
4 https://www.mongodb.com/ 

5 https://www.elastic.co/products/elasticsearch  
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framework". Two of the authors have participated as architects and developers of 

the Eiffel framework. In the report, they identify the need for traceability in the 

continuous integration and deployment process and investigate whether the Eiffel 

framework addresses the problems of traceability. They conduct a structured 

literature review as well as a case study where they interview three different groups, 

two of them not using the Eiffel framework. From the interviews with industry 

professionals, the authors wanted to understand their needs for traceability as well 

as to know how they value the importance of different areas of traceability. The 

authors found that there is a need for the functionality that the Eiffel framework 

provides but that achieving this functionality is a big challenge for the industry. 

From the structured literature review, they did not find any similar solutions as the 

Eiffel framework. The authors conclude that the Eiffel solution for traceability of 

continuous integration and delivery is unique and addresses several critical 

concerns that there exist no other adequate solutions for.  Given that there is a need 

for the functionality that Eiffel provides, this thesis aims to increase the usefulness 

of the Eiffel framework by improving the performance of the Event Repository. 

 

Object-NoSQL Mappers 

With the rise of the NoSQL-movement, the need for having a standardized query 

interface for NoSQL-systems has emerged. In [9] Störl et al. compare different 

Object-NoSQL Mappers (ONMs) for Java development. They have analysed which 

features are desirable when using an ONM and compare these features for the 

studied ONMs. Important features are the query language support and how the 

product deals with NoSQL-databases not having a standardized way of access. The 

authors have also investigated how ONMs can be used to ease schema evolutions 

and migrations. Their main contribution is the performance evaluation of these 

products. They find that there is a significant overhead for write -operations when 

using an ONM instead of accessing the DBMS through its official API. For read-

operations however, there is only a small difference in performance. Their 

conclusion is that ONMs currently have some limitations and drawbacks but can 

still be useful. It should be safe to assume that ONMs can perform the basic 

operations create, read, update and delete. However, the functionality of  the 

vendor-independent query languages is still restricted.  New features for the 

products are announced and the usefulness of ONMs will most likely increase.  
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Similar research has been conducted where an established NoSQL-benchmark 

called YCSB was used [10]. Instead of just a single MongoDB DBMS instance, a 

MongoDB cluster was used which is a realistic scenario for large-scale systems.

The research concludes that ONMs have large potential but that there are many 

caveats where the most significant ones are the performance overhead and potential 

loss of NoSQL-specific features. 

In addition to performance evaluations, Rafique et al. [11] have investigated 

how ONMs affect the ability to migrate to another DBMS. The ability to migrate 

is measured in terms of lines of codes needed to change DBMS as well as lines of 

configuration. They find that using an ONM simplifies the migration of a DBMS

compared to using the official API for the DBMS. The ONMs being compared were

Impetus Kundera, Playorm and Spring Data.  When using Impetus Kundera, only 

three lines in the configuration file had to change and for Playorm 5 lines of code 

had to be changed. Spring Data, on the other hand, needed to change 60 or 85 lines 

of code since it provides slightly different APIs for different types of NoSQL-

databases. 

These reports regarding ONMs explains the need for an approach that makes 

it easier to change DBMS, as well as presenting the performance overhead of such 

an approach. This research is relevant to this thesis as a potential approach to

implementing support for different DBMSs. 

 

Polyglot Persistence 

Polyglot Persistence is a term first introduced by Scott Leberknight, which means 

that within a single application, different kinds of data storage is used for different 

types of data [12]. In [13] Shah et al. present a hybrid data store architecture using 

a polyglot data mapper. The aim of the solution is to provide better scalability as 

well as achieving an infrastructure that is maintainable. The system under study is 

an E-Commerce application which includes features such as a product catalogue, 

shopping cart, orders, checkouts and activity logs. These features have different 

requirements for persistence which makes the idea of using different types of 

DBMSs an interesting solution. For a shopping cart, a key-value store would be 

ideal since each item can be identified by an id. For features involving payments 

etc. it makes sense to use a relational DBMS to guarantee that transactions are

handled correctly. The product catalogue should be scalable and have high 
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availability. Since each product can be self-contained and have a set of properties 

it makes sense to use a document store.  For the logging system, it makes sense to 

use a DBMS which provides a high volume of write-request and can provide very 

high requirements for scalability. The data mapper architecture consists of worker 

processes, a data store wrapper factory and a specific data wrapper for each DBMS. 

For each DBMS, there is also a connection pool. By using a data store wrapper 

repository, it is possible to add a new DBMS by adding a new wrapper 

implementation and adding it to the configuration file. The configuration model 

being used allows for adding new wrapper implementations without having to 

recompile the system. 

Another approach utilizing polyglot persistence in the context of E-Commerce 

is presented in [14]. The company Otto.de has designed a system with a 

microservices architecture that has several self-contained systems. This way each 

service can use a persistence solution most suitable to its  cause. The main 

advantage of this approach is scalability, both in terms of scaling to different 

workloads and in the organization of developers. However, microservices also 

comes with a cost. Compared to a monolithic system it is more complex to maintain

consistency and fault tolerance in a distributed system. 

The work regarding polyglot persistence is interesting in the context of the 

Event Repository. The Event Repository has different use cases where it can be 

assumed that different types of DBMSs are likely to perform better for different 

use cases. Polyglot persistence is a promising approach for improving the 

performance of several different use cases. As a prerequisite to comparing different 

DBMSs, this thesis aims to improve the modularity of the system, which would 

make it easier to implement polyglot persistence. 
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Graph Queries 

One of the objectives of this thesis is to evaluate the performance of retrieving 

interconnected data. Similarly, Holzschuher et al. [15] investigate the performance 

of graph query languages. The report is a comparison between the graph-querying 

languages Cypher and Gremlin as well as a JPA-based backend using MySQL. A 

reference implementation of the OpenSocial API specifications called Apache 

Shindiq was used to simulate a social web portal with interconnected data. By 

default, it has a JPA-backend which made it easy to use MySQL. The 

implementation was slightly modified and some additional RESTful interfaces for 

more advanced social networking features were added. These were features to find 

friends of friends, the shortest path over friendships and friend or group 

recommendations based on existing relations. To evaluate the performance, they 

created a generator to sample data. For this, lists of common names, street names 

and geographical data was used in combination with manually created lists of data 

such as interests and job titles. The tests were executed in virtual machines on the 

PC of the developer as well as on a server, but there was no difference in relative 

speed for the two setups. Their results show that for queries that span multiple 

tables, they were able to achieve performance improvements of one order of 

magnitude when using Cypher or Gremlin compared to MySQL. When comparing 

Cypher to Gremlin the authors' subjective impression is that Cypher is easier to 

use. However, even though it performs well for many cases, Gremlin outperforms 

Cypher for queries when you want to find friends of a friend.  This work shows that

graph query languages have good performance in terms of retrieving 

interconnected data and thus, graph query languages have a lot potential in the case 

of improving the performance of graph-traversal operations for the Event 

Repository. 

1.3.2. NoSQL 

The internet era has led to new demands for data storage systems.

Organizations need to be able to handle different types of data, vast amounts of 

concurrent requests and huge amounts of data. For these new demands, relational 

DBMSs have some issues. Due to its inherent complexity of relations, horizontal 

scaling is more complex, which may cause problems when dealing with huge 

amounts of data. [1]  
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To address these new demands, several new types of DBMSs have emerged 

which have come to be referred to as NoSQL-databases. Edlich [16] defines 

NoSQL-databases as the next generation of databases, mostly being non-relational, 

distributed, open source and horizontally scalable.  NoSQL-databases are a 

heterogeneous group and different databases are developed with different priorities 

in mind and can be classified into the following four groups [1]:  

 Key value stores: recommended to be used when fast operations are 

required, and the operations are simple.  

 Document stores: suitable to use when a flexible data model and 

complex query possibilities are needed.  

 Column family stores: generally useful for very large datasets that need 

to handle scalability.  

 Graph databases: suitable when entities and relationships between them 

are equally important.  

The CAP-theorem provides a useful way to visualize how DBMSs prioritize 

between Consistency, Availability and Partition tolerance . Consistency is the 

equivalence of having a single up-to-date copy of the data in the distributed system, 

which means that the most recent update of a copy should be retrieved. Availability 

stands for the ability of a system to retrieve and update data. Partition tolerance 

means the ability to deal with network partitions caused by messages being be 

dropped or delayed. There exist some misconceptions about this theorem but the 

main takeaway is that there is a trade-off between these properties and only two of 

them can be prioritized at the same time. [17] 

1.3.3. MongoDB 

As of May 2019, MongoDB is ranked as the fifth most popular DBMS and the 

most popular DBMS using a document model [18]. MongoDB is a DBMS that 

stores data as Binary JSON (BSON) documents, which is an extension of JSON 

that include additional data types. Documents are organized into collections. 

Analogous to relational DBMSs, collections are similar to tables, documents to 

rows and fields similar to columns. The main difference is that documents stores

tend to store all the data of an entity in a single document, rather than spreadin g it 

across different tables. Since the entities of a document are self-describing,

MongoDB allows for a flexible data model where there is no need to declare a 
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schema. The flexible data model allows for storing documents with varying fields 

and that documents can add new fields without affecting other documents in the 

system. [19] 

MongoDB is built to allow for horizontal scaling which is enabled by sharding. 

Sharding means that the data is split up between several physical instances. This 

approach makes it possible to store a large amount of data and handle more requests

using many machines with commodity hardware instead of relying on a single 

powerful machine. MongoDB provides auto-sharding which automatically split up 

the data and rebalance it among the nodes.  Each shard may also be backed up by a 

replica set which provides higher availability for the DBMS. [19] 

1.3.4. Elasticsearch 

Elasticsearch is a search engine built on top of Apache Lucene. Apache 

Lucene is a Java library that provides advanced indexing and searching capabilities. 

Indexing means storing data in a data structure that improves the speed of retrieval 

operations at the cost of taking up more storage space and requiring more effort to

maintain the data structure. On top of the Lucene library, Elasticsearch adds further 

capabilities and hides the complexity of Lucene, and instead makes search

accessible as a RESTful API. Elasticsearch is better described as a distributed real -

time document store that index every field and make them searchable. Because of 

its distributed architecture, it is able to scale to hundreds of servers and petabytes 

of data. [20] 

Elasticsearch is a document-oriented DBMS. It provides some of the typical 

traits of a DBMS but not all of them. Due to the complexity of distributed 

transactions, transactions are not supported by Elasticsearch since it prioritizes 

speed and scalability. However, it is possible to specify that several replicas must 

acknowledge an operation before returning the response and it is also possible to 

have an optimistic concurrency control by specifying the version of a submitted 

document. [21] 

Relational DBMSs often utilize normalization which helps reduce redundancy 

and to maintain consistency. Elasticsearch instead uses denormalization which 

improves retrieval performance at the cost of using more disk space since 

redundant data is stored several times. This also makes it more difficult to maintain 

data that is consistent and up-to-date since data needs to be updated at several 
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locations. Since Elasticsearch accept that data may not always be up-to-date it can 

serve a lot of things from caches which is essential to the performance of 

Elasticsearch. This means that Elasticsearch is good for use-cases with write-once-

read-many workloads but does not perform well when data often needs to be 

updated. An example of such a use-case is storing log data since logs are written 

once when they are created and then read many times.  Elasticsearch may be used 

as a primary store if the limitations described are acceptable. For other scenarios, 

Elasticsearch is often used in addition to another DBMS that do not have these 

limitations. The other DBMS then has the master record and asynchronously push 

the data to Elasticsearch. [21] 

At large scale data volumes, an index may exceed the hardware limits of a 

node. To handle this issue Elasticsearch makes it possible to divide indexes into 

shards. These shards may be distributed at different nodes, but it is also possible 

for a node to have several shards. Sharding does not only allow for scaling the 

volume, but it also makes it possible to distribute operations across shards, which 

may improve performance. The sharding and aggregation of data across different 

shards are managed by Elasticsearch and transparent to the users. [22] 

1.3.5. ArangoDB 

ArangoDB is a multi-model DBMS that supports document, graph and key-

value models. It uses a query language called ArangoDB Query Language (AQL) 

that is similar to the Structured Query Language (SQL). By using AQL ArangoDB 

can combine all the supported data models in a single query. To utilize graph 

queries the data needs to be stored in a special manner. Vertices are represented as 

documents with a unique ID-attribute that can store arbitrary data. Representing 

edges is a special document collection of edges with a from and to attributes as 

well as being able to store arbitrary data. ArangoDB uses a special hash index on 

the from and to attributes to improve the graph query performance. Horizontal

scaling of graphs collections is supported but may cause performance issues when 

performing graph searches where vertices are in different shards. If the 

interconnected data is not localized in the same shard, the search needs to hop 

between different shards which causes network latency that i s much more 

expensive than in-memory computations. ArangoDB has strategies for decreasing 
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the number of needed network hops but it is not available in the community version. 

[23] 

1.3.6. Object-NoSQL-Mappers 

The Java Persistence API (JPA) is a model for mapping between Plain Old 

Java Objects (POJO) and data from a relational DBMS. JPA was introduced to 

simplify the development of Java Applications using data persistence. Another goal 

was to unify the Java community to create a standardized persistence API. JPA 

supports metadata annotations for defining the mapping as well as a rich SQL-like 

query language. [24] 

There are different opinions whether using JPA in a NoSQL context should be 

encouraged or not. The Spring Data project has explicitly chosen not to base its 

solution around JPA, but others, such as hibernate OGM, have done so [25].  

working with NoSQL as simple as working with SQL and does so by leveraging a 

JPA interface. Another ambition for Kundera is that it should be possible to switch 

between data-stores just by changing the configuration. Kundera supports several 

data stores, including MongoDB, Elasticsearch and Neo4j. [26]  

Kundera has shown to have less performance overhead for many types of 

operations compared to other ONMs such as EclipseLink, Hibernate OGM, 

DataNucleus and Spring Data [10][11]. Another strong argument for using Kundera 

is that it has been shown that when switching between Cassandra and MongoDB,

Kundera required only three lines of configuration to be changed, which was 

slightly less than for Playorm and significantly less than for Spring Data [11].  

1.3.7. Event-driven Architecture 

The Eiffel framework has an event-driven architecture which has the 

characteristic that there is no representation of the system apart from what can be 

derived from the history of events. Being able to build a systems state from 

individual events are referred to as event sourcing and is used by the Eiffel 

Framework. [6] 

According to Fowler [27], event-driven architecture means that one or more 

of the following patterns are used:  

 Event notification 
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 Event-carried state transfer 

 Event sourcing 

 Command Query Responsibility Segregation (CQRS).  

Event notification means that a system notifies another system when there is 

a change of its domain by sending an event. Often the system sending the event 

does not expect any response, which makes for loose coupling between the systems.

Event-carried state transfer means that data is duplicated among components and

when the data is changed, events are created to notify other components so that 

they can update their copy of the data. This approach is useful for improving the 

resiliency of the system and reducing latency. However, it may add complexity and 

it is not possible to guarantee that the data is consistent. CQRS is a model that 

separates the reading and writing information into different models and is often 

used in combination with the other event-driven patterns. This is a fairly complex 

approach and should be used with caution. [27] 

Message brokers are often used in event-driven architectures. The role of a 

message broker is to receive messages from publishers and route them to 

consumers of the messages. RabbitMQ is a message-broker that supports many 

different messaging protocols and types for exchanges. Different types of 

exchanges use different approaches when routing data to consumers. The Topic 

exchange routes messages to different queues depending on the topic provided by 

the publisher. The consumers can then choose to subscribe to that topic and when 

the message-broker receives a message of that topic, it will send it to the consumer.

[28] 

1.4. Method 

This section presents the method used for this thesis. The overall research 

methodology of the thesis is the case study methodology. When conducting a case 

study, research phenomena are studied in their natural context and the selection of 

samples are not based on statistically representative samples [29]. This research 

methodology is well suited for software engineering since the study objects are 

often private companies developing new software that is often project-oriented [29], 

which is also the case for this thesis. This thesis can be classified as using an 

improving approach, meaning that the purpose of the case study is to improve a 

certain aspect of the studied phenomenon [29]. The case that was studied in this 
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thesis is the Event Repository that has been developed by Ericsson  to be used in 

the context of the Eiffel Framework. The objective of the study was to improve the 

modularity and the performance of the system. To accomplish the objective of the 

case study, the research question stated in section 1.2 need to be answered. To 

answer this question, data from different sources were collected. Case studies may 

collect quantitative or qualitative data or a combination of both  [29]. To answer 

the research question, this thesis based its conclusions on both quantitative and 

qualitative data. To collect quantitative data for the performance of the Event 

Repository an experimental approach was used for the performance measurements.

1.4.1. Project Preparation and Requirement Elicitation 

Requirement elicitation is to be used to gather input from various sources and 

to make sure that the right functionality is developed and fulfils the required 

criteria. This is a very important aspect to consider for a software proj ect since 

poor requirement elicitation is the most common cause for Information System 

project failures and fixing the problems caused by a poor requirement elicitation is 

generally more expensive than other mistakes [30]. This makes intuitive sense, 

since software project with a poor specification of requirements may not bring any 

value even if it successfully delivers on time, within budget and with high quality.

The Eiffel Event Repository has stakeholders at various departments of 

Ericsson as well as other companies and researchers hoping it may be released as 

open source. In the process of requirement elicitation, different sources have been 

used. Since the project is partly refactoring and partly development of new features, 

the existing source code has been an important source for the requirement 

elicitation. Further, to gather requests from the open source community, threads 

regarding the Eiffel Event Repository at the community page of Eiffel6 have been 

read and analysed. To gather important information and demands from Ericsson , a 

couple of employees have been interviewed. Given the information that was 

gathered, a requirement specification was formalized and approved by the 

supervisor at Ericsson.  

                                                 
6 https://groups.google.com/forum/#!forum/eiffel -community 
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1.4.2. Improving the Performance of the Event 
Repository 

To improve the performance of the Event Repository, different DBMSs were

compared to see how they affect the performance of the system. Elasticsearch and 

ArangoDB were deemed to have the potential to improve the performance of the 

Event Repository. To be able to compare the performance of the DBMSs, the 

functionality for using each of the systems was implemented.  

ArangoDB has certain graph-capabilities built into it, which MongoDB and 

Elasticsearch have not. For MongoDB and Elasticsearch code for traversing graphs 

has to be written in the application. For ArangoDB it is possible to send a single 

query to the DBMS and retrieve the traversed events. This functionality allowed 

for investigating if using built-in graph-capabilities could improve the performance 

for graph-traversals. Therefore, it was decided to utilize graph-capabilities when 

implementing the functionality for ArangoDB. Apart from potential differences i n 

performance, there would be no way for clients using the Event Repository to tell 

if graph-capabilities were used or not.  

1.4.3. Performance Measurements 

As a part of the case study, performance data of the Event Repository needed 

to be collected and it was collected through controlled experiments.  To measure

the performance of the system being implemented, end-to-end tests were conducted 

for each DBMS being investigated. End-to-end means testing a system from start 

to finish, which in this context means evaluating the performance of the Event 

Repository in terms of responding to HTTP-requests that are sent to the different 

API-endpoints. Using this approach means that the performance test makes no 

assumptions about the inner workings of the system. This is extra important when 

comparing the performance of graph-traversals since the implementations use 

different mechanisms.  
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Figure 2: Experimental setup 

It was not feasible to set up an environment exactly as it would be used in 

production and therefore an experimental setup was needed. Figure 2 shows the 

overall design of the experimental setup. A single server was used to host the Event 

Repository Application as well as the DBMS being used. All DBMSs were running 

using the standard configuration, which for Elasticsearch meant that it used 5 

shards. 

Spring Boot 7  provides an easy way to create production-grade Java 

applications and was used to create the Event Repository. Spring Boot applications 

include an embedded web server, which by default is the web server Apache 

Tomcat8[31]. This web server was used to make the API-endpoints accessible to 

the internet. On a separate PC, a load testing tool called Locust 9 was used to 

simulate clients sending HTTP-requests to the Eiffel Event Repository and measure 

its performance. Each performance test is defined in Python-code and was run

using a terminal. In order to send unique requests for events existing in the DBMS,

each test used data such as ID or group-ID from the test data set.  

To achieve a realistic scenario the databases were populated with 1,000,000 

generated events. The data was generated using a modified version of an event 

generator script10. The modified version generates events with one of 100 group 

                                                 
7 https://spring.io/projects/spring-boot 

8 http://tomcat.apache.org/ 

9 https://www.locust.io 

10  https://github.com/eiffel-community/eiffel/blob/master/examples/reference-data-

sets/default/generator.py 
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names, one of 1000 artifact-IDs and a version number that increases depending on 

how many events being generated. The data that was generated is divided into fixed 

subsets that are used for the benchmark iterations. This way, the different DBMSs 

use the same data set for the measurements. 

 Inspired by the performance evaluation conducted in [32], the metric being 

used to evaluate the performance is the request throughput, which is derived from 

the number of HTTP-requests that the simulated clients have managed to send when 

sequentially sending requests. A simulated client sends an HTTP-request and as 

soon as an HTTP-response is received the client sends a new request. As stated in 

equation 1, the request throughput is the total amount of requests  for all 

simultaneous requests together, divided by the duration of sending requests in 

seconds. 

  (1) 

The performance of the system was evaluated for a single client as well as for 

simulation of up to 40 concurrent clients and the request throughput was calculated 

in the same way for both scenarios. 

Performance benchmarking of a Java application requires some special 

considerations since there are many non-deterministic factors such as Just-In-

Time-Compilation and optimizations in the virtual machine [33]. An example of a 

peculiarity of Javas non-deterministic behaviour is that the first time a benchmark 

iteration is performed the performance overhead of class loading and Just -In-Time 

compilation will be larger than the second time the benchmark is run  [33].  

To address some of the problems with non-deterministic behaviour, several 

benchmark iterations were performed, and an average value was calculated. A

benchmark iteration consists of running the test script simulating clients sending

requests and measuring how many requests that were completed during a period of 

30 seconds. The Event Repository was started, and a first benchmark iteration was

performed without caring for the result. The first benchmark iteration acts as a 

cache warmup for the Java Virtual Machine as well as for the DBMS. This way the 

DBMS may have loaded data into its main memory when the rest of the benchmark 

iterations were conducted. After the initial warmup, 2 benchmark iterations were

performed using the same Java virtual machine instance. Thereafter the same 

procedure, using the same evaluation data, was performed a second time to 

decrease the impact of non-deterministic behaviour caused by a single virtual 
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machine. This gives a total of 2 warmup iterations and 4 benchmark iterations.

Since identical requests were being sent for the second iteration of the procedure, 

the Event Repository was restarted, and the cache of the DBMS was cleared before 

making new measurements. Any eventual caching of the operating systems was not 

cleared. 

 The request throughput was measured for each benchmark iteration and all 4 

benchmark iterations were used to calculate the mean of the request throughput and 

the sample standard deviation. This procedure was repeated for 1, 10, 20 and 40 

concurrent clients. 

The performance measurements of the Event Repository was limited to 

measure the API-endpoints described in Table 1. According to the Eiffel event 

protocol, events store their ID in the JSON-field meta.id. When storing the Eiffel 

events to the database, the DBMSs is made aware of this unique ID and uses it as 

the ID for the event. For the second API-endpoint, the DBMS need to find events 

that have the JSON-fields data.gav.groupId, data.gav.artifactId and

data.gav.version of certain values, which makes it a nested-document-search. The 

third API endpoint is also a type of nested-document-search. It only returns events 

with certain values of the nested documents fields meta.type and 

data.customData.value.  

Table 1: API-endpoints that were evaluated 

Method API-Endpoint Description 
Get /events/{Event-ID} Get event by event-ID 
Get /artifacts/{Group-ID}/{Artifact-

ID}/{Version} 
Get artifacts by group-ID, 
artifact-ID and version-ID 

Get /events?meta.type={Type}&data.custo
mData.value={Value} 

Get all events that has a 
certain value for meta.type 
and data.customData.value 

Post /search/{Event-ID} Get upstream- and 
downstream events by ID 
and type of events. 

 

The fourth API-endpoint returns a chain of events that are linked to the given 

event, both upstream and downstream. To have more and longer chains a different 

data set was used for this experiment. The event generator was manipulated to 

create more events that have links of type CAUSE. Since not all events form an 

upstream- or downstream chain, a subset containing the IDs of events that is part 
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of a chain was created. The subset set only has event-IDs that would return a data 

load between 6 kB and 11 kB, and the average data load is 8.8 kB. During the 

measurements, these IDs were used when sending the requests. The upstream- and 

downstream-chains do not all look the same and have different depths and number 

of branches. Figure 3 shows two example-events and their upstream- and 

downstream events of the type CAUSE. As can be seen, the left chain has a size of 

10.1 kB and the right chain has a size of 6.2 kB.  

It is required that you specify in the HTTP-body which type of events that 

should be traversed. Listing 1 shows the JSON-body that was used for all requests 

that were sent during the performance testing of upstream- and downstream events. 

The JSON-body states that only links of type CAUSE are to be traversed for the 

upstream- and downstream search. 

 

Figure 3: Example of two events in the data set and their upstream- and downstream events  

Listing 1: JSON-body defining which link types that should be traversed  
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1.5. Delimitations 

There are many aspects to consider when deciding which DBMS to use. This 

thesis has limited its focus on the aspect of performance of certain types of requests. 

The reason for investigating Elasticsearch and ArangoDB as a replacement for 

MongoDB was due to a request from the company.  

1.6. Main Content and Organization of the Thesis 

The following three chapters of this thesis focus on the requirements, design 

and implementation of the Eiffel Event Repository. The system requirements 

chapter presents the goal of the Event Repository as well as describing the 

problems that this thesis aims to solve. Further on it presents the requirements in 

the form of functional and non-functional requirements. The system design chapter 

explores important design considerations that have been made. This includes 

important techniques and approaches that have been used. It also presents the 

higher architectural view of the Eiffel Event Repository and its surrounding 

systems. The system implementation and testing chapter explains implementation 

details such as class diagrams and flow charts. It also explains how the system was 

tested to assure its quality. The results chapter presents the results of this thesis, 

that is later discussed in the chapter to follow. Finally, the conclusions of the thesis 

are presented.  
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Chapter 2 System Requirement Analysis 

This chapter presents the goal of the Event Repository as well as some 

problems of the existing system. Further, the requirements for the Event Repository 

are presented. The insights presented in this chapter were derived from the source 

code and documentation of the existing solution, together with several discussions 

with the company supervisor and informal conversations with architects at Ericsson.  

2.1. The Goal of the System 

The goal of the Event Repository is to store the Eiffel events from the 

Continuous Integration pipeline and make them available for other actors . The 

system has knowledge about all the events and associated metadata but no detailed 

information about the event itself. For example, it is aware of source code changes 

but does not know about the file level content of those changes.  The way the Event 

Repository fulfils its goal is by listening to events through a common message 

broker, storing it to a DBMS and then make certain queries accessible as a REST-

API.  

2.2. The Problem Situation 

The company Ericsson has developed an implementation of the Eiffel Event 

Repository using MongoDB as its storage engine. The implementation has 

successfully been used in production and as time has gone by the number of events 

stored in the repository has grown immensely in size. The performance of the 

system has become a problem as the system has not managed to scale accordingly, 

especially for some querying operations. The operation of traversing the link 

relations of events has had performance issues and the operation of searching for 

events based on the values of nested-document-fields has had even worse 

performance issues.  

It has been identified that it is the limitations of MongoDB that is causing 

the performance issues of the Event Repository. To address these issues, some 

departments at Ericsson have developed solutions for retrieving data in a different 

manner. They have started to mirror the data in MongoDB to an Elasticsearch 

DBMS to retrieve data from there. This approach has proved to be beneficial in 

many ways which have caused a demand for supporting the use of Elasticsearch 
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for the Event Repository. However, the existing solution for supporting 

Elasticsearch has its problems. Firstly, there have been issues maintaining a 

reliable synchronization between the DBMSs. Secondly, this solution would 

require a lot of extra work for the department responsible for deploying the Event 

Repository.  

For a DBMS to be used heavily to store and retrieve Eiffel events, its solution 

should be feasible in terms of deployment. A feasible approach is to adapt the 

existing solution to allow for different DBMSs. This way it would be possible to 

choose DBMS depending on priorities. To make informed choices it is therefore

also necessary to analyse how different DBMSs perform for different operations

that are used in the Event Repository.  

2.3. Functional Requirements 

This section presents the functional requirements for the Event Repository.

An intermediate step when specifying the functional requirements was to specify 

the use cases of the Event Repository, which is presented in the use case diagram 

in Figure 4. The actors Eiffel Component and Message broker are associated to use 

cases. The dashed lines with arrows represent that a use case includes the use case 

that it points at.  

The functional requirements are presented in Table 2 and some of them are

further explained below. For the system to be used in production, all these 

requirements need to be fulfilled. Therefore, all functional requirements have the 

same priority level. 
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Figure 4: Use case diagram for the Event Repository 

Table 2: Functional Requirements 

ID Description 
FR1 The system shall listen to the message broker and persistently store 

events that it subscribes to. 
FR2 It shall be possible to store all types of Eiffel events in the Event 

Repository. 
FR3 It shall be possible to retrieve an event with a certain ID. 
FR4 It shall be possible to retrieve all the events that satisfy the provided 

filter-criteria. 
FR5 It shall be possible to retrieve the chain of events that are upstream and 

downstream from the event by providing an event-ID. 
FR6 It shall be possible to retrieve events of a certain group. 
FR7 It shall be possible to retrieve events of a certain group and artifact-ID. 
FR8 It shall be possible to retrieve an event of a certain group, artifact-ID and 

version. 
FR9 It shall be possible to retrieve the change history between two versions 

of an artifact. 
FR10 Responses including several events shall display a paginated result and 

show how many events that were found. 
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FR1 

The system should listen to a RabbitMQ message broker and consume events that 

should be stored in the Event Repository. The message is received as a string 

formatted as a JSON-object. Each event should be uniquely stored in the event 

repository.  

 

FR2 

The Event Repository must be able to store all types of Eiffel Events. A list of 

examples for each type is available at GitHub11. 

 

FR4 

It should be possible to retrieve events that satisfy the criteria of filter parameters.

Filter parameters may be provided in the URL as query parameters. As an example, 

adding ?meta.type=EiffelArtifactCreatedEvent to the URL would only return 

events of that type. 

 

FR5 

Events may have a list of links referencing other events, which forms graph 

relations. Given an event, it should be possible to retrieve a list of  the event chain 

that references each other. Upstream is the chain of events that happened before

the event and downstream are the events that happened after the event. It should 

be possible to specify which type of links that form the graph relation that is 

returned. 

 

FR6 and FR7 

It should be possible to filter events by which group it belongs to as well as by 

group together with the artifact-Id.  

 

FR8 

It should be possible to retrieve an event by providing which group, artifact-ID and

version it has. This combination of group, artefact-ID and version is referred to as 

GAV.   

                                                 
11 https://github.com/eiffel-community/eiffel/tree/master/examples/events  
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FR9 

It shall be possible to retrieve the change history between two different artifact-

versions by providing the group, artifact-ID and two different versions. 

 

FR10 

The requests that return more than one event should support pagination. It means 

that it should be possible to decide how many data objects to receive for each 

request and specifying the range of the result that should be returned. Since not all 

objects are returned the response should include the number of events that w ere

found.  

2.4. The Non-Functional Requirements 

The non-functional requirements are presented in Table 3 and they are further 

motivated and explained below. 

Table 3: Non-functional Requirements 

ID Description 
NFR1 The system shall be implemented in Java 
NFR2 The schema of the data shall be flexible and easy to change 
NFR3 The Event Repository shall be able to be deployed and configured 

without extensive manual work. 
NFR4 The solution shall simplify the development of extending the Event 

Repository to support new types of DBMSs. 
NFR5 The Event Repository shall allow for effortlessly switching between 

DBMSs without causing extra development effort.  
NFR6 The response time for retrieving filtered events shall be lower than that 

of the existing solution. 
NFR7 The response time for Upstream and Downstream events shall be lower 

than that of the existing solution. 

 

NFR1 

The existing solution for the Event Repository was developed using Java. 

Therefore, to be compatible with the existing solution and align with the coding 

standards of the company, the new module needs to be developed using Java. 

 

NFR2 
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The Event Repository is supposed to be used in many different contexts and to be 

able to store events with different schemas. Should there be a change to the protocol 

it should be easy to change the schema of the data.  

 

NFR3 

The company using this system does so on a large scale, running many separate 

Event Repositories belonging to different domains. When a department wants to 

get access to an Event Repository they order it from a department that is 

responsible for installing and setting up the Event Repository. Since there are many 

different departments using Event Repositories they might  have to be configured

differently. Since the Event Repository is not deployed by the developers of the 

system it is important that it is easy to configure and deploy without requiring 

extensive manual work. 

 

NFR4 

There was a desire From Ericsson to improve the modularity of the system and 

make it easier to change which DBMS to use. Therefore, the new version of the 

Event Repository shall be designed in a manner that simplifies the development of 

extending the Event Repository to support new types of DBMSs.  

 

NFR5 

Once functionality for a certain type of DBMS has been developed it is also 

desirable to be able to easily switch between which DBMS that is used by the Event 

Repository. By doing so it would also make it easier to evaluate different DBMS 

options and it would be possible to choose which DBMS to use depending on how 

the Event Repository is to be used.  

 

NFR6 and NFR7 

The existing solution has severe performance issues  when filtering events and 

retrieving Upstream and Downstream events. Therefore, it is essential that the

performance is improved for the new version of the Event Repository.  
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2.5. Brief Summary 

The goal of this system is to store Eiffel events and make them accessible 

through a REST-API that can respond to different types of queries . To better 

highlight the use cases for the Event Repository they were illustrated using a use 

case diagram. The existing solution for the Event Repository has severe 

performance issues, especially for nested-document-search and retrieving 

upstream- and downstream events. Therefore, the system needs to be able to use 

another type of DBMS. Guiding the work of redesigning the Event Repository is a 

list of 10 functional requirements and 7 non-functional requirements. 
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Chapter 3 System Design 

In this chapter, the overall design of the existing system is presented. First, 

the higher-level architecture and the context of the Event Repository is presented. 

Secondly, the project structure of the Event Repository is briefly explained , 

followed by an explanation of what characterizes the design of the Elasticsearch-

and the ArangoDB modules. Finally, the key techniques being used to design the 

Event Repository are presented.  

3.1. Architecture 

The Eiffel Framework has an event-driven architecture, and as can be seen in

Figure 5, the Java application of the Event Repository is listening to a RabbitMQ 

message broker. From the message broker, the Event Repository receives messages 

of a certain topic that contain events that have been created in the Continuous 

Integration process. The Event Repository is essential for many Eiffel components. 

The Eiffel components may use the data from the Event Repository for various 

reasons, for example, for providing employees with graphical interfaces over the 

continuous integration and delivery process. At Ericsson, there are several Event 

Repositories used in different domains that together form a distributed network. If 

an event is not found in one Event Repository it has the possibility of forwarding 

the requests to other Event Repositories in the network.  

 



Thesis for Master s Degree at HIT and LiU

34 

Figure 5: Architecture and context of the Eiffel  Event Repository 

3.2. Project Structure 

Maven is a tool for building and making it easier to manage Java projects.

Among other things, Maven provides guidelines on how to layout the directory 

structure of a project and uses a Project Object Model (POM) to list dependencies 

and to build the project. [34] 

The existing Event Repository solution is created as a Maven project. 

Contained in the parent project is, in turn, three maven modules. One of the 

modules contains all the common interfaces for the Event Repository. Another 

module is the so-called core module that has the main functionality of the Event 

Repository. It has a data store component that can store and retrieve data from 

MongoDB. This component is used by another component responsible for 

consuming messages from the message broker and a service that can combine 

results from the local data store with results from other instances of the Event 

Repository. The third module is responsible for the REST-API and makes the 

functionality of the Event Repository accessible to the internet.  The Event 

Repository has now been extended by adding two more Maven-modules to the 

project. One contains a datastore class using Elasticsearch and one contains a 

datastore class using ArangoDB.  

3.3. Elasticsearch 

When developing the Elasticsearch-module, an Elasticsearch library called 

Java High Level REST Client12 was used make it easier to communicate with the 

Elasticsearch node. A key difference between Elasticsearch and other document -

DBMSs is that all the data in the document is indexed. To be able to index all the 

data Elasticsearch requires a data schema. This schema does not have to be 

specified in advance since Elasticsearch will analyse the data that is stored and

update the data schema accordingly. However, the automated schema mapping can 

only guess the appropriate way to create the schema and Elasticsearch does not 

allow properties to change types. Therefore, it is often necessary to explicitly 

define the data schema. Some of the properties of the Eiffel events are sometimes 

numbers and sometimes text. It is important to explicitly define the data schema 

                                                 
12 https://www.elastic.co/guide/en/elasticsearch/client/java -rest/master/java-rest-high.html 
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for these properties. Otherwise, the automated mapping may define the property as 

a number, which makes the schema incompatible with the documents where the 

property contains text. These properties are instead explicitly defined as text since 

texts properties can store numbers.  

Another property that needed to be explicitly defined is the links property. If 

arrays are not explicitly defined as nested objects they are flattened into a list for 

each property and the association between the properties are lost [35]. Therefore, 

to be able to search for links with a certain event-ID and of a certain type, the links 

property was defined as a nested object.  

Since Elasticsearch has no built-in functionality for graph-traversals it was 

decided to reuse the functionality of traversing events from the MongoDB datastore. 

This was made possible by extracting the functionality to a separate class  that is 

explained in detail in 4.4.1.   

3.4. ArangoDB 

When developing the module for ArangoDB the official ArangoDB Java driver 

was used to communicate with the ArangoDB DBMS. Since ArangoDB has graph-

capabilities built into the system a different approach for traversing events was 

used for this module. When storing the Eiffel events, not only the event itself are 

stored. For each link, an edge is created and stored in an edge collection. Thereafter 

it is possible to retrieve the chain of events using the query language AQL.  

3.5. Key Techniques 

This section describes key techniques and concepts that were used to design

and implement the system. 

3.5.1. Dependency Injection 

The Spring framework provides an easy way to create Java Enterprise 

applications. The Spring framework consists of many different modules for various 

needs, but the core of Spring is a configuration model and a dependency injection 

mechanism [36].  

Dependency injection (DI) is a method for achieving loose coupling between 

objects. When using DI, an object that uses the dependency is not responsible for 

creating the instance of that dependency. Instead, the dependency is injected into 
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the object by another object. The consumer of the dependency must only depend 

on the interface that the dependency implements. Therefore, the consumer does not 

need to care how a class is instantiated or which concrete class that it is using. The 

approach of not controlling the instantiation of its own dependencies has come to 

be referred to as Inversion of Control (IoC). The Spring framework has an IoC-

container that is responsible for instantiating and configuring so-called beans that 

can be injected into classes. A certain syntax called Java annotations can be used 

to configure how the IoC-container works. Using annotations, it is possible to 

define a class as a Spring component. It is also possible to declare a variable to be 

autowired. This means that the IoC-container will look at the interface of the 

variable and try to find a Spring component that implements that interface and 

automatically instantiate that component and inject it. [37] 

3.5.2. Designing for Testability 

To have confidence that a system meets the requirements it is important to test 

it. To be able to test the system it is important that the aspect of testability is 

considered when designing the system and designing the test suite. In [38] Alwardt 

et al. present the following best practises which should be considered when 

designing for software testability:  

 Unit tests should test an individual piece of code and the code should 

only contain functionality that cannot be broken down into separate 

units. If not, it tends to be difficult to find the source of eventual 

failures. By taking this into account when designing the system, it is 

possible to write code that is possible to write unit tests for.  

 Tests should be independent and not rely on the order they are run or 

other tests. It should also not rely on the global state to be persistent 

between tests. If a global state must be used, setup methods and 

teardown methods should be used.  

 The system should be designed to be loosely coupled since it is difficult 

to perform unit tests of objects that are dependent on other objects. 

Dependency injection can be used to achieve loose coupling between 

objects and make it possible to mock the functionality of an object. 

Since mock objects can return hard-coded responses it is possible to 

isolate the parts that you want to test.  
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 Maintainability is important for tests as well. Test cases will be used 

for a long time and may have to be updated to meet new requirements. 

If a test is overly complex it may take a lot of time to understand and 

correct, which may be costly in the long run.  

When designing the new DBMS-modules these best practices were considered. 

The best practice of breaking down functionality into small pieces is problematic

since it may be difficult to decide what should be considered as a suitable unit. For 

the testing of the Event Repository, the public methods were unit tested, which 

indirectly tested the private methods. 

To be able to have independent tests the modules needed to implement 

methods that were only to be used by the test suite. For example, to be able to 

restore the state of the database the DBMS-module needed to be able to delete 

events. Another method that was added to make it easier to test the system, was  a 

method for updating events. 

Dependency injection is used throughout the Event Repository to achieve 

loose coupling. It is not, however, used to mock objects when testing. When writing 

the tests, the aspect of maintainability was considered, and extra effort was spent 

to make sure that the tests were easy to understand.  

3.6. Brief Summary 

This chapter presented the high-level architecture of the Event Repository 

which shows how the Event Repository listens to the RabbitMQ-message broker

and communicate with the DBMS to store and retrieve events. It also shows how it 

can interact with other Event Repositories and to send data to the Eiffel components. 

The project structure was presented along with a brief description of each module. 

Thereafter the characteristics of the different DBMS-modules were described. 

Elasticsearch is characterized by its the need to specify a data schema and Arango 

by its graph capabilities. Finally, it was presented how Spring enabled the use of 

dependency injection and how the system was designed to have high testability.  
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Chapter 4 System Implementation and Testing 

 The implementation is based upon the requirements and the system design. 

This section presents the development environment and testing setup, as well as 

the key implementation details of the system. 

4.1. The Environment of System Implementation 

The computer used for the implementation has the configuration specified in 

Table 4.  

Table 4: HP Elitebook configuration 

Model Name HP Elitebook 840 G5 
System Version Windows 10 Enterprise 
Processor Name Intel Core i7-8650U 
Processor Speed 1.90GHz 
Number of Processors 1 
Total Number of Cores 4 
Memory 32 GB 

4.2. Key Program Flow Charts 

This section presents the key program flow charts  of the system as well as the 

most important class diagrams. 

4.2.1. Class Diagram 

In Figure 6 we see the most important classes and interfaces and how they are 

dependent on each other. To avoid clutter, these classes and interfaces were chosen 

as they constitute the most important functionality. 
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Figure 6: Diagram of the most important classes  

REST-Resource* 

The REST-Resource* represents several classes that are responsible for handling 

the HTTP-requests that are received and responding with the desired data. The 

classes check if the request is retrieved in the correct format. If so, the  class uses

the functionality of the DataStoreEnsemble to retrieve the desired data and 

thereafter send a response.  

 

DataStoreEnsemble 

The DataStoreEnsemble class implements the interface ResourceConnector which 

defines the methods that the REST-APIs need. To implement these methods, the

DataStoreEnsemble fetches data from primarily the local datastore but it is also 

able to retrieve data from external Event Repositories.  It also performs some 

manipulation of the data, such as building the change history of two versions of an 

artifact. The DataStoreEnsemble injects one data store that implements the 

LocalDataStore-interface as well as a list of remote data stores, which are used to 

retrieve the desired data.  

 

ReadableDataStore 

The ReadableDataStore declares the methods used to  retrieve events. The 

LocalDataStore extends this interface and adds a method to store events as well the 

possibility to retrieve statistics regarding indexing. The RemoteDataStore also 

extend the interface but does not add any additional methods. Currentl y, this is 

interface is only used for the purpose of identification for the IoC-container. 

 



Thesis for Master s Degree at HIT and LiU

40 

Datastore 

For each supported DBMS, there is a component that implements the 

LocalDataStore and in the class diagram, they are represented by the DataStore.

The datastores are responsible for saving data to and retrieving data from their

DBMS. Since the DataStoreEnsemble only uses one instance of LocalDataStore the 

implementation makes use of Spring Profiles13. Spring Profiles is a way to make 

certain parts of your code available only in certain environments. By declaring that 

the MongoDB datastore belongs to the MongoDB profile, it will only be injected 

if the profile is set to MongoDB. This means that it is possible to decide which 

implementation of LocalDataStore to use by changing the profile in the 

configuration file. 

 

RemoteDataStore 

The RemoteDataStore class is responsible for retrieving data from external Event 

Repositories. 

 

RabbitMQ-ConnectionHandler 

The RabbitMQ-ConnectionHandler is responsible for listening to the RabbitMQ 

message broker. When it retrieves a message, it uses the instance of LocalDataStore 

to store the event to the database.  

4.2.2. Sequence Diagrams 

Figure 7 describes the process of retrieving an event from the Event 

Repository. An Eiffel component makes an HTTP-request to the Event Repository. 

The request is first handled by one of the classes in the REST-interface module. 

The class responsible for the given URI-endpoint receives the request and verifies

that it is in the correct format and includes the required parameters. Thereafter, the 

service Datastore Ensemble is injected into the class and its functions are used to 

retrieve the desired data. The Datastore Ensemble contains the local data store as 

well as potentially remote datastores. The data store is responsible for retrieving 

data from the DBMS which it communicates with using network requests. 

                                                 
13 https://docs.spring.io/spring-boot/docs/current/reference/html/boot-features-profiles.html 
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Figure 7: Sequence diagram describing the execution flow when retrieving events from the Event 

Repository 

Figure 8 describes the activities involved in storing an Eiffel event. The 

process starts with an event being created by an Eiffel component who then publish 

it to a RabbitMQ broker. The message consumer subscribes to certain types of 

events and will receive a message once an event of that type is published. The 

message consumer then uses the store function of the data store , who in turn stores 

the event to the DBMS. Thereafter, each activity acknowledges whether the event 

was stored successfully or not. Note that the Eiffel component that publishes the 

event to the RabbitMQ broker is not aware of who subscribes to its events or what 

happens to it.  

 

Figure 8: Sequence diagram describing the activities of storing an event  

4.3. Key Interfaces of the Software System 

This section describes the most important interfaces of the  Event Repository.

The external interfaces of the Event Repository are the REST-API endpoints and 
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the interface when communicating with RabbitMQ. To retrieve the desired 

information from the Event Repository, the HTTP-requests must abide by the rules 

defined by the endpoints. To better visualize the API of the Event Repository, a 

tool called swagger UI 14  was used. The tool creates a web page containing 

information about all the API endpoints.  

Table 5: List of API-endpoints 

Method URL Description 
GET /artifacts/{groupID} To get the artifact events of a 

specific group. 
GET /artifacts/{groupID}/{artifact-

ID} 
To get the artifact events of a 
specific group and artifact. 

GET /artifacts/{groupID}/{artifact-
ID}/{version} 

To get the artifact event related 
to a specific group, artifact and 
version. 

GET /change_history/{groupID}/{artif
actID}?old={old 
version}&new={new version} 

To present the difference between 
two artifact versions 

GET /events/{id} To get information from a single 
event 

GET /events?{filter type}={filter 
value} 

To get all events that fulfils the 
criteria. 

POST /search/{id} To get upstream- and downstream 
events based on the event-ID that 
is passed. 

 

In Table 5 a list of the most important API-endpoints is presented by which 

HTTP-method to use, the URL and a description of what the endpoint is used for. 

The curly brackets represent some value that is accepted as input. 

All endpoint accepts a query parameter called shallow that can be set to either 

true or false. If false, the Event Repository will continue to search in remote Event 

Repositories if the requested events are not found. Some endpoint also has the 

parameter readable that when it is set to true, the time of the events is returned in 

a human readable time format, instead of UTC milliseconds. 

The APIs returning several events accepts parameters to allow for paging the 

results. The query parameter pageNo is used to specify which page number to 

                                                 
14 https://swagger.io/tools/swagger-ui/ 
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receive and pageSize defines the size of the pages. If the pageNo is set to 1, 

pageStartItem may be used to skip items at the start of the result.  

The API-endpoint retrieving upstream- and downstream events accepts a 

JSON-object in the HTTP-body. The JSON-object should contain the parameters

dlt (downstream types) and ult (upstream types) that should contain an array of 

allowed link types when traversing events. The endpoint also accepts a limit

parameter that determines the maximum number of events to return and a levels 

parameter that determines the depth of the traversal. It is also possible  to determine 

whether the events should be returned in a tree structure or not by setting the 

parameter tree to true or false. 

To be able to listen to the RabbitMQ message broker, an internal messaging 

library was used. To use the library, the component in the Event Repository had to 

implement an interface called Consumable that stated that the component needs to 

implement a method to consume messages and a method to return the name of the 

consumer. 

4.4. Event Traversal 

This section presents implementation details for retrieving upstream- and 

downstream events. MongoDB and Elasticsearch use the same algorithm and 

therefore perform the same type of requests, although their queries are different. 

To perform the link traversal algorithm, the data store needs to be able to search 

for events that have a link-object that references a certain event-ID and is of a 

certain type. When retrieving upstream events MongoDB and Elasticsearch 

perform a query to retrieve events of certain IDs. ArangoDB has no needs for the 

event traversal algorithm and instead uses two types of queries to retrieve 

upstream- and downstream events. 

4.4.1. Event Traversal Algorithm 

The event traversal algorithm was extracted from the MongoDB data store 

into its own class. This way it was possible for the Elasticsearch module to use it 

as well.  

The upstream traversal algorithm can be seen in the activity diagram in 

Figure 9. It starts by fetching the start event by using the method getEvent.

Thereafter, the event is passed to a method called performUpstreamSearch along 
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with a list of link-types, an event-limit, depth-limit, a list where the upstream

events are to be stored and a concurrent map to store visited events. If the limit for 

events or depth is equal to 0, the search will stop. Otherwise, an abstract method 

called getEventsFromLinks is called. This method returns the events referenced in 

the links array that were of the correct link type.

Each event is looped through and each event is added to a new list of events that 

are added to the upstream list. It is checked to see if the event has already been 

visited. If not, the map for visited events adds the event by adding the id of the 

event as key and the level as value. Thereafter, the performUpstreamSearch method 

is recursively called with the limit and level variable decreased by one and the new 

list containing the event. If the event had been visited the search will continue if 

the level is lower than the previous visit. Otherwise, the search will stop.  Once all 

recursive calls are completed the list of upstream events are returned. The 

downstream traversal algorithm works in the same way, except that instead of using 

getEventsFromLinks, it is using the method getReferencingEvents to receive events 

one level downstream. 

Figure 9: Activity diagram describing the algorithm for upstream search 
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4.4.2. Code reusability 

To achieve separation of concerns, the data store should ideally only do one 

thing, and that is to return the data that it retrieves from the DBMS without 

manipulating it. However, in the case of graph traversals, the usefu lness of this 

guideline is more unclear. Some DBMSs have built -in support for retrieving 

interconnected data, whilst others have not. To be able to have a common interface 

for both types of DBMSs it was decided that the logic should be contained in the 

data store. 

Since there is no support for graph-search in MongoDB and Elasticsearch the 

event traversal algorithm. To be able to reuse the implementation of the recursive 

algorithm for several data stores, the functionality was extracted from the 

MongoDB datastore into a generalized solution that is modelled in Figure 10.

Figure 10: Class diagram of link traversal algorithm 

EventTraversal is an abstract class that contains the algorithms for traversing 

events. A concrete class needs to implement functionality for searching for an event 

by ID. It also needs to implement functionality for searching for events that a given 

event references, as well as being able to search for events that reference a given 

event. To be able to implement these methods it is likely that the data store needs 

to add support for it as well. Since MongoDB and Elasticsearch do not provide 

graph-searches they can choose to import the EventTraversal class and use it  to 

implement the methods getUpstreamEvents and getDownStreamEvents.  
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4.4.3. Event Traversal Using MongoDB 

To be able to use the graph traversal algorithm described above, two types of 

queries are needed. Listing 2 shows the code for creating a MongoDB query for 

searching one level downstream and is used to implement the method 

getReferencingEvents. The query uses a function called elemMatch that creates a 

filter. The filter excludes all documents that do not contain at least one array that 

matches the object that is provided. Using the list of filters, the events that meet 

the criteria are returned. Thereafter, the property _id is excluded and the events are 

sorted based on the property meta.time. Listing 3 describes the code used for 

retrieving the events that are referenced in the links array and are of the specified 

type and is used by the method getEventsFromLinks. 

Listing 2: MongoDB query for finding events that reference a certain event -ID 

Listing 3: MongoDB query for retrieving multiple events of a certain ID and type  

4.4.4. Event Traversal Using Elasticsearch 

To be able to use the graph traversal algorithm described above, two types of 

queries are needed. Listing 4 shows an example of an Elasticsearch-query that 
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performs one level of downstream search and this type of query is used to 

implement the getReferencingEvents method. The query searches for nested link-

objects in the links property. The link-object must have a target of a certain ID. It 

should also match one of the types that are specified. In this case, however, there 

is only one type.  

Listing 4: Elasticsearch example query for finding events that reference a certain event -ID 

To be able to retrieve several IDs in one request, a special query for retrieving 

documents provided an array of IDs was used. An example of such a request can 

be seen in Listing 5. When implementing the method getEventsFromLinks links of 

the desired type were added to the query.  
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Listing 5: Elasticsearch example query for retrieving multiple documents by an array of IDs  

4.4.5. Event Traversal Using ArangoDB 

As mentioned in ArangoDB, the ArangoDB-module uses AQL queries to 

retrieve the upstream- and downstream events. Listing 6 shows the query that was 

used to search for upstream events. The query searches for an event based on the 

event-ID and then performs an outbound graph search using edges of the type 

specified in the filter value. The levels parameter specifies the maximum depth that 

the graph traverses. The result is then sorted in descending order by the property 

meta.time. Listing 7 shows the query for searching for downstream events. It works 

the same as for upstream search except that it performs an inbound graph search 

and sorts the events in ascending order.  

Listing 6: AQL-query for upstream search 

Listing 7: AQL-query for downstream search 

4.5. Minimizing the Effort for Switching DBMS 

Using an Object-NoSQL Mapper (ONM) showed great potential for this use 

case and was considered as an approach going forward. Articles comparing the 

performance and migration costs was read as well as documentation and forums 

comparing different ONMs. Thereafter, different ONMs were tried out and the 
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usefulness in the context of the Event Repository was assessed. After the ONMs

Kundera and Spring Data were tried out, it was deemed that using Object-NoSQL 

Mappers were not a suitable approach in this context, mainly due to the following 

subjective reasons: 

 The data is retrieved as a string in JSON-format. Using an ONM would 

require that we first convert the JSON-object into a Java Class Object 

and thereafter convert it back to JSON again before it is sent to the 

DBMS. Since the data does not need to be manipulated by the Event 

Repository, it would not benefit from converting the data to a plain old 

java object. 

 The Event Repository aims to have as loose a schema as possible and

using an ONM is more useful when you have a more defined schema. 

ONMs provide setter and getters for parameters that you have defined

and if you do not know which parameters that the data will have , this 

approach does not make sense. 

 For several of the ONMs that were being tested, the documentation was 

not informative enough to provide a good development experience. 

Since the approach of using an ONM was deemed not beneficial it was instead 

decided to go ahead with developing a separate module for each DBMS, using the 

supported drivers or APIs of the DBMS. More details of how the DBMS-modules 

were designed and implemented can be read in both chapter 3 and chapter 4. 

For the DBMS-module to be used by the Event Repository, it needed to 

implement an interface specifying the methods that the data store must have. It 

would have been possible to reuse more of the code if the different DBMS-modules 

would have inherited from a base-class. However, to be able to have more 

flexibility and to make it easier to manage dependencies it was decided not to use 

inheritance. The data store class must be a Spring component for it to be injected 

into the classes of the Event Repository. The Event Repository must also be able 

to access the DBMS-module. Making it accessible can be done by adding the 

DBMS-module as a dependency in the pom file.  

By leveraging the functionality of Spring Profiles, it is possible to instantiate 

a DBMS-module only when the Spring Profile has a certain value. This means that 

when the Spring profile is ElasticsearchDataStore the Elasticsearch component 

will be created and not the MongoDB- and ArangoDB component. The IoC-
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container will then only find one component that implements the data store 

interface and injects that component into the Event Repository. Changing the 

Spring profile is simple. A default profile can be set in a file called 

application.properties. For example, it is possible to set the profile to use 

MongoDB by writing spring.profiles.active=MongoDBDataStore . Apart from 

changing this file, it is also possible to specify the profile when starting the Event 

Repository by adding the flag -Dspring-boot.run.profiles=MongoDBDataStore.  

4.6. System Testing 

The existing Event Repository had tests to assure the quality of the system. 

Some of these tests were functional tests at the unit as well as system level. It also 

included stability and basic performance tests. During the work of this thesis ,

additional unit tests have been written. 

The existing solution was written with MongoDB in mind, which has made 

much of the code specific for MongoDB. According to Martin Fowler [39], it is 

often useful to refactor the code before adding further functionality. Therefore, the 

existing solution was refactored to be able to utilize different data store 

components. The existing test suite utilized an embedded MongoDB-DBMS. To 

set up the test suite it manipulated the data in the DBMS directly without using 

methods defined in the interface of the data repository. This meant that the test -

cases were very specific to MongoDB and would not be possible to reuse for 

another data repository. To be able to test the functionality of new data repository 

modules the existing tests were rewritten to only use methods defined in the 

interface of the data repository. This way, the tests would be abl e to be run for 

every data repository module that implements the interface. Apart from the existing 

test suite, several additional tests were written to increase the coverage as well as 

being useful during the refactoring process.  

By using the generic tests in the refactored solution, a test -driven development 

process could be used. Since some of the assumptions that were made when writing 

the tests did not hold when using a generic DBMS, the tests were continuously 

improved as the new data repositories were implemented. 

One of the tests that existed from before was an integration test that tested that

the events that were sent to the RabbitMQ-broker were stored to the database. To 

be able to generate events to test the system an instance of Eiffel REMReM 
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Publish 15  needed to run. The Eiffel REMReM is a microservice that makes it 

possible to send messages with a topic to a RabbitMQ server . After the test has

created many events that are sent to the message broker, it sends a request to the 

Event Repository to receive how many requests that have been stored, which makes 

it possible to calculate the rate that the Event Repository can consume events.  

4.7. Brief summary 

 

                                                 
15 https://github.com/eiffel-community/eiffel-remrem-publish 
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CHAPTER 5 RESULTS 

This chapter presents the results of the experiments specified in section 1.4.3. 

As mentioned, there are 4 types of API-endpoints that are tested. The results are 

presented chronologically for each endpoint. For each endpoint, measurements 

were made running the Event Repository using either MongoDB, Elasticsearch or 

ArangoDB. For each endpoint and DBMS, there were measurements running for 

30 seconds, sending 1, 10, 20 and 40 simultaneous requests and once a request was 

returned a new one would be sent. Thereafter, the total number of successful 

requests was measured and the request throughput (requests/seconds) was 

calculated. 

5.1. Get an Event by ID 

To test the performance of retrieving events by ID, requests were sent to the 

event endpoint described in Table 5, with an ID added to the path. This API-request 

triggers the getEvent method defined in the data store class of the DBMS-module. 

Figure 11 shows the request throughput when sending requests to retrieve 

events of a given ID. As can be seen from the graph there is not much separating 

the different DBMSs, especially not MongoDB and ArangoDB. Elasticsearch 

performs slightly worse when sending only 1 request but performs the best  when

sending 10 simultaneous requests. For 20 and 40 requests, MongoDB and

ArangoDB perform better. Given that the distribution of the measurements follows 

a normal distribution, 68 % of the observations should be within the mean plus 

minus 1 standard deviation [40]. Given this, it is not statistically reliable to say 

that neither MongoDB nor ArangoDB performs better for 20 simultaneous requests.

Worth noting is that the request throughput for MongoDB decreases when the 

number of simultaneous requests is increased from 20 to 40.  
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Figure 11: Request throughput for events of a given ID 

5.2. Get Artifact by Group, Artifact-ID and Version 

To test the performance of retrieving events by their GAV-values, requests 

were sent to the artifact endpoint described in Table 5, with a group name, artifact-

ID and version declared in the path. An example of such a request can be seen in

Listing 8. This API-request triggers the getArtifactByGAV method defined in the 

data store class of the DBMS-module. 

Listing 8: Example request for retrieving events by GAV 

Figure 12 shows the request throughput when sending requests to receive 

artifacts by Group, Artifact-ID and version (GAV). As can be seen, the throughput 

for Elasticsearch is an order of magnitude larger than that of MongoDB and 

ArangoDB. Worth noting is that the scale is logarithmic.  Common for all the 

studied DBMSs is that the increase in request throughput is exponentially declining 

as the number of simultaneous requests increases. As more simultaneous requests 

are made the response time for each request increases but since there are more 

requests being sent, the total throughput still increases up until a certain point. The 

bars representing the sample standard deviation are barely showing. This means 

that the throughput did not differ much between the measurements . However, when 
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sending 1 request at the time the sample standard deviation overlaps for MongoDB 

and ArangoDB. 

 

Figure 12: Request throughput for getting artifacts by GAV 

5.3. Get Filtered Events 

To test the performance of retrieving filtered events, requests were sent to the 

events endpoint with filters, described in Table 5. Filters were added for the 

properties meta.value and data.customData. An example of such a request can be 

seen in Listing 9. This API-request triggers the getEvents method defined in the 

data store class of the DBMS-module. 

Listing 9: Example request for retrieving filtered events  

Figure 13 shows the request throughput when sending requests to retrieve 

events with certain values for their nested-document fields. For 1 request at the 

time, MongoDB had a request throughput of 0.40 and ArangoDB a request 

throughput of 0.37 requests per second. Elasticsearch had a request throughput that 

is an order of magnitude larger at 7.87. It can be observed that when the number of 

simultaneous requests increases from 1 to 10 the request throughput increases for 

all DBMSs. When the simultaneous requests are increased further to 20, there is a 

small improvement for Elasticsearch but when the simultaneous requests are 

further increased to 40 it is instead a slight decrease. For MongoDB and ArangoDB 
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the request throughput shows a small decline as the simultaneous requests are 

increased to 20 and further declines as it increases to 40. 

 

Figure 13: Request throughput for filtered events  

5.4. Get Upstream- and Downstream events 

To test the performance of upstream- and downstream events, requests were 

sent to the search endpoint described in Table 5, along with an event-ID and the 

JSON-body in Listing 1. This API-request triggers the methods getUpstreamEvents

and getDownstreamEvents that run in parallel and are defined in the data store class 

of the DBMS-module. 

Figure 14 shows the request throughput when sending requests to retrieve 

upstream- and downstream events. When sending 1 request at the time 

Elasticsearch has a request throughput of 12.3 requests per second which is almost 

as good as for ArangoDB with a throughput of 13.0. The request throughput is 

higher for MongoDB at 20.0 requests per second. When increasing the number of 

simultaneous requests to 10, MongoDB is instead at the bottom at 40.8  requests 

per second compared to 55.0 for Elasticsearch and 106.0 for ArangoDB. When 

increasing the simultaneous requests further, the request throughput for MongoDB 

remains at the same level. For Elasticsearch and ArangoDB there is instead a slight 

increase.  
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Figure 14: Request throughput for upstream- and downstream Events 
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CHAPTER 6 DISCUSSION 

This chapter discusses the results and method of the thesis and discusses the 

implications of the work in a wider context. First, the results from the performance 

measurements are discussed in terms of the validity and reliability of the results 

and the significance of the findings. Thereafter, the method is discussed and finally , 

the work is discussed in a wider context. 

6.1. Results 

The results for retrieving events by GAV and for filtering events  indicate that

nested-document-search is a severe performance issue of the Event Repository. 

Luckily, Elasticsearch performed substantially better in this regard. It was rather 

expected that Elasticsearch would perform better for nested-document-search since 

it indexes all the properties that are stored. It was not, however, any expectations 

to how big the difference would be. 

Rather surprisingly, the performance measurements show that when only 

sending one request at the time, the existing solution using MongoDB had the 

highest request throughput for graph traversal operations. For an increased number 

of simultaneous requests, Elasticsearch had a request throughput that was between 

35 and 55 % higher than that of MongoDB. ArangoDB had an even higher request 

throughput that was between 160 and 177 % higher than that of MongoDB.  The 

fact that the request throughput of MongoDB is almost the same for 10, 20 and 40 

simultaneous requests, indicates that it has reached its maximum capacity for 

responding to requests. An explanation for the ArangoDB-module being better at 

handling more simultaneous requests may be that it requires fewer requests to be 

sent to the DBMS. The ArangoDB module only needs to send 1 query to retrieve 

upstream events and 1 query to retrieve downstream events. The other modules, on 

the other hand, need to send many requests since the traversing logic is performed 

at the application layer and not at the database layer. In a real scenario, the Event 

Repository may have more events stored in the database, which may degrade the 

performance. It is hard to tell how the performance would be affected if more 

events would have been stored, but at least for 1,000,000 events, the results suggest 

that the performance of graph operations is not to be considered as a severe 
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performance issue. Nonetheless, for most loads of the system, it is possible to more 

than double the request throughput for graph-traversals by changing to ArangoDB.

Since Elasticsearch performs significantly better in terms of nested-document-

search it would be advisable to leverage Elasticsearch if these types of searches are 

of interest. However, for both searching by ID and for graph-traversal operations,

ArangoDB performed better than Elasticsearch. Since there is no single DBMS that 

performs better for all types of search, one approach could be to combine the 

different DBMS and use the DBMS that is best for each operation. This may be 

implemented in many ways. One approach would be to have separate Event 

Repositories using different DBMSs and letting a client decide which one to send 

requests to. Since the work of this thesis have made it easy to switch between which 

DBMS-module to use, and due to the event-driven architecture of the Eiffel 

Framework, it would be possible to have different instances of the Event 

Repository subscribing to the same events. To improve the performance for nested-

document-search as well as for graph-traversal operations, an instance using 

Elasticsearch could be used for nested-document-search and an instance using 

ArangoDB could be used for retrieving upstream- and downstream events. Another 

approach would be to utilize different DBMSs in the same Event Repository and 

in the application decide which DBMS to use for different operations.   

6.2. Method 

In a real use-case scenario, it is not likely that only one type of request is sent 

at the time and at a fixed rate. It is likely that there would be different types of 

requests being sent at varying rates. Creating a scenario that is representable for 

real-world usage would add complexity to the method and make it harder to analyse 

the result but would improve the validity when evaluating the overall performance 

of the system. A threat to the validity of the performance measurements is that 

sending similar requests after each other may cause the DBMSs to have more 

relevant data in its main memory than normal usage would, thus not having to 

perform costly read operations from disk. These prerequisites are the same for all 

DBMSs, but it is possible that their gained benefits from it are different. 

Studying the request throughput for retrieving events by GAV and filtered 

events, makes it possible to compare the performance of nested-document-search. 

The request throughput of upstream- and downstream events makes it possible to 
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compare the performance of graph-traversal operations. Measuring the 

performance for retrieving events by ID, does not directly help to answer the 

research question, but it is interesting in terms of understanding how the type of 

query impacts the performance of the DBMS. It also gives an indication if a DBMS 

module performs well for a basic query.  

To be able to test the performance for retrieving upstream- and downstream 

events it was necessary to have data that included events that form an acyclic graph. 

A script for generating Eiffel events was modified and used to create more links of 

a certain type. When measuring the performance only request containing a data 

load between 6.2 kB and 10.1 kB was sent. This way it was guaranteed that graph 

traversals were made for each request. Previous measurements had events that 

returned shorter graphs and the performance of ArangoDB was more similar to that 

of MongoDB and Elasticsearch. This indicates that the result is dependent on the 

data it is tested on. Even though it is not thoroughly investigated which size that 

the chains of upstream- and downstream events typically have, ArangoDB clearly

performs better for longer chains. Undoubtedly, it would have been valuable to 

have made a more thorough analysis of how to create a more realistic data set, 

which would have improved the validity of the experiment.  

Each time the Event Repository was started a warmup iteration was performed 

without caring for the results. In theory, this iteration should not have as good 

performance as the iterations to follow. From the measurements, it could be seen 

that the request throughput of the warm-up iteration was in fact slightly smaller. In 

theory, this warmup should benefit systems that utilize caching and keeping data 

in memory, but there were no signs of one DBMS benefitting more than the others.

This thesis has only compared the performance of DBMSs running on a single 

node. In production, it is possible that the Event Repository would instead use a 

DBMS-cluster. Storing and retrieving data in a distributed manner is more complex 

and it is likely that the performance of the different DBMS-modules would be 

different if they were connected to a DBMS cluster.  

The DBMSs were populated with 1,000,000 events each. An interesting 

elaboration would be to study how the different DBMS-modules of the Event 

Repository would have been affected by increasing the number of stored events.  
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6.3. The Work in a Wider Context  

The Eiffel framework makes it easier to have traceability of the development 

process. This should be of interest to the developer since it opens the possibility to 

follow up what happens after code is committed. This may improve the motivation 

of developers since it can be easier to visualise how a small code change can make 

a difference to a huge system. Since the Eiffel Framework makes it easier to derive 

which commit that caused a certain bug, it is easier to fix bugs and make it possible 

for developers to receive feedback and learn from their mistakes. This may increase 

the perceived accountability of developers, which may, in turn, improve the quality 

of the code. 

By being able to track bugs to individual commits, it raises questions 

concerning who that is to be blamed for a bug causing a serious error. Is it the 

developer that made a small change not being aware of how it would affect other 

parts of the system? The increased traceability that the Eiffel Framework delivers 

may come with a cost. It risks putting all the blame on individuals instead of 

looking at the organisations and their processes. Some people claim that it is 

getting harder for a single engineer to be responsible for all the effects that the 

technique may have, and therefore it is important for engineers to cooperate, which 

blurs the line between the engineering ethics and company ethics [41]. Should the 

Eiffel Framework be used to trace mistakes made by individuals and neglecting the 

responsibility of the organisation, it cannot be considered as an ethical tool. 

Nonetheless, the Eiffel Framework is most likely to be used to help developers 

learn, improve existing processes and decrease the manual labour involved in 

achieving traceability. Therefore, the Eiffel framework and the use of the Event 

Repository can be considered ethical.  
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CONCLUSIONS 

The work of this thesis has provided a better understanding of the limitations 

and strengths of MongoDB, ArangoDB and Elasticsearch. The performance 

measurements showed that Elasticsearch is superior when it comes to nested-

document search. For most request loads, ArangoDB turned out to be the best 

performing DBMS for graph-traversals. Quite surprisingly, it was found that 

MongoDB had the highest request throughput when only sending on requests at the 

time. However, when sending more simultaneous requests, ArangoDB had up to 

177 % higher request throughput than that of MongoDB.  

For most 

request loads, Elasticsearch
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