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Abstract

Artificial neural networks together with associated computational libraries pro-
vide a powerful framework for constructing both classification and regression
algorithms. In this paper we use neural networks to design linear and non-linear
discrete differential operators. We show that neural network based operators can
be used to construct stable discretizations of initial boundary-value problems
by ensuring that the operators satisfy a discrete analogue of integration-by-
parts known as summation-by-parts. Furthermore we demonstrate the benefits
of building the summation-by-parts property into the network by weight re-
striction, rather than enforcing it through a regularizer. We conclude that,
if possible, known structural elements of an operation are best implemented as
innate—rather than learned—properties of the network. The strategy developed
in this work also opens the door for constructing stable differential operators on
general meshes.

Keywords: neural network, discrete differential operators, stability, initial
boundary value problem, summation-by-parts, regularization, weight
restriction, general mesh

1. Introduction

Discrete differential operators serve as the basic building blocks of numerical
schemes for solving partial differential equations (PDEs). A variety of differ-
ent discretization techniques exist, e.g. Finite Element (FEM), Finite Volume
(FVM), and Finite Difference (FDM) methods, each with their own benefits
and drawbacks. A central property for any kind of discretization is stability.
That is the existence of an estimate of the solution to the discretized problem
in terms of boundary and/or initial data. For a well-posed Initial Boundary
Value Problem (IBVP), stability ensures that errors in the discrete solution do
not grow uncontrollably as time progresses (a common problem with carelessly
designed discretizations). For consistent linear problems, stability also guaran-
tees convergence of the numerical solution to the exact solution of the original
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IBVP. Summation-By-Parts (SBP) is a method-agnostic property that has been
applied extensively in the literature in order to show stability of a wide variety
of numerical schemes, including FDM, FVM, and Discontinuous Galerkin (DG)
methods [1, 2, 3, 4, 5, 6]. As the name suggests, SBP is a discrete analogue
of integration by parts and, together with boundary conditions imposed us-
ing the so-called Simultaneous Approximation Terms (SATs), forms a cohesive
and systematic approach to stable discretization design known as the SBP-SAT
technique.

Artificial neural networks (hereafter referred to as neural networks) are rudi-
mentary models of cerebral subsystems. The networks are typically built as
successive layers of computational neurons, with the first layer corresponding to
the inputs and the last layer yielding the outputs. Mathematically, the outputs
are obtained as nonlinear combinations of the inputs and the values stored in
the intermediate layers. It is not uncommon to build networks with dozens of
layers and tens of neurons per layer. The determination of the structure of the
layers (number of layers, neurons, and type of connections) is typically based
on experience while the values stored in the neurons are obtained by solving an
optimization problem aimed at minimizing the error incurred when reproduc-
ing known input/output relations (supervised learning). Neural networks have
seen an explosive growth in popularity in the recent decades, both in terms of
efficacy and accessibility. The applications span a wide range of fields, such as
computer vision, natural language processing, autonomous driving, games, etc.
Furthermore, state of the art, open source computer libraries such as Tensorflow
[7] and Keras [8] provide powerful high level abstractions for implementing and
training neural networks.

In this paper we lay the groundwork for constructing stable discretizations
of IBVPs using neural network based SBP operators. Some previous attempts
at incorporating machine learning techniques for PDEs have emerged in the
literature recently. For example, a neural network can be used as a PDE solution
ansatz by leveraging the universal approximation theorem [9]. A similar idea
have been used to solve fractional PDEs [10]. Conversely, certain classes of
neural networks can be interpreted as discretizations of ordinary differential
equations (ODEs), allowing one to use existing ODE solvers to train them [11].
Another application is to train a neural network to discover governing equations
by processing experimental data (i.e. parameter estimation) [12]. However, to
the best of our knowledge, it is still an open question how to systematically
construct stable neural network based schemes for IBVPs.

Our approach focuses on the formulation of a discretization of the differential
operator. That is, given an IBVP ut+L(u) = 0, we want to construct a discrete
version of L represented by a neural network, such that the resulting discrete
scheme is stable. We demonstrate the present method by solving an IBVP in one
physical dimension and incorporating the SBP property in the neural network.
More precisely, for a given grid we train a quadrature followed by an operator
which satisfies the SBP property with respect to this quadrature. Note that
even though for a given quadrature an SBP operator can be found by solving a
linear system [1], finding quadratures (with positive weights) on arbitrary grids
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is a nontrivial task, especially in higher dimensions. However, it has been shown
that certain optimization problems related to quadrature construction (similar
to those used in this paper) can be readily extended to multiple dimensions [13].
The possibility of generating quadratures on arbitrary meshes could potentially
pave the way for a systematic stable treatment of overlapping meshes [14, 15, 16],
or general unstructured grids [17, 18].

In Section 2 we show how to represent SBP operators as neural networks,
and how to train them on irregular grids. We demonstrate how the networks
can be used to construct a stable discretization of the linear advection equation.
In Section 3 we consider a deep neural network representation of the nonlin-
ear spatial operator in Burgers’ equation. Our conclusions are summarized in
Section 4.

A Jupyter Notebook demonstrating our procedure can be found here (a
paper version of the notebook can be found at the very end of the manuscript
in Appendix B).

2. Machine Learning and Differentiation

Consider the task of differentiating quadratic polynomials on a three point
grid. This is a well defined linear operation—three point values uniquely de-
termine a quadratic polynomial and its derivative. Let us fix the grid points
Ωh = {−1, 0, 1} in the interval Ω = [−1, 1]. It is straightforward to compute the
matrix D that differentiates quadratic polynomials on Ωh. Let

1 =
[
1 1 1

]>
, x =

[
−1 0 1

]>
, x2 =

[
1 0 1

]>
.

Then D is uniquely determined by the relations D1 = 0, Dx = 1, and Dx2 =
2x. Or, in matrix form,

D

1 −1 1
1 0 0
1 1 1

 =

0 1 −2
0 1 0
0 1 2

 =⇒ D =

−1.5 2 −0.5
−0.5 0 0.5

0.5 −2 1.5

 . (1)

What does it mean for a neural network to learn this operation? A rudi-
mentary approach is to consider an input layer with three neurons, a single
fully connected layer, linear activation functions and zero bias. This means
that the neural network is a linear map described by a 3 × 3 weight matrix
W = (wij). The network can then be trained by minimizing a loss function de-
pending on known input and output vectors. For example, if we use the mean
square error loss function, training is equivalent to minimizing the quantity∑2

i=0 ‖p′i −Wpi‖22, where pi and p′i are the basis polynomials and its deriva-
tives in P2, evaluated in the grid nodes. The solution to this minimization
problem is the matrix D above.

Remark 1. The matrix D can be used to differentiate quadratic polynomials on
an arbitrary interval [a, b] by a transformation. The matrix 2

b−aD differentiates
quadratic polynomials evaluated in x0 = a, x1 = (a+ b)/2, x2 = b.
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Remark 1 implies that we can formulate refinable semi-discretizations of
PDEs using D. Consider the linear advection equation

ut + ux = 0, x ∈ (0, 1), t > 0, (2)

with u(0, x) = f(x) and u(t, 0) = g(t). We subdivide the unit interval into
N elements, I(n) = ((n − 1)/N, n/N), n = 1, 2, . . . , N . Each element is dis-
cretized into three equidistant points associated with a solution vector u(n) =

(u
(n)
0 , u

(n)
1 , u

(n)
2 )> and a discrete differential operator D(n) based on D and Re-

mark 1. Let e0 = (1, 0, 0)> and consider the system

u
(1)
t + D(1)u(1) = σ1(u

(1)
0 − g)e0

u
(2)
t + D(2)u(2) = σ2(u

(2)
0 − u

(1)
2 )e0

...

u
(N)
t + D(N)u(N) = σN (u

(N)
0 − u(N−1)2 )e0 .

(3)

The elements are coupled weakly by the penalty terms on the right-hand
sides. The relation (3) is essentially a nodal discontinuous Galerkin scheme
[19], but it is not clear how to choose the penalty coefficients σn such that the
scheme is stable (i.e. such that u is bounded in terms of g and f).

We might by an intuitive argument guess the sign of σn: If u(n)0 − u(n−1)2

is positive, then we should add a negative contribution to the time-derivative
of u(n)0 to push the solution toward continuity—hence σn < 0. However, the
required magnitude of σn is difficult to guess at this stage—if it is too small, the
scheme will not be stable, and if it is too large, the scheme will be stiff. Effects of
penalty coefficients with insufficient magnitude can be seen to the left in Figure
1; the boundary and interface conditions are not imposed at sufficiently high
rate, in this case causing the solution to lag behind inflow data. In general,
the behavior of an unstable scheme is unpredictable. Depending on initial and
boundary data the solution may grow uncontrollably or lose energy, or it may
be accurate for an unknown period of time. In any case, if we cannot prove
stability of the scheme, we cannot trust it to produce accurate results.

In order to produce a differentiation operator which can be used to construct
provably stable discretizations one may define a quadrature matrix P ∈ R3×3.
More precisely, let P be a diagonal matrix with a quadrature along the diagonal
such that 1>Pxk =

∫ 1

−1 x
kdx for k as large as possible. We can then train the

network on the inputs pi and the outputs Pp′i. This will result in a weight
matrix Q such that D = P−1Q is a differential operator. If, in addition, we
impose the property that Q + Q> = diag(−1, 0, 1), then D will satisfy a so
called summation-by-parts property with respect to P.

Remark 2. Summation-by-parts is a discrete analogue of integration-by-parts.
Since P is a quadrature it defines an inner product (u,v)P := u>Pv ≈

∫ 1

−1 uvdx.
Note that if Q+Q> = diag(−1, 0, 1) and D = P−1Q, then for any u,v ∈ R3 we
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Figure 1: Left: The solution to system (3) with too small penalty coefficients and g(t) =
sin(πt). Right: The solution to system (3) with appropriate penalty coefficients and g(t) =
sin(πt).

have (u,Dv)P = u2v2 − u0v0 − (Du,v)P. Similarly, in the continuous setting,
we have (u, vx)L2 = u(1)v(1)− u(−1)v(−1)− (ux, v)L2 .

This means that it can be used to construct provably stable schemes using the
standard SBP-SAT framework [3, 1]. The penalty coefficients in (3) can be
determined by using a discrete version of the energy method, see [3] for details.
A plot of a stable solution to (3) with appropriate penalty coefficients is shown
to the right in Figure 1. Note that it is smooth and conserves the energy.

If our grid points are arbitrarily placed and we do not have an a priori
known quadrature, we can train a quadrature matrix P just like we trained D
before, by using basis polynomials as inputs and their integrals as outputs. This
procedure of training a quadrature matrix P followed by determining a matrix
Q, such that D = P−1Q, is a straightforward way to compute SBP operators on
arbitrary grids using standard machine learning software. However, during our
training sessions we found out that we must be careful in choosing our training
data. Recall that there is a unique operator that differentiates all polynomials in
P2 exactly on any 3-point grid (it is derived as in the beginning of this section).
Therefore, if we impose additional requirements such as an SBP property, we
should expect our trained operator to lose at least one order of accuracy, unless
we happen to find a quadrature for which the unique uniformly second order
operator is an SBP operator.

In our specific example, it turns out that the matrixD in (1) is in fact an SBP
operator with respect to a particular quadrature—the Gauss–Lobatto quadra-
ture [4]. However it is worth noting that both the Gauss–Lobatto quadrature
and the derivative matrix D in (1) is recovered by training P on the basis in P2

and by training Q on the basis in P1. That is, even though the neural network
represented by Q was only trained on affine polynomials, it still converged to
the second order accurate operator. In general we cannot expect to be this
lucky. The order of an SBP operator can be no larger than half the order of
its associated quadrature (rounded up) [1], so if our trained quadrature ends
up being second order (and not third order as in the Gauss–Lobatto case), our
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SBP operator must necessarily be first order. Indeed, if the interior grid node
x1 is randomly placed inside the interval (−1, 1), then training a quadrature P
followed by a matrix Q will result in a first order operator D = P−1Q.

2.1. Neural Network Based Differential Operators
We now demonstrate how to use neural network based differential oper-

ators for solving IBVPs in a stable manner. Suppose we are given a grid
Ωh = {−1,−0.3, 0, 0.7, 1} (there is nothing special about this grid, the inte-
rior points can be chosen arbitrarily, with a few caveats, see Appendix A for
other examples). Our first step is to look for a diagonal quadrature matrix P
on this grid. Or, equivalently, to train a neural network with five input neurons,
a single output neuron (where the five neural weights represent the quadrature
weights), a linear activation function, and zero bias. We will do this by training
on polynomials as described above. As a side condition, our quadrature weights
must be positive since negative quadrature weights will lead to instabilities in
SBP-SAT schemes. For a five point grid, a fourth order quadrature is guaran-
teed to exist, but not necessarily with positive weights. For this specific Ωh, it
turns out that we need to drop to third order to find a quadrature with positive
weights.

We compute such a quadrature using Keras [8] with positive weight con-
straints and polynomials in P3 as training data, see Section 1.1 of Appendix B.
More precisely, the input training data consists of the polynomials 1, x, x2, x3,
evaluated in the grid nodes, i.e. the vectors

1.000
1.000
1.000
1.000
1.000

 ,

−1.000
−0.300

0.000
0.700
1.000

 ,


1.000
0.090
0.000
0.490
1.000

 ,

−1.000
−0.027

0.000
0.343
1.000

 .
These vectors are duplicated a large number of times (in our case 20000 copies)
to form the training set (this duplication is not necessary, it is done for practical
purposes in the context of the Keras library). The output training data set
consists of the corresponding integrals of the same polynomials over the interval
[−1, 1]. We exit the training loop when the loss function stops decreasing.
When the training halts, the mean squared error on the training set (without
duplicates) is ≈ 10−16, and the resulting quadrature, truncated to 7 decimals,
is

P = diag(0.3011819, 0.2802945, 0.9689504, 0.2143429, 0.2352302) .

Next we train the matrix Q. Recall that we want to enforce the identity
Q + Q> = diag(−1, 0, 0, 0, 1) (i.e. the SBP property). This can be done in at
least two ways. A classical machine learning approach is to add a term to the
loss function known as a regularizer. In this case we add the squared Frobenius
norm

‖Q + Q> − diag(−1, 0, 0, 0, 1)‖2F
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to the loss function, penalizing deviation from the SBP property. This regu-
larizing procedure leads to an approximate enforcement of the SBP property.
Another way to enforce the SBP property is through weight restriction—i.e.
by requiring that the identity Q + Q> = diag(−1, 0, 0, 0, 1) is satisfied exactly.
From an optimization standpoint, the former is superior to the latter (uncon-
strained versus constrained optimization). Indeed, as can be seen in Table 1,
the operator based on a regularizer more accurately differentiates polynomials
than the operator based on weight restriction. However, as we shall see, the
exactness of the SBP property is just as important as accuracy of the difference
operator in the IBVP setting. Implementations of both versions can be seen in
Section 1.2 of Appendix B.

As stated above, the order of our resulting SBP operator can be no larger
than 2. Hence, our input training data will be the polynomials 1, x, and x2

evaluated in the grid nodes, and our output training data will be their respective
derivatives 0, 1, and 2x evaluated in the grid nodes.

Remark 3. The choice of polynomials as training data has a straightforward
justification due to Taylor’s formula — it will make our operator accurate for
any smooth function on a small interval. It is conceivable that training on other
kinds of functions could be effective, but so far we have seen no such indication.

We first compute an operator based on the regularizer described above. The
weights in Q are initialized to 1. When the training halts, the mean squared
error on the training set is 1.8220×10−16 and the resulting matrix Q, truncated
to 7 decimals, is

Q =


−0.5000000 0.2175432 0.4326011 −0.0552974 −0.0948470
−0.2175432 −0.0000000 0.1356707 0.0637373 0.0181352
−0.4326011 −0.1356707 −0.0000000 0.2420791 0.3261927

0.0552974 −0.0637373 −0.2420791 −0.0000000 0.2505191
0.0948470 −0.0181352 −0.3261927 −0.2505191 0.5000000

 .
Note that this matrix does not satisfy the SBP property exactly, even though
it does not show in the truncated version above since the maximum error is:

max
i,j

∣∣(Q + Q> − diag(−1, 0, 0, 0, 1))ij
∣∣ = 2.9961× 10−9 .

Next we compute an operator based on weight restriction. The weights
in Q are again initialized to 1 and restricted so that the identity Q> + Q =
diag(−1, 0, 0, 0, 1) is satisfied exactly. When the training halts, the mean squared
error on the training set is 1.3593×10−14 and the resulting matrix Q, truncated
to 7 decimals, is

Q =


−0.5000000 0.2373256 0.3958624 −0.0185587 −0.1146293
−0.2373256 0.0000000 0.2317567 −0.1246663 0.1302351
−0.3958624 −0.2317567 0.0000000 0.4135264 0.2140928

0.0185587 0.1246663 −0.4135264 0.0000000 0.2703014
0.1146293 −0.1302351 −0.2140928 −0.2703014 0.5000000

 .
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The matrixQ is not unique [20], which is why the constrained and unconstrained
optimization algorithms do not converge to the same operator.

Now, to determine if the resulting derivative matrices D = P−1Q are viable
candidates for IBVP discretizations, we study the convergence properties of
system (3) (modified to 5 points per element). System (3) is integrated in time
using an explicit 4th order Runge-Kutta method. We compute the solution
for an increasing number of elements, using initial data f(x) = sin(2πx) and
boundary data− sin(2π(1+t)). The L2-error of the approximate solution at time
T = 2 is computed by comparing with the exact solution u(x, t) = sin(2π(x−t)).
The errors and convergence rates for the operator based on the regularizer are
shown to the left in Table 2. We see that the scheme converges at lower than
the expected rate until the error hits a limit at approximately 10−6, where the
inexactness of the differential operator starts to dominate. Similarly, the errors
and convergence rates for the operator based on weight restriction are shown to
the right in Table 2. We see that the scheme converges with the correct order
until the error hits a limit at approximately 10−7.

We may conclude that even though the operator based on regularization
performs better than the weight restricted operator in terms of differentiation,
the inexactness of the SBP property has a significant negative effect on the
error in the IBVP computation. In fact, the slight deviation from the SBP
property in the regularized operator is enough to result in an instability. Let
Q+Q> = diag(−1, 0, 0, 0, 1)+O(ε), where O(ε) is a small error matrix of order
ε and consider the interface contribution to the rate of change in the energy of
two consecutive elements in (3):

d

dt

(
‖u(k−1)‖2P + ‖u(k)‖2P

)
= −

(
u
(k−1)
N

)2
+
(
u
(k)
0

)2
+ 2

(
u(k)

)>
Pσk

(
u
(k)
0 − u(k−1)N

)
e0

+
(
u(k−1)

)>
PO(ε)u(k−1)

+
(
u(k)

)>
PO(ε)u(k) .

If we let σk = −P−1, then

d

dt

(
‖u(k−1)‖2P + ‖u(k)‖2P

)
= −

(
u
(k−1)
N − u(k)0

)2
+
(
u(k−1)

)>
PO(ε)u(k−1)

+
(
u(k)

)>
PO(ε)u(k) .

Hence, if the SBP property is exact (i.e. ε = 0), the interface coupling is
dissipative. However, if the SBP property is inexact, the terms of O(ε) cannot
be controlled and will inevitably lead to instabilities. In Figure 2 we see the
energy growth of a long term simulation with periodic boundary conditions,
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demonstrating this fact. Thus, since the SBP property is only enforced for
the purposes of IBVP computations, the weight restricted alternative is clearly
preferred.

Regularization
p p′ max error
1 0 3.0677e-08
x 1 7.8987e-08
x2 2x 9.6890e-08

Weight restriction
p p′ max error
1 0 2.1101e-07
x 1 9.6187e-07
x2 2x 7.5954e-07

Table 1: Left: Differentiation errors for D = P−1Q based on regularizer. Right: Differentia-
tion errors for D = P−1Q based on weight restriction.

Regularization
N error rate
10 4.3548e-02 -
20 4.4266e-03 3.30
40 8.5910e-04 2.37
80 2.0676e-04 2.05
160 4.4616e-05 2.21
320 7.9111e-06 2.50
640 1.2384e-06 2.68
1280 8.6444e-07 0.52

Weight restriction
N error rate
10 3.7098e-02 -
20 3.4367e-03 3.43
40 3.8367e-04 3.16
80 4.6386e-05 3.05
160 5.7488e-06 3.01
320 7.2781e-07 2.98
640 1.5418e-07 2.24
1280 1.2591e-07 0.29

Table 2: Convergence rates for the linear advection equation using an irregular 5 point grid
and a neural network based differential operator D. Left: SBP property enforced through the
loss function. Right: SBP property enforced through weight restriction.
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Figure 2: Energy growth for a long-term simulation of ut + ux = 0 with periodic boundary
conditions, using 200 elements and operators based on regularization versus weight restriction.
The weight restricted operator preserves energy as the IBVP, whereas the regularized operator
produces a randomly artificial energy growth due to the inexactness of the SBP property.

3. A Deep Neural Network

Next we turn to nonlinear IBVPs. As our prime example we consider Burg-
ers’ equation

ut + uux = 0, x ∈ (−1, 1), t > 0 , (4)

with a Dirichlet boundary condition u = g imposed at x = −1 if u(−1) > 0,
and a Dirichlet boundary condition u = h imposed at x = 1 if u(1) < 0. It can
be shown that an SBP-SAT discretization of the equivalent split formulation

ut +
1

3
(uux + (u2)x) = 0, x ∈ (−1, 1), t > 0 , (5)

is stable [21, 22]. More precisely, let Q(u) = UQ + QU, where U = diag(u)
and Q is the almost skew-symmetric matrix associated with an SBP operator
D = P−1Q, and let L(u) = 1

3P
−1Q(u). Then the (single element) scheme

ut + L(u)u = σlP
−1(u0 − g)e0 + σrP

−1(uN − h) , (6)

where σl = min(0,−u0) and σr = min(0, uN ), is stable. (The scheme (6) can be
extended in a straightforward manner to multiple elements as in the previous
section.)
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The operation Q(u)u can be implemented in neural network form by split-
ting its components into different layers as illustrated in Figure 3. Here we reuse
the Q-matrix from the previous sections, but in principle it is possible to train
the network from scratch.

Figure 3: A neural network representing the Burgers operation Q(u).

3.1. Numerical Experiments
We solve equation (5) with periodic boundary conditions and data from the

manufactured solution u = cos (π(x− t)), using the network seen in Figure 3
together with the coupling procedure described in [4]. L2-errors at time T =
2 can be seen in Table 3 for the weight restricted and regularization based
operators. Again, the weight restricted operator outperforms its regularization
based counterpart.
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Regularization
N error rate
10 1.8121e-02 -
20 3.0915e-03 2.55
40 4.0387e-04 2.94
80 6.0469e-05 2.74
160 1.0986e-05 2.46
320 2.0659e-06 2.41
640 7.6402e-07 1.44

Weight restriction
N error rate
10 2.6565e-02 -
20 2.4962e-03 3.41
40 2.7021e-04 3.21
80 3.2516e-05 3.05
160 4.1301e-06 2.98
320 5.8918e-07 2.81
640 1.9726e-07 1.58

Table 3: Convergence rates for Burgers’ equation using an irregular 5 point grid and the neural
network based differential operator seen in Figure 3. Left: SBP property enforced through
the loss function. Right: SBP property enforced through weight restriction.

4. Conclusions

We have shown that existing IBVP discretization theory can be combined
with machine learning techniques to produce stable discretizations. The choice
of training data and network structure (built-in versus learned structure) had
significant effects on the network’s performance in simulations. By building the
SBP property into a neural network we were able to use the network to construct
a provably stable scheme for the linear advection equation. Similarly, by building
a known splitting technique into a neural network based Burgers operator we
were able to construct a provably stable scheme for Burgers’ equation.

It was shown that the common machine learning approach of enforcing de-
sired properties by weight regularization is not sufficient for our application.
Even though the deviation from the SBP property was only on the order of
10−9, this inexactness was enough to cause artificial growth in a long-term
simulation, and reduced accuracy in short-term simulations, i.e. an unstable
scheme.

These observations contribute to a broader point in machine learning: What-
ever task we are trying to automate, existing human knowledge of the task is
likely best implemented as innate, rather than learned. Furthermore, the nature
of the training data can greatly influence the effectiveness of the system. In our
case it was not only possible, but necessary, to argue for a particular training
set on theoretical grounds. For this reason we believe that a systematic method
of evaluating the quality of the training data with respect to the specific task is
a crucial matter of future research.
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Appendix A.

In Section 2.1 we used the grid Ωh = {−1,−0.3, 0, 0.7, 1}. There is nothing
special about this particular grid, other than the fact that the interior points
are not too closely clustered. As long as the nodes are reasonably spaced, and
a quadrature with positive weights exists, the procedure will produce viable
operators (i.e. operators for which SBP-SAT schemes will converge). We repeat
the convergence study from Section 2.1 using randomly placed interior grid
nodes. In Table A.4 we list convergence tables for grids G1–G4 that resulted in
viable operators, where

G1 = {−1.00,−0.27, 0.07, 0.65, 1.00}, G2 = {−1.00,−0.02, 0.16, 0.72, 1.00}
G3 = {−1.00,−0.13, 0.17, 0.72, 1.00}, G4 = {−1.00,−0.09, 0.21, 0.41, 1.00}

In Table A.5 we list convergence tables for grids H1–H4 that resulted in nonvi-
able operators, where

H1 = {−1.00,−0.67,−0.66, 0.84, 1.00}, H2 = {−1.00, 0.48, 0.51, 0.94, 1.00}
H3 = {−1.00,−0.96, 0.14, 0.90, 1.00}, H4 = {−1.00,−0.78,−0.62, 0.63, 1.00}

G1 G2 G3 G4
N error rate error rate error rate error rate
10 4.0648e-02 - 5.1948e-02 - 3.6825e-02 - 4.6615e-02 -
20 4.0490e-03 3.33 5.2229e-03 3.31 5.3297e-03 2.79 4.8328e-03 3.27
40 4.6190e-04 3.13 5.9592e-04 3.13 1.0249e-03 2.38 5.5706e-04 3.12
80 5.5863e-05 3.05 7.2576e-05 3.04 1.6311e-04 2.65 6.8078e-05 3.03
160 6.9339e-06 3.01 9.0072e-06 3.01 2.2193e-05 2.88 8.4630e-06 3.01
320 8.7602e-07 2.98 1.1242e-06 3.00 2.8425e-06 2.96 1.0585e-06 3.00
640 1.8930e-07 2.21 1.5417e-07 2.87 3.5890e-07 2.99 1.4047e-07 2.91
1280 1.5718e-07 0.27 6.8040e-08 1.18 4.8092e-08 2.90 4.8929e-08 1.52

Table A.4: Convergence rates for viable randomly generated grids G1–G4.

H1 H2 H3 H4
N error rate error rate error rate error rate
10 8.9373e-01 - 9.0618e-01 - 7.6434e-01 - 5.3353e-01 -
20 8.8636e-01 0.01 9.1881e-01 -0.02 6.4426e-01 0.25 6.2261e-01 -0.22
40 9.1826e-01 -0.05 9.4389e-01 -0.04 6.0609e-01 0.09 7.7244e-01 -0.31
80 9.4205e-01 -0.04 9.6075e-01 -0.03 5.8536e-01 0.05 8.8207e-01 -0.19
160 9.4893e-01 -0.01 9.6602e-01 -0.01 5.6721e-01 0.05 9.4356e-01 -0.10
320 9.5010e-01 -0.00 9.6696e-01 -0.00 5.6559e-01 0.00 9.7591e-01 -0.05
640 9.5025e-01 -0.00 9.6709e-01 -0.00 6.2022e-01 -0.13 9.8682e-01 -0.02
1280 9.5027e-01 -0.00 9.6711e-01 -0.00 7.3947e-01 -0.25 9.8894e-01 -0.00

Table A.5: Convergence rates for nonviable randomly generated grids H1–H4.
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Appendix B.

1 Learning to Differentiate

In this notebook we show the basic procedure of constructing SBP
operators using Tensorflow/Keras.

Let us first import a few necessary libraries.

[0]: import numpy as np
import tensorflow as tf
import numpy.polynomial.polynomial as poly
import matplotlib.pyplot as plt
tf.keras.backend.set_floatx('float64')
np.set_printoptions(precision=4,suppress=True)

1.1 Training the quadrature.

We define a grid and generate training data for our quadrature ma-
trix P.

[1]: x = np.array([-1.0, -0.3, 0.0, 0.7, 1.0]) #Define a␣
↪→grid

Nx = len(x)
quad_order = 3
P_xdata = []
P_ydata = []

#Generate training data and validation set
basis_polynomials = \

[poly.Polynomial.basis(k) for k in␣
↪→range(quad_order+1)]

for f in basis_polynomials:
F = f.integ()
P_xdata.append(f(x))
P_ydata.append(F(1.0)-F(-1.0))

P_validation = (np.array(P_xdata), np.array(P_ydata))
num_copies = 20000
P_xdata = np.array(num_copies*P_xdata)
P_ydata = np.array(num_copies*P_ydata)

Recall that our quadrature weights must be positive. We will en-
force this by using a custom weight constraint defined below.
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[2]: #Construct weight constraint to ensure positive weights
min_weight = 0.01
max_weight = 10.0
class PositiveWeightConstraint(tf.keras.constraints.

↪→Constraint):
def __call__(self, w):

w = tf.keras.constraints.NonNeg()(w)
w = tf.keras.constraints.MinMaxNorm(

min_value = min_weight,
max_value = max_weight,
axis = 1)(w)

return w

#Create early stopping callback to exit training when␣
↪→the loss

#stops decreasing
es = tf.keras.callbacks.EarlyStopping(

monitor='val_loss',
restore_best_weights=True,
patience=3)

Next we create and train our model for P, consisting of a single
neuron with five inputs.

[3]: #Create model
P_model = tf.keras.models.Sequential()
P_model.add(tf.keras.layers.Dense(

1, input_shape=(Nx,),
activation='linear',
use_bias=False,

␣
↪→kernel_constraint=PositiveWeightConstraint()))

P_model.compile(loss='mse', optimizer='adam')
P_model.fit(P_xdata, P_ydata,

validation_data=P_validation,
epochs=20, callbacks=[es])

Train on 80000 samples, validate on 4 samples
Epoch 1/20
80000/80000 [==============================] - 3s 36us/

↪→sample - loss: 0.0378 -
val_loss: 4.9984e-06
Epoch 2/20
80000/80000 [==============================] - 2s 28us/

↪→sample - loss: 7.9250e-07
- val_loss: 9.2819e-11
Epoch 3/20
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80000/80000 [==============================] - 2s 28us/
↪→sample - loss: 7.8713e-12

- val_loss: 8.8670e-13
Epoch 4/20
80000/80000 [==============================] - 2s 27us/

↪→sample - loss: 3.7759e-13
- val_loss: 7.3137e-14
Epoch 5/20
80000/80000 [==============================] - 2s 27us/

↪→sample - loss: 3.1618e-14
- val_loss: 1.0702e-14
Epoch 6/20
80000/80000 [==============================] - 2s 27us/

↪→sample - loss: 3.4291e-09
- val_loss: 1.3157e-11
Epoch 7/20
80000/80000 [==============================] - 2s 28us/

↪→sample - loss: 2.1072e-08
- val_loss: 1.9957e-16
Epoch 8/20
80000/80000 [==============================] - 2s 28us/

↪→sample - loss: 2.3947e-08
- val_loss: 8.7886e-16
Epoch 9/20
80000/80000 [==============================] - 2s 27us/

↪→sample - loss: 1.8980e-08
- val_loss: 1.2884e-15
Epoch 10/20
80000/80000 [==============================] - 2s 28us/

↪→sample - loss: 1.4551e-08
- val_loss: 2.9695e-16

[4]: #Extract the weights
P = np.ndarray.flatten(P_model.layers[0].

↪→get_weights()[0])
P = np.diag(P)
print("P = \n{}".format(P))

P =
[[0.2972 0. 0. 0. 0. ]
[0. 0.3154 0. 0. 0. ]
[0. 0. 0.9233 0. 0. ]
[0. 0. 0. 0.2412 0. ]
[0. 0. 0. 0. 0.223 ]]

Let’s check that our quadrature accurately integrates polynomials.
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[5]: for f in basis_polynomials:
print(np.poly1d(np.flip(f.coef)))
print("Approximate integral = {}".format(np.

↪→sum(P@f(x))))
F = f.integ()
print("Exact integral = {}".format(F(1)-F(-1)))
print("Error = {:.4e}".format(np.abs(F(1)-F(-1) -␣

↪→np.sum(P@f(x)))))

1
Approximate integral = 2.0000000092299954
Exact integral = 2.0
Error = 9.2300e-09

1 x
Approximate integral = 2.0911376935606185e-08
Exact integral = 0.0
Error = 2.0911e-08

2
1 x
Approximate integral = 0.6666666732635256
Exact integral = 0.6666666666666666
Error = 6.5969e-09

3
1 x
Approximate integral = 1.5240295747620536e-08
Exact integral = 0.0
Error = 1.5240e-08

1.2 Training the Q-matrix

Recall that our SBP-operator has the form D = P−1Q. We now train
the matrix Q.

[6]: #Generate training data and validation set
diff_order = 2

Q_xdata = []
Q_ydata = []

basis_polynomials = \
[poly.Polynomial.basis(k) for k in␣

↪→range(diff_order+1)]

for f in basis_polynomials:

4



Df = f.deriv()
Q_xdata.append(f(x))
Q_ydata.append(P@Df(x))

Q_validation = (np.array(Q_xdata), np.array(Q_ydata))
num_copies = 20000
Q_xdata = np.array(num_copies*Q_xdata)
Q_ydata = np.array(num_copies*Q_ydata)

The SBP-property can be enforced either through a custom regular-
izer or through a custom weight constraint.

[7]: #Create regularizer for enforcing SBP property
def sbp_regularizer(W):

diag = np.zeros(Nx)
diag[0] = -1
diag[-1] = 1
return tf.nn.l2_loss(tf.transpose(W)+W-tf.linalg.

↪→diag(diag))

#Create weight constraint for enforcing SBP property
class SBPConstraint(tf.keras.constraints.Constraint):

def __call__(self,w):
w = tf.linalg.band_part(w, 0, -1) + \

tf.linalg.band_part(-tf.transpose(w), -1, 0)
diag = Nx*[0]
diag[0] = -0.5
diag[-1] = 0.5
diag = np.array(diag, dtype='float64')
w += tf.linalg.tensor_diag(diag)
return w

#Create early stopping callback to exit training when␣
↪→the loss

#stops decreasing
es = tf.keras.callbacks.EarlyStopping(

monitor='val_loss',
restore_best_weights=True,
patience=3)

[8]: #Create model based on regularizer
Qreg_model = tf.keras.models.Sequential()
Qreg_model.add(

tf.keras.layers.Dense(
Nx, input_shape=(Nx,), activation='linear',
use_bias=False,␣

↪→kernel_regularizer=sbp_regularizer,
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kernel_initializer=tf.keras.initializers.
↪→Ones()))

Qreg_model.compile(loss='mse', optimizer='adam')
Qreg_model.fit(Q_xdata, Q_ydata,

epochs=20, validation_data=Q_validation,
callbacks=[es])

Train on 60000 samples, validate on 3 samples
Epoch 1/20
60000/60000 [==============================] - 2s 33us/

↪→sample - loss: 13.7316 -
val_loss: 0.2616
Epoch 2/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 0.0875 -
val_loss: 0.0358
Epoch 3/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 0.0165 -
val_loss: 0.0040
Epoch 4/20
60000/60000 [==============================] - 2s 30us/

↪→sample - loss: 0.0011 -
val_loss: 1.4307e-04
Epoch 5/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 4.8166e-05
- val_loss: 4.7735e-06
Epoch 6/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 8.0750e-07
- val_loss: 9.3461e-10
Epoch 7/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 6.5855e-11
- val_loss: 3.9028e-17
Epoch 8/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 3.9007e-17
- val_loss: 3.8965e-17
Epoch 9/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 3.9246e-17
- val_loss: 3.9313e-17
Epoch 10/20
60000/60000 [==============================] - 2s 31us/

↪→sample - loss: 4.0374e-17
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- val_loss: 3.9508e-17
Epoch 11/20
60000/60000 [==============================] - 2s 30us/

↪→sample - loss: 6.2960e-09
- val_loss: 1.9537e-09

[9]: #Create model based on weight constraints
Qres_model = tf.keras.models.Sequential()
Qres_model.add(

tf.keras.layers.Dense(
Nx, input_shape=(Nx,), activation='linear',
use_bias=False,␣

↪→kernel_constraint=SBPConstraint(),
kernel_initializer=tf.keras.initializers.

↪→Ones()))
Qres_model.compile(loss='mse', optimizer='adam')
Qres_model.fit(Q_xdata, Q_ydata,

epochs=20, validation_data=Q_validation,
callbacks=[es])

Train on 60000 samples, validate on 3 samples
Epoch 1/20
60000/60000 [==============================] - 2s 32us/

↪→sample - loss: 1.4684 -
val_loss: 0.0537
Epoch 2/20
60000/60000 [==============================] - 2s 29us/

↪→sample - loss: 0.0164 -
val_loss: 0.0062
Epoch 3/20
60000/60000 [==============================] - 2s 30us/

↪→sample - loss: 0.0051 -
val_loss: 0.0043
Epoch 4/20
60000/60000 [==============================] - 2s 30us/

↪→sample - loss: 0.0033 -
val_loss: 0.0022
Epoch 5/20
60000/60000 [==============================] - 2s 30us/

↪→sample - loss: 0.0012 -
val_loss: 4.1660e-04
Epoch 6/20
60000/60000 [==============================] - 2s 29us/

↪→sample - loss: 1.2396e-04
- val_loss: 5.6482e-06
Epoch 7/20
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60000/60000 [==============================] - 2s 30us/
↪→sample - loss: 7.6170e-07

- val_loss: 8.2375e-11
Epoch 8/20
60000/60000 [==============================] - 2s 30us/

↪→sample - loss: 4.5694e-12
- val_loss: 7.3290e-15
Epoch 9/20
60000/60000 [==============================] - 2s 29us/

↪→sample - loss: 7.8228e-15
- val_loss: 7.5385e-15
Epoch 10/20
60000/60000 [==============================] - 2s 29us/

↪→sample - loss: 8.4878e-15
- val_loss: 7.5768e-15
Epoch 11/20
60000/60000 [==============================] - 2s 30us/

↪→sample - loss: 9.7499e-14
- val_loss: 1.4575e-13

[10]: #Extract weights Q based on regularizer
Qreg = np.array(np.transpose(Qreg_model.layers[0].

↪→get_weights()[0]))
Dreg = np.linalg.inv(P)@Qreg
print("Qreg = \n{}".format(Qreg))
print("Dreg = \n{}".format(Dreg))

#Extract weights Q based on weight restriction
Qres = np.array(np.transpose(Qres_model.layers[0].

↪→get_weights()[0]))
Dres = np.linalg.inv(P)@Qres
print("Qres = \n{}".format(Qres))
print("Dres = \n{}".format(Dres))

Qreg =
[[-0.5 0.2424 0.4077 -0.0666 -0.0835]
[-0.2424 -0. 0.1413 0.094 0.0071]
[-0.4077 -0.1413 -0. 0.2521 0.2969]
[ 0.0666 -0.094 -0.2521 0. 0.2795]
[ 0.0835 -0.0071 -0.2969 -0.2795 0.5 ]]

Dreg =
[[-1.6826 0.8158 1.3718 -0.224 -0.281 ]
[-0.7687 -0. 0.4479 0.2982 0.0226]
[-0.4415 -0.153 -0. 0.273 0.3215]
[ 0.276 -0.3899 -1.0452 0. 1.1591]
[ 0.3746 -0.032 -1.3315 -1.2538 2.2426]]

Qres =
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[[-0.5 0.2604 0.3742 -0.0331 -0.1015]
[-0.2604 0. 0.2287 -0.0774 0.1091]
[-0.3742 -0.2287 0. 0.4081 0.1948]
[ 0.0331 0.0774 -0.4081 0. 0.2975]
[ 0.1015 -0.1091 -0.1948 -0.2975 0.5 ]]

Dres =
[[-1.6826 0.8764 1.2593 -0.1115 -0.3416]
[-0.8258 0. 0.7252 -0.2455 0.3461]
[-0.4053 -0.2477 0. 0.442 0.211 ]
[ 0.1374 0.3211 -1.6922 0. 1.2337]
[ 0.4553 -0.4896 -0.8739 -1.3345 2.2426]]

Let’s check that our matrix D = P−1Q accurately differentiates
polynomials.

[11]: print("Q regularizer")
print("-------")
for f in basis_polynomials:

print(np.poly1d(np.flip(f.coef)))
print("Approximate derivative = {}".

↪→format(Dreg@f(x)))
Df = f.deriv()
print("Exact derivative = {}".format(Df(x)))
print("Max Error = {:.4e}".format(np.linalg.

↪→norm(Df(x)-Dreg@f(x),np.inf)))

print("\n\n\n")
print("Q weight restriction")
print("-------")
for f in basis_polynomials:

print(np.poly1d(np.flip(f.coef)))
print("Approximate derivative = {}".

↪→format(Dres@f(x)))
Df = f.deriv()
print("Exact derivative = {}".format(Df(x)))
print("Max Error = {:.4e}".format(np.linalg.

↪→norm(Df(x)-Dres@f(x),np.inf)))

Q regularizer
-------

1
Approximate derivative = [-0. 0. 0. 0. -0.]
Exact derivative = [0. 0. 0. 0. 0.]
Max Error = 4.1412e-09

1 x
Approximate derivative = [1. 1. 1. 1. 1.]
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Exact derivative = [1. 1. 1. 1. 1.]
Max Error = 4.1769e-08

2
1 x
Approximate derivative = [-2. -0.6 -0. 1.4 2. ]
Exact derivative = [-2. -0.6 0. 1.4 2. ]
Max Error = 6.5530e-08

Q weight restriction
-------

1
Approximate derivative = [-0. 0. -0. 0. 0.]
Exact derivative = [0. 0. 0. 0. 0.]
Max Error = 8.7650e-08

1 x
Approximate derivative = [1. 1. 1. 1. 1.]
Exact derivative = [1. 1. 1. 1. 1.]
Max Error = 6.2133e-07

2
1 x
Approximate derivative = [-2. -0.6 -0. 1.4 2. ]
Exact derivative = [-2. -0.6 0. 1.4 2. ]
Max Error = 4.5348e-07

1.3 Linear Advection Simulation

We use our operator to construct a multi-element SBP-SAT scheme.
Feel free to play around with the parameters of the problem (num-
ber of elements, advection speed, initial/boundary data, etc).

[12]: import scipy.sparse as sparse
from scipy.integrate import solve_ivp
def rescale_interval(x,a,b):

return ((b-a)/(x[-1]-x[0]))*(x-x[0])+a

N = 15 #Number of elements
X = [rescale_interval(x,-1+2.0/N*n, -1+2.0/N*(n+1))

for n in range(N)] #Elements

a = 1.0
T = 5.0
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Ds = N*Dres #Rescale Dres or Dreg
Ps = P/N #Rescale quadrature

#Build system matrix for SBP-SAT discretization of u_t␣
↪→+ u_x = 0

L = -a*Ds
L[0,0] = L[0,0] - a/Ps[0,0]
main_diag = sparse.kron(sparse.identity(N), L)
S = sparse.lil_matrix((Nx, Nx))
S[0,-1] = a/Ps[0,0]
I = sparse.spdiags(np.ones(N-1), -1, N, N)
lower_diag = sparse.kron(I,S)
A = main_diag + lower_diag

#Define ODE
def g(t): #Boundary data

return np.sin(np.pi*t)

def f(x): #Initial data
return 0*x

def h(t,y): #y_t = h(t,y)
yt = A*y
yt[0] = yt[0] + a*g(t)/Ps[0,0]
return yt

domain = np.ndarray.flatten(np.array(X))
sol = solve_ivp(h, (0,T), f(domain))

Let’s look at an animation of the solution.

[13]: from matplotlib import animation
from IPython.display import HTML

def anim_line(x, y, t):
'''
Animate a line.
Parameters:

x: x-values
y: y-values
t: times (in seconds) '''

fig, ax = plt.subplots()
title = ax.text(0.5, 0.85, "t = 0",

bbox={'facecolor': 'w', 'alpha': 0.
↪→5, 'pad': 5},

transform=ax.transAxes, ha="center")
ln, = ax.plot(x, y[0])
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total_time = t[-1] - t[0]
fps = len(t)/total_time

def init():
ax.set_xlim(np.min(x), np.max(x))
ax.set_ylim(np.min(y), np.max(y))
ln.set_data(x, y[0])
return ln,

def update(frame):
ln.set_data(x, frame[0])
title.set_text("t = " + "%.2f" % frame[1])
return ax, ln

ani = animation.FuncAnimation(
fig, update, init_func=init, blit=False,
frames=zip(y, t), interval=1000/fps,␣

↪→repeat=True,
save_count=len(y))

return fig, ani

fig,ani = anim_line(domain, np.transpose(sol.y), sol.t)
plt.close()
HTML(ani.to_html5_video())

[14]: <IPython.core.display.HTML object>
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