
Colour Image Search for Graphical Design Inspiration
Henrietta Rydfalk

Linköpings Universitet
Linköping, Sweden

henry773@student.liu.se
ISRN: LIU-IDA/LITH-EX-G--19/057--SE  

 

ABSTRACT
This  thesis  project  aims  to  develop  a  search  algorithm
which uses the colour information in uncompleted graphical
work to find inspirational images that utilizes similar colour
schemes.  The  dominant  colours  are  separated  from  the
image, and those are used to find other images with similar
palettes in a database. The system is intended as part of an
inspirational mood board, and the user case this project is
based  on  handles  the  design  of  a  book  cover,  and  the
selection of  images used to be searched  through consists
entirely  of  book  covers.  The  development  is  done  in
OpenCV and C++, using the k-means cluster method. The
results are inconsistent, and while the fault in the system is
known, it has yet to be mended. 
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INTRODUCTION
In this day and age, software capabilities only grow, and we
gain  new  possibilities  constantly.  Even  within  the  more
specific subject of image recognition and analysis, we see a
wide variety of applications. From a search engines ‘find
related  images’  to  applications  within  medicine.  In  this
case, the relation to consider is colour. 

Colour search and analysis is not new.  There are already
examples on searching by colour on the market today, such
as TinEye Labs[1]. The idea for behind this thesis work is
to  utilize  colour  search  automatically  during  a  design
process of graphical  work, while requiring minimal input
from  the  user.  This  to  allow  the  user  to  focus  on  the
graphical design and not have to break their focus to find
reference images. 

A user  case that  I  will  be focusing on here is  that of an
inspirational  moodboard.  A  graphical  artist  or  team  of
artists are going to design a book cover. The first search is
the usual one, based on keywords.  Such as ‘book cover’,
‘thriller’,  ‘blue’  and  ‘Victorian’.  The  algorithm  then
searches  for  fitting  images  to  display.  These  will  be
displayed in the background, or on a secondary screen, and
supply the artists with ideas and inspiration relevant to what
they are doing.  As the artists start working, the mood-board
software will analyse the in-progress work and update the

displayed  mood-board  accordingly.  If  it  notices  that  the
colour palette of the work updates, the inspiration images
will be adapted accordingly. It is important that it is not too
fast  with  replacements  since,  for  example,  starting  over
from a white canvas should not change all the inspirational
images to white canvases. 

The moodboard displays images in different sections. This
is to allow for variety in the inspirational images, while still
narrowing down each search to be as relevant as possible.
The sections would include one section for colour palettes
for similarly coloured images. 

Purpose
This  thesis  work  is  to  design  a  piece  of  the  moodboard
software. This software will be using the colour information
in the users work to find and expand the colour palette with
examples. The mood-board is intended to be displayed on a
secondary display and require minimal user interaction. 

Research question
How can one extract  dominant colours from an image in
order to find inspirational images with similar palettes?

BACKGROUND
The driving force behind this project came about through
the  design  of  a  room  in  Kopparhammaren  2,  at  the
university campus in Norrköping. It is a circular room with
displays around the walls, and one table in the centre. Once
in use, it became clear that this room was not suited for any
meeting or conference where everyone in the room is meant
to focus on the same point  on one display.  You want to
looks inward, at the centre of the table, not outward at the
screens. 

When  discussing  better  uses  for  this  setup,  the  idea  of
peripheral displays came about. The users focus on a central
point,  and  are  surrounded  by  more  general  messages  or
images  in  their  peripheral  vision.  One implementation of
this  would  be  the  mood-board.  A  mood-board  provides
inspiration  during  a  design  process,  by  showing  images
relevant to what is being designed. It is desired that, as a
designer  works,  they should not  have  to  search  and find
these inspirations themselves, allowing more focused work
while still always having relevant references around them. 
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RELATED WORK
Image analysis has been a developing area for some time,
one example is  MindFinder [2]  from Microsoft  Research
2010.  The  system in  MindFinder  uses  a  combination  of
graphical  information and  labels  to  achieve  better  search
result than keywords alone. It allows the user to draw on a
canvas  and  label  the  symbols  drawn.  Such  as  a  circle
somewhere  on  the  canvas  labelled  ‘sunset’.  The  system
does take colour into account if it is added. 

Another  article  from  the  same  time  and  research  centre
focuses instead on colour maps [3]. In this system, the user
fills  in  broad  colours  on  a  grid  canvas,  and  the  system
searches  for  images  that  matches  these  colours.  Another
option is to select an already existing image, and then mask
the cells on the grid that is to be used for colour matching.
Note that one effect of the grid is that layout information is
taken into account. The authors conclude that while helpful
in  certain  ways,  the  system is  limited  when  determining
shapes.  However,  in  this  project  colour  can  be used and
analysed separately from the specific motives on the image,
and so the lack of shape recognition is not a drawback.

Generating and expanding colour palettes based on colour
theory  has  been  done  as  well.  There  are  numerous  free
applications for generating colours such as [4,5]. These are
applications,  and  the  theory  used  for  generation  is  not
immediately  offered.  A  more  theoretical  approach  to
automatically finding good colour palettes has been done in
[6]. One issue with automatic colour palette generators, and
relying  on  guidelines  of  colour  harmony  is  that  many
factors influence the way humans experience colour.  The
authors of the article admit to the inherent subjectivity of
colour harmony. Stating that there are many factors on what
any given person finds pleasing.  

THEORY

Colour Harmony
The choice of harmonious colour combination is an ancient
field, going back to Aristotle, and how colours are viewed
has changed over time [7]. Today, much of the theory of
colour  harmony  centre  around  the  colour  wheel  and
combinations around it.  

In  order  for  an algorithm to make suggestions on colour
palettes it needs a formal system to calculate these. In one
article, O’Connor [8] brings up that many previous theories
and  attempts  to  formalize  colour  harmony  are  not
scientifically  sound.  Humans experience  colour and  form
opinions  on  colours  based  on  many  often  very  personal
factors, such as age, sex, culture, personal preference and
mental state. Hård and Sivik[9] exclude aesthetic pleasure
and  beauty  from  their  formalised  model  of  colour
combinations for this reason.  

Colour maps
To  suggest  and  expand  on  colour  palettes  it  would  be
possible to rely only on the colour map with empty areas as
‘any’, as is described in [3]. 

A colour map divides the image into cells, 8x8 is suggested
by [3]. This would bring the maximum amount of colours
to 64. The map can then be used to match different images
with similar colours. 

The colour map may contain empty cells, which do not take
part  in  matching.  If  The  input  images  includes  a  large
amount  of  unused  canvas,  then  the  background  canvas
colour (usually white) can be considered empty cells.  

One potential issue with this is that  it  is  possible for the
artist to lay down only one baseline colour to start, which
risks limiting the colour map to the point  it  is  no longer
properly helpful. Another possibility is that if the artist start
with small islands of colour, there are too many options for
the algorithm, and its choices will be chaotic. Thirdly, it is
possible for large swatches of white space to be a desired
part of the design. 

Extracting colour palette
In order to extract the colour palette from a coloured image,
generally  the  number  of  colours  have  to  be  reduced.  In
images using few block colours, as is often the case with
company logos, for example, those colour can be extracted
directly. Anything painted or only using gradients however
will  have colours that  are similar,  but  still  differ  in pixel
value.  

However, colours may be similar to each other. If an image
is mainly blue, but also includes red and yellow, we do not
want the colour palette to only show shades of blue. It is for
this reason the k-means cluster method is used[10].

K is the number of clusters centres used. Initially, cluster
centres are placed randomly. Each data pint will be attached
to its  closest  cluster  centre.  Then,  the centres  are  moved
until the clusters are as dense as they can be. 

In the case where the data points are pixel colour values,
each cluster centre. represents a single colour. 

METHOD
The system for finding inspirational images based on colour
palette follows the general structure of [11] The system will
first need to extract the colour palette from that input. Then
the palette  is  run through  the palette  editor.  Finally,  the
colour  palette  is  compared  to  the  colour  palettes  of  the
images  in  the database.  Both the  palette  editor  utilises  a
colour comparison. This is shown graphically in Figure 1.

The development was done using OpenCV, a free library
for computer vision [12]. 
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Figure 1: A graph of the system, and the parameters that are
used.

Palette
For the extracting the colour palette from the input image,
two approaches were tested. First, the colour map approach.
An image was loaded, and divided into a grid of 4x4 or 8x8.
Because  OpenCV  uses  BGR  (Blue-Green-Red)  as  its
standard colour model, the image will be converted to HSV
(Hue, Saturation, Value), which is more intuitive. 

From  each  cell  of  the  grid,  a  dominant  colour  was
calculated using a the k-means method for k=1. This results
in the mean value of all colours in that cell. Then the whole
cell was given the resulting colour mean. The resulting grid
is the colour map.  

In the second, more direct approach, the colour palette was
acquired immediately with k-means. Where k is the size of
the palette. The use of k=4, k=6 and k=8 were tested, but
ultimately,  k=6  was  chosen  as  the  best  suited  with  this
current setup, 

Colour  palettes  were  also  calculated  for  the  comparison
images  in  the  database.  The  tree  most  dominant  colours
were selected with the k-means method for k=3. The three
colours were then saved.

For  the  database,  one  set  of  book  covers  from  Internet
Archives Open Library[13] was used. From this, a smaller
selection  was  picked  out  for  the  testing  and  adjusting
parameters.  This  was  done  for  faster  calculation,  and  to
have a reasonably sized data set so that the preferred images
could be chosen from it without having to personally look
and judge each of the examples. 

The palette comparison starts at  the first colour from the
input palette, and compares it with all three colours of the
current  item  in  the  list  of  searchable  images.  The
differences found are combined into one value. This is then
done for each colour in the input palette. The images with
the smallest difference were then displayed. 

High value and low saturation colours were removed from
the input palette. This is to let the algorithm to ignore say a
blank  canvas  that  has  not  been  utilized  yet,  and  also  to
assure  it  does  put  too  much  weight  in  the  most  neutral
colours.  The  palette  editor  removes  colours  of  lightness
higher than x, and saturation lower than y. 

Design decisions
One  problem  with  creating  formal  system  of  colour
harmony is that we deal with only aesthetics, and what is
considered  aesthetically  pleasing  differ  between  ages,
cultures, individual people, their mood and the context in
which  the  image  is  seen.  For  this  reason,  formalised
systems to achieve colour harmony will not be completely
relied on in this thesis work. 

A potential work around in using a selection of images such
as book covers. This adds one more layer of quality control
into  the  process.  The  covers  of  published  books  are
generally  made  by  professional  designers,  and  therefore
their  colour  composition  have  at  least  been  judged
acceptable by both an artist and a publisher. It is possible
that, in order to find more structure, simple aesthetic rules
of this time and culture can still be used for a decent effect,
even without relying on them too much. 

Palette matching between the input and the database images
will be done through the main 3 colours of the compared
image palette. The intent is that three colours will allow for
the large scale colour information to be taken into account,
while still allowing variety in how they are used, and for
accent  colours in the result which may not appear in the
input.  It  is  not  reasonable  to  expect  the  HSV  values  to
match exactly, therefore a way of calculating if two colours
are close enough to each other will be required. The highest
sensitivity will be on hue, second to saturation and lastly
value.  This  means  that  hues  have  to  be  very  similar  to
match,  but  allows  more  variety  in  value.  The  exact
weighting for a good result will be determined iteratively. 

Using  a  limited  number  of  colours  for  the  matching  for
greater variety in the search results, while still keeping them
relevant. 
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Colour comparison
The comparison in  colours  is  done from HSV. The hue,
value  and  saturation  values  are  compared  separately.
Saturation  and  value  are  straight  forward,  and  a  simple
absolute division can be used. With hue, one must be aware
that  it  is  circular.  The  lowest  and  highest  value  are  the
same, making the maximum difference only half the range
of the h value. 

Then a weight was applied to each value difference,  and
these  were  then  combined  to  make  the  final  colour
difference value. The standard values for these were hue-
difference*5,  saturation-difference*2  and  value-
difference*1.  Since  humans  are  the  most  sensitive  to
difference in hue, the system puts the most weight on hue,
followed by saturation and lastly value.

Judging results
The algorithm will be working on a test case with one set of
input images, and one larger data set of images to choose
form.  Each  input  image  is  given  a  small  number  of
preferred  results.  This  is  to  have  some  measure  of  the
success rate of the system.  Examples of input and preferred
output follow in Figures 2 to 4. Figures marked ‘a’ are the
input  images  and  following  are  preferred  choices  for
inspiration.

Figure  2a: Input image A.
A  generally  pale  brown
colour scheme with a  red
figure in the centre.   

Figure 2b:
A
preferred
result  for
image A.

  

Figure 2c:  A
preferred  result
for image A.

The first example, image A, shown unedited in Figure 2a
goes  mainly  in  browns  but  shows also distinct  red.  It  is
desired that  the results show browns and reds.  Figure 2b
and 2c show two examples of what is desired to see in the
results. 

Figure 3a: Input image B. 
An  unfinished  drawing  with
uncoloured  canvas  and  two
distinct colours central.     

Figure  3b:  A
preferred result for
image B.

The second example, image B is shown unedited in Figure
3a. It displays an unfinished drawing, the canvas is mostly
uncoloured, but with a figure in the centre coloured with
blue and red. It is desired that both of those colours show in
the results. An example of a desired result is need in Figure
3b. 

Figure 4a: 
Input image C. 
An  artwork  by
Alfonso Mucha       

Figure 4b:  A
preferred  result  for
image C. 

The final example image used here, shown in Figure 4a is
an artwork using mainly  light colours. White, yellow and
orange, with some green and blue also. An example of a
desired result is shown in figure 4b. The image of 4b goes
in mainly yellow and orange, but also relies on more blue
tones than the input.
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RESULT
Tests where done on a set of input images, including those
discussed  in  the  previous  section.  Shown  here  are  a
selection in order to illustrate the general results. 

The colour map technique using grids gave results as seen
in Figures 5 to 10. 

The first two used a 4x4 grid. Input colours with a value
above 200 or saturation below 30 were not considered. The
colour comparison prioritised hue the highest, as described
in the Method section. 

Figure 4 shows the 4x4 colour map of image A. Figure 5
shows the  first  result  of  the  search.  Compare  this  to  the
references in Figure 2b and 2c. The result is not among the
preferred results for image A. The colour map goes mainly
in shades of brown, with some red and grey, and the results
follows a brown colour scheme. 

Figure 5: Colour map of image A
using a 4x4 grid.

   

Figure  6:  First
match result

The same technique for image B is shown in Figure 6. It is
mainly white with darker grey colours in the centre, where
the coloured figure is placed in the original. The original
colours of red and blue do not show.

The same test was done again, with a 8x8 grid, shown in
Figure 8. This increases the number of colours in the  initial
palette from 16 to 64. That is, before reducing the palette by
the least saturated and most similar colours. 

Using  an  8x8  grid,  blue  and  red  shades  start  to  appear.
Looking  closely,  it  can  be  seen  that  the  most  saturated
colours are not the same red and blue as in the input image,
but both go towards purple.  The examples following this
will all be using the 8x8 grid. 

Figure  7: Colour map of image B using a
4x4 grid.

Figure 8: Colour map of image B using an
8x8 grid.

 

Figure 9: Search results for image B using an
8x8 grid. 

Out of the three firsts results from running image B through
the system with an 8x8 grid, two of them are mainly blue
and the third is a red-toned brown. See Figure 9. The first
result is mainly a desaturated blue, but also include small
areas of red. The second is entirely in blue and white and
displays  no  signs  of  the  red  colour.  The  third  is  the
opposite, showing more red tones, but no sign of blue. 

- 5 -



Figure 10: Search results for image C using an 8x8 grid.

Applying the same process to image C, as seen in Figure
10, the first result goes in shades of brown, the second in
browns and blue, and the third mainly in green and white.
All  of  these  colours  are  part  of  the oroginal,  though the
noticeable orange of the original is absent here. None of the
results for B or C include their preferred results. 

Following this, the second method was applied to the same
images. This time, all colours of the image were reduced to
a set number with the k means method. The same weights
were used for all of this and they are made with k=6. Figure
11 shows image A with its colours reduced with k=6. The
colours seen there are  the colours of the palette, then used
for comparison with the images of the database. 

Figures 12, 13 and 14 show the results of input A B and C
respectively. 

Figure 11: Colour reduction of image A using the k-means
method with k=6.

Figure 12: Search results for image A, reduced to 6 colours

Figure 13:  Search results for image B reduced to 6 colours
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For image A, the first two results are brown with some red
tones. The second result is one of those initially chosen as a
preferred result. The last one is brown and blue. There is no
blue in the original image. 

The three results for image B all contain some of the blue.
The second image in entirely black and blue going towards
purple.  The first  image also contains  more red tones and
yellow. The third is heavy on the yellow tones. There is no
yellow in the original image. 

The first result for image C goes in shades of yellows and
browns, and the second in brown. 

DISCUSSION
Only once did a preferred  image show up in the results.
This  shows  an  issue  in  implementation,  and  also  causes
difficulty when trying to judge the remaining results.  The
results still notably different, so their relative quality  have
to be determined by personal judgment. 

First  the initial  image was divided into 16 cells,  and the
dominant colour of each cell was selected with the k-means
method. This worked acceptably as long as the each colour
filled a large continuous area, see Figures 5 and 6. However
this  does  not  work  in  cases  such  as  in  Figure  7  where
notable  colours  take  up  a  relatively  small  space.  In  this
case,  the red and blue from the input image share a cell
along with much grey and white.  This causes  their mean
value to become washed out and grey. The notable colours
in  the  original  image  dissapearing  completely.  The  8x8
version seen in Figure 8 is an improvement. However, the
colours shows in the coloured cells are still not the same
colours as are displaued in the original. The use of a mean
value still wash out the colours that share a cell with white,
and if the red and blue hues occur in the same cell, this will
nudge that cell towards purple. 

One  problem  which  has  remained  through  multiple
itterations is the one seen in Figures 15 and 16. Figure 15
goes  entirely  in  shades  of  blue,  and  the  colours  with  no
saturation (in this case the black edges) should have been
removed.  Yet  there  is  still  a  grey  image included  in the
results in Figure 16, and another result is mainly purple. For
a palette like that in Figure 15, I would have expected all
results to feature the blue. 

Figure  15:  Colour map which goes  entirely  in  shades  of
blue.

Figure 16: Search results for Figure 15

Parameters
The parameters of the colour compare, the weights on hue,
saturation and value, have not been discussed much in this
paper previously. This is because, despite having assumed
that  these would be the parameters  that  needed the most
adjustment, changes to the colour compare made very little
difference in the final results. 

As long as  hue had the highest  priority,  smaller  changes
made no difference. If the order changed, and for example
value was given the highest priority, that would make the
results  loose  any  semblance  of  connection  to  the  input.
Within the given priority, changes to the weights did not
change the results at all. 
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The  minimum  saturation  and  maximum  value  were
included to handle cases where the input had large amounts
of colourless space. This did improve the results for image
B, which does include much uncoloured canvas. (Figure 3a)
The values were set to 200 for maximum value and 30 for
minimum saturation. A smaller cutoff made no difference,
and  larger cutoff started cutting too many colours. It was
the value maximum that had the greatest effect there. 

Working  with  these  parameters  only  got  me  to  a  point
where the input had some visible similarity to the results. It
was  late  in  development  that  I  realised  that  what  really
hindered  the  quality  of  the  results  was  the  palette
comparison.

Therefore,  the  palette  comparison  had  to  be  suddenly
rewritten at  the end of theproject.  The effect  was that  as
long as any colour in the input palette matched well with a
single colour in the reference, it would score well, no matter
if all others matched badly. 

Now, instead the palette comparsion loops over the three
colours in the reference, and picks the best fitting colour in
the input palette for each. This combined value is then used
as the comparitor.

This is not optimal either. There are still examples where
one colour in the original is completely absent. 

During my attempts to find the reason for  these faults,  I
have  come  across  information  warning  me  against  the
specific route I have taken.  Shettini et.al write that when
investigating  clustering  as  a  method of  colour  reduction,
one  problem  found  was  the  need  for  a  sophisticated
similarity measure[14]. The similarity measure I have used,
while now free  from its  initial  error,  is  still  simple.  The
authors write that, when using methods similar to my own
”...the risk of serious error should not be underestimated.” 

I consider this a fault of my own preparatory work. Much of
this  was  focused  on  colour  harmony,  which  could
unfortunately  not  be  implemented  to  the  extent  I  had
planned and hoped for, due to time constraints. In hindsight,
I likely should have used a predefined palette to reduce the
colours of the images, rather than reducing by clusters. The
reliance  on  a  simplistic  similarity  measure  likely
compounds this problem. 

Search efficiency
Two versions of the searchable set was used, one selection
of about 150 images, and a larger set of just over 8000. The
larger set was somewhat edited in order to remove some of
the duplicates and sets of covers that were not judged to be
useful. Such as dictionaries between various languages, all
using  approximately  the  same colour  scheme.  Even with
very limited information saved about each image, and only
three colours extracted, it still takes hours for the program
to run through the entire database and save the information.
As the database manager is supposed to be run rarely and
separately, and not the focus of the work, this was deemed
acceptable. 

The time search for matches in this list is not as notable.
There is a delay, but in seconds, not minutes. And as the
final  version  of  this  product  is  intended  for  background
functionality, a delay in result will not be jarring. The user
will likely not know when new searches are being made at
all. 

Method validity
Some choices  were  made early  on,  with the  intention of
keeping search  times low. In hindsight,  long search  time
never caused a problem, even with the larger set of images
used as database. I might have been better served by storing
more information and this having more information to use,
in order to gain better results. 

The decision to use book covers only for output is based on
the idea that these are already vetted, and this more likely to
be pleasing to the eye, and therefore useful as inspiration. If
the  system  itself  could  make  a  more  specific  vetting
process, then this would not be necessary, or desired. 

The images  used for  input  has very  little  practical  basis.
One of them, image B, (see Fgure 3a) is a work in progress,
but  not  for  a  book  cover  design,  and  not  necessarily
representative of how artists and designers in general work.
In  that  regard,  the  system  is  not  tested  for  the  type  of
images it will likely to use.
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Context and ethical considerations
This article is, but own admission, dealing with a specific
case and not likely to have much effect outside of its own
potential  user  base.  The  techniques  are  useful  for  the
purpose  it  was  designed.  No  threats  against  individual
privacy  has  been  proposed.  The  details  will  depend  on
application in the finished product, but it is worth to keep in
mind that, since the application is intended to do the search
with a users work in progress, any rights to those works in
progress should remain the property of the user. A software
that claims ownership of the images it uses to search would
need to be considered  from an ethical  standpoint,  as this
may infringe on the ownership rights of the artists that uses
it.

CONCLUSION
The image finding system that has been developed, it takes
an input image, extracts a colour palette from it by reducing
the number of colours,  and compares  the palette to other
palettes in a database,  extraced using similar  means.  The
colour  reduction  is  done  with  a  cluster  method  based
around  mean  values.  The  comparison  between  colours
utilizes  the  HSV colour  system.  Each  component  in  the
system can be adjusted.

The image finder runs and finds inspiration images from the
database based on the colour palette of the input. However,
most of the results are unsatisfactory.  

Despite the difference in hue weighting the heaviest, misses
in hue are still very noticeable in the results. This can be
seen especially in the third picture in Figure 12, where blue
shows up without having a reason to, in Figure 13 which
features more yellow than the original image would indicate
and in Figure 16, where the results would be expected to all
heavily feature blue, though not all do. 

The main issue at fault is palette comparison, which is too
simplistic.  Especially given the palette extraction method,
which  would  require  a  more  sophisticated  palette
comparison in order to work well. While the structure of the
system is sound, better results would likely be achieved if
either  a  predetermined  palette  was  used  for  colour
discretization  of  the  input  images,  or  if  the  method  of
palette comparison was made more sophisticated to match
the current colour palettes. 

Future work
The first  thing to be done is repairing the issue with the
colour compare. No other adaptations are likely to improve
results until this is done. 

Only after  this,  would it  be  appropriate  to  start  working
intentional  colour  suggestions.  Currently,  the  colour
suggestions is only based on the fact that the images in the
database are saved with their three most dominant colours.
Any other colour will supply variety the palette. It  is the
intention that in the future, implementation of colour theory
will  be  used  to  determine  what  extended  colour  palette
should be chosen as a result.

It is also worth remembering, that the quality of the results
is currently based on personal judgement and preference. It
would be advantageous  to  bring in  potential  users  of the
system,  and have  a survey  of  their  opinions as  basis  for
what is a good result and not. On that note, input images
would likely offer more value, if they were truly based on
the works in progress of potential users. It would be useful
to  ask artists  and designers  who might  used  the  finished
system what their works in progress look like, since this is
what the system will be using in the end. 
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