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ABSTRACT

The increasing diversity of connected devices leads to new application domains being envi-
sioned. Some of these need ultra low latency or have privacy requirements that cannot be
satisfied by the current cloud. By bringing resources closer to the end user, the recent edge
computing paradigm aims to enable such applications.

One critical aspect to ensure the successful deployment of the edge computing paradigm is
efficient resource management. Indeed, obtaining the needed resources is crucial for the appli-
cations using the edge, but the resource picture of this paradigm is complex. First, as opposed
to the nearly infinite resources provided by the cloud, the edge devices have finite resources.
Moreover, different resource types are required depending on the applications and the devices
supplying those resources are very heterogeneous. This thesis studies several challenges to-
wards enabling efficient resource management for edge computing.

The thesis begins by a review of the state-of-the-art research focusing on resource management
in the edge computing context. A taxonomy is proposed for providing an overview of the cur-
rent research and identify areas in need of further work.

One of the identified challenges is studying the resource supply organization in the case where
a mix of mobile and stationary devices is used to provide the edge resources. The ORCH frame-
work is proposed as a means to orchestrate this edge device mix. The evaluation performed in
a simulator shows that this combination of devices enables higher quality of service for latency-
critical tasks.

Another area is understanding the resource demand side. The thesis presents a study of the
workload of a killer application for edge computing: mixed reality. The MR-Leo prototype
is designed and used as a vehicle to understand the end-to-end latency, the throughput, and
the characteristics of the workload for this type of application. A method for modeling the
workload of an application is devised and applied to MR-Leo in order to obtain a synthetic
workload exhibiting the same characteristics, which can be used in further studies.

This work has been supported by the Swedish National Graduate School in Computer Science (CUGS).
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CHAPTER

1
Introduction

The need for computational power is shaping today’s society. More and
more domains of our daily lives are smartified and new services emerge. In
order to achieve this, there is a need for gathering data and analyzing it. More-
over, new envisioned services require ultra low latency and there are increas-
ing concerns about end users privacy. In recent years, a new paradigm has
emerged in order to tackle these challenges. This is the edge computing
paradigm.

1.1 Edge Computing

Since the advent of computing and IT systems, several paradigms have suc-
ceeded each other, as the technology and needs evolve. This section details
how the edge computing paradigm considered in this thesis appeared and
what its characteristics are.

1.1.1 Origins

There is an identified trend in IT systems that consists in alternating between
centralization and decentralization [1]. The latest widely adopted paradigm
is cloud computing, a heavily centralized paradigm where tasks are sent to
remote huge datacenters that gather a lot of servers used for computation or
storage purposes.

This paradigm has been very successful since the computing power avail-
able in the cloud is without comparison to the one available in end devices.
However, more and more applications want to use the cloud and this means
that the network traffic is increasing to a point that it will not be manageable
with the current infrastructure [2]. Moreover, some applications require ultra

1



1. INTRODUCTION

low latency, which the cloud is not able to provide, so there is a push from
the cloud area to get a solution to reduce the load on the network and offer
lower response times [3].

At the same time, the number of connected devices is increasing, since
the Internet of Things (IoT) is in an expansion phase. According to the lat-
est Ericsson mobility report [4], it is expected that 22.3 billion of IoT devices
will be connected in 2024, in addition to 7.2 billion smartphones. This can be
compared to the 8.6 billion IoT devices and 5.1 billion smartphones actually
connected in 2018. All kind of devices (temperature sensors, fridges, lights,
etc.) can now be seen as data producers and a new type of computation ca-
pability is required for handling the tremendous amount of data generated.
Using the cloud is not a single alternative any more because of the additional
load on the network this would create, but also due to growing privacy con-
cerns and energy constraints [3].

The edge computing paradigm promises to provide for both those emerg-
ing needs, complementing cloud computing.

1.1.2 Concept and Aims

The main concept behind the edge computing paradigm consists in having
network nodes with computational and storage resources close to the user
devices (mobile phones, sensors), at the edge of the current network. Those
network nodes form an intermediate level between the traditional cloud and
the user devices.

Edge computing is an innovative area bringing together diverse business
sectors such as telecommunication actors, vehicle vendors, cloud providers,
and emerging application or device providers. Therefore, the terminology
used in research works for naming the above concept is diverse and still
evolving.

Several of the used denominations are: mobile cloud computing [5], fog
computing [6], edge computing [7], mobile edge computing [8], path com-
puting [9], mobile edge cloud [10], mobile edge network [11], follow-me
cloud [12], mobile follow-me cloud [13], multi-tier cloud federations [14],
small cell cloud [15], fast moving personal cloud [16], CONCERT [17], dis-
tributed clouds [18], and femtoclouds [19, 20].

The common aim behind the above denominations is to provide services
with high responsiveness, enable scalability and the enforcement of privacy
policies, and mitigate cloud outages [7]. In this thesis, we choose to use the
denomination edge computing for denoting this concept.

2



1.1. Edge Computing

1.1.3 Focus Areas

As the body of research work about edge computing is increasing, review
studies provide an overview of the area. We present the different focus areas
of edge computing in order to situate the thesis work in this landscape.

Early on, in 2012, Fernando et al. [5] studied mobile cloud computing
research, which included mobile devices connecting to a cloud, mobile de-
vices collaborating with each other, and mobile devices connecting to a lo-
cal cloud. The last two variants are two architecture variants of the edge
paradigm. They propose a taxonomy of the issues encountered within mo-
bile cloud computing and how they had been addressed at that time.

As edge computing takes place at a layer in between the devices and
the cloud, researchers have studied it with different perspectives, depend-
ing on their primary interest area. Shi et al. [3] describe the edge paradigm
and explain its dynamic, at the confluence of IoT and cloud computing ar-
eas. In particular, IoT challenges are presented by Chiang and Zhang [21].
They describe how those require a new architecture that the edge computing
paradigm can provide. Then, they present use cases and research challenges,
but do not name resource management as one of them.

When presenting a recent (2018) overview of mobile edge computing,
Abbas et al. [22] present several applications as well as research ongoing
in the areas of computational offloading, low latency, storage, and energy
efficiency, that they identified as being the ones where most work has been
conducted. They also present efforts in creating testbeds and works related
to security and privacy issues. According to them, resource optimization is
one currently open issue.

The takeaway from studies on the edge computing paradigm as a whole
is that, although resource management was not one of the main research
areas at an earlier stage, it has become a more important focus area in the last
few years. This serve as a first motivation for the thesis. The thesis provides
a more up to date picture of edge computing resource management research.

Apart from resource management, there are other focus areas in edge
computing. One of them is edge computing deployment, which presents
several technological challenges. Liu et al. [10] present architectures and
frameworks that were used for designing both edge servers and the network
between the different devices involved. Another area is security, e.g. as stud-
ied by Roman et al. [8]. In their work, they describe the security threats that
exist within the edge paradigm and review state-of-the-art research.

In parallel to those focus areas, it is complementary to look at edge com-
puting from an edge application area, or a technology perspective. Examples
of such overviews can be found in the case of smart cities [23], augmented re-
ality [24], software-defined networking [25], or blockchain deployments [26].
This thesis is focusing on the area of resource management and other edge
computing areas are out of the scope.

3



1. INTRODUCTION

1.2 Motivation

In order to make edge computing a reality (and a success), the area of re-
source management is critical for an obvious reason: without reliable access
to edge resources, no edge service can be provided with a reasonable qual-
ity of service. Moreover, even though edge computing has some similarities
with cloud computing, they are very different when considering the resource
perspective. Indeed, the resource aspect of edge computing is more complex.
For example, resource suppliers are highly spread out within the area to be
serviced, the amount of resource provided by each edge device is small com-
pared to a cloud datacenter, and the devices providing the edge resources
are very heterogeneous. This creates some research challenges specific for
the edge computing paradigm.

Resource management for edge computing itself is a wide area, with an
increasing body of research work. It is therefore currently hard to get an
overall view about this area. Getting this overall view is crucial in order for
the work included in this thesis to be relevant.

One part of resource management is to organize the resource supply.
Among other aspects, it means that an edge infrastructure has to be de-
ployed. The resource supply organization has to be performed in an efficient
manner in order to avoid waste of resources while providing high quality of
service. As the geographical areas concerned are large, the traditional way
of providing resources, i.e. by installing stationary devices at selected loca-
tions, is not going to be sufficient. This is due to lack of flexibility in dealing
with sudden changes in the locality of the arriving load. Therefore, alterna-
tive ways of providing resources should be envisioned and studied. One of
those alternatives is provide resources with a mix of stationary and mobile
devices.

The other part of resource management is about estimating the resource
demand. This part is of the highest importance for ensuring the success of
edge computing. Indeed, highly-advanced resource supply technologies are
of no use if they are unable to satisfy the resource demand. Therefore, there
is also a need to study the specificity of edge computing applications, which
will create the resource demand on the edge infrastructure. Certain appli-
cations areas for edge computing have been identified in the literature, such
as augmented reality [27, 22]. However, a study of actual edge applications
is not possible at the moment due to the absence of available edge-managed
ones. Therefore, there is a need for generic methods which can be applied to
several forthcoming edge applications.

Thus, it is a good start to have available edge applications that can run
on prospective edge devices in order to study resource management tech-
niques. However, this is not enough. Indeed, the edge computing paradigm
includes a very large number of devices, both for the demand and the sup-
ply side. Therefore, the edge infrastructure and algorithms need to scale very

4



1.3. Problem Formulation

well to handle the incoming workload. This is so far not possible to study
on an actual infrastructure as real large-scale edge deployments do not ex-
ist. Instead, researchers use simulation tools for conducting such large scale
studies. So far, the load used as an input for those studies is theoretical, due
to the lack of real edge applications. When those are developed, there is a
need to be able to extract their characteristics into a model to later generate
simulated load that emulates the actual application load.

1.3 Problem Formulation

Motivated by these considerations, three problems are formulated for study-
ing in this thesis:

• Study the state-of-the-art in research about the new area of edge com-
puting resource management to identify research gaps.

• Devise and evaluate ways of organizing the edge resource supply to
combine providing high quality of service and using resources effi-
ciently.

• Investigate and analyze workloads created by applications using edge
computing to understand their specific characteristics and the associ-
ated resource demand.

1.4 Contributions

This thesis contributes to resource management advances for edge comput-
ing by providing elements of answers to the three problems formulated
above. The thesis proposes an overview of the area and is a step towards
providing efficient resource management in the context of edge computing.

More precisely, the contributions of this thesis are the following:

1. A review of state-of-the-art edge resource management research: A
novel taxonomy of edge resource management is proposed based on
edge computing research and remaining challenges.

2. A framework for edge orchestration: The ORCH framework is pro-
posed for managing a combination of mobile and stationary edge re-
sources. Moreover, a proof-of-concept implementation and evaluation
of the ORCH framework in a simulator is presented.

3. A study and modeling of an edge application prototype: First, a
generic architecture for offloading analysis of video streams to the edge
and a prototype mixed reality implementation, MR-Leo, is presented.
In order to gain understanding of the demand of this type of applica-
tion and identify performance bottlenecks, throughput and end-to-end

5



1. INTRODUCTION

latency are analyzed for different component choices. Then, a generic
method for characterizing and modeling edge workloads based on real
applications is devised. The method is applied to the MR-Leo proto-
type in order to obtain one mixed reality edge workload model as an
input to future simulations.

1.5 List of Publications

The work presented in this thesis is based on the following publications:

• K. Toczé and S. Nadjm-Tehrani, Where Resources meet at the Edge,
in Proceedings of IEEE International Workshop on Secure and Resource-
Efficient Edge Computing 2017, held in conjunction with CIT, IEEE, 2017.

• K. Toczé and S. Nadjm-Tehrani, A Taxonomy for Management and
Optimization of Multiple Resources in Edge Computing, Wireless
Communications and Mobile Computing, Wiley-Hindawi, 2018.

• K. Toczé and S. Nadjm-Tehrani, ORCH: Distributed Orchestration
Framework using Mobile Edge Devices, in Proceedings of the 3rd IEEE
International Conference on Fog and Edge Computing (ICFEC 2019), IEEE,
2019.

• K. Toczé, N. Schmitt, I. Brandic, A. Aral, and S. Nadjm-Tehrani, To-
wards Edge Benchmarking: A Methodology for Characterizing Edge
Workloads, in Proceedings of the 2019 IEEE 4th International Workshops
on Foundations and Applications of Self* Systems (FAS*W), IEEE, 2019.

• K. Toczé, J. Lindqvist, and S. Nadjm-Tehrani, Performance Study
of Mixed Reality for Edge Computing, in Proceedings of the 12th
IEEE/ACM International Conference on Utility and Cloud Computing
(UCC2019), ACM, 2019. Winner of the best paper award.

The last article above is a work building on the following master thesis,
which was supervised by K. Toczé and examined by S. Nadjm-Tehrani:

• J. Lindqvist, Edge Computing for Mixed Reality, Master’s thesis,
Linköping University, 2019.

1.6 Thesis Outline

The rest of the thesis is organized as follows:
Chapter 2 introduces background knowledge required for reading the

thesis. This comprises a description of edge computing architectures, mixed
reality, and video streaming.

6



1.6. Thesis Outline

Chapter 3 gives an overview of the resource management area for edge
computing by presenting a novel taxonomy together with a state-of-the-art
review.

Chapter 4 studies one alternative for supplying resources at the edge by
investigating the benefits of using a combination of stationary and mobile
edge devices in the edge infrastructure. In order to manage the edge devices,
a distributed framework is proposed and its implementation evaluated in a
simulator.

Chapter 5 dives into the resource demand part and presents the perfor-
mance study of a mixed reality edge application prototype, MR-Leo. This
open-source prototype is modular and several configurations are investi-
gated in order to understand throughput and latency.

Chapter 6 continues with the resource demand part by introducing a
method for creating an abstract/generic model of edge workloads based on
available applications. The method is then applied to MR-Leo.

Chapter 7 concludes this thesis and presents directions for future work.
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CHAPTER

2
Background

This chapter presents the background knowledge required to understand the
rest of the work presented in this thesis. Section 2.1 gives an overview of
the edge computing architectures, including a description of the devices in-
volved. Then, Section 2.2 presents the application domain used as a case
study in Chapter 5 and 6, which is mixed reality. In particular, the case study
uses video streaming, which is introduced in Section 2.3.

2.1 Edge Computing Architectures

As the edge computing paradigm is emerging at the confluence of already
existing paradigms and concepts, those are shaping the different architec-
tural variants that edge computing can use.

2.1.1 Devices Involved

Following the development of the IoT, it is nowadays not only computers or
smartphones which can be connected to the network, but a large variety of
things such as cars, sensors, drones, robots, or home appliances. All those
objects located at the user end of the network, which produce data or need
cloud/edge resources are called end devices in the thesis.

Devices installed close to the end user specifically for edge computing
purposes are called edge devices. Under this term are also included the devices
that are already now connecting the end devices to the rest of the network,
for example, home routers, gateways, access points, or base stations, which
are becoming increasingly powerful [28].
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Finally, physical components of the cloud are referred to by the term cloud
devices. Those network device classifications are used to create three different
levels in the network: the device level, the edge level, and the cloud level.

2.1.2 Current Status of Edge Architectures

Industry and research initiatives such as the Open Edge Computing1 com-
munity, the OpenFog Consortium (that merged with the Industrial Internet
Consortium in early 2019)2, and a European Telecommunications Standards
Institute (ETSI) standardization group working on Multi-access Edge Com-
puting3 have been working on defining standards for the edge computing
paradigm. Standardization efforts coming from the ETSI group have been
reviewed in detail by Mao et al. [29] and Mach et al. [30]. This group is reg-
ularly publishing specifications for different aspects of Multi-Access Edge
Computing, including a reference architecture [31] in January 2019. Mao et
al. [29] also present edge standardization efforts within the 5G standard. In
June 2018, the IEEE Standards Association adopted the reference architecture
from the OpenFog Consortium as a standard for fog computing [32].

Even though some standards are emerging, current research on edge
computing is using several different architectures and there is ongoing work
for defining edge computing architectures. Recent surveys focus on present-
ing these architectures. For example, Liu et al. [10] review different ar-
chitectures for Mobile Edge Cloud servers and networks, and Mach et al.
[30] present an overview of proposed solutions enabling computation to be
brought close to the end device within the field of mobile edge computing.
The approach chosen by Mouradian et al. [33] is to classify the architectures
depending on whether they are application-specific or not. They also elabo-
rate on architectural challenges according to six criteria including scalability
and heterogeneity. Naha et al. [34] describe a high-level architecture, works
proposing different architectures, and propose a classification of fog compo-
nents into eight functionality layers. Recently, Henze et al. [35] mathemati-
cally defined four concepts for describing fog architectures that account for
the dynamic nature of edge environments.

2.1.3 Architecture Categories

In this thesis, the different architectures are grouped into three main cat-
egories inspired by the work of Mtibaa et al. [36]. Those categories are
technology-independent and aim at visualizing three high-level variants of

1http://openedgecomputing.org/
2https://www.iiconsortium.org/index.htm
3http://www.etsi.org/technologies-clusters/technologies/

multi-access-edge-computing
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Figure 2.1: Edge server architecture.

the edge computing concept that the current works are using. The categories
are used in Chapter 3 for classifying current works on resource management.

The first category, named Edge server and depicted in Figure 2.1, is a
generic architecture where end devices are connected to an edge device of
server type, which itself is connected to the rest of the network, including
the cloud. In this type of architecture, the edge device is at a fixed physi-
cal location and has relatively high computational power, though it remains
less powerful than a conventional data center used in the cloud computing
paradigm. Moreover, there is a clear separation between the device level
and the edge level. In the literature, such edge devices are named for ex-
ample cloudlets [37, 38], micro data centers [39, 40], nano data centers [41]
or local cloud [42]. They can be located for example in shops, enterprises,
or co-located with the base stations of the telecom access network. Indeed,
in the ongoing work on what the fifth generation (5G) of telecommunica-
tion networks will look like, a cloud radio access network (C-RAN) is envis-
aged [43, 44], with connections to other edge computing areas such as mobile
cloud computing [45].

The second category, named Coordinator device and depicted in Figure 2.2,
is an architecture where one end device acts as a coordinator between the
other end devices. It also acts as a proxy towards an edge device and/or the
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Figure 2.2: Coordinator device architecture.

cloud if such connectivity is needed. The difference between a coordinator
device and an edge server is that the coordinator device can be mobile and
has less computational power and bandwidth than an edge server. In this
architecture category, the border between the device level and the edge level
is not a sharp one, as the coordinator level providing edge functionality can
actually be an end device. Solutions using this category of architecture are
named for example fog colonies with a control node [46], vehicular clouds
with a cluster head [47] and local clouds with a local resource coordinator
[48].

The last category, named Device cloud and depicted in Figure 2.3, is an
architecture where the end devices communicate with each other to find
needed resources and deliver the wanted services. The devices might com-
municate with an edge device connected to the cloud if needed but this is not
necessary. In this architecture category, the device level and the edge level
are thus merged. Research work considering this category of architecture call
it opportunistic computing [49], cooperation-based mobile cloud computing
[50, 51], or transient clouds [52].
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Figure 2.3: Device cloud architecture.

2.2 Mixed Reality

In this thesis, a case study is conducted on a specific edge application do-
main: mixed reality. Mixed reality is a very relevant use case for edge com-
puting and is considered as a "killer app" for edge computing [27].

2.2.1 Reality-Virtuality Continuum

In a recent survey, Bekele et al. [53] present the reality-virtuality continuum
and its evolution since the original description by Milgram and Kishino [54].
This continuum (shown on Figure 2.4) presents the span between reality on
one side and virtual reality (VR) on the other side. In between are augmented
reality (AR) and augmented virtuality (AV), depending on how much virtu-
ality is embedded in the real-world.

Mixed Reality (MR) is the umbrella term for both AR and AV, designating
any technology mixing reality and virtuality. Hence, an MR image can be
including a few virtual elements, like one Android mascot in a room (see
Figure 2.5a), or many virtual elements like real persons moving into a virtual
city (see Figure 2.5b).
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Figure 2.4: Reality-virtuality continuum.

(a) Few virtual elements (b) Many virtual elements

Figure 2.5: MR examples.
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Figure 2.6: MR application pipeline

2.2.2 MR Pipeline

The basic steps of an MR application are illustrated in Figure 2.6. First the re-
ality is captured, usually in the form of a video stream (1), then this stream is
analyzed and a virtual representation of the world is constructed (called the
point cloud) (2). After that, the virtual graphics are created and placed to be
at the wanted position (3) and finally the resulting video stream is displayed
to the user (4). Next, these steps are described in more detail.

Sensor input: The end device can be equipped with different sensors, the
most common being a camera that will gather a video stream of the reality.
This input can also be combined with other sensory input such as input from
the Inertial Measurement Unit, to give more precise information about the
end device’s movement in the surroundings.

Point cloud: In order for the virtual elements to blend nicely in the reality
and therefore bring the illusion of reality to the end user, the MR application
needs to create a virtual representation of the surroundings of the end device
and to follow the location of the end device in this environment. For exam-
ple, this representation will enable the detection of flat surfaces (horizontal
or vertical) in order to place virtual elements at positions that make sense for
a human (e.g. avoid placing a 3D virtual touristic guide so that it is walking
on a wall).

In order to create this representation, simultaneous localization and map-
ping (SLAM) techniques have been developed in the past [55, 56]. Those
techniques enable the creation of a 3D map of the surroundings and keep
track of the end device’s position within it. This 3D map is often modelled as
a 3D point cloud. This part is very computationally intensive since advanced
computer vision are required (e.g. edge detection, human face detection, and
structure from motion) to create the surroundings map.

Graphic overlay: Once the point cloud is created, it will be used to pro-
vide the MR functionality, for example to place the virtual element(s) when
needed. A visualization of the point cloud can also be output to the user. De-
pending on how detailed the virtual objects should be rendered (only text or
3D objects with use of shadows, refined textures, etc.) the resource require-
ments for this part vary. After creating the virtual element(s), this part uses
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the point cloud information to place each element at an appropriate location
in the surroundings of the end device, thus creating an overlay to the initial
video stream.

Display: Finally, the resulting video stream comprising the original video
stream with the added virtual graphic overlay is displayed to the end user.

2.3 Video Streaming

In the MR case study conducted in this thesis, the sensor input (in this case
a video) is sent to an edge device in order to be analyzed. To achieve this,
video streaming techniques were required. These can be divided into two
categories: the video compression standard that will be used for encod-
ing/decoding the video and the transport protocol that will be used for the
actual sending of the encoded video.

2.3.1 Video Compression Standards

In the thesis, two alternatives for the video compression standard are consid-
ered: H.264 and MJPEG. Their particularities are briefly presented here.

When using the H.264 standard, some video frames from the stream will
be selected as keyframes. These are going to be transmitted entirely. The
frames in between two keyframes are not transmitted entirely, only the dif-
ference to the previous frame is transmitted. The full image will then be re-
constructed at the receiver end. This technique is used to reduce the amount
of data that needs to be transmitted, at the expense of a higher complexity of
the encoding/decoding phase.

In the MJPEG (or Motion JPEG) standard, every frame is compressed to a
JPEG image. Depending on the degree of compression chosen at the encod-
ing, the amount of data to be transmitted will be more or less important, at
the expense of image quality.

2.3.2 Transport Protocols

As for video compression, two different alternatives are considered for the
transport protocol used in the case study.

The first protocol considered is the Transmission Control Protocol (TCP).
It is a protocol that was created for enabling reliable transmission for the In-
ternet and was specified in the early 80s by the Internet Engineering Task
Force. The focus of the TCP protocol is on ensuring that all the bytes trans-
mitted will be received, in the same order as they were sent. This is achieved
through an acknowledgment technique called positive acknowledgement
with re-transmission. It means that the receiver should send an acknowl-
edgement message back to the sender upon receiving a packet. If no ac-
knowledgment is received within a timer, the sender will send the packet
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again. Thus, TCP offers no guarantee about how long it will take for a packet
to be delivered, but it will ensure that all packets will be delivered in the or-
der they were sent.

The second protocol considered is the User Datagram Protocol (UDP). It
was also designed in the early 80s by David P. Reed and belongs to the Inter-
net protocol suite, like TCP. UDP is connectionless, meaning that it does not
require some connection establishment mechanism. It also offers no guar-
antee about packet delivery or order. There will be no re-transmission if a
packet gets lost. Therefore, the protocol is more lightweight than TCP, but it
will be more sensitive to disturbances in the network.
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CHAPTER

3
Resource Management at the
Edge

In this chapter, an overview of resource management areas is presented. It
includes the proposed taxonomy constructed through a literature review and
presents state-of-the-art research in the field of resource management for
edge computing. For the areas specifically discussed in more details in the
rest of the thesis, related works that may consider other domains are also
included when relevant.

3.1 Overview

As mentioned earlier, resource management is a crucial area for the success-
ful deployment of edge computing. There is an increasing body of work in
this broad area and the rest of this section gives an overview of the differ-
ent perspectives that exist and presents the notion of offloading, that is used
in various edge scenarios and exhibits challenges with regards to resource
management.

3.1.1 Different Perspectives

In an early review, Yi et al. [57] include three works in a resource manage-
ment section, writing that this is an interesting problem to be studied in the
edge computing context.

Mukherjee et al. [58] include resource management issues as one aspect
of their study, together with architectures, models used for latency, network-
ing and energy consumption, issues in the access network and applications.
However, they do not provide a taxonomy and only consider 12 works,
mostly from the year 2016.
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Mahmud et al. [59] include a resource-related branch in their taxonomy
for fog computing. This one covers the the resource or service provisioning
metrics used by current works.

Yousefpour et al. [60] propose first a comparison of fog computing and
related paradigms such as edge or cloud computing. Then, they present a
taxonomy for fog computing that cover nine various aspects such as frame-
works, design, software, hardware, and security. One of this aspect is re-
source management and provisioning, and the authors present part of the
recent work in this area. Finally, Yousefpour et al. list nineteen challenges or
future research directions, of which twelve are related to resource manage-
ment, thus showing the importance that this area has for the future of edge
computing.

Naha et al. [34] also propose first an overview of fog computing and of
the related paradigms. Then they deep dive into the different architectures
proposed. Similar to the architectures presented in Section 2.1.3, most work
considered three layers. They propose a taxonomy for fog computing from
the requirements perspective for the fog infrastructure, platforms and appli-
cations. Resource allocation and scheduling can be found as a sub category
of the platform part.

Mach et al. [30] survey works dealing with computation offloading to
mobile edge computing. They especially focus on presenting works dealing
with the resource allocation aspect and on mobility management.

Mao et al. [29] consider the communication perspective on mobile edge
computing and present different models used for computation and commu-
nication. With regards to resource management, they separate single-user
systems from multi-user systems and classify works according to this. They
also consider systems with heterogeneous servers.

Rejiba et al. [61] focus on one specific aspect of resource management and
survey works dealing with service migration. Their classification is based on
the type of objective chosen for the optimization of the migration perfor-
mance: either it is about cost, time or success rate.

This chapter complements the above perspectives by providing an
overview that is both i) specifically targeting resource management and not
any other aspects of edge computing, and ii) covering all different aspects of
resource management with a focus on edge resources. The notion of edge
computing used for this review encompass the different architectural cate-
gories that were presented in Section 2.1.3. Figure 3.1 shows the distribution
of the selected papers with regards to the three architectural categories. It
can be seen that the edge server category is clearly predominant. This may
be explained by a strong influence of the cloud computing community on the
edge computing one, as the edge server category presents similarities with
the way cloud computing is organized.
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3.1. Overview

Figure 3.1: Distribution of the selected papers according to their architectural
category.

3.1.2 Offloading

One area that is of high importance and is present in many use-cases in edge
computing is offloading. This is the idea of executing a task on another de-
vice than the current execution target, typically one having more powerful
computational capacities or being less energy-constrained. Resource man-
agement is tightly connected to offloading since in order to take a decision to
offload one needs to have knowledge about system resources. This knowl-
edge is provided by resource management techniques. For example, resource
discovery can be used as an input for taking an offloading decision while re-
source allocation techniques can be used to perform the offloading decision.

This generic idea of edge offloading is illustrated in Figure 3.2. The input
can for example be sensor data such as a video stream or a GPS location, and
the output something that will be displayed to the end users. The arrows de-
pict communication, that can be internal to the device (in the non-offloaded
case) or in between two devices (in the offloaded case).

Offloading to the cloud, that can be considered as having unlimited
resources, is one of the solutions that has been envisioned in the past
[62, 63, 64, 65, 66]. However, with the recent advent of edge computing,
works such as the one by Chen et al. [27] have shown that using edge is
clearly preferable to using cloud in the case of augmented reality applica-
tions, because of the reduced latency delay that edge provides.

In addition to latency considerations, offloading to the edge is also prefer-
able from an energy point of view as the telecommunication networks have
the highest share of the overall energy consumption of ICT. The fact that
edge computing consists of local traffic is thus a step in the right direction
[67]. Keeping the computation as close as possible to the end users would
also keep the energy cost of edge applications as low as possible.

21



3. RESOURCE MANAGEMENT AT THE EDGE

Figure 3.2: Generic idea of edge offloading.

In the thesis, the case of an application that gathers input and outputs
results in the same end device is considered (as shown in Figure 3.2). Other
works like the one by Trinelli et al. [68] considered the case where the input
and output devices are different.

3.2 Taxonomy

A taxonomy of resource management at the edge is proposed, that will be
used for classifying the reviewed papers. This taxonomy, illustrated in Fig-
ure 3.3, aims at getting an overview of state-of-the-art research in the area
of resource management in edge computing and presents four main aspects:
resource type, objective of resource management, resource location, and re-
source use.

The two first aspects were constructed by reviewing the current type of
resources used and the objective for which they are used in the literature.
The two last aspects are based on mutually-exclusive pairs for describing the
resource location and the use of the resource.

In the coming sections, the different parts of the taxonomy are described,
as well as how the surveyed works can be placed with regards to the four
above contexts.

3.3 Resource Type

When looking at resource management, the first step is to analyze what re-
source types are of interest in the particular context of edge computing. One
reason to use edge is reducing the response time, which can be done if com-
putation and communication resources are provided and used adequately.
Storage as a resource is also a concern since local storage may benefit secu-
rity or timeliness. A less obvious resource type is data (e.g. availability of
sensors) that provides local benefits to an application (e.g. use of cameras
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Figure 3.3: A taxonomy of resource management at the edge.

or location sensors). The next category, energy as a resource, is clearly in-
fluenced by the amount of computation, communication, storage, and data
capturing that goes on. Finally, some works consider resources in a generic
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way using abstract terms such as "Virtual Resource Value" [39, 69] or just as
unit-less elements in a model.

3.3.1 Single Resource Focus

Even though the majority of the reviewed papers choose to focus on several
resources, some works focus on only one resource type. In this case, most
of the works use a generic resource type, that is used as an abstraction for
actual resources. The abstraction used varies in various articles. For exam-
ple, Penner et al. [52] work with device capabilities as an abstraction, and
Wang et al. [70] use generic cost functions that can be used to model many
aspects of performance such as monetary cost, service access latency, amount
of processing resource consumption or a combination of these.

Moreover, some works focus solely on one resource type. Energy is one
of them and Borylo et al. [71] classify datacenters in two categories (green
and brown depending on which source of energy they use) before using a
latency-aware policy to choose a data center for serving a request. Another
one is computation. For example, Fricker et al. [72] use servers as an abstrac-
tion (one request occupies one server).

3.3.2 Multiple Resource Focus

The most common combination of resource types studied is computational
and communicational resources together. Computational resources can be
addressed at a physical level, e.g. discussing CPU cycles [45], Millions of In-
structions per Second (MIPS) [40], or number of processors per cloudlet [73].
It can also be adressed at a conceptual level by considering different com-
puting resources based on the average number of tasks completed per unit
of time [74], or by the use of virtual machines (VMs) [75] or containers [76]
as resource elements. For communicational resources, bandwidth [77, 78],
communication power [79], or a delay term impacting the task completion
time [74, 40] are considered.

Some works include another resource type in addition to computation
and communication. Habak et al [20] also consider data about task depen-
dencies. Skarlat et al. [46] add service demand with regards to storage
resources. VMs can also be considered as an encapsulation of computa-
tion, communication, and storage, in methods that ensure that underlying
resources in the device hosting the VM are adequate [80]. Chen and Xu
[81] consider computing (CPU cycles per second), communication as radio-
access provisioning, and energy used both for transmission and computa-
tion. Sardellitti et al. [82] aim at minimizing the overall energy consumption
of the users in their joint optimization problem. Finally, Elgazar et al. [83]
propose a solution for file storage at the edge that consider the energy con-
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sumption of the device involved as well as the communication technology
used.

3.3.3 Summary of Resource Types

Examining the collection of papers considered, resource studies so far seem
to focus on computation and communication resources to a greater extent.
Moreover, data and energy are underrepresented among resources studied.

It is noticeable that storage is not the main focus of attention. This could
be due to the fact that the cloud is available as a fall-back in many cases or
that persistent data storage is not the main focus of most edge applications.
An alternative explanation could be that the authors focus on a reduced set
of resources for ease of presentation thinking that the work can be extended
to other resources. Such claims, however, have to be considered with care as
this is ignoring that interactions between resources may exist as studied by
Yousaf et al. [44].

Some resources are dealt with mainly as physical elements whereas oth-
ers naturally lend themselves to be defined in abstract ways. For example,
sensors are present in the end devices, which can produce useful data needed
for the completion of the task (as in [52, 48, 84, 46]), whereas bandwidth
(throughput) is a natural abstraction for distinguishing between different ra-
dio interfaces or different physical environments. Moreover, when using a
generic resource representation, it is easier to combine several resource types
or to combine resources with other performance-related considerations, one
example being the generic cost function in the work by Wang et al. [70].

3.4 Objective

An important aspect of resource management included in the taxonomy is
its objective, that can be decomposed into several areas addressing different
problems. This is shown in the branches under objective in Figure 3.3. Table
3.1 presents which problem(s) are addressed by a selection of articles.

By far, the most active area of research in the edge resource management
is resource allocation, as visible in Table 3.1. This is followed by optimiza-
tion as a goal, where we see a great majority of papers present. Among the
objectives from our taxonomy, resource sharing and resource discovery are
least studied.

3.4.1 Resource Estimation

One of the first requirements in resource management is the ability to esti-
mate how many resources will be needed to complete a task or to carry a
load. This is important, especially for being able to handle fluctuations in
resource demand while maintaining a good quality of service (QoS) for the
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Table 3.1: Selected articles according to objective of resource management.

Objective

Estimation Discovery Allocation Sharing Optimization

Ahvar [67] 3
Aït-Salaht [85] 3 3
Bittencourt [78] 3
Borgia [86] 3
Borylo [71] 3
Boubin [87] 3
Chen [81] 3
De Maio [88] 3 3
Elgazar [83] 3
Fahs [89] 3
Fricker [72] 3
Gu [80] 3 3
Habak [20] 3 3 3 3
Liu [77] 3 3
Liu [50] 3 3 3
Mahmud [90] 3 3
Penner [52] 3
Rodrigues [73] 3 3
Sardellitti [82] 3 3
Singh [40] 3
Skarlat [46] 3 3 3
Sonmez [91] 3 3
Tang [79] 3
Tärneberg [75] 3 3
Wang [45] 3 3
Wang [70] 3 3 3
Wang [92] 3 3
Wang [93] 3 3
Xia [94] 3 3
Yi [76] 3 3
Zamani [74] 3 3 3
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user. On the supply side, resources at the edge can be mobile, and thus be-
come unreachable, which makes them less reliable than resources in a data
center. On the demand side, user mobility implies that there can be sudden
user churn, with the corresponding dynamic requests having to be handled
by the edge.

In their work, Liu et al. [50] use the average of historical data in order
to predict the characteristics of resource distribution and usage for the next
time slot. Wang et al. [70] study the optimal size of a look-ahead window
for prediction into the future in order to minimize cost over time. With re-
spect to computational resources, Habak et al. [20] are estimating the task
requirements within a job analyzer.

Focusing on energy, Ahvar et al. [67] present a model for estimating
the energy consumption of different edge and cloud architectures. Simi-
larly, Boubin et al. [87] describe a model for estimating how a certain hard-
ware/software configuration will impact mission throughput.

3.4.2 Resource Discovery

As opposed to the estimation problem which relates to the demand side,
resource discovery is about the supply side. A management system needs
to know which resources are available for use, where they are located and
how long they will be available for use (especially if the resource providing
device is moving or is battery-driven). This area is especially important at
the edge where every resource is not under the control of the system at all
times, so the supply is volatile.

Using a locally-centralized strategy for resource discovery as in [47]
comes at the cost of the necessity to regularly update the node gathering the
resource information. Such updates are costly, for example in terms of energy
consumption, as studied by Liu et al. [50]. They propose an algorithm en-
abling a switch between a locally-centralized mode and a distributed mode.
Some works include resource discovery through existing tools: Zamani et al.
[74] use a framework called CometCloud which performs resource discovery
for video analysis.

3.4.3 Resource Allocation

Resource allocation can be tackled from two different perspectives: where
to allocate (both initially, but also where and when to perform a migration
if needed), and when and how much to allocate. Among the dominant ap-
proaches to allocation in the selected articles presented in Table 3.1, we find
the following three perspectives: placement (15 articles) , migration (3 arti-
cles) , and scheduling (2 articles) . Some works also use a multi-perspective
approach (6 articles) .
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Placement

Most of the surveyed works emphasize task placement, i.e. where should the
task be executed and the resource allocated for the best possible execution.
The definition of best execution varies depending on the considered system
and the focus of the research. The reviewed works consider placement for of-
floading from the end devices to the edge or the cloud [82, 46, 70, 86, 83, 94],
or in between edge devices, i.e. for load distribution [72]. Some works con-
sider dynamic resource provisioning [71], VM placement [80], or container
placement [89].

As task placement is one part of the orchestration framework presented
in the thesis, a further litterature study showed that in the majority of the
works, a central entity gets all the task placement requests. In this type of
scenario, the task placement problem can be formulated as an optimization
problem where several tasks have to be dispatched among several edge de-
vices and is solved using various optimization techniques [95, 70, 96, 97, 85].
Even when the requests are received in a distributed manner among of group
of edge devices, the task placement is still performed at only one device
within the group [98]. Some works proposed heuristics instead of optimiza-
tion [99, 94], but the task placement is still performed in a centralized manner.
Foggy [100] is one example framework for centralized orchestration. How-
ever, centralized approaches have drawbacks and may not be suited to the
inherently distributive nature of edge computing. Therefore, it is interesting
to consider fully distributed task placement, i.e. where each edge device is
responsible for placing the tasks it receives.

Distributed task placement problems are typically tackled by a pool of
edge devices when the needed resources are not present at the current edge
device. Guiguis et al. [101] present a distributed way of maintaining the re-
source information, when optimizing the placement of a set of tasks. Mascitti
et al. [102] find the best composition of services between different devices.

However, not only the tasks need be placed, but also the edge devices
that will provide the resources for handling the tasks. In the selected works,
only De Maio and Brandic [88] consider this aspect, but for placing stationary
edge devices. This is also the case in the work by Li et al. [103]. Mobile edge
devices have, to the best of our knowledge not been considered for edge
servers, but Plachy et al. [104] showed that mobile (in that particular case
flying) base stations are beneficial for increasing the data rate a user can get.

Migration

Still considering where the task should be executed and when it comes to vir-
tual entities such as services, applications, tasks, and VMs, the focus could
also be on how they can be moved during execution if the new location is
better, i.e. on migration. For example, Tärneberg et al. [75] study application-
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driven placement and Penner et al. [52] concentrate on task assignment that
can be balanced amoung devices. With respect to virtual computational re-
sources, Fan et al. [105] and Rodrigues et al. [73] focus on VM migration, but
with different optimization objectives (increase the use of green energy and
minimize delays, respectively).

Scheduling

Regarding when to allocate resources, Bittencourt et al. [78] study the impact
of three different fog scheduling strategies on application QoS (concurrent,
first come-first served, and delay-priority). With the same focus, Singh et
al. [40] consider scheduling only for private tasks, i.e. that can only be exe-
cuted on the local edge server. In their algorithm, tasks are considered in an
earliest-deadline-first manner. Regarding how many resources to allocate,
Wang et al. [45] propose a joint cost-effective resource allocation between the
mobile cloud computing infrastructures and the cloud radio access network
infrastructure.

Multi-perspective

Some works tackle several of the above mentioned perspectives. Liu et al.
[77] present a multi-resource allocation system which first decides whether
the request should be served or rejected (admission control), then where to
run it (edge or cloud level), and finally how much bandwidth and computing
resources should be allocated for this task. In the context of video analysis,
Zamani et al. [74] also studied scheduling and placement. Their scheduling
is based on identified chunks of video, applying two alternatives: minimiz-
ing computation time or minimizing computation costs. Their placement is
done after resource discovery using CometCloud. Also in the area of video
analytics, Yi et al. [76] investigate three task prioritizing schemes (Johns-
son’s rule, short IO first, longest CPU last) for scheduling the task requests
at a receiving edge node and three task placement schemes for collaboration
within the edge level (shortest transmission time first, shortest queue length
first, and shortest scheduling latency first). Singh et al. [40] consider both
placement and scheduling with respect to semi-private or public tasks. Still
considering earliest-deadline first for scheduling, the placement strategy is
to try first one’s own edge, then one’s own cloud and if they are overloaded,
go to some external edge, and then to an external cloud. Habak et al. [20] first
consider placement for deciding in which end device a task will be run and
then scheduling of the computation resource. They propose a fair queuing-
based task pick-up that ensures a fair execution of the tasks belonging to dif-
ferent services. Wang et al. [92] consider placement of user workload with
mobile user and include migration as one of the four types of costs included
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in the optimization problem, together with operation cost, service quality
cost and reconfiguration cost.

Other works that consider several perspectives for resource allocation are
the ones proposing orchestrations frameworks. A few of them have been
developed for edge computing in the past few years. Santoro et al. [100]
propose a framework called Foggy for workload association. They imple-
mented the framework in a testbed by using the OpenStack and Kubernetes
technologies and the orchestration is performed in a centralized way. Son-
mez et al. [91] propose a workload orchestrator using fuzzy logic evaluated
using the EdgeCloudSim simulator. The orchestration is performed in a cen-
tralized way and considers only task placement. In a recent licentiate thesis,
Nguyen [106] describes a proposal for an autonomous edge resource man-
agement system using a MAPE-K (Monitor, Analyze, Plan, Execution, and
Knowledge) feedback loop. The implementation of this system is a work-in-
progress and so far the focus has been on studying workload prediction for
the Analyze part of the system.

3.4.4 Resource Sharing

Resources on end devices are heterogeneous and most of the time scarce.
Edge devices also have limited resources compared to (almost infinite) re-
sources in the cloud. Sharing resources between devices or between end and
edge devices aims at tackling three different issues: not having the needed
resource at all in the device where the task is initiated, not having enough of
it, or using other devices’ resources in order to get a faster completion of the
task. Sharing resources is typically realized by pooling resources in the local
vicinity of client nodes. This can extend to the edge domain (clustering edge
servers) or remain at end devices. The latter is investigated by Skarlat et al
in so-called fog colonies [46].

We can classify the reviewed articles into two categories according to
whether they include how to form the groups of devices that will share re-
sources or if they assume that the formation is already done and focus on the
actual sharing. We call these two categories as dynamic coalitions, and static
coalitions respectively. Starting with dynamic coalitions, Chen and Xu [81]
include the formation of device coalitions by using a coalition game incor-
porating trust considerations. When supply matches demand, they found
that using a coalition can lead up to 40% lower weighted cost compared to
a non-cooperative scenario. Moving to static coalitions, Skarlat et al. [46]
consider resources shared between two neighbor fog colonies and achieve a
35% reduction of execution cost compared to a cloud-only strategy.

Finally, even if resource sharing can bring benefits for a group of end
devices, it is not obvious that users will agree to share their resources, espe-
cially if they are always on the providing side. Therefore there is a need to
develop incentives for resource sharing. This is tackled in works by Tang et
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al. [79] and Chen and Xu [81]. The following mechanisms are provided in
the above works respectively: a) a double bidding mechanism for demander
and supplier of resources where the focus is on how to encourage mobiles
with resources to share them, and b) payment incentives for lending out re-
sources. On the same topic, Habak et al. [20] performed a pilot study to
identify effective incentive mechanisms such as getting compensation (e.g.
money) or if the reason for the computation taking place is significant (e.g.
emergencies).

3.4.5 Resource Optimization

A fifth objective pursued in the reviewed works is to optimize the resource
use at the edge. This is usually a joint objective together with one of the
previously described objectives. Which aspect should be optimized and the
associated constraints varies among the reviewed works but the three main
ones are QoS (often understood as latency), energy, and operational cost.
How the optimization problem is formulated and solved also varies, and
those variations are presented below.

First, some articles consider selecting the optimum solution by com-
paring the results from different candidates and selecting the mini-
mum/maximum value depending on the objective [44, 107]. Another
group of works solves their optimization problem using linear program-
ming [77, 41], an approximation based on linear programming [51], or inte-
ger linear programming [46, 108]. Other works use mixed-integer non-linear
programming [80, 76]. Recently, constraint programming [85] has also been
used.

Some works focus on convex problems [70, 48], while other consider non-
convex problems and either tranform it to a convex problem (e.g. using a
Weighted Minimum Mean Square Error-based method [45]) or solve it (e.g.
by developing a method based on Successive Convex Approximation, for the
centralized approach in [82]).

A further group of works proposes their own algorithm or heuristic.
Tärneberg et al. [75] approximate an exhaustive search approach yielding
an optimal solution but having exponential computation complexity with an
iterative local search algorithm finding a local optimal solution. Zamani et
al. [74] implement an optimization strategy where constraints on computa-
tion time and cost are enforced using an admission control strategy. Wang
et al. [70] present a binary search algorithm for finding the optimal look-
ahead window size, and Habak et al. [20] propose an algorithm in order to
do deadline-based optimization when a helper has to handle multiple tasks
belonging to different services. Liu et al. [50] propose a heuristic algorithm
that uses different statistics to estimate the energy that is going to be con-
sumed in each of the two possible modes during a time slot, and chooses
which mode to use depending on this and other parameters. Mahmud et al.
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[90] propose an heuristic for reducing the number of active edge nodes, as a
linear programming solution takes too long to be found. Xia et al. [94] pro-
pose four different heuristicis for minimizing the average response time that
can be combined to each other in order to improve scalability and response
times. Finally, De Maio and Brandic [88] use the meta heuristic NSGA-II,
which is a genetic algorithm.

A recent body of works consider online methods for optimizing. Indeed,
the arrival times or any other required task information may not be available
in advance. For their online solution, Sonmez et al. [91] use fuzzy logic
for their workload orchestrator while Wang et al. [92] propose the MOERA
algorithm for solving their formulated mixed nonlinear problem using the
regularization technique and convex programming. Also considering online
placement, Wang et al. [93] propose an approximation algorithm building
upon a baseline algorithm giving an optimal solution in the case of a linear
application graph.

3.5 Resource Location

Computing at the edge differentiates itself from regular cloud computing
with the fact that resources used can belong to different levels. It is indeed
not uncommon to use resources at the edge level primarily, but also from the
cloud level if required. Moreover, end devices, and sometimes edge devices
do not have to be stationary as in a data center. Note that here we make a
distinction between mobility on the demand side and mobility on the sup-
ply side. Even though the demand side clients are almost always mobile,
the infrastructure that supplies the adequate resources has been invariably
stationary in the past.

3.5.1 Location within the Architecture

As expected, when studying the selected edge resource management papers
a large part (35%) of those presented in Table 3.1 consider managed resources
located only at the edge level, for example, the works by Chen and Xu [81],
and Sardellitti et al. [82]. Gu et al. [80] consider resources on different base
stations, while Fricker et al. [72] and Rodrigues et al. [73] consider differ-
ent types of edge devices. Essentially refining the architecture, some works
distinguish different levels between the same architectural level. For exam-
ple, Tärneberg et al. [75] consider that data centers at the edge can have a
different distance to the device, and different sizes. Sometimes, works con-
sider resources located only at the device level but where the management is
performed at the edge [79].

However, the resources managed do not need to belong to the same ar-
chitecture level. Among the multi-levels works, the most common is to use
resources located both at the edge and at the cloud level [77, 71, 76, 70, 40, 50].

32



3.6. Resource Use

Specifically, Skarlat et al. [46] and Bittencourt et al. [78] favor using edge re-
sources over cloud resources. This is, however, not the only combination and
Habak et al. [20] work with resources located both in the end devices and at
the edge since an end device is promoted to an edge role. Finally, combin-
ing the three levels, Zamani et al. [74] use resources on the device, on the
network path to the cloud (edge level) and in the cloud level.

3.5.2 Resource Mobility

In an edge context, it is not obvious that resources located in the lower two
levels of the architecture will be stationary or mobile.

In most of the selected articles for Table 3.1 (81%), the resources consid-
ered are stationary only. This can be because the architecture/application
considered does not have mobile resources or for simplification reasons. The
latter is found in works where the architecture presented has resources that
are theoretically mobile but where this part is ignored in the solution or eval-
uation presented, e.g. in [50]. This preponderance of stationary resources
may be explained by the fact that those works consider edge as an extension
of the cloud, which has only stationary resources.

Note that this does not mean that the works do not consider mobility at
all, only that the mobility is not on the supply side. Works including mobility
on the demand side only are, for example, Plachy et al. [109] who consider
that computational resources needed by a user are allocated in a stationary
base station in a VM, which can be transferred to another base station if the
user is moving. Similar solutions are presented by Tärneberg et al. [75] and
Wang et al. [70].

Having mobile edge devices, and thus mobile resources obviously creates
lots of challenges such as how to handle the unreliable connectivity of those
resources, how to provide seamless handovers, etc. Thus, having mobile
resources introduce another level of complexity in resource management al-
gorithms. Different mobility models are used, for example, Penner et al. [52]
model departure and arrival times using statistical models. Also using statis-
tical models, Habak et al. [20] model arrival rate and presence time. In those
statistical models, arrivals are modeled using a Poisson distribution, depar-
ture most often using an exponential distribution and presence time using a
normal distribution.

Some few works mention a combination of mobile and stationary re-
sources. For example, Borgia et al. [86] consider the local cloud (i.e. the
edge level) as mobile and the global cloud as stationary.

3.6 Resource Use

The final aspect of resource management considered in our taxonomy is the
purpose for which the resource will be used.
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3.6.1 Functional Properties

Edge computing is promoted as a means of getting access to a given service
in most of the surveyed articles, i.e. for satisfying functionality in an appli-
cation.

Edge Applications

There are numerous articles in the literature providing an overview of edge
applications, including Liu et al. [10] that propose an edge application classi-
fication. Such applications range over smart agriculture [23], augmented re-
ality [29, 25, 22, 34], disaster recovery [110], connected vehicles [29, 25, 6, 22],
smart city [23, 34], healthcare [22, 34], and several others (e.g. [21, 5, 30]).
However, those works do not study further the presented applications.

With the long term goal of creating a benchmark for edge computing al-
gorithms and techniques, the SPEC group has been recently looking deeper
into different use cases (mixed reality, vehicular data analytics, and code of-
floading) in order to characterize their workloads [111]. The thesis work with
mixed reality is a part of this effort to look deeper at specific edge applica-
tions.

When looking at the different applications used in the reviewed arti-
cles presented in Sections 3.3 to 3.5 and in our survey article [112], the first
finding is that the majority of them do not consider a specific application
in their study. Instead, they refer to generic applications such as IoT ser-
vices [113], real-time applications [109], latency-sensitive applications [77],
or name some applications but only as an illustration.

Table 3.2 presents the remaining papers according to which type of ap-
plication they consider. We can distinguish seven areas in which the de-
scribed applications can be categorized. Note that in the Generic category
we place papers that although not fixed towards one domain of application
refer specifically to classes of applications that they exemplify clearly.

Modeling Edge Applications

When looking at the reviewed articles, a large part of the research in edge
resource management use simulation or analytical tools, which require a
model or a trace of the application considered instead of an implementation
of this application. Therefore, resource management studies are performed
with different application workloads. With regards to edge applications, the
currently used models are most often not based on real applications but on
characteristics that are derived from how the authors think such an appli-
cation will behave. As the thesis is tackling edge application modeling, an
overview of related works in this area is presented here.

For example, in a paper introducing the EdgeCloudSim simulator [116],
Sonmez et al. present three applications (including an MR application).

34



3.6. Resource Use

Table 3.2: Applications considered in reviewed articles.

Area Applications Articles

Healthcare Medical cyber-physical systems [80]
Connected health [84]

Video

Video analytics [74, 76]
Video surveillance [78, 114,

84]
Video on Demand [41]
Face recognition [85]
Agricultural scouting [87]

IoT
Crowd-sensing [115]
Sense-Process-Actuate applica-
tion

[46]

Smart bell [85]
Gaming Electroencephalography (EEG)

tractor beam game
[78]

Transportation Connected vehicles [42, 47]
Data Stream Processing for traf-
fic knowledge

[94]

Content
management

User profiling [13]

Generic
Computation/Communication
intensive

[73]

Delay-sensitive/Delay-tolerant [108]
Event-driven [90]

Those are mostly described in broad terms such as "high/small" for the CPU
resources required and the amount of data transferred. Apart from the up-
load/download data size for the MR application that are derived based on
a chosen image/text metadata size, the other numerical data is not justified.
Similarly, applications considered for the benchmarking effort by McChes-
ney et al. [117] and Toczé et al. [111], have their characteristics described in
broad terms such as "bandwidth/computational intensive" or "close/far".

Mukherjee et al. [58] summarize different mathematical models used for
capturing e.g. latency in edge computing in earlier works [118, 119]. Such
models are useful but they also have limitations. Since they are generic they
do not capture the specificities of different application types, e.g. they in-
clude assumptions such as task arrivals following a Poisson process, and
they do not provide numerical values based on empirical measurements.

Characterization and modeling studies have been performed for work-
loads in other domains, for example in the related area of cloud computing.

Shen et al. [120] performed a statistical characterization of business-
critical workloads for cloud computing. They used three different statistical
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instruments, namely basic statistics, correlations and time-pattern analysis.
They found interesting findings about how such a workload behaves with
the aim of improving the resource usage effectiveness and handling peak
loads in clouds.

Talluri et al. [121] propose a characterization of real workload traces from
Big Data applications in a cloud computing context. They perform statistical
analysis of the data and study different aspects such as long-term trends,
impact of file types, and clustering.

3.6.2 Non-functional Properties

In addition to enabling functionalities when using the edge computing
paradigm, there is a need to provide some kind of resource management for
the organization of the edge architecture itself and the realization of desir-
able properties. This additional work is not directly related to the service to
obtain, i.e. it is a non-functional property (also referred to as extra-functional
property). Obviously, papers that are focusing on a functional property can
also be interested in some non-functional property.

This subsection is related to the categories of objectives for resource man-
agement already discussed in Section 3.4. Achieving the objectives in that
section was evaluated using metrics that are often representative for mea-
suring non-functional properties.

Examples of metrics and their related non-functional property that are
often encountered are:

• response time as a measure of timeliness.

• energy consumption as a measure of energy efficiency.

• admission ratio, or its equivalent blocking probability, as a measure of
availability of the edge service.

• CPU/network utilization as a measure of computation/communication
resource efficiency.

• Monetary cost paid to an infrastructure owner as a measure of cost effi-
ciency.

The above list of metrics is not exhaustive, but comprises the most preva-
lent ones.

3.6.3 Application Focus: Mixed Reality

This section introduces related works for the application type considered in
the thesis. It includes works outside of the edge computing area, but that are
of relevance for the thesis.
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Offloading for Mixed Reality

In a recent survey, Chatzopoulos et al. [24] describe the current state of the
mobile augmented reality area and the need for offloading some of the heavy
computations that are needed by AR applications. Such an offloading can be
done on a companion device, in the cloud or at the edge. This offloading
can be done in two ways: either the rendering is still performed locally or
both the rendering and the computing are performed on the remote device.
Another possibility is to use approximate computing but this technique is
still at an early stage.

The idea of offloading MR tasks has not appeared with the edge com-
puting paradigm and has been for example studied in the context of cloud
computing. Luo [63] implemented a gesture interface running on a local
cloud located within the University of Illinois that is rendered on a display
wall. Naqvi et al. [64] implemented an enhanced indoor positioning system
that can give the user extra information about where she is by analyzing the
environment. They successfully offloaded the object recognition task to the
cloud. However, the recognition latency was high, at best 2 seconds. Shea et
al. [65] created an application similar to the Pokemon Go game where they
offload part of the computation to the cloud. The rendering is performed in
the end device. Huang et al. [66] propose a framework called CloudRidAR
for creating AR applications using the cloud for offloading parts of the AR
tasks. In their prototype, the rendering is done on the end device and the
feature tracking at the edge as this part is more computation-heavy.

Mixed Reality at the Edge

As edge computing aims at reducing application latency, it is promising for
MR and a few works have started investigating it. For example, Ahn et al.
[122] study the filtering of AR application content using reinforcement learn-
ing techniques. They evaluate their proposed optimized policy in a custom-
built AR simulator based on the Unity game engine. The same group made
a later study [123] about imitation learning for personalized AR, still using
their custom AR simulator. Zhang et al. [124] study the use of several edge
devices for performing the tasks of encoding and rendering, in order to im-
prove quality of service. They evaluated their optimized solution using a test
application.

In their work, Chen et al. [27] study prototypes for seven different wear-
able cognitive assistance applications, that are thought to be running on
smart glasses. They use their Gabriel platform [125] for implementation.
Their evaluation study includes a comparison of running the application at
the edge or in the cloud, using 4G or WiFi for the first hop connection, and a
comparison of using smartglasses and mobile phones.
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Recently, Trinelli et al. [68] investigated Network Function Virtualization
for providing computing acceleration for MR by offloading to the edge. The
MR application type considered was object detection using machine learn-
ing techniques. In their framework, called NEAR, they consider that the
device creating the video stream is different from the one displaying the MR-
enhanced stream.

Object recognition using machine learning is also the focus of Zhang et al.
[126]. Their system called Jaguar can recognize an object with low latency,
after an offline training phase of the edge part. In their work, some pre-
processing of the video frames is performed on the end device.

The field of MR and especially AR is very active and one of the latest
realization platforms is WebAR. In WebAR, a browser is used to provide an
AR solution that is supposed to be lightweight and cross-platform. Qiao et
al. [127] evaluate the performance of a WebAR implementation that showed
lower latency when run at the edge compared to when running on the end
device. However, application MR is still the most commonly used scenario
while WebAR is in the emerging phase [127].

Communication Aspect of Mixed Reality

There are only few studies comparing different transmission protocols in
client-server relationships in MR-related contexts. For example, Fernandez
et al. [128] found that UDP allows twice as many supported clients as TCP in
a collaborative augmented reality scenario. However, in this case, the mes-
sages exchanged between the clients are about the location, and not about
video streams.

When implementing their Gabriel prototype, Ha et al. [125] tested both
TCP and UDP and concluded that the difference between them in terms of
response time was negligible when transmitting over Wi-Fi. They then de-
cided to use TCP to avoid the complexity added by UDP for maintaining
reliable transmission.
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CHAPTER

4
Distributed Orchestration
using Mobile Edge Devices

In this chapter, the focus is on the resource supply aspect and a study of
the impact of introducing dedicated mobile edge devices in addition to the
traditionally-used stationary ones is presented. A distributed framework
(named ORCH) for managing the edge resources is proposed in order to pro-
vide high QoS under temporally and spatially changing load.

4.1 D2TEP Problem

When adding mobile edge devices to stationary ones on the resource supply
side, a placement problem for the mobile edge devices is added to the load
placement problem. I.e. in addition to having to decide where to send a
task for execution, the edge system also have to decide where to send the
mobile edge devices. This two-fold problem is referred to as the Distributed
Dynamic Task and Edge Placement (D2TEP) problem, that is composed of a
task placement subproblem and a mobile edge placement subproblem.

The task placement subproblem can be formulated as follows: for each
task r incoming to the closest edge device e, e has to decide on which edge de-
vice e1 the task r will be allocated so that e1 has enough resources to compute
r before its deadline.

The mobile edge placement subproblem can be formulated as follows:
at every load change, a location for all the mobile edge devices should be
found such that the incoming load is served with as high success ratio as
possible.

The D2TEP problem is distributed since task placement can be done by
all the edge devices (and not only by a centralized placing system), and it is
dynamic as the mobile edge placement is dynamically updated depending
on the changes in the load volume and locality over time.
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4.2 Considered Scenario

The scenario used is the following: in a smart city, edge infrastructure
providers have to handle a load coming from mobile end devices. The edge
infrastructure providers own and control edge devices for being able to serve
this load: this is the resource supply part.

We consider that the load consists of tasks with various requirements
coming from end devices with mobility over various locations in the city
space. Hence, the actual load will depend on where the different end users
are located and what they are currently requiring for service. i.e. which type
of task they will generate. Moreover, we consider that the computation re-
quired for a task can be performed by any edge device. The challenging part
of the scenario is that some tasks have very strict real-time requirements that
have to be satisfied to provide the service they are part of. As the time spent
transmitting to the edge has a significant impact on the total task latency, we
consider that tasks with stringent real-time requirements have to be served
in the vicinity of the end devices issuing them.

4.3 Models

In order to study the complex scenario presented in Section 4.2, we model its
different parts and present the resulting models in the rest of this section.

4.3.1 System Model

We start by the model used for describing the devices involved in the sce-
nario, i.e. the sytem model. We use a three-layer system model based on the
coordinator device architecture described in Chapter 2. This model is pre-
sented in Figure 4.1. There are three types of devices involved, one type per
layer:

• Cloud device (stationary, black cloud)

• Edge device (mobile or stationary, gray rectangles)

• End device (mobile or stationary, gray triangles)

A dashed outline in Figure 4.1 indicates a mobile device.
In addition to this three-layer division, we introduce the notion of edge or-

chestration area to represent the spatial distribution of end devices connecting
to the system and to reflect the way the generated load will reach the edge
devices in that space. The cloud services are common for the edge orchestra-
tion areas but each end or edge device only belongs to one edge orchestration
area. In the rest of the chapter, we will focus on only one edge orchestration
area, but the work can trivially be scaled up to several areas. It may also be
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Figure 4.1: System model considered for the ORCH framework.

extended to overlapping areas with some notion of handover, but we begin
with the simplest instance.

Each edge orchestration area is composed of M end devices and a set
of E edge devices E = te1, ..., eEu. A subset of E denoted as Emob contains
the mobile edge devices. At any point in time, one edge device e P E acts
as the edge device responsible for the area orchestration in each area. This
edge device is referred to as the area orchestrator in the ORCH framework.
It is depicted as a rectangle with a conductor icon in Figure 4.1 and will be
denoted o in the rest of the chapter. The cloud device used when resources
outside the edge orchestration area are needed is denoted c.

Within an edge orchestration area, each edge device e considers a subset
N of E as edge devices that can be used for offloading a part of the load
coming to e. Those edge devices are called neighboring devices.

4.3.2 Area Model

Since the locality of the devices plays an important role in our scenario, there
is a need for modelling the geographical area considered and the locality of
devices within it.

Our area model considers that edge devices are only able to serve re-
quests when located at specific positions called serving positions, and not
while moving between those. For example, the edge device could be a drone
that has two modes: either its resources (e.g. energy and computation) are
used for serving edge requests at a serving position, or its resources are used
for navigating between two of those serving positions.
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Figure 4.2: Example of division of a neighborhood into segments.

Moreover, in our scenario, the exact location of an end device is not re-
quired as long as it is in the connectivity range of some edge device. There-
fore, the geographical area is represented by S segments, where S = ts1, ..., sSu

and where the physical area included within segment si corresponds to the
connectivity range of an edge device e located at the serving position ρi
within si. The set of adjacent segments to segment i is denoted as Ai.

Figure 4.2 shows an example of how a real neighborhood at Vallastaden
in Linköping could be divided according to this model. The serving positions
are denoted as yellow circles and the segments are delimited in black. In a
real environment, the shape of segments will depend on the hardware used
for communication and how the physical environment looks like. Details on
how this is done are out of the scope of this study, where we assume that the
segments are already defined.

Each edge device e is associated with the segments that it can serve. Those
segments are denoted as the set Se Ď S . A mobile edge device can only
serve the segment that it is currently located in (hence for e P Emob, |Se| = 1),
whereas stationary edge devices can serve several segments. It is assumed
that 1) all end and mobile edge devices know their current segment, and 2)
an end device m located in segment sm has a mechanism to establish commu-
nication with the closest edge device. The closest edge device is defined as a
mobile edge device located within the same segment, and if none, a station-
ary edge device serving this segment.

4.3.3 Resource Models

In this study, we consider both computation and communication resources.
As seen in Section 3.3.2, this is the most common combination studied, show-
ing the importance of those two resources.
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Computation

Computational resources are considered at the edge and cloud level. Cloud
level resources are assumed unlimited but edge resources are limited, for
example, to a fixed number of Millions of Instructions Per Second (MIPS).
The duration of the computation at a device thus depends on the size of the
task to execute and the resources available at the device.

Communication

Regarding communication resources shared among all the devices, we as-
sume unconstrained bandwidth in the system, meaning that communication
time is equal to the transmission time between two devices. The model can
later be extended by adding bandwidth constraints and queuing time.

The transmission time or delay dL for a task to move between devices
depends on the type of the link L and is defined as follows for the different
links considered. Equation 4.1 shows the delay for a link L that connects an
end device m in segment s to an edge device e.

dL =

$

’

&

’

%

dshort if sm P Se and |Se| = 1
dmedium if sm P Se and |Se| ą 1
8 otherwise

(4.1)

The infinite delay models the case where an end device is outside of the cov-
erage areas for the edge devices.

The delay between two edge devices is assumed to be similar to what it
takes for sending a task from an end device to a stationary edge device, i.e.
dmedium.

Finally, the delay for a link between an edge device e and the cloud device
c is as follows:

dL =

#

dmedium + dlong if |Se| = 1
dlong otherwise

(4.2)

In an orchestration area, dshort, dmedium, and dlong are configurable param-
eters.

Edge devices can communicate with each others to exchange relevant in-
formation (corresponding to signaling). This is assumed to have a negligible
impact on the task communication times and is therefore not included in the
above equations.

4.3.4 Load Model

The next part of the scenario that needs to be modelled is the load coming
from the end devices. The load model includes a task model and an applica-
tion model.
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Task Model

Each task r is independent and is characterized by (a) a computation require-
ment Rr in Millions of Instructions (MI) and (b) a deadline Dr in milliseconds.
The characterization of tasks can be extended to include other resource re-
quirements. The generation of tasks is modeled as a Poisson process.

In this model, the tasks fall into three categories, depending on their
deadline requirements. Those categories are derived from the traffic classes
presented by Bianzino et al. [108]:

• delay-sensitive (DS) tasks

• delay-constrained (DC) tasks

• delay-tolerant (DT) tasks

Tasks falling into the DS category need to be executed on an edge device
located in the same segment as the end device in order to avoid communica-
tion link delays. In our study, this means it needs to execute on a mobile edge
device or on a stationary edge device dedicated to this segment. An example
of applications that could produce DS tasks are augmented or virtual reality
applications.

Tasks falling into the DC category need to be executed on some edge de-
vice, but not necessarily an edge device in this segment. Examples of edge
applications that could generate DC tasks are edge analytics applications
such as face recognition in video-based surveillance.

Tasks falling into the DT category can be executed on an edge or cloud
device. An example of applications producing DT tasks are delay-tolerant
gaming applications.

Application Model

The above task categories are used to model two application types used by
end devices: urgent applications and regular ones. Urgent applications are
modeled by a generated task mix with a large proportion of DS and DC tasks,
and few DT tasks, whereas regular applications are modeled by a task mix
with a larger portion of DC tasks, few DT and no DS tasks. Moreover, urgent
applications have a lower mean for the Poisson process generating the tasks.

End device mobility and applications launched by users naturally change
the locality of the load over time. In this work, we refer to a sudden surge in
DS traffic at a given segment as a load change.

4.3.5 End Device Mobility Model

To model the mobility of end devices, we adapt the Weighted Waypoint
model presented by Hsu et al. [129] to the area model presented in Section
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4.3.2. Indeed, end devices are only able to move to neighboring segments so
their movements between segments cannot be considered fully random as in
the widely used Random Waypoint model.

Each segment has its own stay duration distribution which represents
how long the end devices will stay in that segment, depending on the char-
acteristics of the segment. For example, a mobile end device will probably
stay less time in a segment with only apartment buildings than in a segment
with shops or tourist attractions. On entering a segment, an end device gets
a value for stay duration from the segment’s distribution. This work consid-
ers three types of segments: residential, commercial, and outside segments
but the list can be modified or extended in different scenarios. The stay du-
ration in each segment is characterized as an exponential distribution with
two different rates: a small one λs for residential segments and a large one
λl for commercial and outside segments. End devices located in an outside
segment do not generate tasks.

In the considered end device mobility model, end devices can only move
to adjacent segments and the transition probability Pij from segment i to an
adjacent segment j P Ai is the same towards each adjacent segment, meaning
it is calculated as the inverse of |Ai|. For end devices, the transition between
two neighboring segments is instantaneous as the time for the end device to
move close to the segment border is modeled as part of the stay duration.

4.3.6 Edge Device Mobility Model

Since this work also includes mobile edge devices in addition to stationary
ones, the mobility of edge devices needed its own model. We chose to use a
two-state model.

Mobile edge devices can be stable, when they are located at a serving po-
sition ρ and accept tasks. They can also be moving between a service position
ρ and a service position ρ1, not necessarily a neighboring one. In this state,
they are unavailable for the system, and are therefore not considered when
determining the closest edge device or performing mobile edge placement
since they do not accept new tasks while changing segments.

How long an edge device will stay in each of the two states will depend
on the mobility strategy chosen. The strategies considered for this work are
described in details in Section 4.5.3.

The current model does not support migration of tasks, meaning that
once a task coming from an end device m has been placed on an edge de-
vice e for execution, all the execution will be performed at e. When the result
is available, if e and m are not located in the same segment anymore because
one of them moved, the task is considered as failed. Extending the model
would need to borrow the concept of store-and-forward from delay-tolerant
networking.
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Figure 4.3: Overview of the ORCH framework.

4.4 ORCH Framework

The orchestration framework ORCH, shown in Figure 4.3, is proposed to
address the D2TEP problem formulated in Section 4.1. We begin with an
overview of ORCH and then describe each component of it in more detail.

4.4.1 Overview

The ORCH framework comprises two different orchestrations: the edge or-
chestration and the area orchestration.

Each edge device performs the edge orchestration, which addresses the
task placement subproblem of D2TEP and is depicted in Figure 4.3 with blue
boxes. The task characterizer identifies characteristics of the incoming tasks,
and the capacity estimator estimates the available capacity of the neighboring
edge devices. Both are used by the task placer, which decides on which edge
device the task is going to be executed. Based on the received tasks, each
edge device also stores load information to be used by the area orchestrator.
The edge orchestration takes place each time a task (or a configurable batch
of tasks to be considered together) is submitted to an edge device.

One edge device per orchestration area is designated as area orchestrator
at relevant decision points. In addition to the edge orchestration, this edge
device also performs the area orchestration in order to address the mobile edge
placement subproblem of the D2TEP. This second orchestration is depicted
in Figure 4.3 by green boxes. The area orchestration components are run
asynchronously when load changes require it. The area orchestrator role can
change according to various schemes, e.g. using a rotation among the edge
devices, with higher priority given to the stationary ones (or the ones with
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more available resources). This rotation scheme will not be discussed further
in the thesis but can be similar to existing schemes [108]. The two compo-
nents of the area orchestrator are the load change detector, which observes the
area load and detects load changes upon which the mobile edge placer decides
where the mobile edge devices should be moved to, based on information
gathered by the framework. After the mobile edge placement is performed,
the edge devices move to their new locations (when needed). Details of how
this movement is performed is outside the scope of this work.

The ORCH framework is designed and implemented in a modular way
so that the detailed algorithms and functions used in each component can be
modified easily (see Section 4.5.1). It is thus possible to address the D2TEP
problem using refinements or variations to the schemes proposed in Sections
4.4.3 and 4.4.4.

4.4.2 Approach

In this work, a strict deadline-aware approach is used to address the D2TEP
problem. This means that the task requirements described in Section 4.3.4
are strictly enforced and deadline misses lead to task abortion. For example,
short deadlines for DS tasks mean that an edge device will be dedicated to
serving them in the segment where a surge is detected. If the deadline re-
quirements cannot be accommodated, because there is no available resource
to fulfill the needs, the task is deemed failed and no attempt to execute it will
be made.

4.4.3 Edge Orchestration

The edge orchestration proposal is presented in Algorithm 1. It has two main
parts: the first one (lines 1-6) corresponds to the task characterizer and task
placer components. A count of DS tasks received per segment is maintained.
Other information, such as task placement success ratio, could be stored if
needed by the area orchestrator. The second part (lines 7-10) corresponds to
the capacity estimator component.

Task Characterizer

In the ORCH framework, the task characterizer’s main role is to add informa-
tion to the incoming tasks. This information is used for both task placement
and load change detection.

Hence, the task characterizer will associate a deadline category to the
tasks as a means of preparing them before being considered for placement.
For the DS category, this is done by considering whether Dr ă 2 ˚ dmedium, in
which case r is tagged as DS. A similar reasoning with dlong is used to tag a
task as DC. The remaining tasks are tagged as DT.
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Algorithm 1: Edge orchestration

// Runs at each edge device e
parameter: Tc // Cap. est. period
state : C =ăă n, c ąą // List of capacity estimation c

for each neighboring edge device n
L =ăă s, #DS ąą // List of # of DS tasks for
each segment s

1 upon receiving task r from segment s do
// Task characterizer

2 tagÐ Characterize(r);
3 if tag = DS then
4 Increment #DS for s

// Task placer
5 device ÐPlaceTask(r, tag, e);
6 sendForExecution(r, device)

7 every Tc do // Capacity estimator
8 N Ð GetNeighboringEdgeDevices(e);
9 foreach n P N do

10 Update c for n with GetAvailRes(n);

The task characterizer’s second role is to keep track of the incoming load
by storing relevant information that will be used by the load change detector.
In order to avoid unnecessary use of memory, this information is deleted
once fetch by the load change detector. In this work, the task characterizer
stores the number of DS tasks incoming per segment.

Capacity Estimator

In ORCH, the capacity estimator informs the edge device receiving the task
about the current status of resource usage at the neighboring edge devices.
This information is used by the task placer when deciding on task placement.

Having a capacity estimator at each edge device reduces the need for
extra communication between the edge devices in order to get the resource
available on each of them. This is especially useful if a lot of neighbours are
available.

In this first proposal, only computational resources are considered for ca-
pacity estimation. Those resources are aggregated in a pool and measured
as units of available VM. The capacity estimator will periodically (with pe-
riod Tc) fetch the percentage of the computational resource pool currently not
in use from all the neighboring edge devices (lines 7-10, Algorithm 1). The
current periodic fetching can be easily modified to have it event-triggered
instead.
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Task Placer

The task placer’s role in ORCH is to decide on which edge device the incom-
ing task should be placed for execution. In order to do this, it takes as input
the tagged tasks coming from the load characterizer, as well as information
on current capacity coming from the capacity estimator. A deadline-aware
closest-first task placement strategy presented in Function 2 is used.

Function 2: Deadline-aware closest-first task placement

parameter: τa // Available capacity threshold
input : r, tag, e // Task, tag, receiving edge
output : device // Placement for r

1 Function PlaceTask(r, tag, e)
// Try to place r on receiving edge device e

2 if GetAvailCapacity(e) ě τa then
3 if Not(tag = DT and e is mobile) then
4 Place r on e;

5 else
// Try to place r on one neighboring edge

device
6 N Ð GetNeighboringEdgeDevices(e);
7 foreach n P N do
8 if GetAvailCapacity(n) ě τa then
9 if Not(tag = DT and n is mobile) then

10 Place r on n;

11 if No placement found at the edge and tag = DT then Place r on the
cloud;

12 else Failure to place r;

The general idea of the function is to place the tasks spatially as close as
possible to the requesting end device in order to avoid unnecessary commu-
nication overhead. Hence, the function will try placing the task:

1) on the receiving edge device, which is the closest edge device and the
entry point for any end device request,

2) on a neighboring edge device if the closest device (in space) does not
have enough resources according to the capacity estimator,

3) on the cloud otherwise.

In this study, the considered neighboring devices are an edge device able to
serve the whole area if the receiving device is an edge device serving only one
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segment, but this could be extended, for example to allow for more place-
ment attempts.

The only exception to the above is when the task is of category DT and
the receiving/neighboring edge device is a mobile edge device (line 3/line
9). As mobile edge resources are scarce and are the only ones capable of
handling DS tasks, they should be preferably used for this task type. DT
tasks are therefore only placed on stationary edge devices or cloud devices.

Once a placement decision has been taken, the task is transmitted to the
executing device, which may or may not be the same as the receiving device.
When getting an execution request, the edge device puts it directly on its
execution list.

4.4.4 Area Orchestration

The area orchestration proposal is provided in Algorithm 3. It shows the
high-level logic of the area orchestration running on the edge devices se-
lected to be area orchestrators, one per edge orchestration area.

The load change detector runs periodically (with detection period Td) but
this could be modified to have event-triggered change detection. Each area
orchestrator also keeps track of the current high load segments as a set H of
ordered segments and of the current placement of the mobile edge devices
as a list P of ă e, s ą for each e P Emob.

When a load change is detected, the mobile edge placer is called to place
the available mobile edge devices. After the mobile edge placement is per-
formed, the edge devices move to their new locations if relevant. Details of
this mechanism are outside the scope of this work.

The area orchestration proposal presented in this section is what will be
used in ORCH as a strategy for the edge mobility described in Section 4.3.6.

Algorithm 3: Area orchestration

parameter: Td // Detection period
state : H // High load segments

P // Mobile edge placement
// Runs at each area orchestrator o

1 every Td do
// Load change detector

2 ăisChanging,HąÐLoadChangeDetected(o,H);
3 if isChanging then

// Mobile edge placer
4 newPlace Ð PlaceMobileEdge(o, H, P);
5 Instruct devices to move when needed;
6 Update P with newPlace;
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Load Change Detector

The load change detector is described in Procedure 4 and has four parts: a
load aggregation part, a prediction part, a high load identification part, and
a change detection part.

The load aggregation part (lines 4-6) fetches the load information stored
as part of the edge orchestration at every edge device during the previous
detection period to determine the load per segment in the whole area. In
order to avoid unnecessary use of memory, this information is deleted once
fetch by the load change detector.

Procedure 4: Load change detection including prediction

parameter: τh // High load threshold
input : o // Area orchestrator

curH // Current high load segments
output : isChanging // Detection result

hlSegs // New high load segments
state : areaL =ăă s, #DS ąą // # DS tasks per segment s

in the area
1 Procedure LoadChangeDetected(o, curH)
2 S Ð GetSegmentsInArea(o);
3 E Ð GetEdgeDevicesInArea(o);

// Aggregate the DS load per segment
4 foreach e in E do
5 foreach s in S do
6 Increment #DS for s in areaL by GetLoadInfo(e, s);

7 foreach s in S do
// Predict DS load

8 pred Ð FUSD_Prediction(s, #DS for s from areaL);
// Identify high load segments

9 if pred ě τh then
10 Insert s to hlSegs so that segments are ordered with highest

load first ;

// Detect load change
11 if hlSegs ‰ curH then
12 isChanging Ð true;

For the prediction part (line 8), an adaptation of the Fast Up and Slow
Down (FUSD) algorithm proposed by Xiao et al. [130] is used. Instead of
predicting the percentage of CPU utilization, the FUSD algorithm is used to
predict the estimated number of DS tasks in each segment in the next de-
tection period. The predictor keeps load and prediction information for a
certain number of previous periods, called the window W. In order for the
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prediction to capture the increase and decrease of the resource need in a sat-
isfactory way, one parameter is used when the load is increasing (Ò α) and
another when the load is decreasing (Ó α).

For identification (lines 9-10), a similar approach to the hot spot classifica-
tion by Xiao et al. is used. Segments with high predicted load are identified
using a threshold τh and sorted with highest load first. Finally, a load change
is detected (lines 11-12) if the set of ordered high load segments has changed
since the previous detection period.

It is part of future work to use adaptive ways of performing the load
change detection, e.g. with machine learning.

Mobile Edge Placer

The second area orchestration component focuses on serving as many DS
tasks as possible. It considers the ordered set of segments with high DS load
that was computed in the load change detector as the segments most in need
of a mobile edge. The general idea is then to associate the segment with
highest load with the mobile edge device currently located in the segment
with the lowest DS load, until no more mobile edge devices are available.
This is performed in three steps presented in Function 5.

Function 5: Deadline-aware mobile edge placement

input : o // Area orchestrator
curH // Current high load segments
curP // Current mobile edge placement

output: newP // New mobile edge placement

1 Function PlaceMobileEdge(o, curH, curP)
2 availME Ð GetSortedAvailableMobileEdge(o);

// Keep existing placements as much as possible
3 foreach s in the first |availME| high load segments do
4 if s is already associated to e in curP then
5 Add ă e, s ą to newP ;
6 Remove e from availME and s from curH;

// Associate remaining edge devices with
remaining high load segments

7 foreach s P curH do
8 if there is a remaining mobile edge device then
9 Add ă Head(availME), s ą to newP ;

10 Remove Head(availME) from availME;

First (line 2), the available mobile edge devices, i.e. those not in the mov-
ing state, ordered by lowest DS load at the current segment are fetched. The
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number of currently available mobile edge devices (denoted as |availME|)
will constrain how many high load segments the ORCH framework can
serve.

Then (lines 3-6), the mobile edge placer determines if some of the first
|availME| high load segments (those with highest load) are already associ-
ated with an edge device in the current placement. Those associations are
kept to avoid unnecessary unavailable periods due to mobile edge move-
ments, since a mobile edge device is unavailable when moving.

Finally (lines 7-10), the remaining mobile edge devices, if any, are associ-
ated with the remaining high load segments.

4.5 Evaluation

In this section, we present the simulation environment used to evaluate the
ORCH framework. The evaluation consists in comparing the performance of
the ORCH framework with the proposed algorithms and functions to three
baseline strategies. The comparison is made in terms of QoS and edge uti-
lization in presence of different loads.

4.5.1 ORCH Implementation

The ORCH framework is evaluated by extending EdgeCloudSim [131], an
edge environment simulation tool built upon CloudSim [132]. The tool was
adapted to the models used in this work by implementing the mobility of
edge devices, the area model with segments, and the ORCH framework
structure with corresponding algorithms and functions, among other minor
adaptations such as the possibility of end devices leaving the experiment
area and having the base unit of simulation as the millisecond instead of the
second.

The Java code for ORCH is available online1. The extension of Edge-
CloudSim includes 6 new abstract classes (one for the ORCH orchestrator
and five for the ORCH framework components) that allow for modularity,
and the corresponding 6 classes corresponding to the implementation of the
proposal. Other variants of the ORCH components can thus easily be imple-
mented by implementing new concrete classes for the components. More-
over, 3 additional classes were implemented corresponding to the models for
the load generation, the end device mobility, and the edge device mobility.
Two additional setup files were created (for the area model and the applica-
tion model) as new variations of the original EdgeCloudSim simulator. The
different parameters used in the experiments are added to the parameter file
for easy modifications when conducting experiments.

1https://gitlab.liu.se/ida-rtslab/public-code/2019_orch
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Building a distributed mobile edge extension to EdgeCloudSim was fa-
cilitated by its modular design. However, implementing and integrating the
new models and the new scenarios was a challenge that required a deep
understanding of both EdgeCloudSim and CloudSim, due to complex inter-
actions. Moreover, implementating the ORCH framework in a modular way
to ease testing new variants of the components or experimenting with alter-
native models added to the implementation complexity.

According to our experiments, scaling up and down the size of the exper-
iment area and of the edge infrastructure is relatively straightforward and
does not have a strong impact on the simulator running time, but the total
number of tasks generated by the end devices does. The maximum num-
ber of tasks submitted in the experiments described later in this chapter was
155458 and the running time for this run was 1 min 50 sec. On average, the
simulator running time is less than 1 min 30 sec when simulating 20 minutes
of experiment.

4.5.2 Performance Metrics

The task and edge placement outcome is evaluated using a metric that re-
flects success or failure of a task completing in time denoted as completed
tasks below. More specifically:

• success ratio per task category

• number of completed tasks per device type

Looking at the outcome per task category is important given that a high
QoS requires that the success ratio for DS tasks should be as high as possible.
Indeed, the deadline-aware approach to the D2TEP problem presented in
this study focuses on serving the DS tasks with mobile edge resources.

The outcome per device type shows on which device type the completed
tasks were executed. The number of tasks completed on edge devices should
be high (especially on mobile ones) and the number of tasks completed in the
cloud should be low. This is natural as it was the very motivation for using
edge devices and mobile ones in particular, to create added QoS compared
to a classic cloud.

4.5.3 Baseline Strategies

The strategies for task placement and edge mobility presented in Section 4.4
and implemented in the ORCH framework are compared to four baselines
strategies: one for task placement and three for edge mobility.
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Task Placement

The ORCH task placement strategy is compared to a First Fit strategy. In this
strategy, the task is placed on the receiving edge device if resources suffice,
otherwise on the neighbouring edge device if enough resources and other-
wise on the cloud. First Fit strategies are commonly used in recent research
as a baseline for task placement strategies [95, 99, 94].

Edge Mobility

The three baselines used for edge mobility are the following: 1) a strategy
where all edge devices are stationary, called Stationary, 2) a perfect edge mo-
bility strategy, called Perfect, and 3) a simpler edge mobility strategy, called
Scheduled.

For all four strategies the total amount of resources (i.e. CPU available) is
the same. The resources are equally distributed among stationary edge de-
vices serving the whole area (called area-wide) and edge devices serving one
segment each (called segment-wide). For the Stationary strategy, the segment-
wide edge devices are stationary, whereas they are mobile for the Scheduled,
Perfect and ORCH strategies.

The Stationary strategy corresponds to the current research in edge/fog
resource management, where the mobility of edge devices is not considered.
In the Perfect strategy, it is assumed that some mobile edge device exactly fol-
lows the movements of an end device running urgent applications, as long as
there are mobile edge devices available. The Perfect strategy is therefore an
unrealistic one, as it would imply a perfect knowledge of end user mobility
at all time. However, it gives a measure of the maximal performance that the
system could theoretically achieve.

In the Scheduled strategy, the mobile edge devices move from one seg-
ment to another in a pre-defined pattern (e.g. as an edge device in a sched-
uled bus might do, with bus stops acting as serving positions). In the follow-
ing experiments, they move clockwise around the orchestration area, starting
from a random segment. Büchel and Corman [133] showed that the best fit-
ting distribution for stop duration at bus stops and traveling time between
bus stops is a lognormal distribution, based on empirical data. Therefore, in
the experiments, the stop duration (in seconds) at a serving position is ran-
domly selected from a lognormal distribution, with parameters µ = 2.5 and
σ2 = 0.49. Similarly, the time in between two neighboring serving positions
(in seconds) is randomly selected from a different lognormal distribution,
with parameters µ = 3.3 and σ2 = 0.04.

4.5.4 Experimental Setup

A neighborhood composed of one outside segment and one edge orches-
tration area with eighteen segments is considered for the evaluation in this
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Figure 4.4: Schematic view of the considered neighborhood.

study. The edge resources consist of one area-wide device and two segment-
wide devices. On the resource demand side, we consider 25 end devices (that
could also be thought of as group of end devices moving in the same way).
The experimental setup can be changed to increase the scale of the edge in-
frastructure (at the cost of increased simulation time) but the chosen scale is
similar to state-of-the-art service placement research [94, 95, 98].

The neighborhood is illustrated in Figure 4.4. The edge orchestration area
is composed of segments being represented as blue shapes. Half of the seg-
ments are residential segments (light dashed shapes) and the rest of the seg-
ments are commercial segments (dark colored shapes). The serving positions
are denoted with dark blue circles, and the outside segment is represented in
light yellow.

For each run of all four strategies, the movement of each end device is
randomly generated and some end devices are randomly selected for run-
ning urgent applications. All end devices create tasks following the load
model of Section 4.3.4 if they are located in a residential or commercial seg-
ment. This creates different surge locations and duration for every run.

Table 4.1 summarizes all the parameters and corresponding values con-
sidered in the simulation. The simulation uses milliseconds as a unit of time,
contrary to previous work using seconds [95, 131]. This reflects the edge con-
text better. In particular, communication delays in 5G are in the order of a few
ms [134], which is reflected in dshort. Changing the values for communication
delays between different device types may impact the results. However, the
aim of this study was not to optimize the round trip time in a specific sce-
nario, but rather to show that a higher success ratio is achieved when using
the ORCH mobile edge concept.
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Table 4.1: Simulation parameters.

Area Parameter Value
Generic Simulated time 1200000 ms (20 min)

# end devices (M) 25
Computation Edge device 500 MIPS

Cloud device 12000 MIPS
CPU share per task 20%

Communication dshort 1 ms
delays dmedium 25 ms

dlong 100 ms
Tasks Computation req. (Rr) 10000 MI

DS task deadline (Dr) 30 ms
DC task deadline (Dr) 150 ms
DT task deadline (Dr) 300 ms

Urgent applications Task mix (DS/DC/DT) 40%/50%/10%
Poisson mean 50 ms

Regular applications Task mix (DS/DC/DT) 0%/70%/30%
Poisson mean 500 ms

Segments Rate λs 36000 ms
Rate λl 300000 ms

Edge mobility Scheduled: stable state
duration distribution

Lognormal(µ = 2.5,
σ2 = 0.49)

Scheduled: moving
state duration distr.

Lognormal(µ = 3.3,
σ2 = 0.04)

ORCH: moving state
duration distribution

Gamma(k = 7.5, θ =
4)

Capacity estimator Period Tc 1000 ms
Task placer Threshold τa 5
Load change Period Td 1000 ms
detector Window size W 8

FUSD percentile 90th
Ò α -0,2
Ó α 0,7
Threshold τh 5
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(a) on success ratios for DS tasks (b) on failures due to deadline miss

Figure 4.5: Impact of task placement strategy (balanced load).

4.5.5 Load Scenarios

When evaluating the system, we consider two load scenarios. In the first
one, the number of end devices running urgent applications is the same as
the number of available segment-wide edge devices (i.e. 2). Hence the load
is balanced with regards to resources but the load surge varies in space over
time. In the second scenario, the number of end devices running urgent ap-
plications (set to 6) exceeds the number of available segment-wide edge de-
vices, hence creating a system level overload.

4.5.6 Impact of the Task Placement Strategy

To isolate the impact of the task placement strategy, we fix the edge place-
ment strategy to Perfect for the following experiment. We perform 50 runs
per task placement strategy.

Balanced Load Scenario

Figure 4.5a shows the average success ratios for DS tasks, in the balanced
load scenario. It is similar for both task placement strategies (ORCH and First
Fit) and close to 100% as the Perfect edge mobility strategy ensures that the
mobile edge devices are following the devices running urgent applications.
Therefore, it appears that the ORCH task placement does not add to QoS
for DS tasks. However, when looking at the average percentage of failed
tasks that are due to a deadline miss (shown on Figure 4.5b), it is 57% for
the First Fit and 0% for ORCH. This means that the ORCH strategy is able
to avoid wasting resources by executing tasks on devices when those tasks
are deemed to miss their deadline. This is possible because the task placer in
ORCH knows the type of the tasks thanks to the task characterizer and can
avoid placements that will for sure lead to a deadline miss.
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(a) on success ratios for DS tasks (b) on failures due to deadline miss

Figure 4.6: Impact of task placement strategy (overload).

Overload Scenario

Figure 4.6 shows the same metrics as Figure 4.5 but for the overload sce-
nario. Regarding the average success ratios for DS tasks, the results in the
overload scenario (shown on Figure 4.6a) are very similar to the ones for the
balanced scenario, i.e. a similar percentage for both the First Fit strategy and
the ORCH one, but now the actual ratio is a lot lower, due to the overload
that makes that not all DS tasks can be handled, even with a Perfect edge
mobility. Therefore the conclusion that the ORCH task placement does not
add to QoS for DS tasks is also valid in the overload scenario. If looking at
the average percentage of failed tasks (shown on Figure 4.6b), we can see that
now almost all failures of the First Fit scenario (99.8%) are due to a deadline
miss, but still none for the ORCH task placement. Thus, the fact that the
ORCH strategy successfully avoid wasting resources is even more visible in
the overload scenario.

4.5.7 Impact of the Edge Placement Strategy

Then, we study the impact of the edge placement strategy by performing 50
runs per edge placement strategy. For this experiment, we use the ORCH
task placement strategy in all edge devices.

Balanced Load Scenario

Figure 4.7 shows the success ratios of DS tasks for the balanced load study
with all the baselines. Key indicators for this study are shown in Table 4.2.

Regarding the DS tasks, ORCH outperforms Scheduled and Stationary
with a 13 times, respectively 4 times higher average success ratio for DS tasks
(83.3% vs 6.3%, respectively 17.8%). ORCH also comes as close as 83% to the
Perfect performance which succeeds for 99.9% of the DS tasks.
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Table 4.2: Average, standard deviation, minimum, and maximum number of
successful DS tasks for the balanced load (B) and overload (O) scenarios.

Strategy Average σ Min Max
B O B O B O B O

Stationary 2097 4681 2418 4189 0 0 8831 15366
Scheduled 751 2362 381 600 99 1345 1747 3851
ORCH 10103 19854 3356 4639 2934 9416 16195 28305
Perfect 11881 21816 3336 5967 4097 12580 17099 31660

Figure 4.7: Success ratios for DS tasks (balanced load).

Regarding the DC and DT tasks, the results (shown in Figure 4.8) are
similar for the four strategies, with a success ratio very close or equal to 100%.
This is expected as all strategies handle those tasks in a similar way.

Figure 4.9 shows the second metric of evaluation: average number of
tasks completed on each edge device type in the balanced scenario. The
number of tasks completed in the cloud is negligible for all four strategies
(the resources of edge devices are enough to handle the load) and is therefore
not shown. The strategies can be divided into two groups. First, Stationary
and Scheduled have a minority (15%, respectively 6%) of tasks completed
in the segment-wide devices. On the opposite, Perfect and ORCH exhibit
a balanced division with 43%, respectively 47% of tasks completed in the
segment-wide devices. A balanced division is good because the segment-
wide devices have a higher utilization (less waste of resource) and the area-

60



4.5. Evaluation

(a) DC tasks (b) DT tasks

Figure 4.8: Success ratios (balanced load).

Figure 4.9: Division of completed tasks among mobile/stationary edge de-
vices (balanced load).

wide ones have more free resources for handling a higher load without hav-
ing to resort to cloud resources.

Overload Scenario

Figure 4.10 shows the success ratios of DS tasks for the different edge place-
ment strategies with key indicators summarized in Table 4.2.

In this highly overloaded scenario where there are potentially three times
more demand than supply, the success ratio for DS tasks is now on average
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Figure 4.10: Success ratios for DS tasks (overload).

(a) DC tasks (b) DT tasks

Figure 4.11: Success ratios (balanced load).

12.6% for the Stationary strategy, 6.3% for the Scheduled strategy, 54.1% for
the ORCH strategy, and 58.4% for the Perfect strategy. The results indicate
that while Scheduled and Stationary continue to be incapable to manage the
load, ORCH handles 92% of the Perfect service rate in this overly loaded
scenario. Moreover, ORCH handles 8 times more DS tasks than Scheduled
on average and always at least 144% more tasks than the highest Scheduled
performance. The average success ratios for DC and DT tasks are similar to
the previous ones, with a slight decrease for the DC tasks (at most 2%, shown
on Figure 4.11).
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Figure 4.12: Division of completed tasks among mobile/stationary edge de-
vices (overload).

With regard to the division of completed tasks among device types, the
results for the overload scenario were comparable to those for the balanced
load one, as it can be seen on Figure 4.12.

4.6 Discussion

In this study, we presented the ORCH framework as a mean to solve the
D2TEP problem and evaluated one possible implementation of the frame-
work. However, it should be kept in mind that it is a first proposal, with rel-
atively straightforward algorithms for each component. Nevertheless, when
those are combined within the ORCH framework, they manage to achieve
high QoS and edge utilization. Therefore, the ORCH framework is promis-
ing and improvements of its different components should be considered.

Regarding task placement, a next step is to include task migration as part
of the task placer role, so that the edge device can modify the current task
placement dynamically when receiving a new task, in case this would im-
prove the QoS or the edge utilization.

Regarding edge placement, DS tasks are mostly rejected when there is
no available segment-wide edge device. This either happens because the
segment-wide edge devices are moving between serving positions (Sched-
uled/ORCH), or they are not at the surge location, either because of their
pre-defined schedule/fixed location (Scheduled/Stationary) or because the
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load change has not yet been detected (ORCH). The reported results where
ORCH outperforms Scheduled and Stationary show the importance of hav-
ing mobile segment-wide devices as well as intelligent placing strategies, so
that they are available as much as possible and where they are needed.

Moreover, the results vary (see the standard deviation in Table 4.2) de-
pending on how the load for the actual run looks like, i.e. whether end de-
vices generating DS traffic are in the same segment or are spread all over
the orchestration area, and whether those end devices stay in the orchestra-
tion area during the whole experiment or are subject to churn. Further im-
provement of the results is therefore possible through adoption of adaptive
algorithms.

In a nutshell, using a mix of mobile and stationary edge devices provides
the ability to serve all edge task categories in presence of local sudden surges
in load in a flexible manner, i.e. without having to change the infrastruc-
ture in place. This is especially interesting when the delay-sensitive traffic is
present.
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CHAPTER

5
Understanding Mixed Reality
Offloading with Edge
Computing

In this chapter, the focus is on the resource demand aspect. We choose as
application domain mixed reality and implement our own MR edge applica-
tion. Then, we study its performance and resource usage for different con-
figurations of the communication link and of hardware used.

5.1 Scenario

In this study, we take a MR application as described in Section 2.2.2 and
make it work at the edge by offloading parts of it. We decide to offload to the
edge the second and third parts (i.e. point cloud creation and graphic over-
lay creation) of the MR application pipeline shown in Figure 2.6, as they are
candidates for resulting in heavy computation and/or heavy data transmis-
sion. The point cloud creation part is always computationally intensive, as
it requires complex computer vision algorithms, whereas the graphic over-
lay creation may not be. However, the graphic overlay creation requires the
point cloud knowledge in order to add the graphics correctly, meaning at the
thought location in the point cloud. As the point cloud data is quite impor-
tant and modified all the time, it is not desirable to transmit it frequently. The
other parts of the MR pipeline (sensor input and display) are kept in the end
device. Hence, the generic offloading scenario presented in Figure 3.2 will
look like Figure 5.1 in our MR case study.

We now dive deeper into the different steps that are involved in the above
scenario. First, our application allows two types of sensor input. The first one
is a video input that will be used for creating the point cloud, and the second
one is a user input, as the application allows the user to add or remove virtual
elements from the scene. This is done by pressing a button on the screen.

65



5. UNDERSTANDING MIXED REALITY OFFLOADING WITH EDGE
COMPUTING

Figure 5.1: Edge offloading for our MR case study.

Therefore, the application will have two workflows, that are however mostly
similar.

We start by describing the workflow triggered by a video input. This
workflow is illustrated in Figure 5.2. In this case, the scenario consists in cap-
turing a dynamic scene with a smartphone and sending the captured video
stream to an edge device that will analyze it to create a point cloud. The
scene is dynamic because the camera is moving. Then, the stream is aug-
mented with a visualization of the point cloud sent back to the smartphone.
We can see that in addition to the steps present in Figure 2.6, additional steps
are required. Those are related to the video transmission between the end
and the edge devices and consist into encoding what needs to be transmit-
ted, choosing a protocol for the transmission and decoding it upon arrival
at the destination device. This needs to be done for the uplink transmission
(from the end device to the edge device) and also for the downlink transmis-
sion (from the edge device to the end device).

In the case of a user input (adding or removing a virtual element to or
from the scene), only steps a) and c) are modified. It is illustrated with green
boxes in Figure 5.3. The main difference is that the uplink transmission now
only consists of a message indicating the element to be added, and not of the
full video stream.

5.2 MR-Leo: a Modular Prototype

To study of the feasibility and performance of offloading to the edge for an
MR application, we developed our own prototype, called MR-Leo1. This is
to the best of our knowledge the first available open-source prototype for

1For Mixed Reality - Linköping edge offloading.
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Figure 5.2: MR workflow for video input.

Figure 5.3: MR workflow for user input.

MR that allows video streaming back to the end device and in-depth study
of the communication link.

In the following sections, we present the architecture of the prototype,
some design choices and discuss insights gained during the implementation
process. The code for the prototype is made fully available online2,3 in the
hope to contribute to further development and studies of MR. In addition to
the code, readers interested in implementation details are referred to [135].

2https://gitlab.liu.se/ida-rtslab/public-code/2019_mrleo_client
3https://gitlab.liu.se/ida-rtslab/public-code/2019_mrleo_server

67



5. UNDERSTANDING MIXED REALITY OFFLOADING WITH EDGE
COMPUTING

5.2.1 Architecture

MR-Leo has a client/server architecture. On the client side (the end device),
only the input/output tasks of the MR pipeline presented in Figure 2.6 are
performed. On the server side (the edge device), the heavy computation
part of the MR pipeline is performed. This corresponds to what is shown in
Figure 5.1.

To implement the communication link that will transport the required
data between the end and the edge devices (yellow arrows in Figures 5.2
and 5.3), two major aspects had to be dealt with. First, the encoding and
decoding of the video stream on both the end and the edge device. Second,
the choice of a transmission protocol for the video stream. As we want to
study different alternatives for those parts, the architecture is made modular
to allow easy switching between different variants for those components.

Figure 5.4 presents a high-level view of the MR-Leo architecture. The

Figure 5.4: Overview of the MR-Leo architecture.

client part takes the two types of input already mentioned: video input (ei-
ther coming from the end device’s camera or a recording) and user input
(e.g. pressing the screen to add a MR element). The client outputs via the
user interface both the original video stream and the resulting MR-enhanced
video stream on the end device display. Figure 5.5 shows a screenshot of the
user interface. The video streamer and the video receiver are in charge of
preparing the video for transmission, respectively reception over the com-
munication link (including encoding, respectively decoding).

On the server part of MR-Leo, there are two kinds of input possible, both
coming from the client part: the encoded video stream and messages indicat-
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Figure 5.5: Screenshot of the MR-Leo client

ing user input. The server outputs a MR-enhanced video stream to the client.
Mirrored from the client, the arriving video stream has to be decoded and the
MR-enhanced stream is encoded before leaving the server. The central part
of the server software is the MR component, where the heavy computation
required for the point cloud and the graphic overlay creation is performed.

The MR-Leo architecture is modular, making it easy to test different
networking protocols, encoders/decoders or MR frameworks (for example
other implementations of SLAM techniques such as CNN-SLAM [136] or
LSD-SLAM[137]).

5.2.2 Design Choices

MR-Leo was implemented to work on an Android smartphone acting as the
client and a Linux machine acting as the server. To implement the MR-Leo
architecture, we use a mix of already existing software frameworks/libraries
and custom-implemented components, when off-the-shelf alternatives were
not suitable or available. Figure 5.4 also indicates the parts we implemented
completely ourselves (in blue), the parts where we reused existing open-
source libraries (in red) and the parts for which we modified existing open-
source libraries (in purple). Parts that are on one side blue and one the other
side red are parts where some configurations reused existing libraries and
other configurations were implemented by us.

The open-source frameworks that were used were:

• Gstreamer4 for implementing the video streaming/receiving parts.

• ORB-SLAM2 [138] for implementing SLAM techniques for MR.

• Pangolin5 for rendering MR graphics to an image feed.

It was out of the scope of this work to evaluate the performance of the SLAM
algorithms used. Therefore, we selected the ORB-SLAM2 framework that
obtained good results in the SLAM benchmark SLAMBench2 [139], as a
representative for state-of-the-art SLAM framework. For the server video

4https://gstreamer.freedesktop.org/
5https://github.com/stevenlovegrove/Pangolin
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streamer and the client video receiver, we use Gstreamer or a custom imple-
mentation of an MJPEG encoder/decoder as alternatives in our evaluations
below.

5.2.3 Insights

During the implementation of MR-Leo, we gained several important insights
about what to consider when developing a MR application. We describe
them here as they might be guidelines for further work in this area.

Currently, the SLAM algorithms used at the edge for creating the point
cloud do not have a bounded execution time. This means that it can take
variable time analyzing a specific frame. During that time, the next frames
cannot be analyzed and are queued in the server. In order to avoid latency
accumulation, a resilient mechanism has been implemented to ensure that
outdated frames will not be handled by the application and are dropped.
However, this should not be happening too often in order to keep the QoS.
Therefore, one guideline for developing a responsive MR application is to
strive towards handling a frame before the next one comes.

Although the communication between the end and the edge devices and
the MR calculations may appear as being two separate parts of offloading
to the edge, they are in reality intertwined. Indeed, what is chosen as com-
munication link will have an impact on the quality of the video stream to be
used as input for the MR algorithm. If this quality is too low for the chosen
MR algorithms, then the QoS of the application will degrade, not because of
the choices made for MR but due to the communication link.

Some important benefits of taking off-the-shelf components for imple-
menting MR-Leo are: reduced developing time, access to a community and
less frequent (or patchable) bugs. However, this choice also comes with im-
portant drawbacks in the context of MR. We noticed that in order to achieve
the low latency which was our target for MR at the edge, one has to optimize
both the MR framework and create tailored streaming components that are
more specialized than the current ones.

Finally, encoders/decoders used are sensitive to the frame rate of the
video stream and irregular frame arrivals will have a negative effect on per-
formance. Therefore, another guideline for developing a MR application is
to reduce the difference in time spent for analysis of each frame, so that the
MR output is as regular as possible.

5.3 Understanding Latency and Throughput

We present first the experiments performed and the test environment in
which they were conducted. Then, we discuss the used metrics and in par-
ticular the concept of end-to-end latency for mixed reality.
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5.3.1 Experiments Conducted

The evaluations consist in comparing different configurations that can be
used for the scenario presented in Section 5.1. The configurable parts com-
pared were:

i) the video compression format used for encoding at the end device (and
necessarily, for decoding at the edge device), i.e. (b) and (d) in Figures
5.2 and 5.3.

ii) the transport protocol used for the uplink transmission, i.e. (c).

iii) the video compression format for encoding at the edge device (and nec-
essarily, for decoding at the end device), i.e. (g) and (i).

iv) the transport protocol used for the downlink transmission, i.e. (h).

The other parts of the prototype can be modified but this was out of the
scope.

Each experiment was conducted 30 times for the same configuration
in order to mask any network interference or computing hardware perfor-
mance fluctuations. In order to ensure reproducibility between the runs, a
video play-back is used instead of the actual camera feed and the addition
of a virtual element was automatically triggered five times during the video,
every 10 seconds. The test video used is 60 seconds long and is set up in
an indoor environment. Figure 5.6 shows an extract of it. The full video is
available online6, has a resolution of 640x480 pixels and a frame rate of 30
fps.

Figure 5.6: Screenshot of the test video.

6https://gitlab.liu.se/ida-rtslab/public-code/2019_mrleo_video
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5.3.2 Test Environment

We first ran the experiments with a first edge/end device pair, hereafter
called the baseline devices. Then, we conducted a second set of experiences
with another edge device or end device that exhibit different characteristics
of interest. Those are denoted as the extra devices.

Regarding edge devices, the baseline device is a Lenovo Thinkpad T450s
laptop. The laptop runs Ubuntu 18.04 and has 12 GB RAM and an Intel Core
i5-5200U CPU (2.2 GHz, 2 cores, 4 threads), which is classified as a high mid-
range CPU as of July 2019 [140]. The extra edge device is an HP Elitebook
840 G5. It runs Ubuntu 18.10 and has 16 GB RAM and an Intel Core i7-8550U
CPU (1.8 GHz, 4 cores, 8 threads), which is classified as a high end CPU as of
July 2019 [141]. Therefore, the extra edge device is expected to be somewhat
more powerful than the baseline one.

The baseline end device is a LG G6 smartphone running Android 8.0 and
equipped with the Qualcomm Snapdragon 821 mobile platform. It contains a
Qualcomm Kryo CPU (2.4 GHz, 4 cores) and 4 GB RAM. The extra end device
is a Samsung A5 (2017 model) also running Android 8.0 and equipped with
the Samsung Exynos 7880 mobile processor. It contains a Cortex A53 CPU
(1.9 GHz, 8 cores) and 3 GB RAM. Compared to the baseline device it is a bit
less powerful but provided hardware from a different vendor.

During the experiments, all third-party applications on the end devices
were uninstalled, and the internal applications that could be disabled were
disabled. On the edge devices, no other application, scheduled tasks or other
services were running in the background.

The experiments were performed over a local network set up using an
Asus RT-N12 router disconnected from the Internet. The edge device was
connected to the network using an Ethernet cable and Gigabit Ethernet (1000
Mbit/sec), and the end device was connected using an 802.11n wireless net-
work. The end and edge devices were placed within one meter from the
network gateway, and the same positions were used for all tests using the
same devices. Figure 5.7 shows a picture of the test environment.

5.3.3 Performance Metrics

In order to measure the performance of the MR-Leo implementation in the
different configurations, we study two different aspects. Both are of impor-
tance so that the virtual elements integrate seamlessly with the reality, i.e. for
QoS. The first aspect is the latency of the application. This one should be low
in order for the application to be reactive enough to the user’s movement and
interactions. The second aspect is the throughput of the application, i.e. how
much of the incoming stream is displayed with the added virtual elements
to the user. This contributes to QoS by being related to how well the virtual
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Figure 5.7: Test environment.

elements integrate with the reality in a seamless manner and should be as
high as possible.

For the latency aspect, the metric commonly used [27] is end-to-end (E2E)
latency. However, in the context of this study, this could mean two different
things. The first way to consider E2E latency is to measure at the end device
the time elapsed between the moment the end user presses the "Add virtual
element" button and the moment when the virtual element appears on the
display (Steps (a-bis) to (j) on Figure 5.3). We denote this first latency metric
as the time to virtual element (T2VE). This is the metric considered for E2E
latency by Chen et al. [27].

However, we argue that in our MR scenario, E2E latency could also be
understood and measured as the time it takes for a captured video frame to
be displayed with the MR enhancement on the display (Steps (a) to (j) on
Figure 5.2). In our scenario, this is expected to be different from the T2VE
as the video has to be transmitted to the edge device and back, and not only
one way. We denote this second latency metric as the frame round trip time
(FRTT).

The T2VE is automatically measured by adding in the mixed reality part,
in addition to the virtual element, a row of pixels with a uniform color not
present in the video and detecting in the end device the appearance of this
row. Our tests showed that this detection is lightweight and do not impact
the results. Similarly, we modify some frames of the original video to contain
a row of pixel with a second color for the FRTT measurements.

The throughput aspect corresponds to how many of the incoming frames
are processed by the edge device and how many are discarded due to the re-
silient mechanism described in Section 5.2.2. Indeed, in order for the SLAM
algorithms to perform well, the number of frames dropped should be as low
as possible. We measure this second aspect as the number of frames received
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at the end device. This way, we account for frames loss in the MR algorithms,
but also during transmission, which is part of the prototype under evalua-
tion.

5.4 First Attempt at Edge Offloading

The baseline configuration consists of the baseline end device and the base-
line edge device using a H.264 video stream transmitted over TCP. Those two
were chosen because H.264 is widely used for video streaming, and TCP has
been chosen for other MR prototypes [27]. We evaluate this baseline config-
uration using the performance metrics presented in Section 5.3.3.

5.4.1 Results

(a) T2VE, all virtual elements (b) T2VE, virtual element added at 30 sec

(c) T2VE, virtual element added at 40 sec (d) FRTT

Figure 5.8: Latency CDFs for the baseline configuration.

Figure 5.8a shows the cumulative distribution function (CDF) of the T2VE
measurements for the baseline configuration. It can be seen that the value at
the 90th percentile is 1122 ms, but also that the it can be as low as 208 ms or
as high as 4363 ms. Since this data includes the measurements made during
the 30 runs for the five times a virtual element is triggered, we performed
further analysis to identify what is causing those extreme values.
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We find out that in the test video, there is in particular one moment where
the SLAM framework has difficulties in constructing the point cloud. This
moment happens around 30 seconds, when the camera moves out of the pre-
vious scene to film the surroundings. If we isolate the measurements for the
virtual element triggered at 30 seconds (presented in Figure 5.8b), we can see
that they show a lot higher latency with the 90th percentile at 2313 ms, more
than double compared to the whole dataset. This is a direct consequence of
the point cloud being lost in the MR system, so the virtual element cannot be
placed and rendered until the point cloud is recovered.

On the contrary, Figure 5.8c shows the CDF for the T2VE the next time
a virtual element is triggered. At this moment in the video, the point cloud
creation is stable, and then the T2VE is 6.8 times lower than for the previous
one, with a 90th percentile at 342 ms.

During each experiment run, we measure the FRTT for six different
frames, with ten seconds within them. Figure 5.8d shows the CDF for the
FRTT measurements. We note two interesting aspects. The first one is that
contrary to the T2VE measurements, the FRTT measurements are less spread.
This is due to the FRTT measurements occurring when the point cloud is sta-
ble. The second aspect is that the FRTT measurements show 1.6 times higher
latency at the 90th percentile than the T2VE ones (538 vs 342 ms). This is ex-
pected as the "add a virtual element" message is transmitted faster than the
video stream itself, in its own data link.

Figure 5.9: CDF of the throughput for the baseline configuration.

Finally, Figure 5.9 shows the CDF of the throughput measured as the
number of frames per second received at the end device. We can see that
the baseline throughput varies but in 95% of the cases is superior or equal to
24 fps.
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Edge system Point cloud Graphics Transmission
Average time
spent per
frame (ms)

5 31 5 448

Standard devi-
ation (ms) 7.8 6.5 1.7 45.6

% of total FRTT 1% 6% 1% 92%

Table 5.1: Breakdown of the average FRTT.

5.4.2 Acceptable Performance

In order to evaluate the intrinsic performance of the prototype, we look up
for performance guidelines for MR applications in the literature, related to
the two aspects of performance investigated.

With regards to the latency aspect, the idea is that the MR enhancement
should appear as immediate to the user. In his study of acceptable response
time for human-computer interactions, Miller [142] present the limit of 100
ms for the system’s answer to be perceived as immediate. 100 ms is also the
higher bound that is considered as the limit after which an online action-
based game will be perceived as unplayable [143]. However, the latency is
dependent on the end device used. For example, mixed reality projected
inside VR glasses requires latency to be under 20 ms in order to prevent mo-
tion sickness [24]. In our phone-based scenario, we adopt the threshold for
acceptable performance as 100 ms.

With regards to the throughput, the displayed video stream should dis-
play a high-enough frame rate so that the user cannot identify individual
frames. We consider that an acceptable performance on the end device is a
video stream returned from the edge device at 24 fps, which is the standard
used in the movie industry.

5.4.3 Discussion

With regards to the thresholds defined above, the baseline configuration
achieves acceptable performance for the 90th percentile with regards to
throughput but not with regards to latency, whether it is T2VE or FRTT. In
order to identify which part of the system is the bottleneck, we perform a
breakdown of the average FRTT, shown in Table 5.1.

We can see that the vast majority (92%) of the latency is spent in the trans-
mission. Therefore, we investigate alternatives to the baseline configuration
for the video transmission in Section 5.5. Moreover, the latency breakdown
indicates that time is spent in the edge system. In particular, frames are
queued before being processed by the edge device due to the MR framework
being occupied at processing one of the previous frames. Therefore, it is also
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(a) Average FRTT (b) Average edge processing time

Figure 5.10: Latency breakdown for different configurations.

relevant to investigate the impact of added computational resources, which
we do in Section 5.6.

Another interesting thing that came out of the baseline configuration
evaluation is the fact that the video stream used will have an important im-
pact on the performance of the application. When the point cloud is stable
(i.e. measurements at the 20th, 40th and 50th seconds), the T2VE is lower
than when the SLAM framework used is having issues.

Finally, the difference in measured latency for T2VE and FRTT shows that
when studying the performance of a MR application that offloads both the
computing and the rendering it is important to consider both in order to get
a correct idea of how the application is performing.

Avg σ 90th Min Max

Ba
se

lin
e Graphics 5 2 6 3 50

MR 36 7 44 19 131
Edge 41 12 58 20 132
FRTT 489 50 538 380 759

H
ig

h-
en

d Graphics 4 1 4 2 18
MR 24 4 27 15 93

Edge 24 5 27 16 93
FRTT 552 50 635 472 676

Sa
m

su
ng Graphics 5 2 6 3 49

MR 36 7 45 20 133
Edge 42 13 61 20 138
FRTT 666 37 705 591 827

Table 5.2: Performance measurements statistics (ms).
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5.5 Focus on the Communication Link

The prototype was designed so that it is easy to study the impact of changed
modules, e.g. the protocol or the video compression format. Previous work
focused on the computational part of MR applications. Here, we investigate
what could be done in order to decrease the time spent in the communica-
tion link, compared to the baseline solution. We study two aspects of the
communication link between the end and the edge device: first the transport
protocol and then the video compression format.

5.5.1 Impact of the Transport Protocol

The transport protocol typically used in related works for transmitting the
video frame data is TCP. As described in Section 2.3.2, TCP offers a frame or-
dering guarantee at the cost of the overhead for the acknowledgment pack-
ets. UDP comes with no guarantee but is more lightweight. In this section,
we study the impact of replacing TCP with UDP in the baseline configura-
tion used in steps (c) and (h) depicted on Figure 5.2. The rest of the steps are
not modified.

We find that changing the transmission protocol has an impact on three
aspects of the communication link: the minimum bandwidth required, the
latency of the MR application (both T2VE and FRTT), and the application
throughput.

As described before, the MR framework requires images of a high enough
quality in order to create a point cloud. If the video frames have been com-
pressed so much that interesting features are not distinguishable anymore,
then the MR application will not be able to deliver its service. In the proto-
type, how much the frames from the video stream are compressed is directly
related to how much bandwidth is available on the link. Therefore, we per-
formed a separate experiment that step-wise increased the bandwidth avail-
able on the communication link and measured the number of feature points
tracked by the MR framework. The results are shown in Figure 5.11 and we
found that a suitable and stable amount of feature points (around 250) can
be achieved for a bandwidth of 2000 kbit/sec for TCP and 4000 kbit/sec for
UDP. The difference is due to the fact that UDP has to transmit complete
frames all the time because some could be lost whereas TCP only needs to
send the difference between frames most of the time. We use those band-
width values for the latency measurement in order to compare latency and
throughput for a similar frame quality used as input to the edge system.

With regards to latency, Figure 5.12a shows the CDF of T2VE measure-
ment for the UDP configuration, with data when the point cloud is stable.
At the 90th percentile, the T2VE with UDP is 3.7 times lower than for the
baseline using TCP (177 ms vs 654 ms).
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Figure 5.11: Number of tracked points depending on transport protocol and
bandwidth.

(a) T2VE, virtual elements added with a sta-
ble point cloud.

(b) FRTT

Figure 5.12: Latency CDFs for the UDP configuration.

Similarly, Figure 5.12b shows the CDF for FRTT with UDP. We observe
that the behaviour is similar to the one for TCP but the latency is also lower
for this metric, with a 90th percentile at 392 ms. However, the gap between
TCP and UDP is lower for FRTT: UDP is only 1.4 times faster than TCP for
this metric.

With regards to throughput, Figure 5.13a shows that the acceptable frame
rate of 24 fps is achieved 79% of the time with UDP, which is lower than for
TCP. This is explained by the fact that frame losses are going to be higher
with UDP since the protocol has no guarantee for receiving them and this can
impact not only the frames loss during the communication but also the per-
formance of the SLAM framework as it may be harder to maintain the point

79



5. UNDERSTANDING MIXED REALITY OFFLOADING WITH EDGE
COMPUTING

(a) UDP (b) MJPEG

Figure 5.13: Throughput CDFs for different configurations.

(a) T2VE, virtual elements added with a sta-
ble point cloud.

(b) FRTT

Figure 5.14: Latency CDFs for the MJPEG configuration.

cloud if frames are missing (meaning that the computing time per frame at
the edge may increase).

5.5.2 Impact of the Video Compression Format

Another interesting part of the communication link is the video compression
format, because it will have an effect on how long the encoding/decoding
phases will be. As an alternative to the common H.264 format used in the
baseline, we use in this section another common format: the MJPEG one,
for the steps (g) and (i) of Figure 5.2. No other step is modified and the
bandwidth used is the same.

We find that using the MJPEG format improves the latency (both T2VE
and FRTT), as shown in Figures 5.14a and 5.14b. The latency at the 90th
percentile is indeed 6.7 times lower (98 ms) for T2VE and 2.2 times lower
(245 ms) for FRTT.

With regards to the throughput, the MJPEG configuration performs sim-
ilarly to the H.264 one, with a frame rate superior or equal to 24 fps 96% of
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the time (shown in Figure 5.13b). Since the MR edge part gets exactly the
same input as the baseline, this shows that the MJPEG encoding/decoding
does not impact the frame rate negatively at the same time as it improves the
latency.

5.5.3 Summary of the Communication Link Study

We showed that using UDP instead of TCP has the potential of reducing the
latency of the MR application. However, this comes at the cost of higher
bandwidth required for the communication link and the MR framework has
to tolerate potential loss of frames. Thus, application developers or edge
infrastructure providers will have to keep these trade-offs in mind when de-
ploying their services.

Our study of the video compression format showed that our custom im-
plementation of an MJPEG encoder/decoder for the downlink keeps the
high frame rate of GStreamer using H.264 but at a lot lower latency. Fur-
ther quality of experience (QoE) studies are however required in order to
determine the impact of using a different video compression format on the
quality of the resulting video depending on the bandwidth used. Indeed,
the current prototype is not affected with regards to QoS by an unsufficient
bandwidth on the downlink, but the end user QoE might be.

One further performance gain is to use hardware encoding instead of the
software encoding used at the moment. Preliminary tests performed indicate
that this has the potential of lowering the latency even more when using
UDP.

5.6 Impact of Hardware Choices

FRTT is important in the studied MR application as it has a high impact on
the QoS. If the FRTT is too high, the user will notice that the video stream con-
taining the virtual elements is not matching what he/she is currently filming.

In this section we test two hypotheses. As visible in Table 5.1, although
the bulk of the FRTT is spent for transmission, around 1% of the total (cor-
responding to 5% of the acceptable performance) is spent in queuing frames
in the edge part since the MR framework is already busy. Therefore, the first
hypothesis (H1) is that using a more powerful edge device will remove this
queuing time, and thus reduce the FRTT. Then, as all the heavy computations
are performed at the edge, the FRTT should not be impacted by changing the
end device. This is the second hypothesis (H2).

5.6.1 H1: A better CPU improves FRTT

In order to test H1, we compare the performance of the prototype application
when running on the baseline edge device and on the extra, high-end edge
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device. Table 5.2 summarizes measurement statistics, where MR includes
point cloud creation and graphic overlay creation.

In particular, we present in Figure 5.10a a breakdown of the average FRTT
for different configurations. The results are surprising, because the average
FRTT for the high-end configuration is 1.13 times higher than for the baseline
configuration. Hence, an edge device with a more powerful CPU does not
necessarily reduce the FRTT, it can actually increase it.

Even though the overall FRTT is increased, we zoomed in on the part of
it that is spent at the edge. Figure 5.10b shows that the queuing time in the
edge system is indeed reduced when using the high-end configuration. The
MR framework is also executing faster. However, the high-end configuration
had negligible impact on the time spent on graphics. We conjecture that to
decrease this part, other improvements such as using graphic accelerators
are needed, if the SLAM framework used can take advantage of it.

5.6.2 H2: FRTT is smartphone-independent

Chen et al. [27] showed that in the context of wearable devices, there is a
performance impact based on the hardware used. With major computations
done at the edge, we now compare the baseline device with an additional
smartphone (Samsung), that, although a bit less powerful than the baseline
one, should be fully capable of handling the MR application. The results are
presented in Table 5.2.

Unexpectedly again, the values show that the Samsung configuration as
1.36 times higher FRTT on average. This indicates that some part of the appli-
cation is handled differently by the two end devices considered. By looking
at Figures 5.10a and 5.10b, it appears that it is the transmission part that be-
haves differently, i.e. either the encoding/decoding, the WiFi transmission
or the way the TCP protocol is handled. Interestingly, preliminary results
with UDP showed that the difference in FRTT in this case is lower between
the two configurations, indicating that the protocol handling should be in-
vestigated further.

5.7 Summary and Possible Extensions

Mixed reality applications are a good candidate for offloading at the edge.
Indeed, they require heavy computation and very low latency in order to
deliver high quality of service to the end user. However, deploying a MR
application that performs video streaming towards the edge and back is not
trivial due to the different components that need to be brought together.

In this work, we found that bringing down the time spent in the com-
munication link is critical for such MR applications and we see the different
alternatives considered in this chapter as a first step towards further studies
of this aspect.
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A way forward is to investigate other possibilities for reducing the la-
tency of the MR application such as using hardware acceleration for encod-
ing/decoding, using other SLAM frameworks, using other types of protocols
and dissecting combinations of those. For example, it would be interesting to
investigate a custom protocol for MR that would be built on top of UDP but
with some features of TCP such as guaranteed delivery and packet synchro-
nization in order to keep the bandwidth needed low while avoiding frame
loss. An example of an attempt to such protocol is ENet 37, which is unfortu-
nately not implemented in the video streaming frameworks available at the
moment.

Moreover, it would be interesting to study the application with regards
to its energy usage. Indeed, applications running mixed reality on the end
device can drain its battery and it would be interesting to study how the
offloaded mixed reality application performs in this regards.

Finally, this work could be extended to execute within a future 5G de-
ployment where other protocols are in use and where hardware accelerators
are exploited.

7http://enet.bespin.org/
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CHAPTER

6
Modeling an Edge Mixed
Reality Workload

In this chapter, the method used for obtaining a workload model exhibiting
the same characteristics as an application is presented. It is then applied on
the MR-Leo prototype for obtaining a mixed reality workload model.

6.1 Method

When performing workload characterization and modeling, numerous indi-
cators can be studied. The objective is that the model presented in this thesis
is of relevance for researchers and developers of edge computing platforms
and algorithms. Therefore, the characterization performed starts by deter-
mining what are the load indicators used in the state-of-the-art research.
Then, a method is devised for extracting knowledge from the application
with regards to those load indicators, and create a model of the studied work-
load.

6.1.1 Load Indicators

For a proposed workload model to be relevant, it needs to include the load
indicators that will be considered by the model users, e.g. researchers within
edge computing.

Load Indicators Used in Current Research

Our study is not the first one to look into workload characteristics that are
of interest for edge computing research. Researchers working in benchmark-
ing for edge computing have proposed characteristics to be taken into ac-
count when creating or using application workloads in their benchmarks.
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To compare edge computing platforms, Das et al. [144] utilize workloads
from three different applications that have different computation resource
demands. When comparing the deployment of applications using different
modes, McChesney et al. [117] use six applications that are characterized
with one or several of the following type tags: latency critical, bandwidth
intensive, location aware and computational intensive. Finally, the load in-
dicators considered by Toczé et al. [111] in the perspective of benchmarking
edge algorithms and techniques are the resource demand (relative to com-
munication, computation and storage), the deadline, the arrival type (to be
understood as arrival pattern) and the interrarrival time.

In addition to the above, we also look at recent edge computing research
evaluated using simulations. We selected 5 works published in 2018 or 2019
in relevant edge computing conferences where evaluations were based on
a simulator. The simulators used were: iFogSim [145], EdgeCloudSim [116],
SimGrid [146], and FogTorchPi [147]. They are all open-source and have been
used by several groups of researchers.

Table 6.1 presents the outcome of this literature study. For each work, we
checked whether the workload used considered the computation demand,
the communication demand, the storage demand, the arrival pattern of tasks,
some timing aspect (e.g. deadlines), the location of tasks or any other aspect.
We focus on those as they are considered in the benchmarking efforts pre-
sented earlier.

As Table 6.1 shows, the computation and communication resource de-
mand are indeed of high interest for edge computing research and it is there-
fore important to study applications with regards to those load indicators.
Similarly the task arrival pattern and timing are important to study. The
storage resource demand, although not considered by all works is still con-
sidered by some. When reviewing the literature, it could be noted that the
location-related indicators come from the locality of the end devices (and its
mobility, when relevant) and not from the task itself. Therefore, we will not
consider this indicator further in this study.

Selected Load Indicators

Based on the above load indicators found in recent benchmarking research
and in research conducted using simulators, we conclude that when charac-
terizing an edge application, specific care should be taken considering:

• Task definition

• Task arrival pattern

• Resource demand (especially regarding computation and communica-
tion)

• Timing
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Table 6.1: Load indicators considered in selected works using simulation.
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Figure 6.1: Overview of the characterization and modeling workflow.

More specifically, during the characterization and modeling, it should be-
come clear what an offloaded task is in the context of the application, and
how often those tasks are offloaded to the edge. Then, it is important to char-
acterize and model the resource demand of those tasks as well as their timing
constraints, for example whether they have a deadline.

6.1.2 Method Overview

In this section, the method used for characterizing and modeling the mixed
reality workload is described. It is presented in a generic way so that it could
be reused for characterizing and modeling relevant and realistic edge work-
loads for different application types. An overview of the characterization
and modeling workflow is presented in Figure 6.1.

The workflow is composed of three main steps (represented by rectan-
gular boxes): 1) application understanding, 2) application instrumentation
and 3) statistical analysis. Each of these steps will produce an artifact (rep-
resented by oval boxes). Those steps and artifacts will be described in more
detail in the next section.

As an input, the workflow takes an application. It is considered that one
has access to this application, i.e. it should be possible to review the appli-
cation code and to instrument it. If one or both of these conditions are not
satisfied, then one or both of the first two steps of the method cannot be
performed. In that case, the method can still be used but the artifacts corre-
sponding to the step(s) that are not possible will have to be provided by some
external part (for example the company owning the software) that should be
trustworthy. As an output from the workflow, a statistical model of the work-
load is obtained, that can be used as an input to a load generator.
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6.1.3 Characterization and Modeling

The major part of the method introduced in Section 6.1.2 deals with charac-
terizing the application, i.e. observing and documenting its behaviour. The
concerned parts are depicted in dark gray in Figure 6.1. This is essential for
our aim of generating realistic workloads because such workloads require
some quantitative data to be suitable as input to a benchmark or a simulator.
In addition to observing the behaviour of the application, i.e. characterizing
it, we also want to model it in order to be able to synthetically generate a
workload that will exhibit the same characteristics as the original workload.
The modeling parts lead to the acquisition of the first and third artifacts pre-
sented on Figure 6.1 and are depicted in light gray.

Step 1: Application Understanding

The first step of the method consists in getting some deep understanding of
the application. The input to this step is the application itself that will be ana-
lyzed by one expert in order to extract a qualitative understanding about the
functioning of the application. With regards to the selected load indicators
mentioned in Section 6.1.1, this step aims at defining what is an offloadable
task in the context of this particular application. If an actual application is
not available, this step can be performed at a theoretical level, however with
the risk of not capturing all the different interactions that a real application
will require.

Artifact 1: Application Model

The first artifact, the application model, is created based on the application
understanding step. In this step, and based on the load indicators presented
in Section 6.1.1, we want to define precisely what is an offloaded task in the
context of this application. If relevant, other load indicators from the list
can also be modelled at that stage. When an offloaded task is defined, the
application can be modeled as a directed acyclic graph (DAG) that shows
the flow of tasks within the application. In such a graph, the vertices are
computational functions and the edges are communication links. Once the
application model is created, i.e. what are the offloaded tasks and how they
will be transmitted and computed are known, the second step that is appli-
cation instrumentation can be performed as it will be clear what needs to be
measured and where this should be done.

Step 2: Application Instrumentation

The second step of the method consists of instrumenting the application code
in order to gather data about the selected load indicators presented in Sec-
tion 6.1.1. This data consists of various measurements. The aim is to get
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quantitative experimental data with regards to the suitable selected load in-
dicators. At a general level, the focus should be on studying the tasks (as
defined previously), how often they are created on the end device and how
they are handled by the edge device, at which pace and using what amount
of resources.

Artifact 2: Experimental Data

This artifact is the output of the application instrumentation, obtained by
running experiments with the application. Depending on how the measure-
ments are logged, some pre-processing of the data may be required before it
can be used as an input for statistical analysis.

Step 3: Statistical Analysis

The last step of the proposed method, the statistical analysis is performed on
the experimental data artifact. Using descriptive statistics and other statisti-
cal tools, the data can be visualized and analyzed in order to get quantitative
data as an input to the workload model. Statistical tools such as similarity
tests (e.g. Pearson’s test) can also be used to find reoccurring patterns in the
experimental data, when relevant for the application according to the knowl-
edge gained in the application understanding part.

Artifact 3: Statistical Workload Model

Based on the statistical analysis, information is obtained about how the load
looks like. The purpose of creating the statistical workload model is to gen-
erate a synthetic workload that will be similar to the workload generated by
the real application. The method that is used is to perform probability dis-
tribution fitting for the selected load indicators for which experimental data
was gathered. For the load indicators were the gathering of experimental
data was not possible, the knowledge from the application understanding
step is used.

6.2 Task Definition

As part of the application understanding step, it should be defined what an
offloadable task is in the context of our selected interactive MR application.
To do that, the inputs and outputs to the application are analyzed.

In a typical use case scenario of the application, the user will capture some
environment with her end device and then press a button on the screen to
add a virtual element to the environment. This element can also be interac-
tively removed, by pressing another button on the screen. The user moves
the end device and can add another element at another place, and so on.
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Therefore, the application has two types of input: video input (the video
stream captured by the device camera) and user input (the user pressing a
button to add or remove a virtual element). However, it only has one output:
the resulting video stream that contains the original stream enhanced with
the virtual elements when appropriate.

These two types of input have very different characteristics and should
therefore be considered as two different types of task that the server part of
the application will have to handle. We look deeper at those two to define
the task types for MR-Leo.

Regarding the video input, each video frame is sent to the MR function on
the edge device, that will perform analysis of the frame. For obtaining good
quality of service, each frame should be analyzed and result in an output
frame displayed to the end user. This output may or may not include virtual
elements. Therefore, it is natural to define a task for the video input as the
handling of one frame. This first task type will be referred to as video task in
the rest of the chapter.

Regarding the user input, each such input should be handled by the MR
function at the edge, before the MR service is provided to the end user. There-
fore, handling the user input is also defined as a task. This second task type
will be referred to as a user task.

6.3 Task Arrival Pattern

For each identified task that will be offloaded to the edge we need to char-
acterize the task arrival pattern, to be able to later generate the synthetic
workload. The task arrival pattern corresponds to how often a task will have
to be handled at the edge and is obtained as a result of applying both steps 1
and 2 of the method.

When defining where different measurements points could be placed, it
was considered that the communication link was perfect. Indeed, modeling
the communication link is out of the scope of this work. This is particularly
relevant when considering the task arrival pattern. Theoretically, the task
arrival pattern should be the same as the task generation pattern at the end
device. However, experimental data gathered by logging the video task in
terms of the number of frames received per second at the edge (presented in
Figure 6.2 for 30 experimental runs) shows that is it not the case in practice.
Although the video frames are generated at a fixed rates of 30 fps, those same
frames arrive at the edge with a frame rate varying between 20 and 32 when
considering the first 59 seconds (i.e. 98%) of the video. This is due to the
choice of the video encoding and transport protocol adopted for the imple-
mentation. Those choices are, however, not related to how the workload of
the application looks like in the generic case. For the sake of edge-side appli-
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Figure 6.2: Experimental frame arrival rate at the edge device.

cation modelling we will ignore the transport and coding-induced jitter and
will model the task arrival pattern based on the task generation pattern1.

Starting with the video tasks, the task generation pattern is the same as
the frame generation pattern, per definition. Since the video considered for
the MR-Leo implementation is shot at 30fps, the task generation rate is 30
tasks per second and the interarrival time is constant. Therefore, the video
tasks should be generated periodically with an interarrival time of 33ms.

For the user tasks, the task generation pattern depends on how often the
user will press the button on the screen. Based on some observations during
the testing of the prototype, it appears that a typical user presses the but-
ton to add/remove a virtual object a few times per minute. For user tasks,
the arrival can thus be modelled as a Poisson process with an intensity of
λ = 5 tasks per minute. This will be a parameter that one can change upon
configuring the model differently.

Note that this will mean that there are 1800 video tasks generated per
minute in parallel with around 5 user tasks. Hence, a model similar to earlier
works [91] where a Poisson process is used to create task arrival patterns is
not realistic. Such a model will miss to represent the periodic arrival of video
tasks that represent 99% of all tasks.

1Modelling additional variations can be added at a later stage if needed.
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6.4 Resource Demand

In this section, we describe how the resource demand part of the workload
model was obtained according to the method. First, we detail how we ap-
plied steps 2 and 3 as this is relevant for understanding the results obtained
e.g for the computation demand. We mainly focus on the computation de-
mand, which is the most common resource considered in the literature study
presented in Section 6.1.1. We also consider the communication and memory
demand, which are the next two significant resources.

6.4.1 Overview of Applying Steps 2 and 3

In this case study, the application instrumenting step reused part of the in-
strumentation done for evaluating the performance evaluation of MR-Leo
presented in Chapter 5, specifically logging the task arrival rate on the edge
device and on the end device. In addition, the application was instrumented
in order to log the CPU use and the memory use at every second. This was
done using the Linux top tool. In order to get the number of executed in-
structions, a separate instrumentation of the application code was performed
using a custom code building on the Intel Pin tool2 for binary code analysis.

To obtain data, the experiments were run on a HP Elitebook 840 G5 run-
ning Ubuntu 18.10 with 16 GB RAM and an Intel Core i7-8550U CPU. Two
sets of experiments were run: first 30 runs using a pre-recorded video as in
Chapter 5 (later denoted as the reference video) in order to log the task ar-
rival as well as CPU and memory use. Automatic user input were added in
order to also include this workflow in a controlled way. Then, a separate set
of experiments were conducted for getting the number of instructions exe-
cuted per video frame. Separate runs were conducted for video input alone,
and for video and user input combined. The reason why this data was gath-
ered in separate runs is that binary code analysis slows down significantly
the execution of the application and would therefore influence the other met-
rics. Due to this slow down, this test set had to be performed with a mocked
smartphone client, i.e. the video frames are directly used as input on the
edge server.

For the statistical analysis, the following techniques are used: first, the
data obtained using histograms are plotted in order to visualize how the data
behaves. In addition, descriptive statistics such as the mean, median, max-
imum and minimum values are used for further analysis of the data. The
presence of one or several modes in the data is also studied. The mode of
a set of values is the value appearing most often [149]. It appears as a lo-
cal maximum in the probability density function of the data distribution. In
some distributions, there are several such local maxima. In this case the data
is multimodal and the different modes can be identified by statistical tools.

2https://software.intel.com/en-us/articles/pin-a-binary-instrumentation-tool-downloads
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The experimental data gathered is then used to derive numerical data for
the statistical workload model. In particular, for the computation demand,
a bimodal normal distribution is fitted to the data using the R package mix-
tools. The fit of the obtained distribution is checked using the Kolmogorov-
Smirnov (KS) tests and Pearson’s chi-squared test, two statistical tests for
studying different similarity indicators that are suitable for comparing two
distributions. The KS test measures the maximum difference between two
cumulative distribution functions and its result can be seen as describing
the divergence of the two distributions [121]. The Pearson’s chi-squared test
measures the difference between the histograms of two empirical distribu-
tions [121]. The fit of the obtained distribution is visualized by plotting the
quantile-quantile (QQ) plot between the experimental data points and a set
of data points generated from the obtained distribution. In such a plot, the
points are aligned along the line y=x if the two distributions are similar.

6.4.2 Computation Demand

Characterizing the computation demand is not a straightforward task. Based
on the literature study performed in Section 6.1.1, the computation demand
is sometimes not quantified but described in generic categories such as
"High" or "Low" [117, 111]. When it is quantified, the metric chosen varies
and the numbers are provided without explaining how they were obtained.
In this study, we use two metrics: the number of cores used and the number
of instructions executed during running a task.

Number of Cores

For characterizing the CPU load of the MR application, the CPU use during
running the edge processing part of the application was logged on the edge
device. The result is that the MR-Leo application requires the power of three
cores. This can be seen on Figure 6.3, showing a histogram of the CPU usage
values recorded during 30 experimental runs. On the figure, the maximum
CPU utilization goes up to 226% , i.e. the application requires the equivalent
of two cores utilized at 100% and a third one utilized at 26%, so three (logical)
cores are needed.

Therefore, if the computational demand is modeled as CPU cores, then
the computational demand deriving from the method is 3 high-end cores3.

Number of Instructions per Video Task

With regards to the number of instructions run and as described in Section
6.4.1, a dynamic binary analysis is performed with a custom adapted tool
based on Pin. This tool enables to count the number of instructions executed

3i.e. equivalent to the Intel Core i7-8550U logical CPU cores
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Figure 6.3: Measured CPU use per second.

Avg σ Median Min Max
Reference video 244.08 98.53 185.30 119.48 563.91

Object video 185.41 43.98 164.03 133.03 316.02
Campus video 269.41 42.43 282.42 140.52 384.54

Table 6.2: Basic statistics for the instruction count (MI).

between two points in the source code. We use this tool to count the number
of instructions executed when processing a frame in the class that feeds the
decoded frames to the MR function.

The analysis was run 5 times on the video stream captured for the perfor-
mance evaluation presented in Chapter 5. Figure 6.4 shows a histogram of
the number of instructions per frame over the 5 runs. Basic statistics over
the 5 runs, are presented in Table 6.2. On the histogram, it can be seen that
the numbers of instructions are not spread homogeneously over the span be-
tween the minimum and the maximum values. On the contrary, the data
exhibits two modes: one at 158.43 million instructions (MI) and a second one
at 310.03 MI.

When plotting the data for each run separately, the shape of the histogram
is similar. In order to quantify this similarity, we compare the output of each
run to the other ones using the Pearson’s chi-squared test. Twelve bins were
considered for grouping the data. The tests indicate similarity between the
distributions obtained from the different runs (with p-values between 0.23
and 0.24).
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Figure 6.4: Measured number of instructions per frame for the reference
video.

As mentioned earlier, the data presented two modes. For modeling it,
a distribution fitting was performed using the R library mixtools. This as-
sumes that the distribution is a mix of two normal distributions, which
seemed reasonable having seen the shape of the histogram presented in Fig-
ure 6.4. The density function of the obtained distribution is presented in Fig-
ure 6.5. The two distributions composing it are a normal distribution with
mean µ = 155.62 MI and standard deviation σ = 14.10 for 47% of the values
and a normal distribution with mean µ = 322.38 MI and standard deviation
σ = 71.18 for the remaining 53%.

The fit is tested using a QQ plot shown on Figure 6.6 and by using the
Pearson’s chi-squared test and the KS test between sampled data from the
fitted distribution and the experimental data. All show a good fit. The p-
value for the Pearson’s chi-squared test was 0.23 and the output of the KS
test was 0.026.

We conjecture that the two modes of the distribution, i.e. the two levels
of computational intensity, correspond to two situations in which the appli-
cation can be: 1) it needs to create a point cloud, and 2) it needs to update
it. The first situation being more computationally intensive than the second
one. In order to test this, two additional series of tests were conducted with
two other videos4. The first one shows different objects disposed on a table
(referred below as the object video) while the second one is shot in an outside

4Available at https://gitlab.liu.se/ida-rtslab/public-code/2019_mrleo_
charac
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Figure 6.5: Density function of the fitted distribution.

Figure 6.6: QQ-plot of the data vs the fitted distribution.
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(a) Campus video (b) Object video

Figure 6.7: Measured number of instructions per frame.

environment on the campus of Linköping University (referred below as the
campus video). The two additional videos contain the same number of frames
as the reference video. When using the MR-Leo implementation, those two
videos exhibit different behaviours compared to each other and to the refer-
ence video used previously. For the object video, a point cloud can be found
by the MR-Leo application and once found, is kept until the end of the video.
On the contrary, a point cloud can never be found for the campus video, as
the scene is too complex for the MR framework used (although it reflects the
state-of-the-art). The reference video exhibits a behaviour in between those
two extremes, with a point cloud being created but lost for a while around
30 seconds, and then recovered.

When plotting the histogram of 5 runs using those videos, it can be seen
that the number of instructions executed is different in the three different
scenarios proposed by the three videos. Figure 6.7a shows the histogram
for the campus video. This histogram is unimodal with a mode at 287.46
MI. Figure 6.7b shows the histogram for the object video. This histogram is
actually trimodal, with two modes close to each other (160.45 MI and 172.24
MI) that are aggregated in the first bin of the histogram, and a third one at
269.59 MI, containing only 13% of the data values. Basics statistics for the
campus and object videos can be found in Table 6.2. The results of those
experiments therefore seems to validate the conjecture made as the campus
video is always trying to create a point cloud, without success, while the
object video will mostly update the point cloud once it is created.

Number of Instructions per User Task

The next aspect we study is the difference in terms of instructions executed
depending on whether a user task has been sent to the edge node or not.
The experiment performed with the reference video is adapted to include an
automatic trigger of a user task adding a virtual element during 100 frames,
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(a) With a VE (b) Without a VE

Figure 6.8: Measured number of instructions per frame.

and then removing the virtual element during the next 100 frames, and so
on during the whole experiment length. This adapted experiment is run 5
times.

We plot the histogram of the frames including a virtual element on Fig-
ure 6.8a and of the frames not including a virtual element on Figure 6.8b. The
two distributions are compared using the KS test and Pearson’s chi-squared
test. The KS output is 0.028 and the p-value obtained is 0.086 for the Pear-
son’s chi-squared test. This indicates that the two distributions are not sig-
nificantly different.

Based on the above tests and the fact that user tasks only account for 1%
of all tasks, we do not include a separate model for the computation demand
of a user task. Instead the model for computation demand of video tasks
is deemed sufficient for frames including a virtual element and frames not
including a virtual element.

6.4.3 Communication Demand

As part of the application understanding part, it needs to be highlighted
in this study that the MR-Leo application will have an almost symmetric
amount of data transmitted for upload and download, contrary to what is
sometimes assumed for MR applications (e.g. in [91]). This is because all the
MR parts, including rendering, are offloaded to the edge and it is needed to
transmit a full frame to the edge, and also a full frame back to the end device.
The only part that is not symmetric is the one corresponding to user tasks, as
that are only transmitted from the end device to the edge device. Those tasks
however represents only a tiny fractions of all tasks as described earlier.

Regarding video tasks, we study how they look like when generated on
the end device. The video stream used for performing the performance eval-
uation presented in Chapter 5 is taken as an example of a standard input for
the MR-Leo application. This video stream includes 1814 frames for a size of
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Figure 6.9: Histogram of the memory usage of the MR application.

75.5MB, which corresponds to each frame having a size of around 41kB be-
fore encoding. How much data is going to be actually transmitted between
the end device and the edge device will depend on the video compression
standard chosen. Modelling the behaviour of different compression stan-
dards (such as H.264 or MJPEG that are included in MR-Leo) is relevant but
out of the scope of the work presented in this chapter.

For user tasks, the size of a request can be obtained by studying the im-
plementation. It is set as 60 bytes: 10 bytes for the header and 50 data bytes.
The user tasks are not encoded so their size is independent of the compres-
sion format used.

6.4.4 Memory Demand

When studying the application during the application understanding step,
one outcome is that the MR-Leo application does not store data permanently
on the edge server but only requires memory during run time. This was
measured using the same instrumentation as for the CPU use.

The memory usage of the MR-Leo application was thus measured each
second during 32 experimental runs. Figure 6.9 shows a histogram of the
measurements, which include the memory used by the application before
the end device connects, during the time it is connected and after the end
device disconnection.

Two levels of memory occupation clearly appear on Figure 6.9. The first
one, around 1 281 kB corresponds to the memory usage of the application
when no end device is connected. The second, at on average 3 735 kB (with a
standard deviation of 82 kB) corresponds to the memory usage when an end
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device is connected, i.e. to the size of the application and the environment
model associated to the connected end device. During the connection time
of the end device, the memory occupied usually increases and decreases of a
few tens of kB, but without any obvious pattern related to the video stream
used for the test.

The model proposed for the memory demand of the considered MR ap-
plication is thus as follows: an individual task (video or user) does not have
a specific storage requirement but the edge device needs to provide 1.3 MB
of memory and an additional 2.4 MB per end device connected to this edge
device.

6.5 Timing

The timing aspect includes defining a task deadline and expressing the
latency-sensitivity of the application. This is therefore part of the first step,
application understanding.

As any application relying on live video streaming, the considered MR
application is very sensitive to jitter. Getting video frames late and at an
unsteady pace will degrade the quality of experience of the user. Therefore,
when using an MR workload, it will be important to measure how many
tasks met their deadline to determine whether the solution meets the per
task delay requirements inherent to such an application.

In order to determine a suitable deadline for the two types of tasks, we
use the performance evaluation of the MR-Leo implementation that was pre-
sented earlier in Chapter 5. In this study, it was observed that using some
hardware configuration for an edge server will lead to video frames being
queued because the edge device was unable to process one frame before the
next one arrived, due to a lack of computational resources. If this happens
too often, it leads to a degradation of the quality of service of the application,
as it displays outdated frames to the user. The implementation therefore in-
cludes a mechanism for discarding old frames but this comes at the cost of a
decreased frame rate at the end device.

Therefore, it order to avoid both outdated frames and discarded frames,
it is desirable to avoid frames queuing up at the edge end. This will improve
the quality of service of the application both with regards to time for han-
dling a frame (that will increase with queuing) and to the number of tasks
completed (that will decrease if frames are dropped). Therefore, an ideal
edge system should process completely one frame before the next one comes.
Hence since the frame rate of the prototype is 30 fps, the video task deadline
can be set to 33ms. Missing this deadline will not prevent the application to
work but will degrade the quality of service.

Regarding the user task deadline, the graphics will be added or removed
in the next coming video task. Therefore the deadline for such a task is at
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least twice the deadline for a video task, i.e. 66 ms. This is under 100 ms,
which is the limit considered for perceiving the response as immediate [142].

6.6 Mixed Reality Prototype Model

As an output from the method presented in Section 6.1, two artifacts are
obtained: an application model and a statistical workload model.

6.6.1 Application Model

Based on the application understanding step, an application model artifact
is created. As described in Section 6.1.3, the model is a DAG where vertices
are computational functions and the edges communication links. Some sim-
ulators, such as iFogSim, require the application to be modeled in this way.

The application model for MR-Leo is shown in Figure 6.10. It includes
computational functions related to the two different inputs discussed earlier
(the user input and the video input), as well as to the output of the applica-
tion, which is displayed to the end user. Those three functions are the only
ones executing on the user device, which is depicted with a light gray back-
ground. On the edge device, two other functions are executed. Those are
the offloaded functions depicted with a dark gray background. The first and
main one is theMixed Reality function, where all the computations related to
providing the MR service are performed. The second one, called Communi-
cation service is in charge of receiving, queuing and sending the inputs to the
MR functions and sending the output to the end device.

It should be noted that this application model can be used for any in-
teractive MR application offloading all the MR computations to the edge,
not only MR-Leo. Indeed, all implementation specifics are abstracted away
in this representation, such as the choice of encoders or content of the MR
framework used. However, we used our knowledge about the architec-
ture of a known application to provide the abstraction that we believe is
implementation-independent.

6.6.2 Statistical Workload Model

The proposed statistical workload model for fully-offloaded MR applications
based on applying the method presented in Section 6.1 to the MR-Leo imple-
mentation is summarized in Table 6.3. This is the third artifact created by the
method and it can be used as an input to simulators and other types of load
generators.
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Figure 6.10: Interactive MR application model.

Aspect Model

V
id

eo
ta

sk

Task arrival Periodic with interarrival time 33 ms

Computation For 47%: N (µ = 155.62MI, σ = 14.10)
For 53%: N (µ = 322.38MI, σ = 71.18)

Communication 41 kB (full frame, upload and download)
Deadline 33 ms

U
se

r
ta

sk Task arrival Poisson distributed
with λ = 5 (min)

Communication 60B
Deadline 66 ms

A
pp Memory Application alone: 1.3 MB

Per end device connected: add 2.4 MB

Table 6.3: Overview of the proposed MR workload model.
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(a) Model from Sonmez et al. [91]
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(b) Our model based on MR-Leo

Figure 6.11: Task arrival times for one sample of generated tasks using dif-
ferent models.

6.7 Discussion

In this section, we first compare the proposed workload model to other MR
models found in the literature and then present limitations of this work.

6.7.1 Comparison to Existing Model

The workload model presented in Section 6.6.2 present several differences
with other models previously presented in the literature for MR applications.
The main one is that it is based on a real implementation. We illustrate the
added value of the proposed model by comparing it to one of the currently
existing models that considered similar load indicators: the AR application
model with numerical data used by Sonmez et al. [91] in their evaluation.

With regards to the first selected load indicator of Section 6.1.1, task ar-
rival pattern, the current model considers exponentially distributed task in-
terarrival time (with λ = 2 seconds) combined to the concept of active and
idle periods. This means that the application alternates a phase where no
tasks are generated (the idle period, of length 20 seconds) with a phase where
tasks are generated with a mean interarrival time of 2 seconds (the active pe-
riod, of length 40 seconds). Therefore, the load generated with such a model
will have a very different profile compared to the MR-Leo load in terms of
how many and how often tasks arrive to the edge node. This is illustrated in
Figure 6.11, that shows an example of the arrival times of tasks during 3 sec-
onds when using the two models for generating tasks. The number of tasks
is more than 8 times higher using the model based on MR-Leo (90 tasks vs
11), which can strain the resources more. Therefore, testing a task placement
algorithms with a model like the current one may lead to unreliable conclu-
sions as the load used is not going to be representative for the real application
load.

With regards to the timing aspect, the model from [91] only include a de-
lay sensitivity parameter for a task that indicates if the task is delay-tolerant
or not but no deadline. As discussed earlier, avoiding frame queuing is crit-
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Figure 6.12: Density function of the number of instructions per task in the
Sonmez model.

ical for the QoS of an MR application like MR-Leo. It is therefore important
to have a deadline to be able to measure the proportion of tasks missing their
deadline.

Moving to resource demand, the computational demand is modeled by
two parameters in the existing model: the task length in number of instruc-
tions and the percentage of VM utilization. With regards to task length, this
model uses an exponential distribution (with λ = 9 Giga instructions) to
model it. Figure 6.12 shows the density function for this distribution. If
compared with the density function of the MR-Leo-based model (see Fig-
ure 6.5), the different shapes will incur a significant difference in the task
instruction size. For example, when generating 100 000 samples using both
distributions, the mode for the current model is at around 15 MI while the
two modes of the model based on MR-Leo are at around 156 MI and 322 MI.
Therefore, in addition to generating less tasks, the model from Sonmez et al.
will generate tasks that are 10 to 20 times less computational intensive. Since
this model does not include rendering of the MR output as part of the task
offloaded to the edge, this might explain the difference, but this cannot be
confirmed as the paper does not detail how this number was calculated.

For the communication demand, the existing model considers a different
size for the upload (1500 KB) and the download (25 KB), the assumption
being that a frame is uploaded but only metadata is send back from the edge.
This is not the way MR-Leo functions and therefore the models differ. The
lower size of the upload task is conjectured to be due to a different frame
resolution considered by the current model. Finally, the current model does
not include the memory demand.
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6.7.2 Relevance and Validity

One obvious concern with this work may be that the numerical data used for
the characterization and as an input to the MR application model is coming
from a specific MR implementation, when used in a specific configuration
(H.264 video transmitted over TCP), and using some specific hardware. This
MR implementation is of type fully-offloaded, i.e. it offloads all the MR com-
putation at the edge. Therefore, the numerical data obtained may not be the
same when considering another MR application type (such as one perform-
ing some rendering on the end device), another algorithm, another configu-
ration or other hardware. However, we argue 1) that the fully-offloaded type
is relevant as it is representative of the type of MR algorithms with full of-
floading in order to run on a great range of end devices, 2) the MR-Leo is to
the best of our knowledge the only available open-source implementation for
such an application type, and 3) the combination of H.264 over TCP is widely
used for video streaming and 4) the hardware used is currently reasonable to
use in an edge configuration. Moreover, the method for characterization and
modeling is applicable to a wide range of applications so that similar mod-
els can be derived from other applications. The MR-Leo implementation is
released open-source so it is also possible to modify this particular applica-
tion to run different configurations or with different hardware to extend this
study.

A second concern may be that the numerical data was obtained using a
limited set of pre-recorded videos. Thus, it is possible that the application
will perform differently when getting another type of input. However, the
standard video stream was shot to include some challenging parts for the
MR framework used (e.g. it moves out of the original scene and then comes
back again). This has been confirmed during the performance analysis pre-
sented in Chapter 5 so we believe that the measurements are representative
for a good enough combination of situations where the computations exhibit
different complexity levels. Moreover, with the prototype being available
open-source, it is very easy to extend this study with experiments performed
with other types of video input.
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CHAPTER

7
Conclusions and Future Work

This final chapter presents the conclusions based on the thesis work and dis-
cusses interesting directions for future research.

7.1 Conclusions

In this thesis, we have focused on the resource management aspect of edge
computing and studied the state of the art of the research conducted in this
broad and emerging area in order to identify which parts are well studied
and which parts are still missing.

When diving into the supply side, the edge computing paradigm enables
new possibilities for providing resources, where one of them is to have mo-
bile edge devices. As seen in Chapter 3, this is a still largely unexploited field
that is promising for enabling ultra low latency for the already mobile end
devices. When studying such a scenario, it was important and challenging
to both place the different tasks that have to be executed, but also to define a
strategy for how the edge devices should move.

When considering the resource demand side, we studied in depth one of
the typical edge applications (mixed reality) in order to learn more about its
resource demand. As such applications are still not wide-spread, we had to
develop our own research prototype in order to perform our investigations.
With the insights and measurements obtained, we built a mixed workload
model that exhibits the same characteristics as the MR-Leo application.

The taxonomy proposed in Chapter 3 and the associated review of the
state of the art shows that most of the current research about resource man-
agement for edge computing is focused on a few aspects, including for ex-
ample service placement and resource optimization. While those aspects are
important and should be dealt with, it is also crucial to explore some less
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researched aspects that are new to the paradigm and promising. Those in-
clude the mobility of edge nodes, distributed organizations for the resource
supply, and security for edge computing.

Our high level simulations of a coarse-grained representation of the re-
source supply organization show that mixing mobile edge nodes with sta-
tionary ones is promising for providing good quality of services for tasks that
require ultra low response time. This first evaluation performed in a simu-
lated environment has to be extended to evaluate the applicability of this
innovative resource supply organization, its performance, and possible as-
sets compared to more traditional ways of organizing resource supply. This
could be done through the realization of a small scale proof-of-concept im-
plementation of the ORCH framework.

With regards to resource demand, the lack of edge applications available
open-source is restricting the quantity and diversity of realistic workloads
that are available to use for edge computing studies. By providing an open-
source mixed reality prototype as well as a study of its characteristics and a
stochastic model of the workloads it creates, the thesis contributes to filling
the gap for one of the most cited use cases of edge computing. Similar work
has to be conducted with other applications in order to get a broad set of
realistic edge workloads that can be used for edge computing research.

7.2 Future Work

Resource management for edge computing is a recent but already very ac-
tive area of research. As shown in Chapter 3, it is very broad and our work
focused only on some parts of the area, although there are a lot of possible
further directions of research. Several of them are listed here.

In the thesis, only one specific application from one application domain
was characterized and its workload modeled. In order to enable studies on
the broad range of envisioned edge applications, more applications have to
be created, made available, studied and modeled. As a motivation to gather
those workloads, a study of the added value of using realistic workloads
instead of the currently used ones should be conducted.

In the ORCH framework instance presented in the thesis, the alternatives
for placing a task are limited to the closest mobile edge device and the closest
stationary edge device. It would be interesting to expand the set of devices
considered to also include other neighboring edge devices as possible candi-
date for offloading. Exploring this direction requires to define criteria for the
selection of offloading targets in that context.

Further continuation of the work on ORCH should include an actual de-
ployment of it on a physical testbed. We believe that this would strengthen
the work by taking into account some cost or overhead that can be too easily
ignored in high-level simulation.
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The algorithms presented in Chapter 4 as part of a first proposal for the
ORCH framework are straightforward but effective ones. We believe that it is
needed to study more advanced algorithms for the different ORCH compo-
nents in order to improve the quality of service. Some algorithms that would
be especially interesting to study are adaptive algorithms or models, as those
could account for dynamic changes in the environment of the system.

Offloading an application to the edge or managing edge devices does not
come without a cost. A further direction that is interesting is to study the
costs of doing so for both the end user and the edge owner. Quantifying and
modeling them would enable a better understanding of the edge systems
and of the possible bottlenecks for a wide adoption of the edge paradigm.

One of the identified resources that has not yet been considered is our
work is energy. In-depth studies of the energy aspect of offloading at the
edge as well as of mobile edge devices that will require energy for their mo-
bility are needed. For this, we see that new tools have to be created in order
to facilitate such studies in the specific context of edge computing.

Last but not least, edge computing can only be successfully deployed if
the edge infrastructure is secured, i.e. it is crucial to prevent attackers to
either get access to the data it contains or to disrupt the edge services. Indeed,
if the edge is to be used for critical applications such as connected vehicles
or health-care, it needs to have a high level of security. This is not possible
to achieve without dedicating resources to it and it is thus an interesting
direction for future work.
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