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Abstract
The performance of conventional deep neural networks tends to degrade when
a domain shift is introduced, such as collecting data from a new site. ModelAgnostic Meta-Learning, or MAML, has achieved state-of-the-art performance in
few-shot learning by finding initial parameters that adapt easily for new tasks.
This thesis studies MAML in a digital pathology setting. Experiments
show that a conventional model generalises poorly to data collected from
another site. By annotating a few samples during inference however, a model
with initial parameters obtained through MAML training can adapt to achieve
better generalisation performance. It is also demonstrated that a simple
transfer learning approach using a kNN classifier on features extracted from
a conventional model yields good generalisation, but the variance caused by
random sampling is higher.
The results indicate that meta learning can lead to a lower annotation effort
for machine learning in digital pathology while maintaining accuracy.
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1

Introduction

In this master thesis approaches to improve automated image analysis in digital
pathology are investigated using input from pathologists in combination with a
deep convolutional neural network. The project is performed at the Department
of Electrical Engineering (isy), Linköping University, and Sectra ab.

1.1

Motivation

Cancer is one of the main causes of death in the world, where breast cancer
is the type with highest mortality among women [1]. The burden of cancer is
expected to increase worldwide, due to population growth and increasing life
expectancy. Pathology is the study of causes and effects of diseases and is essential
to combat cancer. It is a part of the diagnosis process, where conclusions about
the cause and the progress of the cancer can be reached through tissue analysis.
Tissues are still mainly inspected through traditional light microscopes, but
advancing technology has made it possible to produce digital images for analysis
on computer screens. This makes the process more efficient, but it is still a
time-consuming and tedious task for a pathologist to carefully go through tissue
samples at cellular level. Furthermore, there is large inter- and intra-observer
variation in ambiguous cases, even among experts [2].
It is therefore of interest to automate the process of tissue analysis to make
it more cost effective while increasing the diagnostic accuracy. Deep learning
has achieved impressive results in visual tasks, such as image classification or
semantic segmentation, which are substantially relevant in medical imaging. The
problem is that large amounts of annotated data are needed for deep neural
networks to generalise well to unseen data [2]. Unfortunately, obtaining data
in medical imaging is difficult due to patient privacy issues and the need for
expertise to interpret the images.
1

2
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To address the data scarcity problem, it is common to use some sort of
transfer learning to train a network. One form of transfer learning is to train a
network on a source task where there is sufficient data, and then use it to obtain
a representation of the target data. In digital pathology, transfer learning has
been accomplished by using natural images for pre-training [2]. Subsequently,
features of pathology images can be extracted from the network, or alternatively
the pre-trained model can be fine-tuned with a smaller amount of pathology
image data [3].
However, the performance tends to degrade when introducing a domain
shift, such as obtaining data from a different scanning machine or site. Domain
shifts may cause the data characteristics to differ from the training data, and the
model typically needs to be re-trained or fine-tuned using more data with these
characteristics [4]. Humans, on the other hand, can learn a domain shift quickly
with just a small number of examples, because of prior knowledge of the general
process of learning. The ability for an algorithm to learn how to learn is explored
in meta learning [5, 6]. The goal is to train a model on a variety of tasks so that
it can learn to adapt quickly to new data using only a few samples. This involves
learning at two levels: acquiring task-specific knowledge rapidly at task level,
and learning across-task knowledge slowly at meta level.
One such method is Model-Agnostic Meta-Learning (MAML) [7, 8], which
is model-agnostic in the sense that it can be applied to any model trained with
gradient descent, including neural networks. The parameters of the model are
trained to be easy to fine-tune for specific tasks. It achieves strong generalisation
performance, even for tasks not seen during training.

1.2

Aim

This thesis addresses the data scarcity and domain shift problems in digital
pathology by applying the meta learning approach MAML [7] with human enduser input. A small number of annotated examples during inference are used
to fine-tune the network to improve the generalisation on data collected from a
different site than the training data. This approach is compared to a conventional
neural network trained from scratch on digital pathology data, and to a transfer
learning approach using extracted features without fine-tuning the network. The
aim of this thesis is to answer the following research questions:

• How is the performance of a neural network affected by the change of test
data site?
• Which approach is more suitable for improving generalisation performance
when a domain shift is introduced: a meta-learning approach, or training a
new classifier using pre-trained features?

1.3

1.3

Limitations

3

Limitations

The experiments in this thesis are done using the machine learning library
Pytorch [9], whereas the original implementation of MAML [7] uses TensorFlow
[10]. Therefore, a re-implementation of MAML is necessary, which was
based on Mikulik’s re-implementation [11]. It qualitatively reproduces the
supervised learning experiment from the paper on a distribution of sine wave
regression tasks. No attempts to reproduce the results of the image classification
experiments using this re-implementation have been made in this thesis or by
Mikulik.
The implementation is also limited to not incorporating many of the
suggestions made by Antoniou et al. on how to improve the result of MAML
[8]. More details are provided in the appendix. Because of time restriction, there
is also a delimitation in what hyper-parameters could be optimised. For MAML,
only meta and inner learning rates were studied.

2

Related work
This chapter briefly reviews related work in deep learning and digital pathology.

2.1

Deep learning

One of the main computer vision tasks is image classification, where deep learning has led to significant breakthroughs due to the emergence of large datasets. ImageNet [12], for example, contains over 14 million annotated images of objects in realistic settings. The major success of deep learning
came with convolutional neural networks, where deep models with large capacity, such as VGG16 [13], inception modules [14] and ResNet [15] have proven to
be successful.
In contrast to other image classification algorithms, the performance of deep
learning models scale well with increasing amount of data. However, this kind
of supervised learning is reaching its functional limit in terms of size. Sun et al.
[16] studied a non-public datasets with 300 million images, labelled with noisy
labels based on hashtags, and found that performance on vision tasks increases
logarithmically with volume of training data.

Image classification:

Training a model on a source task and then transferring
it to a target task is the general goal of transfer learning. In many real-life
applications, large-scale datasets are not practically obtainable. While deep
models can achieve super-human performance with large training datasets, they
tend to overfit when the data is scarce [17].
Domains where data is limited, such as medical imaging, previously relied on
hand crafted features in computer vision [2]. In contrast, neural networks can
provide generic or learned features by extracting information from a pre-trained
network [18, 19]. These features can then be used for final classification using
other methods, such as k-Nearest Neighbours [20]. After further analysis of these

Transfer learning:
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features, it was concluded that features from shallow layers seemed to be generic,
in contrast to features from deeper layers, that were specific and thus more source
task dependent [21, 22].
Transfer learning in digital pathology has shown promising results with
networks pre-trained on ImageNet compared to training from scratch, including
tasks such as cell nuclei detection [23], breast cancer classification [24] and
tissue texture classification [25]. Mormont et al. [3] compared several strategies,
including off-the-shelf features, training from scratch and fine-tuning, with the
conclusion that fine-tuning pre-trained networks generally yield the highest
performance.
Meta-learning: In contrast to deep learning models, human intelligence excel at
learning to recognise objects or classify images with just a few examples, so called
few-shot learning. This requires knowledge about learning from previous tasks,
which is a difficult challenge in machine learning. The idea of meta learning casts
the learning process into two levels, a quick learning which is task-specific, and
a slower extraction of information across tasks [6, 26].
Vinyals et al. [27] put few-shot learning as a meta-learning problem by
introducing the training principle to match the train and test conditions.
Their set-to-set training procedure involves having a number of tasks that are
composed of a support set used for task-level learning, and a target set used
for across-task learning i.e. meta learning. All tasks are split into three sets,
meta-training set, meta-validation set and meta-test set. They also introduced
Matching Networks to classify target set items as one of the support set classes by
using the cosine distance of the feature vectors extracted from a neural network.
The softmax function is applied to convert the distance vector for each target
item into a probability distribution over support set classes.
Ravi and Larochelle [28] used a Long Short Term Memory-based meta learner
to optimise a neural network. The meta learner was trained to adapt the classifier
quickly on each task by a set number of updates given gradients with respect
to the support set. The predictions of the target set are then used to calculate
a loss function for the task. This process jointly learns the parameters of the
meta learner and the initialisation of the base learner. Finn et al. [7] proceeded
by replacing the LSTM meta learner with Batch Stochastic Gradient Descent in
Model-Agnostic Meta-Learning (MAML). This removes the need for additional
parameters for the meta learner, and does not require any particular architecture.
MAML achieved state-of-the-art performance in few-shot learning. On the other
hand, Li et al. proposed Meta-SGD [29], which can adapt any differentiable
learner in one step. It has higher capacity to learn not only the base learner
initialisation, but also the update direction and learning rate for each parameter
in the base learner. This resulted in significant improvement in generalisation
performance, but requires more computational overhead due to the increase
in parameters during meta learning. Antoniou et al. [8] improved the MAML
framework, making the training faster and more stable by multiple measures. It
includes learning parameters for batch normalisation and learning rates per step
instead of them being shared across all inner loop steps.

2.2
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Digital pathology
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Figure 2.1: Examples of staining using immunohistochemistry to identify
the her2 protein in digital pathology images.

2.2

Digital pathology

Pathology is a study that includes examination of tissue
for diagnosing diseases. While examining tissue through microscopes is still the
most common method, recent advances in technology have made in possible to
scan images of tissue slices to digital images, Whole-Slide Images, as described
by Castro et al. [30]. After the tissue is taken from a body, chemical processing is
performed to prevent cell break down. All water is removed from the tissue
so that it can be completely embedded in paraffin blocks and sectioned into
micrometre-thin slices. At this point, the tissue is nearly invisible so to enhance
certain cell components, colour is added in a process called staining. A commonly
used staining technique is hematoxylin & eosin staining, which colours nucleic
acids blue and proteins red, and has persisted for decades because it provides
high contrast between cellular constituents. This is the most common staining
used by pathologists to detect tumours. Other types of staining enhance other
characteristics of the tissue, which are used to analyse the progression or cause
of the tumour. One of the other staining techniques is immunohistochemistry,
which uses dye that binds to antigens in tissue.
Whole-Slide Image:

Cancer arises when the normal
cell function of reproduction and growth is damaged. The HER2 gene controls
the HER2 receptors, which are proteins that manage the growth, division and
reparation of certain breast cells. A tumour is cancerous if it is malignant, i.e.
it grows more rapidly than usual and has a risk of invading neighbouring tissue
and spreading to other parts of the body. There is also a risk of recurrence after
removal. On the other hand, benign tumours are usually not invasive and do not
recur, hence they are only removed if they grow in a way that puts pressure on
organs or in other way causes pain [31].
Staining through immunohistochemistry can be used to dye HER2-proteins
brown and cell nuclei blue (Figure 2.1). If the gene is amplified, it causes a
Human Epidermal Growth factor 2 (HER2):
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Table 2.1: The tumour cells in the middle of the patches are examples of the
different levels of staining, which are connected to the staining score and a
diagnosis of her2 protein overexpression [32].
Staining

Explanation

No tumour

No tumour cell observed in the middle
of the patch. The blue cells in the
example are lymphocytes.

No staining
Score: 0
her2-negative

No membrane staining is observed.

Weak
Score: 1+
her2-negative

Faint, partial staining of the membrane
in any proportion of the cancer cells.

Moderate
Score: 2+
Equivocal

Weak to moderate complete staining of
the membrane, greater than 10% of
cancer cells.

Strong
Score: 3+
her2-positive

Strong, complete staining of the
membrane greater than 10% of cancer
cells.

Example

dysfunction with an abnormally high amount of HER2 receptors, which leads
to the cell growing and dividing in an uncontrolled manner, and thus creating
a malignant tumour. When identified, effective treatment to block the receptors
can be decided [33].
For each tumour cell, staining level in the membrane is estimated from no
staining to weak, moderate or strong staining. The total score deciding HER2positivity is based on the percentage of all tumour cells, as explained in Table 2.1.
In practice, the pathologist estimates the percentage of staining by counting 100
tumour cells. The important threshold lies between score 1+ and 2+, as score 2+
leads to further investigation to decide if there is HER2 amplification. Further
testing is expensive, and therefore it is unnecessary to test cases with a score of
1+ or lower.

3

Method

This chapter explains the approaches used in the thesis. The overall pipeline
consists of data pre-processing, model training and evaluation.
Data pre-processing included splitting data into training, validation and test
data depending on collection site, and performing augmentations to balance the
classes. The datasets were divided into tasks. Each task consisted of patches
from a slide image (Fig. 3.1). The patches were the input to the convolutional
neural networks. Training was performed using a conventional (baseline) setup
and a MAML setup. Two test sets were used to evaluate the models, where one
contained data from the same site as the training data, and the other contained
data from another site. The baseline model was evaluated without fine-tuning to
represent a conventional testing process, and the MAML model was updated by
gradient descent using a few annotated samples from a task. A transfer learning
approach using extracted feature vectors of the samples and a naive k-Nearest
Neighbour classification was also evaluated.

Figure 3.1: This is an example of a slide image. Patches (128x128) are
sampled from the area encircled by the pathologist, and classified according
to their staining level to estimate a HER2 score.
9
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300000

Non-tumour

Testset 2
Testset 1

No Staining

Weak

Moderate

Method

Strong

100%

Valset
200000
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75%

50%
100000
25%
0

0%
Trainset

(a) Number of patches.

Valset

Testset 1

Testset 2

(b) Class balance.

Figure 3.2: Total number of patches and balance of classes in the datasets.

3.1

Dataset and pre-processing

The dataset used in this thesis was provided by Sectra. The dataset images
were small patches extracted from 800 HER2-stained slide images, which were
collected from two sites, Region Gävleborg in Sweden and University Medical
Center Utrecht in Netherlands. The annotator was trained to grade HER2staining, and the annotations were validated by an experienced pathologist who
verified that the annotations held good quality.
Since the dataset was relatively large compared to other studies [2], the
opportunity to investigate how the difference in testing site affects the outcome
was good. The amount of data for each site was large, so it was possible to train
a model from scratch with data from only one of the sites. Since the data was
anonymised, it was not possible to guarantee that there were no patient data in
more than one data split. It has however been separated as much as possible with
the given information.
The data was split into a first test set with data collected from Utrecht, and
a second test set with data collected from Gävleborg as described in Table 3.1.
Classes were not perfectly balanced in any of the splits, as shown in figure 3.2.
The data is balanced during training through a weighted random sampler, where
the weight was inversely proportional to the occurrences of each class in the
dataset. To avoid oversampling a patch several times, random transforms were
applied to the images when sampled as data augmentation (Fig. 3.3).
Table 3.1: Dataset splits. Test set 2 contains data from another site. A patient
can have more than one slide image with the same referral ID.
Split
Training set
Validation set
Test set 1
Test set 2
Total

Slides

Referrals

Patches

Site

337
44
44
375
800

305
39
39
365
748

132,199
18,109
18,025
117,334
285,667

Utrecht
Utrecht
Utrecht
Gävleborg

3.2
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Figure 3.3: Example of data augmentations using random transformations.
Transformation details are provided in the appendix.

3.2

Models

Since studies using HER2-stained datasets are limited, a simple convolutional
neural network architecture was used as a base to all models in this thesis.
The architecture was developed by Sectra for classification of digital pathology
patches, and consisted of convolutional and fully connected layers. The relatively
simple model architecture was deemed sufficient for HER2 stained patches. It
was also beneficial to not have a large amount of model parameters for the MAML
base model due to the memory usage. Architectural details are provided in the
appendix, but the number of channels and dropout rate for the fully connected
layers are specified in table 3.2. The final output was produced by a linear layer
and the softmax activation function, providing probability distribution for the
five classes (staining levels).
Table 3.2: Base model architecture.
Layer
Convolutional
Convolutional
Convolutional
Convolutional
Fully connected
Fully connected
Linear

3.2.1

In channels

Out channels

3
32
64
64
4096
2048
512

32
64
64
64
2048
512
5

Drop out

0.25
0.5

Baseline

The baseline training setup was a conventional training approach of neural
networks. The data in the training set was sampled batch-wise for loss calculation
followed by gradient descent optimisation of the model parameters using a
set learning rate. A training session was composed of a number of epochs,
which consisted of optimisation using the training data, and validation with the
validation set to prevent overfitting to the training data. The baseline parameters

12
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were updated using the Adam optimizer [34], which adapts the learning rate
based on how quickly the parameters are changing during updates. Furthermore,
cyclical learning rate was implemented to vary the learning rate periodically
between a base rate and a maximum rate over epochs [35]. This reduced the
need to experimentally find a set global learning rate.

3.2.2

k-Nearest Neighbour

One of the most fundamental methods for solving supervised classification is
k-Nearest Neighbour (kNN). It is commonly based on the euclidean distance
between a test sample and labelled training data, where the k closest training
samples vote to predict the class of the test sample. In this thesis, kNN was used
as a naive final classifier together with extracted features from the 512 element
vector before the last linear layer in the base model (Table 3.2).
Task Learning
Task training
patches

Fine-tune θ
with α

Meta training
patches

Meta loss

INITIALISATION

OUTPUT
Meta trained model parameters θ

Sample
Task batch
Until training done

Task distribution = training set WSIs
Random initial model parameters, θ
Inner learning rate, α
Meta learning rate, β

Sample
Task

Until task batch done

Update θ
with β

Sum meta losses
for task batch

Meta Learning

Figure 3.4: MAML training framework.

3.2.3

Model-Agnostic Meta-Learning

Model-Agnostic Meta-Learning (MAML) [7] is a meta-learning framework that
can be used to find good initialisation parameters for a base model. The
framework consists of two loops: an inner loop that updates the base model with
respect to a loss function for a specific task, and a meta loop that updates the
initial parameters for the base model so that they become easy to fine-tune for all
tasks. The outline of the MAML framework is illustrated in Figure 3.4.
Formally, we consider the base model in a MAML setting, denoted fθ , where
θ are the parameters that map an input patch x to the normalised probabilities
of every class. The training set is a distribution of tasks p(T ), where each slide
image is a separate task Ti . Each epoch consists of sampling batches of tasks from
the training set. All tasks in a task batch use the same initial model parameters θ.
A number of inner-training patches xj ∼ Ti are sampled to fine-tune the model
for each task using yj (binary indicator=1 for correct class) and cross-entropy
loss:

3.2
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LTi (fθ ) = −

X

yj log fθ (xj )

(3.1)

xj ,yj ∼Ti

The parameters are updated to θi0 when adapting to the task through gradient
descent with inner learning rate α as:
θi0 = θ − α∇θ LTi (fθ ).

(3.2)

After optimising the performance of the model on the current task, meta-training
patches x0j ∼ Ti are sampled from the same task to calculate the meta loss LTi (fθi0 ).
The process is repeated for all tasks in the task batch, and the meta-objective is
to minimise the sum of the meta loss across all tasks in the batch:
X
min
LTi (fθi0 )
(3.3)
θ

Ti ∼p(T )

This objective is computed using the updated parameter vector θ 0 , and the metaoptimisation is performed with respect to model parameters θ, using stochastic
gradient descent with a meta learning rate β as follows:
θ ← θ − β∇θ

X

LTi (fθi0 )

(3.4)

Ti ∼p(T )

Similarly to the learning rate of the baseline model, the meta learning rate was
varied cyclically across epochs. The meta-optimised parameters were used as new
initial parameters for the next task batch. An epoch was concluded when all task
batches in the training set had been processed. For validation, the parameters
were fine-tuned using sampled inner training patches and inner learning rate α
for each task in the validation set, but no meta optimisation was performed. The
full algorithm is outlined in Algorithm 1.
Algorithm 1 Model-Agnostic Meta Learning
Require: p(T ): distribution over tasks
Require: α, β: step size hyper-parameters
1: Randomly initialise θ
2: for all task batches in p(T ) do:
3:
Sample batch of tasks Ti ∼ p(T )
4:
for all Ti do:
5:
Sample K datapoints Di = {xj , yj } from Ti
6:
Evaluate LTi (fθ ) using Di
7:
Adapt parameters using gradient descent θi0 = θ − α∇θ LTi (fθ )
8:
Sample datapoints Di0 = {xj0 , yj0 } from Ti for meta-update
9:
end
P
10:
Update θ ← θ − β∇θ Ti LTi (fθi0 ) using each Di0 and LTi
11: end

14
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Experiments

In a real life scenario, a human pathologist is the user and supervisor of the
algorithm. With a human-in-the-loop approach, the objective is to show a small
number of the input patches to the user for annotation. In evaluation of the
models, the algorithm acquired true labels for a small amount of test data for each
task (slide image). The annotated patches were used both as training samples
in the kNN classifier and to fine-tune MAML parameters for each task in the
test data. Classification using the baseline model without fine-tuning was also
done for comparison. Each model were evaluated on two test sets, one with data
collected from the same site as the training data, and another with data from a
different site. This section describes how the model evaluation was performed,
and what experiments were done to optimise hyper-parameters.

3.3.1

Evaluation metrics

The human-in-the-loop approach sampled patches from each slide image for taskwise adaptation of the models. Therefore, accuracy was measured for each task
as well as for the complete dataset. Precision and recall, defined as:
Precision =
Recall =

True Positives
True Positives + False Positives

True Positives
True Positives + False Negatives

(3.5)
(3.6)

are presented for each class to show the ability of the model to classify all classes,
since the datasets were unbalanced. Patches that were sampled for annotation
during inference were not used in accuracy calculations as the true label is given
by the user.

3.3.2

Baseline

The baseline model wes trained with the same hyper-parameter choices and
learning rate settings as Sectra’s released version. Details are given in the
appendix. The model was evaluated on the validation set after each epoch of
training. The best model was chosen at the epoch with lowest validation loss
after the training loss has started to converge.
The baseline model was not fine-tuned for each task. Predictions during
inference were made without considering which slide image the input patch
belongs to. The input patches were forwarded through the network and classified
to the class corresponding to the highest value output.

3.3.3

k-Nearest Neighbour

For kNN classification, input patches from an image slide were forwarded
through the baseline network, but instead of classifying using the baseline
approach, features were extracted. The result was a 512 element vector
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representation for each input patch. A number of patches were sampled for
annotation by the pathologist user. These labelled samples, together with their
corresponding feature vectors, became the training data in the kNN classifier for
this task. The rest of the patches in the task were to be classified by comparing
the euclidean distance of the feature vectors to the kNN training data.
Hyper-parameter optimisation:

The variables that needed to be decided for

kNN classification were:
• the number of samples that were annotated and used for kNN training data
in each task,
• and the number of neighbours k in the training data to compare each
feature vector to.
Two experiments were carried out to decide these variables. Firstly, the kNN
classifier was evaluated on the validation set by varying the number of samples
used for training data and a few values of different k. This made it possible to get
a general idea of how many samples were needed to obtain good accuracy, but the
results were heavily dependent on what samples were selected among all patches
in each task. The samples were randomly chosen, which needed to be taken into
account when deciding the number of samples.
Secondly, the accuracy on the validation set using different values of k was
examined more thoroughly. Evaluation using different random selections was
performed to account for the variations in accuracy. The k with highest mean
accuracy was selected for the main evaluations.

3.3.4

Model-Agnostic Meta-Learning

A training session of MAML can be seen as finding suitable initial parameters for
a base model by iterating over batches of tasks. Before training, the base model
was the same neural network used for the baseline approach, with randomly
initiated parameters. The base model was adapted for each task, meaning a
number of input patches were sampled and annotated. The model was finetuned by one step of gradient descent using a predetermined inner learning
rate. As explained in section 3.2, the initial model parameters were updated
after each batch of tasks using a meta learning rate. A small number of patches
were sampled for inner fine-tuning and an equal number were sampled for meta
update of the model. This meant that after one epoch, when all tasks in the
training set had been used for training, all available patches had not been used to
train the model, only a random selection. The base model therefore needed more
epochs to converge. The order of tasks was randomised each epoch, and the base
model was validated on the validation set after every 10th epoch. The model with
the lowest validation loss after 600 epochs of training was selected as best MAML
model.
In evaluation of MAML, the model started out with initial parameters that
were obtained during the training session. MAML was adapted for each task,
similarly to validation during training. The same samples selected for training
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data in the kNN classifier were used to fine-tune the MAML model. After the
model update, the rest of the input patches of the task were forwarded through
the network and classified in the same manner as the baseline. When evaluating
the next task, MAML model parameters were reset to the initial parameters.
Therefore, there was no risk of catastrophic forgetting where the model adapts
to the point of not being able to classify the original training data.
The hyper-parameters that needed to be manually determined were inner learning rate and meta learning rate. Similarly to the
baseline setup, the MAML was trained using cyclical learning rate. This meant
a base and maximum level needed to be set for the meta learning rate. The inner learning rate was constant and only one step of fine-tuning was taken for all
tasks.
Initially, some primary experimentation showed that an inner learning rate
close to zero results in the model not being affected much by the inner adaption.
In that case, the loss optimisation depended on the meta learning rate. Since
cyclical learning rate was practiced, the optimal value did not have to be exact. To
find a base and maximum meta learning rate, the base model was trained while
increasing the meta learning rate for each epoch. The inner learning rate was
held constant at 10−6 . The base learning rate was selected at the point where the
loss started to decrease, and the maximum learning rate where the loss started to
diverge. The other hyper-parameters for cyclical learning rate for MAML training
were not optimised, and the details are stated in the appendix.
Subsequently, the model was trained for 80 epochs using the selected
parameters for cyclical learning rate and varying values of inner learning rate.
The value resulting in lowest training loss after the training session was selected
for final training.
Hyper-parameter optimisation:

4

Results

In this chapter, results of hyper-parameter optimisation are presented as well
as final result of evaluating all models on the both testsets. Testset 1 contains
data collected from the same site as the training data as opposed to testset 2.
Parameter optimisation was done using experiments on the validation set. The
baseline represents results for using a conventional convolutional neural network.
The evaluation of MAML is presented both with task adaptation, and the result
using the initial parameters as is.

4.1

Hyper-parameter optimisation

In this section, the results of the optimisation experiments are presented together
with the hyper-parameter choices. The goal of the experiments was to determine
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Figure 4.1: Experiments for kNN hyper-parameters.
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the number of samples to be annotated during inference for kNN classification
and MAML adaption. Furthermore, inner and meta learning rate were optimised
for MAML training and fine-tuning.
As seen in Figure 4.1, the accuracy of the kNN classifier
differed both depending on how many samples were used for training data, and
the number of neighbours k used for distance comparison. 20 samples was
selected as the optimal number, since the value should be as low as possible
to minimise annotation effort for the end-user, while ensuring high accuracy.
As shown in Figure 4.1(b), the accuracy varied depending on the number of
neighbours while randomly sampling 20 samples for training data in the kNN
classifier. A lower k resulted in less computational complexity. In the final
evaluation, k = 3 was used.
k-Nearest Neighbour:

For meta training of a base model, both inner
learning rate and meta learning rate needed to be determined. Inner learning
rate was held constant at 10−6 in the meta learning rate finder in Figure 4.2(a),
while increasing meta learning rate for each epoch during training. A base and
maximum meta learning rate was sought, as it was varying between these values
when applying cyclical learning rate. The loss in Figure 4.2(a) started to decrease
around 2 · 10−6 , which was selected as base learning rate. Maximum learning rate
was chosen to be 3 · 10−5 , where the loss started to become noisy and diverge.
Training losses for 80 epochs of training with different inner learning rates
are shown in Figure 4.2(b). To decrease the loss quickly, the learning rate should
be as high as possible without diverging, which occurred at 10−3 . The original
plan was to use the same value during evaluation, but the experiment in Figure
4.2(c) showed that keeping the inner learning rate at this value decreased the
performance in terms of accuracy on the validation set compared to not task
adapting the model. Setting the inner learning rate to 7 · 10−5 however optimally
increased the performance and reduced variance.
Model-Agnostic Meta-Learning:
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Figure 4.2: Learning rate experiments for MAML setup.
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Baseline
MAML (initial)
MAML (adapted)
kNN

Figure 4.3: Accuracy of the models on both testsets. MAML and kNN with
task specific adaption yield better generalisation performance.

4.2

Evaluation on testsets

In this chapter, resulting accuracy of the models are presented when evaluated
on two testsets. The results empirically showed that using the MAML framework
during training including task adaption at evaluation improved the generalisation performance when a domain shift was introduced. As expected, the accuracy
of the baseline model degraded significantly when applied to the second testset.
Table 4.1 and Figure 4.3 display the accuracy of the models on both testsets. Interestingly, feature extraction from the baseline model and task adaption using
the simple kNN as a final classifier also proved to be effective to overcome the
domain shift. The variance using kNN was however higher, meaning the results
differ depending on which data points were sampled for each task. The MAML
model without adapting the parameters for each task was also presented for reference.
Table 4.1: Accuracy of the models. The data in testset 1 is originated
from the same site as the training data whereas the data in testset 2 is
from a different site. MAML (initial) is the model trained using the MAML
framework, but without task adaption.
Model

Testset 1

Testset 2

Baseline
MAML (initial)
MAML (adapted)
kNN

81.51 ± 0.22%
79.67 ± 0.19%
86.42 ± 0.89%
84.56 ± 7.14%

75.09 ± 0.08%
73.91 ± 0.11%
83.10 ± 0.41%
83.82 ± 1.97%

Recall and precision for each class is presented in Figure 4.5. The precision
for MAML with adaption and kNN did not degrade as much as the baseline when
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introducing a domain shift. The recall for non-tumour cells took a significant
turn for all models on testset 2, but MAML with adaption managed to keep the
recall above 60%. Both precision and recall for weak staining was a challenge for
all models.
Since the algorithms were used for predicting patches of one task at a time,
task-wise accuracy was displayed in Figure 4.4. The graphs indicated that
adapted MAML and kNN perform better compared to baseline and MAML before
adaption. Adapted MAML had a slightly higher performance task-wise on testset
1, while kNN outperformed MAML slightly on testset 2. This also matched the
overall accuracy in Figure 4.3.
The time it took to adapt the MAML model and make predictions averaged to
less than a second per slide image when using 20 samples.
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Figure 4.4: Accuracy with respect to all tasks in dataset sorted from lowest
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4.2

Figure 4.5: Precision and recall for each class on both testsets.

5

Discussion

In this chapter, the results and method are discussed as well as future study areas
related to the thesis. Finally, conclusions are drawn while reviewing the research
questions posed in Chapter 1:
• How is the performance of a neural network affected by the change of test
data site?
• Which approach is more suitable for improving generalisation performance
when a domain shift is introduced: a meta-learning approach, or training a
new classifier using pre-trained features?

5.1

Results

The generalisation performance is typically lower for a neural network when
dealing with data that is different from the training data. Therefore, it is not
surprising that the conventional baseline model accuracy dropped significantly
when tested on data that was collected from another site. This is a main problem
when algorithms are implemented in real life situations. The performance must
be maintained, especially in medical imaging when it is a matter of health. If a
model needs to be retrained every time it is going to be installed at a new site, the
threshold of starting to use these systems risk being too high.
Both MAML and kNN showed significant improvements in generalisation
performance. The accuracy typically varied more depending on the randomly
selected samples when using kNN than MAML. The cause is probably related to
the fact that the random sampling was discriminating the minority classes. If
a class was not sampled for this task, it was impossible for kNN to classify the
other patches as that task. The strength of MAML in this case is that it seemed to
still be able to remember the minority classes from the training data, even when
23
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they were not sampled for a specific task. This effect was especially visible for
the non-tumour class, which had high recall on testset 1, where the class was the
second most common. However, recall dropped for all models when evaluated
on testset 2, where non-tumour was a minority class. MAML was the only model
that has a recall over 60%. The variance of the model performances was typically
higher for testset 1, since it contained only 44 tasks as opposed to testset 2 with
375 tasks.
From the results, it is apparent that the fine-tuning step is essential in MAML.
The MAML performance using initial parameters was lower than the baseline
approach and degraded similarly when a domain shift was introduced. With
task adaption however, MAML had only a slight degrade in performance after
domain shift, and a total accuracy on par with kNN classification. While baseline
performance degraded even from training to validation and to test data 1, MAML
and kNN maintained the accuracy.
The time it took for the model to adapt and make predictions is negligible in
comparison to the time it takes a pathologist to classify a slide image, which is
essential in the aim to reach a cost- and time-effective solution. Instead of the
pathologist closely examining 100 cells to estimate the HER2-status, annotating
20 is enough for MAML to reach this accuracy.
Inspecting some predictions made by the models leads to the impression
that there is an overall difficulty for the models to predict certain patches. The
patches were labelled based on the staining level of the cell in the middle of
the patch, but the models have an increased risk of making false predictions if
there is representation of the other classes surrounding the middle cell. This
might contribute to some noise, leading to a difficulty to obtain a close to 100%
accuracy.

5.2

Method

The model architecture choice was based on previous networks used by Sectra
to classify digital pathology images. The same architecture was used as base
model for MAML for comparison, but to optimise MAML different settings might
be preferable. For example, the dropout rate is rather high for the last fully
connected layer, which is to improve generalisation. MAML however is designed
to improve generalisation by the training and evaluation setup, so it could be
wise to make adjustments.
Since the datasets did not have balanced classes, weighted random sampling
together with data augmentation was applied. This accomplished a relatively
even recall rate for all classes when using the baseline model, and thus seem to
prevent the model from overfitting to the majority classes.
It is interesting to see that MAML can be applied on tasks separated into the
same 5-way (classification into 5 classes) problem, but using data with domain
shifts. The original paper by Finn et al. [7] examined the problem in a standard
few-shot setting. In that case, the tasks are N-way problems with different classes
for each task. When a class had been used, they did not use it again during
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training, and of course had separate tasks for validation. Furthermore, the input
used for task adaption were sampled equally among classes. The implementation
in this thesis is restricted by only having 800 slide images, and therefore only
800 tasks with this problem formulation. The tasks had to be reused for several
epochs to make the loss converge, and the classes are the same for each task.
The samples could not be sampled equally during evaluation since the labels are
unknown. With all these differences, it is interesting to see that MAML proves
effective to overcome domain shifts.
The original implementation was done using Tensorflow, while the experiments in this thesis were carried out in Pytorch, and were therefore based on a
reimplemention. It would also have been good to apply this thesis reimplementation of MAML on the original problem [7] to compare the results. Because
of technical difficulties in handling the running stats of batch normalisation in
combination with MAML second derivative back propagation, batch normalisation was not used for the MAML base model, whereas it was used in the baseline
model. As a side effect, many of the suggestions made by Antoniou et al. [8] on
how to improve MAML were not implemented in this thesis. However, a number of the improvements assume that several inner steps are taken, but in this
implementation only a single adaption step is made.

5.3

Future work

This thesis has not explored the full potential of MAML in digital pathology. The
results indicate that it is worth to explore meta learning further in this field.
Many hyper-parameters that can be investigated more for optimisation. The
obvious next step is to implement the MAML improvements proposed by
Antoniou et al. [8], and explore different numbers of inner step fine-tuning
(only one step was taken in this thesis). It would be interesting to see if the
fine-tuning can be done incrementally, so that the pathologist user can adapt
the model freely until no more false predictions are found. The number of
samples per adaption step can be optimised to lower the annotation burden
for the pathologist. Furthermore, a combination with active learning such as
introducing a sampling strategy could improve the amount of information given
from the annotations. Since new data is being sampled in the meta learning
approach, it is also possible to consider online learning, to let the model learn
continually.
A main question arising from the results of this thesis is why the accuracy
of MAML is higher when the inner learning rate is lower during evaluation
compared to training? For now, the only theory is that it is related to the
sampling strategies being different. The sampling during training could be
done by increasing the amount of samples from minority classes through data
augmentation. However, when evaluating, the labels are unknown and the
patches are sampled randomly. The inner learning rate might need to be reduced
in such a scenario to compensate for the increasing randomness. It is a question
that needs further studies.

26

5.4

5

Discussion

Conclusion

This thesis compares machine learning approaches using convolutional neural
networks in digital pathology. Model-Agnostic Meta-Learning (MAML) is studied alongside a conventional baseline approach and a simple transfer learning
approach using a final kNN classifier. The results empirically demonstrates that
the generalisation performance of a conventional model degrades when a domain
shift is introduced by testing on data from a new site. Furthermore, it shows that
performance degrades significantly less when MAML is used. While kNN provided slightly better generalisation on test data collected from another site, the
variance depending on random samples was higher than MAML. It also appeared
that using a lower inner learning rate for MAML during evaluation was essential
for its success. The results indicate that it is possible to overcome a domain gap
between training and test data when using neural networks in digital pathology.
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A.1

Data augmentation

The training data is transformed using:
• random flips, both horizontally and vertically,
• 48 pixels of symmetric padding,
• random affine transformations with maximum scaling of 1% and shearing
with maximum 10 degrees,
• random color jitter, which changes the brightness, contrast and saturation
uniformly with a factor of 0.1, and
• cropping the image around the centre to 128 by 128 pixels.

A.2

Model architecture

The convolution kernels are of size 3 by 3, and use a stride of 1 and 1 point of zeropadding. Max pooling with a 2 by 2 kernel is performed after each convolutional
layer, and the ReLU activation function and batch normalisation with default
values are applied after all layers. Batch normalisation is removed for the base
model when using MAML. The architecture is illustrated in Figure A.1.

A.3

Baseline

The baseline model parameters were updated with a cyclical learning rate in
triangular mode, with parameters according to Table A.1. The number of batches
is the total the number of batches in the dataset, i.e. how many times the
29

30

A

Supplementary material

parameters are updated during an epoch. Optimal model was validated after
epoch 7.
Table A.1: Hyper-parameters for baseline training.

A.4

Parameter

Value

Batch size
Base LR
Max LR
LR decay
Step size

128
10−5
10−4
0.5
number of batches · 2/3

k-Nearest Neighbour

The implementation of the k-Nearest Neighbour algorithm in this thesis used
Scikit-learn [36] with default parameters and k = 3.

A.5

Model Agnostic Meta Learning

The meta learning rate of MAML was updated with a cyclical learning rate in
triangular mode, with parameters according to Table A.2. The number of batches
is the total the number of task batches in the dataset, i.e. how many times the base
model parameters are meta updated during an epoch. Task batch size regulates
the number of tasks processed for a meta update, and inner batch size how many
sample patches are used to fine-tune the base model per task. The training
dataset contained 21 task batches. Optimal model was validated after epoch 420.
Table A.2: Hyper-parameters for MAML training.
Parameter

Value

Task batch size
Inner batch size
Inner steps
Inner LR
Base LR
Max LR
LR decay
Step size

16
20
1
10−3
2 · 10−6
3 · 10−5
1
number of batches · 20
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Figure A.1: Base model architecture.
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