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Abstract

In today’s society, we experience an increasing challenge to provide healthcare
to everyone in need due to the increasing number of patients and the shortage
of medical staff. Computers have contributed to mitigating this challenge by of-
floading the medical staff from some of the tasks. With the rise of deep learning,
countless new possibilities have opened to help the medical staff even further.
One domain where deep learning can be applied is analysis of ultrasound im-
ages. In this thesis we investigate the problem of classifying standard views of the
heart in ultrasound images with the help of deep learning. We conduct mainly
three experiments. First, we use NasNet mobile, InceptionV3, VGG16 and Mo-
bileNet, pre-trained on ImageNet, and finetune them to ultrasound heart images.
We compare the accuracy of these networks to each other and to the baseline
model, a CNN that was proposed in [23]. Then we assess a neural network’s capa-
bility to generalize to images from ultrasound machines that the network is not
trained on. Lastly, we test how the performance of the networks degrades with
decreasing amount of training data. Our first experiment shows that all networks
considered in this study have very similar performance in terms of accuracy with
InceptionV3 being slightly better than the rest. The best performance is achieved
when the whole network is finetuned to our problem instead of finetuning only a
part of it, while gradually unlocking more layers for training. The generalization
experiment shows that neural networks have the potential to generalize to images
from ultrasound machines that they are not trained on. It also shows that having
a mix of multiple ultrasound machines in the training data increases generaliza-
tion performance. In our last experiment we compare the performance of the
CNN proposed in [23] with MobileNet pre-trained on ImageNet and MobileNet
randomly initialized. This shows that the performance of the baseline model suf-
fers the least with decreasing amount of training data and that pre-training helps
the performance drastically on smaller training datasets.
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1
Introduction

In this chapter we present an introduction into this master thesis. We start by de-
scribing the background and motivation for the problem of classifying the heart
view in ultrasound images. We then continue with the aim of this thesis and the
research questions that the study aims to answer. Lastly, the introduction ends
with presenting a number of delimitation regarding this study.

The practical work for this master thesis was performed at Sectra AB in Linköping.
Sectra is a company that supply medical imaging IT solutions to health-care
providers.

1.1 Background and motivation

Increasing healthcare waiting times, understaffed medical facilities and overworked
medical staff are all well known issues in today’s society. The increasing number
of diagnostic tests gathered per patient makes it even more difficult to provide
proper healthcare to those in need in a short time. Wherever it is possible for
computers to assist in offloading the workload from the medical staff, computer
scientists have the opportunity to help improve provided healthcare.

The advancements in machine learning and artificial intelligence have dras-
tically changed how numerous problems and tasks are solved today. Examples
of tasks that can be solved with the use of machine learning span domains from
image classification to recommender systems and intelligent bots in computer
games. Unsurprisingly, machine learning has found numerous uses in medicine
as well with examples including disease detection and diagnosis, prognosis, med-
ication and analysis of electronic health records [24]. One of the most com-
mon uses of deep learning that has found great success is image analysis and
has shown promising performance in medical imaging tasks such as pulmonary
embolism detection and intima-media segmentation [33]. However, one task of
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2 1 Introduction

medical imaging that still has a lot of room for improvement is ultrasound. Ul-
trasound images are notoriously hard to work with. They have relatively low
resolution and the quality of the contents in the images is highly dependent on
the experience of the person doing the ultrasound examination. This often results
in a need for expert assistance in both performing the examination and later in
interpretation of the images.

Echocardiography, namely ultrasound images of the heart, is an example of
such a domain where automation can greatly ease interpretation and measure-
ment of values needed for diagnosis, for example volume of heart chambers.
Therefore it is of interest to explore how recent approaches can be used in analy-
sis of echocardiographic images.

The ultrasound waves can reach and visualize the heart from a number of lo-
cations on the patient’s body. The views resulting from these different locations
are called standard echocardiographic views or projections. A common first step
in interpreting and performing measurements in a echocardiography is determin-
ing the standard view that the image represents. This normally requires expert
knowledge in echocardiography. Automatically determining the view can ease
interpretation for someone with limited experience and would allow for further
automation of measurements and tools for such ultrasound heart images.

Madani et al. [23] have recently shown that this can be accomplished with
great success through the use of deep learning. However, deep learning models
are notorious for needing large amounts of data in order to perform well. Given
the difficulty in acquiring enough medical image data in order to train and de-
ploy machine learning systems, it is interesting to push the research forward by
experimenting with methods that have been shown to perform well even in sit-
uations with very limited data. One such method is the use of transfer learning
with pre-trained neural networks.

1.2 Aim

The aim of this master thesis is to examine the possibilities of using transfer learn-
ing for the task of classifying standard echocardiographic views. Knowledge is
transferred from neural networks that are pre-trained on the ImageNet dataset
and that are then finetuned on ultrasound heart images.

Madani et al. [23] have shown that it is possible to achieve a high performance
on this problem by using a relatively simple model. With their study as a start-
ing point, this thesis makes use of state-of-the-art image classification solutions
by finetuning them to classification of ultrasound images. For this study, the
networks NasNet[41], MobileNet[15], InceptionV3[32] and VGG16[29] were cho-
sen to be used and compared. These networks are pre-trained on the ImageNet
dataset and are finetuned to classifying echocardiography views. Their perfor-
mance is compared against each other as well as to the model proposed in [23].

Having trained and compared the networks, the capability of a neural net-
work to generalize to images from an ultrasound machine that it was not trained
on is assessed. This is done by systematically training the network on images
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from a subset of vendors and then evaluating the network on images from another
set of vendors. This experiment should show the network’s capacity to ignore in-
formation in the image that is irrelevant to classifying the view. If the model
shows good generalization performance, it is possible to be used in practice inde-
pendent of what type of machine the ultrasound images are coming from.

Lastly, we experiment with training deep learning models with gradually less
training data and evaluate how the performance degrades as the training dataset
becomes smaller. Comparing the baseline model to a pre-trained and a randomly
initialized state-of-the-art classification model, should show which of these alter-
natives works best in situations with little data.

1.3 Research Questions

1. How do state-of-the-art object classification networks, e.g. NasNet, Mo-
bileNet, InceptionV3 and VGG16, that were pre-trained on natural images
and finetuned on echocardiography images perform on the task of echocar-
diographic view classification ?

2. How well does MobileNet generalize to images from vendors it was not
trained on in terms of accuracy?

3. How does the accuracy of a pre-trained network degrade with decreasing
amount of training data and how does it compare to a network that was not
pre-trained ?

1.4 Delimitations

This master thesis work only approaches the problem of classifying ultrasound
heart images. Only well known state of the art classification models were used
and no attempt to create a custom model was made other than implementing
the model proposed by Madani et al. [23]. Complete implementations of the net-
works pre-trained on the ImageNet dataset were downloaded and finetuned to
classification of echocardiography images. Due to limited resources and time,
an exhaustive test of available state-of-the-art classification models was not con-
ducted, but few models of varying size and complexity were chosen for the study.

When it comes to classification of different echocardiography views, only a
subset of all possible views were be considered.

The data used for the study only consisted of anonymized ultrasound im-
ages that did not contain any patient personal information. The data annotation
needed for the supervised learning was performed by us as part of the master
thesis and not performed by domain experts.

No images from the dataset used in the thesis are shown in this report because
of privacy issues and because of the agreement with the hospital from where they
were taken. Instead, similar images and illustrations taken from the Internet are
used.





2
Theory

This chapter presents the theory necessary to understand the goal of the thesis,
the methods used and choices made during this project. We also present a sum-
mary of previous work done on similar problems. We do not present basic princi-
ples of machine learning or neural networks in detail, but rather point the reader
to sources where such information is covered.

2.1 Echocardiography

An echocardiography is an ultrasound diagnostic test of the heart. An ultrasound
machine has a probe that can send out ultrasound waves and also measure incom-
ing ultrasound waves. When placed on a person’s body, it can send such waves
into the body and measure the waves reflected from different tissues in the body.
The machine can build and display an image of what is inside the person’s body.
This type of test is very commonly used in medicine as it has multiple advan-
tages. It is cheap and fast to do an ultrasound study when compared to other
alternatives such as computed tomography or magnetic resonance imaging. The
ultrasound machine can be made portable and can easily be brought to the pa-
tient where needed.

Ultrasound is also non-invasive and operates by simply placing the probe on
the surface of a patient’s body with some contact gel. It emits ultrasound waves
which are less harmful than imaging methods that use radiation. By using an
ultrasound machine, it is also possible to get a live real-time view of the inside
of the body. For example it is possible to see the heart beat. In such tests, it
is possible to visualize the internal structure of the heart, such as the different
heart chambers, the valves and the blood vessels, making it an invaluable tool for
diagnosing heart problems.

This type of study has some disadvantages though. Also because of the way

5



6 2 Theory

the images are constructed they normally contain significant noise and artifacts
inherent in how the ultrasound waves are reflected from the tissues in the body.
It is also not straight-forward to get a good view of what is being studied and
high experience is needed in order to get good quality images. At the same time,
the quality of the images also depend on the physique of the patient.

These drawbacks certainly make taking ultrasound images more challenging,
but the advantages heavily outweigh them, making ultrasound an indispensable
diagnostic tool in medicine.

One of the drawbacks is the difficulty in finding a spot on the patient’s body
from where the ultrasound waves from the probe can reach the heart unobstructed.
Bones or gases for example can obstruct the ultrasound waves from reaching the
region of interest. The heart can normally be viewed from places such as from
between the ribs, from underneath the ribcage and from above the ribcage.

These places from where the heart can be seen result in images showing the
heart from different perspectives and in which different heart structures can be
seen. These views have been given specific names and are known as standard
echocardiographic views. Each ultrasound heart image can be classified into one
of these views. The views considered in this thesis with name and label are as
follows:

1. Parasternal long axis view (PLAX)

2. Parasternal short axis mid-LV view (SAXMID)

3. Parasternal short axis basal view (SAXBASAL)

4. Apical five chamber view (A5C)

5. Apical four chamber view (A4C)

6. Apical three chamber view (A3C)

7. Apical two chamber view (A2C)

8. Subcostal four chamber view (SUB4C)

In this thesis, in the parasternal short axis mid-LV class we included multiple
sub-views at different levels. These views could possibly be classified separately
if needed. Examples of the different views are shown in Figure 2.1. These are
shown in more detail in Appendix A. All of these images are reused from [26]
without the need for written consent.

Images like these are produced using ultrasound machines which in turn can
be produced and sold by different manufacturers. Even though they all work the
same way and have similar functionality, the images produced by them can have
some differences. They can differ in terms of image quality, resolution, graphi-
cal interface elements and even patient information present in the images. Some
ultrasound machines burn patient information into the images while others do
not. These manufacturers can also be called vendors, while the different ultra-
sound machines can also be called ultrasound modalities. Figure 2.2 shows two



2.1 Echocardiography 7

(a) A2C (b) A3C

(c) A4C (d) A5C

(e) PLAX (f) SAXMID

(g) SAXBASAL (h) SUB4C

Figure 2.1: Example images of the echocardiographic standard view consid-
ered in this thesis. Images reused from [26].
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(a) GE (b) Philips

Figure 2.2: Example of images from two different modalities. Images are
licensed under CC BY-SA 3.0 [1].
a) An image from a GE ultrasound machine [8].
b) An image from a Philips ultrasound machine [16].

images that illustrate the differences that can exist between images from different
modalities.

These machines can export single images or sequences of images. The images
are normally capturing what is being shown on the screen of the ultrasound ma-
chine. They can be monochromatic or they can be color images. Since they record
what is being shown on screen at any time, the images may contain other graph-
ical elements belonging to different measurements made on the image when ex-
ported. For example, it is common to make color doppler measurements of the
blood flow. In this case the doppler effect is taken advantage of to measure the ve-
locity of the blood relative to the ultrasound probe and is presented in the images
with different colors.

In an echocardiography an expert can perform a number of measurements
needed for diagnosing any heart problems. Examples of such measurements in-
clude diameter of sinuses of Valsalva, thickness of the interventricular septum,
diameter of the left ventricular outflow tract, blood flows and volumes of the dif-
ferent heart chambers. A common first step in performing these measurements is
to identify a suitable view in which they can be computed. Being able to automat-
ically classify echocardiographic views would therefore open up the possibility
of automating any such measurements. This way, the level of expert knowledge
needed to interpret and analyze ultrasound heart images would be reduced, mak-
ing the ultrasound imaging modality an even more useful diagnosis tool.

2.2 Medical data

In medical imaging, it is common that imaging modalities such as ultrasound ma-
chines, export images and other imaging information as DICOM-files. DICOM
stands for “Digital Imaging and Communications in Medicine” and is an inter-
national standard for how to store and transmit medical imaging information.
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These files consist of a set of key-value pairs where the keys are called DICOM-
tags and they specify what information is being saved as the value for each pair.
The DICOM standard defines what these tags are, how to structure and how to
save the data contained by them. Some of these are required to be present in a
DICOM-file while others may be optional. Any application exporting such files is
also allowed to add its own tags if they are not already specified by the standard.
Such tags are referred to as custom or private tags.

Images or sequences of images are saved as DICOM-tags as well. Together
with the images is saved information about the patient that the images belong to.
Also, because the images are normally recordings of the screen, it is common in
ultrasound imaging that the images themselves have patient information burned
into them. Normally this information about the patient, both in DICOM-tags and
in the images, has to be removed for the purpose of anonymity.

2.3 Previous work

Classification of standard echocardiographic views is not a new problem and has
been approached up until now in a number of different ways.

Support vector machine together with different image processing methods
has been a popular solution for this problem as shown in [3, 12, 18, 38]. Gupta
et al. [12] use SVM to train classification models that are based on an aggregation
of local features in a spatial pyramid that they call spatial pyramid histogram
of words. Their models are trained to classify only two different views. Agar-
wal et al. [3] use histogram of gradients as features to an SVM model that can
classify ultrasound images into one of two view. Another approach using SVM
for classification is employed by Wu et al. [38] together with GIST feature extrac-
tion. They succeed in classifying images among eight different classes. Lastly, Ku-
mar et al. [18] extract feature points along motion edges and aggregate features
around these points using histograms of intensities and motion vectors. Then
they train an SVM model with these as features to classify images into up to eight
different classes.

Differently from SVM, Park et al. [25] employ boosting in order to detect the
left ventricle in the ultrasound. Given the location of the left ventricle they con-
struct global templates for the different views possible for classification. These
are further used in another boosting pass to determine which of four different
echocardiographic views the image represents. This method has the disadvan-
tage of not being able to classify any view in which the left ventricle is not visible.
The task of classification of standard echocardiographic views is approached by
Snare et al. [30] by matching splines to the heart structure visible in the image
using a Kalman-filter framework. A scoring scheme is then used in order to de-
termine which echocardiographic view the image represents.

Since the breakthrough of deep learning scientists have started using deep
neural networks for classification of standard echocardiographic views as well. In
[37], Vaseli et al. show how big state-of-the-art neural networks such as VGG16,
DenseNet and ResNet can be used to design a more lightweight model that can
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discriminate images among 12 different views. On the other hand, Madani et al.
[23] show that it is possible to design a relatively simple CNN that achieves very
high performance in recognizing 15 standard echocardiographic views.

A number of studies have been published where classification of view in ul-
trasound heart images is only a part of the pipeline. In [27], Shan et al. present
a method of estimating the pose of the ultrasound probe using a barycentric in-
terpolation of the standard view predictions received from a C3D model trained
on video classification and fine tuned to this problem. Zhang et al. [40] propose
a complete pipeline for determining heart structure and function and detecting
disease from ultrasound heart images. The first step in their pipeline is identify-
ing the echocardiographic view in the ultrasound image which they accomplish
using their own convolutional neural network model.

On a more different note, Aschkenasy et al. [5] propose a unsupervised learn-
ing method in which they make use of spline models to calculate a deformation
map based on template images for each view. They classify images based on a
similarity measure combined with a measure of displacement effort.

2.4 Medical image anonymization

On top of the problem that is being solved, one problem when working with
ultrasound images is that they normally have patient information burned into the
image itself. Since it is not allowed to leave the hospital with data that contains
patient personal information, this information must be masked as part of the
anonymization process. There have been attempts to make this automatically.

Antunes et al. [4] propose a method in which they use a database of fonts,
that are known to be used by the ultrasound machines, to build templates of
the information present in the meta data of the files. They match the templates
against the image data in order to locate where to mask the pixels.

In a similar fashion Tsui and Chan [35] lookup patient information in the
meta data of the files and then use OCR on the image to look for any text that
matches patient information. They then blackout any regions that match.

2.5 Convolutional neural networks

Deep learning is a subfield of machine learning which itself is a subfield of ar-
tificial intelligence. Neural networks comprise a type of deep learning models
that consist of interconnected units similar to neurons. These units are normally
arranged in layers from given input to desired output. Each such unit performs
a linear transformation of its inputs and then applies a non-linear function to its
output before it is send forward to the next layer in the model. The parameters
learned in such a model are the weights and biases used in the linear transfor-
mation of each unit. These are updated through an algorithm based on gradient
descent called backpropagation. In backpropagation, the chain rule of derivation
is used in order to update the parameters of the model based on the gradients of
the cost function with regards to the parameters in the previous layer. Thus the
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cost function can be minimized by updating the model parameters, layer by layer,
starting with the output layer.

Convolutional neural networks are neural networks in which the first part of
the model consists of a combination of convolutional layers and pooling layers.
A convolutional layer transforms its input by convolving it with a learned kernel
and then applying a non-linearity to the result. A pooling layer commonly takes
the average or the maximum of small regions in the input. Convolutional neural
networks have proven to perform particularly well on image data. One reason for
this is the use of convolutional kernels that cover a small region of the image at a
time. Under the assumption that pixels close to each other are highly correlated,
this allows the network to learn to extract relevant features that describe the im-
age locally in a way suited for the task at hand. The fact that these learned kernels
are then convolved over the whole input, contributes to the translation invariance
of the network, allowing it to extract the same features indifferent of where they
are located in the input. Another reason for the success of convolutional neural
networks is the higher number of layers that comprise such models. By making
use of convolutional layers the number of parameters is reduced significantly
thus allowing for an increased number of layers. By using pooling layers where
the pooling is strided, the dimensionality of the information flowing through the
network is reduced for every such layer, reducing the number of parameters even
further.

Each layer attempts to transform the input into something more suitable for
performing the desired behavior. The use of non-linear functions allows the net-
work to model very complex functions that try to minimize the defined cost func-
tion and thus model the desired behavior. In the case of images, each layer tries
to find important local structures in the input. Through the use of pooling lay-
ers, the network can group features that are semantically similar into one before
being input into the next layer. Thus, starting with simple spatial features ex-
tracted in the early layers of the network, the features become conceptually and
semantically more and more abstract in the deeper layers of the network. While
the early features may be somewhat intuitive, such as detected edges, the more
abstract features are much harder to understand. The deeper the information
is in the network, the closer conceptually it is to the desired output. Neural
networks can in this way make use of the fact that natural signals, such as im-
ages, can be interpreted as a hierarchy of features, where higher-lever features
are combinations of lower-level features [11, 21]. Figure 2.3 shows an overview
of the typical structure of a convolutional neural network. The network shown
recognizes handwritten digits 0 to 9 that are input as single images into the net-
work. The first layers of the network are convolutional and the later layers are
fully connected layers. ReLU stands for rectified linear unit and is a function
that suppresses negative values. Max pooling is a method to reduce the grid size
of the features by pooling together the values in small regions and only keeping
the maximum. The last layer of the network has a softmax activation function
applied to it. The softmax function is a function that normalizes its input into
a probability distribution where the highest output number signals the desired
output.The image in the figure was reused from [7].
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Feature 
Extraction

Conv + 
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Max 
Pool
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Pool
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p( y=1∣X )
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X

Figure 2.3: The typical structure of a convolutional neural network [7]. This
network classifies handwritten digits 0 to 9.

Convolutional neural networks have been used as early as 1989, when they
were successfully used for handwritten digit and zip code recognition [19, 20].
Even though they showed great potential for image analysis, they did not gain
traction with the scientific community at that time, partly due to the computa-
tional cost of neural networks. There was also a misbelief that such models would
easily get stuck in local minima due to the high dimensionality of the parameter
space. Such a belief has now been shown to be unfounded and the success of
the convolutional neural network, AlexNet [17], in 2012 in the ImageNet image
classification competition has drawn everyone’s attention to deep learning. [21]

2.5.1 Baseline

One recent study that tackled the problem of echocardiography view classifica-
tion with machine learning was conducted by Madani et al. [23]. In their study,
they develop a comparatively small convolutional neural network, inspired by
VGG16, that achieves high performance on distinguishing 15 different echocar-
diographic views. The model proposed by them is illustrated in Figure 2.4. The
input to the network consists of monochrome images that are 60 × 80 pixels. The
input image passes through 3 convolutional blocks of two convolutional layers
and one pooling layer each. At the end of the network are two fully connected
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layer of 1028 and 512 nodes respectively before the last layer with 15 nodes cor-
responding to the 15 different possible labels. In the figure, the number of out-
put channels from the convolutional and fully connected layers is written last in
each respective layers. All convolutional layers and fully connected layers have
a ReLU function applied to their output. The last layer in the network has a soft-
max activation function applied to its output. The small input size, relatively
small number of layers together with small convolutional kernels results in an
architecture with approximately 4 million parameters.

The authors mention that dropout is used during training in both the convo-
lutional and fully connected layers. Batch normalization is also added to the
layers before the activation functions. They train the network using the RM-
Sprop optimization algorithm with batches of 64 images for 45 epoch, using
cross-validation in order to choose the optimal weights at each epoch.
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Figure 2.4: Convolutional neural network proposed by Madani et al.[23].

Their dataset consists of 223787 single images coming from 267 different
echocardiographic studies. In their study, the images are labeled by an expert
echocardiographer. The training data is augmented with random rotations of up
to 10 degrees, random horizontal and vertical shifts of up to a tenth of the width
and height respectively, random zooms up to 0.08 of the size of the image, ran-
dom shears of up to 0.03 of the size of the image and random horizontal and
vertical flips.

Madani et al. [23] report that their convolutional neural network achieves an
accuracy of 91.7% on single images from the 15 different views. By taking a ma-
jority vote from the classifications of single images in a sequence, they are able
to classify whole sequences as well. They report achieving an accuracy of 97.8%
on video classification. They compare these results with the average accuracy of
79.4% achieved by experts when asked to classify images of the same low resolu-
tion that the network was trained on.

2.5.2 VGG16

After the success of AlexNet [17] in 2012, Simonyan and Zisserman [29] study
the effect of depth of a neural network on its performance. They develop neural
networks of varying depth, trained for large-scale image classification on the Im-
ageNet dataset. VGG16 is one the models developed by them during this study.
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This neural network achieves state-of-the-art results in both classification and
localization in ILSVRC 2014.

The architecture of VGG16 is illustrated in Figure 2.5. It has 13 convolutional
layers organized in five blocks with a max pooling layer at the end of each block.
At the end, the network has three fully connected layers, two of 4096 units each,
followed by the last fully connected layer with 1000 units corresponding to the
1000 classes in the ImageNet dataset. All convolutional and fully connected lay-
ers have a ReLU activation function applied to their output except for the last
layer which has a softmax activation function applied to it. As shown in Figure
2.5, the number of output channels from the convolutional layers are 64 in the
first block, 128 in the second block, 256 in the third block and 512 in the forth
and fifth blocks. The convolutions are performed over an area of 3 × 3 with zero-
padding such that the size of the input is preserved and the pooling is performed
over an area of 2 × 2 with stride of 2.
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Figure 2.5: The architecture of the VGG16 neural network as described in
[29].

The network is trained on RGB images of size 224 × 224 with L2 weight decay
and 50% dropout in the first two fully connected layers. The training images are
augmented by using random cropping, resizing, flips and color shifts at runtime.
The network has a total of 138 million trainable parameters.

In [29], the authors show that performance increases with increasing depth of
the network up to a certain point, in this case 19 layers. They also show that the
features extracted by their proposed models trained on ImageNet are useful for
other tasks as well. Features extracted by the pre-trained VGG neural networks
can be successfully used for classification tasks on smaller datasets.

2.5.3 InceptionV3

Similar to VGG16, GoogLeNet [31], also known as Inception, attempts to increase
the capacity and the performance of neural networks by increasing their depth
and width. Differently from VGG16, the Inception network is designed with
focus on computational and memory footprint by trying to keep the number of
parameters and operations performed in the network low while increasing its
capacity.

The main building component of GoogLeNet is the inception block. The in-
ception block consists of multiple convolutional layers performed in parallel with
kernels of different sizes, the output of which is concatenated at the end. This
block is used instead of a convolutional layer in a standard CNN. In order to
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keep the number of parameters and operations down despite the increased com-
plexity of the inception block, it employs 1 × 1 convolutions for dimensionality
reduction before other layers in the block. On top of dimensionality reduction,
these point-wise convolutions also have the benefit of adding another layer of
non-linearity to the network, thus increasing its representational capacity.

Szegedy et al. [32] build on top of their previous work and continue to refine
their architecture in multiple ways. They make use of separable convolutions for
reduced computational cost. Additionally, they use expanded filter bank outputs
for higher dimensional information in the deeper layers. Finally, the authors use
strided convolutions in parallel with pooling layers for more efficient grid size
reduction. These techniques are applied in a number of proposed models called
InceptionV2 out of which the most successful one is called InceptionV3. The
proposed network as it is implemented in Keras is shown in Figure 2.6.
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Figure 2.6: The architecture of the InceptionV3 neural network as imple-
mented in Keras [2] and as described in [32].

The inception block A in the network is similar to the original inception block
introduced in [31] except that it makes use of separable convolutions. Inception
block B also consists of separable convolutions, but these add up to a bigger re-
ceptive field than those in block of type A. The inception block C is used towards
the end of the network and it uses expanded filter bank outputs which is more
suitable for higher dimensional information. For grid size reduction, the network
uses maxpooling layers together with grid size reduction blocks. The reduction
blocks can more efficiently reduce the size of the input without introducing a
representational bottleneck by using strided maxpooling in parallel with strided
convolution, the output from which are concatenated at the end. The structure
of each of these blocks is shown in Appendix B. Figures B.1, B.2 and B.3 show the
architectures of the inception blocks of types A, B and C respectively. Figure B.4
shows an overview of the block used to reduce the grid size of the feature maps.
Some parameters, such as the number of output channels from the layers in the
blocks, may vary from block to block in the network. For precise details about
the implementation it is recommended to read the source code [2].

The input to the network consists of RGB images of size 299 × 299. The con-
volutional layers at the beginning of the network start at 32 output channels,
steadily increasing in number until 192 in the last convolutional layer before the
first inception block. The number of output channels in the first inception block
of type A is 256 which increases to 1280 at the last inception block of type C. The
classification head of the network consists of a global average pooling followed
by a fully connected layer with 1000 units corresponding to the 1000 classes in
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the ImageNet dataset. A softmax activation function is applied to the output of
the last layer. The implementation of this network, as it is used in this study, can
be found at [2].

The authors report 78.8% top-1 accuracy and 94.4% top-5 accuracy on the
ILSVRC 2012 classification dataset. They report an even higher performance
when multiple networks of this type are used in ensemble. The auxiliary classifi-
cation head that is used by the authors when training the network is not shown
in Figure 2.6. The thought behind the auxiliary head is to propagate a stronger
gradient signal to the earlier layers and also to add a regularization effect to the
network.

2.5.4 NasNet

Differently from the other neural network models considered in this thesis, the
architecture of NasNet is designed by Zoph et al. [41] with help of machine learn-
ing. The authors use a recurrent neural network with reinforcement learning in
order to decide the architecture of convolutional neural network blocks similar to
the inception blocks in the InceptionV3 network. These blocks, once decided on,
can be chained together in order to build a complete neural network with state-
of-the art performance on the ImageNet classification challenge at that time.

The method used to search for the optimal neural network architecture is a
time consuming and computationally heavy process. Using this method directly
on a big dataset such as the ImageNet classification dataset would take unrea-
sonably long time. Therefore, the authors search for the optimal classification
architecture using the CIFAR-10 dataset. This is an image dataset much smaller
than ImageNet, with 60000 images belonging to 10 different classes. They use
this dataset to search for optimal architecture for two different blocks which are
called “Normal cell” and “Reduction cell” respectively. The normal cell fulfills
the functionality that a typical convolutional layer or that an inception block
would provide. The reduction cell on the other hand works similarly to a pooling
layer or a reduction block in the InceptionV3 network. Its purpose is to reduce
the grid size of its input.

Combining these blocks, the authors are able to create a number of networks
of different sizes and performance. The weights trained on CIFAR-10 are not
used, only the architecture of the cells. The new models are trained from scratch
on ImageNet or other datasets. They report achieving a top-1 accuracy of 82.7%
and top-5 accuracy of 96.2% on ImageNet classification dataset for their biggest
model. With a model more adapted for mobile and embedded environments,
having less parameters and being less computationally expensive, they report
achieving 74.0% top-1 accuracy and 91.6% top-5 classification accuracy. In both
cases they surpass the state-of-the-art performance achieved by networks of sim-
ilar sizes up to that point.

The NasNet architecture adapted for mobile environment is the one consid-
ered in this thesis and is illustrated in Figure 2.7 as it is implemented in Keras
[2]. The input to the network consists of RGB images of size 224 × 224. The num-
ber of output channels from the layers in the network starts from 32 in the first
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Figure 2.7: The architecture of the NasNet mobile neural network as imple-
mented in Keras [2] and as described in [41].

convolutional layer and grows towards 1056 output channels in the last normal
cell. The classification head of the network consists of a global average pooling
followed by a fully connected layer of 1000 units corresponding to the 1000 im-
age classes in ImageNet. The architecture of the normal and reduction cells is
illustrated in Appendix C. Figure C.1 shows an overview of the normal cell used
in the network, while Figure C.2 shows the architecture of the reduction cell. For
more implementation details it is recommended to read the paper [41] and source
code [2].

2.5.5 MobileNet

MobileNet is a convolutional neural network specifically designed to be lightweight
in terms of size and computational requirements while still achieving state-of-the-
art performance [15].

The authors succeed in reducing the computational footprint of the network
by making use of separable convolutions. A convolutional layer typically has
an input of size DF × DF × M and an output of size DF × DF × N where M is
the number of input channels, N the number of output channels and DF is the
spatial size in number of pixels of each channel. Such a layer would convolve
the input with N kernels of size DK × DK × M, where DK is the spatial size of
the convolutional kernels. In a convolutional layer using separable convolution
instead, the convolution kernel is broken into two parts. First part consists of M
different 2D kernels of size DK ×DK . The second part consists of N convolutional
kernels of size 1 × 1 ×M. The idea is that each input channel is convolved with a
separate 2D kernel resulting in the same number of channels of the same size as
the input. This step is called in the article as depthwise convolution. The results
are then combined across the channels through pointwise convolution using the
same number of pointwise kernels as the desired number of output channels. On
the other hand, a normal convolution would filter and combine the results in one
step using one big kernel for each output channel [15].

As presented in the paper by Howard et al. [15], using the same notation as
before, the computational cost of a normal convolution would be

DF ·DF ·M ·N ·DK ·DK .
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On the other hand, the cost for a separable convolution would be

DK ·DK ·M ·DF ·DF + DF ·DF ·M ·N .

Taking the ratio of these two,

DK ·DK ·M ·DF ·DF + DF ·DF ·M ·N
DF ·DF ·M ·N ·DK ·DK

=
1
N

+
1

D2
K

,

shows that using separable convolutions results in a computational cost that is
reduced linearly with the number of output channels and quadratically with the
size of the convolutional kernels used.

Whereas a typical convolutional neural network would have normal convolu-
tional layers, MobileNet has pairs of layers that consist of a depthwise convolu-
tion followed by a pointwise convolution. The model presented in the article uses
batch normalization followed by ReLU activation after both of these layers.

To allow even further reduction in computational cost, the authors added a
width multiplier α and a resolution multiplier ρ to the model. The width mul-
tiplier α controls the number of input and output channels in the layers of the
network. The resolution multiplier controls the size of the input to the layers in
terms of its resolution. In their study the resolution multiplier is set implicitly by
scaling the resolution of the input to the network. Using these parameters, the
computational cost of the network can be described as

DK ·DK ·αM · ρDF · ρDF + ρDF · ρDF ·αM ·αN

instead. The authors show how the performance of the network varies with vary-
ing α and ρ.

Figure 2.8 depicts the architecture of the MobileNet neural network. It takes
RGB images of size 224 × 224 as input and outputs classification scores for the
1000 different classes in the ImageNet dataset. Starting with a typical convolu-
tional layer with 32 output channels, the number of output channels grows to
1024 in the last convolutional block. The grid size of the feature maps is grad-
ually reduced by convolutions of stride 2 in the convolution blocks shown with
yellow as opposed to the orange convolution blocks that have a stride of 1. At the
bottom of the figure is the structure of each of the convolutional blocks. It starts
with a depthwise convolution followed by batch normalization and a ReLU acti-
vation and then continues with a pointwise convolution also followed by batch
normalization and a ReLU activation. The classification head of the network con-
sists of global average pooling, dropout with 0.1% probability, a 1×1 convolution
with 1000 output channels and a softmax activation function. The pointwise con-
volution at the end functions in the same way as a fully connected layer with
1000 units would.

Howard et al. [15] report that MobileNet achieves an accuracy of 70.6% on the
ImageNet classification dataset. This result is similar to 71.5% accuracy achieved
by VGG16 but at many times less computational cost. MobileNet has approx-
imately 4 million parameters while VGG16 has approximately 138 million pa-
rameters.
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Figure 2.8: The architecture of the MobileNet architecture as implemented
in Keras [2] and described in [15].

In their study, Howard et al. [15] also show that MobileNet can successfully be
applied to a variety of different problems. The model achieves performance com-
parable to the state-of-the-art on fine grained recognition on the Stanford dogs
dataset, classification of the geolocation of images, face attribute classification,
face recognition and even object detection.

2.5.6 Overfitting

When training a machine learning model, its parameters are adjusted so that the
loss measurement on the training data is minimized. We refer to the capability
of the model to learn from the training data as its capacity. A model with a high
capacity is able to learn complex behaviors from the training data and can there-
fore achieve a low training error. In practice, a trained machine learning model
is normally used on new data that the model has not been trained on. The per-
formance on data it has not seen before shows its capability to generalize to new
data. The loss function measured on the new data is the model’s generalization
error. The generalization error can be calculated on a validation dataset during
training or once on a test dataset at the end [11].

Ideally, it is desired to have as low generalization error as possible. Because
the model is optimized on the training data, the training error is typically lower
than the generalization error. There is a trade-off between trying to achieve low
training error and minimizing the gap between the training and generalization
error. A model that has a too limited capacity will not be able to learn the desired
behavior from the training data and will therefore have a high training error. In
this case the model is said to be underfit, or simply underfitting the training data.
On the other hand, a high capacity will allow it to model the training data very
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accurately, achieving a low training error. If the capacity is too high, the model
can get too adapted to the training data and will be unable to perform well on
unseen data. In this case it will achieve a very good training error but a very bad
generalization error and is therefore said to be overfitting the training data. As
the capacity of a model grows, more training data is needed in order to avoid
overfitting. A high capacity model can also be limited from overfitting using
different regularization techniques, such as adding a regularizing term to the loss
function, using dropout in the model, data augmentation and early stopping [11].

x

y

Degree 1
Underfit
Model
True function
Samples

x

y
Degree 4
Well fit
Model
True function
Samples

x

y

Degree 15
Overfit
Model
True function
Samples

Figure 2.9: Illustration of models with different capacity. To the left is shown
a polynomial of degree 1 that is underfit to the samples. In the middle is
shown a polynomial of degree 4 that can fit the data well. The third graph
shows a polynomial of degree 15 that fits the training samples too well and
is therefore overfit.

As an example, consider the problem of fitting a curve to a number of noisy
samples drawn from an underlying model of a second degree curve. This is il-
lustrated in Figure 2.9. If the used model has a too low capacity, for example a
first degree polynomial, it will underfit the data and not represent the underlying
second degree polynomial well. This case is illustrated to the left in the Figure
2.9. On the other hand, a too high capacity will allow the model to learn to rep-
resent the training data too accurately. The graph to the right in the figure shows
a polynomial of degree 15 trying to fit the samples from the second degree curve.
Even in this case the model fails to learn the underlying model because it fits the
training samples, together with the noise present in the data, too well. The graph
in the middle of the figure shows a model of a suitable capacity that can learn the
underlying representation well from the training samples. Such a model does not
achieve as low training error as possible but at the same time it will perform well
on new, previously unseen, data.

2.5.7 Evaluation metrics

There are multiple methods to evaluate the performance of a neural network,
each of which captures different aspects of the results. Here we present the per-
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formance metrics relevant for convolutional neural networks in image classifica-
tion.

Accuracy

The most intuitive and easy to understand performance metric is the accuracy. It
is simply defined as the ratio between the number of samples that were correctly
classified and the total number of samples. If we denote the number of true
positives, true negatives, false positives and false negatives with T P , T N , FP and
FN respectively, accuracy can be calculated as

accuracy =
T P + T N

T P + T N + FP + FN
.

This metric shows the overall percentage of samples that were correctly classi-
fied out of a dataset. It is easy to implement and straight-forward to use in order
to choose the architecture and hyperparameters of a model.

The drawback of this metric is the fact that it does not capture how well the
model is performing on a class-imbalanced dataset. For example in a dataset with
samples of multiple classes, where a class comprises 90% of the dataset, simply
classifying all of the samples as the dominant class will result in 90% accuracy.
While this may seem as a successful model, the metric does not reflect that it
classifies all the samples belonging to the other classes incorrectly [13].

Confusion matrix

A straight-forward way to circumvent the drawback with the accuracy metric is
to look at each class separately. By counting how many samples of a class A that
have been classified as another class B, it is possible to calculate the percentage
of samples A that are classified as another class. Doing so for all combinations of
classes and gathering all the results, we get a matrix called the confusion matrix.
In this matrix, all the rows represent expected class and the columns represent
the predicted class. In a row of the confusion matrix we can see all of the per-
centages that the class corresponding to the row has been classified as the other
classes. The diagonal in the matrix shows the accuracy metric for each individual
class. This performance metric gives very detailed overview of how the model is
classifying samples from different classes [13]. Figure 2.10 shows an example of
what a confusion matrix can look like. Each cell in the matrix is colored based on
the number of images it represents. The matrix shown is computed in one of the
experiments in this study.

Precision and Recall

To summarize the detailed information present in the confusion matrix, it is pos-
sible to calculate the performance metrics of precision and recall. These are nor-
mally calculated for each class individually. The precision shows how many sam-
ples classified as class A are actually of class A. On the other hand, recall shows
how many of all samples of class A were classified as class A. Precision can be



22 2 Theory

a2
c

a3
c

a4
c

a5
c

pla
x

sax
ba

sal

sax
mid

sub
4c

Predicted label

a2c

a3c

a4c

a5c

plax

saxbasal

saxmid

sub4c

Tr
ue

 la
be

l

0.86 0.04 0.07 0.02 0.01 0.0 0.0 0.0

0.03 0.89 0.02 0.0 0.04 0.01 0.0 0.0

0.05 0.01 0.91 0.03 0.0 0.0 0.0 0.0

0.01 0.02 0.29 0.63 0.01 0.01 0.02 0.0

0.0 0.01 0.0 0.0 0.97 0.01 0.0 0.0

0.01 0.01 0.03 0.0 0.06 0.84 0.02 0.03

0.0 0.0 0.0 0.0 0.01 0.0 0.97 0.01

0.0 0.0 0.0 0.0 0.02 0.03 0.0 0.96

Confusion matrix

0

2000

4000

6000

8000

10000

Figure 2.10: Example of a confusion matrix taken from one of the experi-
ments in this study.

calculated for a class by looking in the column of the confusion matrix of that
particular class. Recall can be calculated in a similar way by looking at the row
for a specific class in the confusion matrix.

The precision and recall can be calculated as

precision =
T P

T P + FP
,

recall =
T P

T P + FN
,

where TP denotes true positives, FP denotes false positives and FN denotes false
negatives.

ROC curve

If our model outputs a probability score that the input belongs to a certain class,
then we can set the classification as positive if it is above a certain threshold
of the score or negative otherwise. By varying this threshold it is possible to
calculate the true positive rate and false positive rate at each threshold. True
positive rate, TPR, is another name for recall. The false positive rate, FPR, gives
the ratio of samples that were incorrectly classified as positive. By plotting the
TPR against FPR we get a curve called the receiver operating characteristic curve
or, in short, the ROC curve. By working on each class individually, we can denote
all correctly labeled samples as positives and all incorrectly labeled samples as
negatives. Then it is possible to calculate and plot an ROC curve per class.

The ROC curve allows us to easily visualize the trade-off between recall and
false positives. The higher the recall, the higher the number of false positives will
be as well. Since we desire to have as high recall as possible while the number
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of false positives is low, we want the ROC curve to be as close as possible to the
top-left corner of the graph. For a random classifier, the curve would look like a
straight line growing linearly.

One way to summarize the information shown in the ROC curve is to calculate
the area under the curve, namely AUC. We desire the area under the curve to be
as close as possible to 1.0 while an area of 0.5 would signify a random classifier.
Figure 2.11 illustrates the ROC curve calculated for the A4C class in one of the
experiments in this thesis. It has an area under the curve of 0.98.
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Figure 2.11: Example of a ROC curve taken from one of the experiments in
this study.

2.5.8 Transfer Learning

When a neural network is trained, the early layers of the network learn to extract
low-level information such as edges and corners while the deeper layers learn
to extract more abstract information that is closer to the desired output of the
network. It has been shown that similar low-level knowledge is learned by a
CNN independent of the architecture of the network or the problem that it is
trained for. This fact opens up the possibility for a training methodology called
transfer learning. The basic principle in transfer learning is to use knowledge
learned by a network in training another network, possibly to solve a different
problem [39].

One approach to transfer learning that has been gaining popularity is using
a network that is pre-trained on an auxiliary dataset and task and then finetune
it to the desired task. This is done by first training a network on some dataset
and for some task and then using the learned weights in the network as a starting
point for training on the desired dataset and problem. It is possible to vary the
number of layers that are initialized with pre-trained weights while the rest are
initialized with random weights. It is also possible to freeze a number of the
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layers during training so that the weights that they were initialized with are not
changed. This way, the knowledge that those layers were initialized with is kept
intact [9, 28, 33, 39].

Yosinski et al. [39] show that finetuning of the pre-trained weights by fur-
ther training on the new task results in better performance than transfer learning
without finetuning and even better performance and generalization than training
from scratch. Tajbakhsh et al. [33] show how the performance of a pre-trained
and finetuned neural network depends on the depth and amount of finetuning.
They recommend to initialize the network with pre-trained weights, freeze a part
of the network and only finetune a few layers and then gradually unlock layers
for training. This process is repeated until the optimal depth for finetuning is
found and the best performance is reached. This process can be conceptually
visualized as in Figure 2.12.
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Figure 2.12: Illustration of the concept of finetuning a pre-trained neural
network.

There are multiple advantages to using transfer learning as opposed to train-
ing from scratch. When the network is initialized with knowledge learned on a
previous task and dataset, it does not need as much data to reach desired perfor-
mance on a new similar task [28]. Tajbakhsh et al. [33] experiment with the size
of the training dataset and show that the performance of a network trained from
scratch degrades much faster than that of a pre-trained network as the size of
the dataset decreases. Another advantage of using transfer learning is the gain in
performance and generalization of the network. In the studies [9, 10, 28, 33, 39],
transfer learning and finetuning are successfully applied to train neural networks
that outperform those that do not use transfer learning.

The fact that pre-trained networks require less data to achieve similar perfor-
mance as networks trained from scratch, makes them particularly appealing to
use in medical imaging. Image datasets in medicine are scarce and limited as
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they are difficult and costly to annotate and prepare for use with machine learn-
ing. Ethical and privacy issues related to patient information only add to this
difficulty.

By using transfer learning it is possible to train a network on large, publicly
available, datasets such as the natural images in the ImageNet dataset, and then
finetune it to a task using medical images. Gao et al. do just that in [9]. They use a
convolutional neural network, pre-trained on the ImageNet dataset, and finetune
it to the task of describing the contents of ultrasound images. They report better
generalization performance than when the network was trained directly on their
dataset.

Shin et al. [28] show that it is possible to make use of transfer learning even
when the target task is of a different nature than the one the network is pre-
trained for. They use CNNs pre-trained on the ImageNet dataset and finetune
them for detection of lymph nodes and lung disease classification separately. In
their study they experiment with a variety of networks of different sizes and re-
port better performance with increasing depth and complexity of the neural net-
works.

Similarly, Tajbakhsh et al. experiment with finetuning networks pre-trained
on ImageNet in [33] on variety of problems in medical imaging: polyp detection,
pulmonary embolism detection, colonoscopy frame classification and imtima-
media boundary segmentation. They report increased generalization performance
and less overfitting when pre-trained networks are finetuned to a small and lim-
ited dataset.

In their study of over 300 recent publications, Litjens et al. [22] see a signifi-
cant success in the use of pre-trained neural networks for medical image analysis.

Géron and Chollet show in their books [13] and [6] respectively how trans-
fer learning with networks pre-trained on ImageNet can easily be implemented
using Keras and Tensorflow.

2.5.9 CNN learning visualization

There are multiple ways to visualize how a neural network is doing while it is
training and get a feeling for what it is learning.

One such tool is called TensorBoard. TensorBoard can be attached to a train-
ing run in order to monitor the performance and other aspects of the network
as it is training. When the network is training, all the information can be visual-
ized graphically in the web browser. By default TensorBoard shows the learning
curves of training accuracy and loss as well as validation accuracy and loss. Visu-
alization of other aspects such as confusion matrices and ROC curves can be im-
plemented and added to TensorBoard as needed. Although we tried adding more
visualization functionality to TensorBoard in our study, we ultimately chose not
to use it this way because it was slowing down the training of the network too
much. Any such visualization code that would be run in TensorBoard, we would
run separately when needed instead. Figure 2.13 shows a screenshot of what
TensorBoard looks like in the web browser.

Another method that has been popular within machine learning is to make
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Figure 2.13: Screenshot of Tensorboard showing the learning curves of a
training run.

use of dimensionality reduction algorithms in order to visualize how a neural
network is learning to separate different classes. This is achieved by taking the
output from a certain layer in the network, typically one of the latest layers, and
project it onto two dimensions in a way that preserves most of the information
and then plot it. One such well known method is principal component analysis.
It projects a set of correlated variables onto a number of orthogonal components
with the highest possible variance. When projected onto two dimensions and plot-
ted this way, we expect to see points belonging to the same class being clumped
together and hopefully well separated from points of other classes.

A similar method that has been gaining popularity within machine learning
is t-SNE [36]. This is also a dimensionality reduction algorithm that tries to re-
duce the dissimilarity between probability distributions over pairs of points in
the high dimensional space and probability distributions over pairs of points in
the low dimensional space. This algorithm has proven to offer better looking and
clearer plots. On the other hand, t-SNE is known to be a very slow algorithm, so it
is common to use PCA in order to reduce the dimensionality first and then apply
t-SNE to further reduce it to two dimensions before visualization. Examples of
t-SNE plots are shown in Figure 4.9.
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Method

In this chapter, we describe the practical steps and experimental setup performed
during this master thesis work. It starts with describing the acquisition and an-
notation of data. It then continues with describing the preprocessing of the an-
notated data. Lastly, the implementation, training and evaluation of the baseline
model is presented. Since the method of our experiments depend on the results
from the baseline model we chose to present it in the next chapter along with the
results.

3.1 Data extraction and anonymization

Before anything could be done practically towards the end goal, the data neces-
sary for the project needed to be acquired. This meant the acquisition of cardiac
ultrasound images. Since such files contain sensitive information about the pa-
tients that the ultrasound studies were conducted on, an extra step needed to be
taken during data extraction in order to remove any such information. When
exported from the database, the files were saved as DICOM files. Patient informa-
tion was present both in the meta-data of the files, as DICOM-tags, and burned
into the image data itself. All of this information had to be removed.

For the information present as DICOM-tags we used a tool for anonymization
of DICOM files that Sectra had since before this project. It removed all of the
custom DICOM-tags and anonymized the necessary tags such as the patient’s
name and ID, the date of the study and the ID of the study. For anonymization
of the image data we developed our own program. Despite methods to perform
this automatically, as discussed in Section 2.3, we decided to take a much simpler
approach. We knew that the ultrasound machines available at the hospital only
saved patient information at the top of the images. Therefore, we implemented
our program to simply remove a number of rows from the top of each image.

27
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Figure 3.1 shows an example of an anonymized echocardiography. The image
shown is not taken from our own dataset but reused from [26]. The red rectangle
highlights the area that would be erased in our own images in order to remove
all patient information from the image.

Figure 3.1: Illustration of an anonymized echocardiographic image. The
image is reused from [26] and modified to highlight the blacked out area.

In order to make sure that the images were anonymized properly, our program
took the pixel-wise maximum of all processed images. This maximum image was
then shown at the end of an anonymization iteration. If the top rows erased
in each image were also black in the maximum of all processed image, then we
could assume that the anonymization had worked as intended on each image.
Figure 3.2 shows an example of an image that results from taking the maximum
of a number of anonymized images. The red rectangle highlights the area that
is expected to be black in case the anonymization worked properly. The image
shown is calculated on a number of test images that were available inhouse at
Sectra and not on our own dataset.

With the time that we had for extracting data, we got studies from a period of
one month in 2018 conducted on 502 unique patients of varying age and gender.
The data extracted consisted of 17628 ultrasound image sequences for a total of
644761 images coming from 3 different ultrasound machines. The ultrasound
scanner models that the data are coming from are Philips Epiq 7G, Philips ie33
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Figure 3.2: Illustration of the maxmimum of several anonymized images.

and Siemens SC2000.

3.2 Data annotation

The extracted data did not contain any labels for the echocardiographic views
that the image sequences were depicting. In order to use the data for super-
vised machine learning, each image sequence had to be labeled with the view
it was showing. Every ultrasound study consisted of several different image se-
quences. Here we assumed that each image sequence only contained one particu-
lar echocardiographic view.

We developed our own program that we could use to perform the annotation.
Figure 3.3 shows how the annotation program looked like. In the window to
the left the echocardiography sequence was being played while the window to
the right only contained buttons used to label the shown sequence. The image
shown in the left window is not taken from our own data, but it is used only for
illustration purposes, taken from [26].

We started by labeling the data for 12 views that were also considered in [23].
We quickly realized that some of the views were hard for us to tell apart and
recognize so we settled for the 8 views presented in Section 2.1. Table 3.1 presents
the number of images and the number of sequences of each class. The graph in
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Figure 3.4 shows visually the distribution of the dataset over classes considered
for this study. Figure 3.5 shows how many images there are of each class and
vendor.

Table 3.1: The number of images and sequences of each class after annota-
tion.

Class Images Sequences

A2C 33809 676
A3C 37612 853
A4C 115474 2478
A5C 26166 794

PLAX 104574 2202
SAXBASAL 53717 1300

SAXMID 75796 1400
SUB4C 19726 456

UNKNOWN 166887 7515

Total 633761 17629

Figure 3.3: Illustration of the program used for annotation. The image in the
left window is reused from [26].

3.3 Data preprocessing

The next step was to split the data into training, validation and test sets. We
wanted to keep individual patients apart between these datasets. We also desired
these datasets to have similar distribution of classes and vendors between the
splits. We took all of the unique patient IDs in our dataset, we shuffled them
randomly and then we split these into three sets of 80%, 10% and 10% of the
IDs respectively. The data splits were then created by taking all of the images
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Figure 3.4: Graph showing the number of images of each class that is con-
sidered for this study.

corresponding to the patient IDs in each respective dataset. Inspecting the dis-
tribution of classes and vendors between these splits showed a satisfactory result
and therefore we kept these as our training, validation and test sets. The split
is visualized in Figure 3.6. The number of images of each class in each split is
shown in more detail in Table 3.2.

Table 3.2: The number of images of each class in training, validation and
test datasets.

Class Training Validation Test

A2C 26663 3657 3489
A3C 29400 4388 3824
A4C 92246 11851 11377
A5C 21291 2237 2638

PLAX 84231 11085 9258
SAXBASAL 42785 5171 5761

SAXMID 60581 7003 8212
SUB4C 14934 2479 2313

Total 372131 47871 46872

Other preprocessing steps such as rescaling and standardization are depen-
dent on the model being trained and are described where appropriate in the com-
ing sections.
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3.4 Baseline model

The recent study conducted by Madani et al. [23] tackles the same problem as our
study. That is why we decided to use the model proposed by them as a baseline
for our own experiments. Since their data was not publicly available we could
not perform our experiments on the same data that they trained their model on.
Instead, we decided to implement their model ourselves, as described in the arti-
cle, and train it on our dataset. We refer to this convolutional neural network as
the baseline model.

3.4.1 Implementation

Our implementation of the baseline model is illustrated in Figure 3.7. The imple-
mented neural network has overall the same layers as described in Section 2.5.1.
Every convolutional layer is followed by batch normalization, a ReLU activation
function and lastly spatial dropout. Similarly, every fully connected layer is fol-
lowed by batch normalization, ReLU activation and then by dropout. The last
layer in the network is a fully connected layer of 8 units corresponding to the 8
different views considered by us. The last layer is followed by a softmax activa-
tion function. The loss calculated from the output of the network was categorical
cross entropy.

In the original article by Madani et al. [23], the authors only mention that they
used batch normalization before the activation functions. Therefore, we added
batch normalization before the activation functions to all of the layers except for
the last one. They also specify that they used dropout in both the convolutional
layers and the fully connected layers. That is why we added dropout to all of
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Figure 3.7: Our implementation of the baseline model as proposed in [23].

the layers, using spatial dropout [34] for the convolutional layers and regular
dropout for the fully connected layers. Since the authors do not specify what
dropout rate they used, we set it to 50% which was originally proposed in the
paper that introduced dropout [14].



34 3 Method

3.4.2 Training

Before the implemented model could be trained, we needed to prepare the data
for it. The first step was to rescale all of the images to the size expected by the neu-
ral network, which was in this case 60×80 pixels. The second step was whitening
of all images in the dataset by subtracting the mean of all pixels in the dataset
and normalizing by their standard deviation.

Data augmentation was performed at runtime when reading the images from
disk. Each time a new batch was retrieved from the generator, the images were
randomly augmented with the set augmentation parameters before being fed into
the network. The order in which the training set was read in was shuffled every
epoch.

As soon as the data was preprocessed, we were ready to train the baseline
model. We trained the baseline model three times, each time with small changes
to the training parameters. The first training was run using the RMSprop opti-
mizer and the same augmentation as proposed in [23], also described in Section
2.5.1. Since the authors do not mention what learning rate they use, we simply
used the default learning rate in keras which is 10−3 with no decay. We trained
the model for 50 epochs with a batch size of 64 images. Class weights were used
in order to make up for the imbalance in the dataset. These parameters are sum-
marized in Table 3.3.

Table 3.3: Parameters for the first training of the baseline model.

Training

Optimizer RMSprop
Learning rate 10−3

Epochs 50
Batch size 64

Augmentation

Rotation range ±10°
Width shift ±0.1
Height shift ±0.1
Shear range ±0.03
Zoom range ±0.08

Horizontal flips
Vertical flips

Seeing the results from the first training, we started to believe that includ-
ing flips in the data augmentation might be confusing for the network instead
of helping. Flipping might result in an image more similar to another echocar-
diographic view than what the image was labeled with originally. We therefore
trained the baseline model again with the same parameters and optimizer but
without flipping in data augmentation.

Lastly, we trained the baseline model using an Adam optimizer instead of
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RMSprop. We used a learning rate of 10−3 with no decay and augmentation with
no flipping. The rest of the parameters were the same as before.

Given the results from these experiments, we decided to use the Adam opti-
mization algorithm and no flipping in data augmentation for our coming experi-
ments.

3.4.3 Evaluation

While the neural network was training, it was calculating and printing the accu-
racy per batch averaged over all the batches seen so far. This is what we refer to
as the training accuracy. The value of the loss function was shown as well during
training. At the end of the epoch, the accuracy and loss over all the validation
dataset were calculated and printed. These value were plotted and could be visu-
alized in TensorBoard while the network was training. After all experiments with
the baseline model were completed, the network was evaluated on the test set.
Similarly to [23] we also classified whole sequences by classifying every frame in
the sequence and then taking a majority vote to decide the label for the whole
sequence. Using this, we calculated the sequence classification accuracy over the
test set.

The evaluation on the test set consisted of multiple steps. First a confusion
matrix showing the accuracy over each individual class was calculated and saved.
Then the precision and recall over the test set was calculated and printed. After
that, ROC curves with their respective area under the curve were calculated and
plotted for each class separately. Lastly, dimensionality reduction was used in
order to visualize the learned separation between the classes. This was applied to
the output from the last fully connected layer with 512 nodes before the softmax
layer. As mentioned in Section 2.5.9, t-SNE is a very slow algorithm and therefore
PCA was first used to reduce the output from the fully connected layer down to
50 dimensions. The t-SNE algorithm was then applied to this data to further
reduce it to two dimensions. The two-dimensional output was then visualized in
a scatter plot where each point was colored based on the label of the image it is
calculated from. All results for this experiment are presented in Section 4.1.





4
Results

In this chapter, we present our experiments and the results produced by them.
We start by presenting the results from training the baseline model. We then
continue with the experiments regarding the pre-trained state-of-the-art classi-
fication models NasNet mobile, InceptionV3, VGG16 and MobileNet. First, we
describe our attempts at finetuning these networks to our problem. Then, the ca-
pability of MobileNet to generalize to images from unseen vendors is assessed
and compared to that of the baseline model. Lastly, the performance of Mo-
bileNet pre-trained on ImageNet, MobileNet randomly initialized and the base-
line model when trained on decreasing amounts of training data are evaluated
and compared.

4.1 Baseline

Figure 4.1 shows the learning curves from training the baseline model with an
RMSProp optimizer and data augmentation as described in [23]. Figure 4.2 shows
the learning curves of the baseline model when trained on data augmented with
no flips with an RMSProp and when trained with an Adam optimizer. These
results were obtained as described in Section 3.4.

Table 4.1 summarizes the performance scores for the baseline model trained
with an Adam optimizer and augmentation with no flips. Figure 4.3 shows the
confusion matrix for this model on the test dataset. Figure 4.4 shows the ROC
curve for each class separately when the model was evaluated on the test dataset
and Figure 4.5 shows the class separation learned by the model illustrated through
the t-SNE algorithm calculated on the test dataset.

37
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Figure 4.1: Accuracy and loss curves for the baseline model trained with
RMSprop optimizer and augmentation with flips.

Table 4.1: Evaluation scores of the baseline model when trained with an
Adam optimizer and data augmented with no flips.

Metric Performance

Maximum validation accuracy 93.7%
Test set accuracy 91%

Test set sequence accuracy 92.7%
Precision 89%

Recall 88%
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Figure 4.2: Accuracy and loss curves for the baseline model.
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Figure 4.4: ROC curves for all classes for the baseline model trained with an
Adam optimizer and data augmentation with no flips, calculated on the test
set.
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Figure 4.5: t-SNE plot of the class separation learned by the baseline model
trained with an Adam optimizer and data augmentation with no flips, cal-
culated on the test set.
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4.2 Finetuning

We experimented with finetuning pre-trained neural networks with state-of-the-
art results on the ImageNet classification challenge to ultrasound images. In this
section, we describe the implementation, training and evaluation of MobileNet,
VGG16, InceptionV3 and the mobile version of NasNet.

All of the chosen networks were available in Keras, pre-trained on ImageNet
[2]. We used the implementation and pre-training included in Keras directly,
with no modification. The architecture of the networks as it is implemented in
Keras is described in Section 2.5.

We recreated and added to each network the same classification head that
it had originally. We only changed the softmax layer to have 8 units instead of
1000, in order to match the number of different classes in our dataset. Since we
recreated the classification head of each network, it was always initialized with
random weights.

We chose to start experimenting with finetuning MobileNet because it was the
smallest of the chosen networks and therefore expected to be able to faster get
our finetuning framework to work. As in [6, 13], we loaded the network directly
through Keras and replaced the classification head. We wanted to make use of
the pre-trained weights by freezing a part of the network that is pre-trained and
only train the rest. As recommended in [33], we decided to start by training only
a small part of the network and then gradually open layers for training in order
to find the proper depth to finetune at. The layers and the order in which they
were opened for training are shown in Table D.1 in Apendix D. Each row in the
table shows from which layer the network was opened for training. We have run
a number of different finetuning experiments on MobileNet.

MobileNet Finetuning #1 Since there exist no rule of thumb for how many for
how many epochs to finetune, we used early stopping. We let each finetuning
iteration run up to 20 epochs. The early stopping was monitoring the validation
loss with a patience of 3. This means that if the validation loss had not improved
in the last 3 epochs, the training was stopped and the program proceeded with
opening another layer for training and continue finetuning. We used Adam op-
timizer with a learning rate of 10−4 when only the classification head was being
trained and a lower learning rate of 10−5 when pre-trained layers were opened
for training. The network was trained on batches of 64 images, augmented in
the same way as for the baseline model, with no flips. The same training and
validation datasets were used as for the baseline model.

MobileNet Finetuning #2 The network was achieving a high training accuracy
even when only a small part of the network was being trained, while it was gener-
alizing relatively poorly on the validation set. Therefore, we reduced the learning
rate to 10−5 even for the classification head of the network. We also turned off
the early stopping because it was interrupting the training due to occasional poor
performance during few epochs. We ran each finetuning iteration for exactly 10
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epochs. The rest of the training parameters were as in the first finetuning experi-
ment.

MobileNet Finetuning #3 Lastly, we tried finetuning MobileNet for an exact
number of epochs as in the second experiment, but this time keeping track of
the best weights found in the last 10 epochs with regards to the validation loss
and restoring them before the next finetuning iteration. Otherwise, the rest of
the training parameters were the same as in the second finetuning experiment.

The conclusion for the MobileNet finetuning steps 1 to 3 was that the learning
was noisy and that the network performed poorly on the validation set compared
to the baseline model. We therefore decided to experiment with another network
to see if it would behave in the same way.

VGG16 Finetuning We tried finetuning VGG16 in the same way as in our second
MobileNet experiment. The layers that were opened for training and the order in
which they were opened is shown in Table D.2 in Apendinx D. Each finetuning
iteration was run for exactly 10 epochs with no early stopping or weight restora-
tion. The same parameters as for the MobileNet experiments were used. We
used the Adam optimizer with a learning rate of 10−5 and batches of 16 images
augmented in the same way as before with no flips. Since the network had fully
overfit the training data after 43 epoch, we decided to stop the training there in
order to save time.

Figure 4.6 shows the learning curves from finetuning the networks by freezing
them partly and then gradually unfreezing more and more during training. Sub-
plots a, b and c show the learning curves obtained when finetuning MobileNet.
They show training runs with early stopping, no early stopping and with restora-
tion of the best weights respectively. Subplot d shows the learning curves ob-
tained when finetuning VGG16 with no early stopping.

All of our finetuning experiments up to this point had in common the fact that
the networks were performing better the more layers were opened for training.

Therefore we tried loading MobileNet pre-trained and finetune the whole net-
work from the beginning. The network behaved much better when trained this
way and therefore we decided to use this procedure on all the chosen networks,
MobileNet, VGG16, InceptionV3 and NasNet mobile. The networks were loaded
pre-trained on ImageNet and their classification heads were replaced to match
our dataset. They were all trained using an Adam optimizer with a learning rate
of 10−5. The data were augmented in the same way as in the previous finetuning
experiments. We started by training the NasNet network for 50 epochs. When
training InceptionV3, in order to save time, we stopped the training when Ten-
sorBoard showed that the network had overfit. We then finetuned VGG16 and
MobileNet for only 30 epochs. Figure 4.7 shows experiments with pre-trained
networks that were finetuned by being fully trained directly. The plots in the
figure show the learning curves for NasNet mobile, InceptionV3, VGG16 and
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Figure 4.6: Learning curves for partial finetuning of the networks.

MobileNet respectively. Similarly, Figures 4.8 and 4.9 show the confusion ma-
trices and t-SNE plots for each respective network calculated on the test dataset.
Table 4.2 summarizes the evaluation metrics measured during these four runs.
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Figure 4.7: Learning curves for full finetuning of the networks.

Table 4.2: Evaluation scores of the fully finetuned state-of-the-art models.

Metric NasNet InceptionV3 VGG16 MobileNet

Maximum validation accuracy 92.1% 94.3% 94.3% 93.2%
Test set accuracy 89% 91% 90% 89%

Test set sequence accuracy 90.2% 91.3% 91.3% 89.9%
Precision 87% 90% 89% 87%

Recall 85% 89% 87% 86%
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Figure 4.8: Confusion matrices for the chosen classification networks that
were finetuned fully.
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(a) NasNet mobile (b) InceptionV3

(c) VGG16 (d) MobileNet

Figure 4.9: t-SNE plots for the chosen classification networks that were fine-
tuned fully.
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4.3 Vendor Generalization

To assess the capability of a neural network to generalize to images from vendors
it was not trained on, we chose to use MobileNet due to time constraints and
because all of the pre-trained networks considered in this study showed very sim-
ilar performance. For comparison we also ran this experiment with the baseline
model.

In this experiment we trained the network on a subset of the vendors available
in our dataset and validate on the rest. For this we needed to create new dataset
splits. Since we intended to only train once using the learning parameters and
methodology found in the previous experiments we did not need a test set and
only divided the data into a training set and a validation set using our whole
dataset including the images that were in the test set before.

We had images coming from three different ultrasound machines in our dataset.
We first trained on each ultrasound machine separately and validated on the
other two. Then we trained the neural networks on all combinations of two dif-
ferent vendors and validated on the remaining vendor. The splits in training and
validation sets for each experiment is shown in Table 4.3.

Table 4.3: Training and validation splits for the vendor generalization ex-
periments.

Trained on Validated on

ie33 Epiq 7G + SC2000
Epiq 7G ie33 + SC2000
SC2000 ie33 + Epiq 7G

ie33 + Epiq 7G SC2000
ie33 + SC2000 Epiq 7G

Epiq 7G + SC2000 ie33

There was a different number of images from each vendor in our dataset. We
did not want the size of the training set to affect the performance of the network.
We therefore tried to split the data in such a way that the training set size was
always the same in all our experiments. To do this we looked at which vendor we
had the least amount of images from. As can be seen in Figure 3.5, the number
of images from the ultrasound modality Siemens SC2000 was smaller than the
others for all of the classes. We therefore chose the number of images from this
modality as the size for the training set.

When creating our dataset splits, we randomly sampled images from the ven-
dors we wanted in our training set. The remaining images from the vendors used
in the training set were not used. All images coming from the other vendors
were added to the validation set. The sampling of the training set was performed
for each class separately in order to keep the same class distribution in all ex-
periments. For each class, the number of images from the SC2000 ultrasound
machines of that class were sampled at random from the vendors that was to be
added to the training set. When two different vendors were to be added to the
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training set, half of the number of images was sampled from each one so that
the amount of training data was always the same. Figure 4.10 illustrates the con-
tents of the training set and how the size was kept the same in all training runs
of this experiment. While preparing the dataset splits for this experiment we
also checked that no patient had ultrasound studies from more than one vendor.
This way we were sure that no patient would be in both the training set and the
validation set at the same time.

Training #1

ie33

Training #4

ie33 Epiq 7G

Training #2

Epiq 7G

Training #3

SC2000

Training #5

ie33 SC2000

Training #6

Epiq 7G SC2000

Figure 4.10: Illustration of the contents of the training set for each of the
training runs in the vendor generalization experiment.

The baseline model and MobileNet were trained and validated on these datasets.
They were trained using the same learning parameters as in the previous experi-
ments. The baseline model was trained with an Adam optimizer with a learning
rate of 10−3 and batch size of 64 images for 50 epochs. MobileNet was trained
using an Adam optimizer with a learning rate of 10−5 and batch size of 64 for 50
epochs. The data was augmented without flips in the same way as in the previous
experiments. The performance of the models was evaluated through their learn-
ing curves and the highest validation accuracy achieved. The curves showing the
validation accuracy of both networks when trained on each vendor combination
is shown in Figure 4.11. Table 4.4 summarizes the maximum accuracy values
achieved by each network on every dataset split.

Table 4.4: Maximum achieved validation accuracy for each dataset split and
model trained in the vendor generalization experiment.

Training Data MobileNet Baseline

Epiq 81.3% 88.0%
ie33 84.4% 87.4%

SC2000 80.5% 84.1%
ie33 & Epiq 85.6% 90.0%

SC2000 & Epiq 86.2% 89.1%
SC2000 & ie33 87.3% 87.8%
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Figure 4.11: Validation accuracy curves for the generalization experiment.
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4.4 Training dataset size

Similarly to the experiments performed in [33], we also tested how the perfor-
mance of a pre-trained state-of-the-art classification network degrades with de-
creasing amount of training data. For this experiment, we again chose MobileNet
because it is smaller and faster to experiment with. We ran the experiment with
the network pre-trained on ImageNet and with randomly initialized weights. We
also performed this with the baseline model for comparison.

For this part of our study, we used our original training, validation and test
sets from the first experiments. We kept the validation and test sets the same
throughout all of the training runs in this experiment. The only thing that changed
between different runs was the training set. We sampled at random from the origi-
nal training set new datasets of smaller size. The sampling was done on each class
separately in order to preserve the distribution of the data over the classes in the
original training set. This way we created training datasets of 0.1%, 1%, 5%, 10%
and 25% of the size of the original training set. Table 4.5 shows the number of
images in the training sets of each percentage out of the original training dataset.

Table 4.5: The percentage and the number of images out of the original
training set used in this experiment.

Percentage of training set Number of images

0.1% 373
1% 3722
5% 18608

10% 37213
25% 93035

MobileNet pre-trained, MobileNet randomly initialized and the baseline model
were all trained on all of these training sets. They were trained with the same
training parameters as before. MobileNet was run with an Adam optimizer with
a learning rate of 10−5 with a batch of 64. The baseline model was also trained
with an Adam optimizer but with a learning rate of 10−3. When trained on the
sets of 5%, 10% and 25% the models were trained for 50 epochs. For 0.1% and 1%
the models were seeing so little data each epoch that they did not converge in 50
epochs so we let them train for 500 epochs and only validated every tenth epoch
instead. The data was preprocessed with each network’s respective preprocessing
function and then augmented in the same way as for the other experiments with
no flips.

The performance of the trained models was evaluated through their learning
curves and highest validation accuracy achieved. The model that achieved the
highest validation accuracy was then also evaluated on the test set. The maxi-
mum achieved validation accuracy and the test accuracy for each training run is
summarized in Table 4.6. The test accuracy values are also illustrated side by side
for all models in a scatterplot in Figure 4.12.
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Table 4.6: Maximum achieved validation accuracy and test accuracy for
each training dataset size and model trained in the training dataset size ex-
periment.

Training data Max validation accuracy / Test accuracy

MobileNet ImageNet MobileNet Random Baseline

25% 92.7% / 89.0% 89.3% / 85.0% 93.3% / 90.0%
10% 92.0% / 87.0% 87.2% / 81.0% 92.8% / 89.0%
5% 90.0% / 87.0% 78.2% / 72.0% 92.2% / 88.0%
1% 89.7% / 85.0% 82.8% / 77.0% 91.4% / 87.0%

0.1% 74.5% / 65.0% 39.3% / 34.0% 78.5% / 69.0%
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Figure 4.12: Scatter plot of the accuracy on the test set for each model trained
on the training datasets of smaller sizes.
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Discussion

In this chapter we discuss the achieved results and the method leading to the
results. We begin by discussing the steps taken for data acquisition and prepa-
ration, namely data anonymization and annotation. We then continue with dis-
cussing the implementation and training of the baseline model. We end the chap-
ter with a discussion about each of the main experiments in our study, finetuning
pre-trained neural networks, generalization experiment and training dataset size
experiment.

5.1 Data anonymization

Our decision to perform the anonymization using a very simple method allowed
us to extract enough data for our experiments within our time constraints. Calcu-
lating and plotting the maximum of all images processed during an anonymiza-
tion iteration was a good method to double check that the anonymization of the
image data was performed correctly without actually inspecting each sequence
manually. During the annotation of the acquired data, we went through and vi-
sualized all of the sequences. At that time, we were able to see that all of the
sequences were anonymized properly and none of them contained any sensitive
information. During this time we also noticed something that we did not expect.
Some of the ultrasound sequences contained text notes placed by the doctor on
top of the images where the doctor could write free text. As the doctors can
write anything they want there, it can be a source of leaked sensitive information.
Therefore, it may be worth looking into more advanced methods for anonymiza-
tion such as those discussed in Section 2.4. In this case, the safest approach would
have been a mix of methods, namely to erase the top of the images and then apply
more advance methods that search for any sensitive information.

55
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5.2 Data annotation

After having extracted and anonymized the data, our simple method of annotat-
ing whole sequences at a time allowed us to label all the data in reasonable time.
We started by annotating 12 different views which were also considered in [23],
but after a number of sequences, we settled on annotating only 8 different views
that were more common and easier to tell apart. We chose to do this due to the
difficulty in recognizing and telling apart some of the views. Even so there were
some views that were more difficult than others to annotate. Figure 5.1 shows
how the difference between the A4C and the A5C views is just a few degrees in
how the ultrasound probe is tilted. Figure 5.2 shows how these views look like
in ultrasound images. They show the same heart structures where the only differ-
ence is that in the A5C view part of the aorta is visible. These differences were
not always very clear which together with our limited experience resulted in un-
certainty in our own annotation. On top of this, annotating whole sequences at
a time was at times disadvantageous. In the dataset, there were sequences that
mostly looked like a specific view with the exception of a few frames that could
have been labeled as a different view. Labeling all of the frames in each sequence
as the same view thus further introduced annotation noise into our dataset. As
our experiments have shown, the quality of the annotation can greatly impact
the performance of a machine learning model when applied to the data. It may
therefore be worth implementing the annotation program with the functionality
to split sequences whenever suitable.

(a) A4C (b) A5C

Figure 5.1: Illustrations of the heart and the ultrasound plane in the A4C
and A5C views. Images reused from [26].

5.3 Baseline

The first results in our study, we received from the initial implementation and
training of the baseline model. Our initial training run was with the RMSprop
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(a) A4C (b) A5C

Figure 5.2: Examples of ultrasound images of the A4C and A5C views. Im-
ages reused from [26].

optimizer and with the same data augmentation as presented in [23]. The learn-
ing curves from this run are presented in Figure 4.1. The maximum validation
accuracy achieved in this case was 90.7% which is similar to the performance of
91.7% test accuracy on still images reported in [23]. We can see in Figure 4.1 that
the model was somewhat underfit, having an accuracy on the training set that is
lower than the accuracy on the validation set.

This made us suspect that the data were augmented too much, with the ran-
dom flips simply confusing the network rather than helping. Removing the ran-
dom flips from the augmentation resulted in the learning curves shown in Figure
4.2 subplot a. The validation accuracy achieved in this way was 93.5% and the
gap between the training curve and the validation curve was drastically reduced,
which means that the model was able to learn more from the training data.

Keeping the augmentation with no random flips and replacing the RMSprop
optimizer with the newer and more popular Adam optimizer resulted in the
learning curves shown in Figure 4.2 subplot b. With this optimizer, the train-
ing and validation curves almost converged, reaching an accuracy of 93.2% and
93.7% respectively. The newer optimizer allowed the neural network to even
further learn through the data augmentation. Seeing these results, we contin-
ued with this training methodology for the rest of our experiments. This model
achieved a test accuracy of 91%, again similar to 91.7% achieved on the test set
in [23].

The accuracy over all sequences in the test set was in our case 92.7% which
was much lower than the reported 97.8% accuracy in [23]. We believe that the
gap between the accuracy on still images and the accuracy on whole sequences is
very much data dependent. If the sequences are short with low variation between
the frames in each sequence then this gap is expected to be small. This may be
the case for our dataset. On the other hand, the sequences might be long and
the model can output varying results for the different frames in each ultrasound
sequence. If these results give the correct label for the whole sequence when
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averaged, then the gap between the accuracy on still images and whole sequences
can be big. This may be the case in [23].

Lastly, we can see in Table 4.1 that despite the high accuracy achieved by the
model the precision and recall were not quite as high, being 89% and 88% respec-
tively. The high accuracy hid the fact that the baseline model did not perform
as well on some of the more underrepresented classes in our dataset. We can
see this in more detail in Figure 4.3 which shows the confusion matrix on the
test set. We can see that a big part of the images of class A5C were mislabeled
as A4C. At the same time we can see that the A2C and A3C have slightly lower
accuracy as well since the network tends to mislabel a part of them. This was
somewhat expected already during the annotation of the images. These views
were the ones that posed the most problems for us during annotation. Where we
found the views difficult to tell apart, the neural network also performed more
poorly. This is partly because of the annotation noise introduced in the dataset,
as discussed in the previous section, and also due to the views simply being very
similar. We can see in the results presented in [23], that these same classes were
more problematic than the others. We believe that it was not as bad in their case
compared to our because of the quality of their annotation which was performed
by an expert. We believe therefore that the most straightforward way to further
improve the performance of the baseline model on the same dataset is to have an
expert annotate the data. The ROC-curves shown in Figure 4.4 simply confirm
what we have seen in the confusion matrix, that the model does not perform as
well on some of the classes.

Using the PCA and t-SNE dimensionality reduction methods we could pro-
duce the image shown in Figure 4.5 which shows the classification of the images
in the test set. We can see that most of the images that were classified as the same
view are clustered together and are well separated from other clusters of differ-
ent classes. In this image, we can again see the same behavior that was described
by the confusion matrix. The clusters of the classes that the model performed
worst on are more poorly separated. This can be seen in the middle of the plot as
expected between the classes A2C, A3C, A4C and A5C.

5.4 Finetuning

The results from our first experiments with finetuning pre-trained networks are
shown in Figure 4.6. The images in the figure have multiple things in common.
They all show that finetuning only a small part of the network results in relatively
poor generalization performance on the validation set. In all cases, the maximum
performance was achieved when the whole network was opened for training. De-
spite the poor generalization performance, the networks show good capability to
memorize the training set when only a part of them is trained resulting in se-
vere overfitting already early in the training run. This was unfortunate because
we were relying on freezing parts of the networks to have a strong enough reg-
ularizing effect to prevent them from overfitting. This was not the case in our
experiments. The overfitting was even more severe with the higher number of
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parameters in the early layers of the VGG16 network as shown in subplot d of
Figure 4.6. We believe that the reason behind the networks performing better
when they were fully opened for training is the gap between the domain of the
images that they were pre-trained on and the domain of ultrasound images. Even
the more general features learned by the networks in the early layers from the
natural images of the ImageNet dataset were not perfectly suitable to be applied
to ultrasound images without finetuning. Therefore, the networks gained from
having all of their weights finetuned to the new dataset.

Our decision not to modify the implementation of the networks and simply
use them as they were implemented in Keras meant that they contained a signifi-
cantly low amount of regularization built into them. This meant that they had a
very high capability to memorize the training set and thus overfit to it. This can
be seen in the results from finetuning the whole network from the beginning in
Figure 4.7. Despite them being fully overfit very early in the training, this way
of training them resulted in the best generalization performance from all of our
finetuning experiments. The fact that they generalized so well even though they
had overfit so much means that they might have the potential to perform even
better in the case where suitable amount of regularization is used.

Table 4.2 shows the performance measurements for all networks. We can see
that all of them performed similarly well, with InceptionV3 being slightly better
than the others with regards to all metrics. InceptionV3 performs better even
than the baseline model for most metrics but at a very high cost. It is many times
bigger and slower than the baseline model.

The confusion matrices in Figure 4.8 and the dimensionality reduction plots
in Figure 4.9 show the same behavior that was seen when training the baseline
model. Even the pre-trained networks had problems telling apart the A4C images
from the A5C and A2C images from A3C. The t-SNE plots show that images of
the same class are in most cases clustered together and separated from clusters
of images of other classes. In the same way as for the baseline model, the classes
that are more problematic are clustered more closely together. The granularity
of the clusters in t-SNE is dependent on the parameters of the algorithm and can
change from run to run since t-SNE is not fully deterministic.

5.5 Vendor generalization

The results from our assessment of a neural network’s capability to generalize to
ultrasound images from machines that it was not trained on are shown in Table
4.4 and Figure 4.11. We can immediately see that a neural network has the poten-
tial to perform well on images from new ultrasound machines, our experiments
showing an accuracy of over 80%. Generally, MobileNet has reached a lower ac-
curacy than in our previous experiment. This is in part because of the new gap
between the training set and the validation set and also because of overfitting. In
this experiment the networks were trained on less data than previously, meaning
that the networks could even easier overfit the training data. The higher per-
formance shown by the baseline model in Table 4.4 only confirms the potential
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that the bigger pre-trained networks have to perform even better given the right
amount of regularization.

We can see in Table 4.4 and Figure 4.11 that the networks almost always per-
form better on new data when trained on a dataset that contains images from a
mix of ultrasound machines. This is not surprising since the networks get to see
images that contain a greater variety of information that is not relevant for the
classification. Therefore they can more easily learn which information is more
relevant and which information can be ignored. This knowledge will most likely
apply even in images coming from other ultrasound machines. We cannot draw
any conclusions about what mix of images is best since that seems to differ be-
tween MobileNet and the baseline model in our case and seems to be model de-
pendent. It may be possible to achieve the same effect as training on images from
multiple ultrasound modalities simply through data augmentation. It should be
possible to improve the generalization performance of the networks by augment-
ing the data with random graphical elements outside of the ultrasound fan sector.
Unfortunately we only had three different ultrasound modalities available in our
dataset. Performing this experiment on a dataset with images from more ultra-
sound machines might reveal other trends and behavior than what we can see
with our data.

5.6 Training set size

Lastly, the results from our final experiment are shown in Table 4.6 and Figure
4.12. Even in this case the baseline model performs slightly better than Mo-
bileNet. The performance of MobileNet pre-trained on the ImageNet dataset de-
grades similarly to the baseline model but with slightly less accuracy in general.
This is most likely so because of overfitting. With decreasing amount of training
data it is easier for the network to overfit. The performance of MobileNet without
pre-training, on the other hand, degrades much faster with less and less data as
can be seen in Figure 4.12. This shows how much pre-training helps with limited
training datasets, even if the pre-training is performed on images from a different
domain. This is in accordance with the literature discussed in Section 2.5.8. The
reason why the performance increases at 1% data is because we let the networks
train for longer in order to allow them to converge properly. Due to the small
amount of training data they were seeing each epoch, a higher number of epochs
was needed for convergence. It would have been better to automatically adjust
the number of epochs based on the size of the training set so that similar num-
ber of images pass through the network throughout each experiment. Finally,
this experiment has also shown us that it is possible to reach relatively high per-
formance with significantly less data than what we had in total. Baseline could
reach 90.0% accuracy on the test set with only 25% of the data.
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Conclusion

In this thesis, we have considered the problem of classifying standard view in
ultrasound heart images. Our approach was to use well known CNNs that were
pre-trained on natural images from the ImageNet dataset and finetune them to
ultrasound images. As a baseline for our experiments we have implemented and
used the relatively small neural network presented in [23].

Our experiments show that finetuning a pre-trained neural network by freez-
ing parts of the network does not work as well as simply finetuning the whole
network from the beginning. Doing so with all of the networks that we con-
sidered, MobileNet, NasNet mobile, VGG16 and InceptionV3, we could see that
they all had very similar performance with InceptionV3 being slightly better. It
achieved higher accuracy than the baseline model as well, but at a much higher
computational and memory cost. Therefore, given our experiments, we would
still recommend the use of the baseline model over the others. It has very similar
performance to the bigger state-of-the-art CNNs but at a much lower cost.

We have also assessed the capability of a neural network to generalize to im-
ages from ultrasound machines that it was not trained on. We trained MobileNet
and the baseline model on a subset of ultrasound modalities available in our
dataset and validated on the rest. This experiment showed that they have the
potential to reach high accuracy even on images from new ultrasound machines.
We also saw that the performance increases when images from multiple modali-
ties are in the training set.

Finally, our last experiment showed how the performance of MobileNet and
the baseline model degrades with decreasing amount of training data. Baseline
and MobileNet pre-trained on ImageNet had very similar behavior with decreas-
ing training data. Baseline performed slightly better than MobileNet in general
because MobileNet could overfit the training data too easily. We could also see
that MobileNet when not pre-trained performed much worse in all cases. This
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showed how much pre-training helps when the training datasets are limited.

6.1 Future work

All of the networks that we considered in our study, including the baseline model,
had very similar performance in our experiments. This made us wonder whether
the annotation noise that was introduced in the data sets of limit on how well a
neural network can perform on new data indifferent of its architecture. Running
our experiments on an expert annotated dataset might reveal further differences
in behavior between the different models.

Our decision to use the network as they were available in Keras with no
changes meant that they contained very little regularization in their implementa-
tion ultimately leading to them overfitting very easily in all of our experiments.
This means that we may not have taken advantage of the networks’ full poten-
tial. In the future, it may be worth to take one of the networks used in this thesis
and try to introduce suitable amount of regularization into it and rerun our tests.
Doing this might give better insight into which of the networks performs best on
this problem.

Data augmentation is one method to prevent a CNN from overfitting. We
saw that a neural network performs better when trained on images coming from
a mix of ultrasound machines. It may therefore be interesting to see how data
augmentation through adding random graphical elements to the images affects
the generalization performance of a neural network.

Most of the images in the dataset that was used in this study come from se-
quences of ultrasound images. The models considered in this thesis only take
as input single still images at a time. Therefore they do not take advantage of
the time information present in a sequence. For example, we ourselves had a
much easier time recognizing the different views in the dataset when looking at
the whole sequence playing in real time. Therefore it is interesting to approach
this problem with a machine learning model that takes advantage of informa-
tion from a entire ultrasound sequence at a time, for example a recurrent neural
network.

Ultimately, it is interesting to investigate how classification of standard echocar-
diographic view in ultrasound images can be applied to further automate the
workflow of medical staff.
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A.1 Apical 2-chamber view (A2C)

Figure A.1: Illustration of the A2C view of the heart.



A.1 Apical 2-chamber view (A2C) 67

Figure A.2: Cross section of the heart in the A2C view.
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Figure A.3: Ultrasound image of the heart in the A2C view.



A.2 Apical 3-chamber view (A3C) 69

A.2 Apical 3-chamber view (A3C)

Figure A.4: Illustration of the A3C view of the heart.
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Figure A.5: Cross section of the heart in the A3C view.
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Figure A.6: Ultrasound image of the heart in the A3C view.
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A.3 Apical 4-chamber view (A4C)

Figure A.7: Illustration of the A4C view of the heart.
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Figure A.8: Cross section of the heart in the A4C view.
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Figure A.9: Ultrasound image of the heart in the A4C view.
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A.4 Apical 5-chamber view (A5C)

Figure A.10: Illustration of the A5C view of the heart.



76 A Standard echocardiographic views

Figure A.11: Cross section of the heart in the A5C view.
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Figure A.12: Ultrasound image of the heart in the A5C view.
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A.5 Parasternal Long-Axis View (PLAX)

Figure A.13: Illustration of the PLAX view of the heart.
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Figure A.14: Cross section of the heart in the PLAX view.
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Figure A.15: Ultrasound image of the heart in the PLAX view.
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A.6 Subcostal 4-chamber View (SUB4C)

Figure A.16: Illustration of the SUB4C view of the heart.
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Figure A.17: Cross section of the heart in the SUB4C view.
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Figure A.18: Ultrasound image of the heart in the SUB4C view.
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A.7 Parasternal Short Axis View

Figure A.19: Illustration of the parasternal short axis view of the heart.
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Figure A.20: Ultrasound image of the heart in the parasternal short axis view
at the apical level.
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Figure A.21: Ultrasound image of the heart in the parasternal short axis view
mid ventricle.
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Figure A.22: Ultrasound image of the heart in the parasternal short axis view
at the mitral valve level.
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Figure A.23: Ultrasound image of the heart in the parasternal short axis
basal view.
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Figure B.1: Architecture of the inception block of type A.
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Figure B.2: Architecture of the inception block of type B.
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Figure B.3: Architecture of the inception block of type C.
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Figure C.1: Architecture of the normal cell used in NasNet.
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Finetuning order

Table D.1: MobileNet layers in the order they were opened for training.

Layer Layer name in Keras

Classification head global_average_pooling2d
Conv block 13 conv_dw_13
Conv block 12 conv_dw_12
Conv block 11 conv_dw_11
Conv block 10 conv_dw_10
Conv block 9 conv_dw_9
Conv block 8 conv_dw_8
Conv block 7 conv_dw_7
Conv block 6 conv_dw_6
Conv block 5 conv_dw_5
Conv block 4 conv_dw_4
Conv block 3 conv_dw_3
Conv block 2 conv_dw_2
Conv block 1 conv_dw_1

Input input_1
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Table D.2: VGG16 layers in the order they were opened for training.

Layer Layer name in Keras

Classification head fc1
Conv block 5 block5_conv1
Conv block 4 block4_conv1
Conv block 3 block3_conv1
Conv block 2 block2_conv1

Input input_1
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