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Abstract

Cyber attacks happen on a daily basis, where criminals can aim to disrupt internet
services or in other cases try to get hold of sensitive data. Fortunately, there are systems in
place to protect these services. And one can rest assured that communication channels and
data are secured under well-studied cryptographic schemes.

Still, a new class of computation power is on the rise, namely quantum computa-
tion. Companies such as Google and IBM have in recent time invested in research re-
garding quantum computers. In 2019, Google announced that they had achieved quan-
tum supremacy. A quantum computer could in theory break the currently most popular
schemes that are used to secure communication.

Whether quantum computers will be available in the forseeable future, or at all, is still
uncertain. Nonetheless, the implication of a practical quantum computer calls for a new
class of crypto schemes; schemes that will remain secure in a post-quantum era. Since 2016
researchers within the field of cryptography have been developing post-quantum crypto-
graphic schemes.

One specific branch within this area is lattice-based cryptography. Lattice-based
schemes base their security on underlying hard lattice problems, for which there are no
currently known efficient algorithms that can solve them. Neither with quantum, nor clas-
sical computers. A promising scheme that builds upon these types of problems is Kyber.
The aforementioned scheme, as well as its competitors, work efficiently on most comput-
ers. However, they still demand a substantial amount of computation power, which is not
always available. Some devices are constructed to operate with low power, and are com-
putationally limited to begin with. This group of constrained devices, includes smart cards
and microcontrollers, which also need to adopt the post-quantum crypto schemes. Con-
sequently, there is a need to explore how well Kyber and its relatives work on these low
power devices.

In this thesis, a variant of the cryptographic scheme Kyber is implemented and eval-
uated on an Infineon smart card. The implementation replaces the scheme’s polynomial
multiplication technique, NTT, with Kronecker substitution. In the process, the crypto-
graphic co-processor on the card is leveraged to perform Kronecker substitution efficiently.
Moreover, the scheme’s original functionality for sampling randomness is replaced with
the card’s internal TRNG.

The results show that an IND-CPA secure variant of Kyber can be implemented on the
smart card, at the cost of segmenting the IND-CPA functions. All in all, key generation,
encryption, and decryption take 23.7 s, 30.9 s and 8.6 s to execute respectively. This shows
that the thesis work is slower than implementations of post-quantum crypto schemes on
similarly constrained devices.
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1 Introduction

This chapter introduces the topic of the thesis by explaining the motivation behind it as well
as the aim. Research questions that will be answered by the thesis are presented along with
the outline.

1.1 Motivation

The current cryptographic schemes establish secure communication channels, ensure data
integrity, and guarantee that data remains confidential. Any third party attempting to inter-
cept the communication, manipulate data, or collect sensitive information will most likely not
succeed. Our most prominent schemes, such as Rivest-Shamir-Adelman (RSA) and Elliptic
Curve Cryptography (ECC), are based upon the difficulty of certain mathematical problems.
RSA relies on the hardness factoring of a large integer into its prime factors, and ECC relies
on the hardness of solving the discrete logarithm problem. Problems such as these two are in-
tractable for classical computers and cannot be solved in a reasonable time frame. However,
a quantum computer would theoretically be able to solve both problems efficiently in poly-
nomial time using Shor’s algorithm [1, 2]. A quantum computer capable of executing Shor’s
algorithm is not only a threat to future secure communication; it poses an equally large threat
to communication done prior to its realization, as data may have been recorded and stored.

An important goal of quantum computing is to present a universal quantum computer
that is able to complete a computational task, deemed to be beyond the capabilities of a
classical computer. That milestone has coined the term quantum supremacy, which Google
claimed to have achieved in 2019 [3]. The threat of quantum computers, in terms of infor-
mation security, might not be a concern to the general public just yet. It is still not certain if
quantum computers will become commercially available. However, parties such as security
companies and government agencies may need to keep information confidential for several
decades. These parties may face state-sponsored attackers or hostile nations with no eco-
nomical limitations. Consequently, it is crucial for companies and agencies alike to begin
researching new schemes that would be secure in a post-quantum scenario.

The security of cryptographic schemes is typically measured in terms of bits of security,
a measurement of how many operations an attacker would have to perform to break it. If
a system has n bits of security, an attacker would have to perform 2n operations. For long-
term protection, a cryptosystem should offer at least 128 bits of security; and to be secure for
the foreseeable future one would need at least 256 bits [4]. In order to provide this level of
security, current schemes need to use an incredibly large key size. Providing a higher level
of security means increasing the the key bit length. Post-Quantum Cryptography (PQC) will
still have to provide the same level of security; not by increasing the key size, but rather by
switching the underlying security.

In 2016 the US National Institute of Standards and Technology (NIST) launched the post-
quantum cryptography standardization. The goal was to develop new standards for cryptogra-
phy in the event that quantum computers would be built on a large scale. One of the most
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1.2. Aim

crucial requirements for a newly proposed cryptographic scheme is efficiency, something
NIST encourages in their ongoing process. While quantum resistant cryptosystems submit-
ted to the NIST proceeding such as Kyber, SABER, NewHope etc. [5] will operate on general
hardware, they will be required to work on constrained devices as well, e.g. smart cards. The
computational limitations of such devices often require accelerating hardware, in order for it
to perform sufficiently well in practical situations.

This thesis explores the possibility of implementing the quantum resistant cryptosystem
Kyber [6] on a constrained device, specifically an Infineon smart card from the SLE88 family.
Kyber is implemented on said device by re-purposing RSA/ECC hardware. Furthermore,
the thesis measures the execution time and CPU cycle count of said cryptographic scheme,
and compares the results against similar algorithms on constrained devices.

1.2 Aim

The aim of the thesis is to implement the quantum resistant algorithm Kyber on a smart
card platform and evaluate its performance with regard to execution time and CPU cycle
count. Furthermore, the results should be compared to similar Post-quantum cryptographic
implementations on constrained devices. There is also value in comparing the results to other
PQC implementations.

1.3 Research Questions

This section presents the research questions that will guide this thesis towards its aim. The
following research questions will be answered in this thesis:

1. Can the Kyber algorithm be implemented on an Infineon SLE88CFX5400P smart card,
such that it can offer at least 164 bits of security?

2. How does the performance of such an implementation compare to similar implemen-
tations on the same type of constrained device, with regard to execution time and CPU
clock cycle count?

1.4 Delimitations

To ensure the thesis is finalized within the time frame, it will solely focus on the implementa-
tion process of Kyber. A security analysis would have been needed after implementation to
ensure the security of the system, and it usually includes performing several kinds of attacks.
This process can quickly become time-consuming. To avoid the risk of not finishing in time,
this thesis will not carry out any security analysis.

Furthermore, the implementation is limited to one security level of Kyber. Kyber has
three parameter sets that give varying levels of security in terms of bits. The parameter set
denoted Kyber768 is chosen for the thesis implementation as it offers a good balance between
performance and security.

Lastly, the implementation will be limited to one smart card model, which is the Infineon
SLE88CFX5400P. The thesis can not afford to be stalled by any issues from ordering new
cards, nor will the thesis time frame allow for several implementations. The hardware avail-
able on the smart cards differ between models and porting Kyber between them can become
problematic.
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2 Background

This chapter explains the context of the thesis with regards to cryptography in the informa-
tion security industry and the assignment.

2.1 Industry Context

The work presented in this thesis is the result of an assignment given by Sectra Communica-
tions AB. Sectra Communications AB provides their customers with cryptographic solutions
to ensure secure communication. It is important to their customers that the encrypted infor-
mation remains secure for what is considered a reasonable time. This can sometimes be up to
several decades.

2.2 Assignment Context

The recent advancement in quantum computing has shown experimental examples of com-
putational tasks being completed exponentially faster than with classical computers. As a
result, it is paramount for companies such as Sectra to find substitutes to commonly used
encryption solutions, which rely on problems that quantum computers will be able to break.

2.3 The Smart Card Platform

Sectra delivers smart card applications to their customers, and this thesis partly evaluates
how well PQC fits their current models of smart cards. The card used in the thesis is the
SLE88CFX5400P from Infineon. The SLE88 family are Infineon’s high-level security smart
cards with a pipelined 32-bit RISC CPU running at 33 MHz, 540 kB of EEPROM, and 24 kB
of user RAM. Furthermore, the Infineon SLE88CFX5400P comes equipped with several co-
processors as well. Most notably a cryptographic engine Crypto@1408, a True Random Number
Generator (TRNG), and a Pseudo Random Number Generator (PRNG). The crypto engine is op-
timized for the cryptosystems RSA and ECC, however, it can be used a more general sense
for long integer modular arithmetic. Lastly, the card has software-based cryptographic prim-
itives built-in such as AES [7][8].

2.4 Kyber Interoperability

It is important to emphasize that this thesis presents a variant of Kyber and not the standard
implementation. Kyber, in its original specification, is dependent on the number-theoretic-
transform (NTT) to perform polynomial multiplication. While NTT is an effective method,
keys and results are bound to be represented in the NTT domain to a great extent. The the-
sis variant of Kyber does not use the NTT for polynomial multiplication, and thus it is not
interoperable with a standard implementation.

3



2.4. Kyber Interoperability

The primary reason as to why NTT is replaced, is that the thesis wants to explore alter-
native methods for polynomial multiplication. Recent work by Albrecht et al. [9] has shown
that there is possible improvements in performance from switching techniques in Kyber.

Furthermore, Kyber is defined as an IND-CCA2 secure key encapsulation mechanism
(KEM), that is achieved by first creating an IND-CPA public-key encryption (PKE) scheme.
Although the intermediate implementation would be able to work as a PKE scheme, Kyber is
not formally recognized as such. In this thesis, only the intermediate version is implemented,
and as a consequence it would not be able to communicate with a full implementation of
Kyber.

4



3 Theory

Chapter 3 introduces the reader to some fundamental concepts in cryptography and current
cryptographic algorithms. Thereafter, quantum algorithms are briefly covered, including
some related work, and lattice-based cryptography is presented. The cryptographic algo-
rithm used in this thesis is explained and the mathematical concepts used to implement it on
the smart card. Lastly, the reader is shown the current efforts within the field of post-quantum
cryptography on constrained devices.

3.1 Level of Security in Terms of Bits

Cryptographic primitives, such as the one evaluated in this thesis, share a common measure
of the underlying strength in the scheme. This measure of strength is commonly expressed
in terms of bits and a scheme can be said to have a certain bits of security. It offers a universal
way to compare and discuss how well a scheme fairs against attacks. The key size, or key
length, of a scheme’s keys defines an upper bound for security. That is, a scheme that uses an
n-bit key can at most offer n bits of security. In an ideal scenario, the key length would also
define the lower bound, meaning that the bits of security is equivalent to the key size in terms
of bits. Assuming that a scheme can only be attacked with a general attack, i.e. a brute-force
attack, this holds true; an attacker can expect to search through a key space of 2n possible
keys before breaking the cipher. However, most schemes have flaws in their design which
can allow for analytical attacks (see Sec. 3.2.1 and 3.2.2), and in practice the bits of security
of a scheme is not equivalent to the key size. Currently, NIST recommends no less than 112
bits of security to protect sensitive data. Prior to 2014, the recommendation was to have at
least 80 bits of security [10]. Ultimately, the level of security that should be used is up to the
person or organization that encrypts the data. One may find that a higher level of security
is needed than the recommendation from NIST through threat modelling. Similarly, through
analysis one may find that a lower level is sufficient.

3.2 Public-Key Cryptography

Public-Key Cryptography (PKC), or asymmetric cryptography, refers to the cryptographic al-
gorithms with a key pair; one public key and one private key. The public key is distributed
to other parties, while the private key is kept by the creator of the key pair. A sender may use
the public key to encrypt a message and then send it to the recipient, who holds the private
key. With the private key, the recipient can decrypt the message and read the contents. In
symmetric cryptography, e.g. DES, the same key is used for both encryption and decryption.
Hence, the name symmetric cryptography. One of the most important consequences of PKC
is that it solves the key distribution problem, present in symmetric cryptography. Still, PKC
is several orders of magnitude slower for data encryption and has not replaced symmetric
cryptography algorithms. It is more frequently used by two parties to communicate a shared
symmetric key [11].

5



3.2. Public-Key Cryptography

3.2.1 Rivest–Shamir–Adleman

RSA is a well known asymmetric cryptographic scheme that is widely used for secure key
transport and digital signatures [12].

Its key generation procedure is short, although not trivial. The first step is to choose
two large primes p and q. The two primes need to be chosen carefully, as to not make the
scheme vulnerable to known factorization techniques [13, 14]. Secondly, the integer n = pq
is computed. The computation of the product n is trivial, however, factoring n is not. This
one-way function is the underlying principle which makes RSA computationally difficult
to break. It is known as the integer factorization problem. Several factoring algorithms exists
to solve this problem, including quadratic sieve and general number field sieve [15, 16], which is
why p and q must be chosen to be sufficiently large. The third step is to compute Euler’s totient
function over n, Φ(n) = (p´ 1)(q´ 1). The fourth step is choosing e, the public exponent.
Choose e P t1, 2, . . . , Φ(n)´ 1u such that gcd(e, Φ(n)) = 1. Together with n computed earlier,
they form the public key kpub = (n, e). Selecting e such that gcd(e, Φ(n)) = 1 is crucial
to ensure that an inverse to e exists for modulus Φ(n), which will serve as the private key.
Lastly, the private exponent d is computed such that d ¨ e = 1 mod Φ(n). The exponent d is
the private key kpriv = d.

A sender can encrypt a plaintext message m with the public key kpub, and produce the
ciphertext

c = Ekpub
(m) ” me mod n.

The recipient with the private key kpriv can decrypt the ciphertext c and retrieve the plain-
text in a similar fashion

m = Dkpriv
(c) ” cd mod n.

Full proof of correctness, and further details about RSA, are given by Rivest, Shamir, and
Adleman in “A method for obtaining digital signatures and public-key cryptosystems” [12].

3.2.2 Diffie-Hellman Key Exchange

Another prominent cryptosystem found in public-key cryptography is the Diffie-Hellman
Key Exchange (DHKE). Similar to RSA, DHKE can be used to solve the key distribution prob-
lem for symmetric ciphers. However, the two schemes operate and ensure security different
from each other. With DHKE, two parties agree on a shared secret key, rather than producing
key pairs, and its underlying security centers around the Diffie-Hellman Problem (DHP) [17].

DHKE begins with a set-up done in three steps. First choose a large prime p, then choose
an integer α P t2, 3, . . . , p´ 2u and lastly publish the parameters. These parameters are called
public parameters. The operations of DHKE are not always trivial. Finding a large prime p
requires probabilistic algorithms (cf. p and q in RSA), and α needs to be chosen with respect
to properties of cyclic groups. As a result, the computational aspect of DHKE are equal to
other PKC schemes.

Using the public parameters, a shared key ksha can be derived. Figure 3.1 describes the
protocol procedure.

The underlying security of the DHKE, the DHP, is a generalization of the Discrete Loga-
rithm Problem (DLP). In short, the DLP can be defined as given parameters α, β P Z˚p find the
integer 1 ď x ď p´ 1 such that:

αx ” β mod p. (3.1)

6



3.2. Public-Key Cryptography

A B

choose a P t2, 3, . . . , p´ 2u
compute kpub,A = αa mod p

choose b P t2, 3, . . . , p´ 2u
compute kpub,B = αb mod p

ksha = (kpub,B)
a = (αb)a mod p ksha = (kpub,A)

b = (αa)b mod p

kpub,A

kpub,B

Figure 3.1: Diffie-Hellman key exchange protocol. The two parties A and B agree upon a
shared key over an insecure channel.

The integer x is known as the discrete logarithm of β to base α and Equation 3.1 can be
written as:

x = logα β mod p (3.2)

The DLP becomes a one-way function, similar to integer factorization in RSA. Calculating
αx ” β mod p does not require much effort. However, it is infeasible to solve Equation 3.2
when a sufficiently large prime p, and a sensible choice of cyclic group, is used.

Now, given the parameters p, α, kpub,A = αa mod p, and kpub,B = αb mod p, compute the
shared key ksha. An attacker would first have to solve the discrete logarithm problem to find
either party A’s secret key

a ” logα kpub,A mod p

or party B’s secret key
b ” logα kpub,B mod p.

Only then can the shared key be computed [17].
Still, there are algorithms that can solve the discrete logarithm within reasonable time.

Shanks’s Baby-Step Giant-Step method and Pollard’s Rho method both run in O(
a

|G|) time [18,
19], where |G| is the cardinality of the cyclic group. These two attacks demand p to be at least
224 bits to retain a high level of security according to the NIST recommendations (see Sec.
3.1). The most efficient attack, although not a generic algorithm, is the index calculus method
which run in sub-exponential time [20]. To mitigate the index calculus attack, the bit length
of prime p must be increased substantially. The algorithm is efficient enough to force p to be
at least 2048 bits.

3.2.3 Elliptic Curve Cryptography

Schemes like DHKE that are based on the DLP can be modified to work over elliptic curves
as well; a variant called ECC. An elliptic curve E is defined over some finite field Fq that
typically is a prime field Zp, where p is a large prime. Let E(Zq) denote the set of solutions
to some polynomial where

y2 ” x3 + ax + b mod p (3.3)

The coefficients a, b belong in the field Zq. For elliptic curves over prime fields, there is
also the condition that 4a3 + 27b2 ‰ 0 mod p. Lastly, the point at infinity O is added to make
the set complete. From E(Zq), a cyclic subgroup xQy is defined, as such a group is needed for
the cryptosystem.
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Recall how in DHKE in Section 3.2.2, the secret exponents a and b were chosen by each
party respectively, which was used to compute a part of the shared key ksha. Furthermore,
recall that obtaining the exponent from the either kpub,A or kpub,B meant solving the DLP in
Equation 3.1. An analogous operation exist for ECC, and likewise there exists a problem
that is analogous to the DLP. In the realm of ECC, the operation is point addition rather than
multiplication. Generally for elliptic curves, point addition of two points A, B P E(Zp) yields
a new point C P E(Zp). In the case of the cyclic subgroup xQy, each point P P xQy is a
multiple of the primitive element Q. Thus, point addition in the subgroup can be described
as k additions of Q

P = kQ = Q + Q + ¨ ¨ ¨+ Q
looooooooomooooooooon

k

.

Given k, the computation of P = kQ can be done efficiently, since the operation is analogous
to the multiplication done in schemes like DHKE. However, obtaining k from P is infeasible
in practice. This is what is known as the elliptic curve discrete logarithm problem and is used as
the underlying security in ECC.

To close this section, an ECC-based version of DHKE, Elliptic Curve Diffie-Hellman
(ECDH) key exchange, is presented. Begin with choosing a prime p and agree upon an el-
liptic curve E, defined as in Equation 3.3, and its coefficients a, b. Lastly, choose a primitive
element P. Publish p, the curve with its coefficients a, b, and P as the public parameters. The
shared key between party A and party B is then computed as shown in Figure 3.2 [11].

A B
choose a P

t2, 3, . . . , ord(E) ´ 1u com-
pute kpub,A = aP

choose b P

t2, 3, . . . , ord(E) ´ 1u com-
pute kpub,B = bP

ksha = a(kpub,B) = abP ksha = b(kpub,A) = baP

kpub,A

kpub,B

Figure 3.2: ECDH key exchange protocol. The two parties A and B agree upon a shared key
over an insecure channel using points from an agreed upon elliptic curve. Ord(E) denotes
the group order of the curve.

3.3 Additional Cryptographic Primitives

In addition to the asymmetric cryptography covered in Section 3.2, there are a handful of
cryptographic primitives of interest to the thesis. This section gives a brief explanation of the
primitives in question.

3.3.1 Key Derivation Function

When in need of pseudorandom keys, a Key Derivation Function (KDF) can be used. KDF’s
take some input, that can not constitute as a key, and construct a key that is cryptographically
strong. In terms of distinguishability, the resulting key from a KDF should be indistinguish-
able from a uniformly random string [21].
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3.3.2 Pseudorandom Function

A Pseudorandom Function (PRF) is a function f (K, x) of some key K and some input x. When
studied by an adversary, the function behaves as if it was truly random. That is, given an
input x, and that K is random, it is not possible to distinguish if the output comes from a
random oracle or from f (K, x) [22].

3.3.3 Extendable Output Function

An Extendable Output Function (XOF) operates similar to a hash function in that it takes a
bit string input and outputs a hash value. For a normal hash function, the output has a fixed
length, however, for an XOF, the output can be extended to a desirable length [23].

3.4 Key Encapsulation Mechanism

PKC schemes does not suffice for mass encryption as they are inherently inefficient at en-
cryption, and thus, it is common that schemes mentioned above are used for symmetric key
distribution. However, sending keys, or rather sending short encrypted messages, should be
avoided as it enables some type of attacks (see Sec. 4.2 in [24]). The standard PKC schemes
are often extended to be secure, even when sending keys. A way to distribute keys safely is
by a Key Encapsulation Mechanism (KEM). KEM’s are an extension of their standard PKC
schemes that, in short, require key pair generation, encapsulation, decapsulation, and a KDF. The
KDF is usually a type of hash function specified for cryptographic use. Consider the follow-
ing example, where a KEM of RSA is briefly explained. Suppose that a key pair has already
been generated and the public key is shared.

One of the two communicating parties generates a random seed m that is fed to the KDF,
which returns the symmetric key M

M = KDF(m).

The seed input is then encrypted according to the PKC scheme, in this case RSA, and sent to
the other party

c ” me (mod n).

The recipient can decrypt the ciphertext message with its secret key to retrieve m1 = m

m1 ” cd (mod n),

and then generate the symmetric key

M’ = KDF(m1),

which is equivalent to the one of the sender (M’ = M) [25].
The encapsulation is the procedure to generate the seed and the shared key with the KDF.

The decapsulation is to retrieve the same shared key with KDF, by first decoding the en-
crypted message.

3.5 Ciphertext Indistinguishability

The concept of ciphertext indistinguishability stems from the idea that an adversary should
be unable to determine the plaintext message from the ciphertext. Even partial information
should be unobtainable from the ciphertext alone. More concisely, an adversary should not
gain any information from the ciphertext, and do no better than if they guessed at random. It
can be seen as a mandatory property for any secure cryptosystem.
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3.5.1 Indistinguishability Under Chosen Plaintext Attack

The lower bound for any secure system is the Indistinguishability Under Chosen Plaintext
Attack (IND-CPA), and can be applied to any cryptographic scheme, asymmetric or symmet-
ric. The definition of IND-CPA is a game between an adversary and a crypto scheme. During
the game, the adversary must choose two plaintext messages (M0, M1) of equal length and
send the pair to the crypto scheme. The scheme encrypts one of the two messages; which one
is decided using a bit selected uniformly at random. The ciphertext C is then returned to the
adversary. The adversary must then guess which of the two messages was encrypted.

The two messages can be of an equal arbitrary length, (|M0| = |M1|). The adversary is also
permitted to choose a sequence of q plaintext pairs ((M0,0, M1,0), . . . , (M0,q, M1,q)), and each
pair can be constructed when the ciphertext for the previous pair has been returned. For each
ith pair in the sequence, the adversary tries to guess whether M0,i or M1,i was encrypted. A
scheme is considered IND-CPA-secure if the adversary only has a negligible advantage over
guessing the answer at random [26].

3.5.2 Indistinguishability Under Chosen Ciphertext Attack

An even stronger property of indistinguishability is Indistinguishability Under Chosen Ci-
phertext Attack (IND-CCA). The definition of IND-CCA extends IND-CPA as it gives the
adversary more power in the game. In addition to being able to encrypt messages, the ad-
versary can now decrypt ciphertexts. An adversary is permitted to send any ciphertext to the
decryption scheme, given that the ciphertext was not generated from one of the messages in
(M0, M1). This rule is needed as to not make the game trivial. The goal for the adversary
remains the same; try to correctly guess which of the two messages (M0, M1) was encrypted.

The adversary may perform one of the two operations, encryption or decryption, on an
arbitrary plaintext or ciphertext message. At some point, the message pair (M0, M1) is sent
to the scheme to be encrypted. A ciphertext C is returned to the adversary, who then need
to guess whether M0 or M1 was encrypted. The adversary may not query the scheme for de-
cryption after the message pair has been sent. Thus, must guess without any further decrypt
operations. As IND-CCA retains the rules from IND-CPA, it implies that a scheme that is
IND-CCA-secure is also IND-CPA-secure [27].

3.5.3 Indistinguishability Under Adaptive Chosen Ciphertext Attack

The last and strongest property of the three mentioned in this section is Indistinguishability
Under Adaptive Chosen Ciphertext Attack (IND-CCA2). The definition extends IND-CCA
slightly. Thus, a scheme that is IND-CCA2-secure implies that it is also IND-CCA and IND-
CPA-secure.

The addition is that the adversary is permitted to request decrypt operations after the
ciphertext C for either M0 or M1 has been returned. Although, the adversary may still not
request the returned ciphertext to be decrypted [27].

3.6 Quantum Algorithms

To the best of our knowledge, classical computers are not able to efficiently solve the mathe-
matical problems that asymmetric cryptography depends on. There are algorithms that tries
to solve the integer factorization problem and the discrete logarithm problem. However,
whether the current approaches are the most efficient way of solving the problems lack suffi-
cient evidence, and there might exist better algorithms not yet discovered. While the hardness
of integer factorization and the DLP still holds for classical computing, the sentiment changes
when considering quantum computing.
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Peter W. Shor’s landmark paper “Polynomial-Time Algorithms for Prime Factorization
and Discrete Logarithms on a Quantum Computer” [1] presents algorithms for factoring
prime numbers and finding discrete logarithms in polynomial time on a quantum computer.
Consequently, the majority of currently used cryptographic systems can efficiently be broken.
That includes RSA, DHKE, and the elliptic curve variants. The algorithms have been subject
to research on what resources would be needed to implement them on a physical quantum
computer. The resources in this case are the number of qubits needed and the number of
quantum gates. Generally, to factor an n-bit integer or to solve the DLP using Shor’s algo-
rithm, one needs a cirquit depth of O(n3) that is comprised of quantum gates.

In 1998 Zalka proposed an optimized version of Shor’s quantum factoring algorithm [28].
The paper focuses on trying to parallelize the quantum operations and implement the algo-
rithm with other techniques. Zalka gives two implementations. First, one that requires 5n
qubits for an n-bit integer to be factored. Secondly, an implementation, for large integers,
which requires 24n . . . 96n qubits. Following in 2003, Beauregard, in the paper “Circuit for
Shor’s Algorithm Using 2n+3 Qubits” [29], minimize the number of qubits needed for the
same Shor algorithm. The result is a circuit using 2n + 3 qubits to factor an n-bit integer.

In “Shor’s Discrete Logarithm Quantum Algorithm for Elliptic Curves”, by Proos and
Zalka [30], the authors estimate that around 1000 qubits are needed to solve the DLP for a
160-bit elliptic curve cryptographic scheme. The results are further compared to the estimated
2000 qubits needed to break a 1024-bit RSA key (see results in [29]). Roetteler et al. [31] build
upon the work of Proos and Zalka, and give estimates on quantum resources for solving
the DLP in elliptic curve cryptography over prime fields. Roetteler et al. conclude that a
quantum computer can solve the DLP for an elliptic curve over an n-bit prime field with at
most 9n + 2rlog2(n)s + 10 qubits. Their findings correspond with those of Proos and Zalka,
and conclude that ECC is a more likely target for quantum algorithms than the likes of RSA,
as it requires less resources to break.

The second prominent algorithm is the quantum search algorithm by Lov K. Grover [32].
Without assuming anything about the structure of a search problem over N items, a classical
computer algorithm will take O(N) steps to complete the search. Grover presents a theo-
retical quantum computer implementation that exploits the simultaneous nature of quantum
computers, that runs in O(

?
N) steps. The consequence of such an algorithm in practice

means that brute-force attacks, on symmetric encryption schemes like AES, requires half the
number of operations to find the shared key. A symmetric cryptosystem would require dou-
ble the key bit length to retain its security level.

In comparison to the work done on Shor’s two algorithms, Grassl et al. present a circuit
that performs an exhaustive key search on AES with 128, 192, and 256 key bit length [33].
The circuit would require at least 3000, and up to 7000, qubits to be implemented physically.
Although, the authors note that it would be a difficult physical implementation, due to the
resulting circuit depth of unrolling the Grover iterations.

3.7 Lattice-Based Cryptography

As a reader’s note, notation and definitions used in Section 3.7 follows that of Chris Peikert
in A Decade of Lattice Cryptography [34].

3.7.1 A Brief Introduction to Lattices

Formally, a lattice L of dimension n is any subset of the vector space Rn that is both an
additive subgroup and discrete. It can more informally be thought of as a periodic grid of
points that extends infinitely in all its n dimensions. Although a lattice per definition extends
infinitely, it is always generated as a finite set of the integer linear combinations of some
basis vectors B = tb1, . . . , bnu P Rn. Here, each basis vector is a tuple of n real numbers
b = (x1, . . . , xn), xi P R. The vectors in B are linearly independent and more importantly
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not unique. In fact there exists several sets of basis vectors that all can generate the same
lattice. With the basis vectors B one can generate any point in the lattice L. A definition of
a k-dimensional (k ă n) integer lattice is presented in Equation 3.4. The parameter k is the
rank of the basis, where if k = n means that B generates a full-rank lattice. Figure 3.3 gives
an example of a 2-dimensional lattice with the basis vectors b1 and b2. With b1 and b2 one
can generate any of the other points in the figure and, obviously, points not seen in the figure
itself.

L = L(B) := B ¨Zk =

#

k
ÿ

i=1

zibi : zi P Z

+

(3.4)

For every lattice, there exists a non-zero vector such that it is the shortest length lattice
vector. This is the minimum distance of a given lattice L (see Eq. 3.5) and lays the foundation
for a great deal of hard lattice problems [34].

λ1(L) := min
vPLzt0u

‖v‖ (3.5)

O

b1

b2

Figure 3.3: A 2-dimensional lattice with the basis B = tb1, b2u plotted.

3.7.2 Hard Lattice Problems and Their Modern Successor

Most lattice-based problems are proven hard based on the worst case. Worst-case hardness
means that a problem is considered hard, if for some instances it is difficult to solve. A
stronger notion of security is average-case hardness, meaning that a problem is considered
hard, if for random instances it is difficult to solve. The latter is a stronger, but stricter no-
tion that makes it more difficult to prove. In cryptography, it is required that a problem has
average-case hardness and later in this section it will be shown how hard-on-average lat-
tice problems can be obtained from the worst case assumption. Hard lattice problems have
a surprising ability that from assuming worst-case hardness, one can obtain average-case
hardness, making them highly interesting for cryptography.

There are a plethora of lattice problems that have been studied. Finding the shortest vector
of a lattice is a well-studied problem known as the Shortest Vector Problem (SVP); a search
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problem as the task implies. There are several variations of the SVP, and perhaps most notably
for cryptography are the approximation problems.

Such variants of lattice problems introduces an approximation factor γ, which essentially
relaxes the problem. Usually, the approximation factor γ is defined as a function of the lattice
dimension γ = γ(n). For example, it changes the task of the SVP to finding the shortest
vector within some margin of error. They can be constructed from a search problem, e.g.
SVPγ, or from another group called decision problems. A well-understood decision problem
in lattices is the decisional approximate SVP, GapSVPγ. Instead of asking an adversary to find
the shortest vector in a given lattice it challenges the adversary to determine whether λ1(L) ď
1 or λ1(L) ą γ(n). In other words, is the shortest vector in the given lattice less or equal to 1
or is it greater than the approximation factor.

An important note is that not all lattice problems have a proven worst-case hardness. For
instance the approximate SVP has not been proven to have worst-case hardness. Fortunately,
there are more problems to choose from, like the aforementioned GapSVPγ or the Shortest
Independent Vectors Problem (SIVPγ). The latter is a provably secure search variant, which,
given a full-rank lattice L, asks an adversary to find a set S of n linearly independent vectors
tsi P L : ‖si‖ ď γ(n) ¨ λn(L),@iu.

All of the problems above have been studied extensively, among several others, and thus
far no efficient classical algorithm for solving either of them exists. Algorithms that run in
polynomial time can only do so for slightly sub-exponential approximation factors; and algo-
rithms that obtain polynomial (or better) factors require at least exponential time and space.
Moreover, the classical algorithms that exist currently represent the best known quantum
solutions.

One of the early results, which sparked research interest in the area of lattice-based cryp-
tography, is the worst-case to average-case reduction, given by Ajtai in 1996 [35]. As mentioned,
the hard lattice problems had their hardness proven for the worst-case, which does not suf-
fice for a cryptosystem. However, Ajtai showed that certain lattice problems could be proven
hard in the average case, assuming that the weaker worst-case hardness held true. Essen-
tially, lattice problems that are hard on average can be obtained from lattice problems that
are proven hard for merely some instances. Additionally, Ajtai introduced the Short Integer
Solution problem (SIS) for the average-case, which have led to the discovery of the types of
problems lattice-based cryptography bases its security on today. In short, the problem is to
find a non-zero vector z P Zm of euclidean norm ‖z‖ ă β (i.e. a vector with small coeffi-
cients), such that:

Az =
ÿ

i

ai ¨ zi = 0 P Zn
q (3.6)

A P Znˆm
q is a matrix of m uniformly random column vectors ai P Zn

q and the adversary
is asked to find an integer combination of the vectors in A such that they sum to zero. Since
the solution should exist in Zn

q it must sum to zero modulo q. Another important constraint
of the solution is the norm bound β, which needs to be large enough to guarantee that a
solution exists. It also needs to be less than the modulus q, which otherwise would allow for
the solution z = (q, 0, . . . , 0) P Zm. The SIS was proven to be at least as difficult to solve as
some of the lattice problems in the worst case, and as a result, the SIS problem became the
foundation for many cryptographic functions. However, it was never intended for public-key
encryption (PKE) [34].

The very first lattice-based cryptosystem for PKC, called NTRU, came to light in 1998 [36].
NTRU was constructed using polynomial rings, which can be interpreted as lattices with
some algebraic structure, and proved to be efficient. Moreover, the scheme had small keys in
terms of bit length; a favorable trait for any cryptosystem. Although several problems, both
search and decision variants, can be constructed for NTRU, there is sparse theoretical proof
that it is secure. This is at least true for the original implementation of NTRU [34].
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3.8 The Learning With Errors Problem

Some of the most defining work for modern lattice-based cryptography includes Odev
Regev’s Learning With Errors (LWE) problem published 2009 [37]1. It is similar in construc-
tion to SIS, with the addition that LWE enables encryption. Thus, it can be adapted to PKE
schemes. LWE, and its derivatives, has since its publication been utilized in the underlying
design of several post-quantum cryptographic schemes [38, 39, 40, 41].

Problem Definition

Let dimension n and modulus p be two positive integers and let s be a secret vector s P Zn
p.

Define χ to be the probability distribution on Zp, typically referred to as the error distribution
and of a discrete Gaussian type. Generate the distribution As,χ over Zn

p ˆZp by choosing
vector ai P Zn

p uniformly at random, choosing the error ei Ð χ and return the pair (ai, bi),
where bi = xs, aiy+ ei mod p.

Now, given a list of m pairs t(a1, b1), . . . , (am, bm)u, the problem can be modeled as finding
the secret vector s. This is known as the search version of LWE (search-LWE). The addition
of an error makes solving for s substantially harder, and techniques such as Gaussian elimi-
nation are rendered inefficient. Even determining the first bit of s, with good confidence, is
time-consuming.

LWE can be presented as a decision version as well, where the task is to distinguish pairs
that have been distributed according to As,χ, from pairs sampled according to the uniform
distribution. In other words, is bi in the pair (ai, bi) chosen according to LWE or is it truly
random. The adversary should be able to distinguish pairs with a non-negligible advantage
over guessing at random. If an adversary is able to solve the decision-LWE problem, it is
implied that they can also solve the search-LWE problem. Thus, the decision version is at
least as hard. A limitation of this presumption is that the modulus p must be prime and
bounded by p ď poly(n) [37].

The LWE Problem as a Cryptographic Application

To give a sense of how the LWE problem can be used for cryptographic purposes, a simple
example is presented in this section. Consider a PKE scheme that uses LWE as its underlying
security. The key pair generation generally follows the procedure in the problem definition
given in the section above. Encryption and decryption of a message is done as defined by
Regev [42]. Note that the two are bit-wise operations; an n-bit message is encrypted and
decrypted by running the encryption and decryption n times respectively.

• Key pair generation: Choose dimension n and let p be a prime integer n2 ă p ă 2n2.
Let the number of pairs m to be m = 1.1 ¨ n log p. Sample the error according to the
error distribution. The secret vector s P Zn

p is defined as the private key and the m pairs
(ai, bi)

m
i=1 defines the public key.

• Encryption: Choose a random subset S uniformly from all the 2m possible subsets of the
m pairs. Encrypt a bit as (

ř

iPS ai,
ř

iPS bi) if its value is 0, and encrypt as (
ř

iPS ai, t
p
2 u +

ř

iPS bi) is its value is 1.

• Decryption: Decrypt a pair (ai, bi) to 0 if the equation bi ´ xai, sy mod p is closer to 0
than to t

p
2 u. Decrypt to 1 for the opposite.

In the majority of modern cryptographic schemes that use LWE as their underlying secu-
rity, there is a risk of decryption failure. The decryption decision is influenced by the error that
is added to the public key; it might happen that one or more bits are flipped in the process.

1Although published in 2009, the work has been recognized since 2005.
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More noise increases the security, and also the risk of failure. Thus, cryptosystem designers
must balance the amount of noise with other parameters to obtain a good level of security,
while making the probability for failure negligible. Details on the example, the decryption
correctness and the security it can be found in Regev’s survey “The learning with errors prob-
lem” [42]. A shortcoming of the plain LWE is that keys become rather large in size quickly.
According to Regev, it is fairly normal for cryptographic applications, that use LWE, to sam-
ple at least n vectors a1, . . . , an P Zn

p. In turn, the author says, this results in key sizes of order
n2 which becomes an unfavorable trait in practice. Especially when such a crypto scheme is
implemented on constrained devices.

Security and Performance of LWE

For certain choices of the integer p and the error distribution χ, the LWE problem is at least as
hard as solving the lattice problems GapSVPγ and SIVP in the worst case, with quantum ca-
pabilities. As mentioned in Section 3.7.2, there is no efficient classical algorithm, nor are there
any evidence that a better quantum algorithm exists either. By this conjecture, Regev argues
that LWE is a problem with the same quantum hardness as some lattice problems. Regev
presents the proof in an iterative process, where one crucial step rely on quantum comput-
ing. Performing the same process with a classical computer seems to be useless and thus, the
hardness must be quantum based. In a paper by Peikert [43], published in 2009, the author
showed a classical reduction from GapSVPγ to the LWE problem. Seemingly, it proves that the
hardness of LWE can be based on the classical hardness of GapSVPγ, which partly resolves
the question if a classical reduction is possible. Partly because the work of Peikert does not
imply the hardness of SIVP, which Regev’s quantum reduction does. Another caveat is that
the modulus p needs to be exponential in size; an unfavorable consequence since it would
hurt the efficiency of cryptographic schemes. Following Peikert’s work, Zvika Brakerski et
al. published a classical reduction from LWE with a large modulus q and dimension n to LWE
with smaller modulus p = poly(n), and dimension n log2 q in 2013 [44]. It proves classical
hardness of a LWE problem with a reduced size of the modulus, as long as the dimension is
increased accordingly. Specifically, the authors presents a tradeoff between dimension and
moduli, where the hardness of an LWE with a modulus q and dimension n is a function of
the quantity n log2 q. Having the value of n log2 q fixed, while varying q and n, allows the
different LWE problems to retain their hardness.

3.8.1 Ring-Learning With Errors

Though the standard LWE is a significant contribution, a problem with utilizing it for cryp-
tography is the resulting large key sizes; the quadratic overhead makes schemes relying on
LWE highly inefficient. A variant of LWE that reduces the overhead is the Ring Learning With
Errors (RLWE) problem introduced by Lyubashevsky, Peikert, and Regev in 2010 [45]. RLWE
exploits lattices with added algebraic structure, namely, ideal lattices. The change from gen-
eral lattices to a more structured alternative drastically reduces the key size, and enables effi-
cient cryptographic applications to be constructed. Lyubashevsky, Peikert, and Regev give a
simple example of an efficient and semantically secure public-key cryptosystem in their own
paper. Perhaps a more prominent example is the cryptosystem NewHope, that is currently
in round 2 of the NIST post-quantum proceedings [39].

Problem Definition

Firstly, consider the ring Rp = Zp[x] / x xd + 1 y where d is a power of 2. An element
u P Rp is a polynomial which has its coefficients bounded by modulo p, and u itself modulo
xd + 1. Secondly, consider the dual R_p to Rp. The dual to the lattice is the set of vectors for
which the inner product with the vectors in the lattice L are all integers, defined as tw P Rn :
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xw,Ly Ă Zu. The latter group is crucial to prove the hardness of the problem (see Sec. 3.3
in [45] for more details). However, for convenience and consistency with Section 3.8 the dual
R_p is ignored and both s and ai are chosen such that they belong to Rp. As remarked by
Lyubashevsky, Peikert, and Regev, working with the dual R_p is computationally equivalent
to working with Rp.

Now, let d, p be two integers, where d is a power of 2, choose a secret polynomial s P Rp,
and let χ be a probability distribution on R. Generate the distribution As,χ over Rp ˆ Rp by
choosing the polynomial ai P Rp uniform at random, choosing error ei Ð χ and return the
pair (ai, bi), where bi = s ¨ ai + ei mod p.

Recall the search and decision problems presented in 3.8. Either find s (search-RLWE),
or distinguish correctly sampled pairs from uniformly random pairs with non-negligible ad-
vantage (decision-RLWE), given m pairs t(a1, b1), . . . , (am, bm)u. These remain the same for
the ring variant of LWE.

Security and Performance of RLWE

RLWE enjoys the same worst-case hardness guarantee as LWE does. However, the ring vari-
ant does not have a classical reduction. Thus, hardness of RLWE is equally hard to solve as
solving lattice problems quantumly. This is similar to Regev’s original reduction of LWE [37],
with the main difference that Lyubashevsky, Peikert, and Regev does so for ideal lattices. It is
important to note that Lyubashevsky, Peikert, and Regev first prove hardness for the search
version of RLWE, and with additional reductions, prove hardness in the decision version.
Chris Peikert in A Decade of Lattice Cryptography [34] makes a remark that the search-RLWE
holds for any ring of integers R as well as any modulus p that is sufficiently large. However,
due to the reductions to prove decision-RLWE, the problem have to be constrained further
with respect to the ring R and the modulus p.

The fact that RLWE utilizes rings, and consequently works with polynomials rather than
vectors, gives it some desirable features. For one, polynomial multiplication can efficiently be
performed with a Fast Fourier Transform (FFT). Another trait of RLWE is that merely a single
pair (ai, bi) can replace d pairs from the standard LWE. The polynomial bi is a d-dimensional
element of Rp, and as a result, it generates d scalar values. Compare this to the single scalar
value bi P Zp that is computed in the standard LWE problem. If the single RLWE pair can
sufficiently replace the n pairs in LWE (true for most applications), it means that the public
key size can be reduced by a factor of n [45].

3.8.2 Module-Learning With Errors

Yet another version of the LWE problem, the Module Learning With Errors (MLWE) problem,
can be achieved by interpolating standard LWE and RLWE. Zvika Brakerski, Craig Gentry,
and Vinod Vaikuntanathan first introduced MLWE, under the name General Learning With
Errors (GLWE), in “(Leveled) Fully Homomorphic Encryption without Bootstrapping” [46].
A more formal definition of the MLWE problem was later given by Langlois and Stehlé [47].
Zvika Brakerski, Craig Gentry, and Vinod Vaikuntanathan notes that in some sense LWE
and RLWE are identical and only differ in the ring and dimension used; LWE utilizes an n-
dimensional integer ring Zp and RLWE a 1-dimensional polynomial ring Rp = Zp/xxd + 1y.
By interpolating the two versions the resulting ring becomes an n-dimensional polynomial
ring Rn

p from which parameters are chosen. In the same spirit as in Section 3.8.1, the problem
definition is written from a special case, for convenience and consistency.

Problem Definition

Let d, p, and n be positive integers, where d is a power of 2 and p is a prime integer, and choose
a secret vector s P Rn

p. Let χ be a probability distribution on R. Generate the distribution As,χ
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over Rn
p ˆ Rp by choosing the vector ai P Rn

p uniform at random, choosing error ei Ð χ and
return the pair (ai, bi), where bi = xs, aiy+ ei mod p.

Once again the reader is urged to recall the search and decision versions of the LWE prob-
lem from Section 3.8.

Security and Performance of MLWE

As Langlois and Stehlé stated, the module variant bridges the gap between LWE and RLWE
by interpolating between the two, and further expands the cryptographic toolbox for lattice-
based cryptography. In the formal definition by Langlois and Stehlé [47], the module variant
of the LWE problem was proven to be at least as hard as standard lattice problems for module
lattices. Module lattices, like ideal lattices, implies some added algebraic structure over gen-
eral lattices found in LWE. However, they are not quite as structured as in the RLWE case,
which may be favorable. Whether there exist algorithms that exploit the more structured na-
ture of the two, or at least one of them, is an open question. Langlois and Stehlé emphasize
that GapSVPγ can easily be solved for ideal lattices, and should raise a warning to the poten-
tial risks of using an RLWE-based scheme. No such weakness is known to exist for module
lattices d ą 1. Consequently, MLWE can be an alternative to hedge against attacks that might
exist for RLWE, for a small tradeoff in performance. This is further suggested by Albrecht
and Deo in their paper “Large Modulus Ring-LWE ěModule-LWE” [48].

3.9 CRYSTALS-Kyber

Kyber is a MLWE-based, post-quantum cryptosystem that is a current competitor in round
2 of the NIST post-quantum proceedings [6] [38]. Kyber offers greater flexibility to tweak
the security parameter than a regular RLWE scheme, by working with a constant ring and
just changing the lattice dimension k. The scheme enjoys most of the efficiency that is found
in RLWE schemes, while having a less structured lattice. At first, Kyber can be regarded
as an IND-CPA-secure PKE scheme that, with a transform technique, can be extended to an
IND-CCA2-secure KEM. The two variants will be referred to as KYBER.CPAPKE and KY-
BER.CCAKEM respectively. As is common with cryptosystems, Kyber’s parameter set can be
tweaked in order to achieve a certain level of security. Table 3.1 shows the three levels that
are defined by Avanzi et al. in their algorithm specification [38]. What is evident is that most
of the parameters in Kyber are static, in fact, the only parameter that one need to change is k.
The parameter k controls the lattice dimension. By increasing k, the user obtains a variant of
Kyber that is more secure, measured by the bits of security. The observant reader will notice
that (du, dv) does change too. The two parameters are used during serialization and deser-
alization of polynomials in Kyber. As Avanzi et al. point out, the tuple is chosen in a way
that balances security, ciphertext size, and failure probability δ. The probability of failure is
chosen ă 2´160, hence the risk of getting a decryption failure is considerably low.

Table 3.1: Three different parameter sets for Kyber, each offering a different level of security
in terms of bits.

Parameter set n k q η (du, dv) δ bits of security (quantum)

KYBER512 256 2 3329 2 (10, 3) 2´178 100
KYBER768 256 3 3329 2 (10, 4) 2´164 164
KYBER1024 256 4 3329 2 (11, 5) 2´174 230

As an MLWE-based cryptosystem, Kyber enjoys the efficiency of polynomial multiplica-
tion, and at the same time, it is one of the most time-consuming parts. Thus, it is worth being
as efficient as one can be. Polynomial multiplication can be done in a number of ways, e.g.
with FFT. However, Kyber does so via the Number-Theoretic-Transform (NTT), which is a
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highly efficient method when working in rings such as Rq that is used for sampling polyno-
mials in Kyber. A consequence of this design choice is that a majority of polynomials that are
used in Kyber need to exist in the NTT domain. Specifically for Kyber, the public key, secret
key, and the public matrix A exist in the NTT domain, while the ciphertext has been left out.
Consequently, when producing the ciphertexts, parameters that are in the NTT domain are
decoded with the inverse NTT.

Another performance critical part of Kyber is the pseudo-random number generation
done with its symmetric primitives. Kyber makes use of a PRF, an XOF, and a KDF, which
in the standard specification of Kyber are instantiated as functions from the NIST FIPS-202
standard [23]. An addition in the updated specification of Kyber for round 2 in the NIST
proceedings is a 90’s variant. It replaces the functions from the FIPS-202 standard with more
common cryptographic functions, such as AES and SHA-2, to speed up the computation on
older devices. The alternative symmetric primitives are often hardware-accelerated on cur-
rent devices, in contrast to the new SHA-3 family functions. Thus, it can offer a performance
boost.

The following sections 3.9.1 and 3.9.2 covers KYBER.CPAPKE and KYBER.CCAKEM re-
spectively. All notation used in these sections are equivalent to Avanzi et al.’s in their algo-
rithm specification [38].

3.9.1 Kyber as a Public-key Encryption Scheme

The implementation of Kyber have taken inspiration from several preceding PKE scheme
concepts, e.g. Regev’s first proposal in [37], Lyubashevsky, Peikert, and Regev’s RLWE-based
scheme [45], and Alkim et al.’s NewHope [39]. There is also ideas taken from the closely
related Learning with Rounding (LWR) problem to shorten the length of ciphertexts [49]. A
promising PQC scheme that bases its hardness on LWR (specifically MLWR) is SABER [50].
As with any PKE scheme, there needs to exist three certain functions; one for key-pair gen-
eration, another for encryption, and one for decryption. The PKE version of Kyber encrypts
messages of a fixed length that is set to 32 bytes.

The PKE procedure is analogous to that of Lyubashevsky, Peikert, and Regev’s RLWE-
based system, with influences coming from other related work. For key pair generation,
generate a matrix Â P Rkˆk

q in the NTT domain and choose the vector s P Rk
q and the vector

e P Rk
q from the centered binomial error distribution Bη . The vector s is the secret key and e

is the vector of errors, both of which are transformed into the NTT domain as ŝ and ê. Lastly,
compute the public key t̂ = Âŝ + ê.

To encrypt a message m, first transpose the matrix Â P Rkˆk
q , choose r, e1 P Rk

q and e2 P Rq

from the centered binomial error distribution Bη . Then, transform the public key t̂, and the
public matrix ÂT from the NTT domain to the normal order domain t and AT . Lastly, encrypt
the message m by computing and outputting the pair (u, v), where

u = ATr + e1,

and
v = tTr + e2 + tq/2 ¨ms.

The decryption process is then fairly simple. With the secret key s and the pair (u, v) the
message m can be retrieved by computing

v´ sTu = (eTr´ sTe1 + e2 + m) ¨ t2/qs mod+ 2.

Note that the matrix Â is regenerated each run of the encryption or decryption algorithm. It
is a conscious choice to not store the matrix as a system parameter to avoid all-for-the-price-of-
one attacks. That is, an attacker who finds a solution will not be able to remount their attack
on all users, just once for that specific matrix.
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3.9.2 Transforming into an IND-CCA2-Secure Key Encapsulation Mechanism

From the initial KYBER.CPAPKE, an IND-CCA2-secure KEM variant can be constructed us-
ing a Fujisaki-Okamoto (FO) transformation. Essentially, the FO transformation can be used
to elevate the security notion of an IND-CPA-secure PKE scheme to IND-CCA2 using hash
functions [51]. KYBER.CCAKEM is defined similar to the example in Section 3.4 with func-
tions for key pair generation, encapsulation, and decapsulation. The latter two make use of a
KDF to derive the shared key.

3.10 Kronecker Substitution

With Kronecker Substitution (KS), polynomial multiplication can be reduced to long integer
multiplication. It is a common technique in modern computer algebra, which, informally,
can be described as packing the coefficients of the polynomial into large integers and com-
puting their product. The product can then be unpacked to recover the resulting polyno-
mial. For example, consider two polynomials f (x) = 3x + 1 and g(x) = 5x + 7, where
f (x)g(x) = 15x2 + 26x + 7. When applying KS, the two functions are evaluated at a point
x = d, where d is chosen sufficiently large (details in Sec. 8.4 in [52]). For the example given
in this section, let d = 102 and compute

f (102)g(102) = 301 ¨ 507 = 152607.

In the product all the coefficients of f (x)g(x) are packed, and in subsequent steps they can
be recovered to a polynomial representation [52]. For practical implementations, as stated
by Albrecht et al. [9], it can be beneficial to make d a power of 2, since it allows to pack and
unpack the coefficients simply by bit shifts.

3.10.1 Compact Kronecker Substitution

In 2009 Harvey presented three new variants of Kronecker substitution where the integer
size could be reduced by a factor of 2 or 4 at the expense of performing 2 or 4 multiplications
respectively.

In standard KS, one multiplication of two possibly large integers is performed. That is,
the evaluation is done at one point, e.g. a power of two 2l . In Harvey’s work 2 or 4 evaluation
points are considered for smaller integer sizes, thus 2 or 4 multiplications are needed. The
first two variants, KS2 and KS3, use evaluation points (2l ,´2l) and (2l , 2´l) respectively. The
third variant, KS4, is a combination of the two preceding methods and as such it uses all
four points to solve the polynomial multiplication. In this section, a concrete example of KS2
is given, while examples and details of KS3 and KS4 can be found in Harvey’s paper [53].
Consider the same polynomials f (x) = 3x + 1 and g(x) = 5x + 7, given in Section 3.10. For
KS2, two carefully chosen points are used for evaluation (d,´d). Let d = 101, which yields
the evaluation pair (101,´101). Evaluate both f and g at the two points:

f (101) = 31, g(101) = 57,

f (´101) = ´29, g(´101) = ´43

With the four values, the next step is to compute intermediate results:

h(+) := h(101) = f (101)g(101) = 1767,

h(´) := h(´101) = f (´101)g(´101) = 1247

To recover the coefficients that are sought after, perform addition and subtraction of h(+)

and h(´):
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h(+) + h(´) = (h(101) + h(´101))/2 = 1507

h(+) ´ h(´) = (h(101)´ h(´101))/2 = 260

The coefficients for f (x)g(x) are found in the two equations, and more notably, the even
and odd coefficients are separated by the equations. To obtain the final polynomial it is a
matter of unpacking coefficients in an alternating fashion, which can be achieved in linear
time according to Harvey.

Harvey’s KS2 method can be generalized to any case of polynomial multiplication. To
keep the general definition relevant to computer algebra, assume that the evaluation point is
a power of two 2`. The notation [a]b = c is used to define indices a where c ” a mod b. The
intermediate results can be generalized as:

h(+) := h(2`) = f (2`)g(2`) =
ÿ

[i]2=0

hi2i` +
ÿ

[i]2=1

hi2i` (3.7)

h(´) := h(´2`) = f (´2`)g(´2`) =
ÿ

[i]2=0

hi2i` ´
ÿ

[i]2=1

hi2i` (3.8)

Subsequently, the coefficient recovery can be generalized, using the intermediate results
in Equation 3.7 and 3.8:

h(+) + h(´) = (h(2`) + h(´2`)) = 2
ÿ

[i]2=0

hi2i` (3.9)

h(+) ´ h(´) = (h(2`)´ h(´2`)) = 2 ¨ 2`
ÿ

[i]2=1

hi2(i´1)` (3.10)

It is clear that the even and odd coefficients of h(x) are gathered in Equation 3.9 and 3.10
respectively. This comes naturally from the equations, where either part is cancelled out. To
finally recover the coefficients, Equation 3.9 and 3.10 need to be divided by their respective
power of 2.

KS2 can be extended to work with modular arithmetic, specifically a polynomial modulus
f (x) = xn + 1, where n is even. It requires a more elaborate correction process in the last step
of KS2, as the parity of the integer packing the coefficients may change when reducing h(¨)

modulo f (2`). Rather than dividing with the appropriate power of 2, the even and odd
coefficients are multiplied by their respective inverses 2´1 mod f (2`) and 2´`´1 mod f (2`).
This way, the modulo operation is taken into account, and the coefficients can be recovered.

An obvious remark is that the new method for KS requires more effort for packing and
unpacking of the polynomials. This holds true for KS3 and KS4 as well. In KS2, the results
need to be interlaced to obtain the final product. Retrieving the result using KS3 is an iterative
process, and the cost is higher than for KS2. The combination of the two, KS4, becomes an
even more involved process [53].

3.11 Lattice-Based Cryptography on Constrained Devices

In the search of new quantum resistant cryptosystems, lattice-based cryptography has been
one of the more interesting candidates due to many of its features. These types of schemes are
often efficient, simple, and can be parallelized to a great degree [54]. One of the challenges
have been to adapt such schemes to devices with low computing power and limited amount
of volatile, and non-volatile, memory. This includes 8, 16, and 32-bit microcontrollers, ARM
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Cortex processors and smart cards and are commonly referred to as constrained devices due to
their limited nature. Implementing and tweaking PQC’s for constrained devices is an active
area of research and there exist substantial amount of work [55, 56, 57, 58, 59, 60, 61, 62]. As
such, the following sections should not be seen as a comprehensive list. Instead, a select few
related works are covered in this section, some of which are important to the thesis work.

3.11.1 Digital Signature Scheme BLISS on Constrained Device

Liu et al. present an implementation of the Bimodal Lattice Signature Scheme (BLISS) on
a heavily constrained device [60]. Their implementation is evaluated and compared to en-
cryption that is done with RLWE. Due to the algebraic structure of ideal lattices the number
theoretic transform can be used to perform efficient arithmetic. The authors exploit this fact
to implement a high-performance version of BLISS on the 8-bit AVR microcontroller. They
present different variants of NTT in which computationally difficult steps have been removed
or merged, which consequently increases the performance of BLISS. By storing the twiddle fac-
tors of the inverse NTT in a table and avoiding computing them in runtime, the authors show
that it is possible to merge steps of NTT and it also makes it possible to remove the bit-reversal
step. This pre-computing of the twiddle factors is motivated by the fact that microcontrollers
such as the one used in this paper have a large flash memory thus it makes sense to store a
table of pre-computed factors.

The authors continue to implement the modified BLISS scheme on the AVR and continue
to optimize certain parts of the BLISS scheme to better fit the device. The result is a version of
BLISS where encryption and decryption takes 24.9 ms and 6.7 ms respectively. Furthermore,
the computation of a BLISS signature takes 317 ms and the verification step takes 86 ms. The
authors show that lattice-based cryptography is feasible on constrained devices. [60]

3.11.2 Saber and Kyber on ARM-based Microcontrollers

Saber is lattice-based key encapsulation mechanism like Kyber. Arenberg et al. have imple-
mented Saber on two popular IoT microcontrollers, ARM Cortex-M0 and Cortex-M4 [63]. In
their work, they exploit Digital Signal Processing (DSP) instructions and efficient memory ac-
cess to implement fast polynomial multiplication. They reduce the number of multiplication
instructions by about 34 % per execution of the most frequently used schoolbook multiplica-
tion routine. The authors reduce the memory footprint of Saber by using the memory efficient
multiplication algorithm Karatsuba and a just-in-time strategy when generating the public
matrix. Their fastest implementation on the Cortex-M4 platform takes 1,147K, 1,444K and
1,543K clock cycles for key pair generation, encapsulation and decapsulation respectively.
Their contributions show that Saber can be used in practice and can serve as a viable PQC on
constrained devices.

Botros, Kannwischer, and Schwabe similarly implemented Kyber on the ARM microcon-
troller Cortex-M4 [62]. With the help of optimization techniques that efficiently utilize the
computational power in the "vector" DSP instructions of the Cortex-M4, the authors were
able to optimize the NTT in Kyber. In their results they show that their software is 18 %
faster than a previous implementation of Kyber using the same microcontroller. They also
show that their NTT is more than twice as fast as the one in the previous implementation.
When the paper was published (2019), their software was about as fast as a speed-optimized
implementation of Saber published by Kannwischer, Rijneveld, and Schwabe [64]. However,
since Kyber requires less RAM than Saber, their performance was achieved using only half
the RAM. The work done by Botros, Kannwischer, and Schwabe shows that like Saber, Kyber
can be implemented on a resource-constrained microcontroller and that it is potentially both
faster and requires less RAM than its competitors.
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3.11.3 The Post-quantum Crypto Scheme Kyber on a Smart Card

Albrecht et al. implemented an IND-CPA-secure, as well as an IND-CCA2-secure, variant of
Kyber, on an Infineon smart card chip [9]. The paper modified the round 1 specification of
KYBER [65] and Albrecht et al. used the parameter set for KYBER768, n = 256, q = 7681,
k = 3, η = 4. At the time of the paper, KYBER768 offered 161 bits of security.

Kyber, in its original specification involves some processes that are computationally diffi-
cult constrained devices. Thus, the authors presented a variant better suited for such devices,
specifically a smart card. Their variant did not use NTT for polynomial multiplication, but
instead reduced the multiplication to long integer multiplication. This was achieved with
Kronecker substitution, which was further optimized with compact versions of itself to re-
duce the integer size. The reduced integer size, came at the cost of performing more multi-
plications.

Most importantly, the smart card contained hardware co-processors, which was re-
purposed by the authors to speed up the computation of large integer multiplication. The
co-processors were also used to aid parallelized computations between the CPU and the co-
processors. Moreover, the software-based symmetric primitives in Kyber were replaced with
hardware-accelerated ones present on the smart card. The result was an implementation of
Kyber which could complete key generation, encapsulation, and decapsulation in 79.6 ms,
102.4 ms and 132.7 ms respectively. The parameter set that were used ensure around 161 bits
of security for quantum algorithms. This proves that PQC’s can be implemented on current
smart cards and still perform adequate. As can be expected, the work by Albrecht et al. is
relevant for this thesis.
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To realize Kyber on the SLE88CFX5400P smart card, some modifications to the native C-code
have to be made. With the information from Chapter 3, a working implementation of Kyber
can be produced. The specific implementation on the chosen smart card is presented here in
sections that naturally follow each other. First, the native C-code implementation of Kyber is
covered, and the crucial algorithms for the IND-CPA and IND-CCA2 versions are presented.
Secondly, the initial porting of the standard version of Kyber to the smart card is described.
Lastly, the third and fourth part of the implementation process covers how the co-processor
and internal TRNG of the card were utilized, and how testing was implemented performed
and carried out.

4.1 Preliminaries

A quick review of notation is necessary before starting this chapter. R denotes the polynomial
ring Z[x]/(xn + 1), and Rq the polynomial ring Zq[x]/(xn + 1), where n is a power of two
for both. Let regular lower-case letters denote elements in either R or Rq, and bold lower-case
letters vectors in Rk

q, with elements in R or Rq. Throughout the thesis, elements are referred to
as polynomials. In similar fashion, matrices are denoted in bold upper-case letters. Let e[i] be
the ith coefficient of an element in R or Rq, with index i starting at zero. Sampling is done from
a set S or from a probability distribution χ over S. Writing y r

ÐÝ S denotes a variable y that
has been uniformly sampled from S, using random coins r as seed. Writing y r

ÐÝ χ denotes
a variable y P S sampled according to the distribution χ; again, using coins r as seed. Lastly,
$
ÐÝ denotes sampling done without coins and is used when sampling random bit strings from
the card’s internal TRNG. For modular reduction the following notation is necessary. Given
integers a, b P Z, where b is positive, let a mod+ b define the unique integer a1 ” a mod b
such that 0 ď a1 ă b. Similarly, let a mod´ b define the unique integer a1 ” a mod b such that
´ b

2 ă a1 ď b
2 . Writing a mod b denotes the case where there are no specific representation of

the unique integer a1.
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4.2 A Closer Look at Kyber

The native C-code implementation of KYBER1 consists of several files that offer different func-
tionality:

• cbd.c: Defines functionality to sample a polynomial in Rq, where the coefficients are
distributed according to the centered binomial distribution.

• indcpa.c: Defines functionality for key pair generation, encryption and decryption
for KYBER.CPAPKE. Also defines packing (serialization) and unpacking (deserializa-
tion) routines for keys and ciphertext.

• kem.c: Defines functionality for key pair generation, encapsulation, and decapsulation
for KYBER.CCAKEM.

• ntt.c: A collection of functions to transform polynomials to and from the NTT do-
main, as well as a function to perform polynomial multiplication in the NTT domain.

• poly.c: Defines a polynomial structure, and an assortment of help functions to per-
form operations on, and with, polynomials.

• polyvec.c: Defines a structure for the vectors sampled from Rk
q, along with functions

to perform arithmetic with the vectors. Moreover, there are functions to perform certain
operations on the elements in the vector.

• randombytes.c: Defines functionality to source a random bit string of a given length.

• symmetric.c: Defines C-macros for symmetric primitives found in the standard vari-
ant of Kyber and the 90’s variant. The specific cryptographic functions are defined in
separate files.

The two files indcpa.c and kem.c utilize the functionality of the remaining files, either
directly or indirectly, to provide the PKE and KEM functions found in KYBER.CPAPKE and
KYBER.CCAKEM respectively.

There also exist a handful of files with functionality to test the cryptosystem’s correctness
when executing. There are tests that verify the KEM procedure, and also ensure that the
procedure fails when invalid keys or ciphertexts are used. Additionally, there are tests for
Key Exchange (KEX) procedures between two parties. These types of test are useful in a
development stage to ensure proper behavior of the cryptosystem. However, due to the card
implementation, they cannot be utilized. Lastly, one can measure the speed of Kyber in terms
of clock cycles with the code found in cpucycles.c. Once again, card limitations renders
the measurement code unusable. Instead an internal method on the card is used, which is
covered in Section 4.7.

Algorithm Specification

The specification in CRYSTALS-Kyber Algorithm Specifications And Supporting Documenta-
tion [38] include some help functions that are utilized in the central functions (see Alg. 1
to 6):

• PARSE: Samples an polynomial a P Rq using an input stream of random bytes B =
b1, b2, . . . and outputs it in the NTT domain as â.

• CBDη : Produces a polynomial with its coefficients sampled from a central binomial
distribution Bη using 64η bytes of output from a PRF.

1See https://github.com/pq-crystals/kyber
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• ENCODE`: Serializes a polynomial into a byte array of 32` bytes.

• DECODE`: Deserializes a byte array of 32` bytes to a polynomial.

Two additional functions, COMPRESSq and DECOMPRESSq, are crucial to the algorithm
procedures. The two functions serve two purposes; discard low-order bits to reduce the ci-
phertext bit size, and perform error correction during encryption and decryption procedures.
In accordance with the original specification, their definitions are given in Equation 4.1 and
4.2

COMPRESSq(x, d) := r2d/q ¨ xu mod+ 2d (4.1)

DECOMPRESSq(x, d) := rq/2d ¨ xu (4.2)

Recall the parameters from Table 3.1, which are used in the following algorithms for IND-
CPA and IND-CCA2 versions of Kyber. Following the specification from [38], algorithm 1,
2, and 3 specifies how key pair generation, encryption, and decryption are performed re-
spectively. Some of the details in the original algorithms have been abstracted away. This
includes the full sampling procedure of random bit strings, and for-loops detailing the sam-
pling of matrices and vectors.

Algorithm 1 KYBER.CPAPKE.KEYGEN

Output: Public key pk
Output: Secret key sk

1: (ρ, σ)
$
ÐÝ t0, 1u256 ˆ t0, 1u256

2: Â
ρ
ÐÝ Rkˆk

q

3: (s, e) σ
ÐÝ Rk

q ˆ Rk
q B Sampled from Bη

4: ŝ Ð NTT(s) B Compute s and e in NTT domain
5: ê Ð NTT(e)
6: t̂ Ð Â ˝ ŝ + ê B t̂ resides in the NTT domain
7: pk Ð ENCODE12(t̂ mod+ q)||ρ
8: sk Ð ENCODE12(ŝ mod+ q)
9: return (pk, sk)

Algorithm 2 KYBER.CPAPKE.ENC

Input: Public key pk
Input: Message m
Input: Random coins r
Output: Ciphertext c

1: t̂ Ð DECODE12(pk)
2: ρ Ð pk + 12 ¨ k ¨ n/8
3: ÂT ρ

ÐÝ Rkˆk
q

4: (r, e1)
r
ÐÝ Rk

q ˆ Rk
q B r, e1 and e2 sampled from Bη

5: e2
r
ÐÝ Rq

6: r̂ Ð NTT(r)
7: u Ð COMPRESSq(NTT´1(ÂT ˝ r̂) + e1, du)

8: v Ð COMPRESSq(NTT´1(t̂T ˝ r̂) + e2 + DECOMPRESSq(m, 1), dv)
9: return c = (u||v)
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Algorithm 3 KYBER.CPAPKE.DEC

Input: Secret key sk
Input: Ciphertext c
Output: Message m

1: u Ð DECOMPRESSq(DECODEdu(c), du)
2: v Ð DECOMPRESSq(DECODEdv(c + du ¨ k ¨ n/8), dv)
3: ŝ Ð DECODE12(sk)
4: return m := COMPRESSq(v´NTT´1(ŝT ˝NTT(u), 1)

It is clear that variables in Kyber move between the NTT domain and the normal order
domain quite frequently. Moreover, the use of the functions DECOMPRESSq and COMPRESSq
are observed several times during the procedures. The functions PARSE and CBDη , as well
as the symmetric primitives, are abstracted away from the sampling of variables. Another
important note is that the modular arithmetic is barely presented in the algorithms. Still,
elements that are in Rq or Rk

q, such as the matrix Â P Rkˆk
q are all reduced according to the

polynomial ring.
From these initial algorithms that define KYBER.CPAPKE, the IND-CCA2-secure version

can be constructed with a tweaked Fujisaki-Okamoto transform. In this transformation, two
hash functions H and G are introduced. Algorithms 4, 5, and 6 described key pair generation,
encapsulation, and decapsulation respectively. Once more, the algorithms follow the specifi-
cation of round 2 KYBER [38], although abstracted to some extent. Note that the thesis does
not try to implement the IND-CCA2-secure functions of Kyber. The functions are presented
for completion.

Algorithm 4 KYBER.CCAKEM.KEYGEN

Output: Public key pk
Output: Secret key sk

1: z $
ÐÝ t0, 1u256

2: (pk, sk1)Ð KYBER.CPAPKE.KEYGEN()
3: h Ð H(pk)
4: sk Ð (sk1||pk||h||z)
5: return (pk, sk)

Algorithm 5 KYBER.CCAKEM.ENCAPS

Input: Public key pk
Output: Ciphertext c
Output: Shared key K

1: m $
ÐÝ t0, 1u256

2: m Ð H(m)
3: (K̄, r)Ð G(m||H(pk))
4: c Ð KYBER.CPAPKE.ENC(pk, m, r)
5: K Ð KDF(K̄||H(c))
6: return (c,K)

4.3 Porting the Kyber Project to the Smart Card

This section describes the first steps in order to get the Kyber C-code on to the smart card and
being able to run parts of the code. This includes patching some of the native C-code, as well
as creating an interface through which one can send commands to the card.
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Algorithm 6 KYBER.CCAKEM.DECAPS

Input: Secret key sk
Input: Ciphertext c
Output: Shared key K

1: pk Ð sk + 12 ¨ k ¨ n/8
2: h Ð sk + 24 ¨ k ¨ n/8 + 32
3: z Ð sk + 24 ¨ k ¨ n/8 + 64
4: m1 Ð KYBER.CPAPKE.DEC(sk1, c)
5: (K̄1, r1)Ð G(m1||h)
6: c1 Ð KYBER.CPAPKE.ENC(pk, m1, r1)
7: if c = c’ then
8: K Ð KDF(K̄1||H(c))
9: else

10: K Ð KDF(z||H(c))
11: end if
12: return K

4.3.1 Creating an APDU Command Interface

In order to communicate with the SLE88CFX5400P card, two things are needed. A defined
list of commands that the card understands, and a smart card reader. The reader is connected
via USB to a computer, and acts as the interface through which one can send and retrieve
data from the card. Figure 4.3.1 illustrates the two. The card is connected to the reader which
initiates a startup sequence where the card communicates its Answer To Reset (ATR) back
to the computer. If the card does not respond with its ATR at the start of communication,
something internally has gone wrong. Without the ATR, the reader and the card itself can not
agree upon communication parameters and ultimately, it indicates that card is “bricked”.

SLE88CFX5400P
Smart Card

Smart Card
Reader

Figure 4.1: The thesis smart card accompanied by the USB reader. The reader connects to a
computer.

With the card slotted into the reader and the ATR received, one can start sending com-
mands to it. The Infineon card uses the ISO/IEC 7816 standard for communication, which
defines the Application Protocol Data Unit (APDU) command-response pair [66]. A com-
mand APDU contains both a header and a body, as shown in Figure 4.3.1, where the body is
optional. The header consists of four 1-byte fields; the Class of Instruction (CLA), Instruction
(INS), and the parameters P1 and P2. The header tells the card which specific command is
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being sent, it is then up to the developer to define the commands on the card itself. As stated,
an optional body can be added, in case where one wants to send specific command data. The
body consists of three fields; the two 1-byte fields Length of command data (Lc) and Length of
expected response (Le), and the Data field. With Lc absent, the card should not expect any data
at all, while a number between 1 and 255 specifies the amount of command data in bytes.
The number of bytes in the Data field should therefore always match Lc. The third field Le,
alike Lc can be absent. It informs the card that no response data is expected, while a number
between 1 and 255 specifies the maximum number of bytes expected in the response APDU.
Should Le be set to 0, it specifies that at most 256 bytes of response data is expected to be sent
back.

CLA INS P1 P2 Lc LeDATA

Command APDU:

Response APDU:

RESPONSE SW1 SW2
 

Required

RequiredOptional

Optional

Figure 4.2: Structure of the APDU command-response pair. Each has a required header and
an optional body.

The response APDU has an optional body with response data, the size of which is dictated
by the Le byte. It also has a required 2-byte header with the two fields SW1 and SW2. The
two header fields form a return code that is always sent back to the computer. Under normal
execution it can indicate whether the execution succeeded, sending SW1 = 90 and SW2 = 00,
or if it failed. SW1 indicates the overall topic and SW2 gives a code for the specific description
of what happened. There are numerous codes that can be used to describe more precisely
what happened during execution. However, it is up to the developer to ensure that correct
codes are returned [66].

Before any Kyber C-code or new functionality could execute, a list of commands had
to be defined. The list of commands can be seen in Table 4.1. To separate commands, the
majority of the header bytes are used. The CLA byte indicates the group (shown in bold in
Table 4.1) to which a command belonged. The Instruction byte INS is simply used to indicate
which command in the group is being called. Lastly, P1 and P2 are used in case a function
should execute with different function parameters. For instance, P1 can indicate a change of
a boolean value in some function calls. Clearly the list of commands grew as needed during
implementation, and at the initial porting of Kyber only a handful of commands were needed.

The thesis largely used the response header and body in conjunction to debug faulty func-
tions running on the card. The return code was used to indicate a breakpoint in the code, and
the response data was used to send additional information about the execution. Under nor-
mal execution, the response data field was left empty and only SW1 and SW2 were returned.
Lastly, when benchmarking the functions of the implementation, the response data field was
used to return the benchmarking results.
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Table 4.1: List of commands defined for communication between the computer and the card.

Command APDU CLA INS P1 P2 Lc DATA Le

Benchmarking Functions
Run Snort A0 01 00 00 - - 00
Run Sneeze A0 02 00 00 - - 00
Run MulAddSingle Pos A0 03 01 00 - - 00
Run MulAddSingle Neg A0 03 00 00 - - 00
Run KS2EvenOdd A0 04 00 00 - - 00
Run FinalEll Even A0 05 01 00 - - 00
Run FinalEll Odd A0 05 00 00 - - 00
Run KS2ParityCorrection Even A0 06 01 00 - - 00
Run KS2ParityCorrection Odd A0 06 00 00 - - 00
Run NTT A0 07 00 00 - - 00
Run PointwiseMul A0 08 00 00 - - 00
Run CBD A0 09 00 00 - - 00
Run Parse A0 0A 00 00 - - 00
Run Encode A0 0B 00 00 - - 00
Run Decode A0 0C 00 00 - - 00

General IND-CPA Functions
Sample Publicseed A1 01 01 00 - - 00
Sample Noiseseed A1 01 00 00 - - 00
Sample n Store Secret A1 02 00 00 - - 00
Snort Secret Pos A1 03 01 00 - - 00
Snort Secret Neg A1 03 00 00 - - 00

IND-CPA Key generation Functions
KeyGen Run MulAdd Pos A2 01 01 00 - - 00
KeyGen Run MulAdd Neg A2 01 00 00 - - 00
KeyGen Run FinalEll A2 02 00 00 - - 00
KeyGen Sneeze PubKey A2 03 00 00 - - 00
KeyGen Store PubKey A2 04 00 00 - - 00
KeyGen Store SecKey A2 05 00 00 - - 00

IND-CPA Encryption Functions
Enc Run 1st MulAdd Pos A3 01 01 00 - - 00
Enc Run 1st MulAdd Neg A3 01 00 00 - - 00
Enc Run 2nd MulAdd Pos A3 02 01 00 - - 00
Enc Run 2nd MulAdd Neg A3 02 00 00 - - 00
Enc Run FinalEll A3 03 00 00 - - 00
Enc Sneeze U Vector A3 04 00 00 - - 00
Enc Store 1st Cipher A3 05 00 00 - - 00
Enc Sneeze V Vector A3 06 00 00 - - 00
Enc Store 2nd Cipher A3 07 00 00 - - 00

IND-CPA Decryption Functions
Dec Run MulAdd Pos A4 01 01 00 - - 00
Dec Run MulAdd Neg A4 01 00 00 - - 00
Dec Run FinalEll A4 02 00 00 - - 00
Dec Sneeze V vector A4 03 00 00 - - 00
Dec Store V vector A4 04 00 00 - - 00
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4.3.2 Patching KYBER’s Native C-Code

Native C-code for Kyber is used to the extent that it is possible, and the new functionality is
merged with it. A majority of the original code works out of the box, while some parts need to
be tweaked in order to fit within the card’s constraints. Specifically, a handful of functions in
Kyber push too much on to the stack, which halts execution entirely. In some cases, the initial
call have internal function calls which in turn push its variables onto the stack. To remedy
the problem, some of the function variables, like the key buffers in symmetric primitives, are
placed in RAM instead. While it solves the initial problem, it requires some extra care to
make sure that the variables does not retain any temporary data after execution. Otherwise,
consecutive calls to the same function may cause undefined behavior.

Instead of reviewing the entire code of Kyber and meticulously analyzing whether the
function variables fit on the stack, the code is compiled and executed with checkpoints.
Checkpoints are placed as deep into a call as possible to first see if the function can run
without moving its variables off the stack. If it fails, the checkpoint “depth” is halved and
compiled again. This half-interval search is continued until the point at which the function
halts is found. When found, the following stack variables are moved to RAM.

4.4 Utilizing the Internal Random Number Generators

As seen in the algorithms describing both KYBER.CPAPKE and KYBER.CCAKEM, the cryp-
tosystem sometimes require random coins to be used. Generally, the coins act as seed input
in another process, e.g. in sampling of polynomials. The standard version of Kyber depends
on a software-based PRNG in randombytes.c to generate the random numbers. The file
contains a two functions randombytes and randombytes_fallback, where the latter is used in
case the syscall getrandom is absent. It should also be noted that the original implementation
needs to hash the random bit string output, in order to protect the internal state of the PRNG
from leaking information. While adequate on a normal device, there is a better option for
the constrained smart card used in this thesis. The smart card from Infineon has some useful
hardware that is both security certified and efficient. This includes a TRNG and a PRNG,
that can generate random numbers securely. Thus, the TRNG or PRNG on the card can be
utilized instead of the software-based option in Kyber. This is preferable from a performance
standpoint. The random number generators on the card are security certified and have no
disadvantages from a security perspective. Consequently, randombytes.c is replaced en-
tirely, such that any function call to randombytes calls the internal TRNG solution instead of
the previous software implementation from Kyber.

4.5 Reducing Polynomial Arithmetic to Long Integer Arithmetic

The standard implementation of Kyber performs its polynomial multiplication with the use
of NTT; an efficient technique in the general case. However, polynomial multiplication still
remains as one of the two most time-consuming tasks of Kyber. As such, the NTT is an
interesting candidate to change. An alternative to NTT, as described in Section 3.10 and
3.10.1, is Kronecker substitution. For this thesis, Kronecker substitution is used to replace the
NTT method for polynomial multiplication, as it enables the implementation to leverage the
card’s cryptographic hardware. This technique is influenced by the work of Albrecht et al.
and will closely follow their implementation. However, due to hardware differences, code
sections need to be redesigned. Proof of correctness for the KS technique can be found in
their paper “Implementing RLWE-based Schemes Using an RSA Co-Processor” [9].

Ultimately, it means that the thesis variant of Kyber does not need the functionality offered
by ntt.c and is only kept for benchmarking purposes. It also means the variant presented in
this thesis does not conform to the original specification of Kyber, which demands NTT to be
used. Specifically, the standard key generation in Algorithm 1 will store the public key and
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secret key in the NTT domain, and Algorithms 2 and 3, will move polynomials to the NTT
domain to perform encryption and decryption correctly. Since the thesis implementation
only operates in the normal order domain, any attempt to communicate with a standard
implementation would be useless and only yield erroneous results.

In order to realize Kronecker substitution, there are a handful of functions that need to be
defined. First, algorithms for the packing and unpacking of polynomials are needed. That
is, converting polynomials to large integers, and back. Algorithms 7 and 8 describe packing
and unpacking respectively, and are hereby referred to as SNORT and SNEEZE respectively.
Both functions are adaptations of Harvey’s [53] packing and unpacking algorithms. Since
polynomials in Rq have signed coefficients, packing and unpacking is done with respect to
the signed case. SNORT and SNEEZE use the cryptographic co-processor on the card to per-
form large integer arithmetic, which includes operations for multiplication and division. An
important note to add is that the co-processor does not have any fast bit shift operation. Thus,
multiplication and division with a power of two are done using the existing functions that
the co-processor has.

Algorithm 7 SNORT

Input: Polynomial g(x) P Z[x]
Input: Polynomial f (x) P Z[x]
Input: Integer bitlength `
Input: Boolean evalPos
Output: Integer G

1: if evalPos then
2: return G := g(2`) mod+ f (2`)
3: else
4: return G := g(´2`) mod+ f (2`)
5: end if

Algorithm 8 SNEEZE

Input: Integer G P t0, . . . , f (2`)´ 1u
Input: Monic polynomial f (x) P Z[x]
Input: bitlength `
Output: Polynomial r P R

1: n Ð deg( f )
2: c Ð 0
3: for i = 0, 1, . . . , n´ 1 do
4: e[i]Ð G mod+ 2`

5: G Ð (G´ e[i])/2`

6: e[i]Ð e[i] + c
7: if e[i] ą 2`´1 then
8: e[i]Ð e[i]´ 2`, c Ð 1
9: else

10: c Ð 0
11: end if
12: r[i]Ð e[i]
13: end for
14: for i = 0, 1, . . . , n´ 1 do
15: r[i]Ð r[i]´ fi(G + c)
16: end for
17: return tr[i]un´1

i=0

To exemplify the reduction from polynomial multiplication to long integer arithmetic, lets
start from modular polynomial multiplication. Assume the three polynomials a, b, c P Z[x]
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of degree ă n, and also a fourth monic polynomial f of degree n. Now, compute

d :=
n´1
ÿ

i=0

dixi ” a ¨ b + c mod f .

The multiplication and subsequent addition modulo f , hereinafter called the MULADD oper-
ation, can be reduced to long integer arithmetic. The polynomials a, b, and c are first packed
in to integers A, B, and C respectively using SNORT:

A := SNORT(a, f , `),

B := SNORT(b, f , `),

C := SNORT(c, f , `).

With the packed polynomials, the product D is calculated as:

D ” A ¨ B + C mod+ f (2`).

Lastly, the polynomial d is recovered, by unpacking D with SNEEZE from Algorithm 8,

SNEEZE(D, f , `).

d will be a polynomial in R, and for it to be in the polynomial ring Rq each of its coefficients
need to be reduced modulo q. In the native C-code for Kyber, there are modular reduction
functions that can be extended to perform this last step. For the thesis implementation, the
function barrett_reduce in reduce.c was extended with a coefficient-wise conditional sub-
traction di ´ q, if di ą

q
2 . The details of the full procedure are given by Albrecht et al. [9] in

Lemma 1. Subsequently, the authors give a proof of correctness for the lemma. As can be
seen, the reduction is quite easy, but in order to implement it on the card it has to be tweaked.

4.5.1 Adjusting to the Co-processor’s Limitations

With standard Kronecker, the polynomials are evaluated at a chosen point p. For efficient
packing and unpacking, the point is typically chosen to be a power of two 2`. The expo-
nent ` is a sufficiently large precision parameter that ensures that the all coefficients of the
polynomial fit inside the large integer. The lower bound for ` is defined in Corollary 3 in
“Implementing RLWE-based Schemes Using an RSA Co-Processor” by Albrecht et al. [9],
presented here as Equation 4.3.

` ą log2

(
kn

Yq
2

]

η + η + 1
)
+ 1 (4.3)

Using Equation 4.3 with the parameter set of KYBER768, the lowest precision that can be
used is ` = 23. This ensures that during packing in standard Kronecker substitution, the
coefficients will not overlap. While ` must be sufficiently large, one must also conform to the
hardware constraints of the platform.

Multipliers, such as the cryptographic engine on the SLE88CFX5400P smart card, have an
upper limit on the accepted bit length of operands. This limit is determined by the size of
registers that the co-processor have internally, and the length for which the multipliers can
guarantee correct input handling. Kyber defines polynomials of a degree ă n, and does mul-
tiplication modulo f (x) = xn + 1, where n = 256. Using standard Kronecker substitution,
and the lowest value for the precision parameter, means that every polynomial needs to be
packed in a buffer with bit length n` + 1 = 5889; a bit length vastly greater than what the
SLE88CFX5400P smart card can handle. Even when applying one of Harvey’s [53] Kronecker
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alternatives KS2, KS3, or KS4, which decreases the precision parameter `, the buffer length is
still too large for the thesis’s smart card solution.

Clearly, additional techniques to reduce the buffer length must be applied to realize Kro-
necker substitution on the smart card. Albrecht et al. present an alternative method, described
as ring splitting, which interpolates between normal polynomial multiplication and Kronecker
substitution. It allows the operation to be broken in to two parts, where one involves using
KS and the other using standard polynomial multiplication. Thus, one can balance the two
to get a polynomials that fit into the buffers, at the expense of doing ordinary polynomial
multiplication as well. Informally, the idea is to split the operands a(x), b(x) and c(x) into m
smaller polynomials of degree ă ω, where m ¨ω = n. To accommodate the smaller polyno-
mials, a new modulus f (x) = xω + 1 is defined. It replaces the original modulus used during
packing, and unpacking. The new polynomials can then be packed and then treated as coef-
ficients to a polynomial of degree ă m, which is of low degree. Thus, ordinary polynomial
multiplication can be performed.

To tell how the polynomial ring is split, let (ω, m) denote the splitting parameter pair.
For degree n = 256 used in Kyber, some possible splits are (128, 2) and (64, 4), i.e. either
splitting into two polynomials of degree ă 128 or four polynomials of degree ă 64. The
ring splitting technique can use the standard Kronecker substitution, or any of its multi-point
alternatives, and it lends the programmer a generous amount of options to fit the operation
to the platform. Although, at the cost of a more intricate multiplication procedure.

A (64, 4) split, bundled with one of the KS alternatives, is the only parameter pair that fits
within the limits of the smart card’s crypto co-processor. For the thesis the KS2 method was
chosen, since it has a fairly trivial packing and unpacking process. The parameter ` can thus
be halved, such that 12 bits of precision is needed to pack the coefficients. In an effort to keep
data aligned in the memory, such that it can be read from memory efficiently, ` is increased
to 16. Splitting the original polynomial in to four 64-degree polynomials, and using ` = 16,
results in a buffer length of 64 ¨ 16 = 1024 bits; well within the allowed buffer size of the
crypto engine.

To give a better understanding of the technique, a concrete example is given. The example
is a derivative of the one given by Albrecht et al. in their paper “Implementing RLWE-based
Schemes Using an RSA Co-Processor” (see Sec. 4) [9]. However, here it is assumed that ring
splitting is combined with Harvey’s [53] KS2 method as it is the only option that will fit on
the thesis’s platform.

Given the two polynomials

a(x) = a0 + a1x + a2x2 + a3x3 and b(x) = b0 + b1x + b2x2 + b3x3,

and the modulus f (x) = x4 + 1, the goal is to compute a(x) ¨ b(x) mod f (x). Performing the
polynomial multiplication of a(x) and b(x) gives the result seen in Equation 4.4.

(a3b0 + a2b1 + a1b2 + a0b3)x3+ (a2b0 + a1b1 + a0b2 ´ a3b3)x2+ (4.4)

(a1b0 + a0b1 ´ a3b2 ´ a2b3)x + a0b0 ´ a3b1 ´ a2b2 ´ a1b3

Furthermore, assume that a certain lower limit ` is given and the computation is thereby
constrained to only work with a modulus at maximum f (x) = x2 + 1. To overcome the con-
straint, a dummy variable y = x2 is introduced, and thus the polynomials can be formulated
as

a(x, y) = a(0)(y) + a(1)(y)x and b(x, y) = b(0)(y) + b(1)(y)x,

where
z(0)(y) = x0 + x2y and z(1)(y) = x1 + x3y.

This allows the computation of a(x) ¨ b(x) mod f (x) to be rewritten as

a(x, y) ¨ b(x, y) (mod y2 + 1),
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which conforms with the constraint. Essentially, a ring split with the parameter pair (2, 2) has
been done. To compute a(x, y) ¨ b(x, y) (mod y2 + 1), using the KS2 method, the first action
is to pack both polynomials A(¨) = SNORT(a(¨), f (y), `) and B(¨) = SNORT(b(¨), f (y), `)).
Recall that with KS2, the polynomials are evaluated at two carefully chosen points, in this
case 2` and ´2`. Thereafter the integers are multiplied, according to KS2, which yields two
intermediate results:

Ĉp(x) := a(x, 2`) ¨ b(x, 2`) mod+ 22` + 1

= (A(0)
p + A(1)

p x) ¨ (B(0)
p + B(1)

p x) mod+ 22` + 1

Ĉn(x) := a(x,´2`) ¨ b(x,´2`) mod+ 22` + 1 (4.5)

= (A(0)
n + A(1)

n x) ¨ (B(0)
n + B(1)

n x) mod+ 22` + 1

Following the KS2 method, the two results are used in combination to compute yet an-
other pair of intermediate results. Once again recall Section 3.10.1 and that this operation will
separate the even and odd coefficients:

Ĉeven(x) := Ĉp(x) + Ĉn(x) mod+ 22` + 1 (4.6)

Ĉodd(x) := Ĉp(x)´ Ĉn(x) mod+ 22` + 1

Unpacking Ĉeven and Ĉodd from Equation 4.6 with SNEEZE allow for a closer inspection of
the coefficients, which are seen in Equation 4.7 and 4.8 respectively. To distinguish the three
groups of coefficients, let Ĉeven = Ĉeven,0 + Ĉeven,1x + Ĉeven,2x2 and Ĉodd = Ĉodd,0 + Ĉodd,1x +
Ĉodd,2x2. By examination, it is clear that some coefficients groups already have the correct
sign and grouping, while others do not. Specifically, Ĉeven,1 and Ĉodd,1 are already correct,
while the remaining groups need further adjusting.

Ĉeven(x) = 2(a1b1 ´ a3b3)x2 + 2(a1b0 + a0b1 ´ a3b2 ´ a2b3)x+ (4.7)

2(a0b0 ´ a2b2)

Ĉodd(x) = 2((a3b1 + a1b3)y)x2 + 2((a3b0 + a2b1 + a1b2 + a0b3)y)x+ (4.8)

2(a2b0 + a0b2)y

As described by Albrecht et al. [9], the defects of the intermediate results can be remedied
by once again using the dummy variable and reducing modulo y2 + 1.

Let Ceven(x) = Ceven,0 + Ceven,1x and Codd(x) = Codd,0 + Codd,1x be the results with correct
signs and grouping of coefficients, where

Ceven,0 := Ĉeven,0 + (2` ¨ Ĉodd,2 mod+ 22` + 1) mod+ 22` + 1, Ceven,1 = Ĉeven,1,

and
Codd,0 := Ĉodd,0 + (2` ¨ Ĉeven,2 mod+ 22` + 1) mod+ 22` + 1, Codd,1 = Ĉodd,1.

With the coefficients adjusted, the last step in the process is the parity correction, mentioned
in Section 3.10.1. Parity correction is done by multiplying Ceven(x) and Codd(x) with their
respective multiplicative inverse as seen in Equation 4.9 and 4.10.

Ceven(x) = Ceven(x) ¨ 2´1 mod+ f (2`) (4.9)

Codd(x) = Codd(x) ¨ 2´`´1 mod+ f (2`) (4.10)

This concludes the example of how polynomial multiplication is reduced to integer mul-
tiplication, and adjusted to the hardware of the card. At this point the coefficients can be
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unpacked and pieced together to the final result. Note that Kyber has a third polynomial
c P Rq and that a, b, and c are operands of a MULADD operation. In the complete thesis
implementation, c is split into several smaller polynomials as well and used in the operation
a(x) ¨ b(x) + c(x) mod f (x).

4.5.2 Implementing the Functionality for Compact Kronecker Substitution

From the example, it is clear that a handful of functions are needed to realize it in software.
First and foremost, a function that splits a polynomial according to the chosen ring splitting
parameters. Let the polynomial splitting function be known as FAST-FORWARD, presented in
Algorithm 9. It will iterate through a full polynomial of degree n with a given step length m,
starting at an offset o. The function returns a smaller polynomial of degree ă ω with every
mth coefficient from the full polynomial. Note that the degree of the returned polynomial,
the step length, and the offset are all directly connected to the splitting parameter pair (ω, m).
Since the thesis uses a (64,4) split, the algorithm uses a step length of 4 and starts at an offset
o = t0, 1, . . . , 3u to produce four 64-degree polynomials.

Algorithm 9 FAST-FORWARD

Input: Polynomial g(x) P Z[x]
Input: step length m
Input: offset o
Output: Polynomial h(x) P Z[x]

1: return h(x) :=
řω

i=0 gm¨i+oxi

The main functionality, that is, the MULADD operation also needs to be defined. Algo-
rithm 10 presents how MULADDSINGLE is implemented on the card. The function takes three
structures A, B, and C, all containing four packed polynomials of degree ă ω, as input and
then computes A ¨ B + C mod+ F. Similar to the input, the function returns a structure D̂.
Since there is no in-place MULADD operation on the card, the addition property of modu-
lar arithmetic is used to separate it to two operations; modular multiplication (modmul) and
modular addition (modadd). Modular addition

x + y mod z,

where x, y, z P Z, is equivalent to computing

(x mod z + y mod z) mod z.

Thus, the MULADD operation can be rewritten as

(A ¨ B mod+ F + C mod+ F) mod+ F.

The modular operations are then done iteratively, starting with modmul. There are a couple
of ways to implement the modular multiplication. A straightforward option is to use a simple
technique, such as schoolbook multiplication to multiply A and B modulo F. The operand
C is simply added to the result of A ¨ B mod+ F and taken modulo F. With two polynomial
of degree n, the schoolbook technique requires n2 multiplications, and addition of a third
polynomial of the same degree requires n additions. In this thesis, schoolbook multiplica-
tion is used, even though there are algorithms that can perform slightly better. As Albrecht
et al. [9] mention in their paper, the MULADD operation can be implemented with Karatsuba
multiplication, which requires less multiplications at the cost of doing more additions. Fur-
thermore, the implementation does not try to minimize the number of transfers between the
CPU and the crypto engine, meaning results are always sent back to the CPU. Even if it is
an intermediate result. Consequently, this adds unnecessary time spent transferring data be-
tween the processors. The reason for this rather careless operation procedure is the inability
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to work with the co-processor on a register level. With the possibility to work close to the
co-processor, multiplications of a and b can be ordered, and intermediate results can be store
in one of the crypto engine’s registers. Since that kind of control is not possible in this thesis,
the implementation does not try to optimize the order in which multiplications should be
performed.

Algorithm 10 MULADDSINGLE

Input: Structure A =
 

A0, A1, . . . , Am´1
(

Input: Structure B =
 

B0, B1, . . . , Bm´1
(

Input: Structure C =
 

C0, C1, . . . , Cm´1
(

Output: Structure D̂ =
 

D̂0, D̂1, . . . , D̂2m´1
(

1: D̂ Ð 0 B Initialize D̂ to 0
2: for i = 0, 1, . . . , m´ 1 do
3: for j = 0, 1, . . . , m´ 1 do

4: D̂i+j = D̂i+j +
(

Ai ¨ Bj mod+ F
)

5: end for
6: end for
7: for k = 0, 1, . . . , m´ 1 do
8: D̂k =

(
D̂k + Ck mod+ F

)
mod+ F

9: end for
10: return D̂

Recall that in the example, the coefficient groupings did not coincide with the correct
result after the MULADD operation. Thus, a third function FINALELL presented in Algorithm
11 is needed as well. In the concrete example given previously, Ĉeven,1 and Ĉodd,1 were already
correct. Thus, the two could simply be added to the result. In the general case, the m´ 1th
packed polynomial is already correct. Since KS2 have two evaluation points, the FINALELL

operation is carried out twice. Depending on the boolean value of calcEven, either the even or
odd coefficients are corrected.

Algorithm 11 FINALELL

Input: Structure D̂even =
 

D̂even,0, D̂even,1, . . . , D̂even,2m´1
(

Input: Structure D̂odd =
 

D̂odd,0, D̂odd,1, . . . , D̂odd,2m´1
(

Input: Boolean calcEven
Output: Structure D =

 

D0, D1, . . . , Dm´1
1: if calcEven then
2: for i = 0, 1, . . . , m´ 2 do
3: Di Ð D̂even,i +

(
2` ¨ D̂odd,m+i mod+ F

)
mod+ F

4: end for
5: Di Ð D̂even,m´1
6: else
7: for i = 0, 1, . . . , m´ 2 do
8: Di Ð D̂odd,i +

(
2` ¨ D̂even,m+i mod+ F

)
mod+ F

9: end for
10: Di Ð D̂odd,m´1
11: end if
12: return D

Lastly, there two functions specific to the KS2 method need to be defined, namely even and
odd coefficient separation, KS2EVENODD, and parity correction, KS2PARITYCORRECTION.
Each is shown in Algorithm 12 and 13 respectively. Both functions are straightforward,
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and make use of the crypto engine as the modular arithmetic comes built in. Note that
KS2EVENODD returns the structure D̂ which is the even or odd coefficients depending
whether the boolean calcEven is true or not.

Algorithm 12 KS2EVENODD

Input: Structure D̂p =
 

D̂p,0, D̂p,1, . . . , D̂p,2m´1
(

Input: Structure D̂n =
 

D̂n,0, D̂n,1, . . . , D̂n,2m´1
(

Input: Boolean calcEven
Output: Structure D̂ =

 

D0, D1, . . . , D2m´1
(

1: if calcEven then
2: for i = 0, 1, . . . , 2m´ 1 do
3: D̂i Ð

(
D̂p,i + D̂n,i

)
mod+ F

4: end for
5: else
6: for i = 0, 1, . . . , 2m´ 1 do
7: D̂i Ð

(
D̂p,i ´ D̂n,i

)
mod+ F

8: end for
9: end if

10: return D̂

Algorithm 13 KS2PARITYCORRECTION

Input: Structure D =
 

D0, D1, . . . , Dm´1
Input: Integer inverse ε
Output: Structure D =

 

D0, D1, . . . , Dm´1
1: for i = 0, 1, . . . , m´ 1 do

2: Di Ð

(
Di ¨

(
F´ 2ε

))
mod F

3: end for
4: return D

With all of the new functionality defined, the IND-CPA functions in Kyber can be edited.
The new functions for key generation, encryption, and decryption are presented in Algorithm
14, 15, and 16 respectively. Note that the functions are abstracted to some degree. It is pri-
marily done to increase the readability. In practice, calls to the packing/unpacking functions,
as well as the KS functions are done twice since KS2 evaluates at two points. The functions
use the subscript X for structures that differ depending on evaluation point. ε = (ω ¨ `)´ 1
and ε = (ω ¨ `)´ 1´ ` are the respective inverse exponents for Teven and Todd.

The new functions are fairly similar to the original specification. No changes are made
to the sampling functions CBD(PRF(. . . )) and PARSE(XOF(. . . )). PRF and XOF can be com-
piled as primitives from either the SHA-2 or SHA-3 family as mentioned. Moreover, the
results are serialized and deserialized identically to the original specification. The secret poly-
nomials s, r P Rk

q in Algorithm 14 and 15 are used multiple times when computing A ¨ s + e
and AT ¨ r + e1 respectively. Instead of packing the same polynomials several times with
SNORT, they are packed once, at the beginning of each algorithm. This includes packing for
both evaluation points (2`,´2`).

A key difference, apart from changing the polynomial multiplication technique, is that
the column vectors of the matrix A in Algorithm 14 are generated as they are needed. In the
original specification of Kyber, the full matrix is generated once and saved on the stack. Since
the card already has limited amount of stack memory, on-the-fly generation of vectors in A
is preferable. The same technique is used in the new encryption algorithm, where the full
transposed matrix AT would otherwise be saved on the stack. In similar fashion, the error
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Algorithm 14 KYBER.CPAPKE.THESISKEYGEN

Output: Public key pk
Output: Secret key sk

1: (ρ, σ)
$
ÐÝ TRNG() B (ρ, σ) P t0, 1u256 ˆ t0, 1u256

2: N Ð 0
3: for i = 0, 1, . . . , k´ 1 do B Sample and pack the secret polynomial s
4: stmp Ð CBD(PRF(ρ, N))
5: N Ð N + 1
6: Sp,i, Sn,i Ð SNORT(stmp)
7: end for
8: for i = 0, 1, . . . , k´ 1 do B Compute A ¨ s + e
9: e Ð CBD(PRF(σ, N))

10: N Ð N + 1
11: T̂p, T̂n Ð SNORT(e)
12: for j = 0, 1, . . . , k´ 1 do
13: atmp Ð PARSE(XOF(ρ, i, j))
14: Ap, An Ð SNORT(atmp)

15: T̂p, T̂n Ð MULADDSINGLE(AX , SX,j, T̂X)
16: end for
17: T̂even, T̂odd Ð KS2EVENODD(T̂p, T̂n)

18: Teven, Todd Ð FINALELL(T̂even, T̂odd)
19: Teven, Todd Ð KS2PARITYCORRECTION(TX , ε)
20: for k = 0, 1, . . . , m´ 1 do
21: t̂i Ð SNEEZE(TX,k, 2`)
22: end for
23: for l = 0, 1, . . . , (ω/2)´ 1 do B Correctly order the polynomial coefficients
24: for n = 0, 1, . . . , (2m)´ 1 do
25: ti[2m ¨ l + n]Ð (t̂i)[]
26: end for
27: end for
28: end for
29: pk Ð ENCODE12(t mod+ q)||ρ
30: sk Ð ENCODE12(s mod+ q)
31: return (pk, sk)

polynomials from e, e1 P Rk
q are generated momentarily, rather than generating all vectors at

once.
Changes were also made to the decryption algorithm, specifically how the message m :=

COMPRESSq(v ´ sTu, 1) is computed. Following the original specification and computing
v´ sTu would force the thesis to add a function for subtraction modulo F, thus adding to the
code footprint. It is possible to avoid adding more functionality in this case. By first negating
the polynomial v, then reusing MULADDSINGLE to compute sTu + (´v), and lastly negating
the resulting polynomial. The latter is shown on line 21 in Algorithm 16, where the unpacked
polynomial is negated and serialized. The remaining operations part of KS are used as before,
including the KS2-specific functions, FINALELL, and SNEEZE.

The new key generation described in Algorithm 14 ultimately makes 2(k2 + 2k) calls to
SNORT to pack polynomials, and 2k2 calls to MULADDSINGLE to perform multiplication.
Moreover, 2k calls are required to KS2EVENODD, FINALELL, and KS2PARITYCORRECTION

each to separate and correct the multiplication result. Finally it requires 2mk calls to SNEEZE

to unpack the final polynomial.
The new encryption function shown in Algorithm 15 involves more function calls, as it

needs to calculate both the polynomial u P Rk
q and v P Rq. Thus, 2(k2 + 3k + 1) calls to
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SNORT are made, and 2(k2 + k) calls to MULADDSINGLE. KS2EVENODD, FINALELL, and
KS2PARITYCORRECTION each require 2(k + 1) function calls, and 2m(k + 1) calls are made
to SNEEZE.

Lastly, the new decryption algorithm, which is considerably shorter than the former two.
With the changes to how the message is decrypted, it requires 2(2k + 1) calls to SNORT and 2k
calls to MULADDSINGLE. Only 2 calls each are required for KS2EVENODD, FINALELL, and
KS2PARITYCORRECTION and SNEEZE is called 2m times.
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Algorithm 15 KYBER.CPAPKE.THESISENC

Input: Bit string message m
Input: Random coins σ P t0, 1u256

Input: Public key pk
Output: Ciphertext c

1: t̂, ρ Ð DECODE12(pk)
2: N Ð 0
3: for i = 0, 1, . . . , k´ 1 do B Sample and pack a new secret polynomial r
4: rtmp Ð CBD(PRF(σ, N))
5: N Ð N + 1
6: Rp,i, Rn,i Ð SNORT(rtmp)
7: end for
8: for i = 0, 1, . . . , k´ 1 do B Compute AT ¨ r + e1
9: e1 Ð CBD(PRF(σ, N))

10: N Ð N + 1
11: Ûp, Ûn Ð SNORT(e1)
12: for j = 0, 1, . . . , k´ 1 do
13: atmp Ð PARSE(XOF(ρ, i, j))
14: Ap, An Ð SNORT(atmp)

15: Ûp, Ûn Ð MULADDSINGLE(AX , RX,j, ÛX)
16: end for
17: Ûeven, Ûodd Ð KS2EVENODD(Ûp, Ûn)

18: Ueven, Uodd Ð FINALELL(Ûeven, Ûodd)
19: Ueven, Uodd Ð KS2PARITYCORRECTION(UX , ε)
20: for k = 0, 1, . . . , m´ 1 do
21: ûi Ð SNEEZE(UX,k, 2`)
22: end for
23: for l = 0, 1, . . . , (ω/2)´ 1 do B Correctly order the polynomial coefficients
24: for n = 0, 1, . . . , (2m)´ 1 do
25: ui[2m ¨ l + n]Ð (ûi)[]
26: end for
27: end for
28: end for
29: m̄ Ð MSGTOPOLY(m)
30: e2 Ð CBD(PRF(σ, N))
31: e2 Ð e2 + m̄
32: V̂p, V̂n Ð SNORT(e2)
33: for i = 0, 1, . . . , k´ 1 do
34: Tp, Tn Ð SNORT(ti)

35: V̂p, V̂n Ð MULADDSINGLE(RX,i, TX , V̂X)
36: end for
37: V̂even, V̂odd Ð KS2EVENODD(V̂p, V̂n)

38: Veven, Vodd Ð FINALELL(V̂even, V̂odd)
39: Veven, Vodd Ð KS2PARITYCORRECTION(VX , ε)
40: for j = 0, 1, . . . , m´ 1 do
41: v̂ Ð SNEEZE(VX,j, 2`)
42: end for
43: for l = 0, 1, . . . , (ω/2)´ 1 do B Correctly order the polynomial coefficients
44: for n = 0, 1, . . . , (2m)´ 1 do
45: v[2m ¨ l + n]Ð v̂[]
46: end for
47: end for
48: c1 Ð ENCODEdu(COMPRESSq(u, du))
49: c2 Ð ENCODEdv(COMPRESSq(v, dv))
50: return c = c1||c2
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Algorithm 16 KYBER.CPAPKE.THESISDEC

Input: Secret key sk
Input: Ciphertext c = (c1||c2)
Output: message m

1: u Ð DECOMPRESSq(DECODEdu(c1, du))
2: v Ð DECOMPRESSq(DECODEdv(c2, dv))
3: s Ð DECODE12(sk)
4: V̂p, V̂n Ð SNORT(´v)
5: for i = 0, 1, . . . , k´ 1 do
6: Up, Un Ð SNORT(ui)
7: Sp, Sn Ð SNORT(si)

8: V̂p, V̂n Ð MULADDSINGLE(SX , UX , V̂X)
9: end for

10: V̂even, V̂odd Ð KS2EVENODD(V̂p, V̂n)

11: Veven, Vodd Ð FINALELL(V̂even, V̂odd)
12: Veven, Vodd Ð KS2PARITYCORRECTION(VX , ε)
13: for j = 0, 1, . . . , m´ 1 do
14: v̂ Ð SNEEZE(VX,j, 2`)
15: end for
16: for l = 0, 1, . . . , (ω/2)´ 1 do B Correctly order the polynomial coefficients
17: for n = 0, 1, . . . , (2m)´ 1 do
18: v[2m ¨ l + n]Ð v̂[]
19: end for
20: end for
21: m Ð ENCODE1(COMPRESSq(´v, 1))
22: return m

4.6 Segmenting the IND-CPA Functions

Initial runs of the new KYBER.CPAPKE functions results in an error response from the thesis
card, and consequently a crash. Clearly, the card is not able to run the thesis implementation
of the KYBER.CPAPKE functions. The implementation’s shortcoming is likely to have been
caused by two factors, one being the aforementioned stack memory issue. The other probable
cause is that execution ran for such a long period of time, that the host interpreted it as if the
card had failed completely. In particular, if the host suspects that the card has freezed, it
will reset the card, effectively stopping execution. A solution to both the memory and time
problem is to segment the functions, i.e. a divide-and-conquer technique. The idea is that
the card gets to run parts of each function, and return with an appropriate response to its
execution. If the execution was successful, an OK response code is sent back via the card
reader, informing that the next segment can run. Should the execution fail (a failure that can
be handled) a response code, indicating where the error happened, is sent back. The correct
behavior is depicted in Figure 4.6. The card operator use an interface 2 to communicate with
the card, via the card reader. As explained in Section 4.3.1, the operator sends command
APDU’s to the card and, assuming the card understands it, begins execution. In Table 4.1
there are several commands that each executes a certain segment.

Since there are similarities between the functions, parts of the code can be generalized,
and lessen the code footprint to some extent. Thus, a couple of the segments have been
labeled as general functions. They appear in more than one algorithm and operate identical to
each other. These are the sampling of random bit strings and the sampling and packing of a
secret polynomial. The former is primarily done during key generation (see line 1 in Alg. 14)
to act as seed input to the sampling of polynomials. However, during encryption, random

2Options include command line interfaces such as gpshell (see https://kaoh.github.io/
globalplatform/). During the thesis an in-house tool from Sectra was used instead.

41

https://kaoh.github.io/globalplatform/
https://kaoh.github.io/globalplatform/


4.6. Segmenting the IND-CPA Functions

Card operator

Smart Card 
Reader

SLE 88
Smart Card

Run 1st segment
Run 1st segment

Return response code
Display response
Run 2nd segment

Run 2nd segment

Return response code

Display response

Run1st();

Run2nd();

Figure 4.3: Example of how two segments of some function from KYBER.CPAPKE can be
called by the card operator. The operator sends two command APDU’s to the card via the
reader, each ordering the card to execute a segment. The operator waits for the response
APDU before proceeding with the next call.

coins σ P t0, 1u256 are given as input as well, and thus, sampling from the TRNG is marked as
general. The sampling of a secret polynomial is done at the start of both key generation and
encryption. Thus it, and the packing of the secret, is also labeled as general functions.

Examining the Table 4.1 the rest of the segments can be seen. In particular, the IND-
CPA functions are segmented such that the MULADD operation, correction procedure, and
unpacking are done separately. They are fairly obvious choices, since they all produce either
a clear intermediate result, or the final result. The MULADD segments include sampling and
packing of the error polynomial, and the temporary column vectors from either A or AT .
The KS2-specific functions KS2EVENODD and KS2PARITYCORRECTION are not segments on
their own, since they are small and somewhat efficient functions already. Instead they are
incorporated in to the segment running FINALELL. Lastly unpacking the result with SNEEZE

is in a separate segment together with the coefficient reordering procedure.
There are also command APDU’s that are not completely obvious as to what they do.

These are the collection of storing commands. Under normal conditions, keys, ciphertext,
and the decrypted message are returned by the IND-CPA functions. However, since the thesis
implementation cannot execute the full functions separately, let alone in sequence in a sort of
main function, results have to be returned elsewhere. As mentioned in Section 4.3.2, buffers
and various function variables can be stored in RAM. A solution to the problem would thus
be to mark parts of the memory to hold results from the functions. While it would work,
there are two problems with storing all results in RAM. First, storing intermediate results,
as well as keys, cipher, and the decrypted message, consume too much RAM and thus the
implementation cannot be compiled. Secondly, The implementation should preferably leave
space in RAM for other functionality too. To solve these issues, all results are not stored
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in RAM, but rather some are stored in the card’s EEPROM. A handful of the results can
be thought of as more persistent than the rest, which make them eligible to move to the
EEPROM. In particular, keys, and ciphertext are not as volatile as the other results that need
to be stored. Thus, they are stored in persistent memory, while the results from the other
segments are stored in RAM. A caveat to the mentioned approach is that writes and reads to
and from the EEPROM are more time-consuming compared to RAM.

To make write and read operations for the two memory types easier, two interfaces are
used. Interfacing with RAM is straightforward on the card and the interface offers basic
functionality to write and read. With each call, the user supplies a source buffer, the source
type, and destination index. The source type specifies which result is in the source buffer,
which the interface uses internally to choose the correct destination in RAM. The index is
used in conjunction with the source type to place results in the right order. This is primarily
needed for the structures holding several packed polynomials of degree ă ω. To access the
EEPROM, the card has internal functions for read, write and clears. The EEPROM interface
acts as an abstraction layer, and makes read, write and clears more trivial to the user. Similarly
to the RAM interface, the user supplies a source buffer, and an index, however no buffer type.
Specialized read, write and clear functions for keys and ciphertext are used instead, which in
turn call general functions with the correct parameters.

In order to lessen the RAM footprint, buffers that store intermediate results are recycled to
the extent that is possible. A naive implementation would be to assign the needed number of
buffers for each of the segments. That is, the MULADD segment which executes MULADDS-
INGLE is assigned two buffers, and the segment running the KS2 functions and FinalEll is as-
signed six buffers. This approach will work, however, it takes up more space than is needed.
An alternative way is to realize that some buffers can be shared, since intermediate results
are needed once. For instance, the results from running MULADDSINGLE is only needed
by KS2EVENODD and can then be discarded. Thus, the two operations can share the same
buffers. KS2EVENODD reads the results from MULADDSINGLE on to the stack, and saves
its own results in the memory space after computation. The previous results are simply dis-
carded. Likewise, KS2PARITYCORRECTION can share its memory space with FINALELL. All
in all, this approach can half the number of buffers needed in RAM. Halving the number of
needed buffers allows the segments to run correctly one after another. Whether this is the
most optimal solution to store the results, or if further optimization is possible, have not been
evaluated.

4.7 Measuring the Running Time

With the thesis variant of KYBER.CPAPKE complete, it can be evaluated in a way that is
comparable with related work. A common measurement is the number of clock cycles that
elapse during execution of a function. Thus, in this thesis each function, both the IND-CPA
functions and the ones they use, are measured in terms of clock cycles.

4.7.1 Taking Advantage of Internal Functionality

As mentioned in Section 4.2 Kyber comes with functionality, written in assembly, for measur-
ing CPU clock cycles. The card does not support all of the instructions that are used in the
supplied file, and it is not possible to use the code as is. The assembly code for measuring
is neat, and a viable option is to edit the file such that it conforms to the instruction set of
the card CPU. Fortunately, the card offers built-in functionality already, and thus, the file can
be ignored completely. The internal timer is controlled similar to the EEPROM, where the
card have functions to start, stop, and configure the timer. Again, an interface to the internal
functions is created for the thesis usage. Via the interface the user can easily start and stop
the timer. Configuration is abstracted away, since the same settings are used for all measure-
ments and resets are done internally when starting the timer. When the timer stopped by the
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user, the interface function returns the number of clock cycles that were elapsed between the
start and stop. The result can then be put in to the data body of the response APDU, which
is returned to the card operator. The timer functionality acts as a wrapper around the other
functionality previously defined, and can be turned on or off during compilation.

4.7.2 Test Strategy and Collecting the Results

The idea is to get the most true result of how Kyber operates in practice, which is with ran-
dom input. Thus, all test were designed to run with new input from the TRNG each time.
However, the message given to the encryption algorithm is kept constant. Each test run sev-
eral times to get an average of how well the function performs. For this thesis, each test case
ran 20 consecutive times. Additionally, the distribution of test results are recorded.

Result data that is sent back to the card operator can be saved in Sectra’s internal interface
as a text file. An example of the file contents is depicted in Figure 4.7.2. First, the command
APDU is shown, prefixed with n>, and on the next line the response APDU from the card,
prefixed with n<. The output can be parsed with a script to calculate distribution measure-
ments, where each line prefixed with n< is of interest. Since the card returns results in a
hexadecimal format, each value is converted to decimal first.

Figure 4.4: Example of the file contents from a test run of the command APDU Run NTT.

The most trivial tests are those for the individual functions that KYBER.CPAPKE utilizes
to build the key generation, encryption and decryption functions. The majority of these sim-
pler functions can run independently, and the parsing is thereby trivial to do. The IND-CPA
functions, which run in segments, are fairly trivial to parse. Each segment is called in turn
and recorded. All the responses in each segment are then accumulated to get the cycle count
for the complete function. Some of the functions, e.g. FINALELL, require intermediate re-
sults, which ultimately means that the text file will be cluttered with irrelevant test results.
Likewise, there are functions of this type that should run for both evaluation points in KS2,
in which case both results should taken in to account.

Instead of filtering these files by hand and running the trivial script, a parsing script writ-
ten in Python is used. The Python script (see Appendix A) takes the text file as input via
the command line, as well as which command APDU that is of interest. In the case that sev-
eral command APDU’s should be taken in to account, they are subsequently supplied in the
command line. The script only accepts arguments that resemble a correct command APDU;
arguments that do not fit the format are silently removed. The script goes through the file
line by line, and converts and stores each response it finds that matches at least one of the
command APDU arguments. When the file has been completely parsed, it calls an external
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Python module, statistics.py3, which calculates the distribution measurements. These
measurements are the arithmetic mean, minimum, 1st quartile, median, 3rd quartile, and the
maximum. Finally, the results are printed in the terminal.

3The external module is a simplified version of Chris Webb’s original statistics module. See https://github.
com/CodeDrome/calculating-statistics-python.
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5 Results

Table 5.1 presents the clock cycle count for various functions used to implement KY-
BER.CPAPKE on the smart card. The functions NTT and POINTWISE-MULTIPLICATION

are not used in the thesis implementation, but are nonetheless measured for compari-
son’s sake. Running CBD(PRF(σ,N)) with SHA-3 symmetric primitives is faster than run-
ning the same function with primitives from SHA-2. On average, the SHA-3 implemen-
tation uses half of the needed CPU cycles compared to its SHA-2 counterpart. Similar re-
sults are seen for PARSE(XOF(ρ||i||j)). MULADDSINGLE, FINALELL, KS2EVENODD, and
KS2PARITYCORRECTION runs more efficiently compared to SNORT and SNEEZE. The two
latter functions both take several millions of cycles to run a full execution. SNORT splits
up a full polynomial of degree ă 256 and packs four smaller polynomials. SNEEZE Un-
packs one polynomial of degree ă 64. The bottom three rows are the results of running
the IND-CPA functions for key generation, encryption, and decryption. Encryption takes a
32-byte message as input, which is the chunk size of which Kyber encrypts data. Key gen-
eration and encryption use at least 4 and 3 times as much clock cycles as decryption respec-
tively. As stated in Section 2.3 the card’s CPU runs with a clock speed of 33 MHz. Thus,
under ideal conditions, KYBER.CPAPKE.THESISKEYGEN, KYBER.CPAPKE.THESISENC, and
KYBER.CPAPKE.THESISDEC take roughly 23.7 s, 30.9 s and 8.6 s to execute respectively.

Table 5.1: Average number of clock cycles to run each function independently. Average
taken over 20 runs on random input sampled from the internal TRNG.

Function Average number of cycles

SNORT 6,632,062
SNEEZE 20,681,827
MULADDSINGLE 661,392
FINALELL 152,814
KS2 EVEN/ODD 158,973
KS2 PARITY CORRECTION 133,042

NTT 310,066
POINTWISE-MULTIPLICATION 567,954
CBD(PRF(σ,N)) (SHA-3) 247,851
CBD(PRF(σ,N)) (SHA-2) 561,461
PARSE(XOF(ρ||i||j)) (SHA-3) 886,077
PARSE(XOF(ρ||i||j)) (SHA-2) 1,614,087
ENCODE 68,316
DECODE 34,725

KYBER.CPAPKE.THESISKEYGEN (KS2, (64,4) ring split) 783,575,200
KYBER.CPAPKE.THESISENC (KS2, (64,4) ring split) 1,018,605,856
KYBER.CPAPKE.THESISDEC (KS2, (64,4) ring split) 285,376,079
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The distribution measurements are presented in Table 5.2. The majority of the functions
only have small fluctuations, and thus, the relative standard deviation is small. Overall, the
built-in functions in Kyber have a smaller deviation than the added functionality for per-
forming Kronecker substitution. The magnitude of the difference between results seems to
be relative to the number of clock cycles that the function consumes. The only function with
a definitive outlier is MULADDSINGLE, which have a maximum value well above the 3rd
quartile.

Table 5.2: Distribution measurements for the thesis implementation of KYBER.CPAPKE. All
measurements are given in number of clock cycles.

Function Minimum Q1 Median Q3 Maximum

SNORT 6,536,646 6,623,888 6,675,352 6,735,672 6,812,754
SNEEZE 20,721,438 20,769,580 20,873,100 20,972,026 21,102,258
MULADDSINGLE 654,894 657,236 658,762 659,672 718,086
FINALELL 151,346 152,046 152,482 153,502 154,766
KS2 EVEN/ODD 157,618 158,896 159,212 159,454 160,358
KS2 PARITY CORRECTION 130,862 132,278 133,196 133,746 135,166

NTT 309,678 309,990 310,072 310,198 310,306
POINTWISE-
MULTIPLICATION

567,422 567,762 568,010 568,104 568,454

CBD(PRF(σ,N)) (SHA-3) 247,586 247,958 248,144 248,304 248,710
CBD(PRF(σ,N)) (SHA-2) 560,434 561,168 561,490 561,702 562,534
PARSE(XOF(ρ||i||j))
(SHA - 3)

888,134 889,822 890,330 891,592 899,506

PARSE(XOF(ρ||i||j))
(SHA - 2)

1,611,654 1,613,344 1,614,050 1,615,358 1,616,070

In Table 5.3 the total cycle of each function in KYBER.CPAPKE is represented as a sum of
all their internal function calls. The bulk of cycles used are attributed to SNORT and SNEEZE.
Together they make up for approximately 97% of the total amount. The third most time-
consuming task is sampling polynomials with PARSE, which takes closer to 1 million cycles
to complete. Sampling polynomials from the central binomial distribution, i.e. using CBD is
considerably faster than the aforementioned sampling method. Out of the functions which
implement the MULADD operation, MULADDSINGLE consumes the most cycles. It is at least
three times slower than the rest (FINALELL, and the KS2-specific functions).
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Table 5.3: Total CPU cycle count of THESISKEYGEN, THESISENC, and THESISDEC described
with their internal function calls.

KYBER.CPAPKE.THESISKEYGEN (KS2, (64,4) ring split)

Function No. Calls Average cycle count Product

CBD(PRF(σ,N)) (SHA-3) 6 247,851 1,487,106
PARSE(XOF(ρ||i||j)) (SHA-3) 9 886,077 7,974,693
SNORT 30 6,632,062 198,961,860
MULADDSINGLE 18 661,392 11,905,056
KS2 EVEN/ODD 6 158,973 953,838
FINALELL 6 152,814 916,884
KS2 PARITY CORRECTION 6 133,042 798,252
SNEEZE 24 20,681,827 496,363,848
ENCODE 2 68,316 136,630
DECODE 0 34,725 0

= 719,498,167

KYBER.CPAPKE.THESISENC (KS2, (64,4) ring split)

Function No. Calls Average cycle count Product

CBD(PRF(σ,N)) (SHA-3) 7 247,851 1,734,957
PARSE(XOF(ρ||i||j)) (SHA-3) 9 886,077 7,974,693
SNORT 38 6,632,062 252,018,356
MULADDSINGLE 24 661,392 15,873,408
KS2 EVEN/ODD 8 158,973 1,271,784
FINALELL 8 152,814 1,222,512
KS2 PARITY CORRECTION 8 133,042 1,064,336
SNEEZE 32 20,681,827 661,818,464
ENCODE 2 68,316 171,355
DECODE 1 34,725 34,725

= 943,184,590

KYBER.CPAPKE.THESISDEC (KS2, (64,4) ring split)

Function No. Calls Average cycle count Product

CBD(PRF(σ,N)) (SHA-3) 0 247,851 0
PARSE(XOF(ρ||i||j)) (SHA-3) 0 886,077 0
SNORT 14 6,632,062 92,848,868
MULADDSINGLE 6 661,392 3,968,352
KS2 EVEN/ODD 2 158,973 317,946
FINALELL 2 152,814 305,628
KS2 PARITY CORRECTION 2 133,042 266,084
SNEEZE 8 20,681,827 165,454,616
ENCODE 1 68,316 68,316
DECODE 1 34,725 34,725

= 263,264,535
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Lastly in Table 5.4, a set of results from other PQC’s have been collected, together with
the thesis results. The new clock cycle counts come from implementations on a constrained
platform Cortex-M4, a popular ARM processor. Every ARM result is sourced from the pqm4
repository [67], where implementations and results for PQC’s on the Cortex-M4 processor
are collected. The thesis implementation is slower than both the implementation by Albrecht
et al. [9] and the ARM implementations by several orders of magnitude. This holds true in
both the case of CPA and CCA implementations of the other crypto schemes.

Table 5.4: Results in terms of clock cycle count for other PQC’s in the NIST proceedings. The
thesis result is marked by its smart card family name, SLE88. Remaining results are marked
with their device family and source.

PQC scheme Impl. KeyGen Enc Dec

KYBER768 (round 2, CPA) SLE88 thesis 783,575,200 1,018,605,856 285,376,079

KYBER768 (round 1, CPA) SLE78 [9] 3,625,718 4,747,291 1,420,367

KYBER768 (round 1, CCA2) SLE78 [9] 3,980,517 5,117,996 6,632,704

KYBER768 (CCA2) ARM pqm4 1,204,978 1,495,803 1,622,337

FRODOKEM640SHAKE (CCA) ARM pqm4 91,896,318 104,912,447 104,638,561

NEWHOPE1024 (CPA) ARM pqm4 1,263,030 1,835,465 327,590

NEWHOPE1024 (CCA) ARM pqm4 1,448,528 2,242,513 2,380,205

SABER (CCA) ARM pqm4 2,179,303 2,885,871 3,351,158
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6 Discussion

This chapter will discuss both the results and the method used. The results are compared to
related work, in order to give the reader perspective on the performance. The reason for the
outcome of certain results are clarified and possible improvements are discussed. Thereafter,
the method used to implement Kyber is given a second thought. Choices that were made are
discussed, and the reader is given possible alternatives to the method that could result in a
better implementation. Lastly, the thesis’s societal and ethical impacts are discussed, as to
give a reason why this type of work is important.

6.1 Results

Overall, the results obtained from the thesis implementation is comparable to that of Albrecht
et al. [9]; though the KS functionality is consistently slower.

Comparing the thesis results of the sampling functions CBD and PARSE (SHA-3) to that
of Albrecht et al., there is a significant decrease in clock cycle count. The thesis variant of
the functions are, on average, 37 and 22 times faster respectively. Further, the underlying
SHA-3 functions have not been optimized, which in contrast was done by the other authors.
This leaves room to explore whether these functions can be optimized on the thesis card,
and possibly perform even better. Despite the performance gain of the SHA-3 implementa-
tion in this thesis, the hardware-accelerated SHA-2 option produced by Albrecht et al. is far
better performing. It is true that using symmetric primitives implemented in hardware will
outdo the software alternatives. It is certainly the preferable option if the chosen platform
have the hardware needed. However, as the thesis platform lacks an appropriate hardware
implementation of the primitives, it is more important to discuss the software alternatives.

As pointed out by Botros, Kannwischer, and Schwabe in their paper “Memory-Efficient
High-Speed Implementation of Kyber on Cortex-M4” [62] (see Sec. 5.3) one reason for the
increase in performance can be attributed to changes made to Kyber in round 2 of the NIST
proceedings. The second version of Kyber changed the modulus q and fixed the parameter η
for the centered binomial distribution, which effectively decreased the amount of time spent
in the symmetric primitives. As Albrecht et al. used Kyber from round 1, the authors nat-
urally had to use a less efficient routine for sampling. Moreover, the thesis smart card has
a more capable CPU compared to the one used by Albrecht et al., with twice the bus width
(c.f. 32 bits and 16 bits). In a fundamental sense, a higher bus width will allow the CPU to
perform arithmetic with less operations; assuming that the variables used are large in terms
of bits. For instance a multiplication of two 32-bit integers is trivial on the 32-bit CPU, while
it requires more work on a CPU with half the bus width. Thus, it can be expected that the
thesis smart card performs better than the one used by Albrecht et al.

Continuing the comparison with the work of Albrecht et al., it is clear that the thesis’s
NTT routine is faster, while the POINTWISE-MULTIPLICATION is slightly slower. The net
result of the two functions, in terms of clock cycles, is still less in the thesis variant, which is
preferable. Once again this is largely due to the differences in round 1 and round 2 versions
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of Kyber and is expected. Ultimately, the faster NTT routine forces the KS variant of Kyber to
be more efficient than its original specification. That is, if the goal is a variant of Kyber that
should perform better.

The round 2 improvements to the time-consuming parts of Kyber, coupled with the
stronger CPU on the thesis platform, shows that perhaps a straightforward porting could
be preferable over a KS variant. A drawback of such an approach is the increased memory
footprint. As described in Section 4.3.2, the stack size is not large enough to fit all variables
during execution. A full port of Kyber would thus need to allocate parts of RAM. However,
this is also true for the KS variant.

Although part of the results from the KS-specific functions are adequate, they are over-
shadowed by SNORT and SNEEZE. The two latter functions are, on average, at least 13 and
39 times slower respectively, compared to the other KS functions in the thesis. Since they are
used frequently throughout the functions in KYBER.CPAPKE, they severely impact the exe-
cution time. In comparison, Albrecht et al. manages to implement SNORT and SNEEZE more
efficiently, which is also reflected in the execution time of the IND-CPA functions. Similarly,
the remaining KS functions in this thesis are all slower than the corresponding functions in
their paper. However, the difference in clock cycle count is not as great.

To achieve a thesis implementation that is more efficient, the co-processor have to be con-
trolled on a register level. The current implementation can not access individual registers
in the crypto engine’s hardware, and is forced to always send back intermediate results. As
mentioned in Section 4.5.2 it adds time spent doing unnecessary work. Especially in the case
of MULADDSINGLE, where schoolbook multiplication is performed. It is worth noting that
the thesis implementation of KS2 uses a different ring split, compared to Albrecht et al. It
increases the number of multiplications that need to be performed, which can be decreased
to some extent by using a different multiplication technique.

It is also worth noting that the thesis smart card is an older card compared to the one used
by Albrecht et al. Thus, the co-processors might not perform equally, which can explain why
the thesis results are slower in general. However, this is most likely a less contributing factor.

6.1.1 Comparison With Other Post-Quantum Crypto Schemes

From comparing the thesis implementation to related work on constrained platforms, it is
evident that the right and correct use of hardware is crucial. The ARM results shown in
Chapter 5 (see Table 5.4) are all taken from clean implementations, that are not optimized
for the Cortex-M4 processor. Thus, they do not use any additional hardware that might exist
on the processor for computation. Still the KYBER768 implementation, and the other crypto
schemes, outperform both the thesis work and the related work [9]. Further, the related
work, use the co-processor more conservatively than the thesis does, and get a faster variant
of Kyber. In contrast, the thesis work depends heavily on the co-processor for the entirety
of the KS functions, which seems to have a negative effect. The advantage that the thesis’s
platform has over the one used by Albrecht et al. is that the processor, like the Cortex-M4, is
32-bit. As mentioned earlier in this section, it allows arithmetic with fewer operations due
to the larger bus width; among other factors. This is clearly seen when comparing the clock
cycle count for NTT between the thesis and the work of Albrecht et al. In retrospect, it would
have been preferable to take more advantage of the 32-bit processor that exist on the card,
and avoid expensive calls to the crypto hardware.

6.2 Practice

The method of choice in this thesis is subject to discussion as well. It is worth reflecting
why Kyber was chosen over other PQC’s, and why it was implemented using long integer
arithmetic and segmenting. This section tries to shed some light over these questions that
might have arisen, reading the thesis.
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6.2.1 Kyber Over Other Post-Quantum Crypto Schemes

As it stands in the second round of the NIST proceedings, there are 17 PKE schemes and
KEM’s left. Some of which have been mentioned in Chapter 3, e.g. FrodoKEM [40],
NewHope [39], and SABER [50]. All of them are viable alternatives to Kyber, albeit with
different characteristics.

The authors behind FrodoKEM have chosen to base the scheme’s hardness on the plain
LWE problem, mentioned in 3.8, as opposed to RLWE or MLWE. The reasoning behind this
choice is that PQC’s is expected to be secure for decades to come, and deployment of them
should focus on security rather than performance. It is uncertain how quantum computing
may evolve, and likewise, how quantum cryptanalysis may or may not uncover weaknesses
in PQC’s underlying security. RLWE and MLWE are two derivatives of LWE, where their
hardness is dependent on lattice problems over more structured lattices. The two are more
computationally efficient than LWE. However, the added lattice structure comes with a po-
tential for weaknesses that is not known yet. The reasoning is fair, but in the case of this
thesis, computational efficiency is important and cannot be ignored. The smart card is heav-
ily constrained, and the sheer size of keys makes it difficult to fit on to the card’s limited
memory. Consequently, FrodoKEM was not considered as a candidate for this thesis.

The cryptographic scheme NewHope solves this problem partly, since it uses RLWE as its
underlying security. RLWE, as discussed in Section 3.8.1 reduces the key size compared to
LWE, which makes it more plausible to fit on to the thesis smart card. However, the parameter
set offered by NewHope is difficult to adapt a KS solution to. To offer at least the same
bits of security as KYBER768, the thesis would have to implement NEWHOPE1024. Using
Equation 4.3 from Section 4.5.1 the precision parameter ` would have to be at least ` = 27.
Using KS2, the same ` = 16 can be used, although the full polynomials are now of degree
ă 1024. To fit the polynomials within in the card’s constraints, the thesis would be forced to
use a ring split of (64, 16), which leads to a far too intricate KS process. Even when using the
parameter set for NEWHOPE512, the ring split would have to be (64, 8); an approach which
offers less security while still being more computationally demanding.

The last cryptographic scheme, SABER, is somewhat different from the rest. Its underly-
ing security is based on the LWR problem, briefly mentioned in Section 3.9.1. It is similar to
Kyber in that it is a module variant of the plain LWR problem, meaning it too enjoys easy scal-
ing of the security level, through the module rank parameter. The main difference between
SABER and Kyber (also NewHope) is that it does not use NTT. This can be interpreted as a
disadvantage, since NTT is an efficient technique to multiply polynomials. The authors of
SABER argue that there is no need for an efficient polynomial multiplication technique, since
elements are only multiplied with small elements. Ultimately, it means that the multiplica-
tion can be implemented in another way that does not require a general multiplier. SABER is
a good candidate for this thesis. The choice between it and Kyber is mostly a matter of pref-
erence in this situation. The recent work of Albrecht et al. [9], where the authors successfully
implemented Kyber on a similar platform, is a large contributing factor. It provides guidance
regarding implementation, which at the start of this thesis gave confidence that it could be
implemented within the given time frame. Whether SABER could be implemented in time
was more uncertain, which tipped the scales in favor of Kyber.

Lastly, the choice of Kyber over any of the other PQC’s is partly decided by the company,
at which the thesis is written. Although the main object is to write a thesis that holds academic
value, the interest of the company should be considered as well. In their case, the thesis serves
as an evaluation of a cryptographic scheme they may have found interest in. It is also a matter
of what cryptographic scheme they as a company are allowed to use. The end result of the
thesis can either tell the company to explore other options, or prove that Kyber is a promising
scheme for their use case.
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6.2.2 Using the Co-processor for Implementation

One of the main goals with this thesis was to find an alternative way of doing polynomial
multiplication. As mentioned in the theory chapter (see Sec. 3.10), Kronecker substitution
is a common polynomial multiplication technique seen in modern computer algebra. This
clearly made KS a good candidate for substituting NTT used in Kyber. Additionally, with
recent work [9], it proved as a good technique when combined with internal hardware multi-
pliers on constrained devices. However, when comparing the thesis implementation to other
implementations, it is obvious that it does not always yield good results. Some of the KS-
specific functions like SNORT and SNEEZE gives results several orders of magnitude greater
than the implementation by Albrecht et al. [9]. The remaining functionality does not show
the same large difference, however, they are still slower. Ultimately it comes down to how
the crypto hardware is constructed. The main drawback of using the co-processor is that the
thesis implementation becomes specialized. The hardware on the Infineon card is highly spe-
cific, and the implementation is not directly transferable to any other device. This impacts
the reproducibility, since multipliers on other smart cards can be very different, thus giving
varying results.

As to why SNORT and SNEEZE performs rather poorly, it traces back to the implemen-
tation using the co-processor. As mentioned in Chapter 4, Section 4.5, neither SNORT, nor
SNEEZE, have been implemented with a bit-shifting technique for multiplication and divi-
sion. Multiplication on a CPU is a relatively fast operation in general, some compilers are
capable of transforming the multiplication in to simple bit shifts. However, the co-processor
on the card does not guarantee to do the same. Division is more complex, except when divid-
ing with powers of two. Both SNORT and SNEEZE would certainly have performed better if
the co-processor had the functionality to perform fast bit-shifting. Alternatively, bit-shifting
could have been done on the CPU. Instead of always calling the co-processor, the multiplica-
tion and division steps could have been implemented in software. The remaining arithmetic
with large integers could have proceeded to use the crypto hardware. Taking the idea of
using the CPU even further, the co-processor could be ignored completely for packing and
unpacking. The large integers could be stored in an array, and then bitwise operations could
be used for addition and subtraction as well.

For the remaining KS-specific functions, MULADDSINGLE, FINALELL, KS2EVENODD,
and KS2PARITYCORRECTION, bitwise operations is not as straightforward to use. In this
case, it is sensible to use the co-processors to carry out the large integer arithmetic. However,
this is only partially true, for FINALELL, where one of the multiplications could have been
done using only bit shifts and been taken modulo F. Perhaps this technique could perform
better than the internal functionality for modular multiplication on the co-processor.

For multiplication in MULADDSINGLE, the performance of the implementation could
benefit from using an alternative method to schoolbook multiplication, for small polynomial
multiplication. For instance, Albrecht et al. chose to use Karatsuba multiplication, which de-
creases the amount of multiplications, although, it requires more additions. Ignoring Karat-
suba, the thesis implementation could still avoid unnecessary transfers of the intermediate
results during schoolbook multiplication. Unfortunately, during implementation there was
no way to access the card’s co-processor on a register level. Otherwise, it would have allowed
for storing partial products in one of the registers on the co-processor, reducing the amount
of time spent transferring results between the CPU and crypto hardware. A similar storing
technique could possibly have been used for some of the remaining KS functions. Lastly,
the co-processor imposed quite hard limitations on how the polynomials could be split; only
one reasonable split was available, due to the small register sizes on the hardware. With
larger registers, a ring split with fewer polynomials could have been evaluated, for instance
a (128, 2) split. Naturally fewer multiplications would have been required, which would
possibly improve performance for the KS functions.
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It is worth considering whether or not a standard implementation of Kyber would have
been preferable over the thesis variant. The POINTWISE-MULTIPLICATION function per-
form equal to that of MULADDSINGLE, where the latter requires additional function calls
to perform polynomial multiplication properly. Even when considering NTT in addition to
POINTWISE-MULTIPLICATION, they perform considerably better than MULADDSINGLE. The
drawback of a reference implementation on the thesis platform would be the increased mem-
ory footprint. However, this is the case, even when using the KS variant as in this thesis.

6.2.3 Segmenting the IND-CPA Functions

The part of the implementation that have the largest impact on memory is certainly the seg-
mentation of the three functions. As mentioned in Section 4.6 the consequence of having the
functions segmented, means that intermediate results, as well as keys and ciphertext, have
to be stored in RAM and EEPROM respectively. This decision increased the overall code and
memory footprint of Kyber. Potentially, it makes adding more functionality difficult, since the
amount of available RAM is reduced substantially. It is possible that if functions like SNORT

and SNEEZE could be improved upon, key generation, encryption, and decryption could run
without being segmented. Then, keys and ciphertext could be stored on the stack, while the
intermediate results still would have to reside in RAM. The interface to the EEPROM could
thus be removed, and the reserved space in memory could be used for other applications. To
reduce the RAM consumption, the stack size would have to be increased. Some of the results
stored in RAM could then be stored on the stack instead.

6.2.4 Implementing a Non-Compliant Variant of Kyber

Shifting from NTT to Kronecker substitution, effectively means that the thesis implementa-
tion is not compatible with a reference implementation of Kyber. The algorithm specification
emphasizes that keys are stored in the NTT domain, and polynomials are transformed to
the same domain during encryption and decryption. If the thesis variant of Kyber tries to
communicate with a reference version, it would fail at the start, since the keys would not cor-
respond to each other. On one hand, interoperability with other systems, in the general case,
is reduced severely. Parties wanting to communicate with the smart card would be forced to
implement Kyber without NTT. On the other hand, the smart card is part of a fairly closed
ecosystem, meaning it does not have to be compatible in the general case. While still requir-
ing more implementation effort, since the thesis variant of Kyber needs to exist on the other
systems, it is limited to small amount.

In a similar fashion, the thesis did not implement Kyber as a KEM, but rather as a PKE.
KYBER.CPAPKE is the IND-CPA secure PKE scheme which can be used to transfer symmetric
keys between two parties. However, when referring to Kyber, it is implied that this means the
KEM version. Thus, strictly speaking, the thesis variant is not an implementation of Kyber,
but rather its intermediate form KYBER.CPAPKE. As mentioned, the implementation at this
stage is already slow. Thus, before considering to transform the IND-CPA secure PKE to the
full IND-CCA2 secure KEM, it has to be further optimized. Within the time frame of the
thesis this was not possible, which leaves this as an area for future work.

6.2.5 Measuring Clock Cycles and Estimating Running Time

Fortunately, the SLE88CFX5400P smart card has built-in functionality to measure clock cycle
count. As it is able to record results with high precision, it is a natural choice over imple-
menting a non-native counter. The choice to give results in terms of clock cycles is motivated
by the fact that it makes it easy to compare with related work. The running time is also esti-
mated and given in seconds; with emphasis on estimation. The reported running time might
not portray how well the functions run in reality, since it is in an ideal scenario. In practice,
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the clock speed of the card does not stay constant at 33 MHz, it fluctuates, which can happen
due to several different factors. That is why it is not given as the primary result. Each test
ran 20 times, which is a rather small number of tests to base the average clock cycle count
on. A risk with this approach is that the tests might miss instances where computation is
considerably more time-consuming. Similarly, it might miss cases where computation is fast.
In comparison, the tests that are found in the source code of Kyber run either 1000 or 10,000
times. Note that in the reference code, the tests run in a loop, and does not require any man-
ual intervention between tests. This is not the case in this thesis, where each test is manually
started from Sectra’s interface. Running even 1000 tests this way is a time-consuming tasks
on its own, which is why the thesis opted for fewer tests.

6.2.6 Replicability, Reliability, and Validity

Following Chapter 4, and studying the related work should make it possible to replicate
the thesis work. Due to non-disclosure agreements, the thesis can not produce any platform-
specific code to the reader. However, since the implementation in this thesis is highly vendor-
specific, there are no guarantees that such code would be beneficial. In practice, the algo-
rithms presented in this thesis does not rely on the thesis smart card platform and can be
transferred to essentially any use case.

Since the thesis implementation is specific to the chosen platform, the same result should
not be expected. Design and functionality of other cryptographic hardware, that might exist
on other platforms, can be entirely different compared to the thesis’s smart card. In the case
of strictly following the steps from Chapter 4, one can expect varying results for the majority
of the functions. On the other hand, if some of the alternative practices described in this
chapter are applied, it may produce results more comparable, since it effectively removes the
co-processor in some cases.

For every step of the way, the algorithms used were tested against validated output, to
ensure that they behaved correctly. The validated output came from running the standard
Kyber algorithm with fixed seeds and fixed input on a separate computer. The same seeds
and input were then used on the smart card implementation. The final implementation was
tested in the same manner, by checking outputted keys, ciphertext, and decrypted ciphertext,
using fixed seeds. Lastly, the IND-CPA functions were put through several validity tests,
using random seeds and random messages. Each time, the decrypted ciphertext was checked
against the input plaintext.

6.2.7 Source Criticism

The choice of substituting NTT for Kronecker substitution, and using the co-processor on the
smart card is supported by the related work of Albrecht et al. [9]. While the paper has not
been published in any conferences, it has been published in the Transactions of Cryptographic
Hardware and Embedded Systems (TCHES), which performs double-blind reviews. Kronecker
substitution itself is a well known technique, described in books referenced by this thesis. The
subsequent work of Harvey [53] is also prevalent in the thesis, and the paper is published and
peer-reviewed.

The same use of credible sources holds true for the majority of the topics covered in Chap-
ter 3. In particular, the PKC’s described, as well as their relevant attacks, have references to
the original authors work. A handful of these topics are further complemented by material
found in books related to cryptography. The somewhat more involved topic of lattice-based
cryptography takes advantage of published literature, and landmark papers by authors like
Odev Regev and Miklós Ajtai to explain the basics and advances made within the field. In the
brief introduction to quantum algorithms (see Sec. 3.6) the original works of Peter Shor and
Lov Grover where studied to explain the capabilities of quantum computing. Of the papers
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estimating the quantum resources for implementing these algorithms, the majority of them
are published and peer-reviewed.

6.3 The Work in a Wider Context

The threat of data breaches is omnipresent. Fortunately for the individual person, and large
corporations alike, there are systems in place that can ensure our sensitive data stays hidden
from prying eyes. These systems builds upon well studied mathematical problems that can
be proven difficult to solve; at least with our currently most efficient algorithms. However,
quantum computing is a whole new class of computation power which effectively nullifies
the promise of security in our current protective systems. Luckily it is still in its infancy, but
the threat remains very real.

Especially considering that adversaries may unethically record data to decrypt at a later
point. Data is incredibly valuable. Personal information like a credit card number, a social
security number, or login credentials can be sold on distant parts of the internet. A much more
serious matter is highly classified data that falls into the wrong hands, as it may jeopardize
national security.

Whether or not quantum computers are a reality in the forseeable future, it is strongly
recommended that new cryptographic systems are developed early on. Evaluating different
PQC’s and variants is an important step to finding a solution that can protect sensitive data.
Studies like this thesis, and other related work, are of utmost importance to evaluate the
proposed schemes. It is in some sense academic work that supplies crucial information to
state agencies, and companies like Sectra about what cryptographic schemes are promising
and will work for the future. The sooner this information is spread, the sooner existing and
future data can remain and be secured respectively.
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7 Conclusion

This thesis set out to implement and evaluate the cryptographic scheme known as Kyber.
Thus, two main questions, found in Section 1.3, were formulated. This chapter addresses the
two, and concludes the thesis work.

Can the Kyber algorithm be implemented on an Infineon SLE88CFX5400P smart card,
such that it can offer at least 164 bits of security?

Yes, an IND-CPA secure version of Kyber can be implemented on the smart card. According
to the original specification of the algorithm, given by Avanzi et al. [38], it offers 164 bits
of security, when considering quantum case. Considering a setting that only uses classical
computation, the algorithm offers 181 bits of security. This is the equivalent security level of
AES-192, a security level 3.

In order to realize KYBER.CPAPKE, the functions need to be segmented, and intermedi-
ate results have to be stored in RAM. Moreover, keys and ciphertext need to be stored in
persistent storage.

The thesis work did not implement the full Kyber algorithm, which uses the IND-CPA
secure version to construct a KEM. Nor did it implement Kyber in its original version. Con-
sequently, the thesis variant is not interoperable with standard implementations of the algo-
rithm.

How does the performance of such an implementation compare to similar
implementations on the same type of constrained device, with regard to execution time
and CPU clock cycle count?

All in all, the thesis variant of KYBER.CPAPKE executes key generation, encryption, and de-
cryption in 23.7 s, 30.9 s and 8.6 s respectively. This is assuming the CPU operates at 33 MHz
constantly. The functions consume 783,575,200, 1,018,605,856, and 285,376,079 clock cycles
respectively. In comparison to related work, the thesis variant is considerably slower at ex-
ecuting the functions in the PKE scheme. This holds true when comparing the functions
against the more demanding KEM functions.

It can be concluded that the main reason for the poor performance is the general balance
between using the CPU and the co-processor. By using the latter for the majority of the func-
tionality in the IND-CPA functions, efficient bit-shifting could not be realized. The limitations
of the co-processor forced the thesis variant to use a quite demanding ring splitting technique.
Additionally, the co-processor could not be accessed on a register level, which meant that
unnecessary time was spent sending partial results between the CPU and co-processor. Ulti-
mately, this adds up to the poor performance of the functions, especially SNORT and SNEEZE.

57



7.1. Future Work

7.1 Future Work

First and foremost, the future work includes implementing the full Kyber algorithm, such
that it can be used as a KEM. In order to realize the KEM, it is preferable to first optimize the
existing functionality in the thesis KYBER.CPAPKE variant. The two functions for packing
and unpacking of polynomials, SNORT and SNEEZE, should be revised. Instead of utilizing
the co-processor for the majority of the functions, the CPU can play a larger role. In SNORT,
the multiplication between coefficients and evaluation points 2` and ´2` can be performed
using bit shifts. In a similar fashion, the division in SNEEZE can use simple bit shifting as
well.

It is also interesting to evaluate a standard implementation of Kyber on the thesis smart
card, which uses NTT. The 32-bit CPU can execute the NTT operation in relatively few cycles.
Additionally, such an implementation would be interoperable with the standard algorithm,
requiring less development efforts on other devices. Moreover, the internal software-based
AES can be extended to be able to operate as a PRF and XOF. The 90’s variant of Kyber can
then be compared, and the total footprint can be reduced.
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A Python Script Code

A.1 File Parser

1 import sys
2 import os
3 import re
4 import statistics
5

6 def main():
7 filepath = sys.argv[1]
8

9 if not os.path.isfile(filepath):
10 print("File path {} does not exist. Exiting...".format(filepath))
11 sys.exit()
12

13 if len(sys.argv) < 3:
14 print("No command APDU’s supplied to look for in file. Exiting...")
15 sys.exit()
16

17 s = statistics.Statistics()
18 # matches APDU lines
19 line_expr = re.compile(’([0-9]|[0-9][0-9]|[0-9][0-9][0-9])(>)’)
20 # matches cmd args
21 command_expr = re.compile(’(([A-F]{1,2})(\d|[A-F]){8,9})’)
22 commands = []
23

24 for arg in sys.argv[2:]:
25 if command_expr.match(arg):
26 commands.append(arg)
27

28 cycles_per_run = []
29 runs = []
30 with open(filepath) as fp:
31 store = False
32 cnt = 1
33 for line in fp:
34 if store == True:
35 print("line {} contents {}".format(cnt, line))
36 store_cycle(line, cycles_per_run)
37 cnt += 1
38

39 if line_expr.match(line) and any(cmd in line for cmd in
commands):

40 store = True

59



A.2. Statistics Module

41 else:
42 store = False
43

44 s.data = cycles_per_run
45

46 s.calculate()
47

48 s.output_data()
49

50 s.output_statistics()
51

52

53 def store_cycle(line, lst):
54 start = line.find(’<’)
55 end = line.rfind(’9’)
56 lst.append(int(line[start+2:end], 16))
57

58 if __name__ == ’__main__’:
59 main()

A.2 Statistics Module

1 import math
2

3 class Statistics():
4

5 """
6 Class has a single attribute for data, and a number of attributes for

various
7 statistics on that data.
8 After creating instance, set data attribute and call calculate to

populate statistics
9 attributes.

10 A single instance can therefore be used repeatedly on various data sets
.

11 Also has methods to print data and statistics.
12 """
13

14 def __init__(self):
15

16 """
17 Simply create a set of attributes with default values.
18 """
19

20 self.data = []
21 self.count = 0
22 self.total = 0
23 self.arithmetic_mean = 0
24 self.minimum = 0
25 self.lower_quartile = 0
26 self.median = 0
27 self.upper_quartile = 0
28 self.maximum = 0
29

30 def output_data(self):
31
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32 """
33 Iterate and print data
34 """
35

36 print("Number of items: " + str(len(self.data)))
37

38 for i, v in enumerate(self.data):
39 print(str(i) + "\t" + str(v))
40

41 def output_statistics(self):
42

43 """
44 Print statistics in a neat format.
45 """
46

47 print("Arithmetic mean: " + str(self.arithmetic_mean))
48 print("lower whisker = " + str(self.minimum) + ",")
49 print("lower quartile = " + str(self.lower_quartile) + ",")
50 print("median = " + str(self.median) + ",")
51 print("upper quartile = " + str(self.upper_quartile) + ",")
52 print("upper whisker = " + str(self.maximum))
53

54 def __is_even(self, n):
55 return n % 2 == 0
56

57 def calculate(self):
58

59 """
60 Calculate statistics from data.
61 Individual calculations are described in comments.
62 """
63

64 sum_of_squares = 0;
65 lower_quartile_index_1 = 0
66 lower_quartile_index_2 = 0
67

68 # data needs to be sorted for median etc
69 self.data.sort()
70

71 # count is just the size of the data set
72 self.count = len(self.data)
73

74 # initialize total to 0, and then iterate data
75 # calculating total and sum of squares
76 self.total = 0
77 for i in self.data:
78 self.total += i
79 sum_of_squares += i ** 2
80

81 # the arithmetic mean is simply the total divided by the count
82 self.arithmetic_mean = self.total / self.count
83

84 # method of calculating median and quartiles is different for odd
and even count

85 if self.__is_even(self.count):
86
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87 self.median = (self.data[int(((self.count) / 2) - 1)] + self.
data[int(self.count / 2)]) / 2

88

89 if self.__is_even(self.count / 2): # even / even
90

91 lower_quartile_index_1 = (self.count / 2) / 2
92 lower_quartile_index_2 = lower_quartile_index_1 - 1
93

94 self.lower_quartile = (self.data[int(lower_quartile_index_1
)] + \

95 self.data[int(
lower_quartile_index_2)]) / 2

96 self.upper_quartile = (self.data[int(self.count - 1 -
lower_quartile_index_1)] + \

97 self.data[int(self.count - 1 -
lower_quartile_index_2)]) / 2

98

99 else: # even / odd
100

101 lower_quartile_index_1 = ((self.count / 2) - 1) / 2
102

103 self.lower_quartile = self.data[int(lower_quartile_index_1)
]

104 self.upper_quartile = self.data[int(self.count - 1 -
lower_quartile_index_1)]

105

106 else:
107

108 self.median = self.data[int((self.count + 1) / 2) - 1]
109

110 if self.__is_even((self.count - 1) / 2): # odd / even
111 lower_quartile_index_1 = ((self.count - 1) / 2) / 2
112 lower_quartile_index_2 = lower_quartile_index_1 - 1
113

114 self.lower_quartile = (self.data[int(lower_quartile_index_1
)] + \

115 self.data[int(
lower_quartile_index_2)]) / 2

116 self.upper_quartile = (self.data[int(self.count - 1 -
lower_quartile_index_1)] + \

117 self.data[int(self.count - 1 -
lower_quartile_index_2)]) / 2

118

119 else: # odd / odd
120 lower_quartile_index_1 = (((self.count - 1) / 2) - 1) / 2
121

122 self.lower_quartile = self.data[int(lower_quartile_index_1)
]

123 self.upper_quartile = self.data[int(self.count - 1 -
lower_quartile_index_1)]

124

125 # the data is sorted so the mimimum and maximum are the first and
last values

126 self.minimum = self.data[0]
127 self.maximum = self.data[self.count - 1]
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