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Abstract

A wireless network is vulnerable to a variety of network attacks such as man-in-
the-middle, scanning, denial-of-service, and brute-force login attacks. The increasing
use of Internet of Things (IoT) results in more targets for network attacks. IoT de-
vices are often not correctly security tested, and also the limited processing power
prevents the device to keep up with the newest security solutions available. Wire-
less systems rely on intrusion detection systems (IDSs) to avoid network attacks.
To not drain computational power and memory of the existing system, we in-
vestigate the possibility of using an external monitoring device (EMD) to harbor
an IDS. An EMD does not have the decryption key, therefore, the IDS is limited
to the encrypted network traffic. Due to the constant development of network
attacks, this thesis focuses on implementing an algorithm that detects anoma-
lies, not only pre-known attacks, to enable new unknown attacks to be detected.
Three anomaly detection algorithms are investigated. All algorithms utilize the
same method to try to separate normal network traffic from attacks, the k-Nearest
Neighbour (k-NN). The algorithms differ in network traffic flow modeling. The
first algorithm uses a statistical approach presented, the second algorithm uses
an autoencoder, and the third algorithm uses both the statistical approach and
an autoencoder.

We evaluate the algorithms on the dataset IoT Network Intrusion Dataset, which
is distributed by the Institute of Electrical and Electronics Engineers (IEEE). Un-
fortunately, the dataset contains insufficient data for the thesis’s method, mak-
ing it challenging to draw proper conclusions about the algorithms’ performance.
Nonetheless, the algorithms, particularly the third algorithm, showed promising
results for the denial-of-service attack, and therefore we propose further investi-
gation by using another dataset.

iii





Acknowledgments

Thanks to Per, Niclas, and Ema for all the feedback and support along the way.
Thanks to all the FOI employees and other thesis students at FOI for making the
office such a fun place.

Linköping, October 2020
Carolin Svensson

v





Contents

Notation ix

1 Introduction 1
1.1 Objective . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Delimitation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2 Theory 5
2.1 Internet of Things and Security Threats . . . . . . . . . . . . . . . . 5
2.2 Network Attacks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.3 Intrusion Detection System . . . . . . . . . . . . . . . . . . . . . . . 7
2.4 Anomaly Detection . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.4.1 Anomaly Threshold and k-Nearest Neighbour . . . . . . . . 10
2.5 Feature Extraction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.5.1 Statistical Feature Extraction . . . . . . . . . . . . . . . . . 12
2.5.2 Autoencoder . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.6 Performance Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.7 K-Fold Cross-Validation . . . . . . . . . . . . . . . . . . . . . . . . 18

3 Dataset 19

4 Method 21
4.1 Data Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
4.2 Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

4.2.1 Statistical Algorithm . . . . . . . . . . . . . . . . . . . . . . 23
4.2.2 Autoencoder Algorithm . . . . . . . . . . . . . . . . . . . . 23
4.2.3 Statistical Autoencoder Algorithm . . . . . . . . . . . . . . 24

4.3 Evaluation Method . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
4.3.1 Generalization Evaluation . . . . . . . . . . . . . . . . . . . 29
4.3.2 Hyperparameter Evaluation . . . . . . . . . . . . . . . . . . 30

5 Result 33
5.1 Traffic Analysis of Network Attacks . . . . . . . . . . . . . . . . . . 33
5.2 Results for the Generalization Evaluation . . . . . . . . . . . . . . 44

vii



viii Contents

5.3 Results for the Hyperparameter Evaluation . . . . . . . . . . . . . 45

6 Discussion 49

7 Conclusion 51
7.1 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

A IEEE Dataset 57

Bibliography 59



Notation

Abbreviations

Abbreviation Description

ARP Address resolution protocol
DDoS Distributed denial-of-service attack

DL Downlink
DoS Denial-of-service
DR Detection rate

EMD External monitoring device
FNR False negative rate
FOI Totalförsvartets forskningsinstitut (Swedish Defence

Research Agency)
FPR False positive rate
IAT Interarrival time
IDS Intrusion detection system

IEEE Institute of Electrical and Electronics Engineers
IoT Internet of Things
IP Internet protocol

ISY Institutionen för systemteknik (Department of Electri-
cal Engineering)

k-NN k-Nearest Neighbour
LSTM Long short-term memory
MAC Media access control

MITM Man-in-the-middle attack
ML Machine learning

MSE Mean square error
OSI Open Systems Interconnection
Pkts Packets
PL Packet length

SSH Secure shell
UL Uplink

WLAN Wireless local area network
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x Notation

Defined Parameters

Parameter Description

k k in k-Nearest Neighbour
Q Total number of packets within a window
u Arbitrary vector
v Vector of packets within a window
w Statistical feature vector
x Input to a neural network

Xtest Test data
Xtrain Training data
Xtune Tuning data
y Output from a neural network
z Code of an autoencoder
α Weights of a connection in a neural network
β Bias of a neuron in a neural network
χ Input to a neuron in a neural network
ψ Output from a neuron in a neural network

Defined Notation

Notation Description

◦̂ Estimate of ◦

Defined Functions

Function Description

f ( · ) Statistical vector function
σ ( · ) Activation function



1
Introduction

Technology has been rapidly developing for the latest decades, providing smart
solutions to everyday problems as well as solutions to large governmental issues.
It has become clear that technology is an integrated part of most people’s lives,
but the rapid advance has not entirely been without a downside. The latest
decades of positive technological breakthroughs have made countries develop
into highly technological societies, and as societies become more reliant upon
technology, crime has developed to target official and private businesses con-
ducted over the Internet. Network attacks have seen a rise in sophistication, and
the increase in devices has provided more targets [30]. In order to be a target for
a network attack the device has to be connected to a network, and out of all con-
nected devices, Internet of Things (IoT) devices have the lowest security standard
[16]. Security is often given a low priority within the development of IoT devices,
and IoT devices are often limited in memory, processing power, transmission ca-
pabilities, and battery power, which prevent IoT devices from utilizing available
up-to-date security solutions properly [31]. The lower security within IoT makes
IoT devices a natural target for network attacks such as man-in-the-middle at-
tacks (MITM), denial-of-service attacks (DoS) and distributed denial-of-service
attacks (DDoS) [3].

Having an intrusion detection system (IDS) is the security standard to de-
tect and prevent network attacks [23]. An IDS mainly operates in two ways:
traditional attack pattern recognition, known as signature-based detection, and
anomaly detection. Signature-based detection learns a predefined pattern of
known attacks to detect attacks similar to that pattern. Still, it lacks the ability
to detect new attacks that the system does not recognize. The approach based on
anomaly detection builds upon knowledge about normal data patterns. Anoma-
lies are defined as deviations from said normal data patterns. The crucial dif-
ference in detection capability is that anomaly detection can detect entirely new
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2 1 Introduction

attacks. In contrast, the traditional approach can only detect known attacks; this
makes the anomaly detection approach more versatile in detecting network at-
tacks in IoT devices.

Early anomaly detection IDSs were developed within the field of statistics [1].
Today most of the development has pivoted in the direction of machine learning
(ML). The capability of ML to learn complex patterns and behaviors has made
ML an increasingly popular solution for anomaly detection algorithms. However,
a drawback of using anomaly detection IDSs by utilizing ML is the number of
resources needed to train them. Many existing IoT devices and routers do not
have the memory or computational power to train or execute such algorithms
[21]. A solution to the limited memory and computational power in existing IoT
devices and routers is to introduce an external monitoring device (EMD), which
can harbor an ML-based anomaly detection IDS, monitor network traffic, and
detect attacks. However, an EMD does not have the decryption key, therefore,
the IDS is limited to the encrypted network traffic.

This thesis is done in collaboration with FOI (Swedish Defence Research Agen-
cy) in Linköping. FOI is a research institute and conducts research within the
field of defense, security, and safety.

1.1 Objective

The objective of this thesis is threefold. First, we examine the encrypted data that
an EMD monitors to see how network attacks affect the traffic flow. Second, we
analyze if an algorithm can be implemented via an ML-based anomaly detection
IDS to detect attacks in encrypted traffic flow data provided from an EMD. Third,
by employing an ML-based anomaly detection IDS on an EMD with a sufficient
amount of memory and computational power, we examine if the algorithms can
be generalized to detect a variety of network attacks.

1.2 Delimitation

This thesis employs three ML algorithms to detect attacks in network traffic flow
data. All algorithms utilize the same method to try to separate normal traffic
flow data from attacks, the k-Nearest Neighbour (k-NN), see Section 2.4.1. The
algorithms differ in network traffic flow modeling. The first algorithm uses a sta-
tistical approach presented in Radio Frequency Traffic Classification Over WLAN
[15], see Section 4.2.1, the second algorithm uses an autoencoder which is a type
of neural network, see Section 4.2.2, and the third algorithm uses both the statis-
tical approach and an autoencoder, see Section 4.2.3.

The algorithms are tested on the dataset IoT Network Intrusion Dataset [14] dis-
tributed by the Institute of Electrical Engineering (IEEE). The dataset includes
attack-recordings of scanning, man-in-the-middle, denial-of-service, and brute-
force logins. This thesis is, by the nature of the dataset, only able to study the
scanning, man-in-the-middle, denial-of-service, and brute-force logins. No other
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network attacks are included in this thesis, see Chapeter 3 for thorough descrip-
tion of the dataset.





2
Theory

The following chapter provides an overview of the underlying theory of this the-
sis. Section 2.1 offers necessary information about IoT and the related security
issues and Section 2.2 presents information about common network attacks. Sec-
tion 2.3 provides the theory about IDS and EMD and the motivation for the partic-
ular choice of using an EMD. Section 2.4 presents general information regarding
anomalies and anomaly detection, as well as the algorithms of choice of this the-
sis. Section 2.5 explains the feature extraction algorithms used in the proposed
algorithms. Section 2.6 handles the performance metrics used to evaluate the
algorithms.

2.1 Internet of Things and Security Threats

Internet of Things refers to everything from connected candles to connected ve-
hicles and are defined by IEEE as “Internet of Things envisions a self-configuring,
adaptive, complex network that interconnects ’things’ to the Internet through the use of
standard communication protocols” [22]. IoT devices are being deployed in several
different applications, such as the education system, healthcare system, agricul-
tural sector, infrastructure sector, and the industrial sector. IoT devices have in
common that they have sensors to process information about the physical world
and an Internet connection to enable a human interface [16]. The growth rate of
the number of IoT devices is high, and several market analysis companies predict
global increase from approximately five billion devices in 2015 to just over 75 bil-
lion devices by 2025 [30]. However, security is often given a low priority within
the development of IoT devices. The most common security issues are, according
to [16, 18]:

• Unencrypted data transmission: Due to the memory constraints and lim-
ited processing power, many IoT devices do not use encryption for data
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6 2 Theory

transmission. Unencrypted data makes it possible for network attacks to in-
tercept data containing sensitive information such as login credentials and
personal information.

• Outdated software: Many IoT devices never get their IDS updated and
instead run the same version as installed at the manufacturer during the
entire lifespan of the device. One of the resulting consequences is an out-
dated IDS. An IDS need regular updates to protect against newly discovered
attacks. Some IoT devices do not use an IDS at all.

• Default username and password: Many IoT devices use the same default
logins provided by the manufacturer. These logins do not often have high
complexity and can easily be accessed by testing possible combinations of
usernames and passwords.

• Backdoors: Sometimes the IoT manufacturer leaves a backdoor to enable
access to the device for remote support. The backdoor can maliciously be
used by an attacker to access the device.

2.2 Network Attacks

The security flaws can cause security breaches in the form of a variety of network
attacks. Some of the more common attacks are:

• Scanning: A scanning attack is usually the first step in any network attack
and is used to find potential targets or to find information about a specific
target [17]. When scanning, the attacker sends various requests and listens
to the responses to learn useful information. The scanning attacks consid-
ered in this thesis are port scan, which searches for open ports on a net-
work, and operating system (OS) scan, which tries to identify the operating
system of a target.

• Man-in-the-Middle: The man-in-the-middle attack is when the attacker
intervenes in the communication between two parties [4]. Everything that
the parties send to each other, and all the responses back passes through the
attacker. The attacker can then observe or manipulate the messages with-
out the targets being aware of the attacker. The address resolution protocol
(ARP)-based MITM attack is the MITM attack of the dataset used in this
thesis. The ARP protocol is used in the data link layer to map network ad-
dresses to the media access control (MAC) addresses [24]. ARP connects an
Internet protocol (IP) address with a MAC address. When the user wants
to communicate with another user in the same network, it sends an ARP
request to all devices connected to the network looking for a specific IP ad-
dress. The user with the requested IP address replies with its MAC address.
Because no authentication mechanism is implemented, an attacker can in-
tervene in their communication by putting its own MAC address to match
the other user’s IP address.
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• Denial-of-Service: A denial-of-service (DoS) attack attempts to disrupt a
system or server to make the system unavailable to users [19]. A DoS attack
is typically done by flooding the target system with more requests than it
can handle. The simple implementation structure and the possible severe
consequences make DoS a commonly used attack technique. The attack is
also hard to counter since the Internet is fundamentally built on being ac-
cessible by everyone. To flood a system or server, an attacker needs equal or
more capacity than the target. If the target is a server of high capacity, often
multiple synchronized attackers are required. A single attacker can solve
this by remotely controlling other systems, a so-called botnet, and instruct
the other systems to perform flood attacks against the specific target. This
is called distributed denial-of-service (DDoS), and due to the low security
of IoT devices, they are a preferred instrument in DDoS attacks. Since many
IoT devices have low processing power, a significant number of devices are
often required to launch DDoS attacks against a high capacity server. DDoS
attacks have caused some of the most severe disruptions on the Internet and
shut down servers of essential community functions [30].

• Telnet Brute-force: Telnet is a protocol used on the Internet or local area
network to provide remote login [16]. Telnet was created in 1969 and has
because of the low security been phased out in favour of other techniques
such as the Secure Shell protocol (SSH) [8]. The Telnet protocol uses no
encryption for data transmission and no brute-force protection [16]. De-
spite the low security, many IoT devices still use Telnet due to its simplicity,
which makes the devices easy targets for attacks such as brute-force attacks.

One notable attack was the Mirai attack in 2016 [2]. The attack took advan-
tage of IoT devices with default factory username and password, for example
“root”, “admin”, “user” etc, in a brute-force manner. Enabled by the Telnet prot-
col, the Mirai attack logged onto IoT devices, which still used the factory default
username and passwords. The IoT devices formed a botnet which was used to
perform DDoS attacks. The source code for Mirai was publicly released, which
lead to copycat attacks.

2.3 Intrusion Detection System

To prevent network attacks, it is necessary to develop and maintain tools capable
of detecting malicious intrusions; these tools are referred to as intrusion detection
system (IDS) [31]. An IDS is a software whose primary role is to detect unautho-
rized access to a device or a network. An IDS is often composed of sensors, an
analysis engine, and a reporting system. The sensors collect the data, the anal-
ysis engine investigates the data to try to identify intrusions, and the reporting
system alarms the user of a potential attack.

The IDS examined in this thesis is an IDS harbored at an external monitoring
device (EMD) in an encrypted network, inspired by [15]. An IDS is traditionally
placed at the device, the router, or the dedicated host we want to monitor [31].
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Figure 2.1: IDS classification tree for IoT devices using the categorization
presented in [31]. The IDS categories of this thesis is colored in green.

An IDS placed at each device is called distributed IDS, and an IDS placed at
the router or host is called centralized IDS. A drawback of placing an IDS on an
already existing part of a network is that the IDS will utilize the limited resources
of the particular part. An EMD is an external device whose single task is to
host an IDS and can therefore be implemented on an existing system without
draining the computational power of the current system [15]. As the EMD is
an external device, it does not have access to a decryption key. The EMD can
then easily be added to networks that handle sensitive information. However, the
available information at the EMD is limited to information in encrypted traffic.
The available information depends on the network architecture layer that the
IDS operates in: the physical layer, the network layer, or the application layer
[31]. The physical layer is the infrastructure around transmitting bits of data over
the physical medium. The network layer processes data packets into encrypted
data-frames to be transmitted over the physical medium. The application layer
is responsible for the interface and interaction with the user. In this thesis, the
IDS is limited to the encrypted part of the network layer, making the available
information limited to the packet length, the time the packet was sent or received,
and whether the data was sent uplink or downlink [15].

IDS detection methods are often classified into four types of algorithms: signat-
ure-based, anomaly-based, specification-based, and a combination of the previ-
ous categories [31]. Signature-based detection matches the traffic to the behavior
of known attacks and is therefore effective at identifying known attacks. How-
ever, signature-based detection lacks the ability to detect new attacks that the IDS
does not recognize. Anomaly-based detection and specification-based detection
try to identify if the ongoing traffic deviates from the normal traffic flow. There-
fore, these detection strategies have the ability to detect new unknown types of at-
tacks. The difference between anomaly-based detection and specification-based
detection is the method of determining the pattern of normal traffic. Anomaly-
based detection employs statistical or ML algorithms to learn the normal traffic
pattern. ML is a popular solution for anomaly detection algorithms because of the
capability to learn complex patterns. In specification-based detection, a human
manually defines the specifications for the normal traffic. ML-based anomaly de-
tection is the detection method chosen in this thesis.

Figure 2.1 shows an IDS classification tree using the IoT specilized catogori-
tazion presented in [31]. The IDS categories of this thesis is colored in green.
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2.4 Anomaly Detection

Douglas Hawkins describes in his book Identification of Outliers [12], 1980, out-
liers as: “An outlier is an observation which deviates so much from the other observa-
tions as to arouse suspicions that it was generated by a different mechanism.”. There
are many possible origins of an outlier. It might be due to an instrumental error
caused by imperfections in equipment, it might be due to a blunder when col-
lecting data, or it might be due to a random variation without any specific cause.
Then there is the possibility that the outlier does not originate from some error
or an honest mistake but instead, as will be described in this thesis, caused by
malicious activity from a network attack.

There are three main categories of anomalies: point anomalies, collective
anomalies, and contextual anomalies [1]. An observation is classified as a point
anomaly if just that single observation deviates from all other observations within
the dataset. Collective anomalies are when a subset of the dataset deviates collec-
tively, which in turn gives probable cause to believe that the subset was created
by some other mechanism than the rest of the dataset. A noteworthy aspect of
collective anomalies is that only the subset of a collective of observations is re-
garded as an anomaly, which leaves every single observation the benefit of the
doubt, meaning that any single observation in the subset is not necessarily re-
garded as an anomaly. Contextual anomalies are when an observation is consid-
ered an anomaly in a specific context and not in another context. Contextual
anomalies can be both point anomalies or collective anomalies. Point, collective
and contextual anomalies are shown in Figure 2.2. Outliers will henceforth be
known as anomalies, as anomalies and outliers represent the same phenomena.

Anomaly detection is the process of identifying anomalies [1]. This can be
done by first applying an algorithm on a dataset representing normal data. When
the algorithm recognizes normal data, the detection of deviations from said nor-
mal becomes possible, and anomalies can be identified.

In the early years of anomaly detection, algorithms were built upon a statis-
tical framework where the focus was to be as mathematically precise as possible
[1]. The disadvantage of this approach is that the models often had to be simpli-
fied. A lot has happened since the early developments of anomaly detection, and
progress has been made both in software and hardware. The hardware can do
more operations and store and process larger amounts of data while the software
enables processing of larger amounts of data in an easier-to-use way. The progress
has led to the ability to employ machine learning algorithms in anomaly detec-
tion as it offers improved capability in learning complex patterns and behaviours.
Although offering improved capabilities for anomaly detection, the complexity
and intricacy of ML algorithms pose new challenges.

Anomaly detection algorithms have also shown to have a high false alarm rate,
meaning that some observations are classified as anomalies even though they are
normal observations [1]. The cause of the high false-alarm rate is often due to
datasets having outliers or normal data behaving in a new manner, which have
to be considered when implementing an anomaly detection algorithm.
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(a) Point anomaly. (b) Collective anomaly.

(c) Contextual anomaly.

Figure 2.2: Three different categories of an anomaly: point anomaly, collec-
tive anomaly, and contextual anomaly. The anomaly is colored in green.

2.4.1 Anomaly Threshold and k-Nearest Neighbour

Douglas Hawkins described anomalies as an observation deviating so much as to
give cause to believe that it was generated by a different mechanism [12]. This
leaves room to argue what observations should be viewed as an anomaly and
what observations should not. Simply put, the algorithm in charge of identify-
ing anomalies needs a threshold to adhere to as an anomaly decision cannot be
arbitrary. One simple form of such a threshold can be obtained by taking the
dataset’s distribution and classifying any observation more than three standard
deviations from the mean as an anomaly [1]. It is also possible to determine if the
observation is an anomaly or not through the distance, in some space, between
observations, which will be used in this thesis. Distance measuring to decide
whether an observation is an anomaly or not can be done with an anomaly detec-
tion modified version of the k-Nearest Neighbour (k-NN) classification algorithm
[1].

The k-NN classification algorithm builds upon the principle that similar ob-
servations appear near each other with respect to some distance in some space.
Given an observation, the algorithm calculates the Euclidean distance to the k
nearest neighbouring observations in a feature space, and the input is given the
class of the majority [20]. The k-NN algorithm demands high computational
power, which increases with larger data set. When calculate the k nearest neigh-
bour of a new observation a comparison have to be done with each observation
within the training data. With a dataset containing N observations, the opera-
tions required are of size O(N2).

To better fit into anomaly detection, the k-NN algorithm is adjusted to give
an idea of how far an observation is from its neighbouring normal observations.
The idea is that anomalies are located at a larger distance from its nearest neigh-
bouring normal observation than most of the normal observations. The distance
can be calculated by different methods, the methods considered in this thesis are
[33]:

• Largest k-NN: calculates the distance to the kth nearest neighbour, see Fig-
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Figure 2.3: Anomaly detection of a new observation (green) using k-NN
where k = 3. A pre-decided anomaly threshold compares the distance to
the third nearest neighbour. The threshold shown in this figure classifies the
new observation as an anomaly.

ure 2.3.

• Average k-NN: calculates the average distance to the k nearest neighbours.

• Median k-NN: calculates the median distance to the k nearest neighbours.

k-NN is popular in anomaly detection and has proved good performance in dif-
ferent applications [1, 15].

2.5 Feature Extraction

Network traffic contains a set of packets sent over a network. One method to
detect collective anomalies within network traffic is to divide the packets into
subsections to detect collective anomalies within the network traffic, henceforth
known as windows. By dividing the network traffic into windows, collective infor-
mation about packets within the window can be gathered and be used as input
features in an anomaly detection algorithm. The now windowed network traffic
also simplifies the process of anomaly detection. In short, this turns collective
anomalies into point anomalies. Therefore, a point anomaly detection algorithm
can be used, which allows for a simpler algorithm requiring lower computational
power and less memory.

The window size must be carefully chosen as several factors affect and are
affected by the window size. A too small window will not satisfy in capturing col-
lective anomalies since the information available in the wide traffic flow will not
be discovered. On the other hand, a too large window will cripple the ability of
the algorithm to distinguish anomalies, as each observation and possible anomaly
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has a too-small impact to be noticed in a too-large window. The window must be
very precise to meet both the collective anomaly recognition requirement and
still be small enough to get variation in the data.

The two feature extraction algorithms used in this thesis differentiate from
each other in framing the window, where the statistical feature extraction algo-
rithm divides data into windows by time, and the autoencoder algorithm divides
data into windows by the number of packets. In the statistical feature extraction
algorithm, which divides data into windows by time, the number of packets in-
side a window varies from window to window. In contrast, the autoencoder has
a fixed window size over time in terms of packets within a window.

To lower the possibility of missing important patterns, an overlapping win-
dow can be used. An overlapping window slows done an algorithm due to the
managing of redundant information but also strengthens the ability of the algo-
rithm to pick up on patterns that could otherwise be lost. Therefore, the overlap
should be selected as the largest overlap that does not slow down the algorithm
more than what can be allowed for the wanted task.

2.5.1 Statistical Feature Extraction

The article Radio Frequency Traffic Classification Over WLAN [15] presents a meth-
od that divides packets into time-based windows and extracts features based on
window feature-statistics. The method uses the vector function f , which takes a
vector u as input. This function, in turn, applies ten statistical functions: mean,
median, mode, standard deviation, maximum, minimum, range, skewness, kurtosis
and summation, to the vector u. The statistical functions are described in Table
2.1. The statistical functions are scalar functions. As an example, fmean is calcu-
lated by

fmean(u) =
1
I

I∑
i=1

ui , (2.1)

where I is the length of the vector u. The vector function f is expressed as

f (u) =



fmean(u)
fmedian(u)
fmode(u)
fstd(u)
fmax(u)
fmin(u)
frange(u)
fskew(u)
fkurtosis(u)
fsum(u)


, (2.2)

where u is a vector. In [15], the input to f is attributes of a time-based window
of network traffic. The used attributes are the packet length (PL) and the inter-
arrival time (IAT) of packets within that window. Since the difference between
characteristics of the direction uplink (UL) or downlink (DL) within a window,
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Table 2.1: The statistical metrics used in statistical feature extraction and
their corresponding description.

Metrics Description
Mean The sum of values divided by the number of val-

ues.
Median The value separating the higher half from the

lower half of a set of values.
Mode The value in a set of values that occurs the most

frequently.
Standard deviation The amount of variation of a set of values.
Maximum The largest value of a set of values.
Minimum The smallest value of a set of values.
Range The difference between the largest and smallest

values in a set of values.
Skewness The measure of symmetry of a set of value in rel-

ative to a normal distribution [29].
Kurtosis The measure of whether the set of values has a

fatter tail or smaller tail compared to a normal
distribution [29].

Summation The summation of a set of values.

packets sent UL, and DL are held separately. This results in the division: PL
of packets sent UL, PL of packets sent DL, IAT of packets sent UL, and IAT of
packets sent DL. Also, the ratio between UL and DL is used. The six divisions are
then used as input to the vector function f which results in 10 · 2 · 3 = 60 features.
Three extra features are calculated based on the total number of packets sent UL
and DL. For each window j, the feature vector is then expressed as

w(j) =
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, (2.3)

where f is the vector function in (2.2), v
P L,UL

(j) and v
P L,DL

(j) is the PL of packets
within the jth window sent UL and DL, v

IAT ,UL
(j) and v

IAT ,DL
(j) is the IAT of

packets within the jth window sent UL and DL and, Q
UL

(j), Q
DL

(j) is the number
of packets within the jth window, this results in w(j) ∈ R63x1. The vector division
used to calculate the ratio between UL and DL is done element-wise.
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2.5.2 Autoencoder

An autoencoder is an algorithm within the field of artificial neural networks and
is useful in tasks such as data dimensionality reduction, feature extraction, and
data reconstruction [32]. To better understand autoencoders, an understanding
of neural networks is needed. A neural network is a computational network in-
spired by the biological nervous system. The goal is to approximate some func-
tion y = g(x) by a given input x [20]. Neural networks are made up of multiple
layers. The layers are categorized into an input layer, one or more hidden layers,
and an output layer. The input x passes through the network from the input
layer, through the hidden layers until it reaches the output layer. The input to
each layer is a linear combination of the previous layer that has passed through
a linear or non-linear activation function. Each layer consist of multiple neurons.
In a fully connected neural network, each neuron is connected to all the neurons
in the neighbouring layers, see Figure 2.4a. By increasing the number of layers
and/or neurons, the network can approximate a function of higher complexity.

A neural network is trained by using examples of inputs and the correspond-
ing correct output. During the training process, each example input, xl , propa-
gates through the network and reaches the output layer that gives an output ŷl .
The difference between one or multiple outputs and its corresponding correct out-
put is summarized in a loss function. When training a neural network, the goal
is to find the minimum of the loss function, which implies that the network’s out-
put and the correct output are the most similar. Two commonly used loss func-
tions are the mean square error (MSE) and the cross-entropy. The cross-entropy
is commonly used for classification problems and autoencoders with input [0,1].
However, MSE is more suitable for an autoencoder where the input can assume
more than two values. For example, if the possible values are within the range of
[0,1], MSE will treat all values equally, whereas cross-entropy will punish values
near 0.5 more than values near 0 and 1. MSE is the loss function used in this
thesis. For L training inputs, MSE is calculated by

MSE =
L−1∑
l=0

(ŷl − yl)
2, (2.4)

where ŷl is the output from the network and yl is the correct output [20]. To ad-
just the network to better fit the wanted output, back-propagation is used. Back-
propagation sends the loss backward in the network to adjust the parameters of
the network to lower the loss in the next iteration. An iteration can be done after
each training input or after a couple of training inputs called batch. To determine
the direction and size of the adjustment, the gradient descent optimization function
can be used. The gradient descent optimization function seeks a local minimum
of the loss function. This process continues until all training data has been sent
through the entire network once, or more commonly, multiple times. Each time
the data is sent through the network is referred to as a epoch.

The parameters of a neural network are the weights and the bias where each
weight is associated with a connection between two neurons in the network, and
the bias is associated with each neuron [20]. When data propagates through the
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network, at each neuron the data and the weight are multiplied and then summed
up together with a bias. For a neuron η with M connecting neurons in the previ-
ous layer, the output from the neuron is expressed as

ψη = σ

M−1∑
m=0

αm,ηχm,η + βη

 , (2.5)

where χm,η is the input to the neuron η from the mth connection, αm,η is the
weight of the mth connection, βη is the bias and σ is the activation function. The
activation function mimics a biological neuron’s firing rate and depending on
the wanted effect, different activation functions can be chosen. Three commonly
used activation functions are: the linear function, the ReLU function and, the tanh
function. Let

∑M−1
m=0 αm,ηχm,η + βη be denoted ω then the activation functions are

• The linear function: σ (ω) = ω,

• The ReLU function: σ (ω) = max(0, ω),

• The tanh function: σ (ω) = 2
1+e−2ω − 1,

which are illustrated in Figure 2.5. The output from each neuron is then for-
warded to the neurons in the next layer. An illustration of a single neuron is
shown in Figure 2.4b.

To make the learning process smoother, batch normalization can be used [13].
Batch normalization normalizes the output from the activation function. It thereby
ensures that the weights within the network do not become excessively high or
low, which gives an imbalance within the network and, in turn, slows down
the learning process. Batch normalization uses the mean and standard devia-
tion of the values within the current batch. To make the normalization more
adaptive, normalization-parameters are applied to each layer. The normalization-
parameters are updated during training in the same way as the other parameters
of the network.

An autoencoder is a neural network that is trained to reconstruct a given in-
put as its output [20]. The function is given by g(x) = x̂ ≈ x and during training
the autoencoder tries to minimize difference between the input x and the output
x̂. An autoencoder consists of three parts: an encoder, a decoder, and the code.
The autoencoder used in this thesis is an undercomplete autoencoder where the
encoder is assinged to represent the input in a lower dimension, the code [9].
The decoder is then used to produce a reconstruction of the original input from
the low-dimensional code. A simple undercomplete autoencoder with a single
encoding layer and a single decoding layer is illustrated in Figure 2.6. An under-
complete autoencoder can also be illustrated by the set of criteria

Encoder: x→ z

Code: z (2.6)

Decoder: z→ x̂
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Input

Hidden	layers

Output
...

...

...

...

(a) Fully connected neural network.

...

(b) Single neuron.

Figure 2.4: Illustration of a fully connected neural network and a single
neuron in a fully connected neural network.

(a) Linear function. (b) ReLU function. (c) Tanh function.

Figure 2.5: Three different types of activation functions: the linear function,
the ReLU function, and the tanh function.
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Encoder Decoder

Code

Figure 2.6: Example of an autoencoder which compresses the input data of
four-dimensional into a two-dimensional compressed code to then recreates
the data into four-dimensional.

where x, x̂ ∈ R
N , z ∈ R

P and N > P . Because the autoencoder is forced to rep-
resent the input in a lower dimension, the encoder is forced to capture the most
important information of the input data during the training process. After the
training process, the encoder and decoder can recreate the specific data they
trained on. This property of an autoencoder can be used for feature extraction
to an anomaly detection algorithm [32]. The goal when using an autoencoder in
anomaly detection is that an autoencoder trained on normal data will have an
encoder which is good at compressing normal data [32]. When an encoder en-
counters an anomaly, the encoder will then not be as good at compressing the
anomaly. The lower dimension representation of the anomaly will then differ
from the lower dimension representation of the normal data, and a point anomaly
detection algorithm can be used to distinguish normal and anomaly. The autoen-
coder described above is well-trained, which is not always the case. Even a well-
trained autoencoder will not always behave as wanted.

The number of neurons in the compressed space has to be carefully chosen
[20]. A larger number of neurons most often leads to less compression, allowing
the autoencoder to reconstruct the input better. However, a too large number of
neurons could result in the autoencoder also being able to reconstruct attack data
as well as normal data. Similarly, a too small number of neurons could make the
input too compressed, resulting in an autoencoder that can not reconstruct the
normal data and, therefore, not distinguish between normal and attack data.

2.6 Performance Metrics

Anomaly detection IDS algorithms traditionally use three metrics to measure per-
formance: false positive rate (FPR), false negative rate (FNR), and detection rate
(DR) [23]. Simply put, FPR is the same as a false alarm rate i.e. the fraction of
normal data wrongly classified as anomalies, FNR is the same as the miss rate i.e.
the fraction of anomalies that were wrongly classified as normal data and DR is



18 2 Theory

the fraction of anomalies that was correctly classified as anomalies. These met-
rics are based on the calculation of true positives, false positives, true negative,
and false negative, and they are easiest presented in a confusion matrix, see Ta-
ble 2.2, where each row represents the true class and each column represents the
predicted class. From Table 2.2, FPR, FNR and DR can be derived:

FPR =
false positives

false positives + true negatives
(2.7)

FNR =
false negatives

false negatives + true positives
(2.8)

DR =
true positives

true positives + false negatives
. (2.9)

Table 2.2: Confusion Matrix.

Predicted
Actual Anomaly Normal
Anomaly True Positive False Negative
Normal False Positive True Negative

2.7 K-Fold Cross-Validation

K-fold cross-validation is a method that can be used for different causes, often to
get a less biased algorithm or less an optimistic performance estimate [20]. This
thesis will use K-fold cross-validation to get a more reliable performance when
evaluating the algorithms. K-fold cross-validation divides the dataset into K sub-
sets of equal size. One of the K sets is used for validation, and the other K − 1
sets are used for training [20]. The procedure iterates K times, where each set
will be used as the validation set one time. K-fold cross-validation is illustrated
in Figure 2.7. The total performance is then calculated by the mean of the per-
formance for each iteration. By doing this, the calculated performance is more
reliable. The validation set is henceforth the tuning data.

Iteration	1

Iteration	2

Iteration	3

...
Iteration	K

Performace	1

Performace	2

Performace	2

Performace	K

Figure 2.7: Illustration of K-fold cross-validation. Blue represents the vali-
dation set and grey represent the training sets.
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Dataset

The dataset used in this thesis is the IoT Network Intrusion Dataset which is dis-
tributed by IEEE for academic purposes [14]. The dataset contains recordings
of network traffic from a wireless environment (IEEE 802.11 standard) and con-
tains both recordings of synthetic and real-world data. Two IoT devices, a Wi-Fi
candle and a Wi-Fi camera, some laptops and smartphones were connected to
the wireless network where the IoT devices were the ones exposed to network
attacks. To limit the thesis, we will only use the traffic data from the Wi-Fi cam-
era. The Wi-Fi camera is chosen over the Wi-Fi candle because the recordings
from the Wi-Fi camera do contain more traffic than the Wi-Fi candle. The dataset
consists a total of 21 raw network packet files (pcap) for the Wi-Fi camera with
two to three files for each attack and one file for benign traffic. A summary of the
various types of network attacks is described in Table 3.1. A distinction must be
made between Mirai botnet attacks and the other attacks in the dataset. When
a device is part of a Mirai botnet, the device is the one performing the attack at
an external server. In the other attacks in the dataset the Wi-Fi camera is the tar-
get of the attack. The total proportion of normal traffic and attack traffic in the
dataset is approximately 55% and 45%, respectively. Depending on the type of
attack, the proportions vary. For a more detailed description of the dataset, see
Appendix A. Since the objective is to evaluate an EMD, only features available
without decrypting the network layer packets. The features used are: PL, IAT,
and if the packet was sent UL or DL. The dataset is henceforth called the IEEE
dataset.

19
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Table 3.1: A summary of the network attacks in the IEEE dataset [14] for the
Wi-Fi camera.

Category Number of
Packets

Total Time [s] Ratio
Normal/
Attack

Benign 128078 513.7 1/0
MITM 126427 321.8 1/1
DoS 102314 43.0 1/1
Port scan 251393 209.2 31/1
OS scan 176866 209.2 102/1
ACK flooding 96450 294.2 3/2
HTTP flooding 63866 294.2 11/1
Telnet brute-force 135942 303.7 114/1



4
Method

This chapter provides an overview of the method, divided into three sections.
Section 4.1 presents how the dataset described in Chapter 3 is preprocessed to
fit this thesis’s purpose and divided into training, tuning, and test data. Section
4.2 presents the three algorithms used and Section 4.3 presents the two methods
used to evaluate the algorithms.

4.1 Data Preprocessing

The IEEE dataset contains multiple pcap-files of raw network traffic of benign
traffic and attack traffic. The files from the data used in this thesis are the files
containing the Wi-Fi camera network traffic exposed to the attacks: MITM, DoS,
port scan and OS scan, and the same Wi-Fi camera performing the attacks: ACK
flooding, HTTP flooding, and Telnet brute-force. All files containing the same
type of attack is added together to one file for each attack. The raw network
traffic is converted into bin-files to become more manageable. Any information
not available at an EMD is removed, meaning that all information but PL, IAT,
and direction (UL or DL) is removed.

If an attack file contains a vast majority of attack traffic, the algorithm’s result
can be misleading. The algorithm could classify all traffic as an attack, even
though a couple are normal, and still have a low fail-rate. This is the case for
the network attack DoS and MITM in this dataset. To avoid getting a misleading
result, some of the benign traffic was added to those files.

To employ the dataset into the algorithms, the dataset needs to be split into
training data, Xtrain, tuning data, Xtune, and test data, Xtest. The benign traffic is
used as training data since the anomaly detection algorithms employed are only
allowed to train on normal data, leaving the attack data for test data. For the
two evaluation methods employed; the generalization evaluation and the hyperpa-

21
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Table 4.1: Table showing how the IEEE dataset was split into training, test,
and tuning data for the two evaluation methods used: the generalization
evaluation and the hyperparameter evaluation.

(a) Training, test, and tuning data for the generalization evaluation.

Name Category Proportion Total number of packets

Xtrain Benign 80% 102462
Xtest,mitm MITM + benign 70% + 10% 101142
Xtune,mitm MITM + benign 30 % + 10% 25285
Xtest,dos DoS + benign 70% + 10% 81851
Xtune,dos DoS + benign 30 % + 10% 20463
Xtest,port Port scan 70% 201114
Xtune,port Port scan 30 % 50279
Xtest,os OS scan 70% 141493
Xtune,os OS scan 30 % 35373
Xtest,ack ACK flooding 70% 77160
Xtune,ack ACK flooding 30 % 19290
Xtest,http HTTP flooding 70% 51093
Xtune,http HTTP flooding 30 % 12773
Xtest,brute Telnet brute-force 70% 108754
Xtune,brute Telnet brute-force 30 % 27188

(b) Training, test, and tuning data for the hyperparameter evaluation.

Name Category Proportion Total number of packets

Xtrain Benign 80% 102462
Xtune Benign 10 % 25616
Xtest,mitm MITM + benign 100% + 10% 126427
Xtest,dos DoS + benign 100% + 10% 102314
Xtest,port Port scan 100% 251393
Xtest,os OS scan 100% 176866
Xtest,ack ACK flooding 100% 96450
Xtest,http HTTP flooding 100% 63866
Xtest,brute Telnet brute-force 100% 135942
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rameter evaluation, 80% of the benign is used as the training data and 20% of the
benign traffic is added to the DoS and MITM traffic: 10% to the test data and
10% to the tuning data. However, the attack traffic is split differently for the two
evaluation methods. For the generalization evaluation, tuning data from each at-
tack is required to optimize the algorithms’ hyperparameters. 30% of the attack
data for each attack is used as the tuning data, resulting in 70% of the attack data
being the test data. For the hyperparameter evaluation, no tuning attack data is
needed and therefore all attack data is used as test data. Table 4.1 shows how the
dataset was divided for the two evaluation methods.

4.2 Algorithms

In this section, the three algorithms employed in this thesis are presented: the
statistical algorithm, the autoencoder algorithm, and the statistical autoencoder algo-
rithm. The three algorithms utilize the same method to separate normal traffic
flow data from network attacks, k-NN, but use different ways to produce the in-
put to the k-NN algorithm. The statistical algorithm uses a statistical approach,
the autoencoder algorithm uses an autoencoder, and the statistical autoencoder
algorithm is a combination of the two formers. The statistical autoencoder algo-
rithm first uses the same statistical approach as in the statistical algorithm, which
output is used as input to the same autoencoder as in the autoencoder algorithm.

The programming language of choice to implement the algorithms and run
the evaluation testing in is Python. Python has many frameworks and libraries
with high simplicity and flexibility for ML. The main library used is Scikit-learn
that held many ML algorithms [10]. Scikit-learn is built on NumPy, SciPy, and
matplotlib. NumPy is a library that provides multi-dimensional array analysis
that is precompiled for higher performance. SciPy is a library that provides ef-
ficient algorithms for mathematical operations. Matplotlib is a visualization li-
brary. The Tensorflow framework, which is commonly used for neural networks,
is used to build and train the autoencoder [11].

4.2.1 Statistical Algorithm

The statistical algorithm uses the statistical approach presented in Section 2.5.1
to extract features and the k-NN algorithm from Section 2.4.1 to perform anomaly
detection. The flowchart of the statistical algorithm is shown in Figure 4.1.

4.2.2 Autoencoder Algorithm

The autoencoder algorithm uses an autoencoder to extract features and the k-NN
algorithm from Section 2.4.1 to perform anomaly detection. The flowchart of the
autoencoder algorithm is presented in Figure 4.2.

A simple autoencoder structure is chosen containing five fully connected lay-
ers. The architecture of the autoencoder is presented in Table 4.2 displaying code
layer size, activation function, and trainable parameters for each layer in the net-
work. The code layer size is the number of neurons within that layer. The size
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Table 4.2: Autoencoder network architecture displaying size, activation
function, and trainable parameters for each layer in the network. Rn is the
number of neurons in the nth layer.

Layer Size Activation
Function

Number of Trainable
Parameters

Input RI×1 Linear 0
Batch nor-
malization

RB1
×1 - 4RB1

Encoder RE×1 ReLu RE(RI + 1)
Batch nor-
malization

RB2
×1 - 4RB2

Code RC×1 ReLu RC(RE + 1)
Batch nor-
malization

RB3
×1 - 4RB3

Decoder RD×1 ReLu RD (RC + 1)
Batch nor-
malization

RB4
×1 - 4RB4

Output RO×1 Linear RO(RD + 1)

of the input and output layer depends on the length of the input vector. The
other layers are chosen depending on the code layer. The size of the encoder and
decoder layer was four times larger than the code layer i.e. with the size of the
code layer being RC × 1 then the size of the encoder and decoder layer is 4RC×1.
To make the learning process smoother, in between each layer is a layer used for
batch normalization. The compression ratio of an autoencoder depends on the
size of the input layer and the code layer size. For example, if the input size is 60
and the code layer size is six, the compression ratio is 60/6 = 10. All the layers
except for the input and output layer uses the ReLu activation function. The last
layer uses the linear activation function since the inputs can have negative values,
and we need the outputs to be in the same range. Additionally, MSE was used as
the loss function, and the autoencoder was trained for 100 epochs with a batch
size of 32 samples. The trainable parameters of an autoencoder are the weight
for each connection in the network and each bias of the neurons. Also, the batch
normalization has four trainable parameters for each batch normalization layer.
The number of trainable parameters for our autoencoder depends on the sizes of
the layer and is shown in Table 4.2 for each layer.

4.2.3 Statistical Autoencoder Algorithm

The statistical autoencoder algorithm is a combination of the statistical algorithm
and the autoencoder algorithm. First, the statistical autoencoder algorithm uses
the statistical approach presented in 2.5.1 to extract features from raw network
traffic and then an autoencoder to reduce the dimension of the statistical features.
The dimension reduction can be seen as a feature extraction method, making the
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statistical autoencoder an algorithm of two feature extraction methods. The re-
duced dimensional features are then used as input to the k-NN algorithm from
Section 2.4.1 to perform anomaly detection. The autoencoder is the same as de-
scribed in Section 4.2.3. The flowchart of the statistical algorithm is shown in
Figure 4.3.
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Extract	features	from	the
windowed	Xtrain,	Xtune	and	Xtest

using	statistical	feature
extraction

Normalize	Xtrain,stat	to	zero
mean	and	unit	vairiace	

Normalize	Xtest,stat	and	Xtune,stat	
using	the	same	scaler	as	to

normalize		Xtrain,stat

Pre-decided	threshold?
NoYes

For	each	datapoint	in	Xtest,stat	
the	distance	to	the	kth	nearest

neighbour	in	Xtrain,stat	is	calculated

	The	chosen	threshold	is	the
largest,	which	classifies	98%
of	Xtune,stat		as	as	normal.

k-NN	method?

For	each	datapoint	in	Xtest,stat	the
average	distance	to	the	k	nearest

neighbour	in	Xtrain,stat	is	calculated

For	each	datapoint	in	Xtest,stat	the
median	distance	to	the	k	nearest

neighbour	in	Xtrain,stat	is	calculated	

Largest	k-NN
Average	k-NN

Median	k-NN

Each	datapoint	in	Xtest,stat	is
classified	as	either	an	anomaly	or
normal	based	on	the	calculated
distance	and	anomaly	threshold

Divide		Xtrain,	Xtune	and	Xtest	
into	overlapping	windows	
of	a	fixed	time	intervall

Figure 4.1: Flowchart of the statistical algorithm. The statistical feature ex-
traction is presented in Section 2.5.1 and the k-NN methods is presented in
Section 2.4.1.
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Divide		Xtrain,	Xtune	and	Xtest	into
overlapping	windows	of	a	fixed
number	of	packets	within	each

window

Normalize	Xtrain,low	to	zero
mean	and	unit	vairiace	

Normalize	Xtune,low	and	Xtest,low	
using	the	same	scaler	as	to

normalize		Xtrain,low

Pre-decided	threshold?
NoYes

For	each	datapoint	in	Xtest,low	the
distance	to	the	kth	nearest

neighbour	in	Xtrain,low	is	calculated

	The	chosen	threshold	is	the
largest,	which	classifies	98%
of	Xtune,low	as	as	normal.

k-NN	method?

For	each	datapoint	in	Xtest,low	the
average	distance	to	the	k	nearest

neighbour	in	Xtrain,low	is	calculated

For	each	datapoint	in	Xtest,low	the
median	distance	to	the	k	nearest

neighbour	in	Xtrain,low	is	calculated	

Largest	k-NN
Average	k-NN

Median	k-NN

Each	datapoint	in	Xtest,low	is
classified	as	either	an	anomaly	or
normal	based	on	the	calculated
distance	and	anomaly	threshold

Represent	Xtrain,wind,	Xtune,wind	
and	Xtest,wind	in	a	lower

dimension	by	using	the	encoder	of
the	autoencoder,	resulting	in	

Xtrain,low,	Xtune,low	and	Xtest,low

Train	an	autoencoder
using	Xtrain,wind

Figure 4.2: Flowchart of the autoencoder algorithm. The autoencoder is pre-
sented in Table 4.2 and the k-NN methods is presented in Section 2.4.1.
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Divide		Xtrain,	Xtune	and	Xtest	
into	overlapping	windows	
of	a	fixed	time	intervall

Normalize	Xtrain,low	to	zero
mean	and	unit	vairiace	

Normalize	Xtune,low	and	Xtest,low	
using	the	same	scaler	as	to

normalize		Xtrain,low

Pre-decided	threshold?
NoYes

For	each	datapoint	in	Xtest,low	the
distance	to	the	kth	nearest

neighbour	in	Xtrain,low	is	calculated

	The	chosen	threshold	is	the
largest,	which	classifies	98%
of	Xtune,low	as	as	normal.

k-NN	method?

For	each	datapoint	in	Xtest,low	the
average	distance	to	the	k	nearest

neighbour	in	Xtrain,low	is	calculated

For	each	datapoint	in	Xtest,low	the
median	distance	to	the	k	nearest

neighbour	in	Xtrain,low	is	calculated	

Largest	k-NN
Average	k-NN

Median	k-NN

Each	datapoint	in	Xtest,low	is
classified	as	either	an	anomaly	or
normal	based	on	the	calculated
distance	and	anomaly	threshold

Normalize	Xtrain,stat	to	zero
mean	and	unit	vairiace	

Extract	features	from	the
windowed	Xtrain,	Xtune	and	
Xtest	using		statistical	feature

extraction

Represent	Xtrain,stat,	Xval,stat	
and	Xtune,stat	in	a	lower

dimension	by	using	the	encoder
of	the	autoencoder

Train	an	autoencoder
using	Xtrain,stat

Figure 4.3: Flowchart of the statistical autoencoder algorithm. The statistical
feature extraction is presented in Section 2.5.1, the autoencoder is presented
in Table 4.2, and the k-NN methods is presented in Section 2.4.1.
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4.3 Evaluation Method

In this section, the two methods used to evaluate the algorithms are presented.
The objective of the first evaluation method, the generalization evaluation, is to
study to what extent of generalization the algorithms could detect a variety of
network attacks. The generalization ability is evaluated by investigating if the
same sets of hyperparameters can perform well for a diversity of network attacks.
The objective of the second evaluation method, the hyperparameter evaluation, is
to examine how the performance of the algorithms varies when varying a specific
hyperparameter.

4.3.1 Generalization Evaluation

Anomaly detection algorithms can be evaluated by its ability to detect different
types of anomalies, in this thesis, different types of network attacks. This the-
sis refers to this ability as to how generalized an algorithm is. To examine the
generalization ability of the algorithms and thereby answer the third objective
of the thesis, the generalization evaluation method is employed. Here, different
sets of hyperparameters are evaluated for each algorithm. If the same set of hy-
perparameters shows good performance for all investigated network attacks, it
indicates that the algorithm has a good generalization ability. The opposite, when
there is no set of hyperparameters that shows good performance, indicates that
the algorithm has a poor generalization performance. The generalization evalua-
tion strategy is not to be viewed as a definite test, but rather an indication of the
validity of the algorithms in a generalization framework.

To run the generalization evaluation method, the hyperparameters are em-
ployed in the algorithm and tested on the attack tuning data, see Table 4.1a. The
hyperparameters tested for each algorithm can be seen in Table 4.3. The hyper-
parameters that the algorithm performed best on for the attack tuning data are
saved for each attack. The next step in this evaluation strategy is to employ the
best-performing hyperparameter and use the algorithm to perform anomaly de-
tection on the test data. The performance is calculated using the metrics: DR,
FPR, and FNR, which are described in Section 2.6.

Table 4.3: The hyperparameters tested in the generalization evaluation
method for the three algorithms: the statistical algorithm, the autoencoder
algorithm, and the statistical autoencoder algorithm.

(a) Hyperparameters tested for the statistical algorithm.

Hyperparameters Range Step Size

Window size 0.2 s – 1.5 s 0.1s
Number of k 3 – 9 1
k-NN method largest, average, median -
Anomaly threshold 0.0001 – 0.2 0.0001
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Table 4.3: The hyperparameters tested in the generalization evaluation
method for the three algorithms: the statistical algorithm, the autoencoder
algorithm, and the statistical autoencoder algorithm.

(b) Hyperparameters tested for the autoencoder algorithm.

Hyperparameters Range Step Size

Number of packets
within a window

200 pkts – 600 pkts 100 pkts

Number of k 3 – 9 1
k-NN method largest, average, median -
Anomaly threshold 0.01 – 0.41 0.1
Code layer size 1 neuron – 20 neurons 1 neuron

(c) Hyperparameters tested for the statistical autoencoder algorithm.

Hyperparameters Range Step Size

Window size 0.2 s – 1.5 s 0.2 s
Number of k 3 – 9 1
k-NN method largest, average, median -
Anomaly threshold 0.0001 – 0.2 0.0001
Code layer size 1 neuron – 20 neurons 1 neuron

4.3.2 Hyperparameter Evaluation

The hyperparameter evaluation examines how the performance of the algorithms
is affected by a specific hyperparameter. When evaluating a hyperparameter, the
hyperparameters not evaluated are fixed to one particular value, enabling to see
the examined effect of the hyperparameter alone. The hyperparameters exam-
ined are the window size and the code layer size of the autoencoder. Those hy-
perparameters are investigated because they are assumed to have a significant in-
fluence on the overall performance of the algorithm. As described in Section 2.5,
the size of the window has a large impact on capturing the collective anomaly. A
too small window will not capture the collective anomalies since the information
available in the wide traffic flow will not be discovered. In contrast, a too large
window will cripple the ability of the algortihm to distinguish anomalies, as each
observation and possible anomaly may have a too small impact to be noticed in
a too large window. Three window sizes are tested for each algorithm. For the
statistical algorithm and the statistical autoencoder algorithm, the window sizes
are 0.4 s, 0.6 s, and 0.8 s. For the autoencoder algorithm, the window sizes are
200 packets, 400 packets, and 600 packets. As discussed in Section 2.5, the num-
ber of neurons in the code layer has to be carefully chosen. A larger number of
neurons is equal to a smaller compression, allowing the autoencoder to recon-
struct the input better. However, a too large number of neurons could result in
the autoencoder also being able to reconstruct attack data as well as normal data.
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Similarly, a too small number of neurons could make the input too compressed
so that the autoencoder can not even reconstruct the normal data and, therefore,
not distinguish between normal and attack data. Six different code layer sizes
were evaluated: 1, 4, 8, 12, 16, and 20.

When evaluating the window size, the code layer size was fixed to eight and
when evaluating the code layer size, the window size was fixed to 0.6 s. The
hyperparameters not evaluated are chosen as follow:

• Overlapping factor: The overlapping factor affects the computational time
in an algorithm. A larger overlap means more calculations. Considering
the fast algorithms employed in this thesis and the small size of the dataset,
an overlap of 50% is chosen.

• Number of k, k-NN method: By analyzing the k-NN method and the num-
ber of k, we observed that those hyperparameters do not significantly im-
pact the performance of the algorithm. Therefore, the method used was the
largest k-NN method, and k was set to five.

• Anomaly threshold: To decide the anomaly threshold for the k-NN algo-
rithm, the benign tuning data, Xtune, is used. To decide on a threshold,
different possible thresholds are tested within the range [0.0001,0.4]. The
threshold is then chosen as the biggest threshold, where 98% of the Xtune
is classified as normal data. By removing 2% of the benign tuning data
points, we remove some of the normal data, but more importantly, it is sup-
posed to remove outliers. By removing the 2% of the benign tuning data,
the remaining cluster of normal data points becomes narrower, leading to a
more precisely tuned threshold. The training data and benign tuning data
switches in accordance with the K-fold validation method, see Section 2.7,
with K = 5. The performance is then calculated as the mean of the 5 itera-
tions.
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Result

This chapter will cover and analyze the results obtained by applying the methods
described in Chapter 4 and tie them together with the objective of this thesis. The
traffic analysis of the networks attacks compared to the normal traffic is provided
in Section 5.1. The result from the generalization evaluation from Section 4.3.1
and the hyperparameter evaluation from Section 4.3.2 is presented in Section 5.3
and Section 5.3, respectively.

5.1 Traffic Analysis of Network Attacks

The first objective of this thesis is to study the encrypted data that an EMD moni-
tors to see how network attacks affect the traffic flow. The traffic flow was studied
by using the recording from the IEEE dataset, described in Chapter 3, containing
network traffic of a Wi-Fi camera exposed to the attacks: MITM, DoS, port scan,
and OS scan, and the same Wi-Fi camera performing the attacks: ACK flooding,
HTTP flooding, and Telnet brute-force. The recording of each attack is shown in
Figure 5.1, showing PL and IAT for each packet in the recording. Figure 5.1, also
shows the recording of the benign traffic that is used as comparison. Note that
the recordings are of different lengths and therefore the intensity of the traffic
may appear to be different within the figures. In Figure 5.3, the PL versus IAT
for each attack is shown together with a frequency histogram showing the distri-
bution of PL versus IAT for each attack. Note that Figure 5.3a and Figure 5.3b
shows the packet length up to 1600 bytes, Figure 5.3e show the packet length up
to 800 bytes, and Figure 5.3c, 5.3d, 5.3f, 5.3g and 5.3h show the packet length up
to 200 bytes. Based on Figure 5.1 and Figure 5.3 we can summarize the following
characteristics for each attack:

• Man-in-the-middle: As shown in Figure 5.1b and Figure 5.1a, MITM at-
tacks traffic are hard to distinguish from the normal traffic by only looking
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at PL and IAT. The similarities are as a result of the attacker only intercept-
ing the communication between two parts without interfering or altering
the data. It may, therefore, be hard to detect MITM attacks with an anomaly
detection algorithm. One notable thing that can be seen when comparing
Figure 5.3b and Figure 5.3a is that the MITM attack packets do have an
overall longer IAT than the normal packets. However, this characteristic
may not be distinct enough for an anomaly detection algorithm to discern
the attack.

• Denial-of-service: For a DoS attack to be successful, it must be persistent
enough to disrupt the targeted device’s ability to handle the normal traf-
fic. The DoS attack does so by interfering with normal traffic flow requests,
creating a massive number of requests too great for the targeted device to
handle. When comparing the normal traffic in Figure 5.1a and the DoS
attack traffic in Figure 5.2a, it can be seen that a large part of the normal
traffic is blocked in favor of the DoS traffic. As shown in Figure 5.3c, the ma-
jority of the DoS packets have a PL of around 100 bytes and some around 75
bytes and the IAT are between 0 s and 0.002 s. This distinct deviation from
the normal traffic should a well-performing anomaly detection algorithm
be able to discern.

• Port scan/OS scan: The objective of a scanning attack is to find out specific
information about the targeted device. Like with DoS attacks, this is done
by sending requests to the targeted device, the difference is that the requests
are not too many for the device to handle as in a DoS attack. Therefore, a
scanning attack does not disrupt the normal traffic enough for a human eye
to note that an attack occurs only by looking at the pattern of PL and IAT
in Figure 5.2b and in Figure 5.2c. The scanning attack packets are similar
in structure, with a packet length of around 100 bytes and the majority
of the IATs are between 0 s and 0.002 s, which can be seen in Figure 5.3d
and Figure 5.3e. Since the attack has a distinguishable pattern, an IDS can
use the pattern to detect the attack. However, detecting the attack with
anomaly detection is still a challenging problem due to the similarity to
normal traffic data.

• ACK flooding/HTTP flooding: A way of executing a DoS attack is by first
hijacking other devices, thus creating a botnet, and then flood a device from
multiple sources, a DDoS attack. The targeted device is affected in the same
way as a regular DoS attack, meaning that it will be rendered unable to
handle requests. Figure 5.2d and Figure 5.2e show the traffic pattern of
an IoT device being part of a botnet and therefore performing a flooding
attack. Since DDoS attacks are a combination of multiple devices attacking
the same target, the requests sent from a single attack device can be both
intensive and more sporadic. At the beginning of Figure 5.2d, the attack
is more intense and blocks out the normal traffic, and at the end of Figure
5.2d and in Figure 5.2e the attack does not block out the normal traffic.
Therefore, the traffic from a device performing a DDoS attack is much more
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diverse in pattern compared to the traffic from a DoS attacker. As shown
in Figure 5.3f and Figure 5.3g, the flooding attack has a packet length of
around 50 bytes to 75 bytes and the majority of the IATs between 0 s and
0.002 s, which could be distinguished by an anomaly detection algorithm if
the attack is sufficiently intense.

• Telnet brute-force: Brute-force attacks are like scanning attacks, meaning
that the requests sent are not significant enough to disrupt the normal traf-
fic flow, as shown in Figure 5.2f. The objective of a brute-force attack is
to log onto another device. The brute-force attack sends multiple requests
with possible passwords to a device in the hope of brute-forcing the pass-
word and gaining access to the device. The traffic from a brute-force attack
is only sent DL, and it has a detectable pattern, much in the same way a
scanning attack pattern is detectable, shown in Figure 5.3h. However, the
insensitivity of the attack may not be enought for an anomaly detection
algorithm to discern that an attack occurrs.
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(a) Benign.

(b) MITM.

Figure 5.1: PL (to the left) and IAT (to the right) for each packet in the
recording of each network attack. An orange cross represents an attack
packet, and a blue circle represents a normal packet.
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(a) DoS.

(b) Port scan.

Figure 5.2: PL (to the left) and IAT (to the right) for each packet in the
recording of each network attack. An orange cross represents an attack
packet, and a blue circle represents a normal packet.



38 5 Result

(c) OS scan.

(d) ACK flooding.

Figure 5.2: PL (to the left) and IAT (to the right) for each packet in the
recording of each network attack. An orange cross represents an attack
packet, and a blue circle represents a normal packet.



5.1 Traffic Analysis of Network Attacks 39

(e) HTTP flooding.

(f) Telnet brute-force.

Figure 5.2: PL (to the left) and IAT (to the right) for each packet in the
recording of each network attack. An orange cross represents an attack
packet, and a blue circle represents a normal packet.
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(a) Benign.

(b) MITM.

Figure 5.3: PL versus IAT (to the left) and frequency histogram showing the
distribution of PL versus IAT (to the right) for each network attack. A blue
circle represents DL, and an orange cross represents UL.
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(c) DoS.

(d) Port scan.

Figure 5.3: PL versus IAT (to the left) and frequency histogram showing the
distribution of PL versus IAT (to the right) for each network attack. A blue
circle represents DL, and an orange cross represents UL.
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(e) OS scan.

(f) ACK flooding.

Figure 5.3: PL versus IAT (to the left) and frequency histogram showing the
distribution of PL versus IAT (to the right) for each network attack. A blue
circle represents DL, and an orange cross represents UL.
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(g) HTTP flooding.

(h) Telnet brute-force.

Figure 5.3: PL versus IAT (to the left) and frequency histogram showing the
distribution of PL versus IAT (to the right) for each network attack. A blue
circle represents DL, and an orange cross represents UL.
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5.2 Results for the Generalization Evaluation

The main objective of the generalization evaluation is to study whether to what
extent of generalization the algorithms could detect a variety of network attacks.
As described in Section 4.3.1, different types of combinations of hyperparameters
for the three algorithms were tested. Table 5.1 shows the best combinations of hy-
perparameters for each attack along with their performance for the statistical
algorithm, the autoencoder algorithm, and the statistical autoencoder algorithm,
respectively. The k-NN-method and value of k did not significantly impact the
results. Therefore they are not represented in the tables. For the statistical au-
toencoder algorithm, the code layer size did not affect the result, and therefore,
the code layer is not part of Table 5.1c.

As shown in the tables, only the statistical autoencoder algorithm showed a
DR above 70%, and an FNR and FPR below 30% for the network attacks: DoS,
port scan, and OS scan. However, the set of well-performing hyperparameters
for the same network attacks did not overlap. The conclusion is that the algo-
rithms tested in this thesis can not differentiate the normal traffic from the net-
work attacks by the same set of hyperparameters, and the algorithms can not be
generalized.

Table 5.1: The best performing hyperparameters for each algorithm: the
statistical algorithm, the autoencoder algorithm, and the statistical autoen-
coder algorithm.

(a) The statistical algorithm.

Category Window
[s]

Threshold FPR FNR DR

MITM 0.8 0.0015 0.612 0.532 0.468
DoS 0.6 0.0008 0.293 0.355 0.645
Port scan 0.8 0.0008 0.136 0.365 0.635
OS scan 0.7 0.0007 0.002 0.952 0.048
ACK flooding 0.5 0.0005 0.535 0.266 0.734
HTTP flooding 0.6 0.0008 0.498 0.403 0.597
Telnet brute-force 0.6 0.0001 0.336 0.278 0.722
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Table 5.1: The best performing hyperparameters for each algorithm: the sta-
tistical algorithm, the autoencoder algorithm, and the statistical autoencoder
algorithm.

(b) The autoencoder algorithm.

Category Window
[pkts]

Threshold Code
Size

FPR FNR DR

MITM 201 0.21 2 0.489 0.331 0.669
DoS 600 0.21 4 0.331 0.994 0.006
Port scan 600 0.41 4 0.719 0.894 0.106
OS scan 201 0.41 1 0.585 0.373 0.627
ACK flooding 501 0.31 4 0.163 0.990 0.010
HTTP flooding 201 0.41 4 0.230 0.810 0.190
Telnet brute-
force

201 0.41 1 0.496 0.344 0.656

(c) The statistical autoencoder algorithm.

Category Window
[s]

Threshold FPR FNR DR

MITM 0.8 0.0166 0.691 0.051 0.949
DoS 0.6 0.0013 0.107 0.048 0.952
Port scan 0.8 0.0001 0.248 0.250 0.750
OS scan 1.2 0.0100 0.244 0.184 0.816
ACK flooding 0.6 0.0004 0.378 0.104 0.896
HTTP flooding 0.4 0.0007 0.386 0.360 0.640
Telnet brute-
force

0.2 0.0019 0.400 0.167 0.833

5.3 Results for the Hyperparameter Evaluation

The hyperparameter evaluation examines how the algorithms’ performance is af-
fected by a specific hyperparameter as described in Section 4.3.2. The hyperpa-
rameters examined is the window size and code layer size of the autoencoder.
The performance metrics used to evaluate the performance are FNR, FPR, and
DR, described in Section 2.6. Only results for the statistical autoencoder algo-
rithm are shown since it was the only algorithm that showed promising results.
Figure 5.4 shows how the performance is changed when varying the code layer
size and window size for each network attack. As shown in Figure 5.4, the sta-
tistical autoencoder algorithm did not show good results for the network attacks
MITM, ACK flooding, HTTP flooding, and Telnet brute-force. For ACK flooding,
HTTP flooding, and Telnet brute force, the algorithm did classify all windowed
packets as attacks, receiving 100% DR and 100% FPR. The most promising re-
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(b) MITM.
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(c) DoS.
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(d) DoS.

Figure 5.4: Figure showing how the performance metrics FPR, FNR, and
DR varies when changing the hyperparameters code layer size and window
size. The anomaly detection was done by the statistical autoencoder for each
network attack separately.

sult is for the DoS attack, which the algorithm had the most success in detecting.
For all the tested code layer sizes and window sizes, the algorithm received a DR
above 80% and an FPR and FNR below 35%. The code layer size did not seem to
significantly impact the algorithm’s performance. For the attack types: DoS, port
scan, and OS scan, a larger window gave a better performance.
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(e) Port scan.
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(f) Port scan.
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(g) OS scan.
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(h) OS scan.
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(i) ACK flooding.
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(j) ACK flooding.

Figure 5.4: Showing how the performance metrics FPR, FNR, and DR varies
when changing the hyperparameters code layer size and window size. The
anomaly detection was done by the statistical autoencoder for each network
attack separately.
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(k) HTTP Flooding.
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(l) HTTP Flooding.
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(m) Telnet brute-force.
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(n) Telnet brute-force.

Figure 5.4: Showing how the performance metrics FPR, FNR, and DR varies
when changing the hyperparameters code layer size and window size. The
anomaly detection was done by the statistical autoencoder for each network
attack separately.
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Discussion

Douglas Hawkins described anomalies as an observation that deviates so much
from other observations to arouse suspicion, suspicion that it was generated by
some other mechanism than the other observations. Bear Douglas Hawkins’s def-
inition in mind when faced with the problem of having a too small dataset to
properly identify anomalies or when the attacks the anomaly detection algorithm
is supposed to detect does not deviate greatly enough to be classified as anoma-
lies. We suspect that a combination of a too small dataset and attacks being sim-
ilar to normal traffic flow resulted in the anomaly detection algorithms inability
to detect some of the analyzed attacks, namely the MITM attacks, the scanning
attacks, and the Telnet brute-force attack. As shown in Section 5.1, the MITM at-
tack, the scanning attack, the flooding attacks, and the Telnet brute-force attack
all resemble normal traffic flow and do not affect the normal traffic flow in such
a manner that the normal traffic flow is disrupted. The DoS attack, on the other
hand, showed promising results in the traffic analysis in Section 5.1 in regards to
the anomaly detection algorithm’s ability to detect the attacks.

For some of the attacks, such as the Telnet brute-force attack and the scanning
attacks, signature-based detection is often more preferable than anomaly detec-
tion [26]. For example, the Telnet username “root” can then be used as a signature
and alarm for a Telnet brute-force attack. However, the information needed for
this type of signature-based detection is not available in the encrypted traffic at
an EMD and is therefore not investigated in this thesis.

Amongst the three algorithms employed in this thesis, the statistical autoen-
coder algorithm was the single algorithm to show promising results. However,
the generalization test in Section 5.2 showed that the algorithms can not be used
to differentiate the network attacks of the thesis with different characteristics us-
ing the same set of hyperparameters. In the hyperparameter evaluation test in
Section 5.3, where different values of the hyperparameters window size and code
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layer size were evaluated separately, the most promising result is for the DoS
attack, which the algorithm had more success in detecting. For the evaluated
window size and code layer size, a DR above 80% and an FPR and FNR below
35% were received for the DoS attack. We suggest that the statistical autoencoder
algorithms better success rate of detect attacks than the statistical algorithm and
the autoencoder algorithm can be due to two reasons. First, the division of traffic
flow into time-based windows shows better overall performance than dividing
the traffic flow into windows of a fixed number of packets. For the algorithms to
distinguish between normal and attack traffic, the algorithm must have a sense of
time. By analyzing the network attacks in Section 5.1, we saw that attack packets
were often sent with smaller intervals than normal traffic. When dividing the traf-
fic flow into windows of a fixed number of packets, the number of packets does
not tell us how much of the packets came within a certain time span. The au-
toencoder algorithm does have information about the IATs. Still, we suggest that
more time-related information is needed for the algorithm to get a perception of
time. The second reason is widely documented – distance-based methods such
as the k-NN algorithm performs better in a lower dimension than in a higher
dimension [6, 28]. In the statistical autoencoder algorithm, an autoencoder is
used for dimension reduction. In the statistical algorithm, the distance is calcu-
lated in a 63-dimension space, which may be a too high dimension to get a good
performance of the k-NN algorithm. The 63 dimensions probably have various
importance, but the dimensions are treated the same when using the Euclidean
distance. To weight the dimensions differently depending on their impact could
likely improve the performance of the statistical algorithm. There are many other
ways to do dimension reduction [25], but this is not further investigated in this
thesis.

Any research question, good or bad, must be applied to data that covers all or
a large part of the problem domain. A reliable dataset is important to produce
reliable results and confident conclusions. The dataset used in this thesis left a
great deal to be desired. The dataset used in this thesis contains 513 seconds of
recorded normal traffic from one single occasion. Having training data from a
single occasion means that the anomaly detection algorithm will only be able to
distinguish anomalies from normal traffic when the normal traffic behaves as that
single occasion. Similarly, normal traffic appearing in the attack data may be too
different from the normal traffic in the training data to create a robust algorithm.
The insufficient amount of training data makes it difficult to draw proper con-
clusions about the performance of the algorithms. Nonetheless, the algorithms,
particularly the third algorithm, showed promising results for the DoS attack,
and therefore we propose further investigation by using another dataset.
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Conclusion

The objective of this thesis was threefold. The first objective was to examine the
encrypted data that an EMD monitors to see how network attacks of this thesis:
MITM, DoS, port scan, OS scan, ACK flooding, HTTP flooding, and Telnet brute-
force, affect the traffic flow. The objective was answered in Section 5.1. All of
the network attacks analyzed in this thesis follow a pattern. The pattern the
attacks follow could either be few different PLs or a short IAT between packets.
Even if the attacks themself have a specific pattern, it does not mean that the
attack is intensive enough to change the normal traffic flow, which is required for
an anomaly detection algorithm to detect that something unusual is happening.
The only network attack that significantly changed the normal traffic flow was
the DoS attack since a DoS is only successful when it is persistent enough to
disrupt the targeted device’s ability to handle the normal traffic. The flooding
attack has the same goal as a DoS attack, but the network traffic of this thesis is
from the attacker device’s perspective. Therefore it is not a guarantee that the
device’s traffic flow changes. It depends on the intensity of the attack. As we saw
in Figure 5.2d, an intense flooding attack can disrupt the normal traffic flow in
the same way as a DoS attack.

The second objective was to analyze if an algorithm can be implemented via
an ML-based anomaly detection IDS to detect attacks in encrypted traffic flow
data provided from an EMD. Three anomaly detection algorithm are employed:
the statistical algorithm, the autoencoder algorithm and the statistical autoen-
coder algorithm, which are described in Section 4.2.1, Section 4.2.2, and Section
4.2.2 respectively. As shown in Section 5.3, the statistical autoencoder algorithm
showed promising results for all the tested hyperparameters for the network at-
tack DoS. However, the dataset used in this thesis we believe contains insufficient
data to draw proper conclusions about the performance of the algorithms and
therefore we propose further investigation with another dataset.
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The third objective was to examine to what extent of generalization the algo-
rithms could detect a variety of network attacks. The objective was answered
by testing different sets of hyperparameters for each algorithm and evaluated if
the same sets of hyperparameters could perform well for a diversity of network
attacks, thereby indicating that a generalization might be possible. The result is
shown in Section 5.2. To conclude, none of the employed algorithms in this thesis
showed the ability to differentiate the network attacks of the thesis with different
characteristics using the same set of hyperparameters.

7.1 Future Work

We invite future development to focus on the four following extensions:

• Larger dataset: The first improvement to be made in the future is to use
a dataset containing a larger collection of normal traffic and attack traffic.
Having enough normal data is crucial when training an anomaly detection
algorithm because the algorithm needs to capture the volatility from differ-
ent occasions. An anomaly detection algorithm that does not have sufficient
normal data to train on does not have the ability to distinguish between nor-
mal data and anomalies. More recordings of the analyzed attacks in specific
would also be preferable. We propose the CICIDS2017 dataset which was
created in 2017 at the University of New Brunswick [27] or to built a dataset
from captured network data as proposed in A Methodology for building a
Dataset to Assess Intrusion Detection Systems in Wireless Networks [7].

• Investigate the statistical metrics of the statistical feature extraction met-
hod: The statistical feature extraction method calculates ten statistical met-
rics in three directions: UL, DL, and the ratio between UL and DL for PL
and IAT, see Section. The calculation results in 63 features that span a 63
dimensionally space. Some of the features may be more or less crucial when
we want to distinguish between normal and traffic. We propose investigat-
ing the features to see if the features should be weighted differently or if
there is any redundant or useless information that can be removed.

• Another method to decide the anomaly threshold: The choice of anomaly
threshold is not trivial. A too lenient approach would result in false posi-
tives, meaning that normal observations would be classified as attacks. A
too strict approach would do the opposite of creating false positive, false
negatives, meaning that the algorithm would fail to classify attacks as at-
tacks. What makes the threshold setting even more complex is the fact that
the analyzed attacks vary in structure and pattern. This leads any threshold
decision to be just as much a compromise as an optimization. As described
in Section 4.3.2, the proposed method to determine the threshold is based
on 98 % of the benign data being classified as normal. Setting the anomaly
threshold at 98 % of normal data for a network that produces ten thousands
of packets per hour would result in many false alarms per hour. For future
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improvements, it would be interesting to investigate other methods to de-
cide an anomaly threshold that also addresses the problem of generalizing
a threshold to fit different attacks properly.

• Different autoencoder: For future improvements, it would be interesting
to look into other architectures of an autoencoder that could create a more
generalized and robust anomaly detection algorithm. For example, a long
short-term memory (LSTM) autoencoder has a memory within, which al-
lows the network to get a perception of time [5]. It would be interesting to
add an LSTM autoencoder to the autoencoder algorithm and the statistical
autoencoder algorithm to see how it affects the overall performance.
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A
IEEE Dataset

A detailed description of the dataset used in this thesis. The dataset was created
by IEEE [14].

No. File Name Target Device Category Sub-category # Total Packets # Attack Packets
1 benign-dec.pcap NUGU, EZVIZ Normal Normal 137 396 -
2 mitm-arpspoofing-1-dec.pcap EZVIZ Man in the Middle (MITM) ARP Spoofing 65 768 34 855
3 mitm-arpspoofing-2-dec.pcap EZVIZ Man in the Middle (MITM) ARP Spoofing 33 121 13 134
4 mitm-arpspoofing-3-dec.pcap EZVIZ Man in the Middle (MITM) ARP Spoofing 34 043 15 144
5 mitm-arpspoofing-4-dec.pcap NUGU Man in the Middle (MITM) ARP Spoofing 19 914 13 211
6 mitm-arpspoofing-5-dec.pcap NUGU Man in the Middle (MITM) ARP Spoofing 20 314 9 743
7 mitm-arpspoofing-6-dec.pcap NUGU Man in the Middle (MITM) ARP Spoofing 21 024 15 798
8 dos-synflooding-1-dec.pcap EZVIZ Denial of Service (DoS) SYN Flooding 40 788 18 703
9 dos-synflooding-2-dec.pcap EZVIZ Denial of Service (DoS) SYN Flooding 39 742 16 862
10 dos-synflooding-3-dec.pcap EZVIZ Denial of Service (DoS) SYN Flooding 26 334 12 538
11 dos-synflooding-4-dec.pcap NUGU Denial of Service (DoS) SYN Flooding 10 561 4 692
12 dos-synflooding-5-dec.pcap NUGU Denial of Service (DoS) SYN Flooding 11 366 5 548
13 dos-synflooding-6-dec.pcap NUGU Denial of Service (DoS) SYN Flooding 12 918 6 303
14 scan-hostport-1-dec.pcap EZVIZ Scanning Host Discovery 29 352 434

Scanning Port Scanning 1 056
15 scan-hostport-2-dec.pcap EZVIZ Scanning Host Discovery 37 106 332

Scanning Port Scanning 2 369
16 scan-hostport-3-dec.pcap EZVIZ Scanning Host Discovery 13 555 488

Scanning Port Scanning 1 242
17 scan-hostport-4-dec.pcap NUGU Scanning Host Discovery 7 801 477

Scanning Port Scanning 1 230
18 scan-hostport-5-dec.pcap NUGU Scanning Host Discovery 4 760 438

Scanning Port Scanning 1 773
19 scan-hostport-6-dec.pcap NUGU Scanning Host Discovery 6 828 285

Scanning Port Scanning 2 116
20 scan-portos-1-dec.pcap EZVIZ Scanning Port Scanning 73 235 1 096

Scanning OS/Version Detection 475
21 scan-portos-2-dec.pcap EZVIZ Scanning Port Scanning 48 267 1 077

Scanning OS/Version Detection 640
22 scan-portos-3-dec.pcap EZVIZ Scanning Port Scanning 65 194 1 088

Scanning OS/Version Detection 605
23 scan-portos-4-dec.pcap NUGU Scanning Port Scanning 3 046 1 060

Scanning OS/Version Detection 31
24 scan-portos-5-dec.pcap NUGU Scanning Port Scanning 8 966 3 732

Scanning OS/Version Detection 17
25 scan-portos-6-dec.pcap NUGU Scanning Port Scanning 12 370 3 100

Scanning OS/Version Detection 49
26 mirai-udpflooding-1-dec.pcap EZVIZ (performs), exter-

nal server (target)
Mirai Botnet UDP Flooding 417 863 404 863

27 mirai-udpflooding-2-dec.pcap EZVIZ (performs), exter-
nal server (target)

Mirai Botnet UDP Flooding 175 694 69 779

28 mirai-udpflooding-3-dec.pcap NUGU (performs), exter-
nal server (target)

Mirai Botnet UDP Flooding 417 863 404 863

29 mirai-udpflooding-4-dec.pcap NUGU (performs), exter-
nal server (target)

Mirai Botnet UDP Flooding 175 694 69 779

57



58 A IEEE Dataset

No. File Name Target Device Category Sub-category # Total Packets # Attack Packets
30 mirai-ackflooding-1-dec.pcap EZVIZ (performs), ex-

ternal server (target)
Mirai Botnet ACK Flooding 42 594 29 594

31 mirai-ackflooding-2-dec.pcap EZVIZ (performs), ex-
ternal server (target)

Mirai Botnet ACK Flooding 114 137 8 222

32 mirai-ackflooding-3-dec.pcap NUGU (performs), ex-
ternal server (target)

Mirai Botnet ACK Flooding 42 594 29 594

33 mirai-ackflooding-4-dec.pcap NUGU (performs), ex-
ternal server (target)

Mirai Botnet ACK Flooding 114 137 8 222

34 mirai-httpflooding-1-dec.pcap EZVIZ (performs), ex-
ternal server (target)

Mirai Botnet HTTP Flooding 13 764 764

35 mirai-httpflooding-2-dec.pcap EZVIZ (performs), ex-
ternal server (target)

Mirai Botnet HTTP Flooding 110 383 4 468

36 mirai-httpflooding-3-dec.pcap NUGU (performs), ex-
ternal server (target)

Mirai Botnet HTTP Flooding 13 764 764

37 mirai-httpflooding-4-dec.pcap NUGU (performs), ex-
ternal server (target)

Mirai Botnet HTTP Flooding 110 383 4 468

38 mirai-hostbruteforce-1-dec.pcap EZVIZ (performs),
NUGU (target)

Mirai Botnet Host Discovery 135 146 113

Mirai Botnet Telnet Bruteforce 176
39 mirai-hostbruteforce-2-dec.pcap NUGU (performs),

EZVIZ (target)
Mirai Botnet Host Discovery 81 307 101

Mirai Botnet Telnet Bruteforce 177
40 mirai-hostbruteforce-3-dec.pcap EZVIZ (performs),

NUGU (target)
Mirai Botnet Host Discovery 93 647 210

Mirai Botnet Telnet Bruteforce 500
41 mirai-hostbruteforce-4-dec.pcap NUGU (performs),

EZVIZ (target)
Mirai Botnet Host Discovery 98 691 123

Mirai Botnet Telnet Bruteforce 560
42 mirai-hostbruteforce-5-dec.pcap EZVIZ (performs),

NUGU (target)
Mirai Botnet Host Discovery 44 564 126

Mirai Botnet Telnet Bruteforce 511
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