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“The ideal scientist thinks like a poet and works like a 
bookkeeper... “  
 
  (Wilson, 1998, p. 62)  



  
 
 



  
 
 

ABSTRACT 
Background: Psychotherapy research has shifted from mainly focusing on the 
average effects of different treatments to concentrating more on questions 
related to the individual patient. This aligns with the goals of precision 
medicine and patient-focused research and might include studying predictors 
to forecast important patient behaviors, such as premature termination or 
expected change rates.  

When research attention shifts, it often gives rise to the implementation 
of new statistical methods that, in turn, can illuminate new challenges that 
must be addressed. For example, the fields of classical statistics and data 
science have merged in interesting ways in recent times, which has led to an 
expansion of the methodological toolbox available for psychotherapy 
research. However, some strengths and limitations of these new approaches 
should be recognized as they come from slightly different research traditions. 
For instance, the broader goals of scientific exploration, such as description, 
prediction, and explanation, might be addressed and given different 
importance under these approaches.  

Studying these matters in the context of routine care leads to specific 
considerations that must be reflected upon, such as how to define relevant 
outcomes and draw sound conclusions from observational data collected in a 
naturalistic setting.  

Aim: The aim of the thesis was to concretize these matters by contrasting 
how traditional methods for predicting certain psychotherapy outcomes have 
been studied in the past, and how more advanced statistical methods might be 
used to enhance knowledge of how to predict these outcomes today.  

Studies/Results: Three studies were performed: Paper I focused on how 
Multi Level Modeling (MLM) can be used to study aspects of the 
relationship between working alliance and treatment outcome that has been 
overlooked by most earlier studies. The classical way of studying this 
question has been by using simple correlation analysis to explore the 
association between patient-rated alliance and treatment outcome. However, 
with the help of MLM and ratings from both parties of the therapeutic dyad, 
it is possible to analyze how these ratings relate to each other at different 
levels in the data (i.e., from patient to patient within the same therapist, 
denoted within therapist herein, and from therapist to therapist, denoted 
between therapists herein). MLM also makes it possible to explore the degree 
of correlation between working alliance and treatment outcome when studied 
between compared to within therapists, which might have importance for 
how to direct further studies of this association.  



  
 
 

Latent Profile Analysis (LPA) and item-level analysis were used in Paper 
II to give nuance to the relationship between psychological distress at 
baseline and change rate during treatment. By using LPA and exploring all 
34 items in the patient-rated self-assessment Clinical Outcomes in Routine 
Evaluation Outcome Measure (CORE-OM), it was possible to show that 
specific compositions of symptom distress at the start of treatment, and not 
just high or low levels of distress (which is the conventional way of studying 
this relationship), can be associated with change rate. 

Machine Learning (ML) was used in Paper III to extend the practice of 
using item-level analysis from CORE-OM ratings. This was done to detect 
dropout patients in the early phase of treatment. An advanced ML algorithm 
called Random Forest (RF) was used to explore complex patterns of 
symptom distress and change in item response to predict dropout during the 
early phase of treatment. Explored with common practices for ML (e.g., 
supervised learning, cross validation, model training and testing), results 
indicated that dropout cases could be detected with high accuracy in the 
sample. This is an extension of the majority of earlier studies on dropout that 
have explored more or less static predictors collected before the treatment 
had started (e.g., age, education).  

Conclusions: The papers included in the thesis showed how advanced 
statistical methods can be used to enhance our understanding of how to 
predict important psychotherapy outcomes that have been overlooked with 
the use of traditional methods. The thesis also exemplified how different 
goals of scientific exploration can be studied in the context of routine care 
with the use of different statistical frameworks and discussed some of the 
challenges and opportunities worth noting when entering this line of research. 

 
 Keywords: Statistics, machine learning, multilevel modeling, latent 

profile analysis, prediction, psychotherapy, routine care, outcome 
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INTRODUCTION 

In the late 20th century, Howard, Moras, Brill, Martinovich and Lutz (1996) 
summarized three central and still relevant questions that could be asked 
about the effectiveness of any psychotherapy intervention: “(a) does it work 
under special, experimental conditions? (b) does it work in practice? and (c) 
is it working for this patient.” (Howard et al., 1996, p. 1059). The same 
authors also wrote that most studies at that time focused on the two first 
questions (a, b) but considerably less research has been dedicated to the third 
question (c) which is generally the most important factor for clinicians.  

However, over the past decades, with the rise of practice-based research, 
Routine Outcome Monitoring (ROM), and precision medicine, studying 
matters relating to the individual patient (i.e., the third question) have become 
an international endeavor commonly referred to as patient-focused research. 
When attention shifts, it often leads to the development of innovative ways to 
study new questions. In turn, this shift also enables old questions to be 
readdressed with new approaches (e.g., via updated statistical frameworks 
and/or data collection procedures).  

As psychotherapy research stands on the brink of a technological 
revolution that could lead to a paradigm shift as we enter the arena of big 
data, Machine Learning (ML), and Artificial Intelligence (AI), it is important 
to recognize some opportunities and challenges that arise when applying 
advance statistical modeling to explore psychotherapy outcomes in routine 
care.  

From average causal effects to precision 
medicine 
A drawback with most classical group-based studies, such as Randomized 
Controlled Trials (RCT), is that they only provide knowledge about average 
effects, which say very little about a specific patient. In other words, 
comparing groups of patients does not straightforwardly reflect the practical 
importance of treatment effects even when reporting the size of an effect. For 
example, patients who started treatment severely distressed might still have a 
lot of problems despite having made major improvements. Also, some 
patients might be unaffected by a treatment even though the treatment 
showed an average effect in a sample.  

Studying predictors that might influence treatment outcome at the 
individual patient level is an important next step for psychotherapy research 
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to consider. Such studies might for example lead to the development of data-
driven approaches to optimize recommendations and decisions that could be 
beneficial to the individual patient. However, these questions can become 
very complex from a statistical point of view compared to exploring the 
average effects of different treatments. Psychotherapy research is at the 
beginning of this development and has up to now predominantly applied 
classical statistical frameworks, such as regression analysis, to these types of 
studies.   

Precision medicine 
Using a patient's unique characteristics to tailor treatment is often denoted 
personalized medicine or precision medicine (Khoury & Galea, 2017). The 
phrase personalized medicine stems from the 1940’s but is slowly being 
replaced with the more current term precision medicine out of concern that 
personalized might be misinterpreted to imply that treatments are being 
developed uniquely for an individual (DeRubeis, 2019) 

A fundamental notion in precision medicine is that the average response 
to treatment does not always apply to the individual patient, and therefore, 
matching patients to the best treatment for their specific features might result 
in better treatment outcomes overall. The concept might also involve 
studying predictors to forecast important patient behaviors such as premature 
termination or expected change rates regardless of treatment type.  

According to Fraguas et al. (2017), psychotherapy might be an especially 
suitable target for precision medicine because of the many factors that could 
influence treatment outcome (e.g., therapist and patient characteristics as well 
as other external factors). However, the complexity of the subject can also 
make statistical modeling challenging.   

A contemporary example of precision medicine in psychotherapy is the 
so-called Personalized Advantage Index (PAI; DeRubeis et al., 2014), which 
was first introduced to aid treatment selection between Cognitive Behavioral 
Therapy (CBT) and the antidepressant drug paroxetine. This study used data 
from an RCT that examined differences in treatment outcome between CBT 
and paroxetine (N = 154) assessed using the Hamilton Rating Scale for 
Depression (HRSD; Hamilton, 1960)(DeRubeis et al., 2005). Guided by three 
earlier studies that examined predictors for treatment outcome using this data, 
the authors selected four so called prognostic (Intake-HRSD, chronic 
subtype, age & IQ), and five prescriptive predictors (“marital status, 
employment status, life events, comorbid personality disorder, & prior 
medication trials” DeRubeis et al., 2014, p.1) to forecast post-treatment 
HRSD scores for each patient in the sample. Prognostic predictors are 
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variables used to forecast how a patient will do at some future time compared 
to other patients regardless of treatment. Prescriptive variables are basically 
the same as moderators (which will be explained further in the chapter 
Moderation analysis) and can be used to explore the best treatment for a 
specific patient by studying interactions between different variables and 
treatments (Fournier et al., 2009). 

The next step of the development of PAI was to include all prognostic 
and prescriptive predictors and type of treatment (CBT or paroxetine) in 
separate Generalized Linear regression Models (GLM) to generate regression 
coefficients for each patient. All nine predictors and treatment type were 
entered as main effects terms, and the interaction between treatment type and 
the five prescriptive variables were entered as interaction terms1. From these 
coefficients, the authors were then able to create so-called factual and 
counterfactual predictions of each patient’s end-HRSD score.  

The factual prediction represents the end-HRSD score for a patient while 
receiving the treatment he or she actually got, and the counterfactual 
prediction represents the prediction for the same patient if he or she would 
have received the other treatment. The PAI score was then calculated for each 
patient as the difference between these two predictions.  

As patients were randomized to either CBT or medication, it was 
possible to calculate whether patients who by chance received their optimal 
treatment (based on their PAI scores) fared better (i.e., had a lower end-
HRSD) than patients who did not.  

Results revealed, however, no significant difference (p = 0.09) between 
the conditions. Yet, the authors stated that the PAI-score difference was quite 
small and below clinical significance for approximately 40% of the sample 
(three points on the HRSD). Thus, they argued that, where there was no clear 
guidance from the PAI score for these patients, other factors might be more 
relevant to use for treatment selection (e.g., patient preferences or costs). A 
reanalysis including only 60% of the sample with a PAI score above three 
points showed that patients randomized to their most suitable treatment fared 
better than patients who were not randomized to their most suitable treatment 
(M = 1.78, SD = 6.38, p = .006) with an effect size of  d = .58. 

If these results hold, the PAI method shows promise for use as a practical 
tool to identify patients with obvious differences in outcomes between 
treatments (i.e., with high PAI scores). However, as stated by DeRubeis et al. 

 
1 The authors used leave-one-out cross-validation, which means that when 
parameters were generated for a specific patient in the sample, that patient was 
excluded from the analysis, which left 153 patients to base the prediction on.  
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(2014), treatment selection is probably best guided by other factors when the 
PAI score approaches zero.  

The PAI method has been replicated for treatment selection between 
Cognitive Therapy (CT) or Interpersonal Psychotherapy (IPT) (Huibers et al., 
2015) and for CBT versus CBT with integrated exposure and emotion-
focused elements, with promising results (Friedl, Berger, Krieger, Caspar, & 
Grosse Holtforth, 2019). However, to the best of my knowledge, there have 
been no prospective tests of PAI performance with a naturalistic sample, 
which means that the applicability of the method for new patients in a real 
clinical context is still unclear.   

Another approach to precision medicine is to alter the intervention during 
treatment to better fit individual patient needs. An example of this is a study 
conducted by Forsell, Isacsson, et al. (2019). Those authors identified 
patients suffering from insomnia and at risk of treatment failure during 
ongoing Internet-delivered Cognitive-Behavioral Therapy (ICBT) and altered 
the treatment based on this information.  

Patients in the study were identified as either “red” (at risk of treatment 
failure) or “green” (not at risk of treatment failure) with the help of a 
semiautomated algorithm during week four (of nine) of treatment. The 
procedures for allocating patients have not yet been published in detail but 
were primarily based on the literature on predictors and moderators of change 
in CBT for insomnia, and a regular regression analysis framework was used.  

After week four, patients identified as “red” (N=102) were randomly 
assigned to either continue standard ICBT (N=51) or adapted ICBT (N=51), 
and the rest (N =149) were classified as not at risk (i.e., green) and continued 
standard ICBT.  

Patients randomized to adapted ICBT were contacted by their therapist 
for a telephone interview to evaluate the patient’s difficulties with treatment 
and to explore how the treatment might be altered to help the patient. The 
most common adaptations were: “telephone support, printed materials via 
regular mail, and/or increased text-message reminders” (Forsell et al., 2019, 
p. 318).  

Results showed that patients classified as “green” (i.e., not at risk) 
improved significantly more on the primary outcome (Insomnia Severity 
Index) than at-risk patients (i.e., red) given standard ICBT. In addition, at-
risk patients who received adapted ICBT improved significantly more than 
at-risk patients who received standard ICBT. 

These results highlight the advantage of providing therapists with an 
updated estimation of risk of treatment failure during treatment, an estimation 
that could be used to alter the treatment in more favorable ways.  
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The studies mentioned above used classical regression analysis in 
innovative ways. However, the application of more advanced statistical 
frameworks might be a way to gain additional insights from the data. 
DeRubeis (2019) argues that one problem with analyzing single (or very few) 
predictor variables is that they hardly account for sufficient variance to reach 
significance (often due to the shortage of power to detect small interaction 
effects), which can lead to a lack of clinical relevance for such studies. This 
is not surprising since single predictor variables would have to be sufficiently 
powerful to influence most patients to change clinical practice but, at the 
same, time sufficiently subtle to have escaped previous discovery by 
clinicians and researchers.  Nonetheless, even if single variables do not 
account for much of the relevant variance, it might still be possible that 
information from many variables can be used to inform clinical practice.  

Machine Learning (ML) and Latent Profile Analysis (LPA), which will 
be discussed in the chapter Advanced methods for studying the thesis 
outcomes, might be suitable methods for extracting useful information from a 
large collection of variables. Mayer et al. (2020) have also shown how 
Structural Equation Modeling (SEM) can be used to gain additional 
information from approaches similar to the PAI method (e.g., by including 
latent variables in the analysis).  

Studies examining different types of outcomes in naturalistic settings 
(e.g., rates of change or dropout) and different types of predictors (e.g., 
baseline distress, quality of working alliance) are also needed to understand 
the broad range of factors that might influence psychotherapy outcomes at 
the individual patient level. However, it is important to clarify some 
statistical boundaries and practices that are necessary in order to draw sound 
conclusions from such studies. 

Description, prediction, and explanation 
Scientific discovery can be divided into three central goals: description, 
prediction, and explanation. Description involves summarizing data in 
parsimonious ways, which can be done by simple analysis such as using the 
mean and standard deviation to describe the proportion of depressed patients 
in a population, or with more advance methods, such as cluster analysis, to 
explore similarities in a sample.  

Prediction involves using variables that appear before an outcome to 
forecast new future observations. This might include simple tasks, such as 
quantifying the association between the level of psychological distress at 
baseline and the rate of premature termination from treatment, to more 
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complex tasks such as using hundreds of variables to predict the risk of 
dropout during treatment.  

Finally, explanation focuses on understanding driving forces and casual 
mechanisms for certain phenomena (Hamaker, Mulder, & van IJzendoorn, 
2020; Hernán, 2018; Shmueli, 2010)  

Scholars from different fields of research have devoted much time to 
clarifying the relationship between these constructs by asking questions such 
as: is it possible to predict what will occur in a specific situation without 
being able to explain the phenomenon? And, is it possible to explain a 
phenomenon without being able to predict it? (Pedhazur, 1975). An example 
of this is Darwinian evolution theory, which can be used to explain a 
phenomenon but probably not to predict future events (Shmueli, 2010).  

According to Hamaker et al. (2020), there has been a tendency in the 
general research community to view description and prediction as 
subordinate motives, or merely as springboards to the higher goal of 
explanation. Yet, if applied in adequate ways, prediction and explanation are 
vital parts for scientific development.  

The boundaries between these goals are not always clear, and they are 
often linked to one another. For example, theory (which is derived from 
explanatory research) is probably the best guide for selecting useful 
predictors, but predictive research might also lead to new theoretical 
formulations. If we can make successful predictions based on a certain 
explanation, we have very good reasons for accepting the explanation 
(Pedhazur, 1975). For instance, some complex relationships found in high 
dimensional data (i.e., complex data with many variables) might not be 
possible to hypothesize. However, with the use of advanced prediction 
models, it could be possible to discover new patterns related to potential 
causal mechanisms, which in turn could generate new hypotheses. The 
discovery of underlying complex patterns might also be used to advance or 
alter already existing explanatory models (Shmueli, 2010). 

Nevertheless, according to Pedhazur (1975), it is not uncommon for 
researchers to fall into the trap of using “purely predictive studies for the 
purpose of explaining phenomena” (Pedhazur, 1975, p. 197). But the reverse 
is also true, for example, Shmueli (2010) has written that “models that 
possess high explanatory power are often assumed to inherently possess 
predictive power” (Shmueli, 2010, p. 289).  

To overcome such ambiguity, it is critical for the researcher to clearly 
state the scientific goal of the study and align it with an appropriate research 
design. Other important factors are to conduct the study in a suitable research 
setting and to analyze the data with an adequate statistical model.  
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The link between scientific goal and research design 
Depending on whether a study leans more towards predictive, explanatory, or 
descriptive research, it influences what variables to include and how to 
interpret the results. For example, if forecasting is the primary goal, it doesn’t 
really matter what type of predictors the researcher includes as long as they 
contribute to the prediction at hand. Sometimes predictors might even seem 
contradictory, for example, Pedhazur (1975) has argued that although 
psychotherapy probably decreases a depressed individual’s probability of 
suicide, for prediction purposes, more psychotherapy is probably predictive 
of an increased risk of suicide. Furthermore, if possessing a set of household 
items correlated strongly with a patient’s success in psychotherapy, it would 
be valid to treat those items as useful predictors, but it would not be very 
wise to recommend every patient to buy these items as they are most likely 
not the cause of the increase in success rate.  

There are more or less optimal matches among the goals of description, 
prediction, and explanation with different types of research designs. For 
example, patients in cross-sectional studies are assessed at a single point in 
time. Such data has a natural fit for descriptive research and can for instance 
be used to assess the degree of correlation between therapist and patient 
ratings of the working alliance at a certain point in time. This type of data is, 
however, not the best fit for prediction or explanation purposes as these goals 
imply a sequential chain of events (Hamaker et al., 2020). 

Longitudinal research, on the other hand, usually consists of repeated 
measures collected over time. This design has a more natural fit for 
prediction and can be used to forecast individual patient development over 
time. Finally, experimental research involves manipulating variables in a 
controlled environment, which is closely linked to the concept of explanation. 

The link between research design and study setting  
Non-experimental studies typically utilize observational data where patients 
are studied without the researcher trying to control the environment or 
manipulate the dependent variables. Cronbach (1957) has written that: “The 
correlator's mission is to observe and organize the data from Nature's 
experiments” (Cronbach, 1957, p. 672) (i.e., observing) while the “…the 
experimenter is interested only in the variation he himself creates...” 
(Cronbach, 1957, p. 671) (i.e., manipulation).  

These types of studies focus on different types of validities. In 
naturalistic studies, for instance, the emphasis is typically on increasing 
external validity, whereas experimental studies focus on increasing internal 
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validity. In turn, these validities dictate what variation is possible to explain 
or account for in a study (see the next section).   

Internal validity 
In relation to psychotherapy, Cronbach’s experimenter could be a researcher 
interested in exploring differences in treatment outcome between groups of 
patients given different treatments. Internal validity is an important factor in 
such an example.  This type of validity concerns whether the study can 
eliminate alternative explanations for the observed variation in outcome and 
answer the research questions in an unbiased way.  

The Randomized Controlled Trial (RCT) is a procedure specifically 
developed to increase internal validity. The logic behind RCT is to use 
concepts from experimental science to address the question of causality. In 
other words, to distinguish treatment effects from other confounding 
variables such as spontaneous improvement, regression towards the mean 
(explained later) and/or placebo effects. A fundamental procedure in RCTs is 
to randomly assign patients to a treatment or control condition to balance 
different patient variables (observed and unobserved) between the groups. 
Also, to minimize bias, there should be no prior knowledge of which 
condition patients will be allocated to and, ideally, both patients and 
clinicians should be unaware of who receives the active treatment, which is 
quite difficult in psychotherapy research. Other important procedures of the 
RCT are: to use a representative sample, to stringently operationalize the 
treatment intervention, to ensure that patients not receiving the treatment are 
more or less treated in the same way (to maintain group comparability) and to 
ensure that the number of patients needed to determine if an observed 
difference between the groups is reliable or not, i.e., a power analysis (Carey 
& Stiles, 2016; Hariton & Locascio, 2018; Seligman, 1995; Shean, 2014). 

Thus, by increasing internal validity it is possible to show, or at least 
come close to showing, a causal relationship between a treatment and 
differences in treatment outcome between groups of patients. However, it 
might remain unclear whether similar effects would be observed in less 
controlled settings such as routine care, and the regular RCT say nothing 
about the cause of individual patients results.  

External validity 
External validity concerns generalizability, i.e., the degree to which findings 
can be extended to other contexts. Studies aiming at strong external validity 
are usually less controlled than RCTs. For example, in studies conducted in 
first-line mental health care services the term “treatment” might include a 
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mix of different methods conducted by a broad range of therapists with 
different backgrounds (e.g., education, experience level, etc.). In addition, 
patients are not normally selected with predefined inclusion/exclusion criteria 
or randomized to different treatment conditions. Thus, under such 
circumstances, it is not possible to disentangle treatment effects from other 
factors that might have caused the patient to change.  

Nevertheless, by monitoring variation in variables, it is still possible to 
study the proportion of variance in an outcome that was accounted for by 
variation in another variable. It is important to note that this is not to say that 
the variation was necessarily caused by the other variable or vice versa.  

A strength with analyses conducted in naturalistic settings is that in order 
to break through the noise that comes from the lack of control in these 
studies, the observed effects must be quite robust to reach significance. 
Therefore, it is also more likely that the effects will generalize to other 
similar contexts. Obvious limitations are that more subtle relationships might 
be missed, and that it is not possible to reject other explanations for the 
observed effect between two variables as they could both be confounded by a 
third variable unknown to the researcher. 

In some situations, it is impractical or unethical to conduct an experiment 
even though the underlying question might still be to study causation. An 
interesting opinion on this problem is presented by Hernán (2018). He argues 
that the practice of completely excluding casual language from non-
experimental studies, as suggested by many journal editors, might lead to 
negative consequences. He claims that the way researchers by-pass such 
limitations are normally simply to use different words for causation, such as 
“association” or “link.” However, this type of word choice might lead to 
ambiguity about the underlying goal of the study. Even though results from 
an observational study will always be a biased estimate of a casual effect, 
simply sweeping the problem under the rug by calling the association 
something else is not helpful. In fact, if the goals are not clearly stated, the 
critical evaluation of studies can become more difficult, which in turn could 
hamper scientific progress (Hamaker et al., 2020). 

Hernán, Hsu, and Healy (2019) argue that there is a need to develop 
formal methods for quantifying causal effects from observational studies in 
order to properly adjust for confounding variables in such an analysis. This 
progress has already been initiated in some parts of statistics and data science 
(e.g, Johanson, 2020). 

Another initiative to bridge the gap between internal and external validity 
is the so-called pragmatic RCT. This method can be viewed as a compromise 
between the regular RCT and the observational study design by adapting 
certain aspects of the RCT to better fit a clinical context. Adaptations could 
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for example include broaden the inclusion criteria to better represent the 
heterogeneity of the clinical patient sample, or choosing outcome measures 
that reflect “real world concerns” such as return to work or cost-effectiveness 
etc. (Hotopf, 2002).   

Moderation analysis 
Moderation analysis is a common method for analyzing interactions between 
variables in psychotherapy research. For example, when attention shifts from 
studying the average effects of different treatments to the exploration of 
individual heterogeneity, moderation analysis becomes an important tool 
(Mayer et al., 2020) 

Moderators can be categorical (e.g. class or gender) or continuous (e.g. 
level of social support) and influence the “…direction and/or strengths of the 
relation between the independent and dependent variable” (Baron & Kenny, 
1986, p. 1174). For example, there might be a strong relationship between 
stress and quality of life. However, depending on a person’s level of social 
support, the association between stress and quality of life might be stronger 
or weaker, or even change direction. For instance, a person with a high level 
of social support might still report decent quality of life despite experiencing 
a lot of stress. In other words, social support has a moderating effect on the 
relationship between quality of life and stress.  

Moderator analysis can be said to operate on the borderline between 
prediction and explanation, depending on how it is used. For example, if the 
aim is to find moderators to confirm or create a theory of why certain patients 
are suitable for a particular treatment, the analysis leans more towards 
explanation. If moderators are used to purely forecast purposes, they 
correspond more to the goal of prediction (Kazdin, 2007).  

Some statistical notations are occasionally used for the same, or almost 
the same, concept. An example of this is the use of prescriptive predictors 
(e.g., variables related to treatment outcome due to different treatments) and 
prognostic predictors (e.g., variables related to treatment outcome regardless 
of treatment type) mentioned in the chapter Precision medicine above. In 
mathematical terms, there is no difference between how a moderator or 
prescriptive variable is calculated or entered into a model, but there could be 
interpretive differences. 

The development of new statistical models for prediction and moderation 
analyses is growing at a fast rate and ranges from simpler models, such as 
classical ordinary least square regression, to different types of ML and SEM 
that incorporate latent variables (Mayer et al., 2020). A relevant question to 
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ask when a researcher is exposed to such an abundance of different models is 
how to decide on the type of model to select for a particular problem? 

Occam’s razor vs Hickam’s dictum 
William of Occam (1285-1349) asserted in the 14th century:  “Plurality must 
not be posited without necessity.”2 The essence of this statement called 
Occam’s razor is often translated into something like “the simplest solution 
to a problem is usually the best one”. John Hickam, a graduate from Harvard 
University School of Medicine in the 1940’s who later became head of 
medicine at Indiana University (Mani, Slevin, & Hudon, 2011), presented a 
counter argument to this maxim called Hickam’s dictum. The motto is 
usually summarized with the somewhat peculiar statement: “A patient can 
have as many diagnoses as he darn well pleases.” (R. B. Miller, 1998, p. 
213)3. By this he means that when a patient displays many different 
symptoms, a single diagnosis might not always be adequate to explain all the 
symptoms (as suggested by Occam’s razor). Occasionally, different rare 
diseases might occur at the same time in a single patient. The essence of 
Hickam’s dictum is sometimes extended to the notion “there could be many 
causes for multiple outcomes” (Edwards, Anderson, & Stranges, 2019; 
Tierney, Midthun, & Saint, 2004).  

In relation to statistics and prediction, a similar but not entirely equal 
dilemma can be described with the bias-variance trade-off (e.g., Mitchell, 
1997). More concretely, a statistical model that is too simplistic might 
underfit the data (i.e., miss relevant relationships), rendering predictions with 
low variance but high bias (i.e., performance might not be exceptional with 
the available data, but it would probably be similar with new data). A model 
that is too complex, on the other hand, might overfit the data (i.e., correspond 
too closely to the available data), rendering high variance but low bias (i.e., it 
performs well with the observed data but not with new data). 

 It is important to keep this trade-off in mind when moving from less 
complex to more advanced statistical modeling. However, increasing the 
complexity of a model can sometimes create the potential to explore 
completely new relationships that would not have been possible to study with 
the use of traditional models.  

 
2 The exact statement has not been found in any of his writings, but a close 
approximation  according to Kneale and Kneale (1962) can be found in (Occham, 
1495).  
3 A common citation for Hickam’s dictum is Tierney et al. (2004) published in the 
New England Journal of Medicine. However, the authors in turn cite Miller (1998), 
who unfortunately did not reference the exact saying.  
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Even though parsimony is an important principle in statistics, it can fail 
us if we use models that do not capture important relationships in the data. 
Nevertheless, it is important to note that a model that is too complex might 
not be applicable on a universal level as it might overfit the data. 

With the considerations discussed in this chapter in mind, I will now 
outline how these matters can be studied in the context of routine care. First, 
however, it is important to clarify the outcomes being studied in the thesis 
and discuss some of the strengths and limitations of these definitions.  

Definitions of outcomes 
This thesis focusses primarily on studying outcomes in routine care derived 
from patient-rated self-assessments of psychological distress and dropout 
evaluated by the therapist. The mechanisms that caused the observed 
variations in these outcomes to occur are treated as unknown with an 
underlying assumption that they were due to a mix of different factors, such 
as patient and therapist variables, treatment, and other external factors 

Self-assessments 
One of the most central aspects in quantitative research is the dependency of 
this approach on measurement. Psychology researchers are generally aware 
of the many weaknesses and obstacles that arise when trying to assign 
numbers to complex phenomenon such as psychological distress. At the same 
time, the benefits that come with it, such as the potential to use statistical 
methods for analyzing and understanding change, do often far outweigh the 
costs. 

Standardized patient-rated self-assessments are currently the most 
common way to quantify psychological distress in psychotherapy research, 
and these assessments generally consist of validated and reliable items with 
established population norms. The most common areas to measure are 
probably depression and anxiety with measures, such as Becks Depression 
Inventory (BDI; Beck, Steer, & Garbin, 1988), Becks Anxiety Inventory 
(BAI; Beck, Epstein, Brown, & Steer, 1988), or the Montgomery-Åsberg 
Depression Rating Scale (MADRS; Montgomery & Åsberg, 1979). Other 
common areas to assess are for example functionality, quality of life, and 
subjective wellbeing.  

The decision to use self-assessment as an outcome might influence the 
observed effects of a study, for example, a meta-analysis by Cuijpers, Li, 
Hofmann, and Andersson (2010) found that when psychotherapy for adult 
depression was assessed with patient-rated self-assessments, it indicated less 
effect than when measured with clinician-rated assessments. 
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Nevertheless, Ogles (2013) presents some arguments for why patient-
rated self-assessments have become so popular for measuring changes in 
psychological distress in psychotherapy. For instance, self-assessments are 
especially appealing in practice-oriented studies as they take less time from 
the clinician to administer, and funders of mental health usually want proof 
of effectiveness from their “customers,” i.e., the patients, rather than the 
providers, i.e., therapist-rated assessments.  

Important questions to ask when assessing treatment outcome with 
patient-rated self-assessments are “who will use the measure”, “in what 
context”, and for “what purpose?” For instance, there is often a tradeoff 
between global versus more specific properties of a measure. In a naturalistic 
setting, such as a mental health care service, patients seek treatment for 
multifaceted and different types of problems. In this context, a broader 
measure might be a good fit to capture global aspects of patient problems. In 
more controlled studies where certain diagnostic groups are studied, specific 
scales intended to measure specific problems are likely to be a better fit. In 
addition, some measures used in research might be too time consuming for 
the patient to complete in routine care (Thornicroft & Slade, 2000).  

Core batteries 
Measures have been developed specifically for practice-oriented research 
such as the Clinical Outcomes in Routine Evaluation Outcome Measure 
(CORE-OM; Evans, Connell, Barkham, Mellor-Clark, & Audin, 2002) and 
the Outcome Questionnaire-45 (OQ-45; Lambert & Finch, 1999). These 
types of measures are constructed to fit any patient regardless of 
psychological distress and are usually administered repeatedly during 
treatment to measure change. The most important motivation behind these so 
called core batteries has been to capture global aspects of patient distress and 
to be able to compare results from studies conducted in different contexts. 

The CORE-OM was used in all three papers included in this thesis. This 
measure was developed to meet three broad goals: standardization, 
acceptability by clinicians, and suitability for routine use (Evans et al., 2000). 
It consists of 34 items intended to measure psychological distress 
experienced during the last calendar week. The questions encompass four 
broad problem areas: “well-being”, “problems”, “functioning”, and “risk” (to 
self or others). Items are scored by the patient on a five-point scale ranging 
from Not at all to Most or all the time. The score ranges from 0-40 points, 
where higher scores indicate greater distress. The Swedish version of the 
measure, which was used in the included studies, has shown satisfactory 
reliability (Elfström et al., 2013). 
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Change between two time points 
An intuitive way of quantifying change in psychological distress derived 
from self-assessments collected before and after treatment is to calculate so 
called change scores by simply deducting the pretest score from the posttest 
score. However, some drawbacks with this practice have been discussed by 
psychometricians since the 1950s.  

Lord (1956) noted, for example, that the reliability of the pretest score 
and the posttest score inevitably influences the reliability of the change score 
so that “differences between scores tend to be much more unreliable than the 
scores themselves” (Lord, 1956, p. 449). Cronbach and Furby (1970) agreed 
with this view and added that “scores formed by subtracting pretest scores 
from posttest scores lead to fallacious conclusions, primarily because such 
scores are systematically related to any random error of measurement” ( 
Cronbach & Furby, 1970, p. 68).  

Another issue with change scores is that they are susceptible to 
regression towards the mean, which can be described as ”a statistical 
phenomenon that can make natural variation in repeated data look like real 
change” (Barnett, Pols, & Dobson, 2005, p. 215). This almost universal 
phenomenon stipulates that if a first measure is extreme, then it is more likely 
that the next measure will be closer to the mean of the population. For 
example, if a measure of psychological distress collected at the first treatment 
session indicates severe distress, then the rating collected at the last treatment 
session for the same patient will tend to indicate less distress.  

A proposed way to control for regression towards the mean between two 
time points is to calculate residualized change scores. There are different 
ways for computing such scores, but a common method is to first fit a linear 
regression model to the sample with the posttest score as the dependent 
variable and the pretest score as the independent variable. It is then possible 
to predict the posttest score based on the pretest score for each patient. The 
last step is to subtract the predicted posttest score from the observed posttest 
score for each individual to rule out the pretest-posttest correlation (Kisbu-
Sakarya, MacKinnon, & Aiken, 2013). This procedure was used to define 
change in psychological distress in Paper I.  

Nevertheless, according to Castro-Schilo and Grimm (2018), it is 
important to note that the limitations of using simple change scores has 
become somewhat more nuanced in recent times. For example, the authors 
point out that when correlation between the pretest and posttest scores is low, 
change scores are not as biased as previously thought. Also, the decision to 
use change scores versus residualized change scores should not be influenced 
by the reliability of the measure since measurement error will obscure true 
change, regardless of which of the two models the researcher choses. To 
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complicate  matters further, Allison (1990) argues that when choosing 
between change scores or residualized scores: “purely mathematical or 
statistical consideration will not suffice because the models are 
incommensurable” (Allison, 1990, p. 106). He means that none of the models 
are suitable for all situations, and in some cases, none of the models are 
appropriate. The choice between models depends on the design of the study 
and the hypothesis about the expected change. For example, the author asks 
the hypothetical question: “does regression towards the mean within groups 
lead to regression towards the mean between groups?” (Allison, 1990, p. 93). 
In conclusion, choosing among models for capturing change between two 
time points is notoriously difficult, and it is beyond the scope of this thesis to 
summarize all aspects related to this issue. However, one way to attain a 
more complete analysis of change is to analyze ratings collected over the 
course of treatment (e.g., at every session). 

Growth rate 
As noted above, in comparison to analyzing change with only pre- and post-
measures (i.e., at two time points), a more informative approach is to assess 
ratings collected over the course of therapy.  

The classical way of analyzing such data has been with methods such as 
the Multivariate Analysis of Variance (MANOVA) or the repeated measures 
Analysis of Variance (ANOVA) (Curran & Hussong, 2003). However, there 
are several drawbacks with these methods for studying repeated measures 
and most of these limitations are linked to ignoring different assumptions that 
are made about the data.  

Firstly, ANOVA and MANOVA assume that observations (e.g., data 
points from patients) are independent of each other. This assumption, often 
called non-independence, is violated when some observations are more 
similar to other observations due to clustering. Data is often hierarchical in 
nature in psychotherapy research; for instance, patients are nested (grouped) 
within different therapists. In this case, the patients exist at Level 1, and the 
therapist (the grouping factor) exists at Level 2. This means that patient-level 
observations (e.g., ratings made by specific patients) are not independent 
because patients treated by a specific therapist might have more similar 
outcomes than patients treated by another therapist. In such a case, the 
estimates from the model may not correctly reflect how the variables in the 
data relate to one another. Violation of non-independence can bias statistical 
significance testing of repeated measures and/or inflate/deflate estimated 
relationships (Grwitch & Munz, 2004). In fact, Baldwin, Murray, and 
Shadish (2005) have conducted an analysis of group-administered treatments 
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and were able to show that only about 20-60% of the studies included in the 
analysis (k= 33) remained significant after correcting for improper handling 
of the non-independence assumption. 

Traditional models for analyzing repeated measures also make very 
restrictive assumptions about the error variances for observations that are 
collected over time. This assumption, often denoted sphericity, specifies that 
error variance must be the same across time, and that correlations between 
measurements collected over time must be equal (Tasca & Gallop, 2009). 
However, according to the same authors, these assumptions are unlikely to 
hold for the typical psychotherapy study. For example, imagine a study 
where symptom distress is assessed at three time-points: pre-, post-treatment, 
and at follow-up, and patients are randomly allocated to either a treatment or 
a control group. In general, patients who begin treatment do not report the 
same levels of symptom distress, so variability in the measure between 
individuals can be expected.  In addition, when treatment begins, one would 
expect symptom distress to decline, especially for those who started 
treatment with high levels of distress. This means that variability at post-
treatment and follow-up can be expected to be lower than at pretreatment. 
Also, it is likely that patients allocated to the control condition would report 
less change in symptom distress than patients allocated to the treatment 
condition, which makes the assumption of equality of error variances even 
more unlikely. Measures of symptom distress for an individual taken close in 
time can be expected to be more strongly correlated than measurements taken 
further apart in time. In other words, the sphericity assumptions for both 
variances and covariances are likely to be violated in the typical 
psychotherapy study. Violating the assumption of sphericity in ANOVA and 
MANOVA could result in an inflated Type I error (i.e. the rejection of a true 
null hypothesis) (Tasca & Gallop, 2009). 

Another drawback with these traditional models is that they treat time as 
a fixed variable. This means that they do not model individual change and 
variability in change over time but rather assume that all patients have the 
same average improvement rate. Patients who attend psychotherapy, 
however, do not usually have the same rate of improvement. There might be 
situations where it would be interesting to assess individual variability in 
patients’ rates of change and predict these individual differences. Another 
drawback with only emphasizing group means and variances (i.e., by treating 
time as a fixed variable) is that each individual must have complete data at all 
time points to be included in the analysis. Missing data is a common 
problem, especially in naturalistic settings. There seems to be no satisfactory 
way of handling missing data in these traditional models. For example, one 
way is simply to delete all patients who did not complete all measurements 
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(listwise deletion), which might result in smaller sample sizes (power), and a 
potentially biased sample. Another way is to impute the missing values with 
a method, such as the Last Observation Carried Forward (LOCF), which can 
bias the results in many ways, or with multiple imputations, which can be a 
very complicated process (Tasca & Gallop, 2009).  

Another way of analyzing repeated ratings of psychological distress is 
with Latent Growth Curve Modeling (LGCM), which was used to quantify 
the change rate in Paper II. There is no need to make any assumptions about 
sphericity using this framework. It includes random effects that make it 
possible to model individual change and variances. Missing data is possible 
to handle in more adequate ways such as with Full Information Maximum 
Likelihood estimation (FIML). This means, in simple terms, that if data for 
variable “X” is Missing At Random (MAR), the FIML algorithm will 
calculate the most likely value of “X” by using the current parameters 
derived from all valid data points in the sample (Allison, 2003; Enders, 
2001). In addition, unbalanced time scores can be used (under the MAR 
assumption), which means that every patient does not need to be measured at 
the same time points. It is also possible to model nonlinear change. A 
common form for improvement in psychotherapy has turned out to be 
logarithmic rather than linear (e.g., Howard et al., 1996). Nevertheless, it 
remains important to note that estimates of patients with fewer measurements 
in the LGCM will probably be regressed to the grand mean of the sample, 
and generally, patients with more measurements will have a higher weight in 
the model. 

Another, more general concern when analyzing longitudinal data in 
psychotherapy is that it is likely that some therapists are more effective with 
their patients than others. This concept is commonly referred to as therapist 
effects. If such effects are ignored in the longitudinal analysis, the risk of 
Type I error can increase (leading to the conclusion that the treatment had an 
effect when, in fact, it had no effect), especially when comparing different 
interventions with very few therapists per treatment (Magnusson, Andersson, 
& Carlbring, 2018). However, there are ways to account for this by including 
a third level in the model. This would allow therapists to have varying 
intercepts (baseline levels of distress) and slopes (rates of change).  

Dropout as an outcome of psychotherapy 
Another important outcome to study in psychotherapy is the proportion of 
patients who end treatment prematurely (or drop out of therapy). However, 
there is no consensus in the field of how to define dropout. This is 



 18 
 
 

problematic because different definitions might significantly influence the 
rate of dropout reported in studies. 

 A broad definition of this concept that probably most researchers could 
agree on is given by Swift, Greenberg, Tompkins, and Parkin (2017) who 
have stated that: “dropout occurs whenever a client begins an intervention, 
but then unilaterally terminates it against provider recommendations and 
prior to recovering from the problems that led him or her to seek treatment in 
the first place” (Swift et al., 2017, p. 48). However, as will be discussed in 
this section, there are many variations of how to quantify and measure this 
phenomenon in psychotherapy research.    

According to an early meta-analysis by Wierzbicki and Pekarik (1993), 
the most common way to define dropout historically has been by means of 
“…treatment duration or number of treatment sessions” (Wierzbicki & 
Pekarik, 1993, p. 190) such as failure to attend a fixed number of sessions or 
to complete a treatment protocol. A strength with this way of measuring 
dropout is that it is easy to assess by the researcher (i.e., it has high 
reliability) but an obvious limitation is that dropout might occur at any time 
in therapy (rendering low validity).  

Hatchett and Park (2003) have proposed that dropout might also be 
defined by changes in psychological distress. Using the OQ-45 as an 
example, their definition stipulates that: “clients whose last scores fell within 
the normal range on the inventory would be classified as appropriate 
terminators, whereas clients whose last scores fell within the clinical range 
would be classified as premature terminators” (Hatchett & Park, 2003, p. 
230). There are several limitations worth noting with this approach which 
was also raised by Hatchett and Park (2003). For example, i) the return to 
normal criteria might not be suitable for all patients (e.g., for patients with 
comorbid psychiatric diagnoses), ii) some patients might be in the normal 
range when they start treatment, and iii) some types of distress might not be 
captured with self-assessment forms. A more general concern (not raised by 
Hatchett and Park) is that this definition assumes that if patients go long 
enough in therapy, they will inevitably be cured. However, all forms of 
therapy are not suitable for all patients, and some patients may be suffering 
from concerns that are not curable with psychotherapy.  

A more meaningful definition of dropout might be to let the therapist 
determine whether dropout has occurred or not. Still, such a definition is not 
without limitations. The most apparent one is that therapists might use 
different standards for deciding whether a patient should be defined as a 
dropout or not (i.e., rendering low reliability).  

The meta-analysis by Wierzbicki and Pekarik (1993) shows that different 
definitions significantly influence the rate of dropout reported in their sample 
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of studies (k = 125). More specifically, “studies that defined dropout in terms 
of termination because of failure to attend a scheduled session reported lower 
dropout rates than did studies that defined dropout in terms of either therapist 
judgment or the number of sessions attended.” (Wierzbicki & Pekarik, 1993, 
p. 193).  

In another study, Hatchett and Park (2003) used a sample of 85 students 
from a university counseling center to calculate four different dropout rates 
based on different definitions. These definitions were based on therapist 
judgement, failure to attend the last scheduled appointment, median split,4 
and failure to return after the intake appointment. Results showed that rates 
of dropout varied substantially depending on which of these definitions the 
authors used. For example, therapist judgement and the missed last 
appointment definitions yielded the same dropout rate of 41 %, the median 
split definition yielded a 53 % dropout rate, and the intake-only definition 
yielded a 17 % dropout rate. 

Swift Callahan and Levine (2009) conducted a similar study with 135 
patients from a university-based training clinic and included the method used 
for defining dropout based on change in symptom distress. Their results 
showed dropout rates of 77 % for the clinically significant change method, 50 
% for the median split method, 8 % for the intake only definition, 48 % for 
the missed-appointment definition, and 74 % for the therapist judgment 
method. 

Finally, a more recent meta-analysis by Swift and Greenberg (2012) also 
showed that dropout rate was significantly moderated by the definition of 
their sample (k = 669, N = 83,834 patients). More specifically, “dropout rates 
were the highest when determined by therapist judgment (37.6%) and were 
the lowest when determined by completion of a set number of sessions 
(18.3%) or a treatment protocol (18.4%)” (Swift & Greenberg, 2012, p. 555). 

It is evident from the results above that observed dropout rates vary 
substantially depending on different definitions. Dropout rates also seem to 
vary within the same cluster of definitions. For example, therapist-judged 
dropout rates ranged from 38% to 74% in different studies. Consequently, 
there is no easy way to define dropout. An adequate definition of this concept 
includes finding a balance between using a simple measure to increase 
reliability and, at the same time, using a meaningful measure to increase 
validity. It is likely that different predictors might also be more or less 
important, depending on how dropout is defined. 

 
4 All patients that attended fewer than four sessions, which was the median of 
attended sessions in the sample, were classified as dropout cases.  
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One way to increase the reliability of therapist-rated dropout might be to 
incorporate clear descriptions of what counts as dropout and letting therapists 
assess it using identical forms. A similar procedure was used in Paper III.  

This chapter discussed strengths and limitations with the definitions of 
outcomes used in the three papers of this thesis. The next chapter will be 
devoted to how specific predictors for these outcomes have been studied in 
the past and how more advanced statistical modeling might be used to 
enhance understanding of these relationships. 

Traditional methods for predicting the thesis 
outcomes 

Working alliance and treatment outcome 
The association between working alliance and treatment outcome is one of 
the most replicated findings in psychotherapy research. The latest meta-
analysis by Flückiger, Del Re, Wampold, and Horvath (2018) included 295 
studies with 30 000 patients and found that the “overall alliance–outcome 
association for face-to-face psychotherapy was r = .278 (95% confidence 
intervals [.256, .299], p < .0001; equivalent of d = .579).” 

Even though there are many different ways of defining working alliance, 
almost 70 % of the more recent studies included in the meta-analysis above 
have used some variation of the Working Alliance Inventory (WAI; Horvath 
& Greenberg, 1989).  

WAI was founded on Bordin's (1979) definition of working alliance 
consisting of three related components: goals, tasks, and bonds. This 
definition stipulates that a strong working alliance emerges when both parties 
(i.e., patient and therapist) reach an agreement about the goals of the 
treatment, how to achieve these goals, and develop a strong personal bond 
between each other. Different variations of the WAI measure exist; for 
instance, WAI can be rated by the patient (Hatcher & Gillaspy, 2006) or the 
therapist (Tracey & Kokotovic, 1989), but they all include scoring questions 
associated to the three domains mentioned above, on a 7-point Likert scale.  

The classical way of studying the relationship between working alliance 
and treatment outcome has been to analyze simple correlations between 
patient-rated alliance and treatment outcome. For example, 85% of the 
studies in Flückiger et al. (2018) meta-analysis only included information 
from the patient about the quality of the working alliance.   

A limitation with studying working alliance from only one point on the 
dyad is that it is not possible to explore how ratings from both parties might 
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influence each other. If the patient has a positive view about the quality of the 
working alliance, it is likely that this will influence the therapist’s view and 
vice versa. It would be interesting to explore questions, such as: “if a 
therapist consistently rates strong alliances with his or her patients, does that 
correspond to strong alliance ratings from that therapist’s patients?” Or: “if a 
therapist rates a specifically strong working alliance with a specific patient, 
does that correspond to a particularly high rating of the alliance from that 
patient”?  

Other questions that might be interesting to explore are how the 
relationship between the quality of the working alliance and treatment 
outcome varies depending on whether it is studied between or within 
therapists. Ratings analyzed from patient to patient treated by the same 
therapist is denoted as within therapist variation, and average ratings 
analyzed from therapist to therapist is denoted as between therapist’s 
variation herein. For example, “do some therapists receive higher alliance 
ratings from patients than other therapists, and if so, do these therapists have 
better outcomes on average”? Or is the general trend more that therapists tend 
to have strong alliances and good outcomes with some of their patients, and 
weak alliances and poor outcomes with others”?   

Questions like these have important clinical implications. For example, 
such matters might point to interesting ways of directing further study of the 
topic. If, for instance, there are obvious differences between therapists in 
their ability to foster strong alliances, it would be interesting to explore 
common characteristics of these therapists. However, if it was more likely 
that therapists tended to have different alliances from patient to patient, other 
research strategies might be more constructive (e.g., how to match therapists 
and patients, or how to handle specifically demanding therapeutic 
relationships).  

Important to note, however, is that these types of questions are not 
possible to study with the use of classical correlation analysis as it would 
involve untangling the nested structure of the data (i.e., the fact that patients 
are grouped by different therapists). 

Initial symptom distress and change rate 
Some authors suggest that the patient is the single most influential factor for 
successful treatment (Norcross & Lambert, 2011; Wampold & Imel, 2015) 
However, according to Bohart and Wade (2013), demographic variables, 
such as patient age, gender, or socioeconomic status, have failed to 
demonstrate strong correlations with treatment outcome. Likewise, variables, 
such as patient motivation, attachment style and coping style have only 
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accounted for small parts of the total variance in outcomes, or yielded mixed 
findings. However, according to the same authors: ”…there is evidence that a 
higher level of distress at the start of therapy is the best predictor of outcome, 
more so than the client’s diagnosis, problem chronicity, or treatment 
population” (Bohart & Wade, 2013, p. 226). It is important to note, however, 
that studies primarily have shown that higher distress at baseline correlates 
with greater change in therapy  but not necessarily with better final outcome 
(e.g., return to the range of the normal population (Brown, Burlingame, 
Lambert, Jones, & Vaccaro, 2001; Hansen & Lambert, 2003).  

Possible explanations for the relationship between distress at baseline 
and change rate are that patients that are more distressed might have more 
room for improvement, the phenomenon of regression towards the mean 
(discussed in the chapter Change between two time points, above), and/or 
mathematical coupling.  

Mathematical coupling can be described as: “…the effect that occurs 
when one variable directly or indirectly contains the whole or part of another, 
and the two variables are analyzed using standard correlation or regression 
techniques” (Y. K. Tu, Maddick, Griffiths, & Gilthorpe, 2004, p. 134). In 
simple terms and at the conceptual level, mathematical coupling is 
problematic because change and baseline scores are united algebraically, 
which could influence statistical testing of the null hypothesis (i.e., whether 
or not the growth curve in the regression is zero).  

Nevertheless, using psychological distress at baseline as a predictor for 
change rate could be an accessible way for therapists to estimate treatment 
development over time. In fact, one of the most popular systems for 
monitoring and predicting rates of change for psychotherapy patients in 
routine care, the so called OQ-analyst (Lambert & Shimokawa, 2011), is 
based on this idea. 

In the OQ-analyst system the OQ-45 form is administered to the patient 
at every session and scores are plotted on a graph over time. The system then 
compares the patient’s development over time with normative data (from 
11,492 patients) and gives a “signal” if the patient deviates from his or hers 
estimated course. The estimated course is entirely based on the patient’s 
psychological distress at baseline. The total range of the intake score is 
divided into 50 distinct groups, and specific trajectories for these clusters are 
estimated with the use of mixed linear models. Thus, the expected trajectory 
for a specific patient is chosen based on the first OQ-45 rating and which of 
those 50 groups the patient ends up in (Lambert et al., 2002). 

A potential problem with only using the total summarized baseline score 
as a predictor of change rate is that other important information in the rating 
related to change rate might be overlooked. To investigate these matters in 
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more detail, more advanced statistical modeling that takes all items into 
account can be used to enhance knowledge about this relationship.   

Change in symptom distress and dropout 
As discussed in the chapter Dropout as an outcome of psychotherapy, above, 
there is no consensus on how to define psychotherapy dropout. In addition, 
different definitions of dropout might be related to specific predictors 
(Warnick, Gonzalez, Robin Weersing, Scahill, & Woolston, 2012). The lack 
of a coherent definition of this concept might also be a contributing factor for 
the ambiguous conclusions reached by many studies about moderators and 
predictors for dropout, which will be discussed in the following section.   

The most comprehensive meta-analysis that examines moderators for 
dropout rate was conducted by Swift and Greenberg (2012) and included 669 
studies with 83,834 patients. In this analysis “dropout rate was coded as the 
percentage of clients who started the intervention and who were identified as 
dropouts according to each author’s method of operationalization” (Swift & 
Greenberg, 2012, p. 551). Five broad categories of moderators for dropout 
rate were investigated: treatment (e.g., orientation, format, time limitations, 
manualization, and setting), patient (e.g., diagnosis, age, race, gender, marital 
status, employment, education) therapist (e.g., experience level, gender, race, 
age), and study design (e.g., definition of dropout, efficacy, or effectiveness 
study).  

Results showed that higher dropout rates were found in studies that 
examined non-manualized psychotherapy with no predetermined time limit 
conducted at university-based clinics. Higher dropout rates were also found 
for younger patients with less education and for therapies conducted by 
clinicians with less experience (e.g., trainees working towards a degree). 
Finally, higher dropout rates were also found in studies using therapist-
judged definitions of dropout (as mentioned in the chapter Dropout as an 
outcome of psychotherapy) and in studies conducted in naturalistic settings 
(i.e., effectiveness studies). Nevertheless, it is important to note that the 
observed effect sizes for these moderators were quite small and ranged from 
d = 0.16 to 0.29. 

Other studies have tried to replicate these findings. For example, Rubin, 
Dolev and Zilcha-Mano (2018) conducted a study of 413 patients treated at a 
university consulting center and examined four of the seven patient predictors 
analyzed in the Swift and Greenberg study (age, gender, education, & marital 
status). Patients in the study received non-limited psychodynamic therapy, 
and dropout was defined as all patients who terminated therapy before the 
10th treatment session. Results showed that the relationship between lower 
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education and higher risk of dropout was replicated. However, age had the 
opposite relationship to dropout compared to the findings by Swift and 
Greenberg (i.e., younger age yielded less likelihood for dropout). Both 
studies found non-significant correlations between dropout rate and patient 
gender and marital status.   

A literature review conducted by Roos and Werbart (2013) replicated the 
finding from Swift and Greenberg that more experienced therapists had fewer 
dropout patients than less experienced therapists. However, it is important to 
note that this study also included the results from Swift and Greenberg’s 
meta-analysis, which could lead to the risk of circular reasoning. 

Karyotaki et al. (2015) conducted a meta-analysis examining predictors 
for dropout in self-guided web-based interventions for depression (k = 10, N 
= 2705 patients). Dropout was defined as ” ...a completion rate of less than 
seventy five percent of the intervention modules…” (Karyotaki et al., 2015, 
p. 2720). Both findings for age and education level (observed in the Swift 
and Greenberg study) were replicated (i.e., lower age and less education 
yielded a higher risk for dropout). However, contrary to the findings in Swift 
and Greenberg, male gender significantly increased the risk of dropout in this 
study. 

Finally, a study by Keefe, Chambless, Barber, and Milrod (2020) was 
conducted to explore “predictors and moderators for dropout in cognitive-
behavioral and psychodynamic therapies for panic disorder” (Keefe et al., 
2020, p. 1). This study included 200 patients, and “dropout was defined as 
not completing at least 16 sessions of treatment within a period of 12 weeks 
plus a 4-week grace period for scheduling complications” (Keefe et al., 2020, 
p. 3). Of the significant predictors found in Swift and Greenberg’s review, 
this study examined patient education level and age but was not able to 
replicate any correlation between these variables and rates of dropout.  

It is clear from these results that most studies examining predictors of 
dropout have focused on relatively static demographic variables collected 
before treatment had started. It is also evident that these predictors seem to be 
dependent on type of study and dropout definition, which lead to mixed 
findings. Also, investigating a static predictor in relation to dropout does not 
say anything about when the risk of dropout might increase or decrease for a 
specific patient.  

Considering these challenges, it is clear that other ways of predicting 
dropout are needed. One innovative way to complement the literature might 
be to explore if local prediction systems can be developed to detect patients 
at risk of dropout during the course of treatment. 

However, to train and tune models to fit specific contexts and find 
complex prediction patterns might not be an optimal task for most traditional 
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statistical methods used in psychotherapy research as they are primarily 
developed to find simpler, more interpretative, and generalizable patterns in 
data.   

Advanced methods for studying the thesis 
outcomes 

Multilevel modeling 
Data from psychotherapy studies usually consists of ratings collected from 
patients that are clustered within different therapists (as mentioned in the 
chapter Growth rate above). There are many reasons for trying to disentangle 
this type of dependency in data. For example, methodological motives, such 
as handling non-independence in repeated measures, and more substantive 
motives, such as analyzing relationships in the data that vary at more than 
one level (e.g., at the therapist and patient levels).  

This type of grouping in data is simply ignored in regular correlation 
analysis. However, the implementation of MLM as demonstrated by for 
example Raudenbush and Bryk (2002) has made it possible to separate these 
different levels in data. 

An extension of the regular MLM is the multivariate MLM, which can 
include two or more outcomes, such as alliance ratings from both therapists 
and patients (Baldwin, Imel, Braithwaite, & Atkins, 2014; Raudenbush, 
Brennan, & Barnett, 1995). Separate intercepts (i.e., averaged ratings across 
therapist) and residuals (i.e., variations in ratings within each therapist) in the 
multivariate MLM are created for both rater perspectives. This procedure 
enables the exploration of how ratings from both raters relate to each other at 
different levels in the data (i.e., within and between therapists). 

For example, assume that a fictional therapist “Märta” rated stronger 
alliances with her fictional patients “Ester”, “Tage”, and “Carl-Johan” than 
the typical therapist in the sample did (i.e., “Märta” had a higher therapist-
rated intercept than the grand mean of the sample). Then it would be 
interesting to explore if “Märta” also received higher alliance scores on 
average from her patients than the typical therapist in the sample (i.e., 
whether “Märta’s” patient-rated intercept was higher than the grand mean of 
the sample). This association is possible to explore by correlating the 
deviation of the intercepts from their grand means. 

 However, it would also be interesting to explore how the alliance ratings 
related to each other within each therapist. For example, say that “Märta” 
rated her alliance with “Carl-Johan” higher than what she did with her two 
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other patients (i.e., the residual for “Carl-Johan’s” rating is above “Märta’s” 
therapist-rated intercept), does that mean that “Carl-Johan” also rated his 
alliance with “Märta” higher than what “Ester” and “Tage” did (i.e., “Carl-
Johan”’s residual is above “Märtas” patient-rated intercept)? This would be 
possible to explore by correlating the residuals with each other.  

Finally, MLM also makes it possible to study the relationship between 
the quality of the working alliance and treatment outcome in a more direct 
way. It might be used to investigate whether the correlation between working 
alliance and treatment outcome is stronger when studied within or between 
therapists. Such questions could have important implications for how to 
direct further studies (as discussed in the chapter Working alliance and 
treatment outcome, above).  

The relationship between alliance and treatment outcome explored within 
and between patients was addressed in a recent meta-analysis (Flückiger et 
al., 2020). In this study, the time-lagged effects of session-by-session patient-
rated alliance and outcome were analyzed (between sessions 1-7). The 
between patient associations that can be explored with this type of data is 
whether patients with stronger alliances in the early phase of treatment have 
better outcomes at the end of treatment. A within patient effect that can be 
explored is whether sessions with unusually strong alliances (in relation to 
the patient’s other ratings) are followed by unusually low symptom ratings 
(in comparison to the other symptom ratings for that patient) or vice versa. 

Results showed that “better average early alliance scores had a 
significant positive association with patients’ posttreatment outcome” 
(Flückiger et al., 2020, p. 837). Similarly, the within patient associations 
showed that “higher than usual alliance scores in one session were followed 
by lower-than-usual symptoms in the following session” (Flückiger et al., 
2020, p. 837). However, the reverse effect was also true; unusually high 
symptom ratings at a particular session were followed by an unusually low 
alliance rating the following session.  

It is evident that MLM can nuance the association between the quality of 
the working alliance and treatment outcome in meaningful ways beyond the 
capacity of traditional correlation analysis. 

Latent Profile Analysis 
Baseline psychological distress might be one of the strongest predictors for 
change rate discovered in psychotherapy research (see the chapter Initial 
symptom distress and change rate, above). However, most studies have only 
examined whether high or low ratings of psychological distress are related to 
change rate and not whether specific answer patterns of the rating could 
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contain valuable information. Exploring such questions involves analyzing 
all items that make up the rating and not just sums of the scores (e.g., mean 
values).  

Most traditional statistical methods (e.g., factor analysis, MLM, & 
regression) are so called variable-centered approaches that emphasize 
associations between variables. However, many psychotherapy questions are 
best answered with methods that take a person-centered approach where the 
emphasis is on relationships among individuals (Muthén & Muthén, 2000).  

Variable-centered approaches rest on the assumption that all cases must 
be drawn from a single population from which average parameters can be 
estimated. Person-centered approaches, in contrast, consider the option that 
the sample might contain subpopulations with different sets of parameters 
(Wang & Hanges, 2011).  

An example of such a model is Latent Profile Analysis (LPA; Lazarsfeld 
& Henry, 1968), which is a type of mixture model. A mixture model is a 
general term for probabilistic models for “…representing the presence of 
subpopulations within an overall population…” (Ge, Song, Ding, & Huang, 
2017, p. 8). Mixture models were first initiated more than 100 years ago by 
the statistician Carl Pearson who fitted a mixture of two normal populations 
with different means and variances on crab data provided by his colleague 
Raphael Weldon. Since then, several models have evolved that incorporate 
this method such as the LPA (McLachlan, Lee, & Rathnayake, 2019).  

The general aim of the LPA is to “recover hidden groups in data based on 
the means of continuous observed variables” (Oberski, 2016, p. 280). Latent 
Class Analysis (LCA) does the same thing but for categorical variables5. In 
LPA, patients who are similar to each other on the observed variables (e.g., 
ratings of symptom distress) are grouped together, and patients who diverge 
from this pattern are allocated to different groups. These unobserved groups 
of individuals are called latent classes. The objective is to find the least 
number of latent classes that fit the data in an optimal way. This is done by 
stepwise adding more classes until a good fit to the data has been reached.  

The parameters in the LPA model are probabilities that an individual 
belongs to a specific class. This model allows researchers to explore patterns 
in data and how these patterns relate to other important variables (Berlin, 
Williams, & Parra, 2014). LPA can be used to investigate if groups of 

 
5 Another difference between LCA and LPA is that the continuous indicators 
in LPA are allowed to be correlated, and these “…correlations (as well as 
covariance and variances) can be set to be freely estimated or fixed to be 
equal across classes” (Berlin et al., 2014, p. 3). 
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patients answer items in a self-assessment form in similar ways, and whether 
these groups have different change rates.  

There are several advantages to using LPA and LCA over other methods 
used for clustering, such as k-mean clustering. For one, LPA and LCA are 
model based, which makes it possible to obtain an optimal solution by 
comparing fit indices across models (Nylund, Asparouhov, & Muthén, 2007). 
Also, because latent classes are grounded on probabilities, each individual is 
allowed to have some membership to all latent classes, which makes it 
possible to model how certain and/or precise the classifications are 
(Asparouhov & Muthén, 2014; Berlin et al., 2014). Another advantage of the 
LPA/LCA methods is that they are flexible in terms of the type of data that 
can be used in the model (e.g., binary, or continuous variables). 

However, there are also limitations worth noting. For example, there are 
no established rules for deciding on the optimal number of classes. There can 
be difficulties with model convergence6 and the need for quite large sample 
sizes. Also, there is always the risk that there are other explanations beyond 
the presence of latent classes that was detected with the model. It is possible 
that latent classes were due to the nonnormality of the data or because of a 
misspecification of the model (Bauer & Curran, 2004).  

Nevertheless, LPA offers an interesting opportunity to further explore the 
association between baseline psychological distress and change rate that goes 
beyond just level of distress and focuses on hidden patterns in the rating. 

Machine learning 
Dropout has generally been studied by examining relatively static predictors 
collected at the start of treatment and analyzed with the use of traditional 
statistical models directed towards the goal of explanation rather than the 
goal of prediction. However, other statistical frameworks developed 
specifically for prediction might be used to increase the ability to detect 
patients at risk of dropout. I will return to this more specific question in later 
parts of this chapter.   

Arthur Samuel invented the term Machine Learning (ML) in the 1950’s 
by using the game of checkers to illustrate the concept. In a ground-breaking 
article (Samuel, 1959), he was able to show that a computer could improve at 
the game the more it played by learning to incorporate moves that made up a 
winning strategy. Subsequently, Tom Mitchell has provided a more formal 
definition of ML as: "A computer program is said to learn from experience E 

 
6 New estimates of parameters in the maximum likelihood equation do not improve 
when more iterations are run so that it gets stuck at a local minima (usually resolved 
by running the algorithm with different starting values). 
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with respect to some class of tasks T and performance measure P, if its 
performance at tasks in T, as measured by P, improves with experience E." 
(Mitchell, 1997, p. 2). In broader terms, the essence of ML is that a machine 
(i.e., a computer) can learn from data without being explicitly programmed to 
come up with a fixed solution. Artificial Intelligence (AI) is closely linked to 
ML but can be viewed as a broader term where ML is one of its branches.   

The purpose of an ML analysis can be split into two wide-ranging 
categories: supervised and unsupervised learning. Labeled data is needed in 
supervised learning. For example, the algorithm would need to know the 
“right” label for each patient (e.g., dropout or completer) to learn patterns 
associated between the labels and a set of predicting variables (or features). 
In contrast, unlabeled sample data is used in unsupervised learning to group 
patients based on similarities over specific variables (Brézillon & Gonzalez, 
2014). An example of unsupervised learning is exploring groups of patients 
with similar response patterns on a self-assessment form (similar to the aim 
of Paper II), and an example of supervised learning is training an algorithm to 
find patterns in symptoms ratings to separate dropout patients from 
completers (the aim of Paper III).  

ML is used in our daily lives in many different ways; for example, in 
Google searches and personalized marketing as well as in self-driving cars 
(Jordan & Mitchell, 2015). ML has until recently predominantly been applied 
by data scientists and engineering groups. However, when researchers from 
other fields of research begin to work in this arena it is important to recognize 
some fundamental differences between research traditions. For example, 
according to Mohr, Zhang, and Schueller (2017), data science is often more 
exploratory in nature than clinical psychology, which usually is more 
hypothesis-driven. In addition, ML comes from a tradition of practical 
application with more emphasis on prediction than on explanation.  

ML algorithms can be separated into parametric and non-parametric 
models. In simple terms, parametric models rest on the assumption that the 
data follows a certain probability distribution that can be defined with a 
predefined number of parameters, such as the mean and standard deviation of 
a normal distribution. Non-parametric models, in contrast, treat the data 
mechanism as unknown and can contain an infinite number of parameters 
that usually gets more complex as the number of samples increases (Breiman, 
2001b).  

Breiman (2001b) denotes these two approaches as the data modeling 
culture (i.e., parametric models) and the algorithmic modeling culture (i.e., 
non-parametric models). Even though models from both cultures are applied 
under the ML-umbrella, ML has a stronger tilt towards the algorithmic 
modeling culture. The rise of this community started in the mid 1980’s with 
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the development of some powerful algorithms intended to increase prediction 
accuracy (e.g., neural nets & decision trees). The field at this time consisted 
primarily of data scientists, physicists, and engineers who started working on 
complex problems for which regular parametric models did not work as well, 
such as handwriting-, image- and speech-recognition tasks. 

 Under the algorithmic modeling umbrella, most statistical problems are 
viewed as a set of Xs (predictor variables, e.g., items on a self-assessment 
form) that goes into a model and outputs a set of Ys (predictions, e.g., 
“dropout” or “completer”) at the other end. The task is to find an algorithm 
(i.e., a model) that maps the road from the Xs to the Ys in an optimal way. 
Performance is usually measured by concluding whether future Xs will be a 
good predictor of Ys (Breiman, 2001b).  

A common procedure to solve to this problem is to first divide the data 
into a training set and a test set (80 % of the data are typically used for 
training and 20 % for testing). The training set is used to finetune the 
algorithm to find the best patterns to apply for prediction, and the test set is 
used to validate the model with unseen data in an unbiased way. To find a 
stable solution and counter overfitting, a method called k-fold cross 
validation is often used during training. In short, this means that the training 
set is further randomly split into k equal parts or folds. As an example, let’s 
set k = 10 (which is often used). The model is then given nine of these parts 
(k-1) to train on, and when an optimal solution has been reached, it is tested 
on the remaining part (1/10). This procedure is then repeated 10 times so that 
each part of the training set has served as a cross-validation set one time. It is 
also possible to run k-fold cross validation several times with different 
settings to optimize the model for better performance (Cucker & Smale, 
2002). The final step is to pick the model with the best performance and run 
it on the test set (the 20 % part of the data that was not included during 
training). A robust model usually has similar performance in the training and 
test parts of the analysis (Mitchell, 1997).   

Very few assumptions are made about the data under the algorithmic 
modeling umbrella except that it is drawn Independent and Identically 
Distributed (IID) from an unknown distribution. In simple terms, this means 
that all samples are thought to be created by the same process with no 
memory of past generated samples, much like tossing dice. If we throw a die 
a few times, all the values we observe can be said to be IID random variables. 
Nevertheless, in the typical psychotherapy study, some patients are usually 
more likely to be included than others, which makes it difficult to guarantee a 
perfectly random sample. Thus, the samples are often treated as a “reasonable 
approximation” of IID. It is hard to estimate the effects of this practice on 
psychotherapy research, however, one study indicates that some ML 
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algorithms, such as Support Vector Machines (SVM), can be successfully 
applied to data that does not support the IID assumption (Steinwart, Hush, & 
Scovel, 2009).  

Breiman (2001b) states that one limitation with models that make too 
many assumptions about the data is that it might lead to biased conclusions if 
the available data does not fit these assumptions. Common ways to check 
how well the underlying assumptions of a model fit the data are with 
goodness-of-fit tests or residual analysis. Nevertheless, one drawback with 
most of these tests is that they usually do not reject the misspecification of 
the model until the lack of fit is extreme (Bickel, Ritov, & Stoker, 2006).  

 However, both cultures have pros and cons for reaching conclusions 
from data. For example, parametric models are usually more parsimonious 
and easier to interpret and can be a better fit for simpler problems (which 
leans more towards the goal of explanation). Non-parametric models, on the 
other hand, are generally more flexible and might achieve better performance 
for prediction tasks but are usually much harder to interpret and can have 
higher risks of overfitting (Graham et al., 2019).   

The aim of traditional parametric models is usually to draw inferences 
about a population from a sample. There are some important differences 
between the concepts of inference and prediction. Inference is usually 
concerned with characterizing a relationship between the data and an 
outcome variable and not per se to make predictions about future data (even 
though these models can still be used to make predictions). In contrast, 
prediction is specifically aimed at forecasting unseen outcomes or future 
behavior (Glasser, 2014).  

An advantage of some ML approaches compared to traditional statistical 
approaches is that they can detect very complex interactions in data that can 
be used for prediction, but these may be too complex to interpret in any 
meaningful way (Graham et al., 2019). If the number of predictor variables is 
greater than the number of patients, ML methods can be particularly helpful 
(Bzdok, Altman, & Krzywinski, 2018). This is an especially important 
benefit because most other classical statistical models will usually breakdown 
when too many variables are added to the model. 

 In psychotherapy research, as well as in most other fields of research, 
the concepts of inference/explanation, and prediction are complementary as 
they could point to meaningful, although somewhat different conclusions. 
For example, we might want to infer which psychological processes are 
associated with patient dropout from treatment (a suitable aim for classical 
parametric statistics), as well as build a program for detecting these patients 
before they terminate treatment (a suitable aim for an ML algorithm). In the 
latter case, however, understanding the underlying mechanisms is not the 
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primary goal, the main thing is which variables are the most useful for 
detecting dropout cases based on a set of predictor variables (Bzdok et al., 
2018).  

For example, a meta-analysis by Reich and Berman (2018) has 
demonstrated an association between greater psychological distress at 
baseline and higher risk of dropout. Deterioration or no change in 
psychological distress during the early phase of treatment has also been 
shown to be related to a higher likelihood of dropout (Lutz et al., 2014). ML 
and item-level analysis make it possible to explore very complex patterns of 
this association and study if they can be used to detect dropout cases during 
the course of treatment. Such an aim leans very close to “raw” prediction. 
Nevertheless, such a study might lead to better insights into potential 
predictors for dropout and how to build local prediction systems that make 
use of data collected in routine care.  

Despite some great advantages, it is apparent that ML techniques are not 
a universal solution for all situations, and they come with their own 
limitations. For example, ML models often sacrifice interpretability over 
predictive power as they usually give limited information about why a 
subject was classified in a specific way (Hart & Wyatt, 1990).This raises 
issues when ML algorithms are implemented in clinical settings. A researcher 
may experience difficulties explaining the rationale behind a specific 
classification if it was guided by a complex ML-algorithm (Hariman, 
Ventriglio, & Bhugra, 2019). Because interpretability is a critical limitation 
of ML, it has been a prioritized research area for some time (e.g., Li et al., 
2009). It should be noted, however, that most models do allow some degree 
of interpretation at a global level with tools such as variable importance 
measures (e.g, Koutsouleris et al., 2016).   

Another important issue noted by Mohr et al. (2017) is that researchers 
know very little about the “shelf lives” of the predictive models generated by 
some ML algorithms. When commonly used data collection technologies, 
such as smartphones and other devices, are updated, the associated raw data 
that these technologies collect will also change. The way people use their 
devices changes over time, too. For example, the way people communicate 
via smartphones has in recent years shifted away from SMS texting and 
phone calls to communication through messaging apps and social media. ML 
algorithms can become increasingly inaccurate when people change how they 
use their devices and, in extension, the data collected by the device 
technologies.  

An early example of this was the so- called Google FluTrends platform 
that used “flu-related” internet search terms to predict outbreaks of influenza 
in different geographical regions. The platform (launched in 2008) initially 
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showed promising results with prediction accuracies as good as those 
provided by the Centers for Disease Control and Prevention (CDC) but with a 
faster delivery rate to the public. Therefore, the system was implemented in 
29 countries and extended to include other diseases. It performed remarkably 
well for a short period of time until it stopped working. Evidently people’s 
search behaviors changed, which in turn weakened the Google Flu Trends’ 
models (Butler, 2013). 

The most recent development in ML seems to be building bridges 
between the goals of prediction and explanation. ML algorithms typically 
excel at quite explicit tasks, such as detecting cancer in medical scans or 
facial recognition tasks, but they cannot take what they have learned and use 
it to adapt to a new but related environment. For example, “a robot that 
understands that dropping things causes them to break would not need to toss 
dozens of vases onto the floor to see what happens to them” (Knight, 2019, 
para. 5). Bengio et al. (2019) have initiated work in this area by developing 
algorithms that can create hypotheses about which variables might be 
causally related to each other and then examine how alterations to different 
variables fit that theory. This might be an interesting topic for psychotherapy 
research to consider in the future.  

ML is an exciting new arena for psychotherapy research to explore. It is, 
however, important to note that ML comes with its own limitations and 
advantages and stems from a slightly different research tradition compared to 
conventional methods. In addition, ML is not a universal solution to all 
research questions but could point to meaningful, although somewhat 
different, conclusions.  

As the MLM, LPA, and ML approaches are becoming important tools for 
developing psychotherapy research, there is a need to compile how they can 
be applied to real clinical data, to illustrate some of their strengths and 
limitations, as well as to study how they can be combined to act in 
complementary ways to enhance the field of psychotherapy research. 



 34 
 
 



 35 
 
 

AIMS OF THE THESIS 

The overarching aim of this thesis project was to study how advanced 
statistical methods can be used to enhance understanding of how to predict 
different types of psychotherapy outcomes in routine care. To fulfill these 
aims, three studies were conducted using a multi-method approach 
comprising Multilevel Modeling (MLM) (Paper I), Latent Profile Analysis 
(LPA) (Paper II), and Machine Learning (ML) (Paper III). Underlying this 
broader scope were three more explicit research objectives: to study  
 

• how MLM can be used to explore aspects of the relationship between 
working alliance and treatment outcome overlooked with the use of 
traditional methods.   

 
• how LPA and item level analysis can be used to nuance the 

relationship between psychological distress at baseline and change 
rate during treatment.  

 
• how ML can be used to predict dropout cases based on complex 

patterns of symptom distress undetectable with traditional methods. 
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SUMMARY OF INCLUDED STUDIES  

Paper I 
Aims: The first aim of this study was to investigate if variability in alliance 
scores can be best explained by differences between or within therapists. If 
variability is mainly due to differences between therapists, this would 
indicate that patients seeing the same therapist would tend to rate their 
alliances in similar ways (i.e., some therapists receive high alliance ratings 
from most of their patients, and some therapists receive low alliance ratings 
from most of their patients). In contrast, if variability is best explained by 
differences within therapists, this would indicate that therapists tend to have 
strong alliances with some of their patients, and weak alliances with others, 
leading to small average differences between therapists. The same type of 
within and between therapist variability was also studied in the therapist’s 
own ratings of the alliance (i.e., do some therapists rate on average higher 
alliances with their patients compared to other therapist? or do therapists in 
general rate very different alliances from patient to patient?).   

The second aim was to explore whether this type of variability in alliance 
ratings can be used to predict treatment outcome. For example, how strong 
was the correlation between therapist’s average alliance scores with their 
average treatment outcomes? And how strong was the correlation between 
therapist’s specific alliance score with a certain patient and treatment 
outcome for that patient?   

Methods: Data from a naturalistic setting collected from primary care 
units in Sweden was used in the study. The Working Alliance Inventory 
Short version (WAI-S; Tracey & Kokotovic, 1989) was used to measure 
therapist ratings of the working alliance, and the Working Alliance Inventory 
Short version Revised (WAI-SR; Falkenström, Hatcher, & Holmqvist, 2015) 
was used to measure patient ratings of the working alliance. Clinical 
Outcomes in Routine Evaluation Outcome Measure (CORE-OM; Evans, 
Connell, Barkham, Mellor-Clark, & Audin, 2002), was used to measure 
psychological distress pre to post treatment. Therapists and patients had to 
have filled out the WAI rating at the third treatment session to be included in 
the analysis, and patients also had to have complete the CORE-OM form pre- 
and post-treatment. Using these criteria 439 patients treated by 50 therapists 
were selected for analysis.  
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An analytical design called the “One-With-Many” was used to 
distinguish the different sources of variability observed in the data (Marcus, 
Kashy, & Baldwin, 2009). This approach was guided by a modification of the 
so-called “Social Relations Model” described by Kenny (SMR; Kenny, 1994) 
where variability in people’s views of one another in a group format is 
thought to be influenced by three factors: the perceiver, the partner, and the 
relationship. Marcus et al. (2009) has named their transformed design One-
With-Many to reflect the specific situation in individual therapy where the 
therapist (the one) might rate their relationship with many patients (the 
many), but the patient can only rate his or her relationship with one therapist. 

A multivariate multilevel model based on the two-intercept approach was 
used to disentangle the different sources of variability described in the One-
With-Many analytic design (Raudenbush et al., 1995). Wald-z tests were 
used to test the significance of variability in the alliance scores as well as 
their correlations. Treatment outcome was examined with the use of 
residualized change scores, which were computed using the CORE-OM 
scores from the first treatment session to predict CORE-OM scores at the last 
session.  

 Results: Patients who saw the same therapist had very different opinions 
about the quality of the working alliance. In line with this, there were no 
significant differences in the aggregated scores of patient-rated alliances 
between therapists. Similarly, therapists rated significantly different alliances 
from patient to patient, however, some therapists also rated higher alliances 
on average than other therapists. In addition, patient’s average alliance score 
for a particular therapist correlated in general with the therapist’s own 
average alliance score. However, there was an even stronger association 
between therapist- and patient-specific alliance scores within each therapist. 
The results displayed no significant relation between patient’s average 
alliance scores (for particular therapists) and therapist’s average treatment 
outcomes. Neither were there any significant relationships between the 
therapist’s own average alliance ratings and their average treatment 
outcomes. In contrast, both patient- and therapist-specific ratings of the 
alliance were related to outcome. In other words, there was a strong 
correlation between alliance and outcome when analyzed within each 
therapist, but the average alliance scores for a specific therapist did not 
predict outcome. In other words, the general trend in the sample was that 
therapists had strong alliances and good outcomes with some of their 
patients, and weak alliances and limited outcomes with some of their 
patients. This is in contrast to one group of therapists with strong alliances 
and good outcomes with most of their patients.     
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Discussion: This study demonstrated the type of questions researchers 
might ask when they can separate variances into piles of between and within 
therapist variability. These matters would not have been possible to 
investigate without the use of MLM. 

The results of the study stand in contrast to some earlier findings. For 
example, some studies have demonstrated stronger relationships between 
working alliance and treatment outcome when they were analyzed between 
therapists compared to within, and some have shown that both between- and 
within-therapist variations were associated with outcome (Baldwin, 
Wampold, & Imel, 2007; Del Re, Flückiger, Horvath, Symonds, & 
Wampold, 2012; Kivlighan, Gelso, Ain, Hummel, & Markin, 2015; 
Koszycki, Kelly, & Leybman, 2010; Marcus et al., 2009; Marcus, Kashy, 
Wintersteen, & Diamond, 2011). However, the present study is the first to 
indicate that only within alliance variability was associated with treatment 
outcome. 

Why is it important to study whether variability in alliance between or 
within therapists is more associated with treatment outcome? For example, 
questions like this conveys something about how to direct further studies. If, 
for instance, there were obvious differences between therapists in their ability 
to foster strong alliances with their patients, and these therapists also had 
better treatment outcomes, it would be interesting to explore common 
characteristics of these therapists. If, on the other hand, it was more likely 
that therapists generally tended to have different alliances and outcomes from 
patient to patient (as suggested in the present study) other research strategies 
might be more constructive (e.g., how to better match therapists and patients 
or how to handle specifically demanding therapeutic relationships).  

Paper II 
Aims: The aim of this study was to explore patterns of psychological distress 
at the first treatment session, and whether these patterns could be used to 
predict treatment response. 

 Methods: Data from 1095 first-line mental health service patients in 
Sweden was used (the same database as in Paper I). Treatment consisted 
primarily of supportive therapy, Psychodynamic Therapy (PDT) and CBT. 
All participants completed the CORE-OM at each session during the course 
of treatment. CORE-OM consists of 34 items related to psychological 
distress experienced over the last week divided among four major problem 
areas: “functioning”, “risk” (of harm to self or others), “subjective well-
being”, and “problems/symptoms”.   
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LPA was used to explore different distress profiles based on patient 
responses to the 34 CORE-OM items from the first treatment session. 
Patients with similar distress profiles were grouped together by the LPA 
algorithm, and the optimal number of such clusters (or latent classes) were 
investigated. Two analyses were conducted: one using patient raw scores (for 
each of the 34 items), and one using scaled scores. The scaled scores were 
computed for each patient by deducting each item score from the patient’s 
total score (i.e., the mean of the 34 items). The reasons for exploring scaled 
scores was to identify groups of patients that might have similar items that 
stand out, or deviate, from their typical distress score. With this procedure, it 
was possible to control for the general distress factor and thus better 
characterize patients based on their most pronounced symptoms, as opposed 
to levels of psychological distress for each item. The inclusion of the raw 
scores analysis was motivated to compare profiles based on different scoring 
methods since the scaled-scores approach is not a typical practice in LPA.  

The next step of the analysis was to use Latent Growth Curve Modeling 
(LGCM) to investigate differences in treatment response (i.e., change rates) 
between the profiles. The latent classes derived from the most appropriate 
LPA model were entered as time invariant covariates in the LGM. Baseline 
psychological distress (i.e., intercepts) as well as change rate per session were 
tested for group differences.  

Results: Four profiles with significantly different degrees of distress at 
the start of treatment and with different change rates were discovered (with 
all p’s < .05 using Holm’s correction). The most obvious dissimilarity 
between the profiles was their degree of endorsement of the risk area in 
relation to the total score. Profile 1 included 15% of the sample (n= 161) and 
was characterized by low initial distress (8.91 points), a very slow 
improvement rate (-0.25 points per session), and an average of 20% 
endorsement of the risk area (calculated by taking the average risk area score 
for the profile, divided by the average total score of the profile). Profile 2 
included 46 % of the sample (n = 509), and showed average initial distress 
(15.01 points), a slow improvement rate (-0.62 points per session), and a 13 
% endorsement of the risk area. Profile 3 comprised 25% of the sample (n = 
275) and showed high levels of initial distress (20.76), a fast improvement 
rate (-1.58 points per session), and low endorsement of the risk area (11 %). 
Finally, profile 4 was characterized by very high initial distress (22.31), and a 
moderate improvement rate (-1.17 points per session) coupled with high 
endorsement of the risk area (51 %).   

As predicted, the general trend in the raw-score analysis was that more 
distressed patients were grouped together on all items, however, this analysis 
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also marked the level of endorsement of the risk area as the most evident 
distinction between the profiles.  

Discussion: By using the statistical procedures described above, it was 
possible to distinguish groups of patients with similar initial distress patterns 
and their relation to treatment response. Earlier studies have recognized the 
importance of baseline initial distress as a predictor of change rate (e.g., Y.-
K. Tu & Gilthorpe, 2007). The general trend is usually that more distressed 
patients show faster recovery rates (due to, e.g., regression to the mean and/or 
because these patients have more room for improvement). However, even 
though this pattern was replicated in the study, results also suggest that 
endorsement of specific clusters of items might have a significant influence 
on change rate. For example, even if patients resembling profile 3 had 
significantly lower initial distress than patients resembling profile 4, they still 
had significantly faster recovery rates on average. The most obvious 
distinction between these profiles was how much of their total score was 
influenced by the endorsement of the risk area items (11 % compared to 51 
%). In other words, a high total score in combination with low scores on the 
risk area might predict faster recovery rates. In addition, different change 
rates might be expected if two patients showed the same initial distress level 
but varied substantially in their score on the risk area items. If replicated, this 
information might be used by the clinician at the start of treatment to give a 
rough estimate of possible change rates for different patients.   

This study focused on how to predict different treatment responses based 
on pretreatment characteristics. Such knowledge might be used to adapt 
treatment to the individual patient to fulfill the intentions of precision 
medicine 

Paper III 
Aims: The aim of this paper was to investigate whether specific patterns of 
symptom distress in the early phase of treatment could be used to detect 
patients at risk of dropping out of treatment.  

Methods: The same dataset as in Paper I and Paper II was used in the 
study. To be included in the analysis patients had to have completed the 
CORE-OM form at sessions one to three, and their therapists needed to report 
whether the end of treatment was planned or unplanned. An unplanned 
ending was marked if a patient dropped out without giving any reason for it, 
or because they perceived the treatment as ineffective. Planned endings 
occurred if the termination was scheduled beforehand, or if the therapist and 
patient had come to a mutual agreement about ending treatment. 260 patients 
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were selected for analysis, 31(12 %) were considered dropouts, and 229 (88 
%) as completers. 

The rational for exploring symptom distress to predict dropout was based 
on two earlier studies that suggested that dropout patients are generally more 
distressed when they enter treatment than completers (Reich & Berman, 
2018), and that symptom change in the early phase of treatment might 
influence the likelihood of patients dropping out of treatment (Lutz et al., 
2014) 

Supervised learning together with a ML algorithm called Random Forest 
(RF) were used to explore fine-grained patterns of psychological distress to 
predict dropout. All 34 items from the CORE-OM form collected at each 
treatment session (one to three) for each patient were added to the model. To 
capture change over time, item change between sessions was also included as 
a predictor. Lastly, scaled scores were calculated in the same manner as in 
Paper II and added as predictors to capture a patient’s relative, as in contrast 
to absolute, psychological distress. 

Common ML procedures were used to train and validate the model. For 
example, the data was randomly split into a training set comprising 75% of 
the sample, and a test set comprising the remaining 25% of the sample. The 
training set was used to finetune the algorithm to find relevant patterns for 
prediction, and the test set was used to validate the model. During the 
training step, 10-fold cross validation was applied to counter overfitting and 
attain robust results. Area Under the receiver operating characteristics Curve 
(AUC) was chosen as a performance measure to evaluate different models. 
An AUC of > 0.7 was considered good performance in accordance with Rice 
and Harris (2005).   

Results: The best fitting RF model achieved an AUC of 0.72 in the 
training part of the analysis and 0.76 when applied to the test set. The final 
model correctly identified 86% of the dropout patients and 72 % of the 
completers in the test set. 

Discussion: This study showed how to use response to specific items 
from a common patient-rated self-assessment form to detect patients at risk 
of dropping out of treatment. Using item response as opposed to summary 
scores for prediction can be seen as an extension of the majority of earlier 
studies. The RF algorithm in combination with the supervised learning 
framework might be an especially suitable strategy for this task. RF is a good 
fit for data containing excessive variables or variables with high correlations, 
outliers, and/or missing values. RF is also robust against overfitting and can 
automatically consider interactions between variables. In addition, RF usually 
performs well with data of reasonable size and is specifically suitable for 



 43 
 
 

datasets with more variables than patients (Breiman, 2001a; Breiman, 
Friedman, Stone, & Olshen, 1984) 

Most earlier studies on dropout have only considered variables collected 
before treatment had started. Yet, if risk of dropout can be assessed 
continually during the early phase of treatment, clinicians can act on this 
information before termination has occurred. A similar model could, e.g., be 
added to a monitoring system (where a patient’s progress in treatment is 
tracked by frequently administering the CORE-OM form), to aid clinicians in 
detecting patients at risk of dropout. The results of this study might thus be 
viewed as proof of concept of how to make better use of data collected as 
part of routine care. Even though the model results are unlikely to be 
universally applicable, the methods described herein might be used to 
develop a tailored model to fit a specific local setting, such as a mental health 
service clinic.  

The study supports the possibility of using complex patterns of item 
response in the early phase of psychotherapy treatment to predict dropout. 
However, it is important to note that future research is needed to confirm 
these findings. 
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GENERAL DISCUSSION 

Discussion of findings 
The aim of this thesis project was to study how application of complex 
statistical methods can be used to gain knowledge about how to predict 
different types of psychotherapy outcomes in routine care. The three studies 
included in the thesis approached this question from different angles by 
incorporating three separate statistical frameworks: Multilevel Modeling 
(MLM), Latent Profile Analysis (LPA), and Machine Learning (ML). 

The first paper explored how MLM can be used to separate within and 
between therapist correlations of the quality of the working alliance and 
treatment outcome. Such questions can have important clinical implications 
(as discussed in Introduction) but are not possible to explore with the use of 
traditional correlational analysis. Results showed that the association was 
stronger when studied within therapists than between therapists. In other 
words, there were no strong correlation between a therapist’s average quality 
of working alliance and average treatment outcome. However, there was a 
clear correlation between working alliance and treatment outcome when 
studied within each therapist. For example, a higher than usual alliance with a 
specific patient for a therapist was generally associated with better than usual 
treatment outcome for that therapist with that patient. The study showed how 
MLM can be used to nuance the relationship between working alliance and 
treatment outcome.  

The second study investigated how LPA and item-level analysis can be 
used to explore specific compositions of patient symptom distress at the first 
treatment session and whether such patterns can be associated with change 
rate. LPA enabled the exploration of latent constructs7 in the CORE-OM 
rating, which is an extension of using summary scores of a rating to predict 
change rate. Results showed that the degree of risk items endorsed by the 
patient compared to other questions in the rating can influence change rate. 
Higher scores on questions related to the risk of harm to self or others 
compared to other questions in the rating was generally associated with 
slower change rates.   

 
7 A latent variable in not directly observable in the data but can be inferred from 
observable data, in this case from item responses of the CORE-OM rating collected 
at the first treatment session.  
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Finally, the third paper studied whether patterns of symptom distress in 
the early phase of treatment could be used to predict risk of dropout from 
treatment. This study exemplified how techniques from data science and ML 
can be implemented in psychotherapy research for prediction. For example, 
ML has specific procedures to counter overfitting (e.g., k-fold cross 
validation) and some algorithms, such as the Random Forest (RF) algorithm 
(used in Paper III), are especially suitable for data containing more variables 
than cases and can automatically consider interactions between variables. 
Traditional models, such as logistic regression applied in classical ways (i.e., 
without the ML procedures training, testing, and cross validation), cannot be 
used to explore as complex patterns in the data, and it would have been 
difficult to assess how the model would have performed with new data that 
was not included when fitting the model (e.g., to evaluate potential problems 
with overfitting).  

The thesis project explored how advanced statical methods can be used 
to refine questions related to for whom therapy will most likely be effective. 
The next step to consider in this line of research is how to implement and use 
this knowledge for clinical decision making at the individual patient level.  

A natural springboard for applying these ideas is to add them to already 
existing frameworks that can be implemented at the clinic, such as Routine 
Outcome Monitoring (ROM) systems. ROM has attracted a lot of attention 
during recent decades and started as a means for clinicians to become more 
aware of self-assessment bias8 and to detect patients who were not 
responding to treatment (Lambert & Shimokawa, 2011). These systems 
commonly contain some sort of self-assessment that is provided to the patient 
at every session with scores plotted on a graph over time (for a summary see, 
e.g., Wampold, 2015). According to Wampold  (2015): “…the use of ROM is 
the most noteworthy advance in psychotherapy in the last 25 years…” 
(Wampold, 2015, p. 458).  

However, Lambert (2017) has stated that the utility of information 
derived from ROM may  “…vary as a function of the degree of discrepancy 
between clinicians’ views of progress and measured progress…” (Lambert 
(2017, p. 82). In other words, if a system is too simplistic, it might only 
predict what is already known and be of little use to the clinician. In fact, 
there is growing evidence that many clinicians do not use feedback systems 
even when they are implemented at the clinic (Ionita & Fitzpatrick, 2014; 
Jensen-Doss et al., 2018). Challenges to implementing feedback systems 
probably depend on a mix of factors ranging from organizational to 

 
8 A common notion where people in general estimate their character, abilities, or 
future prospects in a more optimistic way than reality admits (Karpen, 2018).  
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attitudinal issues (Boswell, 2020; Hovland & Moltu, 2019; Solstad, 
Castonguay, & Moltu, 2019). However, a contributing factor might be that 
these systems must detect information that would not have been apparent to 
the therapist in order to add value for them. As noted by Wampold (2015), 
ROM as we know it might be coming of age and needs to be upgraded to the 
next generation. Good prediction is a prerequisite for good feedback.   

As shown in Paper I within- therapist variation in working alliance might 
be included as a predictor of outcome Also, as demonstrated in Paper II, it 
might be possible to include a more fine-grained analysis of a patient’s 
symptom distress profile at pre-treatment as a predictor of change rate, in 
contrast to just using the total score as a predictor. Finally, as indicated in 
Paper III, ML has great potential to detect very complex (non-linear) 
interactions in this type of data, which can be used for prediction. These 
findings alone are not enough to revolutionize ROM, but studies like these 
might be a step in the right direction. I will elaborate more on potential future 
advances of clinical decision supports systems such as ROM in the coming 
chapter Clinical implications and future research. 

A detailed description of the methods used in the three articles was 
provided in Introduction by moving from less complex models that have been 
around in the field for some time (MLM) to methods adapted in the past 
decade (ML). When MLM was first introduced to psychotherapy research, it 
provided a theoretical framework that could be used to reformulate earlier 
research topics and to generate new research ideas. Paper I demonstrated how 
MLM can be used to broaden the horizon of the relationship between 
working alliance and treatment outcome beyond a simple correlation by 
properly accounting for therapist and patient factors related to the correlation. 
According to Kahn (2011), this type of application of MLM has been 
specifically beneficial for psychotherapy research.  

As described in Introduction, there are several advantages of using MLM 
over traditional models, especially for longitudinal analysis. Despite these 
advantages, there has been a substantial time lag in implementing this 
framework in the field of psychotherapy research, and it is only recently that 
it has become the standard for conducting repeated measures analysis.  

Although three different statistical frameworks were used in this project, 
it is also important to note that they can be combined to function in 
complementary ways. This was shown in Paper II by combining LPA and 
LGCM which is a SEM framework similar to MLM. The first part of this 
study incorporated what in ML terminology is called unsupervised learning 
by fitting an LPA model to an unlabeled sample of patients to divide them 
into groups of related cases. The next step was to investigate whether these 
different groups varied in their rates of change, which was assessed with 
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LGCM. This study also demonstrated the possibility to incorporate all items 
from a self-assessment form instead of solely summary scores. A more fine-
grained analysis like this has the potential to detect important complex 
associations that would have otherwise been hard to find in the data.  

Paper III expanded the fine-grained analysis even more by exploring 
item-level symptom patterns and changes in these patterns over time to 
predict psychotherapy dropout. This study demonstrated a shift away from 
classical inference/explanation to a focus more on prediction. In applied 
fields of psychotherapy research, such as precision medicine, prediction can 
be a very important tool to forecast different patient behaviors during the 
course of treatment. As these models are becoming increasingly accurate, it is 
likely that they will be implemented in computer systems and used by 
clinicians in everyday clinical work in the future. Similar systems, commonly 
referred to as clinical decision support systems, are currently being 
implemented in other areas of healthcare (e.g., for medical diagnostics). 
These systems typically apply different types of algorithms to search for 
patterns in large datasets from multiple sources to provide useful information 
to clinicians (Lysaght, Lim, Xafis, & Ngiam, 2019). However, in 
psychotherapy studies, this work is still in early development and consists 
primarily of attempts at the concept level, such as the PAI method mentioned 
in Introduction. Nevertheless, computer-aided decision making has the 
potential to become an important advancement in the field of psychotherapy 
research in the future, and Paper III reports on the possible application of 
such a system to detect patients at risk of dropping out of treatment.  

As noted in Introduction, ML originated in data science, which is 
primarily focused on finding solutions to specific problems. An ML 
algorithm can be trained and finetuned on data from a particular clinic or 
hospital (given enough data) and be customized to make predictions for that 
context. Clinical research, in comparison, is traditionally more focused on 
finding generalizable answers to broader questions, which in this example, 
would translate into finding predictors that relate to most psychotherapy 
patients or in other words explanation/inference. However, these traditions 
might work in complementary ways. For example, as discussed in the 
introduction, knowledge gained from broader clinical studies is essential to 
guide the search for the most likely predictors for a specific context and to 
understand a particular phenomenon. It is important for the psychotherapy 
research community to build bridges between these traditions, and this thesis 
is an attempt to move in that direction. In fact, studies of the relationship 
between explanation and prediction seem to be the most recent focus of AI 
and ML of today. In line with this, Shmueli (2010) has stated that 
“statisticians who see the uniqueness and importance of predictive modeling 
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alongside explanatory modeling have the capability of contributing to 
scientific advancement as well as achieving meaningful practical results…” 
(p. 302). 

Woo, Chang, Lindquist, and Wager (2017) argue that the first phase in 
implementing new techniques or methods, such as ML, is primarily testing 
and discovery. The aim in this phase is typically to demonstrate that the new 
method works (proof-of-concept) and to explore different domains of 
application. This is also evident in respect to clinical psychology where many 
ML studies have focused on questions that are not immediately useful for 
clinicians. Woo et al. (2017) argue that in the next step, it is vital to focus 
more on the real-world applicability of ML techniques instead of theoretical 
possibilities in an undefined future. However, a barrier to the development of 
using ML methods in clinical psychology is that these techniques can be 
quite difficult to grasp and require a substantial investment of time to master 
for researchers operating in the social sciences. Mooney and Pejaver (2018) 
suggest that training in ML should be accessible for researchers regardless of 
their field of practice but should not be made mandatory. For example, 
whereas data scientists need strong programming and algorithmic skills, 
psychology researchers might need more of a conceptual understanding 
where the focus lies on interpretive and translational skills. This is important 
because responsible innovation might be necessary to further advance the 
field since the use of traditional approaches cannot answer all types of 
questions. 

Even though these new methodologies come with new challenges, the 
opportunities far outweigh the costs. The questions discussed above will 
probably become of the utmost importance for the field of clinical 
psychology and related fields of psychology in the near future. 

Strengths and limitations 
The thesis had a broad scope, which could be viewed both as a strength and a 
limitation. The main goal was to study how to apply different types of 
statistical frameworks to data from routine care to advance the field of 
psychotherapy research. To best accomplish this goal, questions related to 
different areas of psychotherapy were explored, for example: the working 
alliance, rates of change, and dropout.   

There were several limitations in each paper. A limitation in Paper I was 
that an MLM approach with repeated measures could have been used for 
assessing treatment outcome instead of pre- to post-measures. However, in 
order to be able to compare the results of this study with results from Marcus 
et al. (2009) (who used the same model), the analysis design was not altered. 
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Alliance is usually assessed in the early phase of treatment (Horvath, Del Re, 
Flückiger, & Symonds, 2011), and we decided to choose the same session for 
assessing alliance as Marcus et al. (2009) to simplify comparison between the 
studies. 

A limitation of Paper II was that it was difficult to exactly pinpoint the 
meaning of the different latent profiles, and it was difficult to make a clear-
cut decision regarding the optimal number of classes. Also, only a linear 
change rate was considered when assessing differences in rates of change in 
the classes. However, limiting the change rate to a linear one enabled easy 
comparison between profiles, which was the major goal of the analysis. 
Another limitation was that only a limited number of patients attended all the 
treatment sessions, which could imply that some patients had 
disproportionate weight in the model. However, this issue was addressed by 
investigating Cook’s distance, which displayed no apparent outliers. It would 
also have been possible to implement common procedures from ML in the 
study, such as validating the model with the use of a cross-validation sample.  

The major limitation of Paper III was that it had a low sample size 
combined with an unbalanced class distribution (i.e., more completers than 
dropouts). Even though it was possible to show that the model preformed 
equally well on training data (with 10-fold cross validation) compared to test 
data, there is still a risk that the model might not perform as well with new 
data (i.e., overfitting). Another limitation with this study was that it did not 
use a more simplistic model to compare the potential advantage of the 
complex model. For example, a model such as logistic regression applied to 
fewer predictor variables in the data could have been used as a base model to 
compare the performance. However, the major goal for this analysis was not 
to attain generalizable results or explain a phenomenon but to show how to 
build a local prediction system that could make use of data collected as part 
of routine care. Nevertheless, this study might help to generate hypotheses of 
how to predict psychotherapy dropout in more general ways, such as 
indicating novel possible predictors.  

To be able to advance clinical practice and open the door to personalized 
medicine, it is important to draw on knowledge gained from broader clinical 
research and to finetune algorithms to fit specific contexts. An example of a 
good synergic relationship is if systems can be implemented that, on the one 
hand, inform the clinician about treatment progress and, on the other hand, 
collect data that can be used to improve predictions about relevant patient 
behaviors.  
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Clinical implications and future research 
According to Iniesta, Stahl, and McGuffin (2016), there are a number of 
obstacles that must be overcome for complex statistical models to be 
beneficial for clinicians in a practical sense. For example, they must be 
validated with data from the context where they will be implemented. Models 
trained on samples with very specific characteristics, e.g., with patients from 
RCTs, might not generalize without problems to clinical practice. The 
performance of the model should also be superior to the clinician’s 
conclusions, otherwise there is no advantage to applying it, which is a 
potential problem with ROM use currently. The model should also preferably 
work with data that is easy to obtain and possible to collect from a 
sufficiently large sample size to make adequate predictions, which is partly 
true for the data used in Paper III. DeRubeis (2019) also points out that 
implementation of these models in clinical practice must be thoughtful and 
consider the preferences and goals of clinicians, patients, and the health care 
systems.    

Looking into the future of how to develop the coming decision support 
systems for psychotherapy such as ROM, a fundamental question to ask is 
how to build systems that are truly beneficial for the patient. For example, 
ROM initially showed promising results as a tool for enhancing treatment 
outcome (e.g., Shimokawa, Lambert, & Smart, 2010), but later studies have 
shown mixed results. A meta-analysis by Kendrick et al. (2016) (k = 12, N = 
3696) for instance found no significant difference in treatment outcome 
between therapies conducted with ROM, compared to therapies conducted 
without the use of ROM. However, some studies suggest that ROM might be 
more effective in certain situations. For instance, de Jong, van Sluis, Nugter, 
Heiser and Spinhoven (2012) found that therapists characteristics (such as 
commitment of using the feedback) moderated the effects of ROM in their 
sample. Another study found that the benefits of using ROM might depend 
on the severity of the patient’s problems (Davidson, Perry, & Bell, 2015) and 
ROM might be more beneficial in short-term therapies (De Jong et al., 2014).  

Lambert and Harmon (2018) suggests that more research is needed to 
understand the mechanism of change of ROM. They also propose that ROM 
might be enhanced by improving the prediction of risk of treatment failure. 
This is important because a fundamental value of ROM is to supply clinicians 
with valid information about how the patient might develop over time.  

One way of closing in on this goal could be to implement ideas from data 
science and ML. It would for example be interesting to explore dynamic 
systems that can change a prediction based on how the patient progresses in 
treatment. Different predictors might for instance be more useful at certain 
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phases of treatment. Separate models could be developed to fit specific stages 
so that each model uses information collected up to a certain point in time to 
predict the next phase, and so on. Such procedures might for example be 
implemented with the help of a ML ‘pipeline’ where the workflow of the 
analysis is divided into different parts that can be ‘pipelined together’ to 
create a prediction model (see e.g., Zhou, 2018).  

Another interesting approach would be to implement a self-learning 
system that could make changes to the model while simultaneously 
monitoring the results of the changes in order to improve the prediction as 
more data is collected over time. Such an approach might be especially 
suitable in contexts where data is collected as part of routine care.  

Increased prediction performance might also be reached by exploring a 
wider range of variables collected during the course of treatment. To 
hypothesize, session by session ratings of the working alliance might be 
useful predictors in the early phase of treatment and other variables such as 
for example engagements in social activities might be more important in later 
stages. It is also possible that specific predictors might become more or less 
important depending on classifications made by the model in earlier phases. 
Data collected from different sources, such as for example electronic health 
records, smart phones, therapists as well as patients should be further 
explored as they might be combined to work in complementary ways.  

Vast amounts of resources have been invested in the private sector for 
developing ML algorithms to work on tasks such as face recognition, 
language processing, and product recommendations (e.g., Murray, 2019). 
There might be possibilities for psychotherapy research to draw on some of 
these advances. For example, product recommendations methods such as 
collaborative filtering algorithms (e.g., Alyari & Jafari Navimipour, 2018) 
could perhaps be altered and applied for matching therapists and patients 
with each other to increase the likelihood of a favorable treatment outcome. 
In addition, language processing techniques (e.g., the use of specific words in 
therapy and/or intonation etc.) as well as facial expressions might be possible 
to use to predict different psychotherapy outcomes in the future.  

It is important to note however that the amount and quality of the data 
available are usually more important factors for successful predictions than 
finding an optimal ML-algorithm among hundreds of different models (e.g., 
Banko & Brill, 2001). This means that in order to reach the goals discussed 
above, data collection procedures would need to be upgraded as well.  

To come back to the question stated above regarding how to build 
systems that can be truly beneficial to the patient, “more of the same” might 
not be the best way forward. In other words, improving performance of 
forecasting patient rated symptom distress during the course of treatment may 
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not be enough. Future systems would probably need to be upgraded to help 
clinicians forecast other types of patient behaviors as well such as for 
example risk of dropout, time needed in therapy to reach sufficient 
improvements, or risk of suicide and self-harm. It would also be an important 
development if future systems could advise the clinician how to procced to 
increase the probability of a successful outcome given a certain prediction. 

Another obstacle with forecasting psychotherapy treatment outcome 
might be linked to limitations in the current biopsychosocial model for 
classifying mental health problems. However, the British Psychological 
Society’s Division of Clinical Psychology has proposed an alternative to 
psychiatric diagnosis and classification called the Power Threat Meaning 
(PTM) framework to identify patterns in “…emotional distress, unusual 
experiences and troubling behaviour…” (Johnstone & Boyle, 2018, p. 5). A 
central aim of this project is to implement a fundamentally different approach 
to pattern identification in relation to emotional and behavioral distress. 
According to the authors, an important difference between this approach and 
earlier models is that it does not place social and relational factors 
subordinate to underlying biological factors but rather sees biology as a 
mediator and an enabler of all human experience. A new way of 
conceptualizing mental health problems might be a fruitful way to guide the 
search for novel predictors to clinically relevant questions in the future. 

What are the clinical implications of the studies in this thesis project? 
MLM was used in Paper I to show that variations in working alliance ratings 
between patients treated by the same therapist were related to outcome. In 
contrast, there was no strong evidence that some therapists had stronger 
alliances and better outcomes overall than other therapists. In other words, 
therapists tended to have strong alliances and good outcome with some 
patients, and weaker alliances and outcomes with others. This might not be a 
major revelation, but says something about how to best direct further 
research. If the opposite was true, implying that one group of therapists had 
strong alliances and outcomes with most of their patients, and another group 
had weak alliances and outcomes with most of their patients, it would be 
interesting to compare these groups for the characteristics associated with this 
difference. However, our results suggested that therapists generally tend to 
foster strong alliances with some of their patients and weak ones with others. 
Therefore, it might be important to encourage therapists to be attentive to 
such variability and learn how to cope with particularly challenging 
therapeutic relationships. More specifically, by letting the patient 
continuously assess the alliance over the course of treatment the therapist 
might more easily detect whether a certain patient deviates in comparison to 
his or her other patients. If ratings are lower than usual, the therapists can 



 54 
 
 

take measures to try to improve the alliance with the patient in question. For 
example, by consulting a supervisor, or try to repair the alliance rupture 
through therapeutic metacommunication etc.  

It is, however, also important to note that studies have indicated that 
there might be lager differences between therapists than what was reported in 
Paper I (e.g., Baldwin, Wampold, & Imel, 2007; Del Re, Flückiger, Horvath, 
Symonds, & Wampold, 2012; Kivlighan, Gelso, Ain, Hummel, & Markin, 
2015; Koszycki, Kelly, & Leybman, 2010; Marcus et al., 2009; Marcus, 
Kashy, Wintersteen, & Diamond, 2011). In other words, this question is open 
for debate and in need of further research.  

Paper II demonstrated a relationship between certain structures of 
patient-rated psychological distress at baseline and responses to treatment. 
The study was a step towards precision medicine as it aimed to increase 
awareness of baseline factors associated with outcome. Prognostic 
information of this type can be used to plan treatment or to monitor response 
in ongoing treatments. This paper also introduced a way of thinking about 
how to group patients based on items that stand out after adjusting for the 
general distress factor. Such information might have important clinical 
implications in other areas as well.  

Paper III was an extension of this analysis and demonstrated a novel 
approach to detecting patients likely to drop out of therapy by analyzing 
complex symptom distress patterns during the early phase of treatment. If 
clinicians could use information like this collected during treatment to predict 
the risk of dropout, they might act on the information before termination has 
happened. An example of the practical implementation of such a model 
would be to include it in a ROM system where patient progress is tracked 
with symptom and problem ratings at each session. If the patient 
demonstrates patterns associated with the risk of dropout, the system could 
signal this to the clinician. A clinician would then be able to obtain valuable 
information about the treatment in a practical way as part of routine care. 
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CONCLUSIONS 

The papers in this thesis showed how psychotherapy outcomes, such as 
changes in symptom distress, proportion of dropout, and rates of change, can 
be predicted with the help of modern statistical procedures with different 
foundations (MLM, LPA, & ML). A broad set of variables were used to 
produce these predictions, e.g., cross-sectional data on patient symptom 
distress, process variables such as ratings of the working alliance, and 
repeated ratings of symptom distress during treatment. The scientific goals of 
the studies touched upon description, prediction, and explanation but with a 
greater leaning towards prediction.   

This work might be a springboard to further exploration in this line of 
research where the overarching goal is to use data to help the individual 
patient reach an optimal treatment outcome, in line with the goals of 
precision medicine and patient-focused research.  

However, a quote by the British author Arthur C. Clarke expresses the 
caution required with these new approaches: “Any sufficiently advanced 
technology is indistinguishable from magic” (Clarke, 1972, p. 182). When 
statistical models are viewed as “black boxes” without any knowledge of 
their inner workings, they could easily attract this kind of magical thinking. 
Nevertheless the “garbage in, garbage out” maxim does apply to all statistical 
modeling, which means that if the data that goes into a model is biased or 
faulty in some way, then the outputs will reflect those issues.  

There remain many obstacles that must be overcome for the ideas 
discussed in this thesis to be implemented in everyday clinical practice. 
Nevertheless, it is possible that novel statistical modeling and computer-aided 
decision making might be the paradigm shift needed to respond to the 
fundamental question posed by Gordon Paul in the late 1960’s “What 
treatment, by whom, is most effective for this individual with that specific 
problem, and under which set of circumstances?” (Paul, 1967, p. 111). 
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