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Abstract—A sensor management method for joint multi-target
search and track problems is proposed, where a single user-
defined parameter allows for a trade-off between the two objec-
tives. The multi-target density is propagated using the Poisson
multi-Bernoulli mixture filter, which eliminates the need for
a separate handling of undiscovered targets and provides the
theoretical foundation for a unified search and track method.
Monte Carlo simulations of two scenarios are used to evaluate
the performance of the proposed method.

Index Terms—Sensor management, search and track, Poisson
multi-Bernoulli mixture filter, multi-target tracking, informative
path planning, receding horizon control, Monte Carlo tree search

I. INTRODUCTION

This paper considers sensor management for multi-target
tracking. The problem is to control a sensor such that it
maintains accurate estimates of the states of the discovered
targets and at the same time searches for targets that are still
undiscovered. Complicating factors for the problem are, apart
from the sensor’s limited field of view and sensing range, that
the number of targets is both unknown and time-varying, the
measurements are corrupted by noise, there are misdetections,
false alams, and unknown measurement origins.

Classical approaches to multi-target tracking include multi-
ple hypothesis tracking (MHT) [1] and the joint probabilistic
data association (JPDA) filter [2]. In recent years, much
attention has been focused on methods based on the theory
of random finite sets (RFSs) [3, 4], which enables a Bayesian
approach to the problem of multi-target tracking. In general,
the exact multi-target posterior is intractable to compute,
but several tractable algorithms have been developed based
on different approximations. Examples of these include the
probability hypothesis density (PHD) filter [5], the generalized
labeled multi-Bernoulli (GLMB) filter [6, 7], and the Poisson
multi-Bernoulli mixture (PMBM) filter [8]. In contrast to the
GLMB filter, the PMBM filter operates on unlabeled sets of
target states and does not formally provide track continuity. An
alternative method is the PMBM tracker [9], which estimates
the posterior density over the set of target trajectories and
thereby provides track continuity without introducing labels.

Sensor management, i.e., optimization of control inputs for
sensors, becomes interesting in situations where the state of
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the sensor affects the quality of the measurements. The RFS
framework has been used in several sensor management appli-
cations with focus on improving the estimation performance
of discovered targets [10–13]. The PHD representation has
also been used to plan sensor trajectories with the aim of
discovering previously undetected targets [14].

Both planning for improving the tracking performance and
planning the search for new targets are arguably difficult
problems. Even more challenging is the problem of planning
for jointly maintaining track of discovered targets and search-
ing for undiscovered targets, as the two objectives are often
competing for the same sensor resources. In [15], the PHD
filter is used in combination with a Voronoi-based control
method to enable a team of mobile sensors to concurrently
search for and track an unknown number of targets. The same
problem is studied in [16, 17], where information-theoretic
objective functions are used to prioritize between searching
and tracking. Whereas [15] considers only a single time
step, the methods in [16, 17] are non-myopic and optimize
sensor control inputs over a horizon of multiple time steps.
Both [16, 17] assume known measurement origins, track each
detected target separately, and make use of an occupancy grid
filter to represent presence of undetected targets.

In this paper, a new non-myopic sensor management ap-
proach based on the PMBM filter1 is proposed for multi-target
tracking. The PMBM density, which has been shown to be a
conjugate prior for the multi-target Bayes filter [8], allows for
an elegant separation of the set of targets into two disjoint
subsets: targets that have been detected, and targets that are
still undiscovered. This provides a solid theoretical foundation
for a unified planning algorithm for search and track. The
explicit modeling of undetected targets in the PMBM filter
is exploited to trade-off between searching for new targets
and tracking detected targets. Furthermore, the underlying
PMBM filter eliminates the need of a separate handling of
undiscovered targets and known measurement origins as in
[16, 17].

A. Notation

Vectors and scalars are described by lower-case letters x,
matrices and sets by upper-case letters X , index sets by
blackboard bold letters X. The cardinality of a set X is

1The proposed method relies on the PMBM filter, but could with minor
adaptations instead be based on the PMBM tracker. However, the benefit of
this from a practical planning point of view is limited.
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denoted |X|. The operator ] denotes the disjoint set union,
i.e., X1 ]X2 = X means X1 ∪X2 = X and X1 ∩X2 = ∅.
The inner product of a(x) and b(x) is 〈a, b〉 =

∫
a(x)b(x) dx.

B. Outline
In Section II, the general sensor management problem for

multi-target tracking is presented. Section III briefly reviews
RFS-based target tracking and gives an introduction to the
PMBM filter. The details of the proposed PMBM-based sensor
management method are presented in Section IV, followed by
an approach to solve the planning problem using Monte Carlo
tree search in Section V. Results from simulation studies are
presented in Section VI and Section VII concludes the paper.

II. PROBLEM FORMULATION

The problem of finding the optimal sequence of control
inputs for a sensor can be formulated as a stochastic opti-
mal control problem [18]. A problem of this type is often
referred to as a partially observable Markov decision process
(POMDP) [19, 20], which provides a framework for planning
under uncertainty. This section outlines general models of the
system dynamics and measurements. These models are used to
formulate the problem of sensor management for multi-target
tracking as a stochastic optimal control problem.

A. Dynamics and measurement models
Consider a controllable sensor of which the dynamics are

governed by the model

sk+1 = g(sk, uk), (1)

where sk is the state of the sensor and uk ∈ U is the control
input applied at time k, and U is the set of admissible control
inputs. The state of the sensor is assumed to be perfectly
known at all times.

The models of the multi-target dynamics and measurements
presented here are inspired by [10]. Let Xk denote the set of
targets at time k. The dynamics of the multi-target state Xk is
defined as follows. As time progresses from k to k + 1, each
individual target xk ∈ Xk generates a new set Sk+1|k(xk),
which is empty if the target terminates and contains a single
element xk+1 if the target survives. By representing the set
of newborn targets with Bk+1, the multi-target state transition
equation is given by

Xk+1 = f(Xk) =
⋃

xk∈Xk

Sk+1|k(xk) ∪Bk+1. (2)

Note that the multi-target set Xk includes both the detected
targets and targets that have not yet been detected by the
sensor.

The multi-target measurement model is defined as follows.
At time k, each target xk ∈ Xk generates a measurement set
Dk(xk, sk). This set contains a single element if the target is
detected by the sensor with state sk, and is empty if the target
is undetected. By denoting the set of false alarms by Fk(sk),
the full set of measurements Zk generated by Xk is given by
the multi-target measurement equation

Zk = h(Xk, sk) =
⋃

xk∈Xk

Dk(xk, sk) ∪ Fk(sk). (3)

B. Stochastic optimal control problem

The state of the multi-target set Xk is estimated using the
measurements obtained by the sensor system. Let πk|k =
πk|k(Xk |Z1:k, s1:k) denote the posterior multi-target state
density at time k after observing the measurement sets Z1:k

obtained at sensor states s1:k. Here, Z1:k is the sequence
of measurement sets up until and including time k and s1:k

is defined analogously for the sensor state. Furthermore, let
fk|k−1(·) and fk|k(·) denote the prediction and update steps
of the multi-target Bayes filter [3], which will be described in
Section III-B.

The considered sensor management problem can then be
formulated as follows. Given the current sensor state sk,
the multi-target density πk|k, and a planning horizon N ,
an optimal sequence of sensor control inputs uk:k+N−1 is
obtained by solving the following stochastic optimal control
problem:

minimize
uk:k+N−1

EZk+1:k+N

[
k+N∑
t=k+1

`(πt|t)

]
subject to ut ∈ U ,

st+1 = g(st, ut),

πt+1|t+1 = fk|k
(
fk|k−1(πt|t), Zt+1, st+1

)
,

Xt+1 = f(Xt),

Zt = h(Xt, st),

(4)

where `(·) is the stage cost function, which is used to trade-
off between tracking discovered targets and searching for new
targets. The argument of the stage cost function is the resulting
multi-target density at the corresponding time step, i.e., πt|t.
Since this density depends on the measurement sets Zk+1:t,
which at the time of planning are not yet obtained, the expecta-
tion of the objective function is taken with respect to the future
measurement sets Zk+1:k+N . This approach is commonly used
in sensor management applications [10, 12, 21].

Since the targets maneuver and the scenario changes over
time, it is necessary to re-plan the sequence of sensor control
inputs online as new measurements are obtained. This is done
in standard receding horizon fashion [22]:

1) At time k, update the multi-target state density to πk|k
using the set of measurements Zk of the set of targets
Xk, obtained by the sensor system with state sk.

2) Compute a sequence of control inputs uk:k+N−1 by
solving (4).

3) Apply the first element of the computed sequence of
control inputs, uk, to the sensor system, and discard
the remaining elements. At time k + 1, the process is
repeated from step 1.

III. BACKGROUND ON MULTI-TARGET FILTERING

The problem formulated in the previous section requires the
estimation of a multi-target state density, for which methods
based on RFS theory can be applied. This section provides an
overview of RFS models, multi-target filtering using RFS, and
the PMBM filter.
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A. Random finite set models

A random finite set is a set with a random number of
elements which are themselves random [3]. This means that
the cardinality of an RFS is a discrete random variable,
and its elements are random variables. This makes the RFS
framework convenient for representing sets of multiple targets
and multiple sensor measurements. In this work, the following
RFSs will be of interest:

1) Poisson point process: A Poisson point process (PPP)
is an RFS of which the cardinality is Poisson distributed with
rate µ and the elements, given the cardinality, are independent
and identically distributed (IID) according to p(x). The rate
µ and distribution p(x) form the intensity λ(x) of the PPP as
λ(x) = µp(x). The density of a PPP X is given by [23]:

π(X) = e−〈λ,1〉
∏
x∈X

λ(x). (5)

where the notation 〈a, b〉 =
∫
a(x)b(x)dx is used for the inner

product of a(x) and b(x). In this work, PPPs are used to model
clutter measurements, target birth, and undetected targets.

2) Bernoulli RFS: The cardinality of a Bernoulli RFS is
Bernoulli distributed with parameter r ∈ [0, 1]. It is either
empty, with probability 1− r, or, with probability r, contains
a single element with density p(x). Thus, the density of a
Bernoulli RFS X is [23]:

π(X) =


1− r, X = ∅,
rp(x), X = {x},
0, |X| ≥ 2.

(6)

As the Bernoulli RFS captures both the uncertainty regarding a
target’s existence (through the parameter r) and state (through
the density p(x)), the Bernoulli RFS provides a convenient
representation for single targets.

3) Multi-Bernoulli RFS: The disjoint union of a fixed
number of Bernoulli RFSs is a multi-Bernoulli (MB) RFS.
Its density is defined by the parameters {ri, pi}i∈I, where I is
an index set:

π(X) =

{∑
]i∈IXi=X

∏
i∈I π

i(Xi), |X| ≤ |I|,
0, |X| > |I|.

(7)

The notation X1 ] X2 = X denotes disjoint union, i.e.,
X1 ∪X2 = X and X1 ∩X2 = ∅.

4) Multi-Bernoulli mixture RFS: A normalized, weighted
sum of MB RFSs is referred to as a multi-Bernoulli mixture
(MBM) RFS. Its density can be stated as [24]:

π(X) =
∑
j∈J

wj
∑

]i∈IjXi=X

∏
i∈Ij

πj,i(Xi) (8)

and is defined by the set of parameters
{wj , {rj,i, pj,i}i∈Ij}j∈J, where J is an index set for the
MB components of the MBM, Ij is an index set for the
Bernoullis of the jth MB RFS, and wj is the weight of the
jth MB.

B. Multi-target filtering using RFS theory

In the RFS-based filtering approach, the multi-target state
and set of measurements at time k are modeled as two RFSs
denoted Xk and Zk, respectively. The aim is to estimate the
posterior multi-target state density πk|k(Xk |Z1:k, s1:k).

Similarly as in the standard single-target case, the multi-
target posterior density can be computed recursively via pre-
diction and measurement update steps. With the Bayes multi-
target filter [3], the posterior multi-target density at time k−1
is propagated in time using the prediction step:

πk|k−1(Xk |Z1:k−1, s1:k−1) = (9)∫
φX(Xk |Xk−1)πk−1|k−1(Xk−1 |Z1:k−1, s1:k−1)δXk−1,

where φX(Xk |Xk−1) is the multi-target transition density.
The standard multi-target transition model [3] is used, which
means that φX(Xk |Xk−1) models a Markovian process for
individual targets with transition density p(xk |xk−1) and
state-dependent probability of survival pS(x), combined with
a PPP birth process with intensity λb(x).

Given a measurement set Zk obtained using a sensor with
state sk, the predicted density is updated using the update step:

πk|k(Xk |Z1:k, s1:k) = (10)
φZ(Zk |Xk, sk)πk|k−1(Xk |Z1:k−1, s1:k−1)∫
φZ(Zk |Xk, sk)πk|k−1(Xk |Z1:k−1, s1:k−1)δXk

,

where φZ(Zk |Xk, sk) is the sensor-dependent multi-target
measurement set likelihood function. The standard multi-
target measurement model [3] is used, which means that
φZ(Zk |Xk, sk) models noisy measurements of individual
targets with state-dependent probability of detection pD(x | s),
combined with PPP clutter with intensity λfa(z | s). At most
one measurement is generated for each target in each time
step, and each measurement is the result of at most one target.
Each measurement is independent of all other targets and other
measurements conditioned on the same target; the single target
measurement likelihood is p(z |x, s). The integrals in (9) and
(10) are set integrals, defined in [3].

C. Poisson Multi-Bernoulli mixture filter

The RFS-based filter used in this work is the PMBM filter,
which is derived in [8, 25]. This section gives an overview of
the key concepts in the PMBM filter based on [24, 25].

1) Interpretation: In the PMBM filter, the set of targets
X is divided into two disjoint subsets Xu ]Xd = X , corre-
sponding to the undetected targets Xu and the targets that have
been detected at least once Xd. The distribution of the targets
is modeled by the union of a PPP component and an MBM
component.

The MBM component models the potentially detected tar-
gets and considers all possible data association hypotheses.
Each measurement at each time step may be either the first
detection of a new target, a new measurement of a target
that has previously been detected, or a false alarm. Each
measurement thus results in a new potentially detected target
which distribution is Bernoulli, as it might not exist. For each
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Fig. 1. The intensity of the Poisson component in the PMBM density indicates
parts of the state space where undetected targets are likely to be found. This
can be exploited when planning the search for new targets.

potentially detected target, there are single target hypotheses
which represent sequences of target-to-measurement associa-
tions. A global hypothesis, represented by an MB component
in the MBM, consists of a number of single target hypotheses
from different potentially detected targets. The unknown data
associations lead to an intractably large number of components
in the MBM density, and approximations are necessary for
tractability, e.g., using a track-oriented MHT formulation [25].

An interesting unique feature of the PMBM filter is the
explicit modeling of targets that are not yet detected. The
distribution of these targets are represented by the PPP com-
ponent. This enables the user to incorporate prior knowledge
about where new targets are likely to appear and behave before
they are detected by the sensor. An example of how the
intensity of undetected targets might be distributed is given
in Fig. 1. This explicit modeling of undetected targets can
also be used in sensor management applications in order to
guide the sensor towards areas where new targets are likely to
be discovered.

2) Mathematical representation: The PMBM density is a
combination of a PPP density πP on the set of undetected
targets Xu and an MBM density πMBM on the set of detected
targets Xd. The full multi-target density is given by

πPMBM(X) =
∑

Xu]Xd=X

πP(Xu)πMBM(Xd), (11)

where πP(Xu) is given by (5) and πMBM(Xd) is given by (8).
The full PMBM density is completely defined by the following
set of parameters:

λu, {wj , {rj,i, pj,i}i∈Ij}j∈J, (12)

where λu is the intensity of undetected targets, J is an index set
for the global hypotheses, i.e., the components of the MBM.
The jth MB component has weight wj and density πj and
consists of |Ij | Bernoulli components. The Bernoulli density
of the ith potentially detected target under the jth global
hypothesis is defined by the probability of existence rj,i and
spatial density pj,i.

The PMBM density has been shown to be a multi-target
tracking conjugate prior [8], which means that the predic-
tion (9) and measurement update (10) steps correspond to

computing new values for the set of parameters in (12). The
equations for the update steps are outlined in Appendix A. For
derivations and more details, the reader is referred to [8, 25].

There are several ways to extract a set of estimated target
states from the PMBM density [25]. The method used in
this paper is based on the global hypothesis with the highest
weight. Given the set of PMBM parameters (12), the index of
the global hypothesis with the highest weight is obtained as

j? = arg max
j∈J

wj . (13)

From the corresponding MB component with parameters
{rj?,i, pj?,i}i∈Ij? , all Bernoulli components with probability
of existence larger than a threshold τ are selected, and the
expected values of the target states are included in the set of
target estimates X̂ , i.e.,

X̂ =
{
x̂j

?,i
}
i∈Ij :rj?,i>τ (14a)

x̂j
?,i = E

[
pj
?,i
]
. (14b)

IV. PMBM-BASED SENSOR MANAGEMENT

This section formulates a tractable approximation of the
original problem (4) based on the PMBM filter that allows for
a trade-off between tracking and searching. The planning for
tracking of discovered targets is based on the best hypothesis
in the MBM component of the PMBM density, whereas the
intensity of the Poisson component is used to guide the
sensor towards regions where the probability of discovering
undetected targets is high.

A. Assumptions

We begin by introducing a number of simplifying as-
sumptions. First of all, it is assumed that the multi-target
posterior πk|k is described by a PMBM density defined by the
parameters in (12). The detection and survival probabilities are
approximated as

pD(x | s) ≈ pD(E[x] | s), (15a)
pS(x) ≈ pS(E[x]), (15b)

and the birth intensity λb is modeled as a Gaussian mixture,

λb(x) =

N b∑
i=1

wb,iN (x ; xb,i, P b,i). (16)

Then, by using the prediction and measurement update steps
of the extended Kalman filter (EKF) [26] to compute the
predictions and measurement updates of the PMBM filter, the
intensity of the undetected targets λu is a Gaussian mixture
and the Bernoulli densities pj,i are Gaussian:

λu(x) =

N u∑
i=1

wu,iN (x ; xu,i, P u,i), (17a)

pj,i(x) = N (x ; x̂j,i, P j,i). (17b)

Furthermore, it is assumed that the set of admissible control
inputs U is a finite set. With these assumptions in place, we
are ready to discuss planning for tracking and searching.
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B. Tracking discovered targets

From the tracking perspective, the objective of the planning
problem is to reduce the uncertainty in the state estimates of
the discovered targets. Each admissible sequence of control
inputs results in a unique sensor state trajectory, along which
corresponding measurement sets can be predicted. Using these
measurement sets together with the prediction and update steps
of the PMBM filter, it is possible to predict the evolution of
the state estimates. These predictions can be used to compare
future uncertainties in the state estimates after applying dif-
ferent sequences of control inputs.

1) Approximations to reduce the computational cost: The
predicted ideal measurement set approach [27] is employed
to avoid the computationally expensive expectation over the
future measurement sets in (4). This means that the planning
problem is solved under the assumption that the future mea-
surement sets Zt, for t = k + 1, . . . , k + N , are generated
under ideal conditions, i.e., every target within field of view
(FoV) generates a noise-free measurement and there are no
false alarms. Thus, given sensor state st and a set of predicted
target states X̂τp

t , the predicted ideal measurement set Ẑt is
computed as

Ẑt =
⋃

x̂∈X̂τp
t :x̂∈FoV(st)

{
arg max

z
p(z | x̂, st)

}
. (18)

The set of predicted target states X̂
τp
t is extracted from

the best hypothesis in the MBM component of the PMBM
density. The index of the MB corresponding to this hypothesis
is denoted j? and is found using (13). The extraction is similar
to the estimation step of the PMBM filter (14), but with a
different threshold on the probability of existence τp < τ :

X̂
τp
t =

{
x̂j

?,i
t|k
}
i∈Ij? :rj

?,i
k|k >τp

. (19)

Newly detected targets typically have a low probability of
existence and the lower threshold τp allows for including mea-
surements of these targets in the predicted ideal measurement
set. This is a way to encourage the sensor to confirm or reject
new possible tracks.

Note that the predicted ideal measurement sets are generated
with known measurement origins. This can be exploited to
decrease the computational cost related to solving the planning
problem. As the predicted measurements match hypothesis j?

exactly except for targets with probability of existence lower
than τp, this hypothesis will with high probability remain as
the most likely hypothesis after updating the PMBM density
using these measurements. Thus, with little risk of introducing
errors, no other hypothesis than the one with index j? need
to be updated and no new association hypotheses need to be
introduced.

For notational compactness, we define the function ĥ(·) and
write the predicted ideal measurement set as

Ẑt = ĥ(st) (20)

where the dependency on X̂τp
t is implicit.

2) Stage cost: As estimates of individual target states are
Gaussian distributed, a measure on the corresponding covari-
ance matrices gives an indication of the tracking performance.
Several scalar measures of covariance matrices exist, see
e.g. [28]. Here, the state estimation accuracy is measured by
summing the trace of the covariance matrix of each track:

`track(πt|t) =
∑
i∈Ij?

tr(WP j
?,i
t|t W

ᵀ
), (21)

where W is a matrix of appropriate dimensions used to extract
and weigh the relevant components of the covariance matrix.
The variable P j

?,i
t|t is the covariance matrix of track i in

hypothesis j? at time t given the actual measurements up until
time k and predicted ideal measurements from time k+1 to t.

C. Searching for new targets

The intensity of the Poisson component in the PMBM den-
sity provides a convenient representation of where undetected
targets are likely to be found. This is illustrated in Fig. 1.
Areas with high birth intensity and parts of the surveillance
volume that have not been visited by the sensor in a long time
will have a higher intensity of undetected targets.

The intensity λu is a deterministic function of the sensor
state trajectory that can be computed using the prediction and
update steps of the PMBM filter. Thus, the resulting intensity
of undetected targets after applying different sequences of
control inputs can be predicted and evaluated based on a
suitable performance measure.

1) Stage cost: As the objective of the planning problem
from the search perspective is to discover new targets, we
propose to use the expected number of undetected targets as
stage cost. This is given by the integral of the intensity of
undetected targets, which is equal to the sum of the weights
in the Gaussian mixture:

`search(πt|t) =

∫
λu
t|t(x) dx =

N u
t∑

i=1

wu,i
t|t . (22)

Here, λu
t|t is the resulting intensity of undetected targets at

time t given the actual sensor trajectory up until time k and
planned trajectory from time k+1 to t, and N u

t is the number
of components in the Gaussian mixture at time t.

D. Resulting optimal control problem

For the full planning problem, the proposed stage cost
function is a weighted sum of `track(·) and `search(·), i.e.

`(πt|t) = `track(πt|t) + η`search(πt|t), (23)

where η is a user-defined weight used to trade-off between
tracking and searching. The parameter η can be considered as
the cost of not detecting a target, as `search(·) corresponds to
the expected number of undetected targets.
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Fig. 2. Overview of the Monte Carlo tree search method. Figure adapted
from [29].

The resulting deterministic approximation of the original
problem (4), which is solved when planning the sensor control
input at time k, is formulated as follows:

minimize
uk:k+N−1

k+N∑
t=k+1

`(πt|t)

subject to ut ∈ U ,
st+1 = g(st, ut),

πt+1|t+1 = ρk|k
(
ρk|k−1(πt|t), Ẑt+1, st+1

)
,

Ẑt = ĥ(st)

(24)

where ρk+1|k(·) and ρk|k(·) represent the prediction and
measurement update steps of the PMBM filter, respectively.

If U is a finite set of admissible controls, the solution to
(24) can in theory be obtained by explicitly enumerating all
possible control sequences uk:k+N−1 and selecting the one
that results in the smallest objective function value. However,
the computational complexity of this method is prohibitive
for many problems. For larger problems, we propose to use a
Monte Carlo tree search (MCTS) method [29] that incremen-
tally builds a search tree and allocates its search time to the
most promising parts of the tree. Such a method is described
next.

V. MONTE CARLO TREE SEARCH

Standard Monte Carlo tree search (MCTS) [29] is a stochas-
tic method for finding the optimal actions in search problems.
This is done by iteratively building a search tree until some
predefined computational budget is reached, after which the
best control input at the root node is returned. Each iteration
consists of four phases: selection, expansion, simulation, and
backpropagation [29]. These phases are often grouped into
a tree policy (selection and expansion) and a rollout policy
(simulation). The backpropagation step is used to update
node statistics that affect the tree policy decisions in future
iterations. Fig. 2 illustrates one iteration of the MCTS method
and shows how the search tree is iteratively constructed.

The MCTS method tailored for PMBM-based sensor man-
agement is outlined in Algorithm 1. Each node n in the tree
holds information about how many times the node has been
visited so far during the search cv(n), the corresponding sensor
state and PMBM density, and the average total cost Ĵ(n) of
control input sequences that pass through the node. An edge in
the search tree represents a control input applied to the sensor.

In the selection phase (Algorithm 1, line 3), a node n that
still has unvisited children is selected for expansion. This is

done by starting at the root node and recursively selecting
child nodes until a node with at least one unvisited child is
reached. Child nodes are selected using the upper-confidence
bound for trees (UCT) policy [30], i.e., a child node n′ of
node n is selected as

arg max
n′∈children of n

{
− Ĵ(n′) + ε

√
log cv(n′)

cv(n)

}
, (25)

where the second term encourages selection of control inputs
that have rarely been tried, and ε is an exploration parameter
to trade-off between exploration and exploitation.

In the expansion phase (Algorithm 1, line 4), a new child
node n′ is added to the node selected for expansion n. This
corresponds to selecting a previously untried control input,
updating the state of the sensor, generating the predicted ideal
measurement set, and predicting and updating the PMBM
density.

A simulation (Algorithm 1, line 5) is then run from the new
node n′ until the planning horizon, computing the stage costs
along the way. This produces an estimate ∆ of the total cost
of a control input sequence that starts with the control inputs
leading up to n′. During the simulation phase, the control
inputs are selected according to a rollout policy, which could
correspond to selecting control inputs at random or based on
heuristic for the specific problem [31]. In the backpropagation
phase (Algorithm 1, line 6), the result ∆ is used to update the
statistics of the nodes selected for this iteration. Each node’s
visit count is incremented and its average total cost updated
according to ∆.

VI. SIMULATION STUDY

In this section, the proposed PMBM-based sensor man-
agement method is evaluated using a series of simulated
scenarios. The achieved performance is compared for three
different stage cost functions: (i) the proposed stage cost
function (23) for search and track (ST), (ii) the stage cost
function (21) for track only (TO), and (iii) the stage cost
function (22) for search only (SO). The PMBM-based method
is also compared to the grid-based method proposed in [17].
The method from [17] assumes known measurement origins,
which simplifies the problem as the true measurement-to-target
associations are given. A Gaussian mixture implementation
of the Bernoulli filter [32] is used as underlying tracker for
each individual target, and an occupancy grid filter is used to
represent undetected targets.

A. Performance evaluation

The generalized optimal subpattern assignment (GOSPA)
metric [33] is a unified performance metric for multi-target
tracking. It penalizes both localization errors for detected
targets and errors due to missed and false targets. According
to [33], with α = 2 and given c > 0, 1 ≤ p < ∞, a
metric d(·) in the single target space, the ground truth set
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Algorithm 1 Overview of MCTS for PMBM-based sensor management

1: Initialize tree T with root node n0 with current sensor state and PMBM density
2: for Niter iterations do
3: n← SELECTNODE(T ) . Select node to expand using UCT policy
4: n′ ← EXPANDTREE(n) . Add new child to node n; simulate measurements and update PMBM density
5: ∆← SIMULATE(n′) . Perform rollout until planning horizon; compute total cost
6: T ← BACKPROPAGATE(T , n′,∆) . Update node statistics
7: end for
8: return arg min

n∈children of n0

Ĵ(n)

X =
{
x1, . . . , x|X|

}
and its estimate X̂ =

{
x̂1, . . . , x̂|X̂|

}
,

the GOSPA metric can be written as

d(c,2)
p (X, X̂) (26)

= min
γ∈Γ

( ∑
(i,j)∈γ

d
(
xi, x̂j

)p
+
cp

2

(
|X|+ |X̂| − 2|γ|

)) 1
p

,

where Γ is the set of all possible assignment sets γ be-
tween

{
1, . . . , |X|

}
and

{
1, . . . , |X̂|

}
. Such an assign-

ment set satisfies γ ⊆
{

1, . . . , |X|
}
×
{

1, . . . , |X̂|
}

,
(i, j), (i, j′) ∈ γ =⇒ j = j′ and (i, j), (i′, j) ∈ γ =⇒ i =
i′, where the last two properties ensure that every i and j gets
at most one assignment [33]. Note that |γ| is the number of
properly detected targets and that the definition implies that
|γ| ≤ min{|X|, |X̂|}.

Given the optimal assignment set γ?, the GOSPA metric
can be decomposed as [33]:

d(c,2)
p (Xk, X̂k) (27)

=
(
dloc(Xk, X̂k, γ

?) + dmiss(Xk, γ
?) + dfalse(X̂k, γ

?)
) 1
p ,

where dloc(·) is the cost related to the localization of properly
assigned targets, and dmiss(·) and dfalse(·) are the costs related
to missed and false targets. The three terms in the decomposed
metric are computed as

dloc(X, X̂, γ?) =
∑

(i,j)∈γ?
d
(
xi, x̂j

)p
, (28a)

dmiss(X, γ?) =
cp

2

(
|X| − |γ?|

)
, (28b)

dfalse(X̂, γ?) =
cp

2

(
|X̂| − |γ?|

)
, (28c)

where |X| − |γ?| and |X̂| − |γ?| are the number of missed
and false targets, respectively. Note that the choice of the
maximum allowable localization cost c defines the cost of
not detecting a target as cp/2, which can be used to find an
appropriate value for the weight parameter η in the objective
function (23).

To evaluate the overall performance in the simulation study,
GOSPA is used as the main metric. For the parameters, we use
c = 50, p = 2, and define the base distance d(x, y) as the 2-
norm of the position components of x− y. We also report (i)
the normalized localization error

dnle(X, X̂, γ?) =

(
1

|γ?|
dloc(X, X̂, γ?)

) 1
p

, (29)
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Fig. 3. Example of simulated scenario. There are a total of five targets
appearing every 80 s. Two targets disappear at time steps 280 and 360,
respectively. The targets’ initial positions are marked with filled circles. The
field of view is orange and the light blue circles illustrate the Gaussian mixture
intensity of the undetected targets.

i.e., the average localization error of properly assigned targets
as a localization performance measure, (ii) the number of
missed targets as a target discovery performance measure, (iii)
the number of false targets, and (iv) the number of lost targets.

B. Beam pointing for a stationary sensor

In this scenario, the pointing direction of a stationary range-
bearing sensor is controlled to track a varying number of
moving targets. The sensor is located at the origin and the
surveillance area is defined by the half disc with radius 1 km.
A new target with initial position uniformly sampled in the
surveillance area appears every 80 s. One target disappears at
time 280, and another one at time 360. The full scenario runs
for 400 s. One realization is illustrated in Fig. 3.

The state of an individual target x = [x̃ᵀ, ω]ᵀ consists of
its two-dimensional position and velocity x̃ = [p1, v1, p2, v2]ᵀ

and turn rate ω. Each target follows a coordinated turn model
[34], p(xk |xk−1) = N (xk ; FCT(ωk−1)xk−1, Q), where the
state transition matrix is given by

FCT(ω) =


1 sin(ωT )

ω 0 − 1−cos(ωT )
ω 0

0 cos(ωT ) 0 − sin(ωT ) 0

0 1−cos(ωT )
ω 1 sin(ωT )

ω 0
0 sin(ωT ) 0 cos(ωT ) 0
0 0 0 0 1

 (30)
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and the covariance matrix is given by[
σ2
wGG

ᵀ 0
0 σ2

u

]
, G = I2 ⊗

[
T 2

2
T

]
, (31)

where I2 is the 2×2 identity matrix and ⊗ is the Kronecker
product. The sampling period is T = 1 s, σw = 0.01 m/s2

is the standard deviation of the acceleration noise, and σu =
0.01π/180 rad/s2 is the standard deviation of the turn rate
noise. The survival probability is assumed constant pS = 0.99
for each target.

The sensor’s FoV is limited, both in angle and range. The
beamwidth is θBW = π/6 rad centered around sk and the
maximum sensing range is rmax = 1 km. The center of the
beam defines the state of the sensor which is controlled as

sk+1 = g(sk, uk) = uk, (32)

i.e., the beam can be moved instantaneously from any pointing
direction to any other. The set of admissible control inputs, or
pointing directions, is defined as

U =
{ nπ

180
rad, n ∈ {0, 1, . . . , 180}

}
. (33)

The probability of detection is 0.9 for targets within the
sensor’s FoV and zero elsewhere. A detected target produces a
noisy range-bearing measurement z with likelihood p(z |x) =
N
(
z ; h(x), R

)
, where

h(x) =

[ √
p2

1 + p2
2

arctan
(
p2
p1

)] and R =

[
σ2
r 0

0 σ2
θ

]
(34)

with σr = 5 m and σθ = π/180 rad. The Poisson clutter is
uniformly distributed in the field of view with 0.5 expected
false alarms per time step.

The Poisson birth intensity is a Gaussian mixture tuned
to approximate a uniform intensity in the surveillance re-
gion. It is given by λb(x) =

∑Nb
i=1 w

b,iN (x ; xb,i, P b,i),
with Nb = 40, wb,i = 3.125 · 10−4 (correspond-
ing to a new target appearing every 80 s), and P b,i =
diag([100, 2, 100, 2, π/180])2. The mean of the Gaussian
components are xb,i = [pb,i

1 , 0, pb,i
2 , 0, 0]ᵀ, where the po-

sition components are selected as the grid points of p ∈
{−900,−700, . . . , 900} × {100, 300, . . . , 900} that satisfy
‖p‖2 ≤ rmax. This gives a non-normalized Gaussian mixture
intensity of undetected targets, as illustrated in Fig. 3.

Since the beam can be shifted instantaneously between
any pointing directions, the planning algorithm only decides
one control input at a time, i.e., the planning horizon is
N = 1. This means that the planning problem (24) can be
solved in reasonable time using an exhaustive search in each
iteration of the receding horizon control loop. For the GOSPA
calculations we use the maximum allowable localization error
c = 50, which gives the weight parameter in the ST case
η = 502/2 = 1250. The weight matrix W in `track(·) extracts
the position components of the covariance matrices.

Fig. 4 shows the performance measures at each time step
averaged over 100 Monte Carlo runs. The results confirm that
the proposed stage cost function ST achieves better overall
performance than SO and TO in terms of GOSPA metric.
The TO case gives accurate state estimates of the detected
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Fig. 4. Comparison of performance measures in the beam pointing scenario
for the cases of planning based on search and track (ST), search only (SO),
track only (TO), and the method proposed in [17].

targets, as indicated by the normalized localization error, but
at the expense of a higher number of missed targets. The ST
case performs better than the SO case in terms of missed
targets, which might be surprising. The reason is that in
the SO case, the sensor is pointed towards areas with high
intensity of undetected targets which makes it more prone to
lose track of targets that it has already discovered. There is
no significant difference between the three cases in terms of
the number of false targets, but TO is marginally faster than
the other cases in terms of removing terminated targets. The
results also indicate that ST and TO perform equally well in
avoiding losing track of targets. The simulations indicate that
the proposed method detects new targets faster than [17], while
[17] is faster in terms of removing terminated targets. This
indicates that [17] focuses more on tracking existing targets
than searching for new ones, compared to ST. Both methods
yield similar performance in terms of GOSPA metric.
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Fig. 5. True target trajectories and initial sensor position with the field of
view shown in orange. The targets’ initial positions are marked with filled
circles. The light blue circles illustrate the Gaussian mixture intensity of the
undetected targets.

C. Trajectory planning for a mobile sensor

The second scenario runs for 3000 seconds and includes
two targets in a surveillance area defined by a rectangle of
1500 m×750 m. The trajectory of a mobile sensor with limited
sensing range is controlled to discover and track the targets. As
illustrated in Fig. 5, one of the targets is outside the sensor’s
sensing range at the start of the scenario and the sensor has
to move away from the first target in order to discover the
second one.

The state of an individual target x = [p1, v1, p2, v2]ᵀ

consists of its two-dimensional position and velocity and its
dynamics are modeled by a nearly constant velocity model
with discrete white noise acceleration. The transition density
is given by p(xk |xk−1) = N (xk ; FCVxk−1, Q), where

FCV = I2⊗
[
1 T
0 1

]
, Q = σ2

wGG
ᵀ
, G = I2⊗

[
T 2

2
T

]
, (35)

where T = 10 s, σw = 0.05 m/s2. The survival probability is
assumed constant pS = 0.99 for each target.

The Poisson birth intensity is given by λb(x) =∑Nb
i=1 w

b,iN (x ; xb,i, P b,i), with Nb = 128, wb,i = 5.2 · 10−5

(corresponding to a new target appearing every 1500 s), and
P b,i = diag([50, 2, 50, 2])2. The mean of the Gaussian
components are xb,i = [pb,i

1 , 0, pb,i
2 , 0]ᵀ, where the position

components defines the grid p ∈ {−750,−650, . . . , 750} ×
{50, 150, . . . , 750}. This gives a Gaussian mixture intensity
of undetected targets, as illustrated in Fig. 5.

The sensor has a limited sensing range of rmax = 150 m. For
targets within sensing range, the probability of detection is 0.9.
Each detection results in a linear measurement of the position
of the corresponding target. The measurement likelihood has
Gaussian density p(z |x) = N (z ; Hx,R) with parameters

H = I2 ⊗
[
1 0

]
, R = I2. (36)

The Poisson clutter is uniformly distributed in the field of view
with five expected false alarms per time step.

The mobile sensor moves according to differential drive
dynamics with constant speed of 5 m/s and the control input,

which is updated every ten seconds, determines the heading
rate.

For the planning problem, the set of admissible control
inputs is given by U =

{
ω rad/s, ω ∈ {0,±π8 ,±

π
4 }
}

and the planning horizon is N = 10 steps. This gives a
total of |U|N ≈ 107 possible sequences of control inputs to
evaluate. Hence, the problem is too large to be solved using
an exhaustive search and instead the MCTS method described
in Section V is applied. The implemented MCTS search
alternates between two different rollout policies. The first one
selects control inputs u ∈ U at random. The second one is a
heuristic policy that recursively selects the control input u ∈ U
that minimizes the distance between the mobile sensor and
the target with the most uncertain state estimate. A maximum
allowable localization error of c = 50 m is used for the GOSPA
calculations, which gives the weight parameter in the ST case
η = 502/2 = 1250. The weight matrix W in `track(·) extracts
the position components of the covariance matrices. Based on
trial and error, the MCTS exploration parameter is ε = 2500
and the number of iterations is Niter = 100.

The objective function used in [17] does not involve any
tuning parameters but requires an exhaustive search to be
performed. For this reason, a smaller set of admissible control
sequences or maneuvers U∗ is constructed. Each maneuver
u ∈ U∗ lasts for 120 s and consists of a course change selected
from the set {nπ/9 rad, n ∈ {−9,−8, . . . , 9}} performed
with turn rate π/40 rad/s followed by a straight path. For a
fair comparison, the proposed method for search and track is
evaluated also using the smaller set of maneuvers U∗. This
combination of planning method and set of maneuvers is
denoted ST∗.

Fig. 6 shows the results averaged over 100 Monte Carlo
runs. It is clear that ST performs better than both SO and TO
in terms of GOSPA. With TO, the sensor remains close to the
blue target in Fig. 5 and never discovers the orange target.
Thus, the normalized localization error is low for TO and the
target is not lost, but one target is never detected. SO results
in more false targets than the other cases. As this case focuses
on discovering new targets, the time between measurement
updates for the existing tracks can be quite large. When the
estimation error for a certain target becomes greater than the
GOSPA cut-off distance c = 50 m, it is counted both as a false
target and a lost target, which is seen between time 400 s and
1000 s. At around time 1000 s, the existence probability of
the first target decreases to below the estimation threshold τ ,
after which it is removed and no longer counted as a false
target. The simulation results indicate that in this scenario, the
proposed method ST∗ performs better than [17] in terms of
GOSPA and that both methods result in similar normalized
localization errors.

Fig. 7 shows snapshots from one realization where the
ST case is used to plan the sensor trajectory. The figures
indicate that the proposed objective function yields the desired
behavior: the sensor searches for new targets in areas with high
intensity of undetected targets and maintains accurate state
estimates of the discovered targets.



10

0 1000 2000 3000
0

20

40

60

Time [s]

G
O

SP
A

0 1000 2000 3000
0

5

10

15

20

Time [s]

N
or

m
al

iz
ed

lo
c

er
ro

r

0 1000 2000 3000
0

0.5

1

1.5

2

Time [s]

M
is

se
d

ta
rg

et
s

0 1000 2000 3000
0

0.5

1

Time [s]

Fa
ls

e
ta

rg
et

s

0 1000 2000 3000
0

0.5

1

Time [s]

L
os

t
ta

rg
et

s

ST SO TO [17] ST∗

Fig. 6. Comparison of performance measures in the trajectory planning
scenario for the cases of planning based on search and track (ST), search
only (SO), track only (TO), the method proposed in [17], and search and
track with a smaller set of admissible control sequences (ST∗).

VII. CONCLUSIONS

This paper has considered the problem of jointly searching
and tracking an unknown and varying number of targets.
The problem was formulated as a multi-objective stochastic
optimal control problem, where the conflicting objectives of
search and track are competing for the same sensor resources.
A method was designed to minimize both the uncertainty in
the state estimates of discovered targets and the number of
undiscovered targets, with a user-defined parameter determin-
ing the relative importance of the two objectives.

The PMBM filter was proposed as underlying framework
when solving the optimization problem, as it provides a
theoretical formulation of the multi-target tracking problem
that comprises a notion of both known and undiscovered
targets. As such, it not only supports the proposed method,
but also provides a solid theoretical foundation for previously

proposed similar approaches which treated the two separately.
In two simulation studies, the proposed method has been

illustrated and shown to provide reasonable results. The pro-
posed method is promising for future full-scale experiments.
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APPENDIX A
PMBM FILTER RECURSION

The PMBM filter recursion are here given in the style of
[24]. The derivation of the filter equations and more details
can be found in [8, 25].

A. Prediction

Given a posterior PMBM density with parameters

λu, {wj , {rj,i, pj,i}i∈Ij}j∈J (37)

and the standard dynamic model (Section III-B) with single-
target transition density pk+1,k, the predicted density is on the
same form with parameters

λu
+, {w

j
+, {r

j,i
+ , pj,i+ }i∈Ij+}j∈J+ , (38)

where

λu
+(x) = λb(x) + 〈λu, pSpk+1,k〉, (39a)

wj+ = wj , (39b)

rj,i+ = 〈pj,i, pS〉rj,i, (39c)

pj,i+ (x) =
〈pj,i, pSpk+1,k〉
〈pj,i, pS〉

, (39d)

and wj+ = wj , Ij+ = Ij , J+ = J.

B. Measurement update

1) Data association: As the true origins of measurements
in are unknown, association hypotheses are required. Let M
be an index set for the elements of the measurement set Z,
i.e.,

Z = {zm}m∈M (40)

and let Aj be a collection of all possible association hypothe-
ses A for the jth global hypothesis, i.e., the jth MB, of which
the targets are indexed by Ij . Then, an association hypothesis
A ∈ Aj is a partition of M∪Ij into nonempty disjoint subsets
C ∈ A, called index cells [24].

The standard assumptions in multi-target tracking that the
targets are independent of each other implies that an index
cell contains at most one target index and at most one
measurement index, i.e., |C ∩ Ij | ≤ 1 and |C ∩M| ≤ 1 for
all C ∈ A ∈ Aj . In the following, let iC and mC denote the
target and measurement indices corresponding to index cell C.

2) Update equations: Given a prior PMBM density with
parameters according to (38), a set of measurements Z,
and the standard measurement model (Section III-B) with
measurement likelihood and probability of missed detection
given by

lz(z |x) = pD(x)p(z |x), (41a)
qD(x) = 1− pD(x), (41b)

the updated density is a PMBM density given by

πPMBM(X |Z) =
∑

Xu]Xd=X

πP(Xu)πMBM(Xd), (42a)

πP(Xu) = e−〈qDλ
u
+,1〉

∏
x∈Xu

qD(x)λu
+(x), (42b)

πMBM(Xd) =
∑
j∈J+

∑
A∈Aj

wjAπ
j
A(Xd), (42c)

πjA(Xd) =
∑

]C∈AXiC=Xd

∏
C∈A

πjC(XiC ). (42d)

where the weights are given by

wjA =
wj+
∏
C∈A LC∑

j∈J
∑
A∈Aj w

j
+

∏
C∈A LC

(43a)

LC =


λfa(zmC )+〈λu

+,lz(zmC | ·)〉, if C∩Ij=∅, C∩M 6=∅,

r
j,iC
+ 〈pj,iC+ ,lz(zmC | ·)〉, if C∩Ij 6=∅, C∩M 6=∅,

1−rj,iC+ +r
j,iC
+ 〈pj,iC+ ,qD〉, if C∩Ij 6=∅, C∩M=∅,

(43b)

and the densities πjC(X) are Bernoulli densities with param-
eters

rjC =


〈λu

+,lz(zmC | ·)〉
λfa(zmC )+〈λu

+,lz(zmC | ·)〉 , if C∩Ij=∅, C∩M6=∅,

1, if C∩Ij 6=∅, C∩M6=∅,
r
j,iC
+ 〈pj,iC+ ,qD〉

1−rj,iC+ +r
j,iC
+ 〈pj,iC+ ,qD〉

, if C∩Ij 6=∅, C∩M=∅,

(44a)

pjC(x) =



lz(zmC | x)λu
+(x)

〈λu
+,lz(zmC | ·)〉 , if C∩Ij=∅, C∩M 6=∅,

lz(zmC | x)p
j,iC
+ (x)

〈pj,iC+ ,lz(zmC | ·)〉
, if C∩Ij 6=∅, C∩M 6=∅,

qD(x)p
j,iC
+ (x)

〈pj,iC+ ,qD〉
, if C∩Ij 6=∅, C∩M=∅,

(44b)
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