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To my family and friends!

“ The best material model of a cat is another, or preferably the same, cat.”
Rosenblueth and Wiener [1945]





Abstract

In science, technology, and engineering, creating models of the environment to
predict future events has always been a key component. The models could be
everything from how the friction of a tire depends on the wheels slip to how
a pathogen is spread throughout society. As more data becomes available, the
use of data-driven black-box models becomes more attractive. In many areas
they have shown promising results, but for them to be used widespread in safety-
critical applications such as autonomous driving some notion of uncertainty in
the prediction is required.

An example of such a black-box model is neural networks (nns). This the-
sis aims to increase the usefulness of nns by presenting an method where un-
certainty in the prediction is obtained by linearization of the model. In system
identification and sensor fusion, under the condition that the model structure is
identifiable, this is a commonly used approach to get uncertainty in the predic-
tion from a nonlinear model. If the model structure is not identifiable, such as
for nns, the ambiguities that cause this have to be taken care of in order to make
the approach applicable. This is handled in the first part of the thesis where nns
are analyzed from a system identification perspective, and sources of uncertainty
are discussed.

Another problem with data-driven black-box models is that it is difficult to
know how flexible the model needs to be in order to correctly model the true
system. One solution to this problem is to use a model that is more flexible than
necessary to make sure that the model is flexible enough. But how would that
extra flexibility affect the uncertainty in the prediction? This is handled in the
later part of the thesis where it is shown that the uncertainty in the prediction
is bounded from below by the uncertainty in the prediction of the model with
lowest flexibility required for representing true system accurately.

In the literature, many other approaches to handle the uncertainty in predic-
tions by nns have been suggested, of which some are summarized in this work.
Furthermore, a simulation and an experimental studies inspired by autonomous
driving are conducted. In the simulation study, different sources of uncertainty
are investigated, as well as how large the uncertainty in the predictions by nns
are in areas without training data. In the experimental study, the uncertainty
in predictions done by different models are investigated. The results show that,
compared to existing methods, the linearization method produces similar results
for the uncertainty in predictions by nns.
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Populärvetenskaplig sammanfattning

Inom forskning och utveckling har det har alltid varit centralt att skapa modeller
av verkligheten. Dessa modeller har bland annat använts till att förutspå framti-
da händelser eller för att styra ett system till att bete sig som man önskar. Model-
lerna kan beskriva allt från hur friktionen hos ett bildäck påverkas av hur mycket
hjulen glider till hur ett virus kan sprida sig i ett samhälle. I takt med att mer och
mer data blir tillgänglig ökar potentialen för datadrivna black-box modeller. Des-
sa modeller är universella approximationer vilka ska kunna representera vilken
godtycklig funktion som helst. Användningen av dessa modeller har haft stor
framgång inom många områden men för att verkligen kunna etablera sig inom
säkerhetskritiska områden såsom självkörande farkoster behövs en förståelse för
osäkerhet i prediktionen från modellen.

Neuronnät är ett exempel på en sådan black-box modell. I denna avhandling
kommer olika sätt att tillförskaffa sig kunskap om osäkerhet i prediktionen av
neuronnät undersökas. En metod som bygger på linjärisering av modellen för att
tillförskaffa sig osäkerhet i prediktionen av neuronnätet kommer att presenteras.
Denna metod är välbeprövad inom systemidentifiering och sensorfusion under
antagandet att modellen är identifierbar. För modeller såsom neuronnät, vilka in-
te är identifierbara behövs det att det tas hänsyn till tvetydigheterna i modellen.

En annan utmaning med datadrivna black-box modeller, är att veta om den
valda modellmängden är tillräckligt generell för att kunna modellera det sanna
systemet. En lösning på detta problem är att använda modeller som har mer flex-
ibilitet än vad som behövs, det vill säga en överparameteriserad modell. Men hur
påverkas osäkerheten i prediktionen av detta? Detta är något som undersöks i
denna avhandling, vilken visar att osäkerheten i den överparameteriserad mo-
dellen kommer att vara begränsad underifrån av modellen med minst flexibilitet
som ändå är tillräckligt generell för att modellera det sanna systemet. Som avslut-
ning kommer dessa resultat att demonstreras i både en simuleringsstudie och en
experimentstudie inspirerad av självkörande farkoster. Fokuset i simuleringsstu-
dien är hur osäkerheten hos modellen är i områden med och utan tillgång till
träningsdata medan experimentstudien fokuserar på jämförelsen mellan osäker-
heten i olika typer av modeller. Resultaten från dessa studier visar att metoden
som bygger på linjärisering ger liknande resultat för skattningen av osäkerheten
i prediktionen av neuronnät, jämfört med existerande metoder.
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Notation

Abbreviations

Abbreviation Meaning

abs Anit-lock braking system
acc Adaptive cruise controller
adas Advanced driver-assistance systems
aic Akaike’s information criterion
bic Bayesian information criterion
bnn Bayesian neural network
crlb Cramér-Rao lower bound
gp Gaussian process
llss Linear least squares solution
lm Levenberg-Marquardt algorithm
mc Monte Carlo
mle Maximum likelihood estimate
nn Neural network
ntf Normalized traction force
snr Signal to noise ratio
svd Singular value decomposition

Neural network specific notation

Notation Meaning

a(l) Linear combination of the activation function of the
(l − 1)th layer to the lth layer

h(l) Activation of the nodes in the lth hidden layer
W (l) Parameters that connect the lth and the (l − 1)th hid-

den layers
σ ( · ) Activation function
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Parameter estimation and system identification
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Ti(θ i) Transformation taking the non-canonical parameters
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1
Introduction

In science, a central component has always been to create models of the reality
around us that can be used to predict future behaviour of as system and draw
conclusions from them. This is especially true in the control community where
mathematical models play a crucial role in making sure that a system behaves
as intended when a control signal is applied. Traditionally, these models have
been the result of hours of modeling of reality using physical insight, where the
models are validated through numerous experiments. As the amount of available
data in society increases, it opens up for a new sort of model which rather than
using physical insights, is built using data. These models are often referred to as
black-box models, and neural networks (nns) are one example of such model.

As Box [1976] famously said “All models are wrong, but some are useful”, so how
can one make sure that the black-box models intended to be used are useful, and
that one doesn’t just create models for the sake of it? The ability to express some
sort of uncertainty in the prediction of the model is one essential component that
drastically increases the usefulness of a given model. This is especially true if the
models are aimed to be used in safety-critical applications such as autonomous
vehicles. Hence, this thesis aims to provide some insight into how the uncertainty
in the prediction of one such model, namely nn, can be expressed. It is also
demonstrated how this uncertainty in the prediction is compared to other black-
box models where the uncertainty in the model comes more naturally. The results
will be demonstrated both using simulated data, as well as data collected from
experiments.

1.1 Learning in autonomous vehicles

Autonomous vehicles is one application where black-box models, such as nns,
are a very tempting alternative to use. To create a decision tree or another model

1



2 1 Introduction

that covers all corner-cases that can happen in the traffic is extremely time con-
suming and infeasible in practice. On the other hand, one could fairly easily col-
lect data from driving tests from which a black-box model could be built. With
a lot of data available, nns have had huge success in solving very hard regres-
sion and classification problems, and have become the standard approach in dis-
ciplines such as computer vision, [Krizhevsky et al., 2012], speech recognition,
[Hinton et al., 2012a], and natural language processing [Mikolov et al., 2013]
They have also showed promising result in applications such as 5g positioning,
[Malmström et al., 2019], modelling chemical properties of the atom, [Gilmer
et al., 2017], and creating images from noise, [Goodfellow et al., 2014]. Despite
this huge success, their use in safety-critical applications, such as autonomous
vehicles, is limited, [Bagloee et al., 2016, Grigorescu et al., 2020], even though
successful implementations of self-driving cars, e.g., [Codevilla et al., 2018] in
simulation with programs such as carla, developed by Dosovitskiy et al. [2017].

Modern cars and early demonstrated autonomous cars have an abundance
of sensor information, which are used to implement applications such as au-
tonomous line following. In the future, nn based algorithms might also be used
in applications such as platooning, overtaking of other cars, and advanced driver-
assistance systems (adas). One major task of adas is to estimate the friction level
of the road. The friction level can influence the safety distance in an adaptive
cruise controller (acc), which avoidance maneuvers that are most effective, and
vehicular dynamics control systems such as the anit-lock braking system (abs).

Example 1.1
The estimation of the normalized traction force (ntf) on a road based on the

wheel slip is a famously difficult problem. Extensive modeling by, e.g., Pacejka
and Besselink [1997], has lead to a parametric model called the magic tire formula
that describes how the ntf, µ, depends on the wheel slip, s, i.e.,

µ = D sin
(
C arctan

(
(1 − E)s + E/B arctan(Bs)

))
, (1.1)

where parameters C, E, D, E depend on the surface. For further description of the
magic tire formula, see Section 6.1.

This relationship can also be modeled using a black-box. e.g., consider

f (s, θ) = θ5σ (θ1s + θ3) + θ6σ (θ2s + θ4) + θ7, (1.2)

i.e., an nn with fairly low complexity. This is shown in Figure 1.1, where the nn
models capture the relationship between the ntf and wheel slip.

But how certain is the algorithm that the prediction is correct when it comes to
uncommon critical situations such as how hard the autonomous car has to push
the brake to avoid colliding with a moose that is crossing the road? The setup in
Example 1.1 is used throughout the thesis, where the question of how certainty
of the nn is answered by providing confidence bounds on the prediction.
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Figure 1.1: Estimation of friction level by a two-layer nn.

Lately, some companies have gone even further than simulation, and imple-
mented fully autonomous vehicles, e.g., Tesla, Waymo, Embark Trucks Inc., Scania
and Einride to mention a few. One example is the self-driving bus currently tested
at Scania seen in Figure 1.2. There are already some fully autonomous vehicles
on our roads, but to use of black-box models such as nn in fully autonomous
vehicles comes with a huge risk. This is due to their lack of ability to assess
the uncertainty of the computed predictions. It has already been a couple of ac-
cidents with fatal outcome, e.g. [BBC News, 31 March 2018, NTSB, 2018] and
[Reuters, 21 Aug 2017]. If the nnwould include uncertainty in these predictions,
these kinds of accidents could have been prevented, or at least they might not
have led to a fatal outcome. There have also been demonstrated how vulnerable
nns are to adversarial attacks. For example, Eykholt et al. [2018] show that with
small adjustments to the input image, an nnmisclassified a stop-sign as a speed
limit sign.

To separate the effect on the uncertainty in the training data1 and the uncer-
tainty in the model, the notions of aleatoric and epistemic uncertainty are often
used. The epistemic uncertainty can e.g., be seen in uncertainty in the parameter
in the nn and later propagated to uncertainty in the output of the model. It can
also be used to indicate if the algorithm operates in an area where training data
exists (interpolates) or where it does not (extrapolates).

1Generally, when referring to uncertainties in the training data only uncertainties in the dependent
variables are considered, and the independent variables are assumed to be perfectly known.
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Figure 1.2: One of the early autonomous buses developed by Scania.

1.2 Previous work

Since including concepts of certainty in black-box models such as nn could make
them much more useful in applications such as autonomous vehicles the subject
of assessing uncertainty in the prediction of nns have recently received increased
attention [Garnelo et al., 2018, Ghahramani, 2015, Kendall and Cipolla, 2016,
Kendall and Gal, 2017]. Bayesian nns (bnns), which by design provide uncer-
tainty measures, were proposed already in the 1990’s [MacKay, 1992, Neal, 1996].
However, they were known to be computationally intensive and did not scale well
with network size. Recently, some more efficient implementations have been pro-
posed [Blundell et al., 2015, Gustafsson et al., 2019b, Kendall and Cipolla, 2016,
Osband et al., 2016].

Most implementations of the bnn rely on creating ensembles of nns, from
which the network parameters can be sampled. A recent trend is to use dropouts
or batchnorm to create those ensembles, e.g., [Gal and Ghahramani, 2016, Teye
et al., 2018]. In simple terms, dropouts involve randomly disabling nodes in an
nn, which provides an ensemble of models. In this way, outputs can be obtained
in a Monte Carlo (mc) like fashion, from which the uncertainty in the predictions
can be assessed. The advantage of these methods is that they rely on existing nn
structures and are easy to implement. The downside is that multiple forward
passes are required to create the mc-like simulations needed to obtain the uncer-
tainty in the prediction. Another suggested approach is to include the variance as
a component in the loss function for the nn, and hence, the nn learns its uncer-
tainty, see e.g., [Eldesokey et al., 2018, Gustafsson et al., 2019a, Kendall and Gal,
2017]. However, this increases the size of the nn and thus the computational
complexity. The inclusion of uncertainty, is done either by assuming a given
probability distribution for the output and finding the values of the distribution
parameters, or by learning the full probability density function (pdf). However,
this also leads to the question of how certain it is that the selected distribution is
correct and what the uncertainty of the learned pdf is, i.e., what is the uncertainty
of the learned uncertainty?
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Yet another approach is to estimate the uncertainty in the parameters of the
nns from the training phase, and then let this uncertainty be propagated to un-
certainty in the output in the prediction step. Several publications, [He and Li,
2011, Hwang and Ding, 1997, Papadopoulos et al., 2001] have proposed this as a
mean to get a variance expression for the prediction. Recently, similar ideas have
been used to investigate what impact a single training example might have on the
outcome in the testing phase, e.g., [Koh and Liang, 2017].

System identification, where sensor data is used to estimate and model dif-
ferent physical systems, is an established and well-developed field where the un-
certainty of the computed predictions is considered, [Ljung, 1999]. Even if one
sensor modality is uncertain about what it observes, there are often alternative
ones to support the decisions or to close the feedback loops. This holds, given that
the system knows that the currently used modality is uncertain about what it ob-
serves. The knowledge of the relative uncertainty of different sensor modalities
is also the cornerstone of sensor fusion theory, [Gustafsson, 2018]. Since modern
cars and early demonstrated autonomous cars have an abundance of sensor infor-
mation, this is an example where the knowledge of the relative uncertainty can
be of specific interest.

Recently, the connection between nn and nonlinear system identification of
black-box model has been highlighted, e.g., [Andersson et al., 2019, 11-19 Dec,
Ljung et al., 2020, Schoukens and Ljung, 2019]. In Ljung et al. [2020] and An-
dersson et al. [2019, 11-19 Dec] feedforward nns are presented as a special case
of the nonlinear autoregressive models (narx) where multiple narxmodels are
stacked on top of each other. Ljung et al. [2020] also point out that recurrent
nns (rnns) are a special case of nonlinear state space models. The authors also
provide simulated results of how the number of breakpoints in an nn model in-
creases exponentially as the number of layers increases in the nn. This strength-
ens the statement that deeper nn models are more flexible compared to shallow
nns with an equal number of nodes. Nonlinear system identification is thor-
oughly investigated in [Schoukens and Ljung, 2019] where the authors also point
out the difficulties with uncertainty bounds for nonlinear models, namely, that if
there is a structural model error, no theoretical bound of the uncertainty is avail-
able. One must rather rely on variability obtained from repeating the experiment
with varying excitation, i.e., ensembles.

1.3 Contributions

This thesis aims to increase the usefulness of the nonlinear model nn in safety-
critical applications by complementing the prediction of the model with some
prediction error variance, also known as uncertainty in the prediction. This is
done by linearizing the model to calculate uncertainties in the parameters which
later can be propagated to uncertainties in the prediction. These techniques are
fairly standard in the system identification field, but not in the machine learn-
ing field. By complementing one of the most common models used in the ma-
chine learning community, namelynn, with an uncertainty calculated using tech-
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niques from system identification this thesis also aims to strengthen the connec-
tion between the different fields.

The analysis forces some restrictions on the nn, such as the uniqueness of
parameterization. It is shown that if one would consider the prediction error
variance, our analysis is also true for parameterizations with redundant param-
eters. There will also be shown how the prediction error variance is affected by
using an overparameterized model. In Chapter 3, a survey of how uncertainty in
prediction by nns has been handled in the literature will be provided, and where
the suggested approach is placed in relation to work previously done.

Using the suggested approach, the contribution of different sources of uncer-
tainty will be demonstrated, as well as a comparison of the calculated uncertainty
and the uncertainty obtained frommc simulations. Since the theoretical result is
asymptotic in the number of observations, an analysis of how many observations
that are needed for the results to be valid will also be provided.

As a final contribution, the uncertainty of the model set including nns will
be compared to other model structures, that might either be linear in the parame-
ters, incorporate the concepts of uncertainty more naturally, or be obtained from
extensive physical modeling of the system. To do this comparison, data collected
from experiments inspired by autonomous driving is used.

Some of the results in this thesis have been published before, e.g., some of
the results in Chapter 4 and the simulations in Chapter 6 regarding the different
sorts of uncertainty and the prediction error variance for different structures of
nns have also been published in

Magnus Malmström, Isaac Skog, Daniel Axehill, and Fredrik Gustafs-
son. Asymptotic Prediction Error Variance for Feedforward Neural
Networks. In Proc. of 21th IFAC World Congress, (IFAC), Online
(Berlin, Germany), 2020. 11-17 Jul.

1.4 Thesis outline

In Chapter 2 the problem setup will be described. This includes a description of
nnmodels and the estimation problem of finding the best such model. Some reg-
ularity conditions on the data and model sets will be presented which are needed
for our analysis later in the thesis. Some of the challenges using the model sets
consisting of nns are also covered. This chapter will be concluded by discussing
what different sources of uncertainty that exist and how they contribute to the
model uncertainty.

In Chapter 3, a survey of different ways uncertainty in black-box models are
handled in the literature is presented. Chapter 4 provides the main result regard-
ing how uncertainty from model sets, where nn are included, can be obtained by
linearization with respect to the parameters of the nn. These results are under
the assumption of uniqueness in the model, which might not always be true for
nn.

Then later in Chapter 5, these assumptions are relaxed and it is shown that
in order to estimate the prediction error variance, it is not necessary to consider
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whether the model is uniquely parameterized or not. This chapter also provides
some insight into how the uncertainty is affected when a model structure that is
more flexible than necessary for the data it is intended to model is used, i.e., an
overparameterized model.

In Chapter 6, the suggested approach to obtain prediction error variance is
compared to commonly used approaches in the literature. This is using both
simulation results and results on data collected from experiments. The thesis
will be concluded with some conclusions and future work in Chapter 7.





2
System identification using neural

networks

In this chapter, the task of training an nn is formulated as a problem of estimat-
ing parametric models from noisy observations. This will make it possible to use
tools from estimation theory to obtain the uncertainty of the prediction made by
the nn. Furthermore, a review of the concepts of model structure, model sets,
the notion of a true system, uniqueness, and identifiability is given. The chapter
is concluded with a discussion of different sources of uncertainties in the predic-
tions made by nns. Even though the concepts presented in this chapter are valid
for general models, the special case of model based on nn is emphasized.

2.1 Problem formulation

Consider the following static nonlinear signal model

sm = f ∗(xm), (2.1a)

ym = sm + em, (2.1b)

where the function f ∗(xm) describes the relation between the input (independent
variable) xm ∈ Rdx and output (dependent variable) sm ∈ Rds of the true system S
under consideration, at time index m. The superscript ∗ is used to indicate that
the function f describes the true system, i.e., f ∗(xm) = S . Furthermore, em is the
observation noise which is identically and independently distributed according
to some distribution with variance λ0 and mean E[em] = 0, and ym ∈ Rds is the
observation of the output1.

Given a set of data consisting of the observations y1:N , (yn)Nn=1 and inputs

1In this thesis, it is assumed that ds = 1, hence the output does not have a vector notation (bold-
face).

9



10 2 System identification using neural networks

x1:N , (xn)Nn=1 , a parametric model on the form

ŝm = f (xm, θ), (2.2)

with parameter vector θ ∈ Θ ⊂ Rd containing d parameters is fitted to the data
by for example minimizing a least-squares cost function. This is also referred to
as learning the parameters, where the data used to learn the parameters is called
training data. Hence, the parameters θ̂N are estimated as

θ̂N = arg min
θ

VN (θ), (2.3)

where

VN (θ) ,
1
N

N∑
n=1

||yn − f (xn, θ)||2. (2.4)

The parametric model together with the estimated parameters are then used to
predict new output ŝm = f (xm, θ̂N ) of the system given some input xm. In this
thesis, the aim is to analyze how the prediction error

ε(xm, θ̂N ) , ym − ŝm = f ∗(xm) + em − f (xm, θ̂N ), (2.5)

depends on the uncertainty in the training data (aleatoric uncertainties) and in
the model (epistemic uncertainties), as well as to provide an analytic expression
that can be used to calculate a lower bound on the prediction error uncertainty.
nnmodel.

2.2 Model sets and model structure

To carry out the analysis of the prediction error variance and put the estimation of
the parametric model f (xm, θ) in a system identification framework, the concept
of models, model structure, model sets and true system used in e.g. Ljung [1999]
need to be introduced and formalized. Thus, a prediction model is defined as:

Definition 2.1 (Prediction model). A prediction model f (x1:m, y1:m−1) predicts
the current output of a system given information about current and past inputs
as well as past outputs.

The identification problem is to find a suitable model that can describe the
measured data as well as possible. To find this model, a search over a set of
candidate models is conducted, which leads us to the natural definition of model
set as:

Definition 2.2 (Model set). A model setM∗ is a collection of candidate models.
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Example 2.1
One example of a model set is, e.g., the set of all linear models,

M∗ = {all linear models}. (2.6a)

Another example is the set of all autoregressive models in which the regressor
vector consists of output observations that are delayed at most n time steps, i.e.,
with lag of at most n,

M∗ = {f (ym−n−1:m−1) = a1ym−1 + · · · + anym−n−1, ai ∈ R}. (2.6b)

A final example is a finite set of specific models

M∗ = {f1(x1:m, y1:m−1), f2(x1:m, y1:m−1), f3(x1:m, y1:m−1)}. (2.6c)

Most of the model sets of interest contain an infinite number of models, hence
an exhaustive search over all those model sets is intractable. Instead, the search
is usually done over a subset of these models. This subset is often constructed
by parameterizing the set “smoothly” over some “nice” areas, which refers to that
the model is differential with respect to the parameters, and that the parame-
ters come from an open set. This could be done by restricting the parametric
model f (xm, θ) to have a limited number of parameters d and that the gradient of
the model with respect to the parameters should be well defined, i.e., the model
should be differentiable with respect to the parameters [Ljung, 1999]. This gives
the formal definition of model structure as:

Definition 2.3 (Model structure). A model structure M is a differential map-
ping from a connected open subset Θ of R to a model setM∗, such that the gradi-
ent of the predictor function is smooth. That is

M : θ ∈ Θ→M(θ) = f (x, θ) ∈ M∗, (2.7)

whereM(θ) is one model in the model structure.

It is often interesting to know if the model set is able to include S . That is, if
there exists an θ0 such thatM(θ0) = S , which is denoted by S ∈ M∗. In practice,
this assumption is hard to fulfill, but it gives useful insights into the estimated
models [Ljung, 1999].

2.2.1 Linear models

When estimating a model that describes the relationship between the input xm
and sm, it is a good practice to start by restricting the model set to simple models,
then complexity can be added to the model. This is of particular importance
when the model set consists of black-box models, i.e., universal approximators
of functions. For example, models that are linear in the parameters are a good
choice for simpler models to start with. The result from more complex models
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can then later be compared against these simpler models, this to validate the use
of the more complexed models. To initially use model linear in the parameters is
good practice, since the analysis for them are more straightforward.

Given a parametric model that is linear in the parameters θ, i.e.,

f (xm, θ) = ϕ>mθ, ϕ>m = g(xm), (2.8)

where ϕ>m is denoting a basis function (sometimes also called regressors or pseu-
doregressors). The basis function is some transformation of the input xm ex-
pressed by the function g, which might potentially be nonlinear. Then, it is
possible to find the parameters that minimize the squared error loss function,
i.e., the linear least squares solution (llss) as

θ̂N = (ΦNΦ
>
N )−1ΦNyN , (2.9)

where

yN =
(
y>1 · · · y>N

)>
, (2.10)

is the observations of the output collected in a matrix with N number of rows,
and

Φ>N =
(
ϕ>1 · · · ϕ>N

)>
, (2.11)

is an N × d matrix consisting of the basis functions for the N observations. In
this thesis, three different choices of basis functions for models linear in the pa-
rameters are investigated: polynomials, Chebyshev polynomials, and Laplacian
polynomials. Given a choice of basis functions, the model structure for these
models is the number of basis functions used.

Polynomials

An initial approach to create basis functions is to use powers of the input, i.e.,

[ΦN (xm)]j,m = xj−1
m . (2.12)

where j = 1, · · · , d, and [ΦN (xm)]j,m denotes the jth element of the basis function
for the mth sample. Given indefinitely many polynomial basis functions, it is
possible to represent any given function arbitrarily well. One such example is
Taylor series expansion of a function.

Chebyshev polynomials

To limit the number of basis function, one approach is to use basis functions
that are orthogonal to each other [Gasquet and Witomski, 2013, Kreyszig, 1978].
Chebyshev polynomials are an example of such a basis function. They are defined
by the recursion

[ΦN (xm)]1,m = 1, (2.13a)

[ΦN (xm)]2,m = xm, (2.13b)

[ΦN (xm)]j+1,m = 2xm[ΦN (xm)]j,m − [ΦN (xm)]j−1,m. (2.13c)
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Denoting 〈·, ·〉 as an inner product, Chebyshev polynomials are orthogonal on the
interval [−1, 1] using the inner product defined as

〈f (xm), g(xm)〉 =

1∫
−1

f (xm)g(xm)√
1 − x>mxm

dxm. (2.14)

Laplacian polynomials

Another choice of orthogonal basis functions is the Laplacian polynomials [Solin
and Särkkä, 2019]. They are derived as the eigenfunctions of the Laplacian oper-
ator with Dirichlet boundary conditions[−∇ϕ>(xm)]j = λj [ϕ>(xm)]j , xm ∈ Ω

[ϕ>(xm)]j = 0, xm ∈ ∂Ω,
(2.15)

where some compact set Ω ⊂ Rdx with some sufficiently smooth boundary ∂Ω
(but other boundary conditions could be used as well). The functions [ϕ(xm)]j
are eigenfunctions to the Laplacian operator with eigenvalues λj . Since [ϕ(xm)]j
are eigenfunctions, they are also orthogonal given an inner product defined as

〈f (xm), g(xm)〉 =
∫
Ω

f (xm)g(xm)dxm. (2.16)

The resulting eigenfunctions are defined as

[ΦN (xm)]j,m = [ϕ>(xm)]j =
1
√
L

sin
(
πj(xm + L)

2L

)
, (2.17)

where L is a hyperparameter set by the user.

2.2.2 Neural networks

In many cases, models that are linear in the parameters are not flexible enough
to represent the given data. This leads to that a model set consisting of more
complex models needs to be used, [Goodfellow et al., 2016]. An example of model
set with more complex models is the set containing nns. One model in this set
can be described by the recursions

h(0) = xm, (2.18a)

a(l+1) =
(
h(l) 1

)>
W (l), l = 0, · · · , L, (2.18b)

h(l) = σ
(
a(l)

)
, l = 1, · · · , L, (2.18c)

sm = a(L). (2.18d)

The number of layers in the network is denoted L, W (l) are the weights of the lth
layer, a(l) is the contribution from layer (l − 1) to layer l and h(l) is the activation
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Figure 2.1: Schematic illustration of a fully-connected nn with dx inputs,
ds outputs, and L-layers where every layer has dl nodes l = 1, ..., L. The
bias term in hidden layers (nodes marked with the number 1), as well as the
input in the nn are indicated with green nodes. The white nodes apply the
nonlinear activation function σ (·) to the sum of all inputs. The blue nodes
are the output nodes which sums all the inputs to them.

of the contribution from the (l − 1)th layer at the lth layer, referred to as the
hidden node. In Figure 2.1, a schematic illustration of a fully-connected nn with
dx inputs, ds outputs , and dl nodes in the lth hidden layer. This gives that the
dimension of W (l) is (dl−1 + 1) × dl .

Furthermore σ (·) is a so-called activation function operating element-wise.
Some of the most commonly used activation functions are the sigmoid function
σ (u) = 1/(1 + e−u), the hyperbolic tangent σ (u) = tanh(u), the rectified linear unit
(relu) σ (u) = max{u, 0}, the leaky relu σ (u) = max{u, 0.1u}, and the exponential
linear unit (elu)

σ (u) =

u, u ≥ 0,
α(eu − 1), u < 0,

(2.19)

where α is a hyperparameter that can be chosen by the user. In Figure 2.2 these
activation functions and their derivatives are shown.

Collecting the biases and the weights of the nn into a parameter vector, i.e.

θ =
(
vec(W (0)) · · · vec(W (L))

)>
, (2.20)

an nn can be written as a parametric model, ŝm = f (xm, θ). Hence, for an nn
with dx inputs, ds outputs, and L hidden layers results in that the number of
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Figure 2.2: Some of the most commonly used activation functions together
with their derivatives.
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model parameters is

(dx + 1)d1 +
L−1∑
l=1

(dl + 1)dl+1 + (dL + dL)ds. (2.21)

Given a nonlinear activation function, the model structure for nns is given by
the number of hidden layers L, and the number of nodes in each of theses hidden
layers dl .

2.2.3 Model order selection

In system identification, an important aspect is to select the size of the model set
under consideration, i.e., choosing the number of model parameters based on the
trade-off between flexibility and overparameterization. Here, overparameteriza-
tion refers to that a model were unnecessarily many parameters are used, i.e., a
too flexible model. This is referred to as model order selection or the order selec-
tion problem, [Ljung, 1999]. For models that are linear in the parameters, such as
polynomials, selecting the correct model order is equivalent to select the number
of basis functions. For nns, this would be the number of hidden layers as well as
a number of nodes in those hidden layers.

A commonly used approach to select the model order is to study the cost func-
tion VN (θ) for different choices of number of parameters d. Evaluated on train-
ing data, it is natural that the cost function decreases as the number of param-
eters increases since the model is more flexible, but this might not be desirable
since models with a larger number of parameters may suffer from overparame-
terization and higher variance in its prediction. Instead, it is possible to study a
version of the cost function, which have a penalty factor for using models with
higher order. Two classical penalty functions are Akaike’s information criterion
(aic) suggested by Akaike [1974] and Bayesian information criterion (bic) sug-
gested by Schwarz [1978]. In the case of Gaussian observation noise, aic and bic
are give by

VN (θ̂N )
(
1 +

2d
N

)
, (2.22a)

and

VN (θ̂N )
(
1 +

d logN
N

)
, (2.22b)

respectively.

2.3 Parameter optimization

When estimating a model from noisy data, the squared error between the mea-
sured data and the estimate is a commonly used measure of how accurate the
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model is. The problem specified in (2.3) is to find the model with the least squares
error, if the model is nonlinear in the parameters this is called the nonlinear least
squares problem. To find the parameters of the nonlinear model that minimize
the squared error, i.e., the solution the problem specified in (2.3) and (2.4), some
kind of optimization algorithm needs to be used. A commonly used approach is
to use gradient-descent based algorithms. In such approaches, the parameter θ is
updated sequentially by taking a step in the direction of the negative gradient of
the cost function. Using the notation V ′N (θ̂N ) = ∂

∂θVN (θ)
∣∣∣
θ=θ̂N

for the gradient of
the cost function with respect to the parameters in the model, the general form
of an iteration performed by a gradient-descent based algorithm is

θ̂
(j+1)
N = θ̂

(j)
N −

(
R

(j)
N

)−1
V ′N (θ̂(j)

N ), (2.23)

where superscript (j) denotes the estimate of the parameters at iteration j in the
optimization algorithm [Goodfellow et al., 2016, Ljung, 1999]. Here, the matrix

R
(j)
N is used to decide how much one should move in every direction of the Gra-

dient. The simplest choice for the step length is to use use a scaled version of

the identity matrix for R(j)
N , this is sometimes referred to as the vanilla gradient-

descent, but it is possible to make a much smarter choices of R(j)
N , [Goodfellow

et al., 2016].

2.3.1 Newton method

Now return to the estimation problem specified in (2.3) and (2.4). Assume that
the estimated parameter θ̂N is close to the true one, i.e., θ0 = θ̂N + ∆θ where ∆θ
is small. Then a quadratic approximate model of the objective function around
θ̂N can be obtained using Taylor series expansion as

VN (θ0) ≈ VN (θ̂N + ∆θ) = VN (θ̂N ) + ∆θ>V ′N (θ̂N ) +
1
2
∆θ>V ′′N (θ̂N )∆θ, (2.24)

where the notation

V ′′N (θ̂N ) =
∂2

∂θ2VN (θ)
∣∣∣
θ=θ̂N

, (2.25)

is used. The Gradient and Hessian of the cost function can be calculated as

V ′N (θ̂N ) =
1
N

N∑
n=1

ε′(xn, θ̂N )ε(xn, θ̂N ) =
1
N

(ε′(x1:N , θ̂N ))>ε(x1:N , θ̂N ), (2.26a)

V ′′N (θ̂N ) =
1
N

N∑
n=1

ε′θ(xn, θ̂N )>ε′θ(xn, θ̂N ) +
1
N

N∑
n=1

ε(xn, θ̂N )ε′′θ(xn, θ̂N )

=
1
N

(ε′θ(x1:N , θ̂N ))>ε′θ(x1:N , θ̂N ) +
1
N

N∑
n=1

ε(xn, θ̂N )ε′′θ(xn, θ̂N ), (2.26b)
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using the notation

ε′θ(xm, θ̂N ) =
∂
∂θ

ε(xm, θ)
∣∣∣
θ=θ̂N

, (2.27a)

and

ε′′θ(xm, θ̂N ) =
∂2

∂θ2 ε(xm, θ)
∣∣∣
θ=θ̂N

, (2.27b)

as well as ε(x1:N , θ̂N ) and ε′θ(x1:N , θ̂N ) which denote the vector with N values of
the prediction error and the matrix with all the derivatives of the prediction error,
respectively.

Returning to the quadratic model, the error in the estimated parameters ∆θ
calculated as the solution to the following system of equations

V ′′N (θ̂N )∆θ = −V ′N (θ̂N ). (2.28)

i.e., when the the derivative of (2.24) with respect to ∆θ is equal to zero. In
particular, this describes approximately the optimal estimate θ̂N as a function of
the observations around the optimal solution θ0, valid for small values of ∆θ.

Given that V ′′N (θ̂N ) is invertible, i.e., non-singular, this also gives us a good
idea of how to find a better approximation of the true parameters, because θ̂N
can be updated as

θ̂
(j+1)
N = θ̂

(j)
N −

(
V ′′N (θ̂(j)

N )
)−1
V ′N (θ̂(j)

N ), (2.29)

which is known as Newton’s method [Ljung, 1999, Nocedal and Wright, 2006].

2.3.2 Gauss-Newton method

For many problems, it can be very costly to calculate the full Hessian V ′′N (θ̂N ). If
the estimation of θ̂N is near optimum, the cost function is close to linear. Hence
the second derivative of the cost function is small. This results in that the Hessian
can approximate as

V ′′N (θ̂N ) ≈ HN (θ̂N ), (2.30)

where

HN (θ) ,
1
N

N∑
n=1

ε′θ(xn, θ̂N )>ε′θ(xn, θ̂N ). (2.31)

Hence, this approximation of the Hessian is constructed by only consider the
first term in (2.26b). This would result in the Gauss-Newton method seen in
Algorithm 2.1, see e.g., [Nocedal and Wright, 2006]. The approximation of the
Hessian is especially good if the prediction errors are independent, which would
be the case if the model set includes the true system, see [Ljung, 1999] and Chap-
ter 4.
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Algorithm 2.1: Gauss-Newton method
Input: Sequence of stepsizes µ(j)

N
VN (θ): Cost function

1: Initialization: θ̂(0)
N : Initialize the parameter vector of dimension nθ

2: while θ̂(j)
N not converged do

3: g(j)
N = V ′N (θ̂(j)

N )

R
(j)
N = HN (θ̂(j)

N ), where HN (θ) is given in (2.31).

θ̂
(j+1)
N = θ̂

(j)
N − µ

(j)
N

[
R

(j)
N

]−1
g(j)
N

4: end while
5: return Resulting parameters θ̂(j+1)

N

If (2.31) is singular or close to singular, a popular adaptation of the Gauss-
Newton method is the Levenberg-Marquardt (lm) algorithm. Then, the approxi-
mation of the Hessian is replaced by

R
(j)
N (λ) =

1
N

N∑
n=1

ε′θ(xn, θ̂N )>ε′θ(xn, θ̂N ) + λI, (2.32)

where here λ is a positive scalar to ensure that the estimate of the Hessian is a
positive definite matrix. For overparameterized models, this approach is espe-
cially useful since the overparameterization could result in that (2.31) loses rank,
[Ljung, 1999, Nocedal and Wright, 2006].

2.4 Parameter optimization for neural networks

For training nns, gradient-descent based algorithms are commonly used as op-
timization algorithms. In practice when training nn, there are often a lot of
training data available and it is not computationally efficient to use all the data
in every iteration in the optimization algorithm. Instead, the data is randomly
split into different batches where one batch is used in each iteration. When all
batches have been used, and all training data has been processed by the optimiza-
tion algorithm once, the process repeats, and new batches are created. To iterate
over all the batches is called an epoch. To divide the data into different batches,
where one batch is used at a time in the optimization algorithm, is often referred
to as stochastic gradient-descent, [Bishop, 2006, Goodfellow et al., 2016].

The convergence of stochastic gradient-descent is often slow, but to calculate
the Hessian, as done in the Gauss-Newton method, is often not tractable due to
nns being highly flexible models with many parameters. Also, since in each iter-
ation only a subset of the training data is used, it is useful to include information
from the earlier iterations. This can be done by using the moving average of the
gradient (and Hessian) when calculating the step used to adjust the parameters
in the nn, [Goodfellow et al., 2016].
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Algorithm 2.2: RMS-prop
Input: α Stepsize

ρ ∈ [0, 1): Decay rates for the moving average
VN (θ): Cost function

1: Initialization: θ̂(0)
N : Initialize the parameter vector of dimension nθ

H̄
(0)
N = 0

2: while θ̂(j)
N not converged do

3: g(j)
N = V ′N (θ̂(j)

N )

[H (j)
N ]k,k = [g(j)

N ]2
k ∀k = 1, .., nθ

H̄
(j)
N = ρH̄

(j+1)
N + (1 − ρ)H (j)

N

R
(j)
N =

(
H̄

(j)
N

)1/2
+ εI

θ̂
(j+1)
N = θ̂

(j)
N − α

[
R

(j)
N

]−1
g(j)
N

4: end while
5: return Resulting parameters θ̂(j+1)

N

Algorithm 2.3: ADAM optimizer
Input: α Stepsize

β1, β2 ∈ [0, 1): Exponential decay rates for the moments estimates
VN (θ): Cost function

1: Initialization: θ̂(0)
N : Initialize the parameter vector of dimension nθ

ḡ(0)
N = 0

H̄
(0)
N = 0

2: while θ̂(j)
N not converged do

3: g(j)
N = V ′N (θ̂(j)

N )

ḡ(j)
N = β1ḡ(i−1)

N + (1 − β1)g(j)
N

ĝ(j)
N = ḡ(j)

N /(1 − β
j
1)

[H (j)
N ]k,k = [g(j)

N ]2
j ∀k = 1, .., nθ

H̄
(j)
N = β2H̄

(j+1)
N + (1 − β2)H (j)

N

Ĥ
(j)
N = H̄

(j)
N /(1 − β

j
2)

R
(j)
N =

(
H̄

(j)
N

)1/2
+ εI

θ̂
(j+1)
N = θ̂

(j)
N − α

[
R

(j)
N

]−1
ĝ(j)
N

4: end while
5: return Resulting parameters θ̂(j+1)

N
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2.4.1 RMS-prop and ADAM optimizer

Two of the most commonly used optimization algorithms for training nns are
rms-prop suggested by Tieleman and Hinton [2012] and the adam optimizer
suggested by Kingma and Ba [2015]. Both of the algorithms are extensions of
the standard stochastic gradient-descent which are utilizing a moving average of
the gradient (and Hessian) when updating the parameters. These algorithms2

are outlined in Algorithm 2.2 and Algorithm 2.3, respectively. In the algorithms,
A1/2 is the square root of the matrix defined using the singular value decomposi-
tion (svd). Compared to the Gauss-Newton method presented in Algorithm 2.1,
where the Hessian is approximated by (2.31), the rms-prop and adam optimizer
approximate the Hessian with diagonal elements in (2.31). Then, as step size
used by the optimization algorithm in the update of the parameters, the square
root of a moving average of the Hessian is used.

The main difference between rms-prop and adam optimizer is that adam
optimizer also uses a moving average of the gradient of the cost function with
respect to the parameters. This can be motivated similarly to the use of moving
average for the Hessian.

In both algorithms, there are a couple of hyperparameters connected to the
decay in the accumulated moving average of the moments, i.e., ρ for rms-prop
and β1 and β2 for adam. In general, the default values ρ = 0.9, β1 = 0.9, and β2 =
0.999 are used when training nns [Goodfellow et al., 2016, Kingma and Ba, 2015,
Tieleman and Hinton, 2012]. Intuitively, this means that current estimates of the
Hessian are used to a larger extent compared to the moving average estimate of
the Hessian. In some sense, this is similar to have a high leakage factor in a leaky
recursive least mean square algorithm [Gustafsson et al., 2011]. The value of ε is
often set to 10−8 to regularize the approximation of the Hessian and make sure it
is not singular.

2.4.2 Initialization of neural networks

How to choose the initial guess of the parameters θ̂(0)
N is a challenging problem

and crucial for the performance of the optimization algorithms. The standard
way used for nn is the so-called Xavier initialization suggested by Glorot and
Bengio [2010], which states that for a fully-connected nn, the weights at the jth
layer should be initialized by sampling from

W (j) ∼ N
(
0,

√
2

dj + dj+1

)
. (2.33)

2These algorithms are presented with a slight different notation compared to the original formula-
tions, this is in order to make comparison with Algorithm 2.1 easier.
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If relu is used as an activation function, He et al. [2015] has shown that it is
better to initialize the weights as

W (j) ∼ N
(
0,

√
2
dj

)
. (2.34)

2.4.3 Backpropagation

To use any of these optimization algorithms in Section 2.3.2 and Section 2.4.1,
one needs to calculate the derivate of the cost function with respect to to the
network parameters. Using the recurrent structure of the nn, this process can be
automated using automatic differentiation in reverse mode. For nns, this process
is referred to as backpropagation, [Rumelhart et al., 1986]. Consider an nn with
σ (x) as activation function and σ ′(x) = ∂σ (x)

∂x as the derivative of the activation
function. Then, by first evaluating the network at every node in every layer

a(k) = h(k−1)[W (k−1)]1:dk−1,1:dk + [W (k−1)]0,1:dk , (2.35a)

h(k) = σ (a(k)), (2.35b)

where W (l)
i1:i2,j1:j2

denotes the i1 to i2 row and j1 to j2 column in the matrix of
weights connecting the (l − 1)th layer to the lth layer, the derivative of the cost
function with respect to the parameters can be computed as

δ(k) =
∂VN (θ)

∂a(k)
=
∂VN (θ)

∂h(k)
� σ ′(a(k)), (2.35c)

δ(k−1) = σ ′(a(k−1))δ(k) � [W (k−1)]1:dk−1,1:dk , (2.35d)

∂VN (θ)

∂[W (k)]1:dk−1,1:dk

=
∂VN (θ)

∂a(k)

∂a(k)

∂[W (k−1)]1:dk−1,1:dk

= δ(k)h(k−1), (2.35e)

∂VN (θ)

∂[W (k−1)]0,1:dk−1

=
∂VN (θ)

∂a(k)

∂a(k)

∂[W (k−1)]0,1:dk−1

=
∑
i=1

[δ(k)]i,.. (2.35f)

Here � denotes element-wise multiplication. In a regression setting where a least
squares criterion is used as cost function, the first derivative of the cost function
with respect to the activation a(L), i.e., δ(L), is given by

δ(L) = −2
N∑
n=1

(yn − f (xn, θ)). (2.36)

2.4.4 Regularization

When optimizing flexible models such as nns, one might end up overfitting to
the training data. To prevent this one can use different regularization techniques.
One of the most commonly used regularization is L2-regularization, where the



2.4 Parameter optimization for neural networks 23

square of the parameters is penalized, [Goodfellow et al., 2016, Ljung, 1999, No-
cedal and Wright, 2006]. That is, the cost function in (2.4) is modified such that

VN (θ) =
1
N

N∑
n=1

||yn − f (xn, θ)||2 + λ||θ||2, (2.37)

where λ is a scalar value.
For nns, there has been a substantial work developing different regulariza-

tion techniques. Two of the most popular techniques are dropout and batchnorm,
[Hinton et al., 2012b, Ioffe and Szegedy, 2015, Srivastava et al., 2014].

Dropout

Dropout was popularized by Hinton et al. [2012b] and Srivastava et al. [2014]
and has become a standard regularization technique to prevent overfitting in
nns. The idea is that combining multiple models would lead to better general-
ization performance of nns. Training nn with dropout is equivalent to training
an ensemble of thinner nns and then combining these to a single “unthinned”
nn at prediction. An nn with n nodes can be seen as an ensemble of 2n thinned
nns, where the thinned nns are created by dropping nodes in the network with
a given dropout probability. During the training of the nn, one of these thinned
nns are sampled in every iteration, i.e., not all weights in the nn are updated in
every step of the training of the network. Hence, training an nn with dropout is
equivalent to training an ensemble of 2n thin nns with extensive weight sharing,
where every thin nn gets trained very rarely, or not at all.

In the original formulation of dropout by [Hinton et al., 2012b, Srivastava
et al., 2014], the combination of all the thin nns are done by scaling the weights
with the dropout probability, to create a single nn for prediction. That is, given
the parameters θ̂N of the “unthinned” nn, the parameters of the thin nns are
given by zj � θ̂N , where � denotes the element-wise product. The variable zj ∼
Bernoulli(p) indicates if a parameter is dropped or not in the j = 1, ..., J thinned
nn, and p is a vector with all the dropout probabilities for every parameter θ̂N .
Then the prediction of the “unthinned” nn is the average over the J realizations
with3

E[ŝm] =
1
J

J∑
j=1

f (xm, zj � θ̂N ) ≈ f (xm,p � θ̂N ). (2.38)

Batchnorm

In recent years, Batchnorm introduced by Ioffe and Szegedy [2015] has become
one of the most popular regularization techniques. The idea of Batchnorm comes
from the fact that nns work best for normalized input and output, since the com-
monly used activation functions usually are most expressive in an area around

3To simplify the notation, assume that the observations noise em has zero mean.
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the origin. This results in that optimization of the nn is more likely to avoid
vanishing and exploding gradients around origin.

Instead of only normalizing the input and output to the nn, when Batchnorm
is used to train an nn the input and output are also normalized between the
different layers. In this sense, the network learns a bias and a variance of the
output from every layer for every batch in the training data.

2.5 Hessian and parameter covariance

There is a close connection between the Hessian of the cost function and the
Fisher information matrix, and hence to the parameter covariance which is the
inverse of the Fisher information matrix [Gustafsson, 2018, Kay, 1993, Liero and
Zwanzig, 2011, Ljung, 1999]. The Fisher information matrix for the parameters
θ is given by the second derivative of the log-likelihood with respect to the pa-
rameters. In the case of Gaussian noise this would be the Hessian of the least
squares cost function.

This connection can also be seen in the optimization algorithms presented

Section 2.4. For example, H̄ (j)
N in rms-prop and adam-optimizer is referred to as

an estimate of the variance of the gradient of the cost function, i.e., the Hessian,
[Kingma and Ba, 2015, Tieleman and Hinton, 2012]. The connection is even more
clear if one would consider a model that is linear in the parameters. Then the
second term in (2.26b) is zero, i.e.,

V ′′N (θ̂N ) =
1
N

(ε′θ(x1:N , θ̂N ))>ε′θ(x1:N , θ̂N ), (2.39)

which is a constant matrix. That is, since the observation noise does not depend
on the parameters, ε′θ(x1:N , θ̂N ) is a constant matrix. Assuming that the predic-
tion error has zero mean and variance λ0 as well as the Hessian has full rank, the
covariance of the estimated parameters is given by

Cov(θ̂N − θ0) = Cov(θ̂N ) =
[
solution to (2.28)

]
(2.40a)

= Cov
(
(V ′′N (θ̂N ))−1V ′N (θ̂N )

)
(2.40b)

= Cov
(
(V ′′N (θ̂N ))−1 1

N
(ε′θ(x1:N , θ̂N ))>ε(x, θ̂N )

)
(2.40c)

= λ0(V ′′N (θ̂N ))−1 1
N

(ε′θ(x1:N , θ̂N ))>ε′θ(x1:N , θ̂N )(V ′′N (θ̂N ))−1 (2.40d)

= λ0(V ′′N (θ̂N ))−1V ′′N (θ̂N )(V ′′N (θ̂N ))−1 (2.40e)

= λ0(V ′′N (θ̂N ))−1. (2.40f)

Hence, the covariance of the parameter for a model which is linear in the param-
eters is proportional to the inverse of the Hessian of the cost function.

For nonlinear models, the cost function is close to quadratic near the optimum
and hence the second derivative of the cost function is small, i.e., a linear approx-
imation of the cost function is viable in that region. This also motivates that the
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first term of the Hessian in (2.26b) is more important than the second term, see
[Nocedal and Wright, 2006]. The same arguments are used when finding the step
direction in the Gauss-Newton method, see Algorithm 2.1. In Chapter 4, this is
thoroughly examined for a nonlinear model, highlighting the result that if the
true model is in the model set, the second term in the Hessian is small and can
be neglected. In Chapter 5 the analysis is extended to the case when the Hessian
is ill-conditioned or even singular.

2.6 Uniqueness

Due to the ambiguities in the model structure, the choice of parameters for nn
is not unique. This ambiguity comes from symmetries in the nnmodel structure
and the activation function, as well as possible overparameterizations in terms
of nodes needed to describe the true input-output relationship; see Hwang and
Ding [1997] and D’Amour et al. [2020] for details. Hence, the parameter estimate
θ̂N is non-unique and will depend on factors such as the training data realiza-
tion, as well as the initial condition and choice of optimization algorithm and its
implementation. Let the set of parameter vectors that minimize the cost function
(2.4) be defined as

Dθ̂ , {θ̂N ∈ Θ : θ̂N = arg min
θ

VN (θ)}. (2.41)

Depending on if the true model belongs to the chosen model setM∗ or not, sev-
eral different sources contributing to the prediction uncertainty will be consid-
ered. If f ∗ = S ∈ M∗ there exists a non-empty parameter set

Dθo , {θ0 ∈ Θ : f (xm, θ
0) = f ∗(xm) ∀xm}, (2.42)

of parameter vectors where θ i0 ∈ Dθo is the ith parameter vector such that the
nnmodel describes the input-output relationship perfectly. Otherwise, if S <M,
from Ljung [1999] it is known that the parameter estimate converges to a vector
θ i∗ that gives the best fit of the training data in the least squares sense. That is,
θ i∗ ∈ Dθ∗ , where

Dθ∗ , {θ∗ ∈ Θ : θ∗ = lim
N→∞

arg min
θ

VN (θ)}. (2.43)

If S ∈ M∗ then Dθ∗ ≡ Dθo and the parameter estimate converges to one vector in
this set Dθo .

2.6.1 Canonical representation of a model

A canonical model is an irreducible, or minimal, representation of the model if
there is no model with fewer parameters that can represent the given data as
well as the canonical model. A related concept is redundant parameters, i.e.,
parameters that are not adding flexibility to the model. If a model has redundant
parameters, it is also reducible.
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To handle the fact that the choice of parameters in the nn in general is non-
unique and hence not globally identifiable, see Definition 2.5, a canonical repre-
sentation of a parametric model fc : R×Rdc → R with a corresponding canonical,
i.e., unique and irreducible, parameter vector θc ∈ Rdc is introduced. Here, the
number of parameters in the canonical representation dc is less or equal to the
number of parameters in the non-canonical representation of the model d, dc ≤ d.
For the canonical representation of a parametric model, it holds that given any θ
there exists a unique θc such that

f (x, θ) = fc(x, θ
c), ∀x. (2.44)

Hence, fc ∈ M∗ can represent any input-output relation that f ∈ M∗ can, but
the parameterization is assumed unique and potentially of lower dimension. Fur-
thermore, assume that there exist k differentiable mappings Ti , i = 1, .., k, re-
lating any parameter vector θ i in the original representation of the model and
the corresponding one θc in the canonical representation of the model such that
θc = Ti(θ i).

There could be the case that multiple choices of θ i resulting in irreducible
models, i.e., models with the same number of parameters that give the same pre-
diction. In that case, any of those models could be considered the canonical rep-
resentation of the model. Therefore, it is a choice of which of these irreducible
models should be the canonical representation of the model, and which parame-
ters θ i should be considered to be θc. After a choice of which realization of the
model that should be considered canonical has been made, one could consider θc

unique and relate them to the other irreducible parameters by a mapping Ti .

2.6.2 Symmetries in neural networks

In Hwang and Ding [1997] it is shown that for a two-layer nn with sigmoid ac-
tivation functions there exist only two kinds of transformations on θc such that
θ i ∈ Rdc , namely:

(i) Interchange of nodes, i.e., interchange h(l)
i and h(l)

j with each other.

(ii) Change of sign of the parameters due to symmetries in the activation func-

tion, i.e., W i(l)
j,k = −W c(l)

j,k and W
i(l−1)
.,j = −W c(l−1)

.,j . For sigmoid activation
functions, which are symmetric around 0.5, the change of sign will also
result in a move of information to the bias term. This added information
could be described as W i(l)

0,k = W
c(l)
0,k + W c(l)

j,k . For activation functions sym-
metric around zero, e.g., tanh, it is not necessary to move any information
to the bias term. See Figure 2.2a for illustrations of the activation functions.

These two transformations for a two-layer nn with a sigmoid as activation func-
tion will generate a family with 2d1d1! elements. See Hwang and Ding [1997],
Sussmann [1992] for more details of how such a mapping can be constructed in
an irreducible two-layer nn with sigmoid activation functions.
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Remark 2.1. One can notice that these transformations are linear, i.e., θc = Tiθi . Hence
the parameters for all irreducible nns, i.e., nns that have the number of parameters as the
canonical representation, can be written as a linear combination of the parameters of the
canonical representation.

Example 2.2
Consider an example where a signal is generated by

f ∗(xm) = D sin
(
C arctan

(
(1 − E)s + E/B arctan(Bs)

))
, (2.45)

which is a model that describes how the ntf depends on the wheel slip, for fur-
ther description of this model see Section 6.1. This signal is aimed to be estimated
by a black-box model, i.e., a universal approximator of the data.

Assume a nn with two layers as the black-box model, i.e.,

f (xm, θ) = θ5σ (θ1xm + θ3) + θ6σ (θ2xm + θ4) + θ7. (2.46)

A schematic illustration of such model is seen in Figure 2.3. Denote the canonical
representation of the model by

fc(xm, θ
c) = 0.6σ (−6.8xm + 0.0064) − 1.4σ (−40xm + 0.0039) + 0.42. (2.47)

The parameters for the canonical representation of the model is one of parameter
vectors, that are minimizing the squared error between observation generated
(2.45) and a two layer nn with two nodes in the hidden layer. The parameters
are found by training the nn using the adam optimizer, [Kingma and Ba, 2015],
with the standard settings for the hyperparameters, where the parameters are
initialized using the Xavier initialization, [Glorot and Bengio, 2010].

The process of training the nns to find parameters that minimize the squared
error is repeated 200 times. For the 200 realization, different initial values of
the parameters is used, and the separation of training data into batches are done
differently. The batches are as subset of training data, where one batch at a time
is used in the optimization algorithm. These models are referred to as the non-
canonical representation of the model.4

In Figure 2.4a the two linear parameters connecting the hidden layer with the

output layer, i.e., θ5 = W
(1)
11 and θ6 = W

(1)
12 , are plotted for the different realiza-

tions. One can see that the parameters converge to some finite sets of different
values.

Due to the high dimensionality of the parameter vector, it is hard to illustrate
how the cost function depends on those parameters in the nn, as well as how
the parameter is changing in the different iterations in the solver. In Figure 2.5
the cost function for the canonical representation of the nn is shown, where the
parameters connecting the hidden layer to the output layer are changed, while

4Notice that since the canonical representation of the model and non-canonical representation of
the model have the same size, there are no redundant parameters in the non-canonical model, i.e., all
are irreducible.
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Figure 2.3: Schematic illustration of a fully-connected nn with one inputs,
one outputs, and one hidden layer with two nodes in the hidden layer. The
same color-coding as Figure 2.1 is used.

all other parameters are fixed. The cost function is steeper in one direction com-
pared to the other one. A projection of the eigenvector corresponding to the
largest eigenvalue of the Hessian matrix can be seen as the steeper direction in
the cost function, while the projection of the eigenvector that corresponds to the
smallest eigenvalue of the Hessian matrix can be seen as a flat direction in the
cost function. As demonstrated in Section 2.5, there is a connection between the
Hessian of the cost function and the parameter covariance. The smaller eigen-
values of the Hessian would represent larger parameter covariance and a more
uncertain prediction, and vice versa. Using this interpretation of the Hessian,
one can see that directions with larger curvature in the cost function correspond
to directions where the parameter estimate is more certain and directions that
have a smaller curvature correspond to directions where the parameter estimate
is more uncertain. One can also see that the solver moves slower in the direction
corresponding to the uncertain combination of the parameters compared to the
certain one.

From Figure 2.4a one can see that the parameters end up in eight different
clusters. This coincides with the predicted number of the clusters for a two-layer
nn with d1 = 2 presented earlier in this section. But the path defined by the
intermediate iteration from the initialization of the parameters to the optimal pa-
rameters looks far from direct. This might be a consequence of that the parameter
space which has seven dimensions is projected to a two-dimensional plane. This
behavior can also be seen in Figure 2.4b where the cluster of the optimal param-
eters and their initial values are color-coded. There one can see that even though
a parameter is initialized close to a specific cluster, it can converge to another
cluster. One such example is the initialization near the red cluster converges to
the blue cluster.

For all the clusters the prediction is equally good, so a natural next question
is if the uncertainty in the parameters for the different clusters is different? This
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(a) Parameters for different realizations. For a couple of realiza-
tions, the path of intermediate iterations from the initial param-
eter values to the optimum are visualised.
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(b) Clusters of the parameters for different realizations. The final
value and the initialization of the parameters are color coded such
that realizations that converge to the same cluster have the same
color.

Figure 2.4: Illustration of how symmetry in the nn can lead to different
optimal parameters for different realizations. The parameters are clustered
in eight clusters. Here the parameters connecting the hidden layer to the
output layer are visualized, i.e., θ5 and θ6, where the numbering of the pa-
rameters can be seen in Figure 2.3 and (2.46).
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Figure 2.5: Cost function as a function of the parameters connecting the
output layer and the last hidden layer, i.e., θ5 and θ6, where the numbering
of the parameters can be seen in Figure 2.3 and (2.46). The projection of the
eigenvectors that corresponds to the smallest and largest eigenvalue is also
included in the figure.

will be further examined in Chapter 5. Next, it is shown how a mapping between
the different clusters can be constructed.

Example 2.3
Returning to the setup in Example 2.2 one can compare the values of the canoni-
cal realization of the parameters (in the red cluster) given in (2.47) and a realiza-
tion from the light blue cluster given by

f (xm, θ
i) = −1.4σ (−40xm + 0.0061) + 0.60σ (−6.8xm + 0.0036) + 0.42. (2.48)

It is possible to see that the parameters are related by the transformation given
by

Ti =



0 1 0 0 0 0 0
1 0 0 0 0 0 0
0 0 0 1 0 0 0
0 0 1 0 0 0 0
0 0 0 0 0 1 0
0 0 0 0 1 0 0
0 0 0 0 0 0 1


, (2.49)

i.e., interchanging the nodes in the same layer corresponding to similar opera-
tions (bias or linear combination) with each other, which is the first sort of trans-
formations, described earlier in this section.
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For the analysis in this thesis, the restriction to irreducible nns is relaxed
to nns that are equally expressive, i.e., the canonical and non-canonical model
can express equally complex systems. The main difference is that the transfor-
mation Ti also can be applied to models with redundant parameters, i.e., non-
canonical models having parameters that are linear combinations of parameters
in the canonical model. This will be handled in more detail in Chapter 5. Note-
worthy is that the somewhat abstract function Ti is only needed for the forthcom-
ing analysis in Chapter 4 and not, as shown in Chapter 5, for the application of
the discussed methods.

2.7 Regularity conditions and identifiability

To pursue the analysis of the prediction error variance, some regularity condi-
tions regarding both the observed data generated by the true system, as well as
the smoothness of the models in the model structure and the loss function need
to be imposed.

2.7.1 Identifiability and informativity

Given a training data set, the user chooses a model set from which a model should
be estimated. However, the estimator might not converge, or the model might not
be reasonable. This can be a consequence both of the choice of model structure
for which the search is conducted, but also a consequence of that the data set
is not informative enough. Using the definition for informativity used in Ljung
[1999] and Gevers et al. [2009], but modified for static system.

Definition 2.4 (Informativity). A data set, x1:N is informative enough with re-
spect to a model setM∗ if for any two models f (x, θ1) and f (x, θ2) in the model
set

f (x, θ1) − f (x, θ2) = 0, ∀x =⇒ θ1 = θ2. (2.50)

Example 2.4
Consider the model set of polynomials of degree n, which is an example of a
nonlinear static model. For the data to be informative enough, at least n + 1
unique data points are needed.

For further discussions of informativity see [Gevers et al., 2009]. Throughout
this thesis it will be assumed that generated training data is informative enough
such that all models in the true system have been persistently excited.

Considering the chosen model structure, one has to make sure that the model
structure is globally identifiable, i.e., two choices of parameters θ will not result
in the same output from the model. First, let us define the concept of (local)
identifiability of a model using the uniqueness-oriented definition suggested in
[Ljung, 1999].
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Definition 2.5 (Identifiability). A parametric model structure is locally identi-
fiable at value θ∗ if ∃δ > 0 such that for all ||θ − θ∗|| < δ

f ( · , θ∗) = f ( · , θ) =⇒ θ = θ∗. (2.51)

For a model structure to be globally identifiable at θ∗, the same must hold as
δ→∞, i.e., it has to be locally identifiable at all θ∗.

Taking the smoothness of the models in the model sets into consideration, the
following assumption is needed.

Assumption A1. Let Θ be compact, and assume that the model is three times
continuously differentiable. Assume as well that both the model and its deriva-
tives, component-wise, are bounded. For the loss function, it will be assumed
that it is three times differentiable with respect to the parameters and the predic-
tion error as well as the norm of derivatives and cross-derivatives are bounded,
as described in [Ljung and Caines, 1980].

These assumptions are needed to show that the discussed estimators are con-
sistent, which is used in Chapter 4 to show asymptotic results of the estimator.

2.7.2 Implications for neural networks

As a first remark, to fulfill the presented regularity conditions, the analysis has
to be restricted to nn with continuous activation functions, e.g., sigmoids and
tanh. Due to the symmetries in nns, the model structure will not be globally
identifiable with a global minimizer to (2.3), but rather to a set of local minimiz-
ers that are locally identifiable. This is handled by the transformation Ti between
the local minima which was introduced in Section 2.6.2.

In Hwang and Ding [1997] it is also shown that apart from the transforma-
tions generated by Ti given in Section 2.6.2, the parameter θ is globally identifi-
able for an irreducible two-layer nn. This holds for an nn where the activation
function σ (·) is such as the class of functions {σ (ax + b), a > 0} ∪ {σ ≡ 1} is linearly
independent. This condition can be interpreted as that the contribution from all
the hidden nodes in h(1) is different and not constant.

Next, it will be discussed which sources that contribute to the uncertainties
in the estimated parameters and how they affect the prediction accuracy.

2.8 Different sources of uncertainty

The purpose of this section is to quantify different sources of uncertainty and to
get an explicit expression for the contribution of each source to the total uncer-
tainty. Assume that the estimated (learned) model parameter vector is θ̂ iN ∈ Dθ̂
and the corresponding asymptotic (in the number of training data samples N )
parameter estimate is θ i∗ ∈ Dθ∗ . The prediction error in (2.5) can then be decom-
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posed as

ε(xm, θ̂
i
N ) = em + f ∗(xm) − f (xm, θ

i∗)︸                  ︷︷                  ︸
Model error

+ f (xm, θ
i∗) − f (xm, θ̂

i
N ).︸                       ︷︷                       ︸

Estimation error

(2.52)

Next, let θ̂cN and θc∗ denote the canonical representation of θ̂ iN and θ i∗, respec-
tively. Then the parameter estimate can further be decomposed as

θ̂cN = θc∗ + θ̂cN − θ
c∗ − θcb︸            ︷︷            ︸

Stochastic error

+ θcb︸︷︷︸
Bias error

, (2.53)

where θcb is the bias in the parameters due to the model error. Thus, the total
uncertainty in the prediction has several components with different origins, and
the following observations can be made:

• If S ∈ M∗, even if one was given one of the optimal parameter vectors θ i0 ∈
Dθo of the true system by an oracle one would still have an estimation error
ε(xm, θ i0) = em. This since the observation noise em can not be predicted.

• If the parameter estimation error is sufficiently small, the prediction uncer-
tainty that originates from the error in the parameter estimate can be found
via the first order Taylor expansion

ŝm = f (xm, θ̂
i
N ) = f (xm, Ti(θ̂

c
N ))

≈ f (xm, θ
i0) + f ′θ(xm, θ

i0)
(
θ̂ iN − θ

i0
)
, (2.54)

from which it follows that

Var
(
ŝm

)
≈ f ′θ(xm, θ

i0)Cov(θ̂ iN )f ′θ(xm, θ
i0)>. (2.55)

Here f ′θ(xm, θ i0) , ∂
∂θ f (xm, θ)|θ=θ i0 is the Gradient of the parametric model

with respect to the parameter vector θ. Furthermore, Cov(θ̂ iN ) is the covari-
ance matrix of the parameter estimate.

• If S < M∗, which is the typical case in practice, one has to replace θc0

in (2.54) and (2.55) by θc∗. This will introduce a systematic deterministic
uncertainty in the estimate. In contrast to the estimation error, that decays
with the size of the training data set, this model error is independent of the
training data size.

Using an example inspired by the estimation of ntf from wheel slip by an
nn, these different sources of uncertainty and error are now demonstrated. One
could consider an nn as a collection of nonlinear basis functions that are linearly
combined in the output layer [Sjöberg et al., 1994]. Using this view one could
write the nn in (2.18) as

f (xm, θ) = ϕ>mθ, (2.56a)
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where

ϕ>m =
(
h(L) 1

)>
, (2.56b)

and

θ = W (L). (2.56c)

Example 2.5
Consider the same nonlinear system as in Example 2.2, i.e., (2.45) that describes
how the ntf depends on the wheel slip, which is further described in Section 6.1.
Assume that this can be described exactly by the model given by

f 0(xm, θ1) = ϕ>1,mθ1, (2.57a)

ϕ1,m =
(
σ (6xm + 6) σ (−40xm + 0.0061) σ (−6.8xm + 0.0036) 1

)>
, (2.57b)

for the parameters θ1 =
(
0.40 1.44 −0.60 −0.42

)>
. Hence the true system is

in this model set, S ∈ M∗. Then assume that one also has the model set described
by a model structure given by

f ∗(xm, θ2) = ϕ>2,mθ2, (2.58a)

ϕ2,m =
(
σ (−40xm + 0.0061) σ (−6.8xm + 0.0036) 1

)>
, (2.58b)

The true system is not here included in the model set parametrized by the model
structure in (2.58), i.e., S < M∗. Here the problem of estimating a model from a
signal generated by (2.45) distorted with Gaussian noise is considered. This can
be done using both models from a model set that contains the true system as well
as models from a model set that does not contain the true system. That is, using
models on the form given in (2.57) and (2.58), respectively.

Both models are linear in the parameters, hence the parameters can be es-
timated by the linear least squares solution (llss). The noise variance for the
simulation is set to 10−3, which gives a signal to noise ratio (snr) of 30 dB, and
the number of available observations used to estimate the models varies between
10 and 1000.

The different contributions of uncertainty are best visualized using the estima-
tion of the parameters. In Figure 2.6a the estimate of the parameter correspond-
ing to the third nonlinear basis function in (2.57) (second in (2.58)), is plotted
as more samples are used to estimate the models. These two parameters should
converge to the same value, but due to the systematic deterministic uncertainty
there is a gap between the the parameter of the model from the model set which
contain the true system and the parameter the model which model set does not
contain the true system. The stochastic error due to the observation noise can
be seen as oscillations of the estimated parameter value around the true value.
When studying the estimated function it is hard to distinguish the systematic de-
terministic uncertainty from the bias in the model. In Figure 2.6b the two models
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are plotted together with the true signal and the observations. Without knowing
the signal from the true system it is nearly impossible to distinguish the predic-
tions done by the different models, even though one includes the true system
while the other does not.

In Chapter 4 a method to obtain prediction error variance for the canonical
model is provided. In Chapter 5, it is proven that the expression obtained by
the non-canonical model is identical to the expression obtained by the canoni-
cal model. Hence, one can use the practically available non-canonical model to
obtain the prediction error variance.
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(a) Estimation of the parameter, corresponding to one of the
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Figure 2.6: Illustration of the stochastic and systematic deterministic uncer-
tainty, both using a model with and without the true system in the model
set, see (2.57) and (2.58).



3
Related approaches to quantifying

uncertainties in neural networks

Despite the huge success of nns in solving very hard regression and classification
problems, their applications in safety-critical applications, such as autonomous
vehicles, are limited. This is due to the lack of ability to assess the uncertainty
associated with the computed predictions, see e.g., [BBC News, 31 March 2018,
Eykholt et al., 2018, NTSB, 2018, Reuters, 21 Aug 2017]. This has led to a recent
increase in interest in uncertainty for predictions done by nns, [Eldesokey et al.,
2018, Gal and Ghahramani, 2016, Garnelo et al., 2018, Gustafsson et al., 2019a,
Ilg et al., 2018, Kendall and Gal, 2017, Postels et al., 2019, Teye et al., 2018, Wil-
son et al., 2016b]. Many approaches to include uncertainty in the nn predictions
have been suggested. This chapter aims to present a survey of some of the most
commonly used approaches, as well as put the suggested approach in context to
prevision work.

3.1 Linearization

Uncertainty propagation through linearization of the model parameters, as de-
scribed in Chapter 4, is a standard tool within estimation theory, system iden-
tification, and statistical theory subjected to analyze the uncertainty of a statis-
tical nonlinear model disturbed with some noise [Gustafsson, 2018, Liero and
Zwanzig, 2011, Ljung, 1999]. One reason for the popularity of the linearization
approach is the close connection to the information matrix and the Cramér-Rao
lower bound (crlb), i.e., a lower bound on the variance of the estimated model.
These models can for example be nns, but in the literature of nns this analysis is
not standard.

The approach proposed in this thesis in Chapter 4 and Chapter 5, is an exten-
sion of this linearization approach. The resulting expression for the uncertainty
in the prediction has been presented in related publications [Chryssoloiuris et al.,

37
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1996, He and Li, 2011, Hwang and Ding, 1997, Papadopoulos et al., 2001, Ri-
vals and Personnaz, 2000], but with slight difference in the derivations. Using
the notion of model sets, the suggested approach can handle cases when nn are
not enabling to exactly represent the true system. This allows us to extend the
linearization approach to handle the case where an overparameterized model is
used. This is done by both including the transformation Ti to cover the case with
redundant parameters, as well as to cover the case when more flexible models are
used. In practice, for black-box models such as nns, models that are too flexible
are commonly used. Hence it is essential to have the tools to handle overparame-
terized models.

3.2 Ensemble techniques

A straightforward approach to quantify the uncertainty in a model is to generate
multiple realizations and calculate the variance of the ensemble of realizations.
To create these realizations, either the data used to create them should be per-
turbed by, e.g., adding noise to the observations or changing the split between
training data and validation data, or the parameter initialization should be differ-
ent between the different realizations.

The idea of combining models has also been shown to improve the predic-
tion performance, see e.g. [Carney et al., 1999, Ilg et al., 2018]. This approach
is however not feasible for nns, since already training a network using a single
realization can be very time-consuming. Therefore, clever ways to create these
ensembles have been developed, e.g., using regularization techniques that are al-
ready used in training of nns to prevent overfitting, see [Gal, 2017, Teye et al.,
2018]. Two such approaches are mc dropout and mc batchnorm, which are pre-
sented in more detail.

3.2.1 Monte Carlo dropout

Inspired by the interpretation that an nn trained with dropout trains an ensem-
ble of 2n thinned networks, Gal [2017] suggested using these ensembles at pre-
diction time to obtain the uncertainty of the nn prediction. The idea is to save
some of the sampled thinned nns that were used during training and reuse them
during prediction, calculating the variance and mean of this ensemble as an es-
timate of the prediction and uncertainty in the prediction done by the nn. This
approach to obtaining uncertainty is referred to as mc dropout, where the vari-
ance of the model can be calculated as the sample variance of the ensemble.

Gal and Ghahramani [2016] has shown that an nn trained with dropout is
an approximation of the probabilistic deep Gaussian process (gp), presented by
Damianou and Lawrence [2013]. This is proven by showing that the cost function
minimized in an nn with dropout is equivalent to minimizing the log evidence
lower bound in deep gp, for details see [Gal and Ghahramani, 2015].

There has been some criticism againstmc dropout. Rather than obtaining the
uncertainty in the prediction of the nn, it models the risk with the decision taken
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by the nn, as well as the method not providing satisfactory confidence bounds,
see [Osband, 2016, Osband et al., 2016].

3.2.2 Monte Carlo batchnorm

In similar manners as dropout can be used to create an ensemble, the regulariza-
tion technique batchnorm can be used to to create ensembles of nns. Teye et al.
[2018], has introduced mc batchnorm, where batchnorm is used during the pre-
diction of the network to calculate the variance of the predicted output of the nn.
The authors also prove that, much like dropout, training with batchnorm can be
viewed as approximate inference in a Bayesian model.

3.3 Learning prediction uncertainties in neural
networks

Instead of linearizing the nn or creating ensembles of nns to obtain the variance
of the prediction, one could include the variance as an output of the nn and let
it learn its own uncertainty on the prediction. This implies also that the cost
function of the nn has to be changed to take into consideration this new output.
Many different approaches has been suggested including Eldesokey et al. [2018],
Gustafsson et al. [2019a], Kendall and Gal [2017].

3.3.1 Gaussian model

Assuming that the likelihood of the data is Gaussian and letting the nn learn the
logarithm of the variance and the mean, i.e.,

p(ym|xm; θ) = N (ym; [f (θ, xm)]1, exp([f (θ, xm)]2)), (3.1a)

f (θ, xm) ≈ [µy , log(σ2
y )]>, (3.1b)

where µy and σ2
y is the mean and the variance of the signal ym at time instance

m, respectively. The maximum likelihood estimate (mle) could then be found by
minimizing the cost function

VN (θ) =
1
N

N∑
n=1

(yn − [f (θ, xm)]1)2

exp([f (θ, xm)]2)
+ [f (θ, xm)]2. (3.2)

The model described in (3.1b) is referred to as the Gaussian model by [Gustafsson
et al., 2019a, Kendall and Gal, 2017]. To make use of this modified cost function,
the structure of the nn has to change.

There are different ways to change the structure of the nn. A naive approach
would be to add the variance as a second output. This will be referred to as a
one-headed network, see Figure 3.1a for an illustration. Another way is to first
have a base network that is later split into two different heads, one head for the
mean and one for the variance, see Figure 3.1b for illustration.
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Figure 3.1: Illustration of the different nn structures. Blue circles represent
hidden layers and arrows the connection between the layers.

3.3.2 Energy-based model

Another approach is to use an energy-based model where the nn, denoted
f (xm, ym, θ), is supposed to learn the energy function ε(xm, ym), see [Gustafs-
son et al., 2019a]. These models are trained by minimizing the negative log-
likelihood assuming that the probability of a new output ym given the input xm
is given by

p(ym|xm) =
e−ε(xm,ym)∫
e−ε(xm,ym)dym

. (3.3)

The negative log-likelihood can be approximated by sampling from a proposal
distribution Q(y(n,k)|ym) that depends on the true output values ym,

− log p(ym|xm; θ) ≈ log
(

1
K

K∑
k=1

ef (xm,y(k),θ)

Q(y(m,k)|ym)

)
− f (xm, ym, θ), (3.4)

and the mle is given by the model that is minimizing the cost function

VN (θ) =
1
N

N∑
n=1

log
(

1
K

K∑
k=1

ef (xn,y(n,k),θ)

Q(y(n,k)|yn)

)
− f (xn, yn, θ). (3.5)

In Gustafsson et al. [2019a], the suggested proposal distribution is a mixture of
equally weighted Gaussian centered at the output value ym, i.e.,

Q(y(n,k)|ym) =
1
L

L∑
l=1

N (y(n,k); ym, σ
2
l ). (3.6)

For new data x?m the predicted output is found by maximizing the estimated en-
ergy function (likelihood) with respect to the output in the training data set, i.e.,
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Figure 3.2: Two headed structure

y?m = arg maxy f (x?m, y, θ), where y is sampled from the output in the training
data set. That is, using observation of the output in the training data, a grid of
the approximation of the energy function is created, where the output that gives
the highest likelihood is selected as the predicted output for the new sample. In
Gustafsson et al. [2019a], the prediction is later also improved with a gradient-
based refinement step to improve the accuracy of the predicted new output.

The structure of the network can be seen in Figure 3.2, where there are two
different sorts of inputs to the base of the nn; one for the input xm and one for
the output ym, that are combined to one output further into the network.

3.4 Gaussian processes

An example of a non-parametric model is gps. The concept of uncertainty is
naturally included in gps, where the kernel function represents some covariance
function for the learned function. A gp is a collection of random variables that
have a joint Gaussian distribution. It can be described completely by a mean
function and a kernel function. Assuming f (xm) to be some process, it can be
approximated with a gp as

f (xm) ∼ GP (m(xm), k(xm, x
′)), (3.7)

where m(xm) is the mean of the real process, k(xm, x′) is the covariance (called
kernel function), and x′ is data from x1:N which is data used to train the gp. This
interpretation of a gp is sometimes referred to as the function-space view. One
example of such kernel is the squared exponential1

k(xm, x
′) = σ2

f exp
(
− 1

2L2 (xm − x′)2
)
, (3.8)

where L is the length scale, and σ2
f the signal variance.

An alternative and equivalent view is to think of gps as a linear regression
f (xm) = ϕ>(xm)θ with a basis of a finite number of functions ϕ>(xm), and a
Gaussian prior on the parameters θ. This is referred to as the weight-space view,
[Williams and Rasmussen, 2006]. The neat thing with the weight-space view of
gps is that if the basis function is selected such that they are eigenfunctions of

1Sometimes called Radial Basis Functions or Gaussian.
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the kernel function, using Mercer’s theorem, the kernel can be written as

k(xm, x
′) =

∞∑
i=1

λi[ϕ
>(xm)]i[ϕ

>(x′)]i , (3.9)

which is sometimes called the kernel trick, [Theodoridis, 2015, Williams and Ras-
mussen, 2006]. Here λi is the eigenvalues of the ith eigenfunction [ϕ>(xm)]i .
The sum can also be truncated, i.e., to find a gp that explains your data, one can
parametrize the kernel using a finite number of basis functions. Where the values
of the parameters come from the solution of the linear regression problem. Us-
ing the weight-space view, it is shown in Solin and Särkkä [2019] that using just
a couple of Laplacian polynomials as basis functions, any smooth kernel func-
tion, such as the squared exponential in (3.8), can accurately be approximated.
The derivation is using the fact that the covariance operator can be written as a
convolution between the kernel and a function. Then, it can be shown that the
Laplacian operator can be assigned as a formal kernel.
gps are expressive models and a powerful tool to express general dependence

in data. As a result gps have shown great potential to learn nonlinear state-space
models, [Svensson and Schön, 2017], but due to high computational cost, they
have not been used so frequently. In recent years this has changed, which has
been enabled by both increased computational power as well as the smart imple-
mentation of gps, e.g., [Svensson and Schön, 2017, Wilson and Nickisch, 2015].
Another reason for the increased use of gps is the use of nns to learn the kernel
function of the gp, see e.g., [Al-Shedivat et al., 2017, Wilson et al., 2016a,b].

3.5 Bayesian neural networks

An alternative approach to quantify uncertainty in the nn predictions is to as-
sume some posterior distribution, p(θ|ym), for the parameters of the nn, θ, given
some observations of the output ym. This view of nns falls into the category of
bnn. Then the task becomes to learn the posterior p(θ|ym) of the parameters
given the data, rather than to find θ̂N using optimization algorithms such as rms-
prop or adam. Then there is no need to calculate the prediction error uncertainty
using, e.g., (5.43), one could evaluate the nn with different values of parameters
sampled from p(θ|ym). To learn the posterior, a sampling scheme has to be used.
The Metropolis-Hastings sampling algorithm is an example of such a scheme.
Given the current sample of the parameters θ(i), the proposed value next of the
parameters θ? for the sampling algorithm is calculated as

θ? = θ(i) + Q, (3.10)

where Q is a proposed density. The proposed density describes how to take the
next sample of θ, and should preferably be close to the prior of the parameters.
The proposed new value of the parameter is accepted if a sample from a uniform
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distribution on the interval [0, 1] is smaller than

α = min
(
p(θ? |ym)Q(θ(i)|θ?)

p(θ(i)|ym)Q(θ? |θ(i))
, 1

)
. (3.11)

where α is called the acceptance probability. For more details on Metropolis-
Hastings sampling and other sampling schemes, see [Dobson and Barnett, 2008].

In this work, the proposal distribution will be a random walk, e.g., Q ∼
N (0, 1). Then, Q(θ(i)|θ?) = Q(θ? |θ(i)), since the random walk is symmetric. As-
suming that the observation noise is Gaussian distributed, the likelihood of an
observation given the current value of the parameter, p(ym|θ) becomes Gaussian
distributed. The prior on the data p(ym) and the prior is the same for all samples
and one can also assume that the prior of the parameters, p(θ?) and p(θ(i)), is the
same. Then, using Bayes formula

p(θ|ym) =
p(ym|θ)p(θ)

p(ym)
, (3.12)

the quotient in (3.11), becomes a quotient between the likelihoods of sample ym
given the parameters θ(i) and θ? . Taking the logarithm of these expressions, one
is left with comparing the mean squared error between the new and old sample
to some threshold value, i.e., comparing

1
N

N∑
n=1

(
yn − f (θ? , xm)

)2
− 1
N

N∑
n=1

(
yn − f (θ(i), xm)

)2
, (3.13)

to the logarithm of a sample from an uniform distribution on the interval [0, 1].
For more details and other sampling schemes see [Dobson and Barnett, 2008].
bnn were first popularized in the ’90s by [MacKay, 1992, Neal, 1996], but

due to high computational cost they never took off. Thanks to more powerful
computers and smart implementations of bnns they have recently become more
popular in the current wave of machine learning research [Blundell et al., 2015,
Gustafsson et al., 2019b, Kendall and Cipolla, 2016, Osband et al., 2016]. There
is also a close connection between bnn, where a prior is assumed on the param-
eters, and gps. For example, Neal [1996] shows that a large number of different
bnn structures will converge to gps as the number of nodes in the bnn tends to
infinity.





4
Parameter and prediction uncertainty

for canonical neural networks

Given the canonical model, defined in Section 2.6.1, this chapter provides an
analysis of how the prediction error variance depends on if the true system is
in the model set or not. The analysis will begin by investigating the parameter
covariance to later show how the parameter covariance can be propagated to vari-
ance in the output. The main results in this chapter are a review of the results
presented in Ljung [1999] and Ljung and Caines [1980]. That is, that asymptot-
ically the random variable

√
N (θ̂cN − θ

c∗), i.e., the parameter estimation error, is
Gaussian distributed under weak assumptions. Furthermore, in this chapter also
includes an analysis of how the parameter covariance can be propagated to the
variance of the output, i.e., prediction error variance. Compared to Ljung [1999]
and Ljung and Caines [1980] that are focusing on dynamic systems such as non-
linear autoregressive with external input, the focus in this thesis is instead to
consider nonlinear static models, which neural networks (nn) are an example of.

4.1 Parameter covariance

First, define the prediction error and the cost function for the canonical model as

εc(xm, θ
c) , ym − ŝm = f ∗(xn) + em − fc(xm, θc), (4.1a)

and

VN,c(θ
c) ,

1
N

N∑
n=1

||εc(xn, θc)||2, (4.1b)
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Then the estimated parameters θ̂cN are found by minimizing (4.1b), i.e.,

θ̂cN = arg min
θc

VN,c(θ
c). (4.2)

4.1.1 True system not in model set

The analysis begins with the general case where the true system is not necessarily
in the model set, S <M∗, and then derive the other one as a special case. From the
definition of the canonical representation of the model and the transformation
between the canonical and non-canonical representation in Section 2.6.1, there
exists a unique Ti(θc∗) ∈ Dθ∗ . Since θ̂cN is minimizing the cost function in (4.1b),
θ̂cN → θc∗ with probability 1 as N →∞, [Ljung, 1999]. Define the gradient of the
prediction error with respect to the canonical parameter as

ψ(xm, θ
c∗) , − ∂

∂θc
εc(xm, θ

c)
∣∣∣
θc=θc∗

=
∂
∂θc

fc(xm, θ
c)
∣∣∣
θc=θc∗

, (4.3)

and the gradient of the cost function for the canonical model as

−V ′N,c(θ
c∗) , − ∂

∂θc
VN,c(θ

c)
∣∣∣
θc=θc∗

=
1
N

N∑
n=1

ψ(xn, θ
c∗)εc(xn, θ

c∗). (4.4)

For stochastic variables gn, the asymptotic mean1 is defined as

Ē[gn] , lim
N→∞

1
N

N∑
n=1

E[gn], (4.5)

where E[x] is the mathematical expectation operator. Define the asymptotic cost
function as

V̄c(θ
c) , Ē[ε2

c (xn, θ
c)]. (4.6)

From the definition of θc∗ being a parameter minimizing (4.1b)

V̄ ′c (θc∗) =
∂
∂θc

V̄ ′c (θc)
∣∣∣
θ=θc∗

= −Ē[ψ(xn, θ
c∗)εc(xn, θ

c∗)] = 0. (4.7)

In Ljung and Caines [1980] it is shown that (4.4) can be written as a sum of
random variable ψ(xm, θc∗)εc(xm, θ) with zero mean and

DN = E

[
1
N

N∑
n=1

ψ(xn, θ
c∗)εc(xn, θ

c∗) − Ē[ψ(xn, θ
c∗)εc(xn, θ

c∗)]
]
. (4.8)

which quickly tends to zero. Using the central limit theorem, one can show
that (4.4) is asymptotically normal distributed, for details see [Ljung and Caines,
1980]. This is guaranteed by the regularity conditions given in Section 2.7.

1For the asymptotic mean, the expectation is taken over the observation noise, while to take in
which order the data is revived in consideration, the limit is included.
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From assumptions on the models f (xm, θ) in the model set, presented in Sec-
tion 2.7, the second derivative of the asymptotic cost function

V̄ ′′c (θc∗) ,
∂2

∂(θc)2 V̄c(θ
c)
∣∣∣
θc=θc∗

, (4.9)

is positive definite. Then, as the final result
√
N (θ̂cN − θ

c∗)→ N (0, Pθc (θ
c∗)) as N →∞, (4.10)

where

Pθc (θ
c∗) = (V̄ ′′c (θc∗))−1Q(V̄ ′′c (θc∗))−1, (4.11a)

Q = lim
N→∞

NE{(V ′N,c(θ
c∗))>(V ′N,c(θ

c∗))}. (4.11b)

This result can be summarized as follows.

Theorem 4.1. Consider the estimation of θ̂cN given in (4.2) and (4.1b) for the
canonical model. Assume that the model structure used to parametrize the model
follows the regularity conditions described in Section 2.7. Also, assume that

θ̂cN → θc∗, w.p. 1 as N →∞, (4.12a)

V̄ ′′c (θc∗) is positive definite, and that
√
NDN → 0, as N →∞, (4.12b)

where DN is defined in (4.8). Then
√
N (θ̂cN − θ

c∗)→ N (0, Pθc (θ
c∗)) as N →∞, (4.13)

where Pθc (θc∗) is given is (4.11).

Proof: See Ljung and Caines [1980]. The main idea of the proof is to split

−
√
NV ′N,c(θ

c∗) =
1
√
N

N∑
n=1

ψ(xn, θ
c∗)εc(xn, θ

c∗), (4.14)

into two parts, one that satisfies a certain independence condition between its
terms and one that is small.

Connecting to Section 2.3, one can recognize V̄ ′′c (θc∗) as the Hessian of the
cost function, where the solution of the system of equations

V̄ ′′c (θ̂cN )∆θc = −V ′N,c(θ̂
c
N ), (4.15)

gives the Newton search direction. Similar calculation as in (2.40) would lead
to the same result as in Theorem 4.1. Hence again, one can see that the uncer-
tainty of the parameters is proportional to the inverse of the Hessian of the cost
function.
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4.1.2 True system in model set

If S ∈ M∗, and Ti(θc0) ∈ Dθo , the prediction error εc(xm, θc0) = em has zero mean
and variance λ0 by assumption. As a first consequence, DN = 0. Furthermore,
the covariance in (4.11a) can be greatly simplified by noting that Q = λ0V̄

′′
c (θc0),

and as a result, (4.11a) simplifies to

Pθc (θ
c0) = λ0I−1

θc , (4.16a)

Iθc = Ē[ψ>(xn, θ
c0)ψ(xn, θ

c0)], (4.16b)

where if em is Gaussian distributed, Iθc is the Fisher information matrix for θc.
Returning to the calculations in Section 2.3, this would be the same as if the

second term in the Hessian in (2.26b) would be zero. The situation would be the
same as if the model had been linear in the parameters. Hence, if the true model
is in the model set, it is a good approximation that the second term in the Hessian
of the cost function is dominated by the first term.

In practice, one way to make it highly likely that the true system is included
in the model set is to choose a very rich model set, and then use regularization
to avoid overfitting the model to the data. L2-regularization is one example of
a regularization that introduces an explicit cost for using models with many pa-
rameters, i.e., adding the l2-norm of the parameters to the loss function. This
would imply that a scaled identity matrix is added to the Fisher information Iθc .
In a Bayesian setting, the added identity is interpreted as a prior on the weights.
This in turn would be equivalent to adding additional knowledge about the true
system in terms of model order and smoothness of the function f ∗(xm). It is in
particular necessary to use regularization if the number of parameters exceeds
the number of training data samples. One downside with regularization is that it
will introduce a bias in the estimated parameters, which in turn will propagate
to a bias of the model.

4.1.3 Cramér-Rao lower bound

From classic statistic theory and system identification literature, e.g., [Kay, 1993,
Liero and Zwanzig, 2011, Ljung, 1999], it is known that if f ∗ ∈ M∗, any unbiased
estimator θ̂cN has a lower bound on the stochastic uncertainty given by

Cov(θ̂cN ) � 1
N
Pθ(θc0), (4.17)

where � denotes that the difference between the left-hand side and the right-hand
side is positive semidefinite. This bound is referred to as the crlb. In particular,
if the noise in (2.1b) is Gaussian distributed, the central limit theorem can be
used to show that the parameter estimated by (4.2) is themlewith its asymptotic
covariance given by crlb in (4.16a). This gives us that if one assumes that a given
nn is large enough to include the true system in the model set, S ∈ M∗, (4.16a)
can be used to calculate a lower bound on the variance of the parameters in an
nn.
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4.1.4 Approximating the variance expressions

The previous results presented in this chapter are asymptotic in the number of
points in the training data. In practice, there is nothing as an infinite number of
data points, hence, results from a finite number of data points are required.

If the parameters θc0 and λ0 are unknown, Pθc (θc0) and λ0 in (4.11a) can be
approximated with data. That is having processed N data points, the approxima-
tion

P̂N,c = λ̂N,c

(
1
N

N∑
n=1

ψ>(xn, θ̂
c
N )ψ(xN , θ̂

c
N )

)−1

, (4.18a)

λ̂N,c =
1
N

N∑
n=1

ε2
c (xn, θ̂

c
N ), (4.18b)

can be used, where θc0 is approximated by θ̂cN . This gives us that Cov(θ̂cN ) in
(2.55) can be approximated by P̂N,c/N . Asymptotically, these expressions con-
verge to the true values.

If the S ∈ M∗, the parameter estimate for an nn has a lower bound on the
stochastic uncertainty that can be approximated by (4.17) with the right-hand
side approximated with P̂N given in (4.18) for a large but finite N .

4.1.5 Parameter covariance for irreducible neural networks

Knowing that parameters for nns will converge to different clusters, as seen in
Figure 2.4b, one question which naturally comes to mind is that if the parameter
covariance is the same for the different clusters? That is, how will the transfor-
mation described in Section 2.6 affect the uncertainty of the parameter estimate
after they have converged to one of the clusters. To answer this, one has to define
what one means with equally uncertain. To compare the uncertainty of parame-
ters between the different clusters, one could compare the determinant of their
respective parameter covariance matrices.

From Remark 2.1 in Section 2.6, the transformation between parameters in
different clusters of irreducible parameters is known to be linear, hence

Cov(θ̂cN ) = Cov(Ti θ̂
i
N ) = TiCov(θ̂ iN )T >i . (4.19)

Then for the determinant

det(Cov(θ̂cN )) = det(Ti)det(Cov(θ̂ iN ))det(T >i ). (4.20)

Since Ti is composed by permutation matrices and lower triangular matrices2

with ±1 on the diagonal, the determinant of the transformation Ti has to be either
±1. Hence

det(Cov(θ̂cN )) = det(Cov(θ̂ iN )). (4.21)

2Or upper triangular depending how the parameters are sorted
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which tells us that the parameters are equally uncertain. Another way to compare
the uncertainty between the different clusters is to compare the trace of their
parameter covariance matrices. In the following example, the aim is to show that
the uncertainty in the different clusters in Figure 2.4b are similar, regarding both
equal determinant and trace of the parameter covariance matrix.

Example 4.1
Given the same setup as in Example 2.2 where a 2-layer nn is trained on the

output from signals generated by (2.45). Studying the realization chosen as the
canonical (one of the realizations in the orange cluster), and one realization in
another cluster (light blue cluster in Figure 2.4b), the transformation Ti between
the canonical and non-canonical parameters is given by changing hidden nodes
with each other, i.e., (2.49). The different parameter covariances are given by

Cov(θ̂ iN ) = 10−7



51300 −90300 858 176 −2090 3150 −557
−90300 324000 −2580 −18.0 6410 −7810 780

858 −2580 364 123 −80 93.0 −27.7
177 −18.0 123 99.8 −19.3 21.4 −6.34
−2090 6410 −80.3 −19.3 172 −196 14.4
3150 −7810 93.0 21.4 −196 2486 −29.2
−557 780 −27.7 −6.34 14.4 −29.2 9.44


,

(4.22a)

and

Cov(θ̂cN ) = 10−7



254000 −70200 −24.6 −2010 −5990 4860 628
−70120 39742 147 670 2400 −1550 −446
−24.6 147 78.4 96.7 16.9 −15.1 −5.15
−2010 670 96.7 288 71.2 −60.1 −22.2
−5990 2400 16.9 71.2 187 −146 −23.0
4860 −1550 −15.1 −61.0 −146 128 10.9
628 −446 −5.15 −22.2 −23.0 10.9 7.71


.

(4.22b)

The Frobenius norm of the difference between (4.22a) and the transformed ver-
sion of (4.22b) using the transformation defined in (2.49) computed as

||Cov(θ̂cN ) − TiCov(θ̂ iN )T >i ||F = 0.0017. (4.23)

Hence one can conclude that the covariance is almost the same for the different
clusters.

In Figure 4.1, the eigenvalues for the parameter covariances in the different
clusters are plotted. For all the clusters and the canonical representations, the
determinant (product of eigenvalues) and trace (sum of eigenvalues) for the pa-
rameter covariance is calculated. These are both measures of how uncertain the
parameters are. As one can see they are similar for all the different realizations.
One can also notice that it is a big difference in magnitude between the most cer-
tain and the most uncertain direction. The uncertainty looks similar and almost
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Figure 4.1: The eigenvalues of the parameter covariance matrices for the
different clusters seen in in Figure 2.4b. The cluster are color-coded the same
way as in Figure 2.4b, and one can remember that the canonical parameters
belong to the orange cluster. The parameter covariance is calculated using
(4.25b). In the legend of the figure, the sum and product of the eigenvalues
can be seen for the different clusters. One could notice that both the numbers
are of the same magnitude, and that the eigenvalues of the different clusters
seems to be similar as well.

identical for this small example, hence one can conclude that the covariance for
all the different clusters is likely to be the same.

A natural follow-up question is how the uncertainty is distributed between
the different parameters. In Figure 4.2, this is illustrated for the nn in Exam-
ple 2.2 where the uncertainty in the nn is plotted. Much of the uncertainty
seems to be located in the parameters closer to the input while parameters closer
to the output have a lower uncertainty. This observation can also be seen in (4.22),
where the parameter covariance for the first two parameters is several orders of
magnitudes larger than for the rest of the parameters. Intuitively, this could be
motivated by viewing the problem of training an nn as two separate problems,
the first one is to find the nonlinear basis functions in the last layer, (h(L)), and
the second problem to find a linear combination these basis functions that mini-
mizes the squared error. The second problem, which is also described in (2.56),
can be found as the solution to a linear least squares problem, for which one
can fairly easily find the minimizing parameters. On the other hand, finding the
parameters used to construct the nonlinear basis functions is a much harder prob-
lem. Hence one would expect the uncertainty for those parameters to be larger
compared to the parameters that solve the linear least squares problem.
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Figure 4.2: Illustration of how the parameter covariance calculated for a
two layer nn with two hidden nodes is distributed between the different
parameters in the nn. The parameter covariance is calculated using (4.25b),
and the numbering of the parameters is the same as in Figure 2.3 and (2.46),
i.e., they sorted so that parameters close to the input have lower indices. One
can see that parameters close to the output have a lower variance compared
to than parameters close to the input.

4.2 Prediction error variance

As stated in Section 2.8, if the prediction error is small, the covariance of the
model parameters can be propagated to the variance of the model output. This is
done using the first order Taylor approximation of the model around the true net-
work parameters, sometimes also referred to as the delta method, see [Gustafsson,
2018, Liero and Zwanzig, 2011]. That is, the prediction error of the nn model is
given as linearization of the model around its parameters, i.e.,

ŝm ≈ fc(xm, θc∗) + ψ(xm, θ
c0)

(
θ̂cN − θ

c∗
)
. (4.24a)

Given that
√
N (θ̂cN − θ

c∗)→ N (0, Pθc (θc∗)) as N →∞ it holds that

√
N (ŝm − fc(xm, θc∗))→ N (0, Psm(θc∗)) as N →∞, (4.24b)
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where

Psm(θc∗) = ψ(xm, θ
c∗)Pθc (θ

c∗)ψ>(xm, θ
c∗), (4.24c)

and the variance of the prediction error is given by

Var(ŝm) ≈ 1
N
Psm(θc∗), (4.24d)

This expression can also be approximated having processed a finite amount of
data, namely, the variance of the signal can be approximated as

Var(ŝm) ≈ ψ(xm, θ̂
c
N )Cov(θ̂cN )ψ>(xm, θ̂

c
N ), (4.25a)

where

Cov(θ̂cN ) ∼
P̂N,c
N

. (4.25b)

From Figure 2.4b it is known that for irreducible nn, the parameters con-
verges to different cluster. In Section 4.1.5, it is also shown that the parameter
covariance is similar for these different clusters. This is also the case for the pre-
diction error variance, where (2.55) and (4.25a) give the same prediction error
variance for all irreducible models (including the canonical representation of the
model). To show this, first notice that the derivative of a irreducible model with
respect to its parameters can rewritten as

f ′θ(xm, θ
i0) ,

∂

∂θ i
f (xm, θ

i)
∣∣∣
θ i=θ i0

=
∂

∂θ i
fc(xm, Ti(θ

i))
∣∣∣
θ=θ0 (4.26a)

=
∂
∂θc

fc(xm, θ
c)
∣∣∣
θc=θc0

∂θc

∂θ i
∣∣∣
θ i=θ i0

(4.26b)

= ψ(xm, θ
c0)Ti . (4.26c)

Since Ti is invertible

Cov(θ̂ iN ) = T −1
i Cov(θ̂cN )(T >i )−1. (4.27)

For any irreducible model, the prediction error variance is given as by

f ′θ(xm, θ
i0)Cov(θ̂ iN )f ′θ(xm, θ

i0)> (4.28a)

= ψ(xm, θ
c0)TiT

−1
i Cov(θ̂cN )(T >i )−1Tiψ

>(xm, θ̂
c
N ) (4.28b)

= ψ(xm, θ̂
c
N )Cov(θ̂cN )ψ>(xm, θ̂

c
N ). (4.28c)

Hence, it can be conclude that the prediction error variance for all the irreducible
models is equal to the prediction error variance of the canonical representation
of the model.
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4.3 Summary

In this chapter, an approach to obtain prediction error variance for a model by
first calculating covariance of the parameters in the model and then linearizeing
the model with respect to those parameters is presented. The asymptotic proper-
ties are covered as well as how the expression changes depending on if the true
system is in the model set or not. Furthermore, for the example considered in
Example 4.1, it is shown that it is likely that the parameter covariance is similar
in the different clusters of parameters, and the prediction error variance is the
same. Where the different clusters come from the ambiguities in nn, discussed
in Section 2.6.2. In Figure 4.2, one can also see how the uncertainty is distributed
between parameters in the nn, where it is clear that parameters closer to the
input it has higher variance compared to parameters close to the output.



5
Prediction error variance for

overparameterized models

In practice, one does not usually have the canonical representation of a model
available but rather a non-canonical representation of the model. In this chapter,
it will be shown that even though one does not have the canonical representation
of the model, with some modification, the analytic expression for the prediction
error variance presented in Chapter 4 can still be used.

That chapter begins with a motivating example of how the situation changes
when an overparameterized model is used, followed by showing that the predic-
tion error variance is the same for the canonical and the non-canonical represen-
tations of model if their parameters span the same model set. Then it is shown
that if one uses a model from a model set that is too flexible i.e., the range of the
model structure includes models richer than are needed to describe the true sys-
tem, then the prediction error variance is bounded from below by the canonical
representation of a model that is less flexible and which model set has a smaller
range.

5.1 Overparameterization in neural networks

The use of overparameterized models is, in particular, true for nn where one
often uses a network with too many nodes in the hidden layers, which can result
in more ambiguities than the transformation described in Section 2.6. Let us
motivate this with an example.

Example 5.1
Consider the same set up as in Example 2.2, but instead of a two-layer nn with
two nodes in each hidden layer, consider a two-layer nn with five nodes in each
layer, i.e., replace an nn with seven parameters with an nn with sixteen param-
eters. Since only seven parameters were needed to model the true system, the

55
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overparameterized models are too flexible. One can also notice that even though
they are overparameterized, the models have no redundant parameters. In the
experiments, which samples that are included in the different batches, and what
initial values that are used for the parameters, are the only varying conditions.

In Figure 5.1a, two of the parameters connecting the hidden layer to the out-

put layer, W (1)
11 and W (1)

12 , are plotted for the different realizations, with the cost
function for the network in the background1. Comparing the spread of the pa-
rameters in Figure 2.4a and Figure 5.1a, one can see that the pattern from ambi-
guities is not visible for the nn that are more flexible.

In Figure 5.1b the eigenvalues of the parameter covariance is plotted for a cou-
ple of realizations. One can see that the magnitude of the eigenvalues stretches
for multiple decades. This will result in the parameter covariance matrix is ill-
conditioned.

In this chapter, two categories of overparameterized models will be distin-
guished, i.e., models with redundant parameters and models with more flexibility.
Definition 5.1 (Models with redundant parameters). A model with redundant
parameters is an overparameterized model which has parameters that are not
adding any flexibility to the model.

In the linear case, a model with redundant parameters is a model where some
of the basis functions of the model can be written as a linear combination of the
other basis functions. An example of this can be seen in Example 5.2.
Definition 5.2 (Models with more flexibility). A model with more flexibility is
an overparameterized model where the extra parameters increase the flexibility
of the model.

An example of such model can be seen in Example 5.4.
Throughout this chapter, it is assumed that the model set is rich enough to

include the true system. This is motivated by the fact that in black-box modelling,
one usually chooses a model flexible enough such that the true model is included
in the model set. Then, one could add regularization during the estimation of
parameters of the model to counteract overfitting due to overparameterization.
When the true system is included in the model set, the prediction error becomes
a sequence of independent random variables with zero mean and variance λ0,
which will simplify the expressions for the prediction error variance.

5.2 Models with redundant parameters

As a first step, let us repeat the problem formulation of Chapter 2 and the main
result from Chapter 4. Given a signal model

sm = f (xm, θ), θ ∈ Rd , (5.1a)

ym = sm + em, (5.1b)

1If the model would have been irreducible, this would have been the canonical model.
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(b) Eigenvalues of the parameter covariance

Figure 5.1: Illustration of how symmetries in the nn can lead to different
optimal parameters. In (a) the optimal parameters for two-layer nns with
five nodes in the hidden layer for different initialisations on the weights.
The plotted parameters is connecting the hidden layer to the output layer.
In (b) the eigenvalues of the parameter covariance are plotted for a couple
of realizations. The parameter covariance is calculated using (4.25b). One
can see that there is a large difference in magnitude between the eigenvalues.
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with a minimal canonical representation given by

sm = fc(xm, θ
c), θc ∈ Rdc , (5.1c)

ym = sm + em, (5.1d)

where one is interested in fitting the data ym to the models f (xm, θ) and fc(xm, θc),
where ym are observations. The signal sm is assumed to be distorted by some noise
em with variance λ0.

Assume that the non-canonical representation of the model and the canonical
representation of the model has the same range. First, find the parameter θ̂ iN and
θ̂cN that minimizes the loss function given in (4.1b) and (2.4), respectively. After
that, calculate the covariance of those parameter estimates. By propagating this
parameter covariance, it is possible to obtain an estimate of the variance of the
estimated signal ŝm. For the canonical model, it is given by

Var(ŝm) ≈ 1
N
ψ(xm, θ

co)Pθc (θ
co)ψ>(xm, θ

co), (5.2a)

with ψ>(xm, θco) defined in (4.3), and where the covariance of the parameters is
a dc × dc matrix given by

Pθc (θ
co) = λ0I−1

θc , (5.2b)

Iθc = Ē[ψ>(xn, θ
co)ψ(xn, θ

co)], (5.2c)

Here, ψ(x, θc0) is the derivative of the model with respect to the canonical pa-
rameters which is defined in (4.3). Assume that θ i0 is one of the parameters of
the non-canonical representation of the model which results in an identical pre-
diction of the signal as θc0 would for the canonical representation of the model.
Furthermore, assume that there exists a transformation Ti between the canoni-
cal and non-canonical parameters in the form θc = Ti(θ i). Also remember that
by the definition of the canonical model, the output values of the canonical and
non-canonical model coincides for all values of xm. Denote the derivative of the
non-canonical representation of the model with respect to its parameters as

f ′θ(xm, θ
i0) ,

∂
∂θ

f (xm, θ)|θ=θ i0 . (5.3)

Then, using the chain rule and the definition of the canonical form and the map-
ping between the non-canonical model and the canonical model, Ti(θ i), one can
show that

f ′θ(xm, θ
i0) ,

∂

∂θ i
f (xm, θ

i)
∣∣∣
θ i=θ i0

=
∂

∂θ i
fc(xm, Ti(θ

i))
∣∣∣
θ=θ0 (5.4a)

=
∂
∂θc

fc(xm, θ
c)
∣∣∣
θc=θc0

∂θc

∂θ i
∣∣∣
θ i=θ i0

(5.4b)

=
∂
∂θc

fc(xm, θ
c)
∣∣∣
θc=θc0

∂

∂θ i
Ti(θ

i)
∣∣∣
θ i=θ i0

(5.4c)

= ψ(xm, θ
c0)T ′i,θ(θ i0), (5.4d)
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where

T ′i,θ(θ i0) ,
∂Ti(θ i)
∂θ i

∣∣∣∣∣
θ i=θ i0

, (5.5)

is a dc × d matrix.
The goal in this section is to show that the prediction error variance for the

signal ŝm obtained by propagating the covariance of the parameter will be identi-
cal for the canonical and non-canonical representations of the model. That is, for
some d × d matrix Pθ(θ i0) it holds that

Var(ŝm) ≈ 1
N
f ′θ(xm, θ

i0)Pθ(θ i0)(f ′θ(xm, θ
i0))>, (5.6)

is the same as (5.2a).

5.2.1 Linear regression

Consider a model that is linear in its parameters

f (xm, θ
i) = ϕ>mθ

i , ϕ>m = g(xm), (5.7)

with the associated canonical form

fc(xm, θ
c) = ϕ>c,mθc, ϕ>c,m = gc(xm), (5.8)

where g and gc are linear or nonlinear basis functions of the state xm used to con-
struct the regressors ϕ>m and ϕ>c,m of dimension d and dc, respectively. Recall that
the range of the model structure for the canonical form and the non-canonical
form are equal, i.e., f (xm, θ) might not be uniquely determined and θ might in-
clude elements that are linear combinations of each other, i.e., redundant param-
eters. The transformation between the canonical form and non-canonical form is
given by

θc = Ti(θ) = T θ i , (5.9a)

and hence

T ′i,θ(θ i0) = T , (5.9b)

where T ∈ Rdc×d , d ≥ dc is a matrix with rank(T ) = dc, i.e., T is a long matrix that
has full row rank. Then

fc(xm, θ
c) = fc(xm, Ti(θ)) = ϕ>c,mT θ

i . (5.10)

Having access to N data points x1:N = (xn)Nn=1, one can write (5.7) and (5.8) as

f (x1:N , θ
i) = Φ>Nθ

i , (5.11a)

fc(x1:N , θ
c) = Φ>c,Nθ

c, (5.11b)
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where

Φ>N =
(
ϕ>1 · · · ϕ>N

)>
, (5.11c)

Φ>c,N =
(
ϕ>c,1 · · · ϕ>c,N

)>
, (5.11d)

where Φ>N are a N × d matrix and Φ>c,N are a N × dc matrix with rank(Φc,N ) =
rank(ΦN ) = dc. From the convex minimization problem for the canonical repre-
sentation

θ̂cN = arg min
θc

VN,c(θ
c), (5.12a)

VN,c(θ
c) = ||yN − Φ>c,Nθ

c ||2, (5.12b)

and the non-canonical representation

θ̂ iN = arg min
θ

VN (θ), (5.13a)

VN (θ i) = ||yN − Φ>Nθ
i ||2, (5.13b)

where

yN =
(
y>1 · · · y>N

)>
, (5.14)

one can find the parameters θ̂cN and θ̂ iN that are minimizing (5.12b) and (5.13b),
respectively. Since Φc,N has full rank, the parameter estimate is unique and given
by

θ̂cN =
(
Φc,NΦ

>
c,N

)−1
Φc,NyN . (5.15a)

This is called the llss and can be found from requiring the derivate of (5.13b)
with respect to θc to be zero, i.e., from the first-order necessary and sufficient
condition of optimality. The parameter covariance is

Cov(θ̂cN ) = λ0I−1
θc , (5.15b)

Iθc = Φc,NΦ
>
c,N , (5.15c)

and the estimated signal is given by

ŝm = ϕ>c,mθ̂
c
N . (5.15d)

If the prediction error is small, the variance of the parameters can be propagated
to the prediction error variance of the estimated signal

Var(ŝm) = λ0ϕ
>
c,m

(
Φc,NΦ

>
c,N

)−1
ϕc,m. (5.16)

For (5.13a), an optimal value of the parameters is given by the solution to

ΦNΦ
>
Nθ

i = ΦNyN , (5.17)
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that is found by the first order optimality condition, i.e., setting the derivative of
(5.12b) with respect to θ i to zero. Assuming ΦNΦ

>
N has full rank, using the svd

Φ>N = U

(
Σ

0

)
V > =

(
U1 U2

) (Σ
0

)
V > = U1ΣV

>, (5.18)

the solution of (5.17) can be expressed as

θ̂ iN = (ΦNΦ
>
N )−1ΦNyN (5.19a)

= (VΣ2V >)−1VΣU>1 yN (5.19b)

= VΣ−1U>1 yN (5.19c)

=
d∑
j=1

u>j yN
σj

vj , (5.19d)

where σj is the jth singular value and uj and vj denotes the jth column of U and
V , respectively. The non-canonical model is in general underdetermined, hence
there exists no unique solution and some of the singular values are equal to zero.
Then as shown in [Nocedal and Wright, 2006] the solution can be written as2

θ̂ iN =
dc∑
j=1

u>j yN
σj

vj +
d∑

j=dc+1

τjvj , (5.20)

for arbitrary coefficients τj . Note that vj , j = dc+1, ..., d, is a basis for the nullspace
of the Hessian of the cost function, i.e., the nullspace of ΦNΦ

>
N . One natural

choice of τj is the one that gives the minimum norm solution, i.e., τj = 0,∀j. This
solution can also be found using the Moore–Penrose inverse, which by design ne-
glects singular values that are zero, and hence work for rank deficient matrices.
For a matrix A that has full row rank, the Moore–Penrose inverse is written as

A+ = A>
(
AA>

)−1
. (5.21)

Then the minimum norm solution can be constructed such as

θ̂ iN =
(
ΦNΦ

>
N

)+
ΦNyN , (5.22a)

with the estimate of the signal given by

ŝm = ϕ>m θ̂
i
N . (5.22b)

Define the covariance of the non-canonical parameters as

Cov(θ̂ iN ) ,
(
ΦNΦ

>
N

)+
ΦNCov(yN )Φ>N

(
ΦNΦ

>
N

)+
(5.23a)

=
[
Cov(yN ) = λ0I

]
= λ0

(
ΦNΦ

>
N

)+
, (5.23b)

2It is assumed that the singular values are sorted in ascending order.
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and the information matrix as

Iθ = ΦNΦ
>
N . (5.23c)

Where it has been used that the Moore-Penrose inverse is defined such that AA+ =
AA>

(
AA>

)−1
= I . If the prediction error is small, the parameter uncertainty can

be propagated to the variance in the output such as

Var(ŝm) = ϕ>mCov(θ̂ iN )ϕm. (5.24)

Then, one can show the result that the prediction error variance for (5.16)
and (5.24) are identical if the range of the canonical and non-canonical represen-
tations of the model coincide.

Theorem 5.1. Given the problem specified in (5.12) and (5.13), i.e., a canonical
and a non-canonical representation of the linear model, which both are linear in
the parameters, are assumed to approximate some given observations. Assume
that both of them are expressive enough to include the true model in the model
set, S ∈ M∗, as well as the range of the model structures are the same, and that the
data is informative enough. As a consequence, rank(Iθc ) = dc and rank(Iθ) = dc.
Then the estimated signals from the canonical and non-canonical representation
of the model coincide, i.e.,

ϕ>m θ̂
i
N = ϕ>c,mθ̂

c
N , (5.25a)

where the parameters are estimated according to (5.22a) and (5.15a), respec-
tively. Furthermore, the prediction error variances are identical, i.e.,

ϕ>mCov(θ̂ iN )ϕm = ϕ>c,mCov(θ̂cN )ϕc,m, (5.25b)

where the parameter covariances are calculated according to (5.23a) and (5.15b)
respectively.

Proof: First, let us state some properties of the Moore-Penrose inverse. If A has
full column rank and B has full row rank, then(

AB
)+

= B+A+. (5.26a)

If C is invertible, i.e., a quadratic matrix with full column rank and full row rank,
then (

ACB
)+

= B+C+A+. (5.26b)

Moreover, notice that

ϕ>m = ϕ>c,mT ⇒ ϕ>c,m = ϕ>mT
+, (5.27a)

and

Φ>N = Φ>c,NT ⇒ Φ>c,N = Φ>NT
+, (5.27b)
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holds, where T has full row rank. Hence T > has full column rank, T + full column
rank, and (T >)+ full row rank. The minimum norm solution to the non-canonical
model can be written as

θ̂ iN =
(
ΦNΦ

>
N

)+
ΦNyN (5.28a)

=
(
T >Φc,NΦ

>
c,NT

)+
T >Φc,NyN (5.28b)

=
[
T has full row rank, and Φc,NΦ

>
c,N invertible.

]
(5.28c)

= T +
(
Φc,NΦ

>
c,N

)+(
T >

)+
T >Φc,NyN (5.28d)

= T +
(
Φc,NΦ

>
c,N

)−1(
T +

)>
T >Φc,NyN (5.28e)

= T +
(
Φc,NΦ

>
c,N

)−1(
T T >

)−1
T T >Φc,NyN (5.28f)

= T +
(
Φc,NΦ

>
c,N

)−1
Φc,NyN (5.28g)

= T +θ̂cN , (5.28h)

with the signal estimated given as

ŝm = ϕ>m θ̂
i
N = ϕ>c,mT T

+θ̂cN = ϕ>c,mT T
>
(
T T >

)−1
θ̂cN = ϕ>c,mθ̂

c
N . (5.29)

Hence the estimated signal is independent of if the canonical or non-canonical
model is used. Now it is only left to show that the prediction error variance is the
same as well.

Using the properties of the transformation T , the parameter covariance for
the non-canonical model in (5.23a) can be rewritten as

Cov(θ̂ iN ) = λ0

(
ΦNΦ

>
N

)+
(5.30a)

= λ0

(
T >Φc,NΦ

>
c,NT

)+
(5.30b)

=
[
T has full row rank, and Φc,NΦ

>
c,N invertible.

]
(5.30c)

= λ0T
+
(
Φc,NΦ

>
c,N

)−1(
T +

)>
(5.30d)

= T +Cov(θ̂cN )
(
T +

)>
. (5.30e)

Using the expression of the parameter covariance for the non-canonical model,
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the propagated variance of the output prediction error can be rewritten as

Var(ŝm) = ϕ>mCov(θ̂ iN )ϕm (5.31a)

λ0ϕ
>
m

(
ΦNΦ

>
N

)+
ϕm (5.31b)

= λ0ϕ
>
c,mT

(
T >Φc,NΦ

>
c,NT

)+
T >ϕc,m (5.31c)

=
[
T has full row rank, and Φc,NΦ

>
c,N invertible.

]
(5.31d)

= λ0ϕ
>
c,mT T

+
(
Φc,NΦ

>
c,N

)−1(
T +

)>
T >ϕc,m (5.31e)

= λ0ϕ
>
c,mT T

>
(
T T >

)−1(
Φc,NΦ

>
c,N

)−1(
T T >

)−1
T T >ϕc,m (5.31f)

= λ0ϕ
>
c,m

(
Φc,NΦ

>
c,N

)−1
ϕc,m (5.31g)

= ϕ>c,mCov(θ̂cN )ϕc,m, (5.31h)

which coincides with the prediction error variance for the canonical model in
(5.16).

One interpretation of this result is that the Moore-Penrose inverse includes in-
formation about the transformation T in the non-canonical model. This, will now
be demonstrated with an example inspired by nn. The nonlinear basis functions
used here resemble the last hidden layer in a two-layer nn, see (2.56).

Example 5.2
Consider the setup in Example 2.5, where the linear system of nonlinear basis

functions is assumed to represent how the ntf depends on the wheel slip in a car.
Given the canonical representation of the model

ϕc,m =
(
σ (−40xm + 0.0061) σ (−6.8xm + 0.0036) 1

)>
, (5.32)

with the transformation

T =

 1 0 0 0 0
−1 −1 0 1 −1
1 −1 3 0 2

 , (5.33)

to the non-canonical representation

ϕm =


σ (−40xm + 0.0061) − σ (−6.8xm + 0.0036) + 1

−σ (−6.8xm + 0.0036) − 1
3

σ (−6.8xm + 0.0036)
−σ (−6.8xm + 0.0036) − 2

 (5.34)

of the model, simulate 200 data points from

ym = ϕ>c,m

 1.43
−0.60
−0.46

 + em. (5.35)
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Where em is i.i.d. noise with zero mean and variance, λ0 = 10−2, that gives an
snr on 20 dB, and {xm}200

m=1 ∈ [−0.6, 0.6]. Using the cost function in (5.12a) and
(5.13a), a canonical model and a non-canonical model is fit to the data using the
least squares solution and the minimum norm solution, respectively.

In Figure 5.2 the prediction and the prediction error variance for the canoni-
cal and non-canonical model can be seen. Here, the prediction error variance is
calculated using (5.2a) and (5.6) for the canonical and non-canonical model, re-
spectively. One can see that both the predictions and prediction error variances
are the same for the canonical and non-canonical model that is linear in the pa-
rameters.

One can also notice that since the model is linear in the parameters, the Gaus-
sian distribution of the output prediction follows from the Gaussian distribution
of the noise.

Remark 5.1. If the observation noise em is Gaussian distributed with zero mean and vari-
ance λ0, θ̂cN is the mle of the parameters given the cost function in (5.12a). This gives us
that the parameter covariance in (5.15b) also is the so-called crlb of the parameters, since
the least squares estimate obtain this lower bound when the observation noise is Gaussian
distributed. Hence, even though the transformation T is unknown, the estimator of the
prediction error for the non-canonical model will have minimum variance.

5.2.2 Nonlinear regression

Now assume that the canonical and non-canonical representations of the models
is nonlinear, but that the range of their model structures still are equal, i.e., that
the expressiveness of the model structures is the same. Furthermore, assume that
the prediction error is small such that the prediction error variances are given in
(5.2a) and (5.6), respectively. Define the d × d information matrix for the non-
canonical model as

Iθ , Ē[(f ′θ(xn, θ
i0))>f ′θ(xn, θ

i0)], (5.36a)

and covariance matrix of the asymptotic distribution

Pθ(θ i0) = λ0I+
θ . (5.36b)

The inverse of the covariance matrix of the canonical representation of the model
has been replaced by the Moore-Penrose inverse. This because the information
matrix of the non-canonical model might be singular. The Moore-Penrose inverse
is still well-defined even though there exist linear combinations of parameters
with or without low excitation in Iθ , i.e., with zero singular values. This is to
prevent infinite variance in (5.6), when the parameter uncertainty is propagated
to uncertainty in the output. Then again, one can show that the prediction and
the prediction error variance is the same for the canonical and the non-canonical
model.
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Figure 5.2: Prediction and prediction error variance for a linear model us-
ing both a canonical and non-canonical representation of a model. The pa-
rameters are estimated using (5.15a) and (5.22a) for the canonical and non-
canonical representation, respectively. The data in the experiment is gener-
ated from a model describing how the ntf depends on the wheel slip of a
car.
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Theorem 5.2. Given the problem specified in (4.2) and (2.3). Assume that the
canonical and non-canonical representation of the nonlinear model that both in-
cludes the true model in their model sets, S ∈ M∗, that their respective model
structures have the same range, and that the data is informative enough. As a
consequence, rank(Iθc ) = dc and rank(Iθ) = dc, where the information matrices
are given by (4.16b) and (5.36a). Then, their predictions are identical, i.e.,

fc(xm, θ̂
c
N ) = f (xm, θ̂

i
N ). (5.37a)

Furthermore, if the prediction error is small, the prediction error variance ob-
tained by the first order Taylor expansion coincides for the canonical model and
the non-canonical representation, i.e.,

1
N
f ′θ(xm, θ

i0)Pθ(θ i0)(f ′θ(xm, θ
i0))> =

1
N
ψ(xm, θ

c0)Pθc (θ
c0)ψ>(xm, θ

c0), (5.37b)

where the information matrix for the parameters for the non-canonical model are
given by (5.36a).

Proof: As a first observation, by the definition of the canonical form, the predic-
tion from the canonical and non-canonical representations of the model are the
same, i.e.,

ŝm = fc(xm, θ̂
c
N ) = fc(xm, Ti(θ̂

i
N )) = f (xm, θ̂

i
N ). (5.38)

From the assumption that f ′θ(x1:N , θ i0) and ψ(x1:N , θc0) span the same space
T ′i,θ(θ i0) has full row rank, i.e., rank(T ′i,θ(θ i0)) = dc. Hence the result about the
Moore-Penrose inverse in (5.26) can be used. Note that the definition of Ti(θ i)
has been extended compared to (5.9), where it was a linear transformation of the
parameters. Here Ti(θ i) could be any transformation of the parameters as long
as rank(T ′i,θ(θ i0)) = dc.

Then expand Iθ using the definition of the canonical model such as

Iθ = Ē

[
T ′i,θ(θ i0)>ψ>(xn, θ

c0)ψ(xn, θ
c0)T ′i,θ(θ i0)

]
(5.39a)

= lim
N→∞

1
N

N∑
n=1

E

[
T ′i,θ(θ i0)>ψ>(xn, θ

c0)ψ(xn, θ
c0)T ′i,θ(θ i0)

]
(5.39b)

= T ′i,θ(θ i0)> lim
N→∞

1
N

N∑
n=1

E

[
ψ>(xn, θ

c0)ψ(xn, θ
c0)

]
T ′i,θ(θ i0) (5.39c)

= T ′i,θ(θ i0)>Ē[ψ>(xn, θ
c0)ψ(xn, θ

c0)]T ′i,θ(θ i0) (5.39d)

= T ′i,θ(θ i0)>IθcT ′i,θ(θ i0). (5.39e)

where T ′i (θ i0) can be moved outside of the expectation operator since it does not
depend on the number of samples N . Here Iθc is the dc × dc information matrix
for the canonical representation of the parameters, which is defined in (4.16b).
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Using the expansion of Iθ , the prediction error variance for the non-canonical
model can be rewritten as follows:

Var(ŝm) =
1
N
f ′θ(xm, θ

i0)Pθ(θ i0)(f ′θ(xm, θ
i0))> (5.40a)

=
λ0

N
f ′θ(xm, θ

i0)I+
θ (f ′θ(xm, θ

i0))> (5.40b)

=
λ0

N
f ′θ(xm, θ

i0)
(
T ′i,θ(θ i0)>IθcT ′i,θ(θ i0)

)+
(f ′θ(xm, θ

i0))> (5.40c)

=
[
T ′i,θ(θ i0) has full row rank, and Iθc invertible

]
(5.40d)

=
λ0

N
f ′θ(xm, θ

i0)T ′i,θ(θ i0)+I−1
θc

(
T ′i,θ(θ i0)>

)+
(f ′θ(xm, θ

i0))> (5.40e)

=
λ0

N
ψ(xm, θ

c0)T ′i,θ(θ i0)T ′i,θ(θ i0)+I−1
θc

(
T ′i (θ i0)>

)+
T ′i (θ i0)>ψ>(xm, θ

c0)

(5.40f)

=
[
T ′i,θ(θ i0)T ′i,θ(θ i0)+ = Idc×dc

]
(5.40g)

=
λ0

N
ψ(xm, θ

c0)I−1
θc ψ

>(xm, θ
c0) (5.40h)

=
1
N
ψ(xm, θ

c0)Pθc (θ
c0)ψ>(xm, θ

c0). (5.40i)

Hence the prediction error variances for the canonical and non-canonical models
coincide.

This strengthens the conclusion from Section 5.2.1, namely that for the pre-
diction error variance, information about the canonical representation of a model
is not necessary. One can rather use a non-canonical representation, which is the
representation one does usually have. Also notice that in the same sense as the
parameter covariance of the canonical parameters can be approximated by (5.41),
the covariance of the non-canonical model can be approximated as

Cov(θ̂ iN ) ∼ P̂N
N
, (5.41)

where

P̂N = λ̂N

(
1
N

N∑
n=1

(f ′θ(xn, θ̂
i
N ))>f ′θ(xn, θ̂

i
N )

)+

, (5.42a)

λ̂N =
1
N

N∑
n=1

ε2(xn, θ̂
c
N ), (5.42b)

Hence, having processed N observations the prediction error variance can be
approximated by

Var(ŝm) ≈ f ′θ(xm, θ̂
i
N )Cov(θ̂ iN )(f ′θ(xm, θ̂

i
N ))>. (5.43)
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To illustrate this, consider an example where the nonlinear function is inspired
by an nn.

Example 5.3
Consider the same nonlinear system as in Example 2.2 that describes how the

normal ntf depends on the wheel slip in a car, which is further described in
Section 6.1. Assume that this nonlinear system has a canonical representation
given by

fc(xm, θ
c) = θc1σ (θc2xm + θc3) + θc4σ (θc5xm + θc6) + θc7, (5.44)

with a non-canonical representation given by

f (xm, θ) = θ1σ (θ2(xm + 1) + θ3(2 − xm) + 5θ4) + θc5σ (θc6xm + θc7) + θc8, (5.45)

Simulate m = 1, .., 201 data points from the signal model with the same structure
as the canonical representation with parameters

θc0 =
(
40.9273 6.6459 −0.0067 −0.0044 1.4294 −0.6016 −0.4252

)>
,

(5.46a)

where the signal is distorted by noise, i.e.,

ym = fc(xm, θ
c0) + em, (5.46b)

where em is i.i.d. noise with zero mean and variance, λ0 = 10−2, that is an snr
of 20 dB, and {xm}200

m=1 ∈ [−0.6, 0.6]. Using a nonlinear least squares solver, it is
possible to find the parameters that minimizes (4.1b) and (2.4) for the canonical
and non-canonical model, respectively.

In Figure 5.3 the prediction and the prediction error variance for the canon-
ical and non-canonical model can be seen. Once again, the predictions and the
prediction error variances are the same for both the canonical and non-canonical
representations of the model, hence one can conclude that the information about
the transformation Ti(θ) is unnecessary if one is interested in the output predic-
tion and output prediction error variance.

In Chapter 4, the result that the prediction error is asymptotically Gaussian
distributed has been shown. Combining this with Theorem 5.2, which gives us
that the prediction and prediction error variance is the same for the canonical
and non-canonical model, one can conclude that the prediction error for the non-
canonical model also is Gaussian distributed similarly.

5.3 Models with more flexibility

A model can often represent data generated from a model with lower model order
perfectly , e.g., a polynomial of degree n + 1 can represent data generated from a
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Figure 5.3: Prediction and prediction error variance for a nonlinear model
using both a canonical and non-canonical representation. The parameter co-
variance for the canonical and non-canonical representation of the model is
calculated using (4.25b) and (5.41), respectively. The data in the experiment
is generated from a model describing how the ntf depends on the wheel slip
of a car.
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polynomial of degree n perfectly. This is sometimes referred to as a nested model,
since the smaller representation of the model can be seen as a special case of
the larger representation of the model with more parameters, see [Gustafsson
et al., 2011]. That is, the model est for the canonical model representation of
the model is contained in the model set of the non-canonical representation of
the model, i.e., M∗c ⊂ M∗i . This can be thought of as that the model structure
of the canonical model set can be obtained by setting some parameters in the
non-canonical model structure to zero.

5.3.1 Linear regression

For models that are linear in the parameters, the variance of the signal for the non-
canonical representation of the model is overestimated. This is a consequence of
the notion that the basis function of a smaller model is included in the basis
functions for the larger model. This can be illustrated with an example, using
nn inspired nonlinear basis functions.

Example 5.4
Consider the setup in Example 5.2 where nonlinear basis functions inspired from
nn are used, and where the measured signal is given by (5.35). Instead of using a
non-canonical model with the same range as the canonical, a more flexible model
is used which has larger range, i.e.,

ϕ>m =
(
ϕ>c,m ϕ>oj ,m

)
, (5.47a)

ϕ>oj ,m =
(
σ (Woj xm + boj ) ϕ>oj−1,m

)
, oj = 1, ..., 3, (5.47b)

where

Woj = boj = oj . (5.47c)

In Figure 5.4 the prediction and the prediction error variance for the overparam-
eterized models and the canonical (minimal) model are plotted. For the overpa-
rameterized models, two to four basis functions were added. One can see that
the prediction error variance for the overparameterized models is bounded from
below by the canonical representation of the model.

This result can formulate as a theorem.

Theorem 5.3. Given the problem specified in (5.12) and (5.13). Assume that
the linear model has a canonical representation of degree dc where θc ⊂ Rdc and
an overparameterized model where θ ⊂ Rd where dc < d. Also assume that the
model set of the canonical representation is contained in the model set of the
overparameterized model, i.e., M∗c ⊂ M∗o, where M∗o is the model set for the
overparameterized model.

If rank(Iθc ) = dc and rank(Iθ) = d, the parameter, the parameter covariance,
and the prediction error variance are then given by (5.15a), (5.15b), and (5.16)
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Figure 5.4: Prediction and prediction error variance for a set of linear mod-
els using both a canonical and non-canonical representation of the models.
Here the non-canonical representation higher model order compared to the
canonical representation, see (5.47). The parameters are estimates as the
llss.
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for both the canonical and overparameterized model, respectively. Then the over-
parameterized model has equal or higher prediction error variance compared to
the canonical representation of the model at all points, i.e.,

λ0ϕ
>
c,m

(
Φc,NΦ

>
c,N

)−1
ϕc,m ≤ λ0ϕ

>
m

(
ΦNΦ

>
N

)−1
ϕm, ∀m. (5.48)

Proof: Without loss of generality, the overparameterized model can be written
in terms of the canonical model such as

ϕ>m =
(
ϕ>c,m ϕ>o,m

)
, (5.49a)

Φ>N =
(
Φ>c,N Φ>o,N

)
, (5.49b)

ΦNΦ
>
N =

(
Φc,NΦ

>
c,N Φc,NΦ

>
o,N

Φo,NΦ
>
c,N Φo,NΦ

>
o,N

)
, (5.49c)

where ϕ>o,m and Φ>o,N correspond to the parameters added in the overparameter-
ized model. Using the block-wise inverse(
A B
C D

)−1

=
(
A−1 + A−1B(D − CA−1B)−1CA−1 −A−1B(D − CA−1B)−1

−(D − CA−1B)−1CA−1 (D − CA−1B)−1

)
, (5.50)

the parameter covariance of the overparameterized model, λ0

(
ΦNΦ

>
N

)−1
can be

written as

λ0

(
ΦNΦ

>
N

)−1
= λ0

(Φc,NΦ>c,N )−1
+ R>2 R1R2 −R>2 R1

−R1R2 R1

−1

, (5.51a)

where

R1 =
(
Φo,NΦ

>
o,N − Φc,NΦ

>
o,N

(
Φc,NΦ

>
c,N

)−1
Φo,NΦ

>
c,N

)−1
, (5.51b)

R2 = Φc,NΦ
>
o,N

(
Φc,NΦ

>
c,N

)−1
. (5.51c)

Then the variance of the overparameterized model can be written as

λ0ϕ
>
m

(
ΦNΦ

>
N

)−1
ϕm

= λ0

(
ϕ>c,m ϕ>o,m

) (Φc,NΦ>c,N )−1
+ R>2 R1R2 −R>2 R1

−R1R2 R1

 (ϕc,mϕo,m

)
(5.52a)

= λ0ϕ
>
c,m

(
Φc,NΦ

>
c,N

)−1
ϕc,m + λ0ϕ

>
c,mR

>
2 R1R2ϕc,m

− λ0ϕ
>
c,mR

>
2 R1ϕo,m − λ0ϕ

>
o,mR1R2ϕc,m + λ0ϕ

>
o,mR1ϕo,m. (5.52b)

If one minimizes the variance of the overparameterized model with respect to
the regressor that corresponds to the extra parameters, ϕo,m, one can find that
the minimum is obtained at

ϕo,m = R2ϕc,m. (5.53)
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This implies that the minimum variance of the overparameterized model is

λ0ϕ
>
c,m

(
Φc,NΦ

>
c,N

)−1
ϕc,m, (5.54)

i.e., the variance of the canonical model.

Remark 5.2. If the order of the basis functions ϕm would be different, i.e., the canonical
basis functions ϕc,m might not come first, this can be solved by introducing an invertible
permutation matrix P that sorts them in the correct order. Since the transformation acts
on both ϕm and [ΦN ]m, when calculating the prediction error variance, the contribution
of the transformation will be canceled.

5.3.2 Nonlinear regression

If the observation noise is small, this is also true for a nonlinear model, and the
prediction error variance is bounded by the variance of the less complex models.
This can be illustrated with an example with nn as the nonlinear model.

Example 5.5

Consider the same nonlinear system as in Example 5.3 that describes how
the normal ntf depends on the wheel slip in a car, which is further described
in Section 6.1. Assume that the nonlinear system has a canonical representation
given by a two-layer nn with two nodes in the hidden layer, i.e.,

fc(xm, θ
c) = θc1σ (θc2xm + θc3) + θc4σ (θc5xm + θc6) + θc7, (5.55)

which is denoted by nn2,2. Then, consider the overparameterized models nn2,l
with l = 3, ..., 6 nodes in the hidden layer. Simulate 201 samples form the canoni-
cal representation of the model with the parameters given by

θc0 =
(
40.9273 6.6459 −0.0067 −0.0044 1.4294 −0.6016 −0.4252

)>
.

(5.56a)

Then distort the observation with em, which is i.i.d. noise with zero mean and
variance λ0 = 10−3, i.e.,

ym = fc(xm, θ
c0) + em. (5.56b)

This gives a signal snr of 30 dB.
The prediction and the prediction error variance for both the canonical and

overparameterized models can be seen in Figure 5.5. The predictions for the
models look very similar. However, the prediction error variances are varying
between the different models, but it is always bounded from below by the predic-
tion error variance for the canonical model.
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Figure 5.5: Prediction and prediction error variance for a nonlinear model
using both a canonical and non-canonical model with higher model order.
The data in the experiment is generated from a model describing how the
ntf depends on the wheel slip of a car.
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5.4 Summary

This chapter has covered how prediction error variance calculated using a liner-
ization approach is affected by overparameterization of the model. The analysis
is first done for parts, first for overparameterized non-canonical representation
of models with redundant parameters followed by non-canonical representation
of overparameterized models with more flexibility. It shown in Theorem 5.1 and
Theorem 5.2 that for non-canonical representation of models with redundant pa-
rameters, the prediction error variance is the same as for the canonical represen-
tation.

Furthermore, overparameterized models linear in the parameters with more
flexibility, it is shown in Theorem 5.3 that the prediction error variance for the
overparameterized non-canonical representation of models is bounded from be-
low by the prediction error variance of the canonical representation of the model.
If the prediction error is small, this would also be true for a nonlinear model.



6
Experimental and simulation study

To illustrate how the expression for uncertainty, derived in Chapter 4, can be ap-
plied on nns in practice, and hence increase the usefulness of nns, a simulation
study and a study using experimental data have been conducted. The focus of the
simulation study is to illustrate the confidence intervals derived in Chapter 4 and
Chapter 5. while the focus of the study using experimental data is to emphasize
how uncertainty in the prediction varies between models from different model
sets.

First, the setting in which the data is collected and the nonlinear model used
to simulate the data for the simulation study will be introduced. Afterwards, the
simulation study is presented followed by the results of the study done on the
experimental data.

6.1 Tire-road friction

The data and models considered in the simulation and experimental studies are
inspired by autonomous car applications, where the drive-line is a part of the
model for the vehicular dynamics control systems. The focus in this thesis is on
the tire-road friction, which is a critical component in many adas. For instance,
the friction level influences the safety distance in an acc, which avoidance ma-
noeuvrers that are most effective, and vehicular dynamics control systems such
as the abs. If the nn is intended to be used in any of these cases, the nn should
also be able to approximate the friction level from wheel slip measurements. The
simulation data is generated from a parametric model called the magic tire for-
mula presented by Pacejka and Besselink [1997]. The model describes how the

77
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ntf depends on the wheel slip and is given by

µ = D sin
(
C arctan

(
(1 − E)s + E/B arctan(Bs)

))
, (6.1)

where µ is the ntf, s is the wheel slip, and the parameters B, C, D, E depend
on the surface. The wheel slip is a ratio between the speed of the vehicle and
the speed of the driving wheels, i.e., how much the wheels are slipping on the
surface.

6.1.1 Data processing

The friction data used in this thesis comes from experiments conducted by NIRA
Dynamics. The data includes measurements from experiments with three differ-
ent vehicles driving on snow and gravel. A first step of processing is to remove
data where actively braking and shifting gear. This is done since the tire-friction
curve is not expected to follow the magic tire formula under those circumstances

The slip, s, and ntf, µ, are calculated according to

s =
ωjR − v

v
, (6.2a)

µ =
Ff
Nf

, (6.2b)

where ωj , j = {l, r}, is the angular velocity of the right or left driven wheel, R the
wheel radius, v the velocity of the vehicle, Ff the traction force between the tire
and the road, and Nf is the normal force. This can be derived from the single
wheel dynamics seen in Figure 6.1.

In practice, Ff and Nf are not directly measurable, and need to be estimated
by using data from sensors measuring other quantities. This can for instance be
done using

Ff =
T i
2R
, (6.3a)

Nf =
Mgxb + zgaxM

xb + xf
, (6.3b)

where T is the engine torque, i = ve2/(ωlR+ωrR) is the gear ratio, ve is the engine
speed, xb is the vertical distance between the vehicle’s center of gravity and the
driving wheel, xf is the vertical distance between the center of gravity and the
driving and the non-driving wheel, zg is the horizontal distance from the center
of gravity to the ground, M is the mass of the vehicle, and ax is the longitudinal
acceleration of the vehicle, which are quantities that can either be measured or
are known. For derivation see [Gustafsson, 1997].

6.1.2 Magic tire formula with bias

In the magic tire formula, given in (6.1), it is assumed that the ntf is zero when
the slip is zero. To handle the case when there exists a bias in the collected data,
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Figure 6.1: Single wheel dynamics.

a bias term µ0 is added as parameter to the parametric model according to

f (xn, θ) = µ0 + D sin
(
C arctan

(
(1 − E)xm + E/B arctan(Bxm)

))
(6.4a)

θ = (B, C, D, E, µ0), (6.4b)

where xm is the measured wheel slip at time m.

6.2 Simulation study

The simulation study aims to illustrate the practical use of the confidence bound
derived earlier in the thesis, as well as to show how the different sources of un-
certainty contribute to the total uncertainty in the model, which is described in
Chapter 2. Especially, the flexibility of nns is illustrated, which is seen from
the fact that model error is significant smaller then the estimation error in this
example.

6.2.1 Simulation setup

In order to separate the effect of the estimation error from the model error, the
simulation is performed in two steps. First the simulated data from the magic tire
formula, i.e., the true output model f ∗(xn), is used to estimate a reference model
f (xn, θ i∗). Then noise is added to the output of the reference model, which in

turn is used to estimate models of the same structure, referred to as f (xn, θ̂
i(m)
N ),

in anmc-like procedure. In themc-simulation, 103 different models, f (xn, θ̂
i(m)
N ),
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m = 1, ..., 103, are fitted to the reference model. Then the model error eM and the
estimation error eE are computed as

eM =
1
N

N∑
n=1

‖f ∗(xn) − f (xn, θ
i∗)

∥∥∥2
, (6.5a)

eE =
1
NM

M∑
m=1

N∑
n=1

‖f (xn, θ
i∗) − f (xn, θ̂

i(m)
N )‖2. (6.5b)

The simulations are performed for a different number of parameters in the refer-
ence model, i.e., one mc-simulation is performed for each choice of the number
of parameters. This is to illustrate how the different sources of error and uncer-
tainty depend on the flexibility of the model. It can also be seen how a model that
is more flexible than needed (overparameterized) will result in larger uncertainty.
This is especially true in areas where there is no training data available.

For training, N = 200 samples were used; both for themc-simulation and the
reference model. The noise added in the mc-simulations is Gaussian distributed
with known variance λ0 = 0.01. This gives an snr of 20 dB. As a nonlinear model
structure for the reference model, nns with two-layers nn2,ls with a sigmoid as
activation function is used and the number of nodes in the hidden layer varies
between l = 1, ..., 4. The nns are trained with the adam optimizer, presented by
Kingma and Ba [2015] with a learning rate of η = 0.01 and the standard values
of the hyperparameters β1 = 0.9 and β2 = 0.999.

The results from the simulations are separated into three parts:

• How the different sources of uncertainty contribute to the prediction error
variance, in Section 6.2.3.

• An illustration of the prediction error in areas with and without training
data, in Section 6.2.4.

• How many observations are needed to make the asymptotic results valid, in
Section 6.2.5.

Before moving on to the results of the simulation study, we would like to point
out some key differences compared to previous work.

6.2.2 Relation to previous work

There are some important differences in how the main result from Chapter 4 is
motivated in this thesis compared to previous work. In Hwang and Ding [1997],
n + 1 data points are generated where n points are used for training the model
and predicting the (n + 1)th sample within a confidence interval. By repeating
the experiment multiple times and counting the number of times the confidence
interval covers the true point, the analytic expression of the variance is motivated.
This can be compared to our simulation study, where the confidence interval is
calculated once followed by multiple realizations of nns where the prediction is
done over a grid. Rivals and Personnaz [2000] compare the analytic expression to
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Figure 6.2: Total error, model error, and estimation error, calculated accord-
ing to (6.5), as function of the size of the model.

the variance computed from multiple realizations of nns, but use the true param-
eters θc0 to compute the uncertainty in the nn prediction, instead of the estimate
θ̂ iN used in our simulation study. He and Li [2011] and Papadopoulos et al. [2001],
use simulated data, and results are presented over multiple realizations of nns,
but the analytic expressions are calculated over an ensemble of nns, while Chrys-
soloiuris et al. [1996] evaluate the estimated variance on real data, but does not
compare the result to some other models, as is in done in the experimental study
in this thesis.

Another difference is that these papers state that the output is Student-t dis-
tributed. This would have been true if the model is linear. In Chapter 4, the
analysis has been asymptotic in the number of training data. Since asymptoti-
cally, when the number of training data N increases, the Student-t distribution
converges to a Gaussian distribution, similar results as the cited papers are ex-
pected in regions where training data is available. This claim is strengthened by
the provided analysis of how many observations are needed for the asymptotic
result to be reasonable, which are fewer than would be expect.

Furthermore, neither of these publications covers the case where the nn ex-
trapolates to areas where no data was available during training, and how this
affects the variance of the model. The work in this thesis also includes investi-
gating the contribution of different sources of uncertainty, as well as the results
from Chapter 5 where overparameterized models are discussed.
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6.2.3 Model and estimation error

In Figure 6.2 the model and estimation error are plotted as a function of the size
and flexibility of the model, i.e., for nn as a function of the number of nodes in
the hidden layer. As expected, and seen from the Figure 6.2, the model error de-
creases with the size of the model, and the estimation error increases. Already in
an nn with 2 nodes the model error is a magnitude smaller than the estimation
error, and increasing the model order further will not significantly contribute to
decreasing the prediction error. This highlights how flexible model classes that
includes nns are. It can also be conclude that in this example, the estimation er-
ror is of greater interest than the model error when investigating the uncertainty
in the prediction error for nns.

6.2.4 Prediction error uncertainty

The prediction and the mc realizations for a nn2,2 and nn2,3 are plotted with a
3σ confidence interval, see Figure 6.3a and Figure 6.3b, respectively. The inter-
val is calculated by taking the variance of the mc realizations (in dashed blue)
and using (4.25a) with Pθ(θ i0) = P̂N (in dashed red), i.e., a lower bound on the
variance. The region with training data is indicated by a grey box, and the true
magic tire formula in dashed green.

As one would expect, the uncertainty is relatively small in the region with
training data and grows in regions away from where training data was collected.
The mean of the mc realizations and the simulated output from the magic tire
formula coincide in the region containing training data, but they start to diverge
from each other the further away from the region with training data the predic-
tion gets. This is especially true for the 3σ confidence interval; in the region with
training data, the confidence interval calculated from the mc realizations and
the one calculated using (4.25a) coincide while they do not in the region without
training data.

Since already nn2,2 can represent the output from the magic tire formula
almost perfectly one can conclude that the larger nn2,3 is an overparameterized
model, hence one would expect the confidence interval to be bounded from below
by the model with lower model order. This is especially clear in regions without
training data, as the confidence interval calculated using (4.25a) in Figure 6.3b
is much larger compared to the one in Figure 6.3a, this is also true for the confi-
dence interval from the mc realizations. Hence the price paid for a more flexible
model is that its prediction could be more uncertain. In reality, the true model
structure is seldom known, hence overparameterized models such as nn2,3 are
more commonly used. Then, a large confidence interval in regions without train-
ing data is essential to indicate uncertainty in the model there. Overparameteriza-
tion can thus be an instrument to reveal when the model extrapolates in regions
that lack training data.

The problem with overfitting can also be seen in Figure 6.4 where a simulation
is done for a two-layer nn with sixteen nodes in the hidden layer. As soon as the
prediction leaves the region with training data, as for the nn2,3, the confidence
interval gets large and does not give more information than that the prediction is
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(a) Prediction error of nn with 2 nodes

(b) Prediction error of nn with 3 nodes

Figure 6.3: Analytically and empirically calculated prediction uncertainty
for a two-layer nn with 2 and 3 nodes in the hidden layer, respectively.
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Figure 6.4: Analytically and empirically calculated prediction uncertainty
for a two layer nn with sixteen nodes in the hidden layer.

done in a region without training data. But here, the mean of themc realizations
also diverges from the prediction of the reference model (nn prediction in red).
It can also be seen that for some realizations the estimated function is not as
smooth in the region with the training data compared to the models with fewer
parameters.

6.2.5 Asymptotic results

The results presented in Chapter 4 are asymptotic in the number of observations,
hence it is of interest to see how many observations that are needed for the ap-
proximation to be valid. This can be achieved by training multiple two-layer nns
with two hidden nodes in the hidden layer for different numbers of observations
that are randomly selected between -60% and 60% wheel slip. The same obser-
vations are used in all the mc simulations. The result of such an experiment can
be seen in Figure 6.5. It is possible to see that already after 40 observations the
approximation seems to be valid. In Figure 6.6, one can see that the estimation
error decreases as the number of observations increases, which is a well-known
result.
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(a) 20 observations
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(b) 40 observations

Figure 6.5: Prediction error variance for a two-layer nn with two hidden
nodes in the hidden layer for an increasing number of observations.
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Figure 6.6: Model and estimation error as the number of observations in-
creases, calculated according to (6.5).

6.3 Experimental study

In the experimental study, presented in this section, the uncertainty of different
models trained on real-world data is investigated. The tire-road friction data
set is provided by NIRA Dynamics, which is described in Section 6.1. The tire-
road friction is a well-studied experiment setup and the analysis has recently
been extended to the Bayesian framework with uncertainty in the prediction, see
[Berntorp and Hiroaki, 2019].

In this study, model sets that are both linear and nonlinear in the parameters
are investigated. A commonly used numeric measure to compare the different
models is the model fit, which is defined as

fit(ŷN ) = 100
(
1 −

√ ∑N
n=1(yn − ŷn)2∑N

n=1(yn − 1
N

∑N
n=1 yn)2

)
. (6.6)

It is often presented as a percentage of the fit to the data since the best possible
outcome is 100. The output of the model can however be arbitrarily bad, and a
negative fit is possible.

Apart from predicting the ntf, a 95% confidence interval is calculated for all
the different models, i.e., a 2σ interval where σn =

√
Var(ŷn), i.e., the variance of

the estimated signal. This variance is calculated as the sum of the variance of the
model and the variance of the measurement noise, i.e.,

Var(ŷn) = Var(ŝn) + λN . (6.7)
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6.3.1 Model order selection

In Figure 6.7 the cost function, the aic, and bic are shown for a different model
structure that is linear in the parameters. For the friction data, the different poly-
nomial model classes are tested, i.e., normal polynomials, Chebyshev polynomi-
als, and Laplacian polynomials, and nns.

For the nns, the notation [dx, d1, · · · , dL, ds] is used, where dx is the number of
inputs, ds is the number of outputs and dl is the number of nodes in lth hidden
layer. An nn with dx inputs, ds outputs, and L hidden layer has

(dx + 1)d1 +
L−1∑
l=1

(dl + 1)dl+1 + (dL + dL)ds, (6.8)

parameters. The result for nns can be seen in Figure 6.8. An interesting obser-
vation is that the model order that minimizes the aic and bic criteria for the
real data coincides with the model order where the total error mainly consists of
estimation error for the simulated data.

6.3.2 Results

The included model sets in the survey are:

• The three different choices of basis functions described in Section 2.2.1.
Namely:

– Polynomials

– Chebyshev polynomials

– Laplacian polynomials

• Fully-connected nns described in Section 2.2.2.

• bnns described in Section 3.5 with prior of the parameter given by the
Xavier initialization, [Glorot and Bengio, 2010],

• One-head nns that learn their own uncertainty described in Section 3.3

• The magic tire formula presented by Pacejka and Besselink [1997] with an
added bias term (6.4).

• gp described in Section 3.4 with the squared exponential kernel with length
scale

L =
1
N

dx∑
i=1

√
Var[xn]i , (6.9a)

and standard deviation of the predictor as

σ2
f =

1
√

2

√
Var(y). (6.9b)
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(c) Laplacian polynomial

Figure 6.7: Cost function aic and bic for different models linear in the pa-
rameters evaluated on the friction data.
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Figure 6.8: Cost function aic and bic for nns evaluated on the friction data.

The uncertainty in the prediction is calculated using the linearization described
in Chapter 4 and Chapter 5 for the parametric models, and for the Bayesian mod-
els the uncertainty is obtained by sampling from the posterior. Using the result
from Section 6.3.1 to choose the correct model order, polynomials and nns are fit-
ted to the tire-road friction data. That is, for the polynomials six basis functions
are used, for the Chebyshev polynomials four basis functions, for the Laplacian
polynomials four basis functions, and for the fully-connected feed-forward nn
two layers with two hidden units in the hidden layer and a sigmoid function as
activation function.

In system identification, it is common to categorize model structures based on
how much they come from physical insights about the system or if they are uni-
versal approximators, [Schoukens and Ljung, 2019]. The magic tire formula falls
into the category of gray-box models, a family of models derived primarily by the
usage of physical laws where the parameters are estimated by data. Polynomials,
nns, and gps on the other hand, would fall into the category of black-box models,
i.e., universal approximators without any assumptions on the underlying system.
The inclusion of gps in the survey is further motivated by their close connection
to both nns and Laplacian polynomials, see [Neal, 1996, Svensson and Schön,
2017], as well as model uncertainty being naturally captured.

For the linear models, the llss is used to fit the models, while for the non-
linear model different optimization algorithms were used to solve the nonlinear
least squared problem, i.e., fit the model to the data. The different optimiza-
tion algorithms used are: adam optimizer [Kingma and Ba, 2015] for the fully-
connected nn, rms-prop [Tieleman and Hinton, 2012] for the one-headed nn
with uncertainty, and lm algorithm [Nocedal and Wright, 2006] for the magic
tire formula with bias. The Bayesian nns are trained by the Metropolis-Hastings
sampler, and the gps are implemented using the sml (Statistics and Machine
Learning) toolbox in Matlab. A summary of the optimization algorithm, model
order, and categorization for the different models can be seen in Table 6.1.
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(c) Laplacian polynomial

Figure 6.9: Estimation of friction data using different polynomial models.
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(a) Fully-connected nn
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(b) One-headed nn with learned uncertainty

-2 0 2 4 6 8 10 12 14

-0.05

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

(c) Bayesian nn with Gaussian prior on the param-
eters

Figure 6.10: Estimation of friction data using different nn structures.
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(a) Magic tire formula with a bias
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(b) gp

Figure 6.11: Estimation of friction data using different models.
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Table 6.1: Table of the settings for the different models used to estimate the
friction data. This includes, implementation specifics such as chosen op-
timization (learning) algorithm, which model order (or model setting) that
was used, and categorization of the different model structures, i.e., classifi-
cation of the model into linear black-box (lbb) models , nonlinear black-box
(nlbb) models , and nonlinear gray-box (nlgb) models .

Model Learning
algorithm

Model order Classification

Polynomials llss P = 6 lbb
Chebyshev polynomials llss P = 4 lbb
Laplacian polynomials llss P = 4 lbb
Fully-connected nn adam [1, 2, 1]. nlbb
One-head with uncertainty rms-prop [1, 6, 6, 6, 2]. nlbb
bnn Metropolis-

Hastings
[1, 2, 1],
p(θ) = (2.33)

nlbb

Magic tire formula lm See (6.4) nlgb
gp sml toolbox Kernal: (3.8),

L = (6.9a)
σ2
f = (6.9b).

nlbb

Table 6.2: Model fit for different models used to estimate the friction data.

Model Fit to data
Training Validation

Polynomials 69.26 69.15
Chebyshev polynomials 68.82 68.87
Laplacian polynomials 68.82 68.87
Fully-connected nn 67.74 67.04
One head with uncertainty 66.32 66.32
bnn 66.87 66.48
Magic tire formula 68.47 68.26
gp 69.20 68.03

Studying the result in Figure 6.9, Figure 6.10, and Figure 6.11, it can be seen
that predictions using models from different model sets look very similar. This
is supported by the fact that the fits of the different models seen in Table 6.2 are
similar for the different choices of model sets. It can also be noticed that the fit
is quite low for all models. This is likely a consequence of the observations being
noisy. Hence, without also modeling the noise the fit of the model will be low.

Another observation is that the uncertainty in prediction for different models
looks very similar. Especially, it can be noted that the uncertainty in the predic-
tion for polynomials, which are linear in the parameters has similar uncertainty
as to the linearized versions of the nonlinear models, namely, nn, magic tire for-
mula, and gp. It also seems like by changing the cost function of an nn, it is
possible to include the uncertainty as an additional output of the model.
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6.4 Summary

In this chapter, the linearization approach to obtain prediction error variance in
nn presented in Chapter 4 is compared to an ensemble approach and nns that
learns their own uncertainty. The comparison to an ensemble approach is made
in the simulation study in Section 6.2. There it is shown that the prediction er-
ror variance calculated using the linearization approach yields similar result as
the ensemble approach in regions with training data, but underestimate the pre-
diction error variance for overparameterized models in regions without training
data. In the experimental study in Section 6.3, a comparison is made between
the linearization approach and nns that learn their own uncertainty. It can be
concluded that for the considered example the prediction error variance looks
similar for the two approaches.

The simulation study also includes an investigation of different sources of
uncertainty, i.e., uncertainty due to model error and uncertainty due to estima-
tion error. It is shown that in the considered example, the contribution to the
prediction error variance due to estimation error is significantly larger than the
contribution due to the model error.

In the experimental study, the prediction and prediction error variance from
the nns are also compared to the prediction and prediction error variance from
other black-box models and a gray-box models. Especially, the prediction error
variance looks similar for the linearization approach and the prediction error vari-
ance for the gps and bnns, which are models that naturally include uncertainty
in their prediction.



7
Conclusion

Applications of nns in e.g., computer vision have shown amazing performance,
but also spectacular failures. Biased training data is the main reason for failures,
where the network must extrapolate its model to regions without support. In-
terpolation in regions with good support of training data is an easier task. The
holy grail in nn applications would be an uncertainty assessment of the predic-
tion that can handle both cases. In that way, nns could be used in safety-critical
applications where it is fused with other information sources. For instance, in
automotive collision avoidance systems, object detection from a computer vision
nn can be combined with the prediction from radar and lidar by weighing the
prediction uncertainty from each subsystem appropriately,

In search for a way to quantify the uncertainty in the predictions produced by
nn, the application of methods for uncertainty estimation in system identifica-
tion tools, has investigated. More precisely, the feasibility and challenges of esti-
mating the prediction error variance of the nn by linearizing the model and then
propagating the uncertainty of the learned model parameters to the output have
been investigated. The results show that, compared to existing methods based
upon creating ensembles of nns or extending the nn structure to also learn the
uncertainty, the linearization method produces similar results for the estimated
prediction error variance. Furthermore, the investigation has highlighted three
main challenges in using the linearization approach to quantify the uncertainty
in the predictions produced by nns. These are:

(i) the calculation of the covariance of the learned model parameters,

(ii) the non-unique parameterization of the nn, and

(iii) the effects of over- and under-modeling.

As shown in the thesis, the covariance of the parameter estimate can be calcu-
lated from the Hessian of the cost-function. Since the Hessian of the cost function
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generally is calculated during the minimization of the cost-function, it is in the-
ory straight forward to calculate the parameter covariance. Unfortunately, for
nns with a large number of parameters the matrix inversion needed to calcu-
late the parameter covariance from the Hessian might be infeasible to perform.
Therefore, for the linearization approach to be applicable to large nnmethods to
approximate the parameter covariance must be developed.

The analysis of the non-unique parameterization has shown that using the
linearization approach, the ambiguities can be neglected for irreducible nns, i.e.,
nns that are not overparameterized nor have redundant parameters. This is be-
cause, for all parameter sets that minimize the cost function of the irreducible
nn, the parameter covariance and the prediction error variance become equiva-
lent. In practice, very large nns that rarely are irreducible, but rather overparam-
eterized, are commonly used. However, the conducted analysis has shown that
the prediction error variance for the overparameterized model is lower bounded
by the prediction error variance of the irreducible nn.

In regions where thenn extrapolates, i.e., makes predictions outside the train-
ing data region, it is shown that the linearization approach underestimated the
prediction error variance for overparameterized nns. That is, the linearization
approach produces a lower bound on the uncertainty for a given model, where
the bound is tight in regions where training data is available. This highlights one
of the main difficulties in calculating uncertainty for nn predictions. Without
knowledge about which regions the training data has covered, it is hard to know
if the confidence in the prediction is too low due to that the nn extrapolate. The
results presented in this thesis are for small nns with low dimensional inputs.
As the number of parameters of the nn increases and the dimension of the in-
put grows, the notion of which regions the training data has covered get more
complicated. Hence, it is difficult to know where the nn extrapolate.

To summarize, many questions remain about uncertainties quantization of
predictions by nns, e.g., how should one identify and handle situations when the
nn extrapolates? Or how does the choice of optimization algorithm used in the
training of the nn affect the results? The result in this thesis is has been derived
without taking into account the regularization commonly used in the training
of nn. It is known that regularization might add some bias to the parameters,
which in turn would be propagated to a bias in the prediction. But how does reg-
ularization affect the prediction error variance calculated using the linearization
approach? These are some questions that could be answered in the continuation
of this work.
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