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Abstract

The mining industry is currently facing a transition from manual operation to
remote or semi-automated control. The vision is fully autonomous vehicles be-
ing part of a larger fleet, with humans only setting high-level goals for the au-
tonomous fleet to execute in an optimal way. An enabler for this vision is the pres-
ence of robust, reliable and highly accurate localization. This is a requirement for
having areas in a mine with mixed autonomous vehicles, manually operated vehi-
cles, and unprotected personnel. The robustness of the system is important from
a safety as well as a productivity perspective. When every vehicle in the fleet is
connected, an uncertain position of one vehicle can result in the whole fleet begin
halted for safety reasons.

Providing reliable positions is not trivial in underground mine environments,
where there are no access to global satellite based navigation systems. Due to
the harsh and dynamically changing environment, onboard positioning solutions
are preferred over systems utilizing external infrastructure. The focus of this the-
sis is localization systems relying only on sensors mounted on the vehicle, e.g.,
odometers, inertial measurement units, and 2D lidar sensors. The localization
methods are based on the Bayesian filtering framework and estimate the distri-
bution of the position in the reference frame of a predefined map covering the
operation area. This thesis presents research where the properties of 2D lidar
data, and specifically characteristics when obtained in an underground mine, are
considered to produce position estimates that are robust, reliable, and accurate.

First, guidelines are provided for how to tune the design parameters associ-
ated with the unscented Kalman filter (ukf). The ukf is an algorithm designed
for nonlinear dynamical systems, applicable to this particular positioning prob-
lem. There exists no general guidelines for how to choose the parameter values,
and using the standard values suggested in the literature result in unreliable esti-
mates in the considered application. Results show that a proper parameter setup
substantially improves the performance of this algorithm.

Next, strategies are developed to use only a subset of available measurements
without losing quality in the position estimates. lidar sensors typically produce
large amounts of data, and demanding real-time positioning information limits
how much data the system can process. By analyzing the information contribu-
tion from each individual laser ray in a complete lidar scan, a subset is selected
by maximizing the information content. It is shown how 80% of available lidar
measurements can be dropped without significant loss of accuracy.

Last, the problem of robustness in non-static environments is addressed. By
extracting features from the lidar data, a computationally tractable localization
method, resilient to errors in the map, is obtained. Moving objects, and tun-
nels being extended or closed, result in a map not corresponding to the lidar
observations. State-of-the-art feature extraction methods for 2D lidar data are
identified, and a localization algorithm is defined where features found in lidar
data are matched to features extracted from the map. Experiments show that re-
gions of the map containing errors are automatically ignored since no matching
features are found in the lidar data, resulting in more robust position estimates.

v
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Populärvetenskaplig sammanfattning

Gruvindustrin befinner sig just nu i ett paradigmskifte. I en industri där myc-
ket av arbetsuppgifterna traditionellt utförts manuellt ser man nu att människor
steg för steg ersätts av automatiseringar. Istället för att ha en dedikerad opera-
tör för varje enskild maskin, fordon, eller borrigg, finns nu en vision om en helt
autonom flotta av maskiner där människor bara interagerar genom att sätta mål
på betydligt högre nivå. En nödvändighet för att garantera både säkerhet och
produktivitet i en sådan vision är ett robust, pålitligt, och noggrant lokaliserings-
system. När alla enheter i flottan är sammankopplade kan en positionsosäkerhet
på ett enda fordon få konsekvensen att hela flottan stannas för att garantera säker-
heten. Det leder till stora produktivitetsförluster och det är därför av största vikt
att lokaliseringssystemet är pålitligt och levererar positionsskattningar i realtid,
samtidigt som det måste vara robust mot de förändringar som kontinuerligt sker
i en gruvmiljö.

Att tillhandahålla ett sådant system är inte trivialt i en underjordsgruva där
globala satellitnavigeringssystem inte är tillgängliga. Miljön kan vara fuktig, dam-
mig, smutsig, extremt varm, eller extremt kall, och dessutom förändras den stän-
digt. Därför är ett lokaliseringssystem där maskinen själv skattar sin position att
föredra framför ett system beroende av extern infrastruktur. Den här avhand-
lingen fokuserar på lösningar som endast använder odometri och hastighets-,
accelerations-, och 2D laser-sensorer (lidar), monterade på fordonet. All sensor-
data innehåller någon form av brus och informationen från de olika sensorer-
na viktas samman till en enda positionsskattning med hänsyn till detta. Fordo-
nets position skattas kontinuerligt, när ny sensordata är tillgänglig, genom att
först prediktera en positon givet föregående positionsskattning och nuvarande
hastighets- och accelerationsmätningar. Lasersensorerna mäter avståndet från
sensorn till närliggande väggar och objekt i olika riktningar. Dessa mätningar
används därefter för att justera den predikterade positionen. Genom att jämföra
förväntade lasermätningar i den givna positionen givet en karta över området,
med faktiska observationer från lidar-sensorn beräknas en skattning av fordo-
nets position. I den här avhandlingen presenteras forskning där egenskaper i 2D
lidar-data, och specifikt karaktärsdrag i datat som gruvmiljön ger upphov till,
tas i beaktning för att leverera en robust och precis positionsskattning.

En algoritm som kan appliceras på det här problemet är ett unscented Kal-
man filter. Kopplat till algoritmen finns designparametrar, men bra riktlinjer för
hur värden på dessa parametrar ska väljas saknas. Första delen av avhandlingen
presenterar direktiv för hur lämpliga värden kan erhållas, och hur dessa parame-
tervärden är helt avgörande för att få en rimlig positionsskattning i en gruvappli-
kation.

Vidare tar avhandlingen upp problemet att trots begränsad beräkningskapa-
citet, leverera skattningar i realtid. lidar-sensorer producerar mycket data och
för att hinna processa datat utvecklas strategier för att välja ut en delmängd av
tillgängliga mätningar utan att kvalitén på positionsskattningen påverkas.

Slutligen behandlas problemet med robusthet i en föränderlig miljö. Objekt
i miljön som rör sig, eller nya gruvgångar, resulterar i en karta som inte stäm-
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viii Populärvetenskaplig sammanfattning

mer överens med verkligheten. Genom att identifiera punkter i kartan och lidar-
datat där kurvaturen är stor, och sedan matcha dessa punkter mot varandra, fås
en positionsskattning som automatiskt är robust mot fel i kartan. Resultat från
simuleringar visar att med detta angreppssätt får man inga matchande punkter,
och därmed inga mätningar, i regioner där kartan är felaktig. Till skillnad från
när varje laserstråle behandlas för sig, matas då ingen falsk information vidare
till lokaliseringsalgoritmen, och positionsskattningen blir mer robust.
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1
Introduction

The mining industry is facing a paradigm shift, where much of the operations tra-
ditionally performed manually by humans are now step by step being automated.
A robust and highly accurate positioning system is in many cases a requirement
for this transition to happen. Positioning in the harsh, unstructured and global
navigation satellite system (gnss) denied environment of an underground mine
is the topic of this thesis, and focus is on onboard systems utilizing 2D lidar sen-
sors, without requirements of external infrastructure. This introductory chapter
gives an overview of the underground localization problem, lists the contribu-
tions, and outlines the content of this thesis.

1.1 Background and motivation

As late as 2002, it was stated in [90] that “Where are we? In a tunnel!” was
enough positioning information for mining, as one would anyhow follow the tun-
nel until the next intersection, and then make decisions and take action. However,
in the last decade, as autonomously operated vehicles have become a real option
to improve safety and increase productivity in mines, a need for more accurate
positioning is arising. Current modern mining localization practice mainly fo-
cuses on; personal safety and emergency rescue, where knowledge of who is in
the mine and at what level is enough [105], and, knowledge of in which area
machines are located to identify ventilation needs. However, a real-time, robust,
and highly accurate localization system would have the potential to significantly
improve safety for present human workers, contribute to the advancement of au-
tomated vehicle systems, and enable the deployment of productivity improving
fleet management systems for underground operations [3].

Underground mining is an industrial area where automation technologies are
less developed than for similar industries above ground [104]. An underground

1
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2 1 Introduction

Figure 1.1: Epiroc underground loader showing where lidar sensors are
mounted. Asset: Epiroc

mine presents unique challenges, as gnss measurements are not available and
the operation area is not the open space of a typical outdoor scenario. Neither can
it be represented by the classical clean indoor environment with smooth walls
and structured surroundings [69] [23]. The environment in an underground
mine also changes dynamically as the result of tunnels being extended or closed,
corners being worn, or wall reinforcements. Accurate map creation is considered
in [3]. In this thesis the map is assumed known beforehand, but the effects of
map inaccuracies are considered.

The tunnel network in underground mines is typically very large compared to
the number of vehicles operating in it, and maintenance of an external infrastruc-
ture dedicated for positioning would be expensive. The harsh, unstructured, and
highly dynamic environment also favors as little infrastructure as possible and
an onboard localization system is therefore preferred [70]. Today, autonomous
operation in underground mines is possible for specific tasks and preconditions,
e.g., loaders navigating along prerecorded paths are commercially available from
Sandvik, Caterpillar, and Epiroc [81]. These systems do not require global posi-
tioning due the recordings of the environment, which often is a time consuming
and cumbersome task to perform. However, they have local positioning systems
to navigate along the path, that rely on lidar sensors, odometry, and data from
inertial measurement units (imu). See Figure 1.1 for sensor placements on an
autonomous loader from Epiroc. Camera and radar sensors commonly used by
similar systems for autonomous cars, are not suitable for underground applica-
tions; cameras since it is dark and dirty in an underground mine, limiting the
visibility, and radar does not give enough precision for a large vehicle to navigate
in a narrow tunnel, not much wider that the vehicle itself.

Dead reckoning based localization, using imu and odometry, is a favorable
solution to the positioning problem as it requires no external infrastructure and
is robust to the dirty mine environment. However, dead reckoning inherently
suffers from drift [57] and cannot be used alone for extended periods of time, but
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is an important component when fused with other information sources [78, 105].
WiFi network [39], radio frequency identification (rfid) [64, 71], and ultra

wideband (uwb) [1, 18, 105] based methods are often put forward for indoor po-
sitioning. WiFi and rfid have been reported to provide meter accuracy in office
environments, but attempts with WiFi-based positioning in underground envi-
ronments reports lower accuracy [23, 85]. uwb is a promising technology due to
its high precision (15 cm reported indoors [118]). However, metallic objects can
cause disturbances [64] and sensitivity to optimal placement of the uwb anchors
[4] limits the applicability in mines.

Another possible method to obtain global position estimates is to compare li-
darmeasurements to a predefined map [22] utilizing sensor fusion and filtering
theory. This has been used with good results indoors, and uses the same sen-
sors as existing commercial autonomous mine solutions have. Hence, this is the
solution considered in this thesis. Filtering theory provides a framework to re-
cursively update an estimate of the position as new noisy measurements become
available. Both an estimate of the state of the system, in this case comprising the
position and orientation, as well as an estimate of the uncertainty of the state is
provided. The well-known Kalman filter (kf) is the optimal state estimator if the
problem is linear with Gaussian noise, while the extended Kalman filter (ekf) or
the unscented Kalman filter (ukf) are two commonly used state estimators for
the nonlinear case.

1.2 Research questions

The ultimate goal of this work is to provide reliable and highly accurate posi-
tioning in underground mines. The solution needs to operate in real time, be
insensitive to changes in the environment, and should preferably make use of
sensor hardware currently available on semi-autonomous mining vehicles, such
as 2D lidar. More specifically, this thesis considers the following:

• What can be done to reduce the computational complexity of standard po-
sitioning algorithms? In particular, can something be done about the high
dimensionality of the lidarmeasurements?

• How can the robustness of the localization system be improved? Robust-
ness against errors in the map or unknown changes in the environment,
but also robustness in the positioning algorithms to handle the demanding
underground mine environment.

1.3 Contributions

The main contributions of this thesis are presented in Section 2.5, and Chapter 3,
4 and 5, respectively, and are the following:

• ukf parameter tuning, considered in Chapter 3. Despite the knowledge
that the ukf can have very poor performance when the parameters are im-
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properly chosen, there exist no rule-of-thumbs for how to tune them. By an-
alyzing the effect of each of the parameters, guidelines are provided for how
the parameters should be tuned. The guidelines are verified both in simula-
tions and on real data collected in an underground mine. The experiments
also show that with properly chosen parameter values the performance of
the ukf can be substantially improved.

This work started of as a joint project between Epiroc and several insti-
tutions at Linköping university under the umbrella of the WASP project
course. The material has after the end of the course been extended with a lit-
erature survey of the problem, highlighting examples, and a more in-depth
analysis of the significance of the parameters. The author of this thesis has
been the main driving force in this extension. A manuscript, primarily writ-
ten by the author of this thesis, has been submitted to Automatica, and is
currently under review.

• Sensor Selection in 2D lidar data, studied in Chapter 4. Methods for se-
lecting subsets of available measurements in a lidar scan are developed
by analyzing the information contribution from each individual laser ray.
The analysis shows what situations and aspects that are important for li-
darmeasurements to be informative. The methods limit the computations
needed while maintaining the quality of the position estimates.

This work was presented at 2020 International Conference on Information
Fusion.

K. Nielsen and G. Hendeby. Sensor management in 2D lidar-
based underground positioning. In IEEE 23th Proceedings of the
International Conference on Information Fusion, pages 1–6, Vir-
tual conference, July 2020. ©2020 IEEE.

The author of this thesis has written the manuscript, performed the analysis,
and conducted the experiments, while the underlying ideas are a joint effort
by the author and co-author.

• Feature Extraction in 2D lidar data. A survey on feature extraction meth-
ods specialized on 2D lidar data is presented in Section 2.5. In Chapter 5
adaptations are made to state-of-the-art 2D lidar feature extraction meth-
ods, to fit the problem of positioning in a predefined map. The methods
are evaluated through state estimation experiments in a simulated mine
environment, with results indicating that the feature extraction approach
makes the state estimate much more robust to changes and errors in the
map.

A manuscript comprising this work has been submitted to IEEE Transac-
tions on Automation Science and Engineering, and is currently under re-
view. The author of this thesis has been the main driving force in the liter-
ature study, evaluation and writing of the manuscript. The co-author has
supported through discussions, thoughts, and ideas.
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1.4 Thesis outline

This thesis is organized as follows:

• Chapter 1 (this chapter) introduces the research problem and highlights the
contributions of this thesis.

• Chapter 2 gives an overview of the theoretical frameworks used in this the-
sis. It introduces state estimation by filtering theory and performance mea-
sures for how to evaluate results. Properties of 2D lidar data are presented
as well as preprocessing strategies of lidar data to improve the state esti-
mate. A survey on feature extraction methods specialized on 2D lidar data
is also presented.

• Chapter 3 is based on the manuscript regarding ukf parameter tuning.
Guidelines and an optimization technique for how to choose design param-
eters in a ukf to obtain good state estimates is developed. Results are pre-
sented from a simulated example as well as from real data recorded in an
underground mine environment.

• Chapter 4 is based on the publication [77] and considers the problem of
selecting a subset of available measurements from a 2D lidar scan. To de-
crease processing time, without losing performance of the resulting state
estimate, the information contribution from each individual laser ray is an-
alyzed.

• Chapter 5 is based on the manuscript about feature extraction methods.
State-of-the-are feature extraction methods for 2D lidar data are in this
chapter incorporated in the state estimation procedure. Experiments from
the underground mine scenario show that this preprocessing of the lidar
data makes the state estimate more robust to errors in the map.

• Chapter 6 concludes the thesis and gives suggestions for future work.
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2
Background

This chapter contains the background theory for this thesis. Section 2.1 gives an
overview of statistical models for state estimation in dynamical systems, while
Section 2.2 briefly introduces performance measures for state estimation. Proper-
ties of a 2D lidar sensor is presented in Section 2.3, and Section 2.5 presents a
survey on feature extraction methods specifically designed for 2D lidar data.

2.1 State estimation

This section provides an introduction to Bayesian filtering and how it is used to
estimate the state vector in a dynamic system with stochastic properties.

2.1.1 State-space models

A discrete state-space model is a mathematical representation of a system de-
scribing the relationship between the input, noise, and output signals, written as
a discrete difference model originating from a system of first-order differential
equations [32, 65]. This system representation is a natural choice for state esti-
mation purposes since the state vector is explicitly modeled. In a probabilistic
framework a general state-space model formulation in discrete time is given by
[97],

x0 ∼ p(x0), (2.1a)

xk ∼ p(xk |xk−1,uk−1), (2.1b)

yk ∼ p(yk |xk ,uk), for k = 1, 2, . . . (2.1c)

where xk ∈ R
n is the state of the system, yk ∈ R

m are the observations and uk
are known exogenous inputs to the system, all at time step k. The distribution

7
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p(xk |xk−1,uk−1) is the state transition model of the system, describing the stochas-
tic dynamics of the system by a conditional probability function, and p(yk |xk ,uk)
is the measurement model, which models the likelihood of an observation given
the state.

A state-space model is assumed to be Markovian which means that,

• xk given xk−1 is independent of anything that happened before time step
k − 1,

• the observation yk only depends on the current state xk (and possibly also
the input uk).

Often the observations are also independent of the input, further simplifying
(2.1c) to p(yk |xk).

As an alternative to the probabilistic formulation of the state-space model in
(2.1) a slightly more restrictive functional representation is commonly used

xk = f(xk−1,uk−1, vk), (2.2a)

yk = h(xk ,uk , ek), (2.2b)

where the state transition function f, and the measurement function h are arbi-
trary nonlinear functions. The process noise and measurement noise denoted by,
vk and ek , respectively, are assumed mutually independent. An important spe-
cial case of (2.2) occurs when the noise enters the model additively, yielding the
additive state-space model,

xk = f(xk−1,uk−1) + vk , (2.3a)

yk = h(xk ,uk) + ek . (2.3b)

In the probabilistic formulation of the state-space model this is equivalent to,

p(xk |xk−1,uk−1) = pv(xk − f(xk−1,uk−1)), (2.4a)

p(yk |xk ,uk) = pe(yk − h(xk ,uk)), (2.4b)

where pv(x), pe(x) are the probability density functions of the process noise and
measurement noise, respectively.

A commonly used assumption is that the noise distributions are white Gaus-
sian,

vk ∼ N (0,Qk), (2.5a)

ek ∼ N (0,Rk), (2.5b)

and that the initial state has a Gaussian distribution

x0 ∼ N (x̄0,P0), (2.6)

with Qk , Rk and P0 being positive semi-definite covariance matrices.
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Algorithm 1 Kalman filter

Input: x0 ∼ N (x̄0,P0), y1:N and u1:N
Initialize:

x̂0|0 = x̄0
P0|0 = P0

for k = 1 : N do
Time update:

x̂k+1|k = Fk x̂k|k + Gkuk
Pk+1|k = FkPk|kF>k + Qk

Measurement update:

Kk = Pk+1|kH>
(
HkPk+1|kH> + Rk

)−1

x̂k+1|k+1 = x̂k+1|k + Kk

(
yk −Hk x̂k+1|k −Dkuk

)
Pk+1|k+1 = Pk+1|k −KkHkPk+1|k

end for
Output: x̂k+1|k+1, Pk+1|k+1, k = 0, . . . , N

2.1.2 Filtering theory

Filtering theory addresses the problem of estimating the state of a system from
noisy observations [97, 104]. With the probabilistic formulation of the state-
space model in (2.1), the problem consists of estimating the marginal posterior
distribution

p(xk |y1:k). (2.7)

That is, to compute the distribution of xk at each time step k given all observa-
tions up to this time step, denoted by y1:k . With the Markovian assumption this
can be done recursively by iterating between a time update, also known as the
prediction step, and a measurement update [104].

• Time update:

p(xk |y1:k−1) =
∫
p(xk |xk−1)p(xk−1|y1:k−1) dxk−1. (2.8)

• Measurement update:

p(xk |y1:k) =
p(yk |xk)p(xk |y1:k−1)

p(yk |y1:k−1)
, (2.9)

with the normalization constant given by

p(yk |y1:k−1) =
∫
p(yk |xk)p(xk |y1:k−1) dxk . (2.10)

In general this Bayesian recursion cannot be computed in closed form and
analytical solutions only exist for a few special cases. The well-known Kalman
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Algorithm 2 Nonlinear transformation-based filtering

Input: x0 ∼ N (x̄0,P0), y1:N and u1:N
Initialize:

x̂0|0 = x̄0
P0|0 = P0

for k = 1 : N do
Time update: Let

x̃ =
(
xk
vk

)
∼ N

((
x̂k|k
0

)
,

(
Pk|k 0

0 Qk

))
z = xk+1 = f(xk ,uk , vk)

The transformation approximation gives
z ∼ N (x̂k+1|k ,Pk+1|k)

Measurement update: Let

x̃ =
(
xk
ek

)
∼ N

((
x̂k+1|k

0

)
,

(
Pk+1|k 0

0 Rk

))
z =

(
xk
yk

)
=

(
xk

h(xk ,uk , ek)

)
The transformation approximation gives

z ∼ N
(x̂k+1|k

ŷk+1|k

)
,

Pxxk+1|k Pxyk+1|k
Pyxk+1|k Pyyk+1|k

,

and the measurement update is then
Kk = Pxyk+1|k(Pk+1|k)−1,

x̂k+1|k+1 = x̂k+1|k + Kk

(
yk − ŷk+1|k

)
,

Pxxk+1|k+1 = Pxxk+1|k −KkPyyk+1|kK>k .
end for

Output: x̂k+1|k+1, Pk+1|k+1, k = 0, . . . , N

filter (kf), originally derived in [51], analytically solves one such case, that of a
linear state-space model with additive Gaussian noise. This corresponds to the
additive state-space model (2.3), with f(xk−1,uk−1) = Fk−1xk−1 + Gk−1uk−1 and
h(xk ,uk) = Hkxk + Dkuk , where Fk−1, Gk−1, Hk and Dk are matrices. For a com-
plete derivation of the kf see for example [97]. Algorithm 1 outlines the kf with
the state estimate x̂k1 |k2

, given by the Bayesian filter equations with

p(xk1
|y1:k2

) = N (xk1
|x̂k1 |k2

,Pk1 |k2
), (2.11)

where the notation x̂k1 |k2
, indicates the state estimate at time step k1 given mea-

surements up to time step k2.
In the case of a nonlinear state-space model, a closed form solution generally

does not exist. However, by constructing nonlinear transformations that can be
numerically approximated, the framework of the Kalman filter can be applied
to recursively estimate the state also for nonlinear state-space models. This is
formalized in the nonlinear transformation based filtering method outlined in
Algorithm 2 [33]. This is a neat formulation of the filtering problem since the
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method of transformation approximation is interchangeable. There is a possi-
bility to mix approximations in the time and measurement update even though
most often the same approximation is used in both updates. The following sec-
tions describe three possible choices of transformation approximation methods.
Note that all three methods are also able to approximate distributions that are
non-Gaussian. It is therefore possible to apply the filter resulting from each of
the approximation methods also to non-Gaussian distributions.

2.1.3 Extended Kalman filter

The extended Kalman filter (ekf) implements the most straightforward choice of
transformation approximation, which is a first order Taylor expansion. Consider
the nonlinear mapping of a multivariate variable x with mean µx and covariance
Px,

z = h(x), (2.12)

with a first order Taylor expansion around µx

z = h(x) ≈ h(µx) + ∇xh(µx)(x − µx), (2.13)

where ∇xh(µx) denotes the Jacobian evaluated in x = µx. The mean µz and covari-
ance Pz of z are then approximated by

µz ≈ h(µx), (2.14a)

Pz ≈ (∇xh(µx)) Px (∇xh(µx))> . (2.14b)

Figure 2.1(a) and (b), illustrates this approximation for a 2-dimensional state vec-
tor, and by using this in Algorithm 2 the ekf is obtained. For a complete deriva-
tion of the ekf see [97] where also a version of the algorithm using a second order
Taylor expansion approximation is presented.

2.1.4 Unscented Kalman filter

The unscented Kalman filter (ukf) is obtained by utilizing the unscented trans-
form (ut) as transformation approximation in Algorithm 2 [47, 48]. The idea
of the ut is to approximate the mean and covariance of the prior distribution
by a set of so called sigma points (sp’s). These sp’s are then transformed with-
out approximation and the results are weighted together to form the posterior
distribution.

Let us again consider the nonlinear mapping in (2.12), and denote the set of
p sp’s as

X (i), i = 0, . . . , p − 1, (2.15)

with associated weights

ω(i), i = 0, . . . , p − 1. (2.16)
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(a) Original distribution with mean and co-
variance.
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(b) Transformed distribution. The covari-
ance of the true distribution is presented
by the dashed line and the solid line is the
approximation by first order Taylor expan-
sion.
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(c) Original distribution and sigma points
according to the unscented transform
marked as small circles. The covariance
of the original distribution and the sigma
points coincides and is represented by the
dashed line.
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(d) Transformed distribution. The covari-
ance of the true distribution is presented
by the dashed line and the solid line is the
approximation obtained by propagating the
sigma points through the nonlinear func-
tion.

Figure 2.1: Illustration of the Taylor expansion approximation and the un-
scented transform for a nonlinear transformation. The state is given by

x =
[
x1
x2

]
, and the transformation by h(x) =

[
cos(x1) + x2
x2

2 + x1

]
. The figures to the

left show the original distribution before undergoing the transformation. To
the right the distribution after the transformation is shown together with the
first order Taylor approximation at the top and the ut approximation at the
bottom. The true distributions are obtained by Monte Carlo sampling and
transformation.
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The weights can be positive or negative, but to provide an unbiased estimate they
must satisfy

p−1∑
i=0

ω(i) = 1. (2.17)

The posterior mean and covariance estimates are then given by

µz =
p−1∑
i=0

ω
(i)
m Z(i), (2.18a)

Pz =
p−1∑
i=0

ω
(i)
c (Z(i) − µz)(Z(i) − µz)>, (2.18b)

with potentially different weights for the mean and covariance estimates and
Z(i) = h(X (i)). Figure 2.1(c) and (d), illustrates the ut for a 2-dimensional state
vector and the filter (ukf) obtained by using the ut as approximation method in
Algorithm 2, is explicitly outlined in Algorithm 3 [115].

The standard strategy for selecting the sp’s is to choose a set of 2nx + 1 points
symmetric around the mean µx, where nx = dim(x) [47, 115]. The symmetric
sp-set is obtained from

X (0) = µx, (2.19a)

X (±i) = µx ±
(√

nx
1 − ω(0)

Px

)
i

, i = 1, . . . , nx, (2.19b)

ω(±i) =
1 − ω(0)

2nx
, i = 1, . . . , nx, (2.19c)

where ( · )i denotes the ith column vector. The square root
√

Px can be any matrix
square root, but is usually implemented with the numerically efficient Cholesky
factorization method [112]. The weight ω(0) is associated with the mean sigma
point X (0) and is parameterized for tuning. Standard choices of parameterization
and parameter values are suggested in early publications on ut/ukf [42, 44, 45,
47, 48, 115]. There exists no general guidelines for how to choose the parameter
values and in ukf implementations the values are often either left unchanged
from the original suggestions or chosen ad hoc [12, 35, 75, 89, 119, 120]. A more
in-depth discussion on how to select sp’s and how the design parameters influ-
ence the transformation approximation is provided in Chapter 3.

2.1.5 Monte Carlo filter

The Monte Carlo transformation (mct) approximates the posterior statistics by
sampling from the prior distribution and letting each sample pass through the
nonlinear transformation [32]. The sample points x(i) are randomly selected,
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Algorithm 3 Unscented Kalman filter

Input: x0 with mean x̄0 and covariance P0, y1:N , u1:N and

ω
(i)
m , ω(i)

c for i = 0, . . . , p − 1
Initialize:

x̂0|0 = x̄0
P0|0 = P0

for k = 1 : N do
Time update:

Form sigma points: X (i)
k , i = 0, . . . , p − 1.

X (i)
k+1 = f(X (i)

k ,uk), i = 0, . . . , p − 1

x̂k+1|k =
∑p−1
i=0 ω

(i)
m X

(i)
k+1

Pk+1|k =
∑p−1
i=0 ω

(i)
c (X (i)

k+1 − x̂k+1|k)(X
(i)
k+1 − x̂k+1|k)> + Qk

Measurement update:
Form new sigma points: X (i)

k , i = 0, . . . , p − 1.

Y (i)
k = h(X (i)

k ,uk), i = 0, . . . , p − 1

ŷk =
∑p−1
i=0 ω

(i)
m Y

(i)
k

Pyyk+1|k =
∑p−1
i=0 ω

(i)
c (Y (i)

k − ŷk)(Y
(i)
k − ŷk)> + Rk

Pxyk+1|k =
∑p−1
i=0 (X (i)

k − x̂k+1|k)(Y
(i)
k − ŷk)>

Kk = Pxyk+1|k(P
yy
k+1|k)

−1

x̂k+1|k+1 = x̂k+1|k + Kk (yk − ŷk)
Pk+1|k+1 = Pk+1|k −KkPyyk+1|kK>k

end for
Output: x̂k+1|k+1, Pk+1|k+1, k = 0, . . . , N

which differs from the ut method where the sigma point selection is determinis-
tic. Considering the nonlinear mapping in (2.12), estimates of the posterior mean
and covariance is then given by

z(i) = h(x(i)), i = 1, . . . , N , (2.20a)

µz =
1
N

N∑
i=1

z(i), (2.20b)

Pz =
1

N − 1

N∑
i=1

(z(i) − µz)(z(i) − µz)T , (2.20c)

where N is the number of sampled points. This method does, under weak condi-
tions, converge to the correct moments of the posterior distribution and asymp-
totically this should be the best possible approximation. The mct is therefore
used for validation in numerical comparisons in this thesis. See Figure 2.1 for an
illustration of the mct for a 2-dimensional state vector.
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2.2 Performance measures

This section introduces a number of measures to evaluate the performance of
a state estimator. The Cramér-Rao lower bound (crlb) provides a theoretical
bound on the performance of a specific model and sensor setup, while the log-
likelihood metric indicates how well a specific system of models represents a
particular dataset.

2.2.1 Cramér-Rao lower bound

The crlb provides a lower bound of the variance of an unbiased estimator [52],
and highlights the impossibility of finding an unbiased estimator with a variance
less than the bound. This provides a benchmark against which the performance
of an available estimator can be compared. Given the regularity condition

Ey|x [∇x log p(y|x)] = 0 for all x, (2.21)

where ∇x denotes the gradient operator with respect to the state vector, and the
expected value is taken with respect to p(y|x), which is the probability function
of the observations y with the state x as a parameter. The crlb gives a bound on
the variance of any unbiased estimator of x

cov(x̂) � I−1(x0), (2.22)

where � is interpreted as [cov(x̂) − I−1(x0)] being a positive semi-definite matrix,
and I (x0) denotes the Fisher information matrix (fim) evaluated in the true state
x0. The fim is defined by

I (x0) = −Ey|x
[
∇2

x log p(y|x)
∣∣∣
x=x0

]
, (2.23)

where ∇2
x denotes the Hessian with respect to the state, and the derivatives are

evaluated in x = x0.
Information is additive [32] and using the datasets y1:N of independent obser-

vations yi to estimate x, each yi having the information Ii(x), yields

I (x0) =
N∑
i=1

Ii(x0). (2.24)

For the special case of a Gaussian distribution of the observations

y ∼ N (µ(x0),P(x0)), (2.25)

the fim is given by [52]

[I (x0)]ij =
(
∇xiµ(x0)

)>
P−1(x0)

(
∇xjµ(x0)

)
+

1
2

tr
[
P−1(x0)

(
∇xiP(x0)

)
P−1(x0)

(
∇xjP(x0)

)]
, (2.26)
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where [ · ]ij denotes the (i, j)-element of the matrix and xi denotes the ith element
of the state vector. A special case of (2.26) used in Chapter 4 is when the covari-
ance is independent of x and the second term evaluates to zero. The information
matrix can then be written in matrix form as

I (x0) = ∇>x µ(x0)P−1∇xµ(x0). (2.27)

2.2.2 Information measures

When a filter is used for state estimation, a measure based on the covariance or
information matrix can be used as an indicator of the performance of the esti-
mator. To allow for comparison between different estimators a scalar measure is
desirable. A comprehensive analysis of several alternatives, all based on the eigen-
values of the covariance- or information matrix, is performed in [117]. Here, only
the most common alternatives are briefly introduced. For all of the measures it
is desirable to minimize the value for the covariance matrix and maximize the
value for the information matrix.

Trace

The trace of the covariance or information matrix is the same as the sum of its
eigenvalues

tr(A) =
∑

eig(A). (2.28)

Under a Gaussian assumption a covariance matrix can be represented as an el-
lipsoid bounding a likely value of the state vector given a specified probability.
The length of the principal axes of the ellipsoid is proportional to the eigenval-
ues of the covariance matrix. The trace of the covariance matrix then represents
the sum of the length of those axes, and can be interpreted as the overall mean
square error (mse).

Determinant

The determinant of a matrix is the product of its eigenvalues,

det(A) =
∏

eig(A). (2.29)

As with the trace, the determinant has an interpretation for a covariance matrix.
The determinant is proportional to the volume of the ellipsoid determined by the
covariance matrix.

2-norm

The 2-norm of a covariance- or information matrix equals its largest eigenvalue

‖A‖2 = max[eig(A)]. (2.30)

For the covariance matrix, this corresponds to the length of the major axis of the
associated ellipsoid.
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2.2.3 Log-likelihood

The crlb, and the information measures, give insight to how well a state esti-
mator can possibly perform under the conditions of a specific sensor setup and
model, assuming that the estimator is unbiased. However, in cases where the full
structure of the model is not known, or in real life application where the model is
an approximation of a physical system and the estimator is most certainly not un-
biased, some other metric is needed. To evaluate how well a model represents a
specific dataset, the log-likelihood of the estimate is often used as a performance
measure.

If the true state x0 of a system is known, often referred to as the ground truth,
the likelihood of an estimator to actually estimate the true value of the state vec-
tor are the probability of x̂ = x0. If the state estimate has a Gaussian distribution,
this probability can be written as

p(x̂|x0) =
1

(2π)
nx
2 (det P̂)

1
2
e−

1
2 (x̂−x0)>P̂−1(x̂−x0), (2.31)

where nx is the dimension of the state vector. The natural logarithm is a monoton-
ically increasing function, and the logarithm of a function has the same extreme
points as the function. It also has the benefit of simplifying computations in this
case and therefore the logarithm of the probability density function (pdf) is often
considered [52]

log p(x̂|x0) = −nx
2

log(2π) − 1
2

log(det P̂) − 1
2

(x̂ − x0)>P̂−1(x̂ − x0). (2.32)

If no ground truth for the state vector is available for evaluation, the observa-
tions can be used instead. The likelihood of an observation conditioned on the
state estimate p(y|x̂) is then considered. For a Gaussian distribution of y this can
be written as

log p(y|x̂) = −
ny
2

log(2π) − 1
2

log(det Ŝ) − 1
2

(y − h(x̂))>Ŝ−1(y − h(x̂)), (2.33)

where h(x̂) predicts the observations given the estimated state x̂, and Ŝ is the
covariance of these expected observations. The log-likelihood considers both the
mean and covariance of the state estimate and provides the maximum likelihood
estimator if used as cost function in an optimization problem. This approach is
used in Chapter 3.

Note that the last term in (2.32) and (2.33) are often referred to as the normal-
ized estimated error squared (nees) and normalized innovation squared (nis),
respectively. The nees and nis can be used for consistency tests or divergence
monitoring of a filter implementation [20, 32].

2.3 2D LIDAR sensors

In robotics, 2D lidar is a popular choice of sensor for 2D localization applica-
tions. A lidar measures the distance, along beams with different transmission
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angles, to nearby objects or walls. This section considers the properties of 2D li-
dar sensors that are important in a state estimation setting. The lidar data is uti-
lized in the measurement update in the filter framework, and in this section dif-
ferent measurement models with associated noise properties are discussed. Fig-
ure 2.2 depicts typical 2D lidar scans from commonly used and freely available
datasets, one collected in an office environment and another in an outdoor park.

2.3.1 Ray measurement model

A lidar sensor typically outputs a complete scan of measurements, covering
all transmission angles. However, an intuitive model for lidar observations is
obtained by first considering only one ray measurement. For ray i in a scan con-
taining m rays, the measurement function can be written as,

yi = ri + ei , i = 1, . . . , m, (2.34)

where ri is the measured range from the sensor to a point in the environment
that this particular ray hits, and ei is noise. The range depends on the state and
on the surroundings. Let M denote a representation of the surrounding, e.g., a
map of the operation area. Individual ray measurements from a complete scan
are then stacked in a vector as y =

[
y1 y2 . . . ym

]>
. For a given time step, the

measurement function in (2.2) can be written as,

yk = h(xk ,M) = rk + ek , (2.35)

where rk , and ek are similarly stacked vectors with ranges and noises, respectively.
When this measurement model is used in a filter, h(xk ,M) is often computed us-
ing ray-casting, which is a non-trival and computationally expensive operation. A
sensor is virtually placed in the environment and each ray trajectory is traversed
until it hits a wall or some other object in the map.

Simplistic noise model

A simplistic noise model is obtained by assuming white Gaussian noise, ek ∼
N (0,Rk) [103]. The covariance Rk is in the simplest case diagonal, by assuming
each ray measurement being independent of one another. Often also the same
variance is assumed for each ray and each time step, Rk = σ2

RI. In the probabilistic
framework, this yields,

p(y|x,M) = N (y|r, σ2
RI). (2.36)

Though heavily simplified, this model is often used with good results by increas-
ing the magnitude of σ2

R to incorporate all possible error sources [32, 54].

Physical noise model

By taking a closer look on the physics of a laser beam, it is evident that the as-
sumption that the variance is equal for all rays is not valid. The laser beam is
in fact cone-shaped and the variance of the measurement depends on the range
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(a) The Intel dataset is freely available in the Radish reposi-
tory and the github repository accompanying [107] provides
the ground truth data used to obtain this picture.

(b) The Victoria park dataset, available through [30] and the
ground truth data used to generate this picture is provided in
the github repository accompanying [107].

Figure 2.2: Examples of point clouds acquired by 2D lidar’s in an indoor
office environment and an outdoor park. Blue circles mark sensor positions.
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αr

Figure 2.3: A laser beam is in fact cone shaped. This induces errors in the
measurement dependent on the nominal measured range r, and the angle of
incidence α, to the measured target.

of the measurement and on the angle of incidence of the ray to the object it hits
[79], see Figure 2.3. If Rk = diag(σ2

1 , σ
2
2 , . . . , σ

2
m) the variance for a single ray is

proportional to the squared range, and inversely proportional to the cosine of the
inclination angle,

σ2
i ∝

λr2
i

ρ cosαi
∝

r2
i

cosαi
, (2.37)

where λ is the wavelength of the emitted laser and ρ is the reflectance of the
target object. By using the range and inclination angle, a better approximation of
the variance, individual to each ray, can be used in the model.

Error sources

The error modeled by the variance in (2.37) is due to the limited resolution of the
sensor and other physical effects of the laser beam. However, in a 2D position es-
timation setting there are other sources where possibly large errors can originate
from.

• Unexpected objects. Objects not presented in the map, causes the lidar to
produce unexpectedly short range measurements. Typical objects are other
vehicles, humans passing by, mist, fog, and water particles in the air, or
something else in the environment that has been changed since the map was
produced. These objects cause range measurements shorter than expected,
never longer, and will therefore introduce a bias in the measurements.

• No return measurements. Sometimes, objects or wall sections are totally
unseen by the lidar ray, causing a max-range measurement output from
the lidar. In many circumstances this is a quite frequent event, especially
when the reflectance of the target is low. No return measurements are also
obtained if the sensor for some reason does not register the reflected ray.

• Errors in the map. If the map is not a perfect representation of the op-
eration area, a ray-casting algorithm will produce expected measurements
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with potentially large differences to real observations.

• Incorrect planar 2D world assumption. If the sensor is not completely
horizontally mounted, or if the ground where the robot is moving is not
perfectly planar, roll and pitch of the vehicle causes the laser ray to hit a dif-
ferent vertical spot on the object than intended. This adds errors especially
for long range measurements, and the error is even larger if the environ-
ment is not constant in the vertical direction.

• Random measurements. Finally, sensors occasionally produce entirely un-
explainable measurements. This could be from sources not included in this
list or phantom readings subject to unexpected multi-path effects or cross-
talk between different sensors.

Advanced error models

To better describe the error sources presented above a noise model more sophis-
ticated than independent and identically distributed (iid) Gaussian noise is suit-
able. In [104] a probabilistic approach is taken where all possible error sources
are modeled as a stochastic distribution, not necessarily Gaussian. The distri-
butions are linearly combined to form a distribution for the total measurement
error. Intrinsic parameters can then be learned for a specific sensor and operation
environment.

The concept of learning parameters for a specific setup is also explored in
[103], where a model originally developed to simulate realistic lidar data is pre-
sented. An additive Gaussian noise model is assumed as in (2.34) where each
ray is considered separately. The mean and covariance of ei is then assumed to
depend on the range and inclination angle of the measurement,

ei ∼ N (µe(ri , αi), σ
2
e (ri , αi)). (2.38)

The probability of obtaining a no-return measurement Pnoreturn(ri , αi) is also in-
troduced in the measurement model, which yields

yi =

max range, with probability Pnoreturn(ri , αi)
ri + ei , with probability (1 − Pnoreturn(ri , αi))

(2.39)

for one ray. The functions µe(ri , αi), σ2
e (ri , αi) and Pnoreturn(ri , αi) can be learned

from data recorded with a specific setup, resulting in a realistic error model for
this particular scenario. Various regression techniques can be used for learning
[103]. In this thesis a support vector machine (svm) model [13] is used to simu-
late realistic laser data.

2.4 Scan registration

Instead of considering each ray in a laser scan individually in the measurement
model, as in (2.35), there are methods to process a complete scan at once. This



thesis: 2021-04-21 9:38 — 34 (“22”)

22 2 Background

section considers scan registration methods and how they can be incorporated in
the filtering framework.

A scan registration method matches and aligns two scans, where the output
often is a rigid body transformation (R, t), between the scans. A well estab-
lished algorithm worth introducing is the iterative closest point (icp) method
[10, 19]. The icp algorithm alternates between nearest neighbor association and
least-squares optimization to compute the best rigid body transformation be-
tween two point clouds given the most recent association.

Given two point clouds

Pk =
{
pki

}Nk
i=1

, (2.40a)

Pl =
{
pli

}Nl
i=1

, (2.40b)

with pi ∈ RD , the following optimization problem is solved

min
R,t

C(Pk , Pl) = min
R,t

Nk∑
i=1

Nl∑
j=i

wi,j

∥∥∥∥pki −
(
Rplj + t

)∥∥∥∥2
, (2.41)

where wi,j is 1 if point pki and point plj are assumed to describe the same point
in space, and 0 otherwise. The algorithm iteratively finds the nearest neighbor
point pair, then computes (R, t) and repeats until convergence [29].

The icp algorithm is fast and in general produces good results when the ini-
tial offset between the scans is small [86]. The original version of the algorithm
provides no estimate of the uncertainty of the resulting transform, but various
versions have been developed over the years to improve performance and special-
izations for specific applications [9, 14, 27, 68, 83, 95]. In [69] icp is used for
underground navigation.

An alternative to icp for scan registration is the normal distribution transform
(ndt) [11] where the 2D plane is divided into cells and each cell is assigned a
normal distribution modeling the probability of measuring a point.

In [86] a conditional random field (crf) [58] is used to match 2D laser scans.
Some locally defined features computed for each laser point (for example, relative
distances between points in the scan, angle between the segments connecting a
point to its neighbors or sum of distances to neighboring points), are combined
to define a signature for a complete scan. This signature is then used to produce
a rigid body transformation between the scans.

The transformation obtained from a scan registration method, can be con-
verted to an indirect measurement of the state vector. This reduces the measure-
ment model to,

yk = xk + ek , (2.42)

causing the complete filter to act as a low pass filter for the state estimate. This
measurement model gives an enormous reduction of computational complexity
in the measurement update of the filter since it reduces the dimensionality of
the measurement space. Inference in a high-dimensional measurement space is
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costly and inference in the low-dimensional space can be orders of magnitude
more efficient [104]. That is, as long as the scan registration algorithm itself is
computationally feasible.

2.5 Feature extraction

The measurement models (2.35) and (2.42) in Section 2.3 and 2.4, respectively,
are based on raw sensor measurements. An alternative approach is explored
in this section where the data is preprocessed and features are extracted from
the measurements. Feature extraction methods are available for different sensor
types, but the focus in this thesis is on feature extraction for 2D lidar data.

As for the measurement model in (2.42) emerging from a scan registration
method, a benefit from pre-processing the raw sensor data and extract high-level
features is the reduced dimensionality of the observation space. Most feature
extraction methods extract a small number of features from high dimensional
lidar measurements [104]. As discussed in Section 2.4, this reduces the compu-
tational complexity in the filter algorithm. Furthermore, a feature extraction ap-
proach makes it possible to perform a filter update without the computationally
costly ray-casting operation. As further investigated in Chapter 5, this approach
also increases robustness against errors in the map.

The computer vision community has successfully built an arsenal of feature
extraction methods for the purpose of getting robust data associations in noisy
data with low computational effort [56]. Procedures developed for image and
point cloud processing have also been adopted for feature extraction methods
specifically adapted to 2D lidar data [50, 107, 110]. These 2D lidar feature
extraction methods are proven to perform well in clean indoor environments.
The established procedure to recognize points, regions, or objects in sensor data
consists of first detecting interest points, also known as keypoints, and then com-
puting a distinctive signature for each of them, called a descriptor. A keypoint
is ideally viewpoint invariant, repeatable and descriptive over the region of de-
tection. The descriptor is usually a vector encoding the (physical) neighborhood
of the keypoint enabling more robust matching among points acquired from dif-
ferent viewpoints, with different sensor noise, and which might also be affected
by occlusion. Incorporating the feature extraction procedure into the positioning
problem gives the work-flow of a measurement update, as depicted in Figure 2.4,
starting with the input sensor data, resulting in a position estimate of the moving
vehicle.

Detectors and descriptors are typically presented in pairs as complete feature
extraction methods. However, it is in general possible (but not always compu-
tationally efficient) to use any detector in combination with any arbitrarily cho-
sen descriptor. Therefore, the detectors and descriptors are here presented sepa-
rately.
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Sensor Data

Detection

Description

Data Association

Pose Estimation

Figure 2.4: The work-flow when a feature extraction method is used for po-
sitioning. A detector searches the input sensor data for keypoints, and a de-
scriptor computes a distinctive signature for each of them. The descriptors
are used in the data association step to enable more robust correspondence
matching when data is acquired from different viewpoints.

2.5.1 Sensor data

Data from 2D lidar sensors can easily be converted to points clouds. Often when
a point cloud is considered it is assumed to be a, compact, dense, and in many
cases, 3D point cloud, see Figure 2.5 for an example. A point cloud produced
by a 2D lidar contains much less information and is very sparse in comparison
to a 3D point cloud. The point cloud is, at least approximately, describing a 2D
plane, and depending on the environment the data is more or less scattered, see
Figure 2.2.

2.5.2 Detectors

A substantial amount of research effort is put into object detection and recogni-
tion in images. For 3D point clouds, several keypoint feature detectors have been
proposed that mainly originate, or at least are strongly influenced by, methods
from image processing, see for example [7, 67, 94, 109]. Since this type of data is
not the focus of this thesis, an interested reader is referred to some of the many
surveys and performance evaluations available on this topic [28, 31, 96]. From
now on, only 2D point clouds are considered.
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Figure 2.5: 3D point cloud produced by a RGB-D (Kinect-style) camera,
showing a scene containing furniture [59]. The colors indicate distance from
the sensor.

Image feature detectors

By converting 2D laser data into an image, feature detectors designed for images
can be directly applied without further adaptions. Detailed descriptions of dif-
ferent algorithms for image feature detection can be found in [56]. Some worth
mentioned by name are:

• The Harris corner detector [36], which defines a corner as the crossing of
two different edge directions, where an edge is a sudden change in image
intensity. A structure tensor is computed consisting of the covariance of
directional derivatives in the local neighborhood of a pixel. From the eigen-
values of this tensor it can be identified if the pixel is uninteresting, on an
edge or if it represents a corner point.

• The Shi-Tomasi detector [100], is an optimization of the Harris corner de-
tection. By only considering the minimum eigenvalue, the computational
complexity is considerably reduced.

• The scale-invariant feature transform (sift) [66], convolves a raw image by
Gaussian kernels at different scales, t, to form blurred or smoothed images.
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Differences of successive smoothed images at different scales are formed,
and keypoints are taken as extreme points of the difference images.

In [62, 63], 2D lidar data is rasterized into an image and Shi-Tomasi corner de-
tection is applied. This approach enables the re-use of elaborate computer vision
algorithms. However, it is computationally expensive to perform rasterization of
laser measurements and the rasterization introduces inaccuracies.

2D LIDAR detectors

Data acquired from a 2D lidar consists of relatively few points, the point density
is highly non-uniform and not view-point invariant. The nature of the data affects
how to extract stable and distinguishable keypoints, and there are few works
specialized on 2D laser data keypoint features.

One of the first attempts to detect and describe keypoints in 2D range data
is [14], where keypoints are selected at locations of high curvature in submaps
defined as a collection of multiple laser scans. In the subsequent work [15], dif-
ferent types of keypoint detectors are tested, but all of them search for keypoints
in a submap rather than in a single scan. This makes their approach more of
a submap characterization technique for place recognition rather than a feature
extraction method.

Although, general feature detectors specialized on 2D range data are few,
there exist three quite recently developed such methods presented below, namely
fast laser interest region transform (flirt), fast adaptive laser keypoint orienta-
tion invariant (falko), and B-spline based interest point detector (bid).

FLIRT

In [107] the fast laser interest region transform (flirt) is presented as a detector
for locally defined keypoints for 2D laser data. The flirt method adopts the
scale space theory used in sift. First, the original data is represented by a family
of smoothed signals parameterized by t, the size of a Gaussian smoothing kernel.
Then, differences of the smoothed signals are formed and peaks are identified
to locate keypoints. Three different detectors are presented in [107]. The first
one operates on the raw range data and the second one on a local approximation
of the normal direction in each point. The third, and also the best performing
one according to simulations performed in the paper, adapts the work done for
3D point clouds in [109] to 2D range data. The range data defines a curve in
Cartesian 2D space and the scale space theory is applied to this curve. An integral
operator maps the input curve into a multi-scale parameterization

S(α(s); t) =
∫
Γ

k(s, u; t)α(u) du, (2.43)

where Γ is the curve, α(s) is the parameterization of the curve by the geodesic
coordinate s, and k(s, u; t) is a Gaussian kernel with mean s − u and standard
deviation t. The integral is approximated by a sum and to compute the Gaussian
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kernels in the sum the geodesic distance between each observed point pair is
required. As suggested in [109], disjoint minimum spanning trees (dmst) are
used for this purpose in the flirt algorithm, where the number of disjoint trees
is a design parameter. When dmst is used for the curvature approximations, the
range data is considered an unordered point cloud, and extreme outliers such as
no-return data are automatically ignored, see [17] for details.

Keypoints are then detected as local maxima of the exponential damping ex-
pression

F(pi , t) =
2‖pi − S(α(s), t)‖

t
e−

2‖pi−S(α(s),t)‖
t , (2.44)

where pi represents each scan point. To find peaks of F(pi , t) two design parame-
ters have to be determined, the minimum value of F(pi , t) to be considered a peak
(Fmin) and the minimum separation between peaks (Fdist).

The scales to consider for the curve fitting are determined by

t = t0(ti)
k , (2.45)

where t0 and ti are scalar design parameters, k ∈ 0, 1, . . . nk − 1 is the current scale,
and nk gives the number of scales.

FALKO

In [50] a novel keypoint detector specialized on 2D range data is proposed, the
fast adaptive laser keypoint orientation-invariant (falko) detector. This method
focuses on finding stable view-point invariant keypoints like corners, rather than
gaps and isolated points. The detector is designed to be orientation invariant
and measurement sparsity independent by considering neighboring data points
within a variable radius of the candidate point. A set of neighboring points of an
observed point pi , is defined as

C(pi) =
{
pj ∈ S : ‖pj − pi‖ < ri

}
, (2.46)

where the radius ri is computed as

ri = aeb‖pi‖, (2.47)

where ‖pi‖ is the distance from the observed point to the sensor origin. The
design parameters a and b scale the neighborhood radius, where a has most effect
on short range measurements, whereas b has a greater impact on longer ranges.
The two endpoints in each neighbor set pjmin

and pjmax
do, together with the point

pi itself, form a triangle. As a first rough approximation of a corner, this triangle
is used to discard many points as keypoints candidates. If the base or height of
the triangle is less than ri

β the point is discarded. Greater values of β allows both
wider and sharper corners as candidate points.

For the remaining candidate points, the set C(pi) is divided into two subsets

CL(pi) =
{
pj ∈ C(pi) : j < i

}
, (2.48a)

CR(pi) =
{
pj ∈ C(pi) : j > i

}
. (2.48b)
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For each point in any of the sets, a quantized orientation φj , with respect to the
candidate point is computed by forming a grid with sn circular sectors centered
on the candidate point. The orientation is then defined as in which circular sector
the point pj lays in, and a discrete distance function dθj ,θk is defined as how many
sectors are between θj and θk . A cornerness score is then computed for each of
the two subsets in (2.48) as the sum of all point pair distances in the subset

scoreL(pi) =
jmin∑
h=i−1

jmin∑
k=h−1

|dθ(φh, φk)|, (2.49a)

scoreR(pi) =
jmax∑
h=i+1

jmax∑
k=h+1

|dθ(φh, φk)|. (2.49b)

The score is small if the points in the subset is aligned with each other. A total
score for a candidate point is then defined as the sum of scoreL(pi) and scoreR(pi)
and keypoints are chosen as local minima of the scores. To avoid ambiguous key-
points a non-maxima suppression (nms) procedure is applied defining a mini-
mum distance between keypoints, NMSmin.

BID

The B-spline based interest point detector (bid) is introduced in [110]. It uses
the same concept as falko by extracting high curvature candidate points using
a set of neighbor points defined as in (2.46) with a radius growing with mea-
sured range as in (2.47). The points in C(pi) are used to approximate a B-spline
curve that in turn is used to determine corner existence. First a B-spline curve
is constructed with four control points, evenly distributed along the axis corre-
sponding to the largest eigenvalue of the covariance matrix of C(pi). Then, the
iterative point distance minimization (pdm) algorithm is applied to the initial B-
spline to fit it to the data points in C(pi). The resulting B-spline is denoted S(t).
The normalized Euclidian distance between two median control points pc1 and pc2
of the approximated curve S(t)

E =
‖pc1 − pc2‖∑2

i=0 ‖p
c
i − pci+1‖

, (2.50)

is used as a measure of curvature. Keypoints are defined as local maxima of the
inverse of the normalized Euclidean distance E−1 with scores above a threshold
Tth.

An advantage with the bid method is that the approximated curve can be in-
terpolated along the B-spline to get a more precise location of the keypoint, that
also depends less on the point density. A disadvantage is the computational ef-
fort it takes to approximate the B-spline curve. This computational burden is
somewhat lowered by a threshold when pdm is applied. If the error, according to
(2.50), of the initial curve, is lower than a threshold Eth, the pdm is not applied
and the candidate point is disregarded. Such situation occurs in low curvature
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regions. As for the falko detector a nms procedure is suggested to avoid am-
biguous keypoints.

Computation time comparison

The falkomethod includes only simple computations and is therefore well suited
for real-time applications. This is experimentally verified in [110], where compu-
tation times for flirt and falko are compared to their own contribution bid.
falko is roughly 50 times faster than flirt and 100 times faster than bid.

Geometric detectors

The extraction of various high-level geometric features have been used in asso-
ciation with lidar sensors, e.g., line segments [76, 84, 91, 101], poly-lines [114],
curve segments [80], circles [113, 122], Bezier curves [72] or B-splines [82]. These
are strictly not feature keypoints as they are not view-point invariant points of
interest with an associated descriptor. Due to the use of specific geometric fea-
tures, these approaches do not provide robust solutions in a general environment
of any shape.

2.5.3 Descriptors

A good descriptor should capture the signature of a keypoint regardless of view-
point, sensor noise, or occlusions. When used for localization or place recogni-
tion, the detector is usually defined as a fixed-length vector or a histogram, ac-
companied by a distance metric. This is to make the descriptor computationally
efficient when used to robustify the data association step. Although, for image
processing there exist more complex descriptors. Two examples are the basis
space descriptors, where the descriptor is defined in another basis, and the poly-
gon shape descriptors, where the features are based on the perimeter of a polygon
shape [56].

Since the same feature can be perceived from different view-angles, descrip-
tors can also include additional information about the orientation of the keypoint.
Thus, for matching, the descriptors can be rotated to be aligned before the dis-
tance metric is evaluated.

As for detectors, there has been substantial work performed in the computer
vision community [16, 56, 61], and in [63] the sift descriptor is used for 2D range
data. However, the results in [50, 110] indicate that stable detection of feature
points is much more important than a sophisticated description to obtain good
feature matching in 2D laser data. Therefore the main focus of the reminder
of this section is on the descriptors accompanying the flirt, falko, and bid
detectors in [107], [50], and [110], respectively, all originating from the same
concept of a shape context.
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(a) Log-polar histogram (b) Linear-polar histogram

Figure 2.6: Histograms used by a shape context descriptor.

Shape context

In the early range data feature extraction attempt in [15], multiple detectors are
discussed and evaluated. They consider a region with a fixed radius of 9 m and
include data from multiple scans when computing description vectors. This is
suitable for their place recognition purpose, but it cannot really be viewed as a
local keypoint feature descriptor. Nevertheless, one of the best performing de-
scriptors in the experiments conducted in [15] is based on the concept of shape
contexts, which is also the case for the descriptors used in state-of-the-art range
data feature extraction work [50, 107, 110]. The concept of shape contexts is de-
veloped for object recognition in images in [8]. Objects are treated as a set of
points sampled from the internal or external contours of the object. A reference
point is chosen and the distribution of the relative coordinates of the remaining
points is represented in a histogram. The bins of the histogram are uniform in
log-polar space with rn bins in the radial direction and αn bins in the angular
direction, see Figure 2.6a. This histogram is defined to be the shape context de-
scriptor. This type of descriptor suits the range data well since the data is already
points and detected keypoints are natural choices of reference points.

β-grid

The β-grid descriptor is introduced in [107]. A linear-polar histogram (see Fig-
ure 2.6b) is suggested to reduce the impact of measurement noise that typically
occurs in radial direction in lidar data, and would be captured in the bins near
the centre in a log-polar histogram. The radius of the histogram ρmax as well as an
inner threshold ρmin for when data points are ignored and assumed ambiguous,
are design parameters for the β-grid descriptor, together with rn and αn defined
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in the section above. The symmetric χ2-distance function defined as

d =
1
2

∑
i

(xi − yi)2

(xi + yi)
, (2.51)

where xi and yi are elements in different histograms, is used to compare descrip-
tors. The β-grid descriptor also encodes the probabilities of free-space into the
histogram by applying Bayesian parameter learning. This gives a distinction be-
tween a concave and a convex structure, but it only gives slightly improved perfor-
mance in experiments, and it could be questioned if the increased computational
complexity is worth it.

Binary shape context (BSC)

The binary shape context (bsc) descriptor accompanying the falko detector is
introduced in [50]. This descriptor uses the same structure with the linear-polar
histogram as in [107], but limits the histogram to be binary. With bins that are
either filled or empty, the influence of the point density is reduced. A natural
choice of ρmax is the region for where the set of neighboring points are defined,
resulting in different histogram sizes for different keypoints, ρmax = ri . The dis-
tance metric associated with this descriptor is a Hamming-like function and the
orientation of each keypoint can be computed using a variant of the intensity
centroid presented in [92].

Spline distribution histogram (SDH)

In [110] the similar spline distribution histogram (sdh) descriptor is proposed,
but with improvements using results from their B-spline based detector. Since B-
spline approximations of the curve in the vicinity of a keypoint is performed in
the detection step, the curve can be interpolated to remove the point density de-
pendency. The histogram can be kept non-binary not to lose information about
the alignment of neighboring points. The interpolation is done with equal dis-
tance dt between points along the spline. The symmetric χ2-distance is used to
measure the distance between two sdh descriptors. The orientation of keypoints
are computed using the centroids as in [50], but now applied to uniformly sam-
pled points along the approximated spline instead of neighboring points from
the point cloud.

2.5.4 Data association

In order to use keypoints obtained by feature extraction in a state estimation
application, each keypoint in a point cloud has to be associated to a specific key-
point in another point cloud. The purpose of data association is twofold; it should
match keypoints detected in different point clouds corresponding to the same ac-
tual feature, and it should filter out and ignore outliers not having a true match
in any of the point clouds.
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Feature matching

Even though feature descriptors are designed to provide robust feature matching
between scans, pure descriptor association usually gives poor results in experi-
ments [50, 73, 107]. Therefore, some other data association technique is often
used in conjunction with the feature descriptors. For position estimation pur-
poses, where a good initial estimate is known, the descriptors can be used as a
gating rule for geometric associations. For place recognition and loop closure
applications other data association algorithms are often used, e.g., geometrical
landmark relations (glare) [37, 50, 110], where 2D laser scans are transformed
into pose invariant histogram representations, or, as in [6, 110], a graph theo-
retic approach. The relative geometry between points in a scan is used to build
graphs and then the maximum common subgraph is used to match different
scans. In [49] a comparison of different data association techniques based on
extracted falko features is performed. The Hungarian algorithm, a combina-
torial optimization method for solving assignment problems, is suggested as a
data association method well suited for shape context descriptors [50, 56], but
no experiments provide any insight of the performance when applied to 2D laser
data.

Outliers

Data association in noisy data containing outliers can be a serious problem in ro-
bust state estimation. When individual matching of laser rays are used, an outlier
gives false information as input to the state estimation method. In scan matching
algorithms acting on raw data, outliers can cause inaccurate transformations or
possibly incorrect matching. Random sample consensus (ransac) [25] is an iter-
ative method designed to robustly handle outliers in data. This method is very
general and can be applied to various kinds of data. It is a common strategy to
increase robustness towards outliers in scan matching algorithms, and in [107] it
is used for loop closure detection on keypoint feature data.

Using a feature extraction approach, sporadic outliers can either be filtered
out by a sophisticated detector/descriptor (as e.g., thedmst in flirt), or it results
in keypoints that cannot be matched and therefore ignored for further processing.
If lots of outliers are present this can of course result in severe information loss,
but a state estimation method is never fed with false information. In addition to
this already built in robustness against outliers, ransac can of course also be ap-
plied to detected keypoints to further improve the outlier rejection capabilities.
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Kalman filter

This chapter addresses the problem of proper tuning of the design parameters
of the ukf. With bad design parameter values the ukf can have embarrassingly
poor performance [24, 108]. Yet there exists no established procedure for how to
tune them. Attempts have been made to perform data driven automatic tuning
of the parameters, but without providing intuition of why a parameter setup is
particularly good or bad for a certain problem. In [102] the parameter κ is tuned
with a maximum likelihood estimate, and in [98] the tuning of the design param-
eters, as well as the choice of process and measurement noise, is formulated as
an optimization problem, solved by a stochastic search algorithm. Tuning of the
process and measurement noise is also considered in [20], where an approach
based on Gaussian processes (gp) is presented. In [108] a gp-based optimizer is
used to tune α, β, and κ by learning from sequences of data. This method is com-
putationally intractable for the underground mine application since simulation
of trajectories is time consuming and results in a too expensive cost-function. In
this chapter a simpler automatic tuning procedure of the design parameters is
proposed, still providing good results. The obtained parameter values are also
shown to be inline with developed guidelines and heuristics, providing tools to
reason about why a particular parameter setup is good or bad for a specific prob-
lem.

This chapter starts by unfolding details about the ut and the origin of the
associated design parameters in Section 3.1. In Section 3.2 guidelines for choos-
ing parameter values are developed, followed by an optimization based tuning
method presented in Section 3.3. Section 3.4 contains verifying experiments with
both a simpler simulated example and with real data recorded in an underground
mine environment.

33
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3.1 Unscented transformation

The ukfwas developed as an approximative solution for nonlinear filtering prob-
lems [47]. However, the internally used ut can be interpreted from the perspec-
tive of other computational frameworks and taking these viewpoints allow for
useful insights.

• In [60] the ut is derived as a special case of statistical linear regression.

• For a Gaussian prior, there are similarities to the Gaussian Quadrature tech-
nique, a technique to numerically evaluate integrals [111]. In [38] Gaussian
quadrature is utilized to compute the recursive Bayesian estimation inte-
grals under a Gaussian assumption, and for certain choices of sp’s in the ut,
the two methods coincide.

• In [93] it is shown how a second order Taylor expansion fits the framework
of a standard symmetric sp-set. When the sp’s in a set approaches µx in
the limit, the ut approximates the derivative. The mixed derivatives in the
Taylor expansion is not completely captured by the sp’s, but the ut can be
interpreted as a method to approximate numerical derivatives.

In particular, the interpretation of the ut as a numerical derivative computation
is later in Section 3.2 used to construct intuitive guidelines for parameter tuning.
First, let us properly introduce the sp’s, how they are chosen and how different
parameterizations affect the sp-set.

3.1.1 Sigma point set

The most commonly used sp-set is symmetric around the mean µx, obtained from

(2.19). The distance of the sp’s to the mean is scaled by
√

nx
1−ω(0) , thus when ω(0)

approaches 1, the sp’s move further away from µx.
A strategy for selecting a non-symmetric, simplex set of sp’s is proposed in

[43]. This sp-set requires only nx + 2 points, compared to 2nx + 1 for the standard
symmetric set. Since the computational cost of the ut is proportional to the num-
ber of sp’s used, the simplex set has a lower computational cost, especially when
nx is large. Still, the strategy is rarely seen in the literature, and one possible
reason could be the following: For any valid sp-set, the first two moments, mean
and covariance, of the distribution are correctly represented. For the symmetric
set all higher order odd moments are zero, which is also true for a Gaussian dis-
tribution. Hence, for a true Gaussian distribution an error is first introduced in
the fourth order moment. The simplex sp-set gives the opportunity to introduce
a skew in the set. On the other hand, if the distribution is assumed Gaussian the
skew is zero. The set then has to be tuned to minimize the skew, and an error is
introduced already in the third order moment.
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3.1.2 UT parameters

A commonly used formulation of design parameters is given in [115], where the
parameters α, β and κ, introduced in [42] and [47], are used in combination to
parameterize the symmetric sp-set. The sp-set is then given by

X (0) = µx, (3.1a)

X (±i) = µx ±
(√

(nx + λ)Px
)
i
, i = 1, . . . , nx, (3.1b)

ω
(0)
m =

λ
nx + λ

, (3.1c)

ω
(0)
c =

λ
nx + λ

+ (1 − α2 + β), (3.1d)

ω
(±i)
m = ω

(±i)
c =

1
2(nx + λ)

, i = 1, . . . , nx, (3.1e)

where
λ = α2(nx + κ) − nx. (3.2)

The posterior mean and covariance are estimated by

µz =
nx∑

i=−nx

ω
(i)
m Z(i), (3.3a)

Pz =
nx∑

i=−nx

ω
(i)
c (Z(i) − µz)(Z(i) − µz)T . (3.3b)

The parameters α and κ are scaling parameters that determine the spread of
the sp’s, and β is introduced to minimize higher order errors in the covariance
estimate. Note that the weights are allowed to be positive or negative, as long as
they sum to 1.

The original formulation of the ut [47] only includes one tuning parameter,
κ, which is equivalent to setting α = 1 and β = 0 in the equations above. Using
κ > 0, spreads the sp’s further away from µx, and κ < 0 moves them closer, at
the same time adjusting the weights so that the sp’s still capture the first two mo-
ments of the distribution. With the symmetric sp-set, the third moment (skew) is
always zero due to the symmetry, and a perfect representation of the fourth order
moment (kurtosis) is in general not possible without extending the set with more
points [46]. Scaling the sp’s however, alters the kurtosis and for a Gaussian prior
the kurtosis can be captured by setting nx + κ = 3, see [47] for details.

All sp strategies share the property that with a large nx, the spread of the
points has to be larger to capture the covariance correctly. When the sp’s are
spread more they capture more non-local effects, which for many nonlinearities
is an unwanted effect. Hence, a way to move the points closer to the mean is
needed. However, κ < 0 can result in non-positive-semi-definite covariance esti-
mates, and therefore a numerically stable scaling parameter, α, is introduced in
[42]. The parameter α ∈ (0, 1] can be made arbitrarily small and α = 1 means
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no scaling. Thus, α cannot be used to spread the points further, only to move
them closer to the mean. The incentive not to sample non-local effects is further
stressed in [111, 115] where the small value α = 10−3 in combination with κ = 0
is suggested to decrease the spread of the sp’s.

With the parameter α introduced, the sp’s capture the kurtosis of a Gaussian
prior if nx + λ = 3 with λ defined by (3.2). For a small α this condition can be
fulfilled by adjusting κ > 0. However, as seen in (3.1) the spread of the sp’s is
completely determined by λ, and κ > 0 cancels the scaling effect of the small α.
This redundancy between α and κ should be handled as follows:

• If a decrease in the spread of the sp’s is desired, use κ = 0 and α < 1.

• If an increase in the spread of the sp’s is desired, use κ > 0 and α = 1.

Note also that for a Gaussian prior, there is a contradiction in shrinking the
spread of the sp’s to minimize non-local effects, and matching the kurtosis of
the prior distribution. This trade off has to be considered for every specific appli-
cation and the parameters need to be tuned accordingly.

By design the sp-set captures the first two moments of the prior distribution.
How errors in higher order moments of the prior affect the posterior estimate of
µz and Pz can be analyzed using Taylor expansions. This calculation is included
in the appendix of [46] and shows that if the moments of the prior are known
up to the 2mth order term, the posterior mean can be correctly calculated to the
2mth order term and the posterior covariance to the mth order term. This is fur-
ther stressed in [33], where it is shown that the posterior covariance is estimated
correctly by the ut to the second order term in the Taylor expansion for the spe-
cial case of a scalar x. For a vector valued x, the ut cannot express the mixed
second order derivatives occurring in the second order term of the Taylor expan-
sion of Pz , without extending the symmetric sp-set with more points to match
the prior kurtosis.

Second order errors in the Taylor expansion of the posterior covariance follow
directly from the fact that the sp’s fail to capture the kurtosis of the prior distribu-
tion. The parameter β is in [42] introduced to partially minimize the higher order
errors in the covariance estimate. It is argued that β = 2 cancels one of the second
order error terms, under the assumption of a scalar, Gaussian prior distribution.
The scalar assumption should indeed be emphasized here, since it is not explic-
itly stated in [42] and β is seldom changed even for non-scalar transformations
[12, 35, 75, 119, 120]. However, even for scalar priors β = 2 is not guaranteed
to be optimal. Without knowledge of the specific nonlinear transformation, the
canceled term is not guaranteed to be the main contributor to the error. The pa-
rameter β should therefore be tuned not only based on the prior distribution, but
also by taking the specific nonlinear function into consideration.

Table 3.1 summarizes the different parameter setups suggested by [47] and
[115], and also includes the cubature transform (ct) used in the cubature Kalman
filter (ckf) [2]. Even though the ct is derived from different principles than the
ut, it still fits the framework with this particular parameter setup.
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Table 3.1: Different standard parameter setups for the ut.
Method α β κ
ut1 [47] 1 0 3 − nx
ut2 [115] 10−3 2 0
ct [2] 1 0 0

Table 3.2: Approximation of mean µz , and variance Pz , for three different
distributions of x. The transformation z = g(x) is given by (3.4) with the
angular frequency ω = 4π. The number of Monte Carlo runs are 100 000.

Method
p(x) N (0, 0.25) N (2.2, 0.25) N (−2.2, 0.0025)

µz Pz µz Pz µz Pz
ut1 0 0.028 1.32 0.26 −1.30 4.27 · 10−5

ut2 0 1.58 0.18 2.93 −1.30 4.27 · 10−5

ct 0 2 · 10−6 0.87 0.13 −1.30 4.27 · 10−5

mct 0.0012 0.08 1.11 0.21 −1.30 4.28 · 10−5

3.2 Design parameter guidelines

In this section it is demonstrated how sensitive the ut is to changes in values
of the design parameters α, β, and κ. Using an example of a nonlinear transfor-
mation representative for measurement functions found in real life applications,
guidelines for how to choose parameter values are suggested.

3.2.1 Measurement function example

Consider the scalar nonlinear transformation

g(x) = 0.1x3 + 0.4 sin(ωx), (3.4)

where ω is a scalar constant. An instance of the function with ω = 4π is illus-
trated by the black curve in Figure 3.1. The function consists of a global trend, a
3rd order polynomial, with an added local sine-shaped variation. This separation
of a global trend and small scale local variations can be found in measurement
functions in real life applications. An example is range measurements to a rugged
surface where micro variations might cause linearizations not representative for
the surface, resulting in bad estimation results. This occurs in the case of li-
dar measurements to the walls in an underground mine described in detail in
Section 3.4.2.

The ut is applied with the standard parameter setups for three different pri-
ors on the transformation given by (3.4). The approximated posteriors are pre-
sented in Table 3.2, where also a mct is included for validation purposes. The
different values of the design parameters give very different results when the
prior uncertainty is large.

Consider the interpretation of the ut as a computation of a numerical deriva-
tive. The parameters α, β, and κ then determine how this derivative is computed.
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Figure 3.1: The black line shows the nonlinear transformation given by
(3.4). A third order polynomial combined with a rapidly changing sine-
curve, providing misleading gradient information. The angular frequency
is set to ω = 4π and the blue crosses and lines visualizes 100 realizations of
x ∼ N (−2.2, 0.0025) and x ∼ N (2.2, 0.25), respectively, with associated re-
alizations of measurements y. The measurements are realized with additive
white Gaussian noise of variance σ2

R = 0.01.

The transformation given by (3.4) has distinct derivatives not agreeing with the
global development of the function. Such a situation could benefit from averag-
ing the derivative by computing it based on a larger difference, capturing the area
of uncertainty. This explains why the ut2 parameter setup where α is small (and
hence also the spread of the sp’s), gives poor results in Table 3.2 for the larger
prior uncertainty.

3.2.2 Guidelines

To develop guidelines for how to choose design parameter values, this section
considers the scalar function in (3.4). However, the reasoning extends to the
multivariate case by allowing different parameter values in each direction.

The function in (3.4) has a global cubic behavior with added local variations
with a frequency of f = ω/2π. The frequency has a corresponding period, or
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Figure 3.2: µz and Pz for β = 0, µx = 2.2, Px = 0.25 and W = 0.5. The dotted
horizontal lines show the result from a mct with 100 000 realizations.

wavelength in x, W = 1/f . By using the interpretation of the ut as a numerical
computation of derivatives, it is reasonable to require the sp’s to at least capture a
wavelength of the local variations, to smooth out the local variations and instead
capture the global behavior. That is, requiring x(±1) − x(0) ≥ W , and by inserting
(3.1) this gives a condition for the tuning parameters

α
√

1 + κ ≥ W
σ
, (3.5)

by letting Px = σ2 and noting that nx = 1 for a scalar variable. Numerical exam-
ples are given in Figure 3.2, where the values on the x-axis are obtained by

κ = 0, α ∈ (0, 1], when α
√

1 + κ ≤ 1,

κ ∈ [0, 10], α = 1, when α
√

1 + κ > 1,

according to the recommendations in Section 3.1.2. Note the cyclic behavior in
both µz and Pz for α

√
1 + κ ≥ W

σ . The period of the behavior is approximately
W
σ = 1.

The parameter β primarily affects the covariance estimates with a small spread
of the sp’s, see Figure 3.3. For a larger spread, above W

σ = 1, β has a low impact
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Figure 3.3: Pz for different values of β. A priori mean and variance are given
by µx = 2.2, Px = 0.25 and the wavelength is constant W = 0.5. Small β gives
lower values of Pz for small α

√
1 + κ. The dotted horizontal line shows the

result from an mct with 100 000 realizations.
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Figure 3.4: µz as a function of α (κ = 0) for different values of the fraction
W
σ . The prior mean is µx = 2.2, the wavelength is W = 0.5, and the fraction

is varied by using different values of σ . The dotted horizontal line shows
the result from mct, which in this figure coincides with the red line (W/σ =
50.0)
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on the estimate. This indicates that β is not a crucial parameter when tuning for
local variation smoothing.

If the ratio W
σ is large, (3.5) would require α and/or κ to be very large. ukf

implementations often restrict the parameter values for computational stability,
(e.g., in Matlab α ∈ (0, 1], κ ∈ [0, 3]). With large W

σ there is no need to smooth out
the local variations, and a state estimate can instead benefit from trying to cap-
ture local fluctuations to increase precision. Figure 3.4 shows that when W

σ & 5.0
the transformation approximation cannot be significantly improved by spreading
the sp’s. For the small prior uncertainty, resulting in W/σ = 50, for this problem,
the approximation coincides with the mct and is almost unaffected by scaling.
The covariance approximations show similar behavior as the mean approxima-
tion in Figure 3.4.

3.3 Auto-tuning

The discussion in Section 3.2 indicates that choosing an optimal parameter setup
from heuristics is not a straightforward task, and therefore a strategy for auto-
matic parameter tuning is desirable. This section provides an automatic tuning
procedure of the design parameters. The tuning problem is formulated as an
optimization problem for a state estimation application.

The log-likelihood of an estimate described in Section 2.2.3 considers both the
mean and the covariance, and the relation to the maximum likelihood makes it
suitable as cost function for automatic tuning of the parameters. Assuming Gaus-
sian distribution the log-likelihood is given by (2.32). In a simulated experiment
it is possible to create data where a ground truth is available. However, in a real
life situation, a true ground truth is never available. In certain scenarios mea-
surements from high-precision external systems such as gps or similar, may act
as a ground truth. However, when no such system is available, the log-likelihood
of the observations given by (2.33) is an alternative. Let the two log-likelihood
functions be denoted as

h1(x, θ) = p(x|x0), (3.7a)

h2(y, θ) = p(y|x̂), (3.7b)

where θ = [ α β κ ]T , and x0 is the true state. The parameter tuning can then be
formulated as an optimization problem

arg min
θ

−hi( · , θ), (3.8)

for any of the two cost functions.

3.4 Simulations

In this section simulations are performed that show how the optimization prob-
lem in (3.8) can improve the ut performance in state estimation applications
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Table 3.3: Parameters from auto-tuning.

x ∼ N (2.2, 0.25)
α β κ

pso (h1) 1.0 2.61 2.18
surr-opt (h1) 1.0 1.02 2.24
pso (h2) 1.0 0.0 1.87
surr-opt (h2) 1.0 0.006 2.09

x ∼ N (−2.2, 0.0025)
α β κ

pso (h1) 0.55 5.0 0.0
surr-opt (h1) 0.93 3.92 0.0
pso (h2) 0.29 0.10 0.0
surr-opt (h2) 0.95 0.05 0.0

using off-the-shelf optimization algorithms. First the simplified scalar measure-
ment function (3.4) is considered, and then the same technique is applied to real
data recorded in an underground mine environment.

3.4.1 Simplified example

Suppose (3.4) together with additive noise defines the measurement function for
a scalar, Gaussian state variable x,

y = 0.1x3 + 0.4 sin(ωx) + v, (3.9)

where v ∼ N (0, σ2
R) is assumed. Figure 3.1 depicts 100 realizations of x with

associated measurements for two different prior means and variances. To deter-
mine the effect of the parameters, a ukf measurement update is performed to
correct the state estimate. The result for the standard parameter setups given in
Table 3.1 is presented in Figure 3.5, together with the result of a standard ekf.
These results are inline with the observation that when W/σ is small, the esti-
mate benefits from spreading the sp’s. Using ut1 and ct, where the spread of
the sp’s are greater, results in a smaller variance after the correction.

Two different off-the-shelf optimization techniques are applied to (3.8); parti-
cle swarm optimization (pso) [53] and surrogate optimization (surr-opt) with
radial basis functions as surrogates [34, 88]. pso and surr-opt are global opti-
mization techniques, and for pso the outcome is also further improved by the
local optimization method pattern search [5, 55]. The algorithms are run with
standard settings as given by the Global Optimization Toolbox in Matlab.
To handle the redundancy in α and κ, the optimization is first performed with
κ = 0 allowing α and β to be tuned. If the obtained α is close to one, the opti-
mization is re-run with α = 1 allowing κ and β to be optimized. The obtained
parameter values from the optimizations are presented in Table 3.3 and the re-
sults are included in Figure 3.5. In Figure 3.5(a) where W/σ is small, there is no
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(a) µx = 2.2 and prior uncertainty Px = 0.25, leading to W/σ = 1

(b) µx = −2.2 and prior uncertainty Px = 0.0025, leading to W/σ = 10

Figure 3.5: Estimation of x by performing one measurement update with
ekf and ukf with different parameter values. 100 000 realizations of x have
been used and xinit marks the realizations of the prior distribution. The
edges of the boxes indicate 25th and 75th percentiles, and the median is
marked with a horizontal line. The whiskers extend to the most extreme
data points not considered outliers, and outliers are marked individually
with a dot.
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Figure 3.6: The spread in the sp-set obtained by the optimized parameter
depends on the fraction W/σ . When W/σ . 5, parameter α is saturated at
α = 1. The optimization is done using h1.
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Figure 3.7: There is no clear trend in the value of the parameter β obtained
by optimization on h1 with different fractions W/σ .
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apparent difference in the posterior error when h1 or h2 is used as cost function.
The posterior is more accurately estimated with optimized parameters compared
to the standard ones since the ability to smooth local variations is of great impor-
tance for the resulting state estimate. When W/σ is larger, as in Figure 3.5(b),
the effect of the choice of optimization cost function is more pronounced, where
using h1 gives a better result. On the other hand, the differences in the results
between different parameter setups are much smaller, and the ekf performs in
parity with the ukf.

The tuned parameter values in Table 3.3 are not close to any of the standard
values in Table 3.1 and they also vary with the prior covariance. This shows that
the local properties of the measurement equation in combination with the prior
uncertainty affect the optimal parameter setup. In a dynamical system with a
recursive filter update the optimal parameters therefore vary between the time
updates. A natural extension to the tuning problem would be to allow the param-
eters to change value based on incoming observations and prior state uncertainty
estimates.

Figure 3.6 shows how the spread in the optimized sp-set, changes when the
ratio W/σ is varied. For W/σ . 5, α is saturated at α = 1 which confirms the
results in Figure 3.4.

The heuristic that β = 2 is optimal for a Gaussian distribution is widely spread
in the literature, and it is often not mentioned that this is only true if the state
vector is scalar. Furthermore, it is seldom brought to attention that this is when
no knowledge about the system is taken into consideration. Figure 3.7 shows the
different values chosen by the optimization algorithms, and as can be seen for
the particular function studied here, nothing points towards a general optimum
at β = 2. It is hard to see any clear trend at all in Figure 3.7 which further implies
the importance of tuning the parameters for the specific problem at hand.

3.4.2 Real data

This section evaluates how the design parameter guidelines and auto-tuning of
the parameters perform in a real life application. Data has been recorded with an
underground loader (see Figure 3.8) in Epiroc’s underground test mine, located
outside of Örebro, Sweden. The loader is equipped with odometry, articulation
angle sensor and two lidars, each having a 180◦ field-of-view and mounted facing
forward and backward, respectively. Figure 3.9 depicts a map of the test area.

The loader is localized by a ukf where odometer and articulation angle data
is used as input to the time-update and lidar data are used as measurements.
The state vector considered is x = [ x y φ ]> consisting of the Cartesian (x,y) coor-
dinates together with the heading φ of the vehicle. The time update is performed
with the motion model,xk+1

yk+1
φk+1

 =

xkyk
φk

 + T

uk cosφk
uk sinφk
wk

 + vk , (3.10)

where uk and wk are linear and angular velocities respectively, T is the sampling
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Figure 3.8: An Epiroc Scooptram14 underground loader. This is a mid-
articulated vehicle designed to move with 14 tonnes of material in the
bucket. (Asset: Epiroc)

rate and k indicates the time step. The process noise, vk , is assumed additive and
vk ∼ N (0,Q), with Qk = Q being time-invariant. The measurement equation is
defined according to (2.35) with the measurement noise assumed independent
and identically distributed, ek ∼ N (0, σ2

RI).
In the recorded data ny = 362, with range measurements evenly distributed

with the resolution 1◦ and with 181 measurements for each lidar. While stand-
ing still in the positions marked in Figure 3.9, data is recorded to be used for
tuning of the parameters. In this setting there is no ground truth data available
for the positions, however, standing still enables correction of the position esti-
mate by performing consecutive measurement updates. This state estimate can
then be used to compute ŷ needed to perform auto-tuning by (3.7b).

For evaluation of the tuned parameters, data is recorded while the loader is
moving. No ground truth data is available for this data either, but it is known that
the vehicle drives one lap, starting in the position marked with a black circle in
Figure 3.9, moving downwards in the map, and then returning to approximately
the same position.

By inspecting a zoomed-in version of the map in Figure 3.10 it is seen that
the walls are not smooth. Although not as regular as a sine-wave, as in the sim-
plified example, this gives rise to local variations in the measurement function
not inline with the global trend. The global trend can in this case be interpreted
as the direction of a smoothed version of the wall. The ‘wavelength’ of the walls
are by inspection of the map often in the interval W ≈ [0.5, 1.5] m, although vary-
ing a lot throughout the map. According to the guideline limit W/σ � 5, the
standard deviation of the prior in regard to the Cartesian (x,y)-directions has the
break point for when the ut benefits from trying to smooth the walls somewhere
in the interval σ ≈ [0.1, 0.3]. The φ-direction is somewhat more complicated
since the local variation in the measurement also depends on the range of the
measurement. However, with a typical range of about 10 m this approximately
corresponds to choosing σθ in the order of 10-times smaller than σx and σy . The
guidelines in Section 3.2, and the simulation in Section 3.4 indicates that the opti-
mal parameter values are highly dependent on the prior uncertainties. Therefore,
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Figure 3.9: A map of Epiroc’s underground test area. The yellow shadowed
vehicles mark the positions where sensor data is recorded while standing
still, and the black circle approximately marks the starting and stopping
point when the loader was driving a full lap. The different colored trajec-
tories are the position estimates obtained from a ukf tuned with different
design parameters α, β and κ.

two different priors are considered for auto-tuning,

P
(1)
0 =

0.5
2 0 0

0 0.52 0
0 0 0.052

 , (3.11)

representing W/σ < 5, and

P
(2)
0 =

0.1
2 0 0

0 0.12 0
0 0 0.012

 , (3.12)

representing W/σ > 5. Choosing smaller diagonal elements than the ones in

P
(2)
0 can give unreliable results for this application due to the nature in how the

state estimates to compute ŷ are achieved. There are no guarantees that the state

estimates are more accurate than P
(2)
0 . The estimates are performed with an ad

hoc tuning of the design parameters, and the map contains errors of unknown
sizes and locations.

The optimization in (3.8) is performed with (3.7b) for each of the poses in
Figure 3.9, with the two different prior uncertainties. The result averaged over
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Figure 3.10: Zoomed-in version of Figure 3.9. The trajectory estimated with
ad hoc parameter setup fails to perform the full lap while with auto-tuned
parameters, the estimated trajectory follows the true traveling path all the
way to the end.

the positions is presented in Table 3.4, with the two optimization algorithms giv-

ing similar results. By using (3.5) and σ = 0.5 as in P
(1)
0 , local variations with

W . 0.8 m are smoothed by the tuned ut. For the smaller prior uncertainty P (2)
0

where σ = 0.1, the tuned ut instead only smooths variations with W . 0.08 m.

The parameters obtained by the auto-tuning using P (1)
0 (top two lines in Ta-

ble 3.4) are used to run the ukfwith the data collected while the vehicle was mak-
ing one lap. The process noise covariance is set to Q = diag(0.002, 0.002, 10−6),
and the measurement noise is σ2

R = 0.1. In Figure 3.9, the estimated positions are
shown for the different parameter setups. Using the standard values, according

Table 3.4: Parameter values obtained from real data. This is the average over
all poses.

α β κ α
√

1 + κ

P
(1)
0 (pso) 1.0 4.2 1.3 1.52

P
(1)
0 (surr-opt) 1.0 3.1 1.6 1.61

P
(2)
0 (pso) 0.8 1.6 0.0 0.8

P
(2)
0 (surr-opt) 0.8 2.0 0.0 0.8
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to Table 3.1, quickly results in inconsistent estimates. Note that for this applica-
tion nx = 3, and therefore ct and ut1 give equal parameter values. Figure 3.10 is
a zoomed version of Figure 3.9, and here it is evident that using the tuned param-
eter setups the ukf is able to estimate the position during the full lap. The green
trajectory, depicts the estimates obtained from an ad hoc tuning with α = 0.8,
β = 2, and κ = 0 (which by coincidence is equal to the values obtained with

surr-opt and P
(2)
0 ). With these settings, the ukf almost manages to complete

the lap, but at the last turn something happens and the vehicle is estimated to go
down the wrong aisle.

3.5 Summary

In this chapter the problem of finding proper design parameter values for the
ukf has been studied. The ut, internally used by the ukf, is usually controlled
by three design parameters which are often set to standard values or chosen ad
hoc due to lack of general guidelines. Proper choice of parameter values are
essential for the performance of the ut and consequently also the ukf, and this
chapter has provided useful insights into how to choose those values during filter
design.

Based on a literature study of the origin of the parameters, and a simulation
study, rule-of-thumbs for choosing parameter values have been derived. Further-
more, a method for auto-tuning the parameters has been formulated as an opti-
mization problem, taking both the particular nonlinear function as well as the
prior uncertainty into consideration. Formulations were provided both for the
case when ground truth data is available and when it is not.

The guidelines and the auto-tuning method have been illustrated in a simu-
lated example where the nonlinear function consists of a global trend with added
local variations. It has been shown how the parameter tuning can be guided by
the characteristics of the local variations. This has also been verified by an ex-
periment on real data, collected in an underground mine environment, where
the performance of the filter was substantially improved by proper tuning of the
design parameters.
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Sensor selection in 2D LIDAR data

lidar’s typically produce a vast amount of data, resulting in possibly long pro-
cessing times when used for state estimation. Methods to limit the dimensional-
ity of the measurements, without losing quality in the resulting state estimates,
can be necessary to achieve real time performance. This leads to the sensor se-
lection problem studied in this chapter, where a thorough analysis of the in-
formation available in lidar measurements are used as a foundation. A map
representation, and how it relates to the measurement model, is formalized in
Section 4.1. In Section 4.2 the information contained in lidar data is analyzed,
and Section 4.3 presents methods for selecting subsets of available data with re-
tained performance of the positioning algorithm. The methods are evaluated in
Section 4.4 by simulations with a mid-articulated underground loader equipped
with two 2D lidar sensors, the same system as described in Section 3.4.2.

This chapter is a revised version of the material presented in

K. Nielsen and G. Hendeby. Sensor management in 2D lidar-based
underground positioning. In IEEE 23th Proceedings of the Interna-
tional Conference on Information Fusion, pages 1–6, Virtual confer-
ence, July 2020, © 2020 IEEE,

reused with permission of the authors and IEEE.

4.1 Map representation

The map of the operation area where a vehicle is to be localized can consist of
line segments put together to build up the wall structure seen from above, see
Figure 4.1. The mapM is represented by a set of corner points,

M = {p0,p1, . . . ,pn}, (4.1)

51
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φi
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ps0,j

e‖,j
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pj+1

hi

pj+2

x

Figure 4.1: An articulated vehicle with one lidarmounted at the front part
of the vehicle and one at the rear part. The origin of the sensor fixed coordi-
nate system is the point in the middle of the front wheel axis. The thin lines
represent a subset of available laser rays. © 2020 IEEE.

listed in a counter clockwise manner. The straight line segments

`j = pj+1 − pj , (4.2)

connecting the points represent the walls, j ∈ [0, n − 1]. Any point on a wall
segment can be parameterized as

m = ps0,j + se‖,j , (4.3)

where s is a scalar distance parameter, ps0,j denotes the point on `j where s = 0
and

e‖,j =
pj+1 − pj
‖pj+1 − pj‖

, (4.4)

is the unit vector that represents the direction of the wall.

4.1.1 LIDAR measurement model

If the lidar measurement model described by (2.35) is decomposed for each
individual laser ray as,

h(xk ,M) =


h1(xk ,M)
h2(xk ,M)

...
hK (xk ,M)

 , (4.5)
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z

pj pj+1m′

m

wall

map

Figure 4.2: The error in a map can be described by the perpendicular distur-
bance z in a point m′ in the map. © 2020 IEEE.

the map representation presented above gives,

hi(xk ,M) = ‖mi − p`(xk)‖ + ek , i = 1, . . . , K, (4.6)

for each laser ray i. The point in the map where the ith ray hits the wall is
denoted by mi and is in turn a function of the mapM and the state, and p`(xk)
is the position of the lidar sensor immediately determined by the state, xk . The
point mi can in practice be determined using e.g., ray casting.

4.1.2 Imperfect map representation

In an underground mine, a map can be acquired by a pre-mapping procedure
where data is collected either by the vehicle itself or by some other agent. Or, the
map can be obtained from drawings made during the planning phase of the mine
area. Both acquisition methods incorporate errors in the map due to the walls not
being flat in the vertical direction, long straight tunnels drifting in direction or
tunnels not following the planned path. The former method gives a map with
a more refined resolution of irregularities of the walls and the latter gives more
conceptual maps with smoother walls.

The error in a map can be described as a disturbance perpendicular to the
wall

z = ze⊥,j , (4.7)

at a point m′ in the imperfect map, see Figure 4.2. A point on the wall, or a point
in a more accurate map, can then be written as

m = m′ + z. (4.8)

4.2 Information in LIDAR measurements

The sensor selection problem consists of finding the subset of lidar measure-
ments that are as informative as possible with regard to the position estimate.
The crlb and the fim presented in Section 2.2.1 forms a framework for this. If
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the measurements from individual rays are assumed independent, the fim is ad-
ditive

I (x) =
K∑
i=1

Ii(x), (4.9)

and with ei ∼ N (0, Ri), Ri independent of x, the individual ray measurements in
(4.6), each give rise to an information contribution according to (2.27)

Ii(x) = ∇>x hi(xk ,M)R−1
i ∇xhi(xk ,M). (4.10)

4.2.1 Information from individual rays

Consider the derivative ∇xhi , where the arguments are dropped to simplify the
notation. A large value of this derivative produces a large information contribu-
tion. The interpretation of ∇xhi , is the change in distance from the laser sensor
to the wall, when the vehicle pose is perturbed. The chain rule yields

∇xhi = ∇r ‖r‖ ∇x [− (p`(x) −mi(x, φi))] , (4.11)

where r = mi − p`, and φi is the transmission angle of the ray, see Figure 4.1.
The first factor turns into a projection on the direction of the ray, given by the

unit vector eφi . This gives the first term

−∇r ‖r‖ ∇xp` = −e>φi
([

I2×2 02×1
])
, (4.12)

which is interpreted as an information contribution in the direction of the ray
that is always present independently of the map and the state.

Applying the chain rule again on the second term of (4.11) yields

∇r ‖r‖ ∇xmi = e>φi∇xmi = e>φi∇smi∇xs = e>φie‖,j∇xs, (4.13)

where the last equality is from (4.3). This term describes how the vehicle position,
relative the angle of the line segment, determines in what direction the measure-
ment is informative. All scaled by the inclination angle of the laser ray to the line
segment of the wall.

In total
∇xhi = −e>φi

([
I2×2 02×1

]
− e‖,j∇xs

)
, (4.14)

which holds if the map is perfect without errors.

4.2.2 Imperfect map

Now, consider the derivative of the measurement function incorporating the error
representation introduced by (4.7) and (4.8). This yields,

∇xhi = −e>φi
([

I2×2 02×1
]
− e‖,j∇xs − ∇szie⊥,j∇xs

)
, (4.15)

noticing that e‖,j and e⊥,j now refer to a line segment in the imperfect map. The
contribution from this new third term to the state estimate, explains how errors
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in the map affect the position estimate. Assuming that the imperfect map is a
smoother representation of the walls not capturing all irregularities, another in-
terpretation is the influence of roughness of the wall on the information contri-
bution. If the non-smoothness would be captured in the map, this term gives the
information contribution by the small irregularities.

The information from one single laser ray can be calculated by,

∇>x hi∇xhi =
[
eφie

>
φi

02×1

01×2 0

]
−
(
e>φie‖,j + ∇szie>φie⊥,j

) ([eφi
0

]
∇xs + ∇xs

>
[
e>φi 0

])
+

(
e>φie‖,j + ∇szie>φie⊥,j

)2
∇xs

>∇xs, (4.16)

neglecting R−1
i since it is just a scalar constant for an individual laser ray. As

already mentioned ∇xs explains the direction of the information contribution,
this is then scaled by the inclination angle of the ray to the wall and by ∇szi . The
scalar ∇szi is independent of the position of the vehicle and depends only on the
map. Therefore in theory, it is possible to inspect only the map to identify regions
that have a large potential of giving informative measurements. Problems arise
if the resolution of the irregularities of the walls are higher than the resolution of
the sensor, or the uncertainty of the positions, or if they are simply not included
in the imperfect map.

The information contribution from a single laser ray is greater when the incli-
nation angle is smaller, i.e., eφi is close to parallel to the wall. This is problematic
since the uncertainty of the measurement increases at the same time due to the
cone effect of the laser ray. It is therefore unreliable to maximize the information
on this objective alone.

Using the geometry of the problem (see Figure 4.1), an explicit expression for
the parameterization of a line segment can be obtained

s =
|ps0 − p` |

tanα
, (4.17)

where α = arccos(e>‖,ieφi ). This yields the gradient

∇xs =
|ps0 − p` |

sin2 α

[
0 0 1

]
− cosα

sin2 α

[
e>φi 0

]
+

1
tan2 α

[
e>‖,i 0

]
, (4.18)

where the first term is the contribution in the heading direction of the vehicle,
and the second and third terms is in the translational directions. Also here, the
problem with the contribution in each direction being greater when the inclina-
tion angle is small is present.

4.2.3 Map corner points

Up until now, it is assumed that which line segment a laser ray hits is known. In
close vicinity to the corner points pj this is uncertain. Here, ∇xs is undefined and
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adopts different values if the corner is approached along `j or `j+1. The difference
between the values depend on the angle between the two line segments and the
inclination angle of the laser ray.

A large difference implies that the measurement is informative. Corners can
be either convex or concave and a large angle between the line segments in gen-
eral increases the likelihood of getting informative measurements. However, how
much this effect can be utilized depends on the inclination angle of the ray.

4.3 Sensor selection methods

Section 4.2 provides tools to offline analyze a map to gain knowledge about which
regions of the map have a potential to give particularly informative laser measure-
ments. This section studies how the actual sensor selection can be performed
with this knowledge in mind.

4.3.1 Sensor selection by optimization

First let us introduce a sensor selection vector

w = [w1, w2, . . . , wM ]> , (4.19)

where each wm ∈ {0, 1} and wm = 1 indicates that the mth laser measurement is
selected. Using the additive property of the fim allows for rewriting of (4.9) as

ID (x) =
M∑
m=1

wmIm(x). (4.20)

With a Bayesian approach the a priori error covariance can be taken into account
[106]. The fim is composed of two parts, ID , from the obtained data, and IP ,
from the a priori covariance,

I (x) = ID (x) + IP =
M∑
m=1

wmIm(x) + IP . (4.21)

By letting P represent the a priori error covariance, assumed Gaussian, the ex-
pression for the fim follows,

I (x) =
M∑
m=1

wmIm(x) + P−1. (4.22)

Using the trace of the covariance matrix of the state estimate as a scalar perfor-
mance measure, see Section 2.2.2, the sensor selection problem can be formulated
as an optimization problem. Select K laser measurements out of the total M that
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minimizes the trace of the inverse fim

minimize tr


 M∑
m=1

wmIm(x) + P−1


−1

subject to 1>w = K

wm ∈ {0, 1} , m = 1, . . . , M.

(4.23)

Solving this optimization problem gives the best set of laser measurements in
each measurement update; but it is not computationally feasible to solve, not
even for rather small values of K andM. Convex relaxations methods [21, 41] can
simplify, but the problem is still too complex to be solved in real time. Greedy,
but sub-optimal, approaches are therefore often used, [40, 99, 116, 121]. These
methods requires a proxy of the quality measure that is sub-modular to guarantee
optimality [87]. The mean square error (mse) as a performance measure is not
sub-modular, but often still performs well in simulations [99, 121]. Below, three
different sensor selection strategies are presented with this in mind.

4.3.2 Uniformly distributed (UNI)

The least computationally demanding and most straight forward strategy, is to
select rays uniformly over the transmission angle [104]. This strategy is referred
to as uniformly distributed (uni). Every ith ray is selected and the result is sensi-
tive to which ray chosen as starting index. No information about the map or the
position of the vehicle is taken into consideration; but, this strategy is fast and
computationally efficient. The uni strategy is today used in applications where
the computational resources cannot process all laser rays, and is therefore used
as a benchmark in the experiments section.

4.3.3 Greedy with adjacent rays (GAR)

A computationally feasible strategy is to solve the optimization problem with a
greedy approach. Solve (4.23) for one measurement, fixate it in the set of selected
measurements, and then again solve (4.23) with the remaining measurements.
Continue iteratively until K measurements are selected. For the system of the
mid-articulated loader described in Section 3.4.2, Figure 4.3 shows how the crlb
decreases when the number of laser measurements used increases. This method
provides no optimality guarantees [121] but Figure 4.3 shows that the greedy ap-
proach more efficiently selects informative measurements than the uni strategy.

Even though the greedy approach makes the problem feasible it is still too
computationally heavy to perform online. If a point or region in the map is
identified as informative, the selection strategy should make sure to capture that
point/region even if the current position is uncertain. Therefore, it makes sense
to select a burst of adjacent rays rather then selecting them one by one. Figure 4.4
indicates that the information captured in a laser scan is very concentrated to
only a few laser rays. A scan with 60 uniformly distributed rays is less informa-
tive than eight wisely chosen ones. The selection strategy is then to first use the
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Figure 4.3: The trace of the crlb of the pose estimate when an increasing
number of laser measurements are used. This is for Pose A in Figure 4.5 in
the realistic map (the blue one). The red line is for a single instance of the
uni strategy, and the dotted green line is when the uni strategy is averaged
over all possible starting index offsets of the transmission angle. © 2020
IEEE.

greedy approach to select a few laser rays, then add adjacent rays to compensate
for the position uncertainty. Denote this strategy greedy with adjacent rays (gar).
If any of the first greedily selected rays are close to any other, there is a risk for
selecting the same ray twice when adding adjacent rays. To avoid selecting a ray
twice, when this situation occur, the algorithm adds more adjacent rays from the
other side of the first selected one, to always obtain a fixed number of rays in the
subset.

4.3.4 Local difference in measurement data (LDM)

To cut the computational cost even more, another strategy is to consider only
the observed lidarmeasurements, and assume that the properties of the map is
incorporated in that data. This selection strategy is referred to as local difference
in measurement data (ldm). The idea is to compute the local difference in range
between all adjacent pairs of laser rays, and then select the pairs that have a
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Figure 4.4: For Pose D in Figure 4.5 the trace of the crlb is 0.0086 using 60
uniformly distributed rays. This is the black rays in the image. The 8 red
laser rays are chosen according to the greedy approach, which yields only
0.0079 as the trace of the crlb. © 2020 IEEE.

Figure 4.5: Different poses considered for one measurement update of the
ukf. The two maps are overlaid with the simplified map in green and the
realistic map in blue. © 2020 IEEE.
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high difference. This corresponds to measurements where ∇xs, and possibly also
∇sz are large in magnitude. Typically, a convex corner where the ray either hits
or miss the wall are selected. There is also a possibility that the high difference
corresponds to only a large ∇sz. This could be a large irregularity or, if the map is
not perfect, it could be an error in the map. In that case the selected measurement
gives false information.

Due to the position uncertainty this strategy selects a few high-difference
pairs, and then add adjacent rays. This strategy however, completely ignores
in which direction (x, y, or θ in the state vector) the sensor measurement is in-
formative. It only finds regions that have large ∇xs in magnitude, but the com-
ponents of ∇xs are completely unknown. The first term in (4.16), tells us that a
measurement always gives information in the aiming direction. At least for the
Cartesian x-, and y-directions. Trying to avoid a situation where all selected rays
are informative in the same direction, this strategy spreads the aiming angles of
the selected rays by splitting the observable half disc of each lidar into equally
sized sections. In each section the ray pair with the largest difference is selected
and adjacent rays are added. If the selected pair is close to the border of the
section the adjacent rays are added from only one side.

4.4 Experiments

A simulation study is conducted to show how the different selection strategies
uni, gar and ldm, performs with regard to the precision in the position estimate.
The strategies are also compared to the case of using all available measurements
without selection. The same system as presented in Section 3.4.2 is used here
with the motion model according to (3.10).

4.4.1 Setup

The two horizontally mounted lidar sensors in total produce 362 laser measure-
ments in each scan, 60 of them are selected for processing. With the gar strategy,
6 rays are selected according to the greedy approach and then 9 adjacent rays are
included. In the ldm strategy, each observable half disc of the laser scans is split
into 3 sections, where the pair with largest numerical derivative is selected and
then adjacent rays are added.

Simulations are performed with two different maps covering the same opera-
tional area. One is created from real sensor data and the other one is a synthetic
version with straight walls, referred to as the realistic and simplified map, re-
spectively. Laser scans are simulated by placing a virtual lidar sensor in the
environment and then add white Gaussian noise with standard deviation 35 mm
according to the specification of the physical lidar (sick LMS500 series).

In the operation area, four vehicle poses with different conditions for position
estimation have been chosen where one measurement update of the ukf is per-
formed, see Figure 4.5. Pose A is in the middle of a long tunnel, far away from
corners that can give a high value of ∇xs, which makes this pose hard from a
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positioning point of view. At least in the x-direction. In Pose B a T-junction is
present just ahead of the vehicle, which puts a few points with large ∇xs into the
field of view of the lidar. In Pose C and D the vehicle is placed in the middle
of a cross-section where a lot of informative points/regions in the map is visible
in the sensor measurements. This situation is easier from the perspective of posi-
tion estimation, but is more complex for the selection strategies to prioritize what
regions are most important.

The ukf is tuned as α = 0.8, β = 2, κ = 0 and the measurement noise covari-
ance is, R = 0.0352I. The values of β and κ are commonly used standard values
[115], while the value for α is tuned for this particular application by prior exper-
iments.

The initial pose is perturb with a prior uncertainty with covariance

P0 =

 10−4 0 0
0 10−4 0
0 0 10−6

 , (4.24)

intended to reflect the desired precision in the state estimate. The precision on
the heading is in accordance with the desired translational precision on the rear
corner of the vehicle, the point on the vehicle furthest away from the origin of
the vehicle coordinate system.

4.4.2 Simplified map

Figure 4.6 shows the root mean square error (rmse) of the state vector after the
correction is performed in the simplified map. For Pose A, the gar strategy out-
performs the other strategies, and in Pose B this is even more emphasized. In
Pose C and D where a lot of corners are present ldm, and gar gives far better
results than the uni strategy. They are even at the same order of magnitude as
when all 362 rays are processed. Since the ldm strategy is computationally cheap
compared to the gar strategy, it is worth noting that they perform equally when
there is a lot of information in the map. When the information is sparser in the
map, ldm performs worse.

4.4.3 Realistic map

Figure 4.6 also shows the results from the same simulation setup applied on the
realistic map. As for the simplified map, in general gar is the best performing
strategy. For Pose C and D the rmse for all strategies are higher than for the
simplified map, which means that the pose estimate cannot take advantage of
the irregularities of the walls. Not even when using all 362 rays. The relatively
large value of α causes the filter to smooth out the irregularities, according to the
discussion in Chapter 3. Or, the uncertainty in the pose causes the ray to hit the
wrong small feature than the expected one, resulting in false information. In the
realistic map the irregularities of the walls are on the order of decimeters, and
P0 is in the order of centimeters. However, (4.18) together with the results in Fig-
ure 4.7 where the correction step is performed with increasing prior uncertainty
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Figure 4.6: The rmse from 10 000 realizations when one measurement up-
date is performed for different selection strategies of laser measurements.
See Figure 4.5 for the vehicle poses A, B, C and D. The edges of the boxes
indicate 25th and 75th percentiles, and the median is marked with a horizon-
tal line. The whiskers extend to the most extreme data points not considered
outlier, and outliers are marked individually with a circle. © 2020 IEEE.

Figure 4.7: The rmse when one correction step is performed in the differ-

ent poses, when the prior uncertainty, P0 = σ2
(

1 0 0
0 1 0
0 0 0.17452

)
is increased. The

blue horizontal lines are
√

tr(P0) for each value of σ2. All 362 available laser
measurements are used. The edges of the boxes indicate 25th and 75th per-
centiles, and the median is marked with a horizontal line. The whiskers
extend to the most extreme data points not considered outlier, and outliers
are marked individually with a circle. © 2020 IEEE.
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Figure 4.8: The selected rays for different strategies are visualized for Pose
D. Grey lines are uni, red is gar and blue is ldm. The purple fields are
when gar and ldm strategies overlaps. © 2020 IEEE.

in the state vector, indicates that this is not enough. If it were, the rmse would
be smaller in the realistic map compared to the simplified when the prior un-
certainty is decreased. The heading component in (4.18) describes how ∇xs gets
larger in magnitude for long range measurements with small inclination angles,
which means the measurements with these characteristics have a good potential
of being informative. However, if ∇xs is larger than the irregularities of the walls,
these measurements gives false information since they hit the wrong irregular-
ity. The risk to encounter this effect increases for long range measurements with
small inclination angles.

Figure 4.8 depicts how the rays are selected in Pose D for the different selec-
tion strategies. The gar strategy selects fewer long range measurement than the
ldm strategy and that is probably why it performs better in this situation.

There is an interesting situation in Pose B and C where using all 362 rays are
worse than any of the selection strategies. Since this cannot be seen in the simpli-
fied map this is probably also an effect of the rays hitting the wrong irregularity.

4.4.4 Map with errors

To simulate a scenario of a map with errors, now consider the realistic map as a
perfect representation of the walls, and the simplified map is the only available
map. lidar observations are simulated from the realistic map and the position
estimation is performed in the simplified map, see Figure 4.9 for results. To get
the estimated pose to be more accurate after the correction step than before, P0
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Figure 4.9: The rmse when one correction step is performed with laser data
simulated in the realistic map and the estimation done in the simplified map.

The prior uncertainty, P0 =
(

1 0 0
0 1 0
0 0 0.17452

)
. The blue horizontal line marks√

tr(P0). The edges of the boxes indicate 25th and 75th percentiles, and the
median is marked with a horizontal line. The whiskers extend to the most
extreme data points not considered outlier, and outliers are marked individ-
ually with a circle. © 2020 IEEE.

has to be increased to meter precision for this simulation. That is not surprising
since the errors in the map are of this order of magnitude.

The ldm strategy performs poorly when there are errors in the map. Re-
gions/points of interest that are captured in the observed data are simply not
present in the map. That is, according to the results, worse than the opposite, as
is the case for the gar strategy. In the gar strategy points of interest are cho-
sen in the map and then measurements are received that are not corresponding.
Worth noting is also that neither ldm nor gar are significantly better than the
uni strategy when this type of errors are present in the map.

4.5 Summary

The demand of robust, highly accurate, infrastructure-free positioning systems
for the underground mining industry is complicated by real-time requirements
and limited computational resources. In this chapter it is shown that it is possi-
ble to reduce computational complexity while preserving quality in a 2D lidar-
based position estimate by cleverly selecting a subset of laser measurements.

By analyzing the information contribution of each laser ray measurement, ex-
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pressions have been derived that separates the contribution from the map geome-
try itself and the relative sensor position. The expressions expose a contradiction
for long range measurements with small inclination angles. These are potentially
the most informative measurements, but on the same time the measurements
with largest error. Especially in maps with high resolution of irregularities of the
wall, there is a risk that the laser ray hits the wrong feature in the map due to
prior uncertainty of the position. Additionally, in case of an imperfect map, the
features might not even be present.

An information analysis indicated what ray measurements are informative
and have been used to develop two selection strategies. One is based on map ge-
ometry and the other one on observed data. Simulation experiments have shown
an improvement in accuracy of the position estimate compared to the baseline
strategy of uniformly selecting laser rays for both strategies. The strategy based
on map geometry performed slightly better than the one base on observed data,
but the latter required less computational resources. In the situation of a flawed
map, simulations indicate that the developed strategies lose performance.



thesis: 2021-04-21 9:38 — 78 (“66”)



thesis: 2021-04-21 9:38 — 79 (“67”)

5
Feature extraction in 2D LIDAR Data

This chapter provides adaptations of the state-of-the-art feature extraction meth-
ods, presented in Section 2.5, to the problem of positioning a vehicle in a prede-
fined map. Matching all laser rays from a lidar scan to a predefined map, is
computationally expensive and extracting features is a way to reduce the dimen-
sionality of the measurement update in a state estimation. First, in Section 5.1,
detectors and descriptors are evaluated with some commonly used performance
measures, which are adapted to the positioning scenario. Section 5.2 presents
how the feature extraction methods are used and adapted to the underground
positioning application. This is followed by experiments in Section 5.3, where
the results indicate that the feature extraction methods give a state estimate ro-
bust to changes and errors in the map.

5.1 Detector and descriptor evaluation

The stability of a feature is defined as the ability to detect features in the same
location after changing viewpoint, and regardless of sensor properties such as
noise level and resolution. In the literature this is often emphasized as the most
important property of a feature. In [107] a set of metrics for evaluation of fea-
ture detectors and descriptors are assessed, which in turn follows the approach
developed for image processing [73, 74]. This set of metrics is also used later
in [49, 110]. Using these criteria as a starting point, this section presents quality
metrics for feature extraction methods adapted to the situation with a predefined
map. The quality metrics are then used to evaluate the state-of-the-art feature
extraction methods for 2D lidar data, flirt [107], falko [50], and bid [110],
presented in Section 2.5.

67
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Figure 5.1: The path sampled with poses used for global stability test of
feature detectors.

5.1.1 Evaluation data

2D laser data for feature evaluation is obtained in a simulated environment. Fig-
ure 5.1 depicts a map of Epiroc’s underground test area outside of Örebro in
Sweden, an area having many attributes of a typical underground mine. A path
is defined so that all parts of the operation area are in the field-of-view of the li-
dar at some point along the trajectory. For each pose along the trajectory, lidar
scans are simulated in two different ways. First, a virtual range finder is placed
in the environment resulting in noise-free lidar scans simulating a perfect sce-
nario with no uncertainties neither in the map nor the measurements. Secondly,
measurement errors are added utilizing the svm model presented in Section 2.3,
trained on real data collected by a vehicle located in the physical area the map is
covering. This results in a realistic, and stochastic, simulation of laser data.

5.1.2 Adaptations to map positioning

In [50, 107, 110] the evaluation metrics are applied to datasets consisting of 2D
lidar scans. For the underground application where a predefined map is avail-
able, every scan can instead be matched to keypoints extracted in the map. The
procedure is therefore adapted, resulting in:

1. Find keypoints in the map. The map consists of polygons whose edges rep-
resent walls. To extract keypoints from the map it is first converted to a sin-
gle point cloud by equidistant interpolation along the polygon edges. Then,
a feature detector is applied to the point cloud to identify keypoints.
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2. Define a path in the map that makes as many keypoints as possible visible
to the vehicle at some point along the path. It is possible to use real data
collected along the path, but here simulated laser scans are obtained as
described in Section 5.1.1.

3. Extract keypoints in each of the laser scans using the feature detector.

4. Associate a keypoint in a scan to a keypoint in the map if the Euclidean
distance is smaller than a threshold, dmax.

Note that the association is performed without using the descriptors, hence
this procedure only measures how well different detectors can detect features in
this particular environment. If the descriptors are to be evaluated the last step
has to be adjusted.

5.1.3 Detector quality measures

This section presents quality metrics for the detectors only.

Global detector stability test

In [63] a procedure to associate extracted features from different scans is pre-
sented. A stable keypoint is detected several times as the sensor moves along the
path. The covariance matrix of all keypoints in the different laser scans associ-
ated with the same feature in the map provides a measure of the stability of the
feature point. The maximum eigenvalue λmax of the covariance matrix defines a
scalar metric for the stability. By taking the average over all scans in a path, this
gives a measure of how sensitive a detector is to data sampling.

Another stability measure is the percentage of single points. That is the ratio
of map keypoints never matched to a keypoint in any scan and gives an indication
of how many unnecessary keypoints a detector finds.

How many scans along a complete path that have zero matching features is
an additional metric of special importance for the localization application. In a
dynamic filter approach a scan with zero matches, leads to no new information
in the measurement update. Therefore, this is also included here as a supplemen-
tary stability measure.

Detector repeatability

The repeatability of a point detected from two different scans is a frequently used
metric for the stability of a feature point. Consider the sets of keypoints KR and
KS which are detected from a reference scan and from a similar scan, respectively.
Assuming correct associations, the repeatability is defined as the ratio of common
keypoints over the smaller of the two keypoint sets [107], i.e.,

|KR ∩ KS |
min {|KR|, |KS |}

, (5.1)

where |K| denotes the cardinality of K.
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Table 5.1: Parameter configurations used for the detectors.
Detector t0 ti nk Fmin Fdist
flirt [107] 0.2 1.4 5 0.34 0.001

a b β sn NMSmin
falko [50] 0.2 0.07 4.0 16 0.2
falko Tuned 0.2 0.1 2.25 16 0.2

a b Tth Eth NMSmin
bid [110] 0.2 0.07 3.1 0.03 0.2
bid Tuned 0.4 0.1 0 0.03 0.2

When matching laser data to a predefined map repeatability is defined as the
ratio between the number of associated feature points in a scan and the total
number of feature points in the map visible from a particular pose of the vehi-
cle. Again the association is purely geometric without utilizing any descriptor, to
keep this as a metric for the detectors only.

Detector evaluation

The methods falko and bid are evaluated both using the parameter setup sug-
gested in the corresponding papers [50, 110], and with parameters manually
tuned with insight from the problem, to fit this particular scenario and envi-
ronment. Remember the expression defining the size of the neighborhood of a
candidate keypoint from (2.47),

ri = aeb‖pi‖. (5.2)

The parameter b is for falko and bid, manually adjusted to a larger value, which
results in larger neighboring areas for longer measurements. The value in the
original paper is designed to fit indoor range measurements of ∼ 10 m, but in
the underground application the ranges are typically longer. For bid also a is
increased to allow for larger neighborhoods also for shorter ranges. The threshold
for accepting a keypoint Tth in bid is lowered, since bid otherwise finds relatively
few keypoints in this environment. On the contrary, the β parameter for falko,
also controlling a threshold for discarding keypoints, is adjusted to only detect
the most significant keypoints.

There is always a trade-off between detecting many keypoints and only de-
tecting the most significant ones. From the aspect of repeatability, a theoretically
perfect detector would consider every point in the point cloud a keypoint, as
this maximizes the repeatability score in (5.1). However, this is not desirable in
practice since such keypoints are not distinctive and thus difficult to match. The
detectors are therefore tuned to detect as few keypoints as possible without leav-
ing large areas of the map without keypoints. To give a fair comparison of the
three methods, equal effort has been put into the non-trivial task of tuning the
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Table 5.2: Global stability of identified keypoints with different feature de-
tection methods.

Detector
Keypoints

in Map λ̄max
Single
Points

Scans
without
match

Repeat-
ability

flirt 892 0.0006 32.7% 0.8% 0.080
falko Std 1434 0.0019 48.1% 0.0% 0.084
falko Tuned 827 0.0016 55.5% 1.0% 0.070
bid Std 363 0.0020 60.9% 19.1% 0.066
bid Tuned 557 0.0020 60.0% 11.2% 0.067

(a) Noise-free laser simulation

Detector
Keypoints

in Map λ̄max
Single
Points

Scans
without
match

Repeat-
ability

flirt 892 0.0024 35.9% 8.7% 0.042
falko Std 1434 0.0024 47.6% 0.2% 0.057
falko Tuned 827 0.0022 53.5% 5.0% 0.048
bid Std 363 0.0022 59.8% 28.6% 0.049
bid Tuned 557 0.0024 59.8% 17.4% 0.053

(b) svm laser simulation

parameter values for each of the methods. However, the sensitivity in param-
eter values differs for specific parameters and the different methods, resulting
in various changes of parameter values. The suggested parameter setup in the
corresponding papers is worst suited for the bid method, for this particular ap-
plication. Therefore, this is the method where the parameter values are changed
the most. See Table 5.1 for a complete list of parameter values.

All detectors have been implemented by the author in Matlab. For the flirt
method a C++ implementation is provided together with the paper [107]. Unfor-
tunately this implementation cannot be used with the subsampled map as input,
since it assumes laser scans containing range information. The range informa-
tion is not used for the detector but only later to compute the β-grid descriptor.
Therefore a Matlab implementation of a flirt detector taking a point cloud as
input is used here, with all parameters set according to [107].

Global stability is evaluated on data produced according to Section 5.1.1 and
results are presented in Table 5.2 based on dmax = 0.1 m. It is in general hard
to fine-tune the methods. The tuned version of falko performs worse than the
standard version on all measures, but still gives a slightly better position esti-
mate as presented later in Section 5.3. The repeatability scores are in absolute
values significantly lower than the results in [50, 107, 110]. That is because they
are comparing scans, while the keypoints are extracted from a map in a slightly
different way. The FLIRT method looks promising but is sensitive to noise. The
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repeatability score is halved when using the realistic laser simulation. On the
contrary, BID is the worst performing method, but it is also the least sensitive to
noise.

5.1.4 Descriptor quality measures

This section presents quality measures for descriptors.

1-precision-recall

To evaluate the performance of feature descriptors a 1-precision-recall curve is of-
ten used [50, 73, 107, 110]. Recall is defined as the number of correctly matched
keypoints with respect to the total number of true corresponding keypoints be-
tween two scans, and 1-precision is defined as the number of false matches with
respect to the total number of matches found in two scans.

Descriptor evaluation

The β-grid, bsc and sdh descriptors designed for 2D laser data, are evaluated
according to the 1-precision-recall criteria in [50, 110] with weak and compara-
ble results. Conclusions are unison in that a pure descriptor data association is
not recommended for positioning purposes, but should rather be seen as a gating
rule in a geometric association method. Also, since the descriptors are designed
to perform well on features found by a specific detector, it is hard to define an
objective quality measure that does not also depend on the quality of the detector.
Therefore, the descriptors are in this thesis only evaluated according to how they
perform together with their accompanying detector, as a gating rule in a geomet-
ric association method. This is done in Section 5.3.1, once details for the position
estimation procedure have been presented.

There is no straightforward way to compute the β-grid descriptors for key-
points detected in the map, since the nature of a laser ray is taken under con-
sideration during construction. The approaching angle of a ray is used to esti-
mate probabilities of a sector in the linear-polar histogram being occupied or not.
Therefore, the descriptor gated association for flirt-β-grid is instead performed
by matching detected keypoints to a noise free scan simulated at the true position
rather than to keypoints detected from the map. This can only overestimate the
performance of this descriptor causing correspondences to be better, since this
decreases the demands on view-point invariance.

5.2 Underground positioning application

A point cloud produced by two 2D lidar sensors in the underground test area
is provided in Figure 5.2, with a map of the operation area overlaid. In a com-
parison to the point clouds from the datasets in Figure 2.2, there are no sharp,
well-defined corners to be found and the walls are neither smooth nor straight,
yet they are continuous. This distinguishes the underground mine environment
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Figure 5.2: Real laser data from Epiroc’s underground test area in Kvarntorp
outside of Örebro in Sweden, overlaid with a map of the operation area.

from the typical indoor- as well as the typical outdoor-scenario. As seen in the
figures the characteristics of measurement outliers and no-return data, follows
the indoor datasets, while the scale of the operation area (a couple of 100 m) have
more in common with the outdoor environment. This has to be considered when
applying the feature extraction methods.

The study of the underground positioning problem again utilizes the mid-
articulated vehicle considered in Section 3.4.2. The vehicle is equipped with
odometry, imu, and two 2D lidar sensors. The pose is represented by the state

vector x =
[
x, y, θ

]T
comprising the Cartesian (x,y)-coordinates and the heading,

θ, and an ukf performs the estimation with the state transition function accord-
ing to (3.10). The measurement equation for this system can either process each
ray individually according to (2.35), or a feature extraction method or scan match-
ing approach could be taken. The remainder of this section provides details on
how the measurement update is implemented with the two latter strategies.

5.2.1 Pose estimation from feature points

When a feature extraction method is applied to the raw lidar data, the measure-
ment in each update makes up a point cloud in the vehicle coordinate frame (see
Figure 5.3 for definitions of coordinate systems),

y =
[
pT1 pT2 . . . pTN

]T
. (5.3)
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(a) Features found with flirt detector.
Black crosses marks all features found in a
lidar scan while the red circles highlight
features in only one scale. The map features
shown are associated with the same scale as
the lidar features marked with red.

(b) Features found with tuned falko de-
tector.

(c) Features found with tuned bid detector.

Figure 5.3: Detected features in a laser scan (red circles), are represented as
a point cloud in the coordinate system with origin on the front wheel axis of
the vehicle. Blue crosses marks the features found in the map and are defined
in the global coordinate frame. For a perfect detector the map features and
lidar scan features should coincide.
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Each element pi , i = 1, . . . , N , is a point in the vehicle coordinate system repre-
sented by its Cartesian coordinates,

pi =
[
xi
yi

]
. (5.4)

The parameter N is the number of feature points where a matching feature in the
map is found. The number of found features in each laser scan varies and not all
detected features finds a match in the map.

To perform the ukf correction step with this setup the following preprocess-
ing steps are performed:

1. The map is preprocessed by applying the feature detection method of choice
on an interpolated version of the map, see Figure 5.3. If the method re-
quires, descriptors for each detected feature are computed. This is done
once and for all with a specific map.

2. For each new available laser scan, features are extracted according to the
chosen feature extraction method. The identified features are then con-
verted to points in the vehicle coordinate frame.

3. For each found feature a descriptor is computed according to the chosen
feature extraction method.

4. The features from the laser scan are then matched to features in the map
and saved as a list of currently visible map features, m, represented as
points in the global frame.

The measurement equation can then be formulated as a transform of visible fea-
ture points in the map, given in the global coordinate system, to points in vehicle
coordinate frame for a given state x,

y = R(x)(m − x1,2) + e. (5.5)

The Cartesian components (x, y) of the state vector is denoted by x1,2 and R is a
rotation matrix. The simplistic noise model in (2.36) is used with additive mea-
surement noise e ∼ N (0,R), with covariance matrix R assumed independent of
the state.

5.2.2 Direct scan matching

If a data association method described in Section 2.4 is applied directly on the li-
dar data, without any preprocessing, a linear measurement equation can be used
in the ukf. The ukf now acts as a low pass filter for the estimate. The outcome
from a method operating directly on the raw lidar data is often formulated as a
transform and can be converted to an indirect measurement of the state variable.
The measurement equation is then reduced to the identity matrix

y = x + e, (5.6)

with the same assumption on the measurement noise e, as in (5.5).
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5.3 Positioning experiments

This section presents results from experiments conducted in the simulated mine
environment described in Section 5.1.1. All laser data used in this section is
simulated using the svmmodel.

The ukf parameterization with α, β and κ suggested in [115] is utilized in
this evaluation, see (3.1). Parameter values are the hand-tuned values α = 0.8,
β = 2.0, κ = 0.0 presented in 3.4.2. The process noise covariance matrix is set to
Q = diag(0.002, 0.002, 10−6), and the measurement noise to R = 0.52I.

5.3.1 Measurement update

Monte Carlo simulations of a single measurement update in the ukf algorithm is
performed to analyze what accuracy the different feature extraction methods give
in a position estimation application. The vehicle is positioned in the four different
poses presented in Figure 4.5, with different capabilities of obtaining informative
laser measurements. The map used here is the more realistic one outlined in blue
in Figure 4.5. The initial pose is perturbed from the true state x0 = xtrue + δx,
with δx ∼ N (0,P0), to simulate the position uncertainty originating from prior
odometry errors.

Descriptor data association

As mentioned in Section 5.1.4, an evaluation of the descriptors is now conducted
by comparing purely geometric data associations to geometric associations us-
ing the descriptors for gating. The descriptors β-grid, bsc, and sdh are used in
conjunction with the detectors flirt, falko and bid, respectively, and 10 000 re-
alizations of a complete ukf measurement update are performed with an initial
perturbation of the position obtained by sampling from δx ∼ N (x0,P0) with,

P0 =

1 0 0
0 1 0
0 0 0.0076

 . (5.7)

Each realization also sample its own laser scan measurement noise from the svm
model. All descriptor histograms are constructed with rn = 4 and αn = 12 as
suggested in the original papers [50, 107, 110], and features in the map within a
radial distance (dmax) of three standard deviations of the a priori uncertainty are
considered matching candidates. For keypoints with a difference in orientation
smaller than a threshold dα , the keypoint with the minimum distance accord-
ing to the distance function associated with the used descriptor, is considered a
match. Matched features are then used as measurements in the ukf update. For
falko-bsc, dα = π/6 and for flirt-β-grid and bid-sdh, dα = π/10 is used. The
values are chosen manually by performing simulations and with knowledge of
the methods and the characteristics of the specific problem. A larger threshold
is used for falko-bsc since the orientations of these features are more uncertain,
due to how they are computed.
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Figure 5.4: rmse after one measurement update based on 10 000 realization
in each of the four poses in Figure 4.5. Different feature detectors paired
with a descriptor-gated or pure geometric data association are used. The
blue horizontal line represents the a priori error,

√
tr(P0). The edges of the

boxes indicate 25th and 75th percentiles, and the median is marked with a
horizontal line. The whiskers extend to the most extreme data points not
considered outlier, and outliers are marked individually with a cross.

In Figure 5.4 the descriptor gated data associations is compared to pure geo-
metric nearest neighbor data associations with dmax = 0.1 m as threshold. The
result confirms earlier results that the descriptors do not add much value when
a fairly good initial value can be fed to a pure geometric association. flirt is the
only method where the usage of the descriptor actually makes a significant differ-
ence. However, the descriptor experiment is in this case expected to overestimate
the performance due to the customization that had to be made to the evaluation
of the β-grid descriptor described earlier in Section 5.1.4. The tuned parameter
setup of falko is in this experiment, unlike the results in Table 5.2, resulting
in marginally lower errors than the default parameter setup. For bid, the tuned
parameter setup in Table 5.1 is used. With standard parameter values, bid gives
so few keypoints in the map that for many of the poses there exists no keypoints
in the field-of-view.

Prior uncertainty

To compare the feature extraction methods to a standard icpmethod and the dif-
ferent sensor selection methods described in Chapter 4, the measurement update
is performed for a number of different values of P0. rmse of 10 000 realizations
is depicted in Figure 5.5, again using the svm to simulate laser data. (Note that
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Figure 5.5: rmse for 10 000 realizations of a measurement update step with
different methods and different variance of initial perturbation. The hori-
zontal blue line is the square-root of the trace of the initial covariance ma-
trix P0 = σ2 diag (1, 1, 0.0076). ‘60 Uniform’, ldm and gar are the different
strategies for selecting subsets of the measurement data presented in Chap-
ter 4. The edges of the boxes indicate 25th and 75th percentiles, and the
median is marked with a horizontal line. The whiskers extend to the most
extreme data points not considered outlier, and outliers are marked individ-
ually with a cross.

this is not 10 000 replicated laser scans, but 10 000 realizations of the distribution
given by the svmmodel.) Data association for falko and bid are performed with
the descriptor gated geometric data association, and for flirt a pure geometric
association is used. For icp, a basic variant using the point-to-plane error metric
without outlier rejection is used [26]. The method, denoted ‘362 Rays’ in Fig-
ure 5.5, utilizes all 362 available laser readings and the measurement equation
where the rays are processed individually, according to (2.35). The feature extrac-
tion methods perform in this evaluation in parity with the ‘362 Rays’-method.
For falko, the tuned parameter setup is used in this case. It is worth noting
that falko requires significantly less computational resources than all of the
other methods. The method ‘362 Rays’ gives the best estimate when σ2 = 0.1
in P0 = σ2 diag(1, 1, 0.076), which is not surprising since this is the setup the ukf
parameters α, β, and κ, are tuned for.

5.3.2 Trajectory

A trajectory is prepared with accompanying laser data, simulated using the svm
model, to investigate how the feature extraction methods perform in realistic
dynamic position estimation. The trajectory is given in Figure 5.6 and the vehicle
starts from standing still at the leftmost point. This trajectory is representative
for movements of the vehicle in this environment, exposing the system to, e.g.,
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Figure 5.6: The vehicle travels along the blue line starting from left to right.
The trajectory both starts and stops with zero velocity and light grey areas
show modification done to simulate errors in the map. (1) A tunnel is filled
with material since the map was created. (2) The tunnel is shortened as if
rocks have fallen down. (3) A small chunk of material is cut-off in a corner.
(4) A larger chunk of material is cut-off in a corner.

long tunnels, cross-sections, and irregularities of the walls captured in the lidar
data. Since the ukf outputs an estimate of the state covariance in each time
increment, the radial distance dmax now changes dynamically. For flirt where
only pure geometric association is used, the threshold is fixed to 0.1 m.

In Figure 5.7(a), the rmse of the estimated state is presented for each time in-
crement along the trajectory. The poor result for the basic icp variant [26] could
probably be improved by a sophisticated outlier rejection principle. For example,
as mentioned in Section 2.4 many variations of the algorithm addressing specific
properties do exist, or as discussed in Section 2.5.4, icp can be used in conjunc-
tion with ransac to decrease the influence of outliers. However, this adds com-
plexity to the system and is something that is somewhat automatic in the feature
extraction approach. Since ransac can also be used to boost the performance
of the feature extraction approach, a better understanding of the performance
of the actual methods is given by comparing the pure versions of them, without
adding extra steps.

In Figure 5.7(b)–(f), laser data is still simulated in the original map but the
ukf is handed a modified version to perform the position estimate in. This mim-
ics a situation when a tunnel is extended/closed, rocks have fallen down, a corner
is worn down, or some other change in the environment that is not updated ac-
cordingly in the map. The icp approach has a relatively high rmse in this setting.
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(a) Original map without modifications
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(b) Modification (1) according to Figure 5.6
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(c) Modification (2) according to Figure 5.6

Figure 5.7: The rmse of the pose in each time increment along the trajectory
in Figure 5.6, estimated with different methods. This is the average result of
10 realizations.
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(d) Modification (3) according to Figure 5.6
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(e) Modification (4) according to Figure 5.6
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(f) All modifications applied at once.
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Table 5.3: Mean rmse for all data in Figure 5.7
Method Mean rmse [m]
362 Rays 0.68
flirt-geom 0.02
falko-bsc 0.04
bid-sdh 0.05
icp 0.27

It is somewhat robust to small changes, while the performance is considerably
worse for larger modifications. The estimates produced by the feature extraction
methods are all relatively unaffected by the modifications in the map, while the
approach where each ray individually enters the measurement equation is highly
sensitive to imperfections in the map. For some of the modifications the filter
diverges with this approach.

Out of the feature extraction methods evaluated in this experiment flirt-
geom performs best, despite the fact that only a pure geometric data association
is used. In Table 5.3 the mean rmse for all maps and time increments are pre-
sented for each of the methods, and flirt gives an estimate with only half the
error of the others.

5.4 Summary

In this chapter methods to extract features from 2D lidar data have been eval-
uated for robust and highly accurate position estimation. Three state-of-the-art
methods, flirt-β-grid, falko-bsc and bid-sdh, have been adapted to fit the
scenario of localization in a predefined map. Experiments conducted in the sim-
ulated underground mine environment have shown that all of these methods per-
form better than the point cloud scan matching method icp, and in parity with
the method of matching each ray individually to the map, in situations without
map errors. The results also demonstrate that all the feature extraction methods
are much more robust to errors and imperfections in the map, simply because
no matches are found in those regions. This is an important advantage since the
underground mine environment changes dynamically and with a method insen-
sitive to errors, the predefined map is not forced to change accordingly.

In general, the feature extraction methods are sensitive to parameter settings,
and all parameters have been manually tuned to fit this particular application.
The best performing method is shown to be the flirt feature detector in combi-
nation with a pure geometric data association with default parameters suggested
in [107]. The used nearest neighbor geometric data association could probably
be improved by applying a more sophisticated method for outlier rejection, e.g.,
ransac.
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6
Concluding remarks

This chapter concludes this thesis by summarizing results and discussing how
they contribute to a more robust and computationally efficient localization method.
Also possible directions for future work are highlighted.

6.1 Conclusions

A positioning system that is highly accurate, reliable, and robust is requested
from the mining industry as an enabler for fully autonomous mining systems.
Localization methods based on the Bayesian filtering framework have in this the-
sis been evaluated for this purpose. Key properties, vital for the performance of
real-time localization systems in underground mines, have been identified and
investigated.

Standard settings of parameter values of a ukf have been shown to perform
poorly in the underground mine application. The problem of tuning the design
parameters to obtain reliable state estimates has therefore been addressed. By
following guidelines and optimization procedures developed in Chapter 3 the
performance was substantially improved.

To reduce the dimensionality of the high-dimensional lidar data, strategies
for selecting subsets of available observations were developed in Chapter 4. Re-
sults showed that using only 20% of available data is enough to maintain the
quality in the state estimates. The information contribution from each individ-
ual laser ray in a lidar scan have been analyzed, highlighting aspects that are
important for a observation to be informative. Knowing the information contri-
bution, strategies for selecting subsets of available measurements, without losing
quality in the state estimates, were developed.

Another approach, also reducing the dimensionality of the measurements, is
to extract features in the lidar data. State-of-the-art feature extraction meth-
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ods for 2D lidar data have been evaluated from the perspective of underground
mine localization in Chapter 5. This approach has been shown to, in addition
to decrease the computational complexity in the filter updates, also provide posi-
tion estimates resilient to changes in the environment. Errors in the map are au-
tomatically ignored with this method. Results from the conducted experiments
show that in regions where the map poorly represents the real world, features are
not matched and thus omitted for further processing.

The onboard localization system studied in this thesis requires no external in-
frastructure, which is preferred in the harsh and dynamic environment of the un-
derground mine. The contributions described in this thesis, gives insight to what
the main obstacles in obtaining robust position estimates are for this application.
Suggestions and solutions are given that specifically improve the utilization of
the information contained in 2D lidar measurements, resulting in more robust
localization methods.

Robust localization in gnss denied environments is a complex and real prob-
lem experienced by practitioners in many fields. The focus of this thesis has been
on underground mining; however, the findings and discussions have bearing on
many other applications where reliable gnss is unavailable and lidar data is
used for positioning in an unstructured environment.

6.2 Future work

This thesis has taken steps towards more robust and accurate positioning for un-
derground mines, especially considering the processing of 2D lidar data. In the
future, 3D lidar resulting in even larger amounts of data to process is expected
to become standard. The harsh and dirty environment of an underground mine
requires rugged hardware, with often limited computational resources compared
to standard hardware. To maintain the real-time requirement, sensor selection
strategies such as those described in Chapter 4 might be a necessity. A possible
direction for future research is thus to extend the strategies developed in Chap-
ter 4 to the 3D case.

Another interesting topic for future research is the problem with an under-
ground mine being a non-static environment. Tunnels are extended, or closed by
a pile of material only to later be re-opened, wall reinforcements can change how
a lidar perceives a cross-section, and piles in a draw point change structure as
material is being moved. The feature extraction approach adopted in Chapter 5
provides a robust solution when the map does not coincide with the real world.
Therefore it would be interesting to explore how this approach can be used to en-
able automatic updates of the map. By considering the features without a match,
knowledge can be extracted about what features should have been observed but
were not, and what features are new and never observed before. This information
can then be used as input to a system that updates the map.
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