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Abstract

When photos and videos are increasingly used as evidence material, it is of importance
to know if these materials can be used as evidence material or if the risk of them being
forged is impending. This thesis investigates methods for detecting anomalous regions
in images and videos using photo-response non-uniformity – a fixed-pattern sensor noise
that can be estimated from photos or videos.

For photos, experiments were performed on a method that assumes other photos from
the same camera are available. For videos, experiments were performed on a method
further developed from the still image method, with other videos from the same camera
being available. The last experiments were performed on videos when only the video that
was about to be investigated was available.

The experiments on the still image method were performed on images with three
different kinds of forged regions: a forged region from somewhere else in the same photo,
a forged region from a photo taken by another camera, and a forged region from the same
sensor position in a photo taken by the same camera. The method should not be able to
detect the third kind of forged region. Experiments performed on videos had a forged
region in several adjacent frames in the video. The forged region was from another video,
and it moved and changed shape between the frames.

The methods mainly consist of a classification process and some post-processing. In
the classification process, features were extracted from images/videos and used in a ran-
dom forest classifier. The results are presented in precision, recall, F1 score and false
positive rate.

The quality of the still images was generally better than the videos, which also resulted
in better results. For the cameras used in the experiments, it seemed easier to estimate a
good PRNU pattern from photos and videos from older cameras. Probably due to sensor
differences and extra processing in newer camera models. How the images and videos
are compressed also affects the possibility to estimate a good PRNU pattern, because
important information may then be lost.

iii





Acknowledgments

First, I want to thank my supervisor and extra supervisors, Marcus Wallenberg, Klara
Eklund, and Erik Rönnqvist on Image and Audio Analysis Unit at the Swedish National
Forensic Centre (NFC), for allowing me the opportunity to do this thesis project. Their
patience, support, and feedback throughout the project have been valuable.

I would also like to thank my examiner and supervisor at Linköping University, Per-
Erik Forssén and Linbo He, for their help with the thesis.

Finally, I want to thank my friends and family for their continuing support and encour-
agement.

v





Contents

1 Introduction 1
1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Aim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.4 Problem Description and Research Questions . . . . . . . . . . . . . . 4
1.5 Delimitation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.6 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2 Theory and related work 7
2.1 PRNU . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2 The Sensor Output Model . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.3 Common Methods Using PRNU Pattern . . . . . . . . . . . . . . . . . 9
2.4 Good Estimates of the PRNU Pattern . . . . . . . . . . . . . . . . . . . 10
2.5 Different Kinds of Forgeries in Photos and Videos . . . . . . . . . . . . 10

2.5.1 Intra-Frame Forgeries . . . . . . . . . . . . . . . . . . . . . . 10
2.5.2 Inter-Frame Forgeries . . . . . . . . . . . . . . . . . . . . . . . 11

2.6 Methods for Finding Forged Regions in Videos . . . . . . . . . . . . . 12
2.6.1 "Video Forgery Detection Using Correlation of Noise Residue" . 12
2.6.2 "Detection of malevolent changes in digital video for forensic ap-

plications" . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3 Method 15
3.1 Algorithm Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.2 Collection of Material for Experiments . . . . . . . . . . . . . . . . . . 16

3.2.1 Photos . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.2.2 Videos . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3.3 Implementation of Still Image Method . . . . . . . . . . . . . . . . . . 21
3.3.1 Classification of Pixels in Forged Image . . . . . . . . . . . . . 23
3.3.2 Post-Processing After Classifying Pixels . . . . . . . . . . . . . 25

3.4 Implementation of Video Method . . . . . . . . . . . . . . . . . . . . . 25
3.4.1 Post-Processing After Classifying Pixels . . . . . . . . . . . . . 26

3.5 Implementation of a Video Method Without Reference Material . . . . 27
3.5.1 Post-Processing After Classifying Pixels . . . . . . . . . . . . . 27

vii



viii Contents

3.6 Metrics for Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

4 Results 31
4.1 Still Image Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.1.1 Data and Features Selection . . . . . . . . . . . . . . . . . . . 31
4.1.2 Forgery Type 1: Forged Region From Somewhere Else in the

Same Photo . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
4.1.3 Forgery Type 2: Forged Region From Photo Taken by Another

Camera . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
4.1.4 Forgery Type 3: Forged Region From Same Sensor Position in a

Photo Taken by the Same Camera . . . . . . . . . . . . . . . . 46
4.2 Video Method With Available Reference Material . . . . . . . . . . . . 49

4.2.1 Data Selection . . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.2.2 Forged Videos . . . . . . . . . . . . . . . . . . . . . . . . . . 49

4.3 Video Method Without Reference Material . . . . . . . . . . . . . . . . 67
4.3.1 Data Selection . . . . . . . . . . . . . . . . . . . . . . . . . . 67
4.3.2 Forged Videos . . . . . . . . . . . . . . . . . . . . . . . . . . 67

4.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.4.1 Still Image Method . . . . . . . . . . . . . . . . . . . . . . . . 76
4.4.2 Video Method . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
4.4.3 Reference-Free Video Method . . . . . . . . . . . . . . . . . . 80
4.4.4 Further Development . . . . . . . . . . . . . . . . . . . . . . . 80

5 Conclusions 83

Bibliography 85



1
Introduction

This master’s thesis has been done in collaboration with the Image and Audio Analysis
Unit at the Swedish National Forensic Centre (NFC), an organization within the Swedish
Police Authority responsible for their forensic work. The thesis investigates a method for
detecting anomalous regions in images and videos using photo-response non-uniformity.

The first section in this chapter is a background section to give an overall view of the
topic of this thesis. In the next section, the motivation for this thesis is presented. Section
1.3 explains the aim of the thesis, and in Section 1.4 is a problem description of this thesis
and the research questions stated. Section 1.5 describes the delimitation and in Section
1.6, a brief outline of the thesis can be found.

1.1 Background

What can be used as evidence material and how it is used differ between different coun-
tries. Also, the legal processes are different in different countries. However, what most
should have in common is the ambition to develop and improve the legal processes and
how evidence material is handled.

When collecting electronic evidence, which includes digital photos and videos, there
are, according to [20], five rules it has to comply with to be useful as evidence. It has to
be:

• admissible – Admissible means that the evidence has to be able to be used in court.
If this can not be fulfilled, it does not matter if the evidence is either reliable or
authentic, etc.

• authentic – The evidence has to be tied to the incident in question, for it to be
authentic, i.e. it has to be shown that it is relevant for the case.

• complete – Complete evidence means there has to be evidence that shows different
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2 1 Introduction

perspectives of the incident. All evidence related to a case should be collected, not
only the ones useful for a specific outcome in court.

• reliable – The evidence has to be reliable. There can not be any doubts of the
authenticity or truth in the evidence.

• believable – For the evidence to be believable, it has to be presented in a way that
is understandable and believable.

For photographic evidence to be seen as admissible in the USA in 2017, there had to be
a witness that could testify that the photographic evidence was an accurate representation
of the situation. However, if there was no witness, a piece of photographic evidence could
still be admissible, but only if the process used to produce the photograph was seen as
accurate and reliable. [10]

In [6] it is described how techniques for sound and image are taking a larger part in
the Swedish court. A few examples of how videos are used in court are described in [6].
However, according to [6], no clear guidelines on how videos should be handled in court
existed when it was written in 2014.

In the USA, videos are even more commonly used as evidence material. [6] When
working with photos and videos as evidence material, the reliability is highly relevant. As
is well known today, photos and videos can be manipulated in a way so that it is hard to
see whether it is manipulated or not. This possibility makes the reliability of a photo or
video to decrease, and it makes it apparent they should not be taken as objective truth.

According to [6], both the USA and Sweden seem to use videos as solely a represen-
tation of other types of evidence, like testimony or written evidence.

In this thesis, the reliability of photos and videos are in focus. Is it possible to measure
the reliability of a video and how could it be done? If not manipulated, photos and videos
can be of good use to display a situation to a wider audience. However, if the reliability
of the photos and videos can not be measured, can they be used as a reliable source of
information at all?

1.2 Motivation

Videos and photos are increasingly used as evidence material in investigations. However,
as the technology moves forward, the authentication of photo and video evidence becomes
increasingly important due to advanced editing techniques. One way this might be done
is by the use of the fixed-pattern sensor noise in the photo, also called the photo-response
non-uniformity (PRNU).

In Figure 1.1 and 1.2 are examples of manipulated photos. Figure 1.1 shows the
Democratic congresswomen of the 113th US Congress, where the four women in the
back were inserted in the image afterward, according to the Associated Press. [1]

The left image in Figure 1.2 shows the original photo of two horses in a corral. In
the second image, the same horses have been duplicated from the first image into another
image so it looks like they are not in the corral anymore.
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Figure 1.1: A much-disputed photo where, according to the Associated Press among
other news sources, staff of the office of the Minority Leader of the US House of
Representatives manipulated the group portrait of the Democratic congresswomen
of the 113th US Congress by adding the four women in the back who were absent
when the photo was taken. [1]

Figure 1.2: The original photo of two horses to the left, and a manipulated photo
to the right where the horses have been duplicated from the first photo to another
background. [2] [3]

1.3 Aim

This thesis aim is to investigate if and, in that case, how edited regions in photos and
videos might be detected using PRNU patterns. This have been investigated both when
having access to the camera that took the photo or recorded the video, alternatively non-
forged photos or videos taken or recorded with the camera, and when only one potentially
forged video was available from the camera.

This work is of forensic interest, because there will be cases when photos or videos
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are being held as evidence material, and then the authenticity of the evidence material has
to be shown beyond a reasonable doubt. Hopefully, with the right kinds of techniques
to find forged regions in photos and videos, they can still be used as evidence material
although the technology moves forward. This thesis will show an attempt to detect forged
regions in images and videos with the use of PRNU.

1.4 Problem Description and Research Questions

The first part of this thesis’s aim was to investigate how to find anomalous regions in still
images and videos when also authentic material recorded by the camera was available.
The authentic material will furthermore be referred to as reference material. The second
part was to investigate a method to see if it will be possible to find anomalies in a video
using its PRNU pattern when no reference material is available. In that case, the reference
PRNU pattern had to be estimated from a subset of frames from the video in question –
even though there was a risk that these frames might contain some forgeries themselves
and might therefore result in an incorrect PRNU pattern.

Based on the problem description above, the questions this thesis was to answer were as
follows:

1. How reliable are our methods for finding anomalous regions in photos and videos
when having access to reference material?

2. How may a method for detecting anomalies in a video based on PRNU be designed
if the reference PRNU pattern must be estimated from a subset of frames from the
video in question, and how well does it perform?

1.5 Delimitation

One limitation is in the amount of data available. In the proposed method a classifier is
used, and the lack of data and variability may negatively affect the classifier. While NFC
could provide some devices, most of the data used were obtained from a public database
[17] with material from 35 different devices and a few different brands.

There are also known limitations in the PRNU method. If regions are duplicated from
the same sensor position in another image taken by the same camera, the method should
not detect that, because then the PRNU pattern will also be copied. The methods proposed
in this thesis will not be able to find these regions.

When looking for forged regions in images or frames, a neighborhood size of 128x128
pixels was used. Thus, this means that there has to be a limit on the minimum size of the
forged region that can be detected. Therefore, no regions with less than approximately
128x128 pixels were studied.

Transformed and/or cropped images and stabilized videos have not been included in
the experiments. The incorporation of such images and videos would require further
development of the proposed method.
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1.6 Thesis Outline

The first chapter in this thesis includes a background in Section 1.1, motivation of the
thesis in Section 1.2, and its aim, problem description, research questions and necessary
limitations (Section 1.3-1.5).

In Chapter 2 of this thesis, the relevant theory about forgeries in photos and videos is
described, and also necessary theory about photo-response non-uniformity – the technique
the methods later on in this thesis are based on. In Section 2.6, a few articles about finding
forged regions in videos are mentioned and discussed.

There are descriptions of the methods used in Chapter 3. Section 3.1 contains a brief
overview of the still image method and the video method with available reference mate-
rial. In Section 3.2 it is described how the collection of materials for experiments were
performed. In Section 3.3, the method for the still image method is described, and in
Section 3.4, the method for the video method with reference material. In Section 3.5, the
method for detecting forged regions in videos without reference material is described, and
in Section 3.6, it can be read how the evaluation was performed on the still image method,
the video method with reference material, and the video method without reference mate-
rial.

In Chapter 4, the results from the evaluation is presented and analyzed. In Section
4.1 are the results from the still image method presented, in Section 4.2 the results from
the video method with reference material, and in Section 4.3 the results from the video
method without reference material. Section 4.4 covers a discussion on the results in earlier
sections of the chapter.

Chapter 5 covers the conclusion of the results and the discussion, and answers the
questions stated in Section 1.4.





2
Theory and related work

One way of detecting regions that have potentially been tampered with in still images
and videos is by the use of a PRNU-based method. The first section in this chapter ex-
plains what the PRNU pattern is, and the second section, about the sensor output model,
describes how it can be estimated from a set of photos or video frames. This chapter
also includes sections with how the PRNU pattern is commonly used in methods, what
kind of images are good for estimating the PRNU pattern, and different kinds of forgeries
that photos and videos can have. The last section introduces a few articles about finding
forged regions in videos.

2.1 PRNU

In digital cameras, camcorders, and scanners, there exist two types of imaging sensors:
CCD (Charge-Coupled Device) and CMOS (Complementary Metal-Oxide Semiconduc-
tor). Both of them consist of several pixels made of silicon that capture light by converting
photons to electrons by the use of the photoelectric effect. The charge is processed and
later converted to a digital signal. It is then further processed and finally stored in an
image format. [7]

The number of electrons generated by the photons in a pixel, in other words, how
much light it can absorb, depends on the physical dimensions of the photosensitive area
of the pixel and the homogeneity of the surface. The pixels are not completely identical.
The physical dimensions of the pixels are slightly different because of imperfections in
the manufacturing process, and the inhomogeneity in silicon. [7]

The imperfections of the pixels can be summarized in a matrix, K, with the same
dimensions as the sensor, where K is a zero-mean noise-like signal. When the sensor is
illuminated with uniform light of intensity Y , the sensor will then register a signal Y +YK
instead of just Y since there are imperfections in the pixels. K is here referred to as the
PRNU pattern. The implementations provided by NFC are based on the method described

7



8 2 Theory and related work

in Section 2.2.
The PRNU pattern is, in other words, variations in the sensor of the camera. The

variations are the same for every photo/video taken with the camera and will create a
slight noise in the photo. The noise is unique for every camera and stable in time, but
the content of the image will interfere when estimating the PRNU pattern, and therefore
result in an incorrect estimated PRNU pattern to a certain extent, even when the image
is authentic. [7] In Section 2.4 it is further described what kind of images will hopefully
make the best estimate of the PRNU pattern and also what kind of features will aggravate
a good estimate.

If the estimated PRNU pattern is not affected too much by the contents, it is possible
to confirm if a photo is taken with a certain camera. It is also possible to detect potential
forgeries.

Without the camera which has taken the photo, or other photos taken by the same
camera, it is impossible to tell if a photo has been modified with this method. If the
investigation instead concerns a video, where the whole video has been recorded with
the same camera, it might then be possible to detect PRNU anomalies within the video.
However, if the video is stabilized, the PRNU pattern is no longer fixed. This must then
be taken into account when using PRNU-based methods on stabilized video.

2.2 The Sensor Output Model

If nothing else is said, the content in this section is derived from [7].
The sensor output model used is

I = gγ · [(1 + K)Y +Ω]γ +Q, (2.1)

where I is the quantized signal, Y the incident light intensity, Ω a combination of noise
sources such as dark current, shot noise, and read-out noise, Q the distortion due to quanti-
zation and/or compression, g the gain factor and γ the gamma correction factor. The bold
letters are all matrices where every pixel has its value, and all operations are performed
element-wise.

If the incident light intensity, Y , in Eq. (2.1) is being factored out, the equation can
be written as

I = (gY )γ · [1 + K +Ω/Y ]γ +Q. (2.2)

If, in the next step, a Taylor expansion of (1 + x)γ = 1 + γx +O(x2) at x = 0 is used
with the first two terms, Eq. (2.2) can be further rewritten as

I = (gY )γ · [1 + γK + γΩ/Y ] +Q = I (0) + I (0)γK + Θ = I (0) + I (0)K′ + Θ, (2.3)

where I (0) = (gY )γ , Θ = γI (0)Ω/Y +Q and γ was absorbed into the PRNU term in the
last step: K′ = γK.

If a denoising filter is applied to I , i.e. Î (0) = F(I), and the equation is extended with
IK′ − IK′ , then the noise residual W will be



2.3 Common Methods Using PRNU Pattern 9

W = I − Î (0) = IK′ + I (0) − Î (0) + (I (0) − I)K′ + Θ = IK′ + Ξ, (2.4)

where Ξ = I (0) − Î (0) + (I (0) − I)K′ +Θ. In [7], a filter constructed in the wavelet domain
is used. In the experiments in this thesis, a bilateral filter which is equivalent to the filter
in [7] is used.

Ξ can be seen as white Gaussian Noise (WGN) with variance σ2 even if it is not
entirely independent of IK′ , because of the term (I (0) − I)K′ . However, the energy of this
term is small compared to IK′ , which leads to the reasonable assumption that Ξ can be
seen as independent of IK′ anyway.

In [7] the steps for estimating K′ is explained. The conclusion is that the maximum
likelihood estimate of K′ is estimated from a set of images from the same camera, and
can be expressed as

K̂′ =
∑d
k=1 WkIk∑d
k=1(Ik)

2
, (2.5)

for each image k in a set of d images. In the estimate of K′ , certain components will be
included, for instance, artifacts due to the sensor and its design or due to image compres-
sion.

In Section 4.1, Eq. (2.4) is used when formulating the hypothesis. The equation is
then assumed to match with the fact that the image, or a part of the image, is authentic
and from the same camera when it contains the PRNU pattern. Otherwise, it is assumed
to be potentially forged.

2.3 Common Methods Using PRNU Pattern

The PRNU pattern is commonly used in methods for device identification when the task
is to determine if an image is taken with a given camera. It is also used in device linking
when the task is to determine if two images are taken with the same camera or not. In
both cases, the estimated PRNU patterns from two sources are compared and evaluated.

It has also been used for finding forged regions in photos and videos, although these
methods are not long-established but still in the research phase. See Section 2.6 for some
methods for finding forged regions in videos.

When detecting anomalous regions in a photo, other non-forged photos taken with the
same camera are required to estimate a reference PRNU pattern to compare to the noise
residual or estimated PRNU pattern in the photo, depending on the method. For detect-
ing anomalous regions in a video, a non-forged video recorded with the same camera is
required to estimate the reference PRNU pattern to compare to the noise residual in one
or more frames of the video. These non-forged photos or videos from the same camera
are referred to as reference material, as mentioned in Section 1.4. It might, however, be
possible to detect forged regions in a video when no reference material is available. In that
case, the potentially forged video itself has to be used to get a reference PRNU pattern to
compare to the video. One way to do this has been studied in Section 3.5.
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2.4 Good Estimates of the PRNU Pattern

In [7], experiments have been performed to see what kind of images are the best for es-
timating the PRNU pattern, and it has been shown that it is best estimated from images
with high luminance (not saturated) and with smooth content, which means a small vari-
ance in the image. This could, for example, be out-of-focus images of a flat homogeneous
surface. Henceforth, these kinds of images are called flatfield images. Good estimates of
the PRNU pattern could be obtained from 20-50 natural images depending on the cam-
era, according to [7]. With out-of-focus images of a flat homogeneous surface (flatfield
images) fewer than this might be enough to obtain an equally good estimate. [7]

Dark blocks will have a lower value of correlation to the PRNU pattern due to the
multiplicative character of the PRNU pattern. The PRNU pattern may also be absent
from flat areas due to strong JPEG compression or saturation. Finally, textured areas will
have a lower value of correlation to the PRNU pattern due to stronger modeling noise. [7]

This information has been used when implementing the methods to find forged regions
in still images and videos in Chapter 3.

2.5 Different Kinds of Forgeries in Photos and Videos

The forgeries found in photos are called intra-frame forgeries. These are forgeries where
contents of an image, or a frame in a video, have been manipulated, and are further de-
scribed in Section 2.5.1. For videos, there can be both intra-frame forgeries, when a frame
has been manipulated, and inter-frame forgeries. Inter-frame forgeries are forgeries that
affect the sequence of frames, like removed or added frames in a video, see Section 2.5.2.

In this thesis, only intra-frame forgeries have been studied. Especially intra-frame
forgeries in a region of the image/frame. To evaluate the implementations to find forged
regions in images and videos, the methods have been tested with images and videos where
regions have been manipulated. These manipulations are duplicated regions from other
images and videos. How these forged regions were created in the images and videos are
described in Section 3.2.

2.5.1 Intra-Frame Forgeries

Intra-frame forgeries are forgeries in which the contents of a photo or an individual frame
of a video have been modified. It could be regions duplicated from the same or other
sensor positions in the same or another frame/photo. It could also be if a frame/photo
has been upscale-cropped, i.e. the frame/photo has been cropped and upscaled so that the
outer part of the frame/photo has been removed. [18]

Intra-frame forgeries can be detected with the PRNU method, except when these con-
sist of regions duplicated from the same sensor positions in another photo taken with the
same camera or in another frame in the same video, or in another video recorded with the
same camera. Then, in theory, the sensor noise pattern will be duplicated too and pasted
on to the correct position.

An example can be seen in Figure 2.1, where the PRNU pattern from two images taken
by the same camera is illustrated. These are in theory identical even though the images
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are not. However, due to the difficulty in estimating the PRNU pattern, the estimated
PRNU patterns might slightly differ. If one region from the first image is duplicated into
the second image on the same sensor position as before, the PRNU pattern would not
be changed even though the image would be. The same is for two frames in a video or
frames from two different videos recorded with the same camera. This applies as long as
the images/frames are not cropped or stabilized so that the PRNU pattern is affected.

Figure 2.1: To the left is an example of a PRNU pattern from an image. To the
right is the PRNU pattern from another image taken by the same camera. The noise
is scaled to the interval [0, 255]. Optimally these estimated PRNU patterns should
be identical, like in this figure. If one area, marked in red in the left image, was to
be duplicated into the right image, to the same sensor position, marked with a green
square, the image content would be manipulated, but the PRNU pattern would still
be the same as before.

However, if a region is copy-pasted from the same sensor position in another frame in
a video, the estimated PRNU pattern might even be identical in that region. If using
a customized technique when analyzing the frames, i.e. frame-to-frame comparison, as
has been done in "Video Forgery Detection Using Correlation of Noise Residue" by Chih-
Chung Hsu et al. [9], 2008, this modification could still be detected, because two identical
regions will have an abnormally good correlation with each other. Nevertheless, there are
better methods to find duplicated regions from the same sensor positions in other frames
than with the PRNU method, for example by clone detection, [12], where the methods
attempt to find matching blocks in the frames without the use of sensor noise.

2.5.2 Inter-Frame Forgeries

Inter-frame forgeries are forgeries that affect the sequence of frames in a video. Typi-
cal forgeries of this kind are the removal or insertion of a set of frames from or into a
video. Other typical inter-frame forgeries are frame replication or duplication, where sev-
eral frames are copied and inserted into the same video sequence somewhere else in the
sequence. The technique of interpolating frames from two or more videos to create a new
video is called temporal splicing and is also a kind of inter-frame forgery. [18]
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Removal of frames will not be detected by the PRNU method, because no changes
will be made in the PRNU pattern in the video. If frames are inserted in the video they
will not be detected if they are from the same camera, because the PRNU pattern will
still be consistent with the source camera. If frames from another camera are inserted,
the method should be able to detect this as well as for temporal splicing if the videos are
recorded with different cameras.

Frame replication or duplication may be found in the same way as explained in Sec-
tion 2.5.1 because if there are two identical frames, the correlation between them will
be identical too. However, as also mentioned, there are better methods for finding frame
duplication or replication than by the PRNU method.

2.6 Methods for Finding Forged Regions in Videos

In section V in the article "An Overview on Video Forensics" by Simone Milani et al. [11],
2012, the authors present forensic tools for video doctoring detection when no reference
material is available. Further, in section V.A, three different methods for detection of
tampered videos are presented, where two of them seem applicable for a moving camera,
and the last one for a video with a static scene, e.g. a surveillance camera.

2.6.1 "Video Forgery Detection Using Correlation of Noise
Residue"

One of the methods for detecting forged regions in a moving camera described in "An
Overview on Video Forensics" [11] is "Video Forgery Detection Using Correlation of
Noise Residue" by Chih-Chung Hsu et al. [9], 2008. In this method, the correlation
value of temporal noise residue is computed. The correlation values from blocks (non-
overlapping regions) of two consecutive frames are then compared. This does not require
reference material because consecutive frames are compared instead.

In the method, a frame is compared with a consecutive frame, which means that if
both frames are modified similarly, the noise correlation might be high depending on the
modifications done in the frames. Although there will still be a low correlation when
going from a frame to another frame that has been modified in another way than the first
or not at all. The paper use videos with forged regions of either example-based texture
synthesis [5] or temporal copy-paste inpainting [14]. The first one fills in the region from
sample textures, while the other copies a region from a consecutive frame.

In the second case, when a region is copied from a consecutive frame, the correla-
tion value will be too high between the two frames. Because without no manipulations,
there will still be some noise after estimating the PRNU pattern. If there are blocks dupli-
cated from a consecutive frame, however, the estimated PRNU will be too similar in both
frames.

To produce reliable results with this method, the videos have to be of fine quality.
However, the method is still sensitive to quantization noise. Videos with different com-
pression ratios were used in the experiments, and with a high compression ratio, a lower
detection precision was measured, which means that this method is not reliable for low-
quality videos such as low-bandwidth Internet streaming videos. The paper also mentions
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that the noise residual is very content-dependent, which makes the correlation feature
unstable in videos with a dynamic scene, among them videos recorded with a moving
camera. [9]

2.6.2 "Detection of malevolent changes in digital video for
forensic applications"

The second method mentioned is "Detection of malevolent changes in digital video for
forensic applications" by N. Mondaini, et al. [13], 2007. A reference PRNU pattern
in this paper is created from the first 50 frames of the video sequence, by estimating
the PRNU pattern for each frame and then averaging the noise extracted from each frame.
The reference PRNU pattern is then compared with the PRNU pattern from the next frame
in the sequence. If the correlation is above an empirically established threshold, it is
classified as a frame coming from the same camera, and the noise pattern from this frame
is averaged to the reference PRNU pattern. If the correlation is below the threshold, no
modification is done to the reference PRNU pattern with this new frame, because then
the frame might be from another camera or it might be manipulated in a majority of the
frame.

If the frame is categorized as coming from the same camera, then the PRNU pattern
in square regions of the frame is compared with the PRNU pattern in square regions in
the same positions of the reference pattern, to see if it contains any tampered regions.
If copied from the same position in another frame of the same video, this will not be
discovered with this method, as stated in the paper.

This method is inherited from a method described in "Digital camera identification
from sensor pattern noise" by Jessica Fridrich et al. [8].

By creating the reference pattern out of the first 50 frames of the video it is assumed
that these are from the same camera and are not modified. If the frame rate of a video is
25 frames per second, then 50 frames correspond to two seconds of the video. The paper
uses thresholds of 50 % of the mean correlation value obtained for the reference pattern
when it is a non-compressed video. For a compressed video, a threshold of 20 % is used.

To complement the computations with the reference pattern created, the paper also
does a frame-to-frame comparison, where it computes the correlation values between the
PRNU pattern from two consecutive frames, and the correlation between two consecutive
frames, to see if the scene has been changed.
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In this chapter, all steps of the work are described. In the first section, there is an algorithm
overview with a block diagram that shows an overview of the two first methods in Section
3.3 and 3.4.

In Section 3.2, it is described where the data is coming from, what it contains and how
the photos and videos are manipulated to get the desired forged regions in the test data.

In Section 3.3 it is described how the still image method is implemented. Section
3.4 describes how the video method is implemented when reference material is available.
In Section 3.5 it is then described how the implementation of the video method with no
available reference material is implemented.

The last section of this chapter, Section 3.6, explains how the methods are evaluated.

3.1 Algorithm Overview

In Figure 3.1, a block diagram can be seen for the still image method in Section 3.3 and
the video method in Section 3.4. The two main processes are the classification process
and the post-processing. The features mentioned are correlation value, intensity measure,
flatness measure and texture measure, described in Section 3.3.

The training and test data for the still image method and the classifier are described in
Section 3.3.1. In Section 3.4, the training and test data for the video method are described.
The result after the classification process is a probability map with the probability of each
pixel being forged in the image.

In the post-processing, the probability map is being thresholded, so that the image
only contains forged pixels and non-forged pixels. After that, small regions are filtered
out from the image, to clear out noise. The regions left are then being dilated, because
there is a risk that the detected area is smaller than the actual forged region. These steps
are further described in Section 3.3.2.
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Figure 3.1: An algorithm overview of the still image method and the video method.

3.2 Collection of Material for Experiments

The materials the experiments were performed on were photos and videos from the
VISION dataset [17]. The dataset is created for forensic analysis and contains images and
videos from 35 different portable devices of 11 major brands. These images and videos
do not contain forged regions when collecting them. The forgeries had to be generated
to the images and videos afterward. How this was done is explained in the following
subsections.

3.2.1 Photos

The cameras which produced all the photo materials needed for the experiments are listed
in Table 3.1. It also tells the image resolution of the photos and the release year of the
devices. All photo materials were in JPEG format, which indicates that there had been



3.2 Collection of Material for Experiments 17

some compression when saved in that format.

Table 3.1: Table of the cameras that image experiments were performed on, the size
of the photos and the release year of the device.

Camera Image resolution Release year

Apple iPad Mini 2592 x 1936 2012
Apple iPhone 4 2592 × 1936 2010

Apple iPhone 4s (device 1) 3264 x 2448 2011
Apple iPhone 4s (device 2) 3264 x 2448 2011
Apple iPhone 5 (device 1) 3264 x 2448 2012
Apple iPhone 5 (device 2) 3264 x 2448 2012
Apple iPhone 5c (device 1) 3264 x 2448 2013
Apple iPhone 5c (device 2) 3264 x 2448 2013
Apple iPhone 5c (device 3) 3264 x 2448 2013
Apple iPhone 6 (device 1) 3264 x 2448 2014
Apple iPhone 6 (device 2) 3264 x 2448 2014

Apple iPhone 6 Plus 3264 x 2448 2014
Asus Zenfone 2 Laser 3264 × 1836 2015

Huawei P9 3968 × 2976 2016
Huawei P9 Lite 4160 × 3120 2016
Lenovo P70-A 4784 × 2704 2015

LG D290 3264 × 2448 2014
OnePlus A3003 4640 × 3480 2016

Samsung Galaxy S3 3264 x 2448 2012
Samsung Galaxy S3 Mini (device 1) 2560 × 1920 2012
Samsung Galaxy S3 Mini (device 2) 2560 × 1920 2012

Samsung Galaxy S4 Mini 3264 × 1836 2013
Samsung Galaxy S5 5312 × 2988 2014

Samsung Galaxy Tab A 2592 × 1944 2015
Samsung Galaxy Trend Plus 2560 × 1920 2013

Sony Xperia Z1 Compact 5248 × 3936 2013
Wiko Ridge 4G 3264 × 2448 2015

Xiaomi Redmi Note 3 4608 × 2592 2016

The photos available and used for the experiments from each camera were both flat-
field images (see Section 2.4) and natural images taken by the camera. The flatfield im-
ages were used to estimate the PRNU pattern, and the natural images were used when
training a classifier to classify the pixels in the images and when creating forged regions
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in images. However, the classifier was not trained on the same images used for creating
forged images, because that would risk jeopardizing the reliability when analyzing images
in real cases.

Generation of Forgeries A script was written to create the forgeries needed to do the
experiments. The forgeries are stated below:

1. Photo with a duplicated region from somewhere else in the same photo.

2. Photo with a duplicated region from a photo taken by another camera.

3. Photo with a duplicated region from the same sensor position in another photo taken
by the same camera.

Figure 3.2: One example of a forged image with a duplicated region from some-
where else in the same photo. To the right of the forged image is the mask where the
forged region is located in the image.

In Figure 3.2 is one example of an image with forgery type 1, with a duplicated region
from somewhere else in the same photo, where the black and white image to the right of
the forged image is the mask showing where the forged region is located in the forged im-
age. In this example, the number on the wall and another part of the wall were duplicated
to a new position in the image.

In Figure 3.3 there is one example of an image with forgery type 2, with a duplicated
region from a photo taken by another camera, where the left image is the image with a
forged region. The black and white image in the middle is the mask showing where the
forged region is located in the forged image, and also from where the region is duplicated
from in the right image. The right image is rotated but treated as an image from another
camera, due to how the rotation affects the PRNU pattern.

In Figure 3.4 there is an example of an image with forgery type 3, with a duplicated
region from the same sensor position in another photo taken by the same camera, where
the left image is the image with a forged region. The black and white image in the middle
is the mask showing where the forged region is located in the forged image, and also from
where the region is duplicated from in the right image.
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Figure 3.3: One example of a forged image with a duplicated region from a photo
taken by another camera. To the left is the forged image, in the middle is the mask
where the forged region is located in the image and also from where in the right
image the region is duplicated.

Figure 3.4: One example of a forged image with a duplicated region from the same
sensor position in another photo taken by the same camera. The left image is the
forged image, in the middle is the mask where the forged region is located in the
image and also from where it is duplicated from in the right image.

For forgery type 1, a mask was created with a randomly deformed circle with a diame-
ter of between 10 % and 50 % of the shortest side of the image. The position of the mask
was randomly set somewhere in the image. Then the same mask was used to duplicate
a region from somewhere else in the image and placed on the first position of the mask.
This would yield a new image with a forged region somewhere in the photo.

The same script could also duplicate a region from the same sensor position in another
image. If used on images from two different cameras, an image with forgery type 2 was
created. This forgery was in reality created from a rotated image from the same camera,
because as mentioned in Section 3.3.1, a rotated image could be seen as an image taken
with another camera.

To create forgery type 3, the same script could be used but with different images from
the same camera. All forged images were created out of uniquely generated masks.

Depending on the mask and the image, the resulting image looked more or less real
for the human eye, but the importance was to evaluate how well the classifier could find
these forgeries. This method would not make any difference between forged regions that
could easily be seen to be forged and regions that would be hard to be seen for a human.

The forgery type 3, stated above, should not yield any inconsistency in the PRNU
pattern, because it is duplicated from the same sensor position in another image taken
with the same camera. Therefore this kind of manipulation should not be detected with
this method.
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Experiments Experiments were performed on between 10 to 83 forged images with
forgery type 1 from 28 different cameras, a total of 1069 forged images with this kind of
forgery. Experiments were performed on the same amount of forged images from each
camera with forgery type 2 and also forgery type 3. Altogether a total of 2138 forged
images with the first two kinds of forgeries – the forgeries that our method should be able
to detect. The images with forgery type 3 will also be called control images because these
forgeries should not be detected with our method, due to the theory that the PRNU pattern
will not be modified with this kind of forgery.

The number of forged images from each camera was dependent on the available num-
ber of images from each camera. 100 images were used for training the classifier. The
rest was used for testing, evenly distributed between the three kinds of forgeries. In Table
4.4, 4.9 and 4.10 in the result section in Section 4.1, the exact number of images used for
each camera can be found.

3.2.2 Videos

Videos without stabilization were used in these experiments. The videos used in the
experiments are available in the VISION dataset [17], where videos from four cameras
from different brands were chosen to be part of the experiments. These cameras with
their video resolution are shown in Table 3.2. In the table, information can also be found
about the file type, video codec, video resolution, frame rate, and how many videos were
available for each camera.

Table 3.2: Table of the cameras that video experiments were performed on and the
video resolution for each camera, and frame rate for the videos. The last column
shows how many videos were available for each camera.

Camera File type Video codec Video res. Frame rate Videos

Apple iPhone 4 MOV H.264 Baseline Profile 1280 × 720 28.621, 29.969 12
Huawei P9 MP4 H.264 Constrained Baseline Profile 1920 × 1080 30.011, 30.033 12

Lenovo P70-A 3GP H.264 Baseline Profile 1280 × 720 22.694, 30.004 12
Samsung Galaxy S3 Mini MP4 H.264 Baseline Profile 1280 × 720 28.986, 30.233 18

Table 3.3: Table of the cameras that video experiments were performed on, the num-
ber of videos and the number of frames in each video used when doing experiments
without reference material. In these videos, 500 frames contained a forged region.

Camera
Ref.free

Frames in ref.free videos
forged videos

Apple iPhone 4 6 2085, 1997, 2156, 2188, 2176, 2206
Samsung Galaxy S3 Mini 6 2132, 2087, 2177, 2127, 2112, 2111

The videos in the dataset were divided into indoor videos and outdoor videos. For the
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video method with reference material, the first 600 frames of the indoor videos (six videos
for every camera) were used as test videos with non-forged data. These frames were also
rotated 180 degrees and were then used as frames from another camera. The rest of the
videos were used as frames to be trained on, together with the frames from the outdoor
videos.

From these 600 frames long indoor videos, a forged region was added in the last
500 frames. This forged region had from the start a radius of 200 pixels and was then
changing form and position through the frames. From the start, it had a randomly chosen
speed (between [-20, 20] pixels/frame up/down and [-20, 20] pixels/frame to the right/left)
and an acceleration that was between [-5, 5] pixels. The maximum speed per frame was
20 pixels in each direction. The probability that the acceleration was changed was 10
% (random new acceleration). If not, the forged region moved the number of pixels the
speed parameter told it. Then the speed for the next frame was updated according to
new_speed = speed + acceleration, if not over maximal speed. If the forged region
collided with an edge in the image, it switched direction.

This would result in some forged videos for each camera, where the first 100 frames
were non-forged and the next 500 frames contained a forged region moving between
frames. Potentially, with the fastest moving region, it could travel a radius of 200 pixels
in 10 frames.

The forged regions were duplicated from a video from the same camera rotated 180
degrees, which are treated as a video from another camera. This corresponds to forgery
type 2 for the images in Section 3.2.1.

For the video method without reference material, all forged videos were used from
the method with the reference material, although they were not cut to 600 frames, but
contained all original frames. In the last column in Table 3.3, the number of frames for
each video can be seen. Out of these, 500 frames contained a forged region, just as for
the forged videos when reference material was available. Only videos from two of the
cameras were used in the reference-free experiments because these were the ones with
the best results from the method with reference material.

3.3 Implementation of Still Image Method

A method to estimate the PRNU pattern from images or videos was provided from NFC.
This method is based upon the technique described in [7]. In Section IV in [7], a forgery
detection algorithm is presented where the presence of the PRNU pattern is tested in each
BxB sliding block separately and then all local decisions are merged. This assumes that
the problem can be formulated as the hypothesis

H0 : Wb = Ξb

H1 : Wb = IbK̂
′
b + Ξb,

(3.1)

where Wb is the block noise residual, Ib the block intensity, K̂′b the PRNU pattern in the
block, and Ξb the modeling noise, assumed to be a Gaussian noise with unknown variance.
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H1 in Eq. (3.1) can be recalled from Eq. (2.4) in Chapter 2, which is satisfied when the
PRNU pattern is present in the image. If not, the region probably contains another PRNU
pattern but not from the correct camera or sensor position in the camera, and will therefore
be seen as plain noise, as H0 in Eq. (3.1).

The second method provided by NFC calculates the normalized cross-correlation be-
tween the block noise residual and the block intensity element-wise multiplied with the
PRNU pattern in the block:

ρb = corr(IbK̂
′
b,Wb). (3.2)

If no or little correlation, one can expect that it satisfies hypothesis H0, which is when
the image in the block does not come from the same sensor position or camera, i.e. the
block is forged. If there is a significant correlation, one can, on the other hand, expect that
it satisfies hypothesis H1, which is when the PRNU pattern can be found in the image
block and therefore it is assumed to be non-forged.

Later on, image and video quality will be mentioned. In this thesis, an image (or
video) with good quality means that the correlation between the estimated PRNU pattern
of the image (or frame in a video) and the estimated PRNU pattern from a set of flatfield
images (or frames in a video) from the same camera is significantly higher than the cor-
relation value between an estimated PRNU pattern of an image from another camera and
the estimated PRNU pattern from the same set of flatfield images.

In [7] it is proposed that the contents in the image will affect how well the PRNU
pattern can be estimated and also affect the correlation value in the image block. In the ar-
ticle three variables that may affect the outcome of the correlation value are stated. These
are a measure of intensity, a measure of flatness, and a measure of texture. According to
[7], the measures of the first two are defined as follows:

The measure of intensity is the average intensity in the block, Bb:

ib =
1
|Bb |

∑
i∈Bb

I[i], (3.3)

where I[i] is the intensity in pixel i, Bb the block and |Bb | the number of pixels in the
block. The measure of flatness is the relative number of pixels in the block that has an
intensity standard deviation, estimated from the local 3x3 neighborhood of the pixel, that
is below a threshold. The measure of flatness is defined as

fb =
1
|Bb |
|i ∈ Bb | σI [i] < cI[i]|, (3.4)

where c is the threshold, and σI [i] is the intensity standard deviation estimated from a
local 3x3 neighborhood of the pixel i. For the images used in these experiments, the
threshold was chosen to c = 0.05 after performing experiments to see which value would
classify most pixels correct in the classifier in Section 3.3.1.

The measure of texture is defined as

tb =
1
|Bb |

∑
i∈Bb

1
1 + var5(F [i])

, (3.5)

where F [i] is a high-pass filtered version of the block. In the experiments, the same filter
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was used when computing the noise residual Wb in Eq. (3.1). var5(F [i]) is the variance
computed from a local 5x5 neighborhood of pixel i for the high-pass filtered version of
the block.

3.3.1 Classification of Pixels in Forged Image

The tutorial [7] used its measure variables, defined in Eq. (3.3), (3.4) and (3.5), to train
a predictor from images taken with the same camera, to be able to predict the correlation
from these variables. This was considered an option but did not yield as good results as
hoped for. Nevertheless, there was a conviction that these variables still had an impact
on the correlation due to experimental results showing a possible connection between the
measures and the correlation value, so they should still be considered. See Section 4.1.1
for the result from these experiments.

The intensity measure (Eq. (3.3)), the flatness measure (Eq. (3.4)), the texture mea-
sure (Eq. (3.5)) and the correlation value (Eq. (3.2)) were all used as inputs when training
a classifier to tell if the image block was forged or non-forged. The output was a probabil-
ity map where each pixel was either forged or non-forged.

Training Data for the Classifier When training the classifier, many images taken with
the same camera were used. These were chosen randomly from the camera and were
supposed to contain different kinds of light conditions and different amounts of texture
and smooth contents to enable wide distribution of training data. Every pixel in the images
was assigned a set of values (ib, fb, tb, ρb) calculated for that specific pixel.

The values, calculated from Eq. (3.2), (3.3), (3.4) and (3.5), were computed from a
BxB block, and the value calculated from the block would belong to the center pixel of
the block. Therefore, when choosing training data from the images, a border of B/2 pixels
was neglected because the whole BxB sized block should be within the image to get the
correct values. In the tutorial [7], it is proposed to use blocks of 64x64 or 128x128 pixels.
In our experiments, blocks of size 128x128 were used because they got better results when
evaluated on images from two cameras. One would think that a smaller block would be
able to find smaller forged regions, and that is partly true. However, a smaller block could
also result in a higher correlation in general, so that it would be harder to distinguish
between a forged and a non-forged region.

In the area of the image where the set of features had been computed, a value from
every sixteenth row and column was chosen to be part of the training data. The choice
of choosing every sixteenth value instead of every value was made after evaluating the
impact on the number of correctly classified pixels when using different amounts of values
from each image. It turned out that using a stride less than 16 would be a lot more time-
consuming but did not yield better results. This could be because the block size was
128x128 pixels and when taking much smaller steps than this, the values would be very
similar and could not give much more information to the classifier.

To train the classifier, the same amount of images were used from the correct camera
and an incorrect camera. For these experiments, a set of 100 images were chosen from
the correct camera and the same amount from an incorrect camera. The camera with
the maximum amount of images in this dataset had 350 images. However, most of the
cameras had between 100 and 200 images, where they had to be divided into both training
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data and test data. To choose 100 images as training data seemed reasonable, and by
adding 100 more (for the cameras where it was possible), the test data had to be reduced
and no substantial improvements could be seen in the amount of correctly classified pixels.
However, if the datasets for each camera had been larger, it would have been possible to
better compare the results after using 100 images in the training data with the results after
using more than 100 images.

To be able to train with the same amount of incorrect images, a somewhat easy way,
to produce incorrect images in the same size as the correct images, was to use the same
images chosen for the correct camera, although this time rotated 180 degrees so that they
no longer could be recognized as taken by the correct camera. The positive aspect of
using images like this was that the images from the correct camera and incorrect camera
both yielded values that were similar in intensity measure, flatness measure, and texture
measure, but different in correlation value. That means the classifier would not risk being
biased for the training data, because the correct camera and the incorrect camera would
contain the same amount of blocks of, for example, highly textured areas.

To check that this was not a problem, experiments were performed when the classifier
was trained on a set of images from another camera and compared with the results when
training the classifier with the rotated images. No significant differences were discovered
in these cases. However, slightly better results were noticed when the forged regions were
created from photos of the same camera as the images used for the positive examples that
had been used to train the classifier. This coincidence might be explained by the lack of
good training data for that case.

Estimating the PRNU Pattern The PRNU pattern used when computing the correla-
tion value in Eq. (3.2) was estimated from 40 flatfield images. This number of images
was chosen by evaluating the impact the number of images had on the amount of correctly
classified pixels. It turned out that more than 40 images did not make the classification
significantly better.

The Classifier The methods provided from NFC were scripts written in Python. For
this reason, also new code was implemented in Python. As a classifier, a random forest
classifier in Python was used, found in the Scikit-learn library [15]. This random forest
classifier is an estimator that uses several decision tree classifiers to fit the data to a class.
In these experiments, 100 trees were used with a minimum of 100 samples in each leaf.
Although it is generally so that more trees get better results, it stops getting significantly
better after a certain point. However, more trees in the classifier also increase the time for
it to compute. With that in mind, 100 trees were chosen.

Classifying Pixels After training the classifier, experiments on images with known
forged regions were performed. A sliding block, of the same size as before, computed a
set of values for each pixel. These values were then used to classify the pixel as either a
forged pixel or a non-forged pixel.

The chosen classifier uses trees to classify the pixels. After experimenting with differ-
ent amounts of trees, 100 trees were chosen after exhibited the best results when classi-
fying pixels with 100 samples in each leaf. For each pixel, in the image to investigate, a
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probability was computed from all the samples in the leaves in the random trees where it
landed.

3.3.2 Post-Processing After Classifying Pixels

The post-processing after classifying all pixels in the image was done in three steps. First,
the probability map was thresholded, so that all pixels were classified as either forged
or non-forged. The threshold was determined from approximately 100 gray-scaled prob-
ability maps from each of five test cameras. The value that maximized the number of
correctly classified pixels was chosen as the threshold, but adjusted so that more than at
least 90 % of the classified pixels for the negative test examples were correctly classified.
All pixels with a probability higher than this threshold were classified as forged, and the
rest was classified as non-forged.

Because of the size of the block, it is imposed that the forged regions can not be too
small. In [7], all forged pixels which are not connected to a square of 64x64 forged pixels
are removed. In this thesis, the same approach was used, but the size of the square was
chosen so that it would maximize the correctly classified pixels in the forged images for
the five test cameras. Which size would be best is however dependent on the size of the
forged regions. If all forged regions would be less than this size, probably no regions
would be found at all, and if all forged regions were much larger than this size, an even
larger size would probably better maximize the correctly classified pixels.

However, when working with forensics it is more preferable to classify a pixel as non-
forged when it is forged than classify it as forged when it is not: precision is preferred
over recall, see Section 3.6.

The final map of forged regions was then obtained after dilating the map of forged
regions from the previous step with a square kernel. The size of the kernel was determined
after evaluating which size would yield the highest F1 score (see Section 3.6) on the five
test cameras. This was done because there might be a risk that a part of the forged region
was left as non-forged since the value from the whole block was only applied to the center
pixel of the block.

3.4 Implementation of Video Method

The approach for the method of finding forged regions in videos is similar to the method
for finding forged regions in images. As in Section 3.3, a random tree classifier is used
with the four variables of intensity measure, flatness measure, texture measure, and corre-
lation value.

The flatfield videos and natural videos available for the cameras were all converted
into Portable Network Graphics (PNG) images for each frame. The PNG format was
chosen because of the lossless data compression. [4] The classifier would then be trained
on most of those frames. The other was used for evaluation. These were 600 frames
from each indoor video. They were made into forged videos with a forged region moving
through the videos while changing its shape. To read more about the video material and
how the forged videos were created, see Section 3.2.2. The frames made into forged
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videos were also used as test data from the correct camera before the forged region was
added.

However, the quality of video frames is most often not as good as photos. Therefore
1000 frames were used when estimating the PRNU pattern. It did not seem to improve the
result if more frames were added to the estimation, that is why this number was chosen.

In the same way, when calculating the correlation value, it was soon clear that the
quality of one frame was not enough to get a good estimate of the correlation value that
could differentiate between forged regions and non-forged regions. From the idea of
using a set of frames/images when estimating the PRNU pattern, a set of N=31 was used
to calculate the values, both for the training data and for when classifying the pixels. See
Section 4.2.1 for some results on why this value was chosen.

When calculating data for a frame X, frames [X − 15, X − 14, X − 13, ..., X +13, X +
14, X + 15] were used to calculate the data when N = 31 frames. This corresponds to
also using the frames within half a second before and after the actual frame if the frame
rate is 30 fps (Frames per Second). In table 3.2 the frame rates for each camera can be
seen.

The block size of 128 pixels was used in the video method as well, and also the step
size of 16 pixels in each frame. The threshold, c, in the flatness measure, was the same as
for images (c = 0.05).

In the test videos, the amount of flatness in the measure was generally a bit higher
than for the images. Due to the set of frames used to calculate the data, the first and last
(N-1)/2 frames of the video could not get the right amount of frames before or after the
actual frame to get the right amount of data. These frames were because of that set to
non-forged as standard.

The amount of training data for videos could be very big due to a few videos with
many frames in each video. To not get too much data so that the training of the classifier
and the actual classification process would be more time-consuming than adding to the
performance, a frame step for calculating the training data was chosen so that approxi-
mately 5 000 000 data points were used. This means that data from a set of N consecutive
frames were calculated, and then a frame step was taken before calculating data from the
next N consecutive frames and so on.

Just as in the image method, the classifier used 100 trees with 100 samples in each
leaf. Each frame would get a probability map where each pixel would contain a value
between 0 and 1 due to the probability that the pixel was forged.

3.4.1 Post-Processing After Classifying Pixels

The post-processing – after each frame had been assigned to a probability map – was also
done similarly as in the image method (see Section 3.3.2).

A threshold chosen to classify the pixels as either forged or non-forged was computed
for each camera. Values for when 90 %, 95 % and 99 % of the negative test examples
were correctly classified were calculated. Then the value with the best F1 score for these
three values was chosen as the threshold.

All forged pixels, in each frame, not connected to a square of forged pixels, of a size
determined for each camera, were removed. The size of the square was chosen so that it
would maximize the F1 score in the forged videos for that camera.
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On top of this, another threshold was computed so that all four cameras had at least 99
% correctly classified negative test examples, with no minimum size of the region. The
results from the experiments with these two different sets of variables are presented in
Section 4.2.

3.5 Implementation of a Video Method Without
Reference Material

The same approach for the video method without reference material was used as for the
video method when reference material was available. However, a large difference was
that the video to investigate contained both the training and testing data, because no other
videos were available.

The PRNU pattern was estimated over all the frames of the video. Even though the
video could contain forged regions in some (or all) frames, because these might move
around between the frames or not be in all frames of the video, the expectation was that
the estimated PRNU pattern over all frames would nevertheless be close to the correct
PRNU pattern and could be used as a reference PRNU pattern.

However, there might, of course, be a problem while estimating the PRNU pattern
this way, for example, if the forged region stays in the same region throughout the whole
video and that the falsely estimated PRNU pattern in this region correlates with the same
region in every frame. This might happen if the forged region is taken from frames from
another video so that their PRNU pattern will all be the same through the video. There
could be other problems as well, where the forged region could not be detected. This is
discussed more in Section 4.4.

The next issue was how to choose training data for the classifier. Of course, it was
desirable to choose frames where there were no forged regions. Unfortunately, this was
impossible to know, but it was at least possible to choose frames with the best correlation
value between their estimated PRNU pattern and the estimated PRNU pattern from the
whole video. By dividing the video into parts of 100 adjacent frames each, the PRNU
patterns were estimated for each set of 100 frames. Then the set of frames with the highest
correlation to the PRNU pattern estimated over all frames were considered to be the most
likely to not contain forged regions. To use all frames in the whole video as training data
might confuse the classifier to believe that all forged regions were non-forged. Instead,
sets of 100 frames that corresponded to half of the video were chosen. The sets chosen
were the ones where their estimated PRNU patterns had the highest correlation value
compared to the PRNU pattern estimated from the whole video.

The rest of the classification process was done in the same way as for the video method
when reference material was available, see Section 3.4.

3.5.1 Post-Processing After Classifying Pixels

The post-processing was done in the same steps as in the video method with reference
material: a threshold was determined and the probability map was thresholded, and small
regions were removed, i.e. all forged pixels, in each frame, not connected to a square, of
a specific size were removed. However, the threshold chosen for these videos was not
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established from training/test material. Instead, the same thresholds were used as in the
method with reference material in Section 3.4. Another threshold was also determined.
This threshold was chosen so that at least 90 % of all negative test examples were correctly
classified for every camera in the video method with reference material.

For the size of the square, this was once again something that was not determined from
the single video. When a different threshold for each camera was used, the same sizes of
the square was used as in the method with reference material. For the other threshold, the
size of the square was chosen so that it would maximize the F1 score for the four cameras
in the video method with reference material. This last pair of parameters were used for
both cameras. In Section 4.3, results can be seen from the different thresholds.

3.6 Metrics for Results

To evaluate the correctness of the forgery detection described above, the rates precision,
recall, and F1 score were used.

Figure 3.5: Confusion matrix.

In Figure 3.5, a confusion matrix can be seen where true positive (TP) is the number
of hits, true negative (TN) is the number of correct rejections, false positive (FP) is the
number of false alarms, and false negative (FN) is the number of misses. A true positive
condition is the real positive cases in the data, and a true negative condition is, in the same
way, the real negative cases, while a predicted negative condition and a predicted positive
condition are the predicted true and negative cases. The standard definitions for precision
and recall are then defined as a combination of those cases, as seen in Eq. (3.6) and (3.7).
[19]

precision =
T P

T P + FP
(3.6)

recall =
T P

T P + FN
(3.7)

In Eq. (3.8) the definition for F1 score is shown. It combines the precision and recall
in one rate.
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F1 score =
2 · precision · recall
precision + recall

(3.8)

In case TP = 0, then precision, recall and F1 score is all set to 0.
In this thesis, TP is the number of pixels that were correctly said to be forged, FP is

the number of pixels falsely said to be forged, TN is the number of pixels correctly said
to be non-forged and FN is the number of pixels that were falsely said to be non-forged.

The results from the experiments with the control images, when the forged region
should not be detected, are presented by the false positive rate (FPR), defined as

FP R =
FP

FP + T N
(3.9)

where FP is the number of false positive pixels and TN is the number of true negative
pixels. FPR is also used when presenting the results from the experiments on the video
methods.
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Results

In this chapter, results from the experiments will be presented. In Section 4.1, the re-
sults from the experiments on the still image method will be shown and analyzed for
each forgery – described in Section 3.2.1 – in it’s own subsection. In Section 4.2, the
results from the video method when reference material was available are presented. In
Section 4.3, the results from the video method when no reference material was available
are presented and analyzed. All results are rounded to three decimals in the tables.

4.1 Still Image Method

Three kinds of manipulations have been performed to the photos, mentioned in Section
3.2.1. These are photos with a duplicated region from somewhere else in the same photo,
photos with a duplicated region from a rotated region somewhere else in the same photo
(treated as a region from a photo taken by another camera), and photos with a duplicated
region from the same sensor position in another photo taken by the same camera. The
results for each manipulation are presented in Section 4.1.2-4.1.4. In the first section, a
few results can be seen as to why the features, mentioned in Section 3.3, were chosen for
the classifier.

4.1.1 Data and Features Selection

In Figure 4.1a-4.1c, it can be seen how the correlation value (Eq. (3.2)) depends on the
intensity measure (Eq. (3.3)), the flatness measure (Eq. (3.4)) and the texture measure
(Eq. (3.5)) for the training data from the correct camera, a Samsung Galaxy S3 Mini. Of
course, intensity, flatness, and texture measures depend on each other to some extent too,
which is not shown in a graph. However, the hypothesis was that it might be possible
to anticipate when a non-forged region might yield a low correlation value due to the
contents in the region.

31
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As can be seen in Figure 4.1a, the correlation value is low when the intensity mea-
sure is low, and increases as the intensity increases. Close to a saturated image (intensity
measure is 1), the correlation value drops. For the flatness measure, in Figure 4.1b, the
correlation steadily increases slowly. For the texture measure, in Figure 4.1c, the correla-
tion value seems to increase with the texture measure at first and then go down. In this
example, the values are for a Samsung Galaxy S3 Mini.

In Figure 4.1d, the relative frequency of correlation values from the correct camera
(green) and incorrect camera (red) can be seen. These are all correlation values from
the training data of the camera. It can be seen that the correlation values for the correct
camera (green) are mostly higher than the values from the incorrect camera. However,
there is an overlap due to bad correlations in the correct data, probably due to an impact
from intensity, flatness, and texture.

In Figure 4.2 and 4.3, the same kind of graphs are shown, but with data from two other
cameras.

In Figure 4.2a-4.2c, the training data for an Apple iPhone 4s is shown, and its cor-
responding graph with the relative frequency of all correlation values from the correct
camera (green) and incorrect camera (red) can be seen in Figure 4.2d. The graphs in Fig-
ure 4.2 are similar to the ones in Figure 4.1, and the first three graphs shows a dependence
between the correlation value and the three measures.

In Figure 4.3, training data for a Huawei P9 is shown. As can be seen in Figure 4.1
and Figure 4.2, a relationship can be seen between the correlation value and the three mea-
sures. However, in Figure 4.3, the correlation value are low for almost every block value.
Maybe there is some dependence, but it can not be seen because almost all training data
have a low correlation value. In Figure 4.3d, the relative frequencies of the correlation val-
ues from both the correct camera and another camera are very much overlapping around
zero correlation. This indicates that the result for this camera will be bad because it will
probably be hard to separate between forged and non-forged data when the correlation for
the correct camera is this low.
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(a) Correlation values and intensity measures. (b) Correlation values and flatness measures.

(c) Correlation values and texture measures. (d) Relative frequency of correlation values
from correct camera (green) and incorrect cam-
era (red).

Figure 4.1: (a), (b), and (c) are graphs of correlation values versus intensity, flat-
ness, and texture measures for the negative training examples of a Samsung Galaxy
S3 Mini. The line in the middle is the median value in a narrow area on the x-axis.
The value on the x-axis is the three measures in Eq. (3.3)-(3.5), introduced in Section
3.3. (d) is a graph of the relative frequency of correlation values from the training
data. The green is the correlation values from the correct camera (negative train-
ing examples), and the red is the correlation values from another camera (positive
training examples).
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(a) Correlation values and intensity measures. (b) Correlation values and flatness measures.

(c) Correlation values and texture measures. (d) Relative frequency of correlation values
from correct camera (green) and incorrect cam-
era (red).

Figure 4.2: (a), (b) and (c) are graphs of correlation values versus intensity, flatness
and texture measures for the negative training examples of an Apple iPhone 4s. (d)
is a graph of the relative frequency of correlation values from the training data. The
results are presented as in Figure 4.1.
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(a) Correlation values and intensity measures. (b) Correlation values and flatness measures.

(c) Correlation values and texture measures. (d) Relative frequency of correlation values
from correct camera (green) and incorrect cam-
era (red).

Figure 4.3: (a), (b), and (c) are graphs of correlation values versus intensity, flatness,
and texture measures for the negative training examples of a Huawei P9. (d) is a
graph of the relative frequency of correlation values from the training data. The
results are presented as in Figure 4.1.
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4.1.2 Forgery Type 1: Forged Region From Somewhere Else in
the Same Photo

In Figure 4.4-4.6 there are some examples of forged images and their processes when
trying to detect the forged regions.

In Figure 4.4 there are two images presented. These are from one of the Samsung
Galaxy S3 Mini devices. In the first row of Figure 4.4, a plate of mushrooms can be seen.
The forged image is not that bright due to some shadow and this probability map in the
middle is quite hard to interpret. However, because there is a minimum size of the forged
region accepted as detected, and only pixels connected to this region are assigned forged,
the region can be detected quite successfully with just a little extra detection outside of
the forged region, as can be seen in the right image on the same row.

Figure 4.4: Forged photos with forgery type 1 from a Samsung Galaxy S3 Mini with
an image resolution of 2560 x 1920 pixels. Each row corresponds to the process of
detecting the forged region in the left image of its row. The middle image is an
image of the probabilities that the pixels are forged after it has been classified by the
random forest classifier. The brighter the pixels are, the higher probability they are of
being forged than the black pixels in the probability map, according to the classifier.
The right image shows the final result after the post-processing (see Section 3.3.2).
The yellow area is the correctly detected pixels (TP), the red area is the incorrectly
detected pixels (FP), and the green area is the forged pixels not detected (FN).

The second example image from this camera in Figure 4.4 is quite a puzzle. Almost
the whole image is classified as forged even though it should not be. Either there is
something with the content in the image that the intensity, flatness, and texture measures
could not discover and would result in falsely classified pixels. In that case, an additional
feature would potentially be able to reduce these kinds of false classifications. To be able
to do that, it would, however, be necessary to find the reason for the low correlation values,
and see if it is possible to distinguish between these kinds of images and other images.

There are a few images similar to the second example in Figure 4.4, that also got really
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bad results and those file sizes are also around the same size as this image, while the ones
that got much better results have file sizes of sometimes the double.

The results from the images in Figure 4.4 can be seen in Table 4.1.

Table 4.1: Table of the results from the images in Figure 4.4.

Image Precision Recall F1 score

1 0.612 0.970 0.751
2 0.093 1.000 0.170

Figure 4.5: The process of classifying forged photos with forgery type 1 from an
Apple iPhone 4s with an image resolution of 3264 x 2448 pixels, as described in
Figure 4.4.

The forged image on the first row in Figure 4.5 did yield a very good result. It could be
because not a lot of sharp edges or regions with high texture were present. It also handled
the sign with the black text well, although this contained some texture. The forged image
on the second row in the same figure did have some trouble because of the sharp edges
and both light and dark pixels. The sliding block, in these areas, picked up both light
and dark pixels and registered the intensity measure to the mean of all pixels, but also
areas with a lot of sharp edges, as these, contain a lot of noise due to the contents. That
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Table 4.2: Table of the results from the images in Figure 4.5.

Image Precision Recall F1 score

1 0.863 0.989 0.922
2 0.431 0.992 0.601
3 0.671 0.991 0.800

will make the correlation value lower than it should have been and therefore risk being
classified as forged. Although the forged region was detected, a few other parts of the
image were captured as well.

In the last row of Figure 4.5, the forged region was detected, and the white areas in
the probability map in the middle were too small to be detected after the post-processing.

The results for the images in Figure 4.5 are shown in Table 4.2.

Figure 4.6: The process of classifying forged photos with forgery type 1 from an
Apple iPhone 5c with an image resolution of 3264 x 2448 pixels, as described in
Figure 4.4.

In Figure 4.6, the forged region in the image on the first row can almost be detected.
However, the detected region in the probability map is too small to be registered in the
post-processing. Therefore the forged region is not detected in the final, right image.
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Table 4.3: Table of the results from the images in Figure 4.6.

Image Precision Recall F1 score

1 0 0 0
2 0.882 0.919 0.900
3 0.207 0.636 0.312

However, no non-forged areas are detected either, which of course is good, but when
looking at the evaluation rates precision, recall, and F1 score, all would have yielded a
zero even if all non-forged areas had been classified as forged. This aspect is discussed
further in Section 4.4.

The forged region in the image on the second row was well detected. A few pixels
were neglected in the post-processing which yielded the result in the right image on the
same row. Comparing the two cases in the first row and the second row, it is a necessary
condition that the forged region is a region that can be well detected. If it contains a lot
of noise, JPEG compression, too low intensity, or if it is a saturated area, it could still go
undetected because the correlation value is too similar to a non-forged area with the same
features.

Just as for the last image in Figure 4.4, there are a few images in this camera where
almost the whole image is detected as forged, as the forged image on the third row in
Figure 4.6. However, for this camera, these were mainly images that were found to have
been taken in dark conditions but had been made brighter due to amplification in the
camera, at the expense of also intensifying the noise and making them hard to classify
correctly.

The results for the images in Figure 4.6 are presented in Table 4.3.
In Table 4.4 the mean precision, recall, and F1 score for each camera are shown when

computed on the images with forgery type 1. The last row shows the mean precision,
recall, and F1 score for all the cameras. A maximum of F1 score is for Samsung Galaxy
S5 with 0.934.
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Table 4.4: Table of the cameras that experiments were performed on, the size of the
photos, how many forged photos of forgery type 1 (forged region from somewhere
else in the same photo) the experiments were performed on, and the mean precision,
recall and F1 score for each camera. The last row shows the number of all forged
images and the mean precision, recall and F1 score of all cameras.

Camera Forged images Precision Recall F1 score

Apple iPad Mini 19 0.772 0.816 0.738
Apple iPhone 4 39 0.871 0.905 0.884

Apple iPhone 4s (device 1) 34 0.848 0.944 0.887
Apple iPhone 4s (device 2) 26 0.800 0.853 0.820
Apple iPhone 5 (device 1) 41 0.873 0.902 0.879
Apple iPhone 5 (device 2) 34 0.759 0.770 0.757
Apple iPhone 5c (device 1) 83 0.732 0.893 0.762
Apple iPhone 5c (device 2) 36 0.868 0.930 0.881
Apple iPhone 5c (device 3) 34 0.821 0.854 0.824
Apple iPhone 6 (device 1) 10 0.856 0.911 0.869
Apple iPhone 6 (device 2) 42 0.879 0.929 0.896

Apple iPhone 6 Plus 53 0.873 0.875 0.867
Asus Zenfone 2 Laser 36 0.910 0.932 0.918

Huawei P9 45 0.821 0.902 0.846
Huawei P9 Lite 45 0.840 0.951 0.878
Lenovo P70-A 39 0.933 0.915 0.921

LG D290 39 0.855 0.950 0.893
OnePlus A3003 45 0.740 0.820 0.747

Samsung Galaxy S3 35 0.878 0.973 0.920
Samsung Galaxy S3 Mini (device 1) 33 0.741 0.935 0.784
Samsung Galaxy S3 Mini (device 2) 15 0.724 0.861 0.781

Samsung Galaxy S4 Mini 38 0.741 0.792 0.759
Samsung Galaxy S5 51 0.923 0.949 0.934

Samsung Galaxy Tab A 18 0.918 0.914 0.912
Samsung Galaxy Trend Plus 21 0.759 0.775 0.763

Sony Xperia Z1 Compact 38 0.668 0.956 0.748
Wiko Ridge 4G 51 0.882 0.919 0.897

Xiaomi Redmi Note 3 69 0.859 0.946 0.883

1069 0.827 0.895 0.845



4.1 Still Image Method 41

4.1.3 Forgery Type 2: Forged Region From Photo Taken by
Another Camera

The results from the experiments with a forged region from a photo taken by another
camera were similar to when the forged region was taken from somewhere else in the
same photo. This was as expected since both of the forgeries should yield inconsistency
in the PRNU pattern. A few examples are shown in Figure 4.7-4.11. On the first row in
Figure 4.7, a piece of fabric was successfully detected in the top left corner of the image.
On the second row, however, a lot of noise was captured in addition to the forged region.
Some of the snow looks saturated, and the fence is striped with both dark and light pixels,
which could have been contributing reasons. The result is presented in Table 4.5 for the
images in Figure 4.7.

Figure 4.7: The process of classifying forged photos with forgery type 2 from a
Samsung Galaxy S3 Mini with an image resolution of 2560 x 1920 pixels, as de-
scribed in Figure 4.4.

Table 4.5: Table of the results from the images in Figure 4.7.

Image Precision Recall F1 score

1 0.847 0.997 0.916
2 0.036 0.990 0.069

In Figure 4.8, three photos are analyzed. The first contains a lot of grass and trees and
texture, which are hard for the method to classify. However, in the probability map on
the first row, it can be seen that the tree has a lower value of probability to be forged than
the parts of the actual forged region. This is an area with a lot of noise, so it is not odd
that the correlation value is both similar to data that are forged and non-forged for similar
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Figure 4.8: The process of classifying forged photos with forgery type 2 from an
Apple iPhone 4s with an image resolution of 3264 x 2448 pixels, as described in
Figure 4.4.

Table 4.6: Table of the results from the images in Figure 4.8.

Image Precision Recall F1 score

1 0.563 0.953 0.707
2 0.876 0.837 0.856

intensity-, flatness- and texture measures. The threshold could, as can be seen in the right
image, successfully filter out most of the grey pixels.

In the second forged image in Figure 4.8, the image is very dark in some regions, and
that can be part of the reason why the probability map is seen to be mixed with a lot of
white pixels. However, most of them have been handled in the post-processing.

In Table 4.6 the results from the images in Figure 4.8 are presented.

Figure 4.9: The process of classifying a forged photo with forgery type 2 from a
Huawei P9 with an image resolution of 3968 × 2976 pixels, as described in Figure
4.4.
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Table 4.7: Table of the results from the image in Figure 4.9.

Image Precision Recall F1 score

1 0.382 0.999 0.553

In Figure 4.9 the wall in a beige tone had some trouble being recognized as non-forged.
This could be an effect of the small irregularities in the paint. If you look closely in the
image, see Figure 4.10, one can see that there are small irregularities in the paint. This
might be seen as noise in the image and disturb the classification. See results from the
image classification of the image in Figure 4.9 in Table 4.7.

Figure 4.10: A 70x200 pixels part of the beige wall in the forged image in Figure
4.9.

In Figure 4.11, an example of an image where a bright and partly saturated sky can be
seen as a grey area in the probability map, which means it is similar to both forged and
non-forged data. This region is removed due to the threshold and the post-processing, and
the results are shown in Table 4.8.

Figure 4.11: The process of classifying a forged photo with forgery type 2 from
a Lenovo P70-A with an image resolution of 4784 × 2704 pixels, as described in
Figure 4.4.

Table 4.8: Table of the results from the image in Figure 4.11.

Image Precision Recall F1 score

1 0.966 0.822 0.888
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The mean precision, recall, and F1 score for each camera is presented in Table 4.9
when computed on the images with forgery type 2, where the best values for each column
is highlighted in green. The last row shows the mean precision, recall, and F1 score for
all the cameras.
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Table 4.9: Table of the cameras that experiments were performed on, the size of the
photos, how many forged photos of forgery type 2 (forged region from photo taken
by another camera) the experiments were performed on, and the mean precision,
recall and F1 score for each camera. The last row shows the number of all forged
images and the mean precision, recall and F1 score of all cameras.

Camera Forged images Precision Recall F1 score

Apple iPad Mini 19 0.822 0.913 0.810
Apple iPhone 4 39 0.875 0.833 0.847

Apple iPhone 4s (device 1) 34 0.781 0.874 0.811
Apple iPhone 4s (device 2) 26 0.865 0.810 0.818
Apple iPhone 5 (device 1) 41 0.900 0.921 0.907
Apple iPhone 5 (device 2) 34 0.804 0.879 0.835
Apple iPhone 5c (device 1) 83 0.764 0.892 0.777
Apple iPhone 5c (device 2) 36 0.882 0.932 0.900
Apple iPhone 5c (device 3) 34 0.759 0.846 0.769
Apple iPhone 6 (device 1) 10 0.826 0.851 0.836
Apple iPhone 6 (device 2) 42 0.911 0.921 0.906

Apple iPhone 6 Plus 53 0.865 0.899 0.867
Asus Zenfone 2 Laser 36 0.907 0.932 0.916

Huawei P9 45 0.786 0.760 0.746
Huawei P9 Lite 45 0.604 0.562 0.563
Lenovo P70-A 39 0.961 0.938 0.948

LG D290 39 0.854 0.968 0.902
OnePlus A3003 45 0.647 0.835 0.674

Samsung Galaxy S3 35 0.842 0.890 0.855
Samsung Galaxy S3 Mini (device 1) 33 0.649 0.819 0.683
Samsung Galaxy S3 Mini (device 2) 15 0.743 0.775 0.754

Samsung Galaxy S4 Mini 38 0.727 0.871 0.777
Samsung Galaxy S5 51 0.902 0.947 0.919

Samsung Galaxy Tab A 18 0.924 0.884 0.897
Samsung Galaxy Trend Plus 21 0.803 0.796 0.795

Sony Xperia Z1 Compact 38 0.783 0.958 0.837
Wiko Ridge 4G 51 0.881 0.914 0.893

Xiaomi Redmi Note 3 69 0.838 0.920 0.868

1069 0.818 0.869 0.825
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4.1.4 Forgery Type 3: Forged Region From Same Sensor
Position in a Photo Taken by the Same Camera

As mentioned before, in Section 3.2.1, this kind of forgery should not be detected by the
still image method used in this thesis. To see that this is the case, these experiments were
performed as control experiments, and the results presented in false positive rate in Table
4.10. In these results, all detected pixels are found to be false positive since they should
not be able to be detected.

A few examples are shown in Figure 4.12 and 4.13. On the first row in Figure 4.12,
the probability map is quite hard to interpret. The method detects a region somewhere
else than where the forged region is located, due to the probability map. In the second
image, on the second row in Figure 4.12, the dark contents in the bottom of the image
are rather hard to distinguish between forged and non-forged. However, the thresholding
and post-processing handle this area, and no region is found. As can be seen in all of the
probability maps in Figure 4.12, the forged regions are not detected more than the noise
due to contents in the image.

Figure 4.12: The process of classifying forged photos with forgery type 3 from
a Samsung Galaxy S3 Mini with an image resolution of 2560 x 1920 pixels, as
described in Figure 4.4.

As an example from another camera, three images from an Apple iPhone 4s are shown
in Figure 4.13. None of the forged regions are detected, and can not be found even in the
probability maps. For the second image in the figure, there is a small part that was hard
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to classify correctly. This region was classified as forged, which can be seen in the right
image on the second row. It also detects a few pixels of the forged region. These kinds
of detections, where the contents make the correlation value too similar to forged data,
are the ones that are sometimes detected with the method. In Table 4.10, the results are
presented from the experiments on the images with forgery type 3.

Figure 4.13: The process of classifying forged photos with forgery type 3 from an
Apple iPhone 4s with an image resolution of 3264 x 2448 pixels, as described in
Figure 4.4.

In Table 4.10 it can be seen that some cameras have worse results than others. For
instance, the ones highlighted in red: two Huawei devices and one OnePlus device, but
also one of the Apple iPhone 5c devices. For Huawei and OnePlus it is likely due to the
sensors in the cameras. Huawei P9, Huawei P9 Lite, and OnePlus A3003 were all released
in 2016, which means they are the newest devices, and it seems like newer devices are
more likely to use some kind of processing which impacts if the estimation of the PRNU
pattern is successful or not. But Apple iPhone 5c was released in 2013, and the other two
Apple iPhone 5c devices got much better results than this device. When looking at the
test images, one can, however, see that a lot of the images in the test set are similar to the
third image in Figure 4.6. This will, of course, affect the result in the same way as in the
example.
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Table 4.10: Table of the results from the cameras that the experiments were per-
formed on, the size of the photos, how many forged photos of forgery type 3 (forged
region from same sensor position in a photo taken by the same camera) the exper-
iments were performed on, the false positive rate (FPR) and the number of images
with false detections for each camera. The last row shows the number of all forged
images, the mean FPR and the number of all images with false detections for all
cameras.

Camera Forged images FPR
Images with

false detections

Apple iPad Mini 19 0.302 8
Apple iPhone 4 39 0 0

Apple iPhone 4s (device 1) 34 0.000 1
Apple iPhone 4s (device 2) 26 0.001 1
Apple iPhone 5 (device 1) 41 0.000 1
Apple iPhone 5 (device 2) 34 0.006 4
Apple iPhone 5c (device 1) 83 0.165 26
Apple iPhone 5c (device 2) 36 0.003 4
Apple iPhone 5c (device 3) 34 0.023 6
Apple iPhone 6 (device 1) 10 0.050 3
Apple iPhone 6 (device 2) 42 0.001 1

Apple iPhone 6 Plus 53 0.000 1
Asus Zenfone 2 Laser 36 0.000 1

Huawei P9 45 0.028 15
Huawei P9 Lite 45 0.137 25
Lenovo P70-A 39 0 0

LG D290 39 0.001 1
OnePlus A3003 45 0.218 22

Samsung Galaxy S3 35 0.000 1
Samsung Galaxy S3 Mini (device 1) 33 0.033 3
Samsung Galaxy S3 Mini (device 2) 15 0.002 1

Samsung Galaxy S4 Mini 38 0.012 4
Samsung Galaxy S5 51 0 0

Samsung Galaxy Tab A 18 0 0
Samsung Galaxy Trend Plus 21 0 0

Sony Xperia Z1 Compact 38 0.013 6
Wiko Ridge 4G 51 0 0

Xiaomi Redmi Note 3 69 0.001 2

1069 0.036 137
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4.2 Video Method With Available Reference Material

In this section, the results from the video method with available reference material will be
presented. In the first subsection, experimental results will be shown from when working
with more than one frame at a time. After that, the results from each camera will be
presented.

4.2.1 Data Selection

In Section 3.4 it was mentioned that the video frames did not have as good quality as
the photos, which can be seen in the first graph in Figure 4.14, where it is shown the
distribution on the correlation values of the training data from a Samsung Galaxy S3
Mini. Green values are values from the correct camera, and red values are from another
camera. These are heavily overlapping.

However, for videos, we have a set of frames to work with, and if the number of frames
was expanded, the correlation values for the data from the correct camera increased. See
the second and third graph in Figure 4.14 for N = 31 and N = 61 frames.

(a) Data from sets of one frame
(as in the image method).

(b) Data from sets of 31
frames.

(c) Data from sets of 61 frames.

Figure 4.14: The distribution of the correlation values from the training data of a
Samsung Galaxy S3 Mini. The green values are values from the correct camera,
while the red values are from another camera.

For an Apple iPhone 4, the distribution of the training data from the correct camera
and another camera can be seen in Figure 4.15.

4.2.2 Forged Videos

The results from the experiments with a forged region changing shape and position in
videos when reference material was available are presented in this section. This was done
for six forged videos from four different cameras. In Table 4.11, a summary of the results
are presented. Each subsection below shows a more detailed presentation of the results
from each camera.
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(a) Data from sets of one frame (as in the image
method).

(b) Data from sets of 31 frames.

Figure 4.15: The distribution of the correlation values from the training data of an
Apple iPhone 4, presented as in Figure 4.14.

Table 4.11: Table of the results from the experiments on forged videos with the video
method with available reference material. The last three columns are the sample
variances between the videos in the camera.

Camera Videos x frames Mean precision Mean recall Mean F1 score Var{precision} Var{recall} Var{F1 score}

Apple iPhone 4 6x600 0.761 0.700 0.723 0.008 0.005 0,001
Samsung Galaxy S3 Mini 6x600 0.318 0.338 0.312 0.024 0.006 0.007

Lenovo P70-A 6x600 0.166 0.206 0.179 0.004 0.013 0.006
Huawei P9 6x600 0.033 0.138 0.052 0.000 0.009 0.001

Samsung Galaxy S3 Mini

The relative frequency of correlation values from the training data used for training the
decision tree classifier for Samsung Galaxy S3 Mini can be seen in Figure 4.16. The green
is the correlation values from the correct camera, and the red is the correlation values from
another camera. Optimally, these two graphs would not interfere with each other, but due
to regions in frames where the correlation values are low, they will interfere and create
a band where it is difficult to tell if the region is forged or not. What can be seen in
the training data for this camera, is that the data from the correct camera and the data
from an incorrect camera are overlapping nearly by half of the training data. This means,
depending on what kind of data is in the particular video of course, that it might be hard
to tell which parts are forged or non-forged.

In Table 4.12, it can be seen the precision, recall and F1 score for each forged video.
The threshold for this camera is when 90 % of the negative test examples were classified
correctly.

As mentioned in Section 3.4, these videos were made up of 600 frames, where the last
500 frames contained a forged region moving and changing shape through the frames. In
Figure 4.17, 4.20, 4.21, 4.22, 4.23, 4.24, graphs are shown with precision, recall, F1 score
and FPR for each frame in the videos. FPR is shown to illustrate how much of the frame
was wrongly classified as forged, even for the frames where there was no forged region or
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Figure 4.16: The relative frequency of correlation values from the training data for
Samsung Galaxy S3 Mini, presented as in Figure 4.14.

Table 4.12: Table of the results from the forged videos in Figure 4.17 and 4.20-4.24
on a Samsung Galaxy S3 Mini. Threshold: 0.63 (90 % of negative test examples
correctly classified); minimum size of region: 60x60 pixels.

Video Precision Recall F1 score

1 0.167 0.273 0.207
2 0.416 0.472 0.442
3 0.255 0.309 0.279
4 0.250 0.353 0.292
5 0.234 0.355 0.282
6 0.589 0.268 0.368

in the frames where the forged region was not found.
As can be seen for the first forged video in Figure 4.17, the method has detected some

false positive pixels in the first 100 frames of the video, and a lot of false positive pixels
in the second half of the video. However, it seems to have detected at least some part of
the forged region in all of these frames, while some of the frames in the range of 100 and
300 have not been detected at all.

An example of the process of classifying frame 191 is shown in Figure 4.18. Frame
191 is shown to the left, its probability map in the middle, and the final result after post-
processing to the right. The middle image is an image of the probabilities that the pixels
are forged after it has been classified by the decision tree classifier. White means they are
probably forged, and black means they are probably non-forged. The yellow area in the
right image is the correctly found pixels (TP), the red area is the incorrectly found pixels
(FP), and the green area is the forged pixels not found (FN).
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Figure 4.17: Results from computations on forged video 1 on a Samsung Galaxy S3
Mini. The scale on the x-axis are the frame number in the video and on the y-axis
the blue is precision, the red is recall, the green is F1 score and the purple is FPR for
each frame. The first 100 frames are not forged, while all frames thereafter contains
a forged region.

In Figure 4.19, it is shown the process of classifying the pixels in frame 509 of the
same video. One can see, while comparing these quite typical frames from each part of
the video, that frame 509 is more blurred than frame 191. The grey wall, in Figure 4.18,
is detected in some way in the probability map but removed by the post-processing. Most
parts of frame 509, in Figure 4.19, are detected and a lot of the pixels are still detected
after the post-processing.

Figure 4.18: The process of classifying frame 191 in the first forged video on a
Samsung Galaxy S3 Mini, as described in Figure 4.4.

Figure 4.19: The process of classifying frame 509 in the first forged video on a
Samsung Galaxy S3 Mini, as described in Figure 4.4.

In Figure 4.20-4.24 the results for each frame are shown for the remaining five forged
videos of the camera.
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Figure 4.20: Results from computations on forged video 2 on a Samsung Galaxy
S3 Mini, presented as in Figure 4.17. The first 100 frames are not forged, while all
frames thereafter contains a forged region.

Figure 4.21: Results from computations on forged video 3 on a Samsung Galaxy
S3 Mini, presented as in Figure 4.17. The first 100 frames are not forged, while all
frames thereafter contains a forged region.

Figure 4.22: Results from computations on forged video 4 on a Samsung Galaxy
S3 Mini, presented as in Figure 4.17. The first 100 frames are not forged, while all
frames thereafter contains a forged region.
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Figure 4.23: Results from computations on forged video 5 on a Samsung Galaxy
S3 Mini, presented as in Figure 4.17. The first 100 frames are not forged, while all
frames thereafter contains a forged region.

Figure 4.24: Results from computations on forged video 6 on a Samsung Galaxy
S3 Mini, presented as in Figure 4.17. The first 100 frames are not forged, while all
frames thereafter contains a forged region.

Table 4.13: Table of the results from a threshold where all four cameras in the
experiments had at least 99 % correctly classified negative test examples and no
minimum size of the region, for the forged videos of a Samsung Galaxy S3 Mini.

Video Precision Recall F1 score

1 0.083 0.019 0.030
2 0.556 0.206 0.300
3 0.302 0.041 0.072
4 0.139 0.013 0.024
5 0.120 0.020 0.034
6 0.881 0.028 0.055

In Figure 4.24, most of the detected forged pixels are forged. In Table 4.12, it can
be seen that nearly 60 % of the pixels classified as forged were forged. However, due
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to nearly no detected forged pixels in frame 250-305, frame 420-485, or frame 550 and
above, the recall is lower, which also results in a lower F1 score.

In Table 4.13, results are presented from experiments where the threshold where so
that all four cameras had at least 99 % of their negative test examples correctly classified.
If comparing to Table 4.12, the results from experiments with a lower threshold, there
were still some non-forged pixels detected. Fewer forged pixels were detected, and the
resulting F1 score was lower for every video. The good part is that fewer non-forged
pixels were detected, but that resulted in fewer forged pixels detected as well.

Huawei P9

The relative frequency of correlation values from the training data used for training the
decision tree classifier for Huawei P9 can be seen in Figure 4.25. The green is the corre-
lation values from the correct camera, and the red is the correlation values from another
camera. It can be seen that the training data for the correct camera and the incorrect cam-
era are highly similar. This means that it is probably extremely hard to tell between forged
and non-forged regions in the videos.

Figure 4.25: The relative frequency of correlation values from the training data for
Huawei P9, presented as in Figure 4.14.

In Table 4.14, the precision, recall and F1 score for each forged video are presented.
In Figure 4.26-4.31 the results for each frame in the videos are presented.

The results for this camera can be seen to be highly unpredictable in Figure 4.26-4.31.
A lot of non-forged areas are wrongly classified as forged, which results in low values in
mainly precision and F1 score.
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Table 4.14: Table of the results from the forged videos in Figure 4.26-4.31 on a
Huawei P9. Threshold: 0.65 (90 % of negative test examples correctly classified);
no minimum size of region.

Video Precision Recall F1 score

1 0.021 0.120 0.036
2 0.038 0.227 0.066
3 0.026 0.074 0.038
4 0.046 0.094 0.062
5 0.055 0.281 0.092
6 0.013 0.030 0.018

Figure 4.26: Results from computations on forged video 1 on a Huawei P9, pre-
sented as in Figure 4.17. The first 100 frames are not forged, while all frames there-
after contains a forged region.

Figure 4.27: Results from computations on forged video 2 on a Huawei P9, pre-
sented as in Figure 4.17. The first 100 frames are not forged, while all frames there-
after contains a forged region.
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Figure 4.28: Results from computations on forged video 3 on a Huawei P9, pre-
sented as in Figure 4.17. The first 100 frames are not forged, while all frames there-
after contains a forged region.

Figure 4.29: Results from computations on forged video 4 on a Huawei P9, pre-
sented as in Figure 4.17. The first 100 frames are not forged, while all frames there-
after contains a forged region.

Figure 4.30: Results from computations on forged video 5 on a Huawei P9, pre-
sented as in Figure 4.17. The first 100 frames are not forged, while all frames there-
after contains a forged region.
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Figure 4.31: Results from computations on forged video 6 on a Huawei P9, pre-
sented as in Figure 4.17. The first 100 frames are not forged, while all frames there-
after contains a forged region.

In Table 4.15, results are presented from experiments where the threshold where so
that all four cameras had at least 99 % of their negative test examples correctly classified.
In these experiments, it seems like most of the pixels have been classified as non-forged.
There are a few left, but those are both forged and non-forged, which makes the F1 score
extremely low for all videos.

Table 4.15: Table of the results from a threshold where all four cameras had at least
99 % correctly classified negative test examples and no minimum size of the region,
for the forged videos of a Huawei P9.

Video Precision Recall F1 score

1 0.015 0.001 0.002
2 0.008 0.001 0.002
3 0.040 0.000 0.000
4 0.028 0.001 0.001
5 0.017 0.003 0.005
6 0.004 0.000 0.001

Lenovo P70-A

The relative frequency of correlation values from the training data for videos used for
training the decision tree classifier for Lenovo P70-A can be seen in Figure 4.32. The
green is the correlation values from the correct camera, and the red is the correlation
values from another camera. The overlap between the data from the correct camera and
the incorrect data is here significant. It implies that it would be hard to determine between
forged and non-forged data in the videos.

In Table 4.16, the results from the forged videos for Lenovo P70-A are shown. In
Figure 4.33-4.38 the results from each frame in the videos are shown.
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Figure 4.32: The relative frequency of correlation values from the training data for
Lenovo P70-A, presented as in Figure 4.14.

Table 4.16: Table of the results from the forged videos in Figure 4.33-4.38 on a
Lenovo P70-A. Threshold: 0.69 (90 % of negative test examples correctly classified);
minimum size of region: 30x30 pixels.

Video Precision Recall F1 score

1 0.198 0.152 0.172
2 0.229 0.341 0.274
3 0.123 0.115 0.119
4 0.156 0.305 0.206
5 0.226 0.262 0.243
6 0.065 0.059 0.062

Figure 4.33: Results from computations on forged video 1 on a Lenovo P70-A,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.
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Figure 4.34: Results from computations on forged video 2 on a Lenovo P70-A,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Figure 4.35: Results from computations on forged video 3 on a Lenovo P70-A,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Figure 4.36: Results from computations on forged video 4 on a Lenovo P70-A,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.
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Figure 4.37: Results from computations on forged video 5 on a Lenovo P70-A,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Figure 4.38: Results from computations on forged video 6 on a Lenovo P70-A,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Table 4.17: Table of the results from a threshold where all four cameras in the
experiments had at least 99 % correctly classified negative test examples and no
minimum size of the region, for the forged videos of a Lenovo P70-A.

Video Precision Recall F1 score

1 0.374 0.004 0.007
2 0.374 0.024 0.046
3 0.159 0.001 0.003
4 0.106 0.003 0.005
5 0.280 0.009 0.018
6 0.005 0.000 0.000

In Table 4.17, results are presented from experiments where the threshold where so
that all four cameras had at least 99 % of their negative test examples correctly classified.
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The numbers are rounded to three decimals. Four of the videos have higher precision than
for the results from the experiments in Table 4.16. The recall is on the other hand a lot
lower, which makes the F1 score lower for all videos.

Apple iPhone 4

The relative frequency of correlation values from the training data for videos used for
training the decision tree classifier for Apple iPhone 4 can be seen in Figure 4.39. Just as
before, green is the correlation values from the correct camera, and red is the correlation
values from another camera. The overlap between the data from the correct camera and
the incorrect data is here smaller, compared to the other cameras. This implies that the
method will yield better results for this camera compared to the other cameras. In Table
4.18, the results from the forged videos for Apple iPhone 4 are presented.

Figure 4.39: The relative frequency of correlation values from the training data for
Apple iPhone 4, presented as in Figure 4.14.

Table 4.18: Table of the results from the forged videos in Figure 4.40-4.45 on an Ap-
ple iPhone 4. Threshold: 0.60 (99 % of negative test examples correctly classified);
minimum size of region: 90x90 pixels.

Video Precision Recall F1 score

1 0.696 0.705 0.700
2 0.685 0.704 0.694
3 0.929 0.561 0.700
4 0.760 0.755 0.758
5 0.717 0.722 0.720
6 0.778 0.757 0.767
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In Figure 4.40-4.45 the results from each frame in the forged videos are shown.

Figure 4.40: Results from computations on forged video 1 on an Apple iPhone 4,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Figure 4.41: Results from computations on forged video 2 on an Apple iPhone 4,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Figure 4.42: Results from computations on forged video 3 on an Apple iPhone 4,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.
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Figure 4.43: Results from computations on forged video 4 on an Apple iPhone 4,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Figure 4.44: Results from computations on forged video 5 on an Apple iPhone 4,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

Figure 4.45: Results from computations on forged video 6 on an Apple iPhone 4,
presented as in Figure 4.17. The first 100 frames are not forged, while all frames
thereafter contains a forged region.

If compared to the results from the other cameras, these results are significantly better
for all videos. One can see in which frames there is a forged region, and FPR never
exceeds 0.2 in any video. In the third forged video, in Figure 4.42, FPR never exceeds
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0.03 but detects forged pixels in almost every frame where it is applicable.
In frame 187 in forged video 1, FPR is 0.164, which is rather high for this particular

camera. The process of classifying pixels in this frame is shown in Figure 4.46. Another
frame with a relatively high FPR is frame 400 in forged video 2. The process of classifying
pixels in this frame is shown in Figure 4.47.

Figure 4.46: The process of classifying frame 187 in the first forged video on an
Apple iPhone 4, as described in Figure 4.4.

Figure 4.47: The process of classifying frame 400 in the second forged video on an
Apple iPhone 4, as described in Figure 4.4.

In Figure 4.46, the left image is the forged frame, the middle image is the proba-
bility image after classifying and the right image is the final detected region after post-
processing. The yellow area is the correctly classified forged area, the green area is the
forged area not detected, and the red area is the detected non-forged area.

There is a saturated region in the bottom left corner of the frame. This has been
detected, probably due to movement in the camera. The classifier uses 15 frames before
and 15 frames after the particular frame. This means that if the saturated area travels
between these frames, it can be hard for the classifier to see if it is saturated or not because
then the intensity will get a mean value of all the frames in the sequence.

Figure 4.48: Frame 202 in the first forged video on an Apple iPhone 4.

Even if the frame is a little bit blurred, there are small details combined with the fact
that the saturated area moves between nearby frames. In frame 202, the saturated area has
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grown in the frame to what can be seen in Figure 4.48. This explains the bright area in the
probability map in Figure 4.46, which is hard to explain only by looking at frame 187.

In Figure 4.47, the forged region is detected, but also the saturated area in the top right
corner of the image. Just as in the example in Figure 4.46, there was a saturated region
detected. In this example, the same explanation is given, that the camera is moving, and
the scene is changing in the frames close before and after the particular frame so that it is
hard for the classifier to realize it is a saturated area.

In Table 4.19, results are presented from experiments where the threshold was so that
all four cameras had at least 99 % of their negative test examples correctly classified. The
numbers are rounded to three decimals. Five of the videos have higher precision than the
results from the experiments in Table 4.18. Although the recall is a little lower for all
videos, it is not more than a few percent for any of the videos. The resulting F1 scores
are still in the same order as the results from the experiments with the lower threshold
in Table 4.18, even if they are a bit lower with this higher threshold. What can be noted,
when comparing the results for the other cameras with the two thresholds, is that the
method worked much better on this camera.

Table 4.19: Table of the results from a threshold where all four cameras in the
experiments had at least 99 % correctly classified negative test examples and no
minimum size of the region, for the forged videos of an Apple iPhone 4.

Video Precision Recall F1 score

1 0.760 0.611 0.677
2 0.725 0.630 0.674
3 0.945 0.526 0.676
4 0.799 0.712 0.753
5 0.755 0.660 0.704
6 0.765 0.708 0.735
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4.3 Video Method Without Reference Material

In this section, the results from the video method without reference material are presented.
These cameras and part of the forged videos used in these experiments were also used in
the experiments for the video method with reference material. The results are summarized
in Table 4.20.

Table 4.20: Table of the results from the experiments on forged videos with the
reference-free forged video method. The last three columns are the sample variances
between the videos in the camera. The cameras have their own set of parameters.

Camera Frames per video Mean precision Mean recall Mean F1 score

Apple iPhone 4 (2085, 1997, 2156, 2188, 2176, 2206) 0.662 0.087 0.130
Samsung Galaxy S3 Mini (2132, 2087, 2177, 2127, 2112, 2111) 0.240 0.164 0.158

Camera Var{precision} Var{recall} Var{F1 score}

Apple iPhone 4 0.140 0.020 0.034
Samsung Galaxy S3 Mini 0.040 0.012 0.019

4.3.1 Data Selection

To avoid that all data with (possibly) forged regions had to be in the negative training
examples, only frames corresponding to half of the video were used as training data to the
classifier. What frames were chosen are explained in Section 3.5 but is roughly the frames
with the highest correlation value compared to the estimated PRNU pattern. Choosing
these frames is not obvious, but the hope was that the frames with a forged region would
not have a better correlation value than the frames without a forged region. This might
be true for frames where the forged region takes up a large proportion of the frame, but
for the first video, still, 100 of the frames with a forged region were chosen to be part of
the training data. This means other parts of these frames must have had less noise than
some non-forged frames in the same video. This might, of course, be a problem. If some
frames have overall a low correlation value and therefore do not join the training data, it
means there are even less training data to support the non-forged pixels, and the risk of
them (or part of them) being classified as forged are higher, while the risk is higher for
the forged regions to be classified as non-forged.

4.3.2 Forged Videos

Experiments on the video method without reference material were performed on videos
from two different cameras: Samsung Galaxy S3 Mini and Apple iPhone 4. These were
the two cameras with the videos with best qualities, from the experiments on the video
method with available reference material.

Samsung Galaxy S3 Mini

In Table 4.21, the results from the experiments on the forged videos without reference
material are presented when the parameters are chosen as the same as they were in the
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video method with reference material. The graphs corresponding to the results in Table
4.21 are shown in Figure 4.49-4.54.

Table 4.21: Table of the results shown in Figure 4.49-4.54 of a Samsung Galaxy S3
Mini. Threshold: 0.63; minimum size of region: 60x60 pixels.

Video Precision Recall F1 score

1 0.451 0.354 0.396
2 0.036 0.120 0.055
3 0.498 0.072 0.126
4 0.171 0.162 0.166
5 0.035 0.058 0.043
6 0.250 0.218 0.233

Figure 4.49: Results from reference-free computations on forged video 1 on a Sam-
sung Galaxy S3 Mini. The scale on the x-axis is the frame number in the video and
on the y-axis the blue is precision, the red is recall, the green is F1 score and the pur-
ple is FPR for each frame. Frame 101-600 contains a forged region, while the rest
of the video is not forged. Note that the reference-free forged videos in this section
(Section 4.3) contains more frames than the forged videos with reference material in
Section 4.2, but the same number of forged frames.

In Figure 4.49, the forged region is detected in some of the frames where it is present,
except in a few frames in the middle of the sequence and about 150 frames at the end of
the 500 frames where it is present. This could be due to that some of the frames with the
forged region were used when training the classifier. For example, frames 300-399 were
part of the negative training examples. This means that it will be harder for the region
in these frames to be classified as forged because some of the training data that are said
to be non-forged are forged. That could explain the missed regions in the middle of the
sequence where the forged region is present.
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Figure 4.50: Results from reference-free forged video 2 on a Samsung Galaxy S3
Mini, presented as in Figure 4.49. Frame 101-600 contains a forged region.

Figure 4.51: Results from reference-free forged video 3 on a Samsung Galaxy S3
Mini, presented as in Figure 4.49. Frame 101-600 contains a forged region.

Figure 4.52: Results from reference-free forged video 4 on a Samsung Galaxy S3
Mini, presented as in Figure 4.49. Frame 101-600 contains a forged region.
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Figure 4.53: Results from reference-free forged video 5 on a Samsung Galaxy S3
Mini, presented as in Figure 4.49. Frame 101-600 contains a forged region.

Figure 4.54: Results from reference-free forged video 6 on a Samsung Galaxy S3
Mini, presented as in Figure 4.49. Frame 101-600 contains a forged region.

For the second forged video, 400 out of 600 frames with the forged region were chosen
to be part of the training data (frame 100-399 and 500-599). For video 3, 100 frames were
used in the training data (frame 200-299), for video 4, 200 frames were used (frame 100-
199 and 400-499), for video 5, 200 frames (frame 200-299 and 400-499). For video 6,
however, no frames with a forged region were chosen to be part of the training data.

In Figure 4.50, one can see that the forged regions are detected in some of the frames,
but far away from all frames where it is. In many of the frames that were chosen to be part
of the training data, no forged regions were detected. Instead, a lot of non-forged pixels
were classified as forged in the first 100 frames, in frames somewhere between 850 and
1300, and in frames at the end of the video, approximately frame 1850 and above. None
of these frames were chosen to be part of the training data (except the frames between
1850-1899), which indicates that training data was missing for these kinds of frames and
was therefore classified as forged.

In Figure 4.55, there is an example of the process of classifying frame 1232, in
reference-free forged video 2, which does not contain a forged region, but have many
pixels classified as forged anyway. The regions classified as forged are mainly the dark
parts of the floor and the walls. The 15 frames before and 15 frames after this one, are all
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extremely blurred, but other than that it is hard to see what may have caused to classify
more than 50 % of the non-forged pixels as forged. Probably, the training data lack frames
with similar values.

Figure 4.55: The process of classifying frame 1232 in the second reference-free
forged video on a Samsung Galaxy S3 Mini, as described in Figure 4.4.

Not that many non-forged pixels have been classified as forged in the reference-free
forged video 3 in Figure 4.51, but still, some part of the forged region have been detected
in several frames. It can be seen that the precision is rather high compared to recall. That
indicates that maybe the thresholds from the video method with reference material are
a bit too high for the videos without reference material. Presumably, there is a bigger
uncertainty in these videos, than with more and wider training data.

In the results from the reference-free forged video 4 in Figure 4.52 there are a lot
of undetected forged regions, and in the frames where it is detected, a lot of non-forged
pixels are also classified as forged. This might be due to missing training data for these
kinds of frames. The frames containing a forged region that were used in the training data
(frame 100-199 and 400-499), seem to be some of the frames with no detected region.

Figure 4.53 look a bit similar to Figure 4.50, while Figure 4.54 have a lot of small
detections in the first 600 frames which is detected in some frames and undetected in
others. In some frames, the detection is a bit smaller, and it is therefore not detected after
the post-processing. In other frames, the detection is a bit larger, that is when the region
is detected after the post-processing.

Table 4.22: Table of the results from a Samsung Galaxy S3 Mini with parameters
determined for all cameras. Threshold: 0.69; minimum size of region: 50x50 pixels.

Video Precision Recall F1 score

1 0.451 0.336 0.385
2 0.034 0.109 0.052
3 0.480 0.069 0.120
4 0.169 0.155 0.162
5 0.033 0.056 0.042
6 0.246 0.212 0.228

In Table 4.22 are the results presented for each video when the threshold for the prob-
ability images was set so that at least 90 % of all negative test examples were correctly



72 4 Results

classified for every camera used in the video method with reference material. The mini-
mum size of the forged region was chosen so that F1 score was maximized for all cameras
used in the video method with reference material. For this camera, it means that the thresh-
old is a bit higher, and the minimum size of the region is a bit smaller. The results in Table
4.22 are slightly lower than in Table 4.21, but relatively similar.

Apple iPhone 4

In Table 4.23, the results from the reference-free forged videos experiments, with the
parameters chosen for the same camera in the video method with reference material, are
presented. The precision is high for at least three of the videos, but, instead, the recall is
under 0.08 for all videos except one, which brings the F1 score with it. Just by looking at
this table, it seems like the parameters chosen in the video method with reference material
might not be the best for this method and this camera.

Table 4.23: Table of the results shown in Figure 4.56-4.61 on an Apple iPhone 4.
Threshold: 0.60; minimum size of region: 90x90 pixels.

Video Precision Recall F1 score

1 0.759 0.369 0.497
2 0.921 0.014 0.028
3 0.980 0.072 0.133
4 0.932 0.025 0.049
5 0.214 0.015 0.029
6 0.165 0.023 0.041

Figure 4.56: Results from reference-free computations on forged video 1 on an Ap-
ple iPhone 4, presented as in Figure 4.49. Frame 101-600 contains a forged region.

In Figure 4.56, the result is shown for each frame in reference-free forged video 1.
This is the overall best result for the reference-free video method with these parameters
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because a lot of the forged regions are detected and not a single non-forged pixel is de-
tected in the other frames. In Figure 4.57-4.61 the results from the other reference-free
forged videos are presented.

Figure 4.57: Results from reference-free computations on forged video 2 on an Ap-
ple iPhone 4, presented as in Figure 4.49. Frame 101-600 contains a forged region.

Figure 4.58: Results from reference-free computations on forged video 3 on an Ap-
ple iPhone 4, presented as in Figure 4.49. Frame 101-600 contains a forged region.
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Figure 4.59: Results from reference-free computations on forged video 4 on an Ap-
ple iPhone 4, presented as in Figure 4.49. Frame 101-600 contains a forged region.

Figure 4.60: Results from reference-free computations on forged video 5 on an Ap-
ple iPhone 4, presented as in Figure 4.49. Frame 101-600 contains a forged region.

Figure 4.61: Results from reference-free computations on forged video 6 on an Ap-
ple iPhone 4, presented as in Figure 4.49. Frame 101-600 contains a forged region.
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These graphs are very similar. The forged regions are only detected in a small amount
of the frames, but almost none non-forged pixels are classified as forged either. However,
for example in reference-free forged video 3, there are only in about 130 of the frames
with a forged region where the region can be seen at all in the probability map. In the
other frames, it looks something like in Figure 4.62.

Figure 4.62: The process of classifying frame 302 in the second reference-free
forged video on an Apple iPhone 4, as described in Figure 4.4.

A small part of the region can be seen in the probability map in the middle of the
figure, but the parameter for the minimum size of the region is too large to detect it. Only
small parts of the regions can be seen in the probability maps, but none non-forged region
can be seen either, which means that even though not many regions are detected or not a
big amount of them if they are, the precision is probably high.

In Table 4.24, the results from the experiments when the threshold for the probability
images was set so that at least 90 % of all negative test examples were correctly classified
for every camera in the video method with reference material. The minimum size of the
forged region was set so that F1 score was maximized for the four cameras in the video
method with reference material. For this camera, the F1 score is generally slightly better
than with these parameters than with the other parameters in Table 4.23, because even
though the threshold is a little higher, the minimum size of the region is smaller, which
increases the recall and then the F1 score.

Table 4.24: Table of the results from an Apple iPhone 4 with parameters determined
for all cameras. Threshold: 0.69; minimum size of region: 50x50 pixels.

Video Precision Recall F1 score

1 0.781 0.390 0.520
2 0.573 0.035 0.067
3 0.989 0.127 0.225
4 0.959 0.050 0.096
5 0.144 0.036 0.057
6 0.145 0.038 0.060
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4.4 Discussion

In this section, the methods are questioned and discussed. The results in Section 4.1-4.3
are also further analyzed. In Section 4.4.4, ideas for further developments of the methods
are mentioned.

4.4.1 Still Image Method

For most of the cameras in the still image method, the forged regions could partially be
detected. For some cameras and some images better than others. However, for the forged
regions to be detected at all, the forged region had to be above a certain size. The block
with the PRNU comparison could not be too large in comparison to the forged region,
because if only a fraction of the block is manipulated, this can still go undetected. In this
thesis, a block size of 128x128 pixels was used. This was because smaller blocks did yield
correlation values from the correct camera that was too similar to the correlation values
from another camera. That would make it much harder for the classifier to distinguish
between forged and non-forged data when classifying.

In the post-processing, all pixels not connected to a square of a size determined for
the cameras were classified as non-forged. The theory was that small regions of pixels
would appear as noise in the images, but would be filtered away with this block. However,
for this to work, the size of the forged regions has to be larger than these blocks and also
larger than the noise. While the noise size also depends on the size of the block where the
comparisons are made, which in this thesis was chosen to 128x128 pixels.

Another, similar way of doing the above, of classifying all pixels not connected to
a square of a size determined for the cameras, could have been to use morphological
transformations such as opening. That would have removed more pixels, probably both
forged and non-forged pixels connected to the detected regions. For some cases, this
course of action would have been to advantage, when a lot of non-forged pixels were
classified as forged because of the connection to the forged region. For others, when no
uncertain non-forged pixels were connected to the forged region, the first method would
be a better choice, because then more of the contours of the region could be detected.

In these experiments for still images, the sizes of the forged regions vary between
different images. As mentioned in Section 3.2.1, the size of the forged regions is randomly
deformed circles with a diameter of between 10 % and 50 % of the shortest side of the
image. This might of course be a problem when comparing different images and cameras
with different resolutions. Even though the results are from a wide range of different sizes
of forged regions, the small regions might not be detected due to their size, while large
regions are much easier to detect. This will also yield different results, i.e. precision,
recall, and F1 score due to different sizes of forged regions. If a smaller region is detected,
probably the same amount of non-forged pixels around the area are also detected as forged.
This will, however, result in an inferior precision due to its size, which also will result in
a degraded F1 score compared to a larger region. Maybe it therefore would have been
better to only do experiments on images where the forged regions are the same size, and
in that case, do more experiments on other sizes as well.

If looking at the result on one image at a time, there is no measurement to see how
many non-forged pixels have been classified as forged, if the forged region has not been
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detected. For precision, recall, and F1 score to get a value different from zero, at least one
pixel from the forged region has to be detected. This means that a result where precision,
recall, and F1 score are all above 0 could be a worse result than 0 if the whole image is
classified as forged than nothing. Especially due to the fact stated in Section 3.3.2, that
high precision is more desired than a high recall. However, that does not mean it is pos-
sible to maximize precision because these two measurements are connected and should
both be considered. However, F1 score is a measurement where recall and precision are
both the same weight. It could be a possibility to choose another measurement with a
higher weight on precision.

It is known that it is harder to estimate a correct PRNU pattern in dark areas, high tex-
tured areas, saturated areas, and sometimes in flat areas due to strong JPEG compression.
In the results from both photos and videos, we have seen that these kinds of areas tend to
have an increased risk of being classified as forged, even though they might be non-forged,
due to a PRNU pattern with a lot of noise for these areas. Possibly, there could still be
unknown kinds of areas that are also hard to estimate the PRNU pattern in. For example,
in the second forged image in Figure 4.4, where almost the entire image is classified as
forged. It could for instance be caused by a setting in the camera for this photo. If so, it
is essential to know that no settings have been adjusted so that the PRNU pattern might
have been changed. Another example is in the third forged photo in Figure 4.6, where
it seems like the photo has been taken under a dark condition, but made brighter due to
amplification in the camera. This, however, has made the image look brighter but with
the same amount of noise as an image with darker contents.

Also, a question to ask is if there could be better ways to measure the intensity, flatness,
and texture than have been done in Eq. (3.3), (3.4) and 3.5. Of course, there are other
ways to do so, but is there a best way to measure it? Also, is the cross-correlation between
two blocks the best way to measure the similarity between two patterns? In Eq. (3.4),
the measure of flatness equation contains a constant. One value for the constant was
determined for all cameras. However, for an optimal value, each camera would probably
have had its own constant. The same for when the threshold, minimum size of the region,
and dilate size were determined. One value for each parameter was determined for all
cameras, due to time limitations. For optimal values, each camera should probably have
had its own set of parameters.

The sensor output model, described in Section 2.2 in this thesis, may contain defects
and simplifications. Maybe there could be differences between cameras, differences be-
tween camera models or between older and newer cameras, etc.

In Section 2.3, a few common methods using PRNU pattern are mentioned. When
used to determine if an image is taken with a given camera or not, the PRNU pattern from
two sources is then compared and evaluated. In device linking, when the task is to find
out if two images are taken with the same camera, the estimated PRNU patterns from
these two photos are compared. In this thesis, PRNU patterns from two sources are not
compared, but instead as corr(IbK̂′b,Wb) from Eq. (3.2) in Section 3.3. This equation is
from Eq. (2.4) in Section 2.2. In practice, Ib is the intensity in the image to be tested, K̂′b is
the estimated reference PRNU pattern, and Wb) is the noise residual from the test image.
If these correlate, the probability that the test image is non-forged is higher, because then
the reference pattern K̂′b seems to fit in the equation. However, there is always some
amount of noise in the equation. It can be seen in Eq. (2.4), for example. The noise is,
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however, said to have small energy and is therefore neglected, but it may still affect the
result.

It could also be discussed if there might be a better way to classify the pixels. Would
another kind of classifier be able to classify the pixels more correctly? Or would other
combinations of parameters in the random forest classifier, used in these experiments,
be able to yield better results? The parameters used in the random forest classifier are
the ones mentioned in earlier sections, otherwise, default parameters are used. However,
in [16], the writer highlights a few parameter values that often yields good results for
classification tasks. It does not mean that they are optimal, especially not for a specific
problem, but it means that it is possible that a combination of parameter values, other than
the ones used, could be better suited for this classifier.

In the experiments performed in this thesis, non-rotated data from the same camera
were used as negative training examples and negative test examples. For positive training
examples (and positive test examples), rotated data from the same camera were used,
because then the same amount of data could easily be established for both positive and
negative examples. However, this also means that because the forged regions are rotated
regions from the same camera, the positive training examples can be seen from the same
camera as the forged regions. In Section 3.3.1, it is mentioned that slightly better results
were seen when the positive training examples and the forged regions were from the same
camera. This is probably due to a lack of good positive training examples if the only
positive training examples are from one camera and not even the same camera as for the
forged regions. If an infinite quantity of training data from both the same camera and
other cameras were available, it should hypothetically be similar results as if the positive
training examples were from the same camera as the forged regions.

4.4.2 Video Method

Generally, there is a difference in the quality of the frames compared to the photos, which
complicates the process of identifying forged regions in videos compared to the images,
because the methods require photos and videos of good quality. Even though 31 adja-
cent frames were used to get better correlation data, it was still hard for the classifier to
classify the regions correctly. For Apple iPhone 4 in the video experiments, however, the
results were significantly better than the other cameras, and the results for Huawei P9
were significantly worse. The videos use the same video codec, shown in Table 3.2 in
Section 3.2.2, but Huawei P9 uses another profile than the others, that does not contain a
few error resilience algorithms that the other profile does. The difference in the profiles
could have been one of the reasons for the worse results for Huawei P9 compared to the
other cameras.

However, the main reason for the difference in the results is probably due to the dif-
ferent kinds of cameras and their sensors. Some cameras are better at keeping the PRNU
pattern intact in the images/frames so that it is easier to estimate it afterward, while other
have processes which make it hard to estimate it. Older cameras have in general less pro-
cessing, and there is probably a difference between more expensive cameras and cheaper
cameras as well. In these experiments, all cameras are cellphone cameras, where Apple
iPhone 4 was released in June 2010, Samsung Galaxy S3 Mini in November 2012, Lenovo
P70-A in February 2015, and Huawei P9 in April 2016. If they are sorted from oldest to
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newest, it is the same order as when the cameras are ordered from the camera with the
best results to the camera with the worst results in the experiments.

It is, nevertheless, hard to know without experiments which cameras will yield good
estimates of the PRNU pattern, because that depends on many parameters. A way to get
an indication is by comparing the cross-correlation between different sets of non-forged
frames with each other and sets on non-forged frames with sets of frames from another
camera and analyze the result. Similar to what has been done in the graphs in 4.16, 4.25,
4.32 and 4.39.

When classifying videos, and by using frames before and after the particular frame,
it was harder for the classifier to see if some areas were saturated or not (as seen in
Figure 4.46, 4.48, and 4.47). This was probably because of the movement in the camera.
However, although video 5 and 6 for each camera were still videos, i.e. no movements in
the cameras, and therefore saturated areas or other problematic areas should, theoretically,
have been better detected by the classifier, no noticeable difference between the results
from the still videos and the other videos could be noted for any of the cameras.

Because the forged region moves and changes shape between frames, the detected
region will never be perfectly detected. Either too many pixels will be detected or too few
pixels will be detected, but there is no way to go around that fact. That is a weakness with
the method because more than one frame has to be considered for videos, at least for the
experiments on the cameras performed in this thesis. In Figure 4.14 and Figure 4.15 in
Section 4.2.1, one can see that even for the camera with the best results (Apple iPhone 4),
the training data from sets of only one frame overlaps almost as much as for the training
data for a Samsung Galaxy S3 with sets of 31 frames. If the results from the experiments
with sets of one frame for the Apple iPhone 4 would follow the same patterns as for the
Samsung Galaxy S3 Mini with sets of 31 frames, the results would have degraded by
more than 50 %.

How would it have been if 61 frames were considered in the sets instead of 31? Even
though the data in Figure 4.14c do not overlap as much as it does in Figure 4.14a, and not
in Figure 4.14b either, although it is not that much of a difference, these graphs do not
consider the fact that the forged region is changing shape and position between frames.
With calculations on sets of 61 frames, the forged regions would probably have moved
so much that even less of the region would have been detected, or maybe an even larger
region due to the movements. However, experiments on sets of 61 frames have not been
performed.

Instead, if we consider a case where the forged region does not move and change
shape, then maybe it would be possible to use sets of 61 frames or more. The question
remains if the forged region exists in the whole video or only in a few frames. 61 frames
are approximately two seconds for these videos. If the forged region would not exist in the
video for that long, there would still be uncertainty if it would be detected. If disregarding
the fact that the forged region might move or disappear between frames, there would be
better results the more frames were considered in the sets. For example, if there is a
region, in approximately the same position in some frames, which is suspected of being
forged, one could see how many frames it appears in and choose that number of frames
in the set. A larger number would increase the probability of an accurate result.

Since this method is rather impossible to use for images and videos when it is hard
to get the correlation values to distinguish between values from the correct camera and
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an incorrect camera, it would simplify if there was a way to tell if a video is too bad to
be analyzed with a reasonable result or not. Because even though it might be somewhat
possible to see what kind of areas might be hard to differentiate between forged and non-
forged, due to low correlation values because of saturation, dark content, etc., it is not
possible to tell all these areas by only looking at a photo or video.

4.4.3 Reference-Free Video Method

In the reference-free video method, there is a possibility that forged data will be used as
negative training examples because part of the video that will be tried for forged regions
is used in the training data. If this is the case, then the certainty of the results is lower than
for the video method with reference material. Also, the threshold, used when classifying
the probability maps, has to be lower when the negative training examples have been
infiltrated with false data, to still find the forged regions. However, this threshold can not
be too low, because then all pixels will be classified as forged even though they are not.
The thresholds used for the video method with available reference material were used in
the experiments for the video method without reference material. But as we can see in,
for example, Figure 4.57-4.59, it is obvious that at least one of the two parameters have
filtered away much of the forged pixels. The other parameter, the minimum size of the
region, is also dependent on if there are some false training data, and should therefore
also be lower than before, but not so low that it compromises the reliability.

Anyhow, it is impossible to know if the training data contains any false data. There-
fore, it would be unwise to change the parameters due to the assumptions that it does. On
the other hand, when only looking at a limited amount of training data, this can result
in false outcomes anyway. As was mentioned in Section 4.3.2, regions in frames in the
second forged video for the Samsung Galaxy S3 Mini, in Figure 4.50, were wrongly clas-
sified as forged, possibly due to a limited amount of training data. In these cases, it might
have been better to train the classifier on the whole video, even though the risk of getting
more positive examples in the negative training examples would have been bigger.

For the video method with available reference material, it was still difficult to not
accidentally classify some non-forged pixels as forged. Because of that, no dilation was
done on the regions classified as forged after regions had been checked to be at least the
minimum size large. This step was done for the images in the still image method, but
perhaps this step could have been used in the reference-free video method because the
other two parameters might be too high. That would increase the recall for all videos. But
still, it is not desirable to dilate the regions wrongly detected due to the limited amount of
training data, in Figure 4.50, for example. Maybe it would have been appropriate to dilate
the regions at the end of the process if the whole video had been used as training data.

4.4.4 Further Development

As mentioned in Section 4.4.2, it does not seem feasible to use these methods for all
kinds of videos or photos. It has to be possible to estimate a good PRNU pattern from the
images or videos to be able to get a result good enough to be able to draw any conclusions
from it. For this, the compression of the photos and videos have to stay on a reasonable
level, before it is too hard to differentiate between a non-forged and a forged area.
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When choosing thresholds for the video method, a threshold was chosen for each of
the cameras, with the best F1 score when at least 90 %, 95 %, and 99 % of negative
test examples were correctly classified. For Samsung Galaxy S3 Mini, Huawei P9, and
Lenovo P70-A this was when 90 % of the negative test examples were correctly classified.
For Apple iPhone 4, almost 99 % of the negative test examples were correctly classified
just by taking the maximum amount of correctly classified pixels, and maximum F1 score
was obtained when 99 % of the negative test examples were correctly classified. It was a
lot easier to classify the videos from Apple iPhone 4 with this method, compared to the
videos from the other cameras.

When the thresholds were chosen, these were supposed to filter away most of the areas
hard to determine if they were forged or not, and classify them as non-forged. However,
a better way would have been if these areas were not only classified as non-forged but
classified in a third class as known to be uncertain areas. These areas could still have a 50
% probability of being forged, due to similar data from both positive and negative exam-
ples. To show these areas clearly, they could be highlighted as impossible to determine.
Of course, there could still be forged areas in images and videos if there are duplicated
regions from the same sensor position in another photo/frame/video taken by the same
camera, but these are known to be undetected by these methods.

If looking at the results from an extreme threshold used for all four cameras, without
any minimum size of the region, in Table 4.13, 4.15, 4.17 and 4.19, most of the non-
forged areas have been classified as non-forged due to the high threshold, even though
some were hard to determine for a lower threshold. Especially in the videos from the first
three cameras, however, also the forged areas are non-detected. If looking at the results
from the last camera, the Apple iPhone 4, a lot of the forged areas are still classified as
forged. This shows on different kind of qualities for the videos, wherein good quality
means videos with an estimated PRNU pattern similar to the correct PRNU pattern. It
can be discussed which threshold is the best. A higher threshold will classify most of
the non-forged areas as non-forged, but also a lot of the forged areas will be classified as
non-forged when the quality of the videos (and photos of course) are not superb. A high
threshold will nevertheless make the detected regions even more reliable.

A further development, that could be done with these methods, is to make it possible
to include transformed and/or cropped images and stabilized videos in the experiments.
Many new cameras use stabilization in their videos, which makes this even more desired.
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In this section, a few conclusions will be drawn and the questions stated in Section 1.4
will be answered.

The use of an estimated PRNU pattern in the methods, and the use of the hypothesis
stated in Eq. (3.1), can be seen to be reasonable. For some cameras, it is harder to estimate
good PRNU patterns and noise residuals, and therefore also harder for the method to
get reliable results. This is probably both due to different sensors and processing in the
cameras, and it might also be because of different compression algorithms in the image
and video files.

There are a few known contents of images and videos that worsen the ability to detect
forgeries, but generally, the quality of the images are better than for the videos, where
good quality in this sense means that it is easy to differentiate between H0 and H1 in Eq.
(3.1).

How reliable are our methods for finding anomalous regions in photos and
videos when having access to reference material? The quality in the still images
was generally better than the videos. For the video method, the cameras could easily be
arranged from best quality to worst quality, see Table 4.11. This could also be indicated
after looking at Figure 4.16, 4.25, 4.32 and 4.39: the distributions of the correlation values
of the training data.

Cameras with material that satisfies the criteria of generally having good quality, with
an estimated PRNU pattern similar to the correct PRNU pattern, generates results for the
video method that can be considered as reliable. The mean precision for all cameras in the
experiments for the still image method was about 0.82, mean recall was around 0.88 and
mean F1 score 0.84. In these results, some of the cameras work better with the method
than others. The camera with the best results for the video method with reference material
had a mean precision for all videos around 0.76, a mean recall around 0.70, and a mean F1
score around 0.72. However, it is crucial that the videos hold good quality and have not
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been processed to the extent that it is hard to differentiate between images/frames from
the same camera and others, based on their PRNU pattern.

How may a method for detecting anomalies in a video based on PRNU be de-
signed if the reference PRNU pattern must be estimated from a subset of frames
from the video in question, and how well does it perform? A method for detecting
forged regions in videos based on PRNU is described in Section 3.5. Because the videos
in the experiments must be of good quality, experiments were performed on videos from
the two cameras with the best quality videos in Table 4.11.

When using the same thresholds as were determined in the video method with avail-
able reference material, they were noticed to be a bit too high for the experiment videos.
The forged regions were overall more uncertain, and the resulting detected regions were
in general smaller. When only trained on a limited amount of data, there was a higher
risk of misclassifying non-forged pixels as forged as well, i.e. less forged regions were
detected, and a limitation in the amount of training data resulted in more regions falsely
classified as forged.
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