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POPULÄRVETENSKAPLIG SAMMANFATTNING

Inom datorseende är målsättningen att automatiskt kunna extrahera och modellera högnivåre-
presentationer från visuella sensormätningar som bilder, videosekvenser och 3D-punkter. Visu-
ella data är ofta högdimensionella, brusiga och oregelbundna, vilket leder till många utmaningar
vid modellering. I den här avhandlingen presenteras forskningsarbeten som adresserar sådana
utmaningar inom ett flertal olika datorseendeproblem.

Först undersöks fasuppackningproblemet för multifrekvensbaserad amplitudmodulerad time-
of-flight (ToF). ToF är en teknik somanvänds i djupkameror, vilka harmånga applikationer inom
3D rekonstruktion och gestigenkänning. Amplitudmodulerad time-of-flight kan generera nog-
grannamätningar, men samtidigt introducera tvetydigheter i djupskattningarna. I avhandlingen
presenteras en metod för att lösa problemet med tvetydigheterna genom att skatta sannolikhe-
terna för multipla hypoteser för djupet. Detta uppnås genom att utföra en kärntäthetsskattning
över alla hypoteser i en omgivning runt alla pixlar i djupbilden. Hypotesen med den högsta skat-
tade sannolikheten väljs därefter ut som djupskattning. Den här metoden leder till en förbättrad
kvalitet på djupbilderna, samt ökar den effektiva räckvidden för djupkameror i både inomhus
och utomhusmiljöer.

Därefter adresseras punktmolnsregistrering, som är problemet att hitta den korrekta transfor-
mationen mellan olika överlappande punktmoln. Robust registrering är fundamentalt för flertal
olika problem, som till exempel 3D-rekonstruktion och estimering av objektposition. Ett första
bidrag i avhandlingen är en metod för att hantera täthetsvariationer i punktmolnen. Metoden
använder sig av en probabilistisk modell av en latent sannolikhetsfördelning som represente-
rar den underliggande strukturen i den observerade scenen. Både modellen och registrerings-
parametrarna optimeras med väntevärdes- maximiserings-algoritmen. Vidare introducerar av-
handlingen enmetod för att integrera djupa särdrag i registreringsramverket. Det visar sig att de
djupa särdragen förbättrar registreringsmetoden, både i termer av noggrannhet och robusthet.
Ytterligare förbättringar uppnås genom att lära sig särdragsrepresentationer genom att minime-
ra registreringsfel.

I avhandlingen presenteras även en metod för 3D-punktmolnssegmentering. Eftersom scenmo-
deller ofta representeras av 3D-punktmätningar, är segmentering av dessa viktigt för generell
scenförståelse. Inlärning av modeller för segmentering kräver stora mängder etiketterad data,
vilket är dyrt och tidskrävande att skapa. Metoden som presenteras i avhandlingen undviker
detta problem genom att projicera punkterna i virtuela cameror och rendera 2D bilder. Metoden
kan därmed utnyttja högpresterande tekniker baserade på djupa faltningsnätverk för bildseg-
mentering och minskar därför även behovet av 3D data med sanningsetiketter.

Slutligen adresseras video objektsegmentering (VOS), där målet är att följa och segmentera spe-
cifika objekt i en videosekvens. För att uppnå hög prestanda, behövs en robust objektmodell
som kan anpassas till olika scenarier och förändringar i utseende. Den stora utmaningen består
i att detta måste uppnås med hjälp av enbart en bild med given segmentering i videosekven-
sen. För att hantera utmaningarna inom VOS, presenterar den här avhandlingen en parametrisk
målobjektetsmodell, optimerad för att prediktera en maskfunktion av målobjektet. Modellen in-
tegreras i ett djupt neuralt nätverk, där den vägleder ett segmenterings nätverk att prediktera
målobjektssegment. Det djupa nätverket tränas för att maximera segmenteringsnoggrannheten
på ett videosegmenteringsdataset med givna segmenteringar. Det visas även att samtidig träning
av hela nätverket medför att metoden kan lära sig att ta fram enmaskfunktion till modellen som
maximerar den slutgiltiga segmenteringsnoggrannheten.

iii



ABSTRACT

In computer vision, the aim is to model and extract high-level information from visual sensor
measurements such as images, videos and 3Dpoints. Since visual data is often high-dimensional,
noisy and irregular, achieving robust data modeling is challenging. This thesis presents works
that address challenges within a number of different computer vision problems.

First, the thesis addresses the problemof phase unwrapping formulti-frequency amplitudemod-
ulated time-of-flight (ToF) ranging. ToF is used in depth cameras, which havemany applications
in 3D reconstruction and gesture recognition. While amplitude modulation in time-of-flight
ranging can provide accurate measurements for the depth, it also causes depth ambiguities. This
thesis presents a method to resolve the ambiguities by estimating the likelihoods of different hy-
potheses for the depth values. This is achieved by performing kernel density estimation over the
hypotheses in a spatial neighborhood of each pixel in the depth image. The depth hypothesis
with the highest estimated likelihood can then be selected as the output depth. This approach
yields improvements in the quality of the depth images and extends the effective range in both
indoor and outdoor environments.

Next, point set registration is investigated, which is the problem of aligning point sets from over-
lapping depth images or 3D models. Robust registration is fundamental to many vision tasks,
such asmulti-view3D reconstruction and object pose estimation for robotics. The thesis presents
a method for handling density variations in the measured point sets. This is achieved by mod-
eling a latent distribution representing the underlying structure of the scene. Both the model
of the scene and the registration parameters are inferred in an Expectation-Maximization based
framework. Secondly, the thesis introduces a method for integrating features from deep neural
networks into the registrationmodel. It is shown that the deep features improve registration per-
formance in terms of accuracy and robustness. Additionally, improved feature representations
are generated by training the deep neural network end-to-end by minimizing registration errors
produced by our registration model.

Further, an approach for 3D point set segmentation is presented. As scene models are often
represented using 3D point measurements, segmentation of these is important for general scene
understanding. Learning models for segmentation requires a significant amount of annotated
data, which is expensive and time-consuming to acquire. The approach presented in the the-
sis circumvents this by projecting the points into virtual camera views and render 2D images.
The method can then exploit accurate convolutional neural networks for image segmentation
and map the segmentation predictions back to the 3D points. This also allows for transferring
learning using available annotated image data, thereby reducing the need for 3D annotations.

Finally, the thesis explores the problem of video object segmentation (VOS), where the task is
to track and segment target objects in each frame of a video sequence. Accurate VOS requires
a robust model of the target that can adapt to different scenarios and objects. This needs to be
achieved using only a single labeled reference frame as training data for each video sequence.
To address the challenges in VOS, the thesis introduces a parametric target model, optimized to
predict a target label derived from the mask annotation. The target model is integrated into a
deep neural network, where its predictions guide a decoder module to produce target segmenta-
tion masks. The deep network is trained on labeled video data to output accurate segmentation
masks for each frame. Further, it is shown that by training the entire network model in an end-
to-end manner, it can learn a representation of the target that provides increased segmentation
accuracy.
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1

Introduction

In computer vision, the objective is to automate the extraction and model-
ing of high-level information from visual sensor data such as images, video
streams and 3Dmeasurements. The visual information can be used to model
the observed environment. This involves generating 3D reconstructions, seg-
mentation of the data into different objects and structures, and recognizing
events and actions. Such models and representations are crucial in applica-
tions for autonomous systems, hence computer vision plays a central role in
the industries of robotics, autonomous driving and medical treatment tech-
nologies. Nonetheless, there are many challenges to be addressed within the
field to improve the performance of methods and their ability to generalize
to different scenarios. This thesis presents methods that address computer
vision problems within time-of-flight ranging for depth cameras, point set
registration, 3D segmentation and video object segmentation.

1.1 Representations and learning

In a general sense, methods for computer vision aim at finding and model-
ing patterns in visual data. Strong pattern recognition further allows us to
decompose the data into meaningful representations, like classes, geometric
structures or events. For low-dimensional data, e.g. one-dimensional depth
measurements, it is often sufficient to employ simple mixture models or even
parameter-free density estimators [83, 94]. These can efficiently estimate
the underlying probability density function of the observed data samples and
further be employed in e.g. denoising, classification and registration tasks.
Higher-dimensional data on the other hand, such as images, require more
descriptive models.

A powerful method for modeling images is learning deep convolutional
neural networks [64, 35, 65], which we for brevity hereon will denote as
convnets. Roughly described, convnets are parametric models consisting
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1. Introduction

Feature extractor

conv-net
Input image

Shallow features

Deep features

Figure 1.1: Illustration of a feature extractor convnet and feature maps ex-
tracted from an image from the DAVIS dataset [88]. In this case, the feature
extractor is a ResNet50model [45] that has been trained for image classifica-
tion. A selection of channels is provided from the outputs of the shallow layer
1 and the deep layer 3. In the layer 1 features, we observe high activations
around blobs and edges in the background and foreground. In contrast, layer
3 outputs high activations on specific objects and regions of the image.

of function compositions that are often denoted as layers. Typically, these
layers comprise simple operators like convolutional filters, standard linear
operators, point-wise non-linear activation functions, or self-attention mod-
ules [110], but they compose a highly descriptive and powerful function. We
further note that the layers can also includemore complex processes and even
optimization algorithms [41, 5, 6].

A conventional convnet takes images as input, passes them through its lay-
ers andoutputs a prediction. Each layer transforms the outputs fromprevious
layers, producing image featureswith abstraction levels that increase towards
the output representation. As an example, in convnets trained for image clas-
sification, we observe that the initial layers produce low-level representations
that highlight traits such as edges, colors and blobs. In contrast, the deeper
layers typically produce features that encode specific objects and regions cor-
responding to semantic classes (see Figure 1.1 for an illustrative example).
The features from the different layers can further be decoded into class pre-
dictions and image segmentations, or be used in algorithms for regression
tasks, geometric modeling and tracking. Although the success of convnets
has been prominent for many computer vision tasks in recent years, there
still exist many challenges in the learning of discriminative features and ro-
bust classifiers. Important to note is that the performance of methods highly
depends on the properties of the image feature representations.

The parameters of convnets are learned through optimizing an objective
function, generally by using back-propagation [95] and stochastic gradient
descent [92]. Whenever ground truth labels for the data are available, the
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1.2. 3D perception and registration

learning can be supervised with an objective that equals or resembles the
accuracy measure. Unfortunately, annotating ground truth labels often re-
quires significant amounts of manual labor, making it infeasible to construct
sufficiently large datasets for learning the parameterswithout invoking severe
overfitting issues. For this reason, it is common to perform transfer learning
through pre-training of feature extractor convnets using weaker annotations.
This allows for learning convnets that produce initial feature representations
that can be reused for a variety of different tasks. Many methods rely on pre-
training since they are unable to train the feature extractors with the other
parts of the network model jointly. This can be caused by the network model
not being fully differentiable or practical reasons like memory consumption
constraints during network training.

The benefit from transfer learning is demonstrated in many scenarios, in-
cluding segmentation tasks [71] and descriptor learning for registration [12].
It can both reduce training time and the required amount of annotated data.
However, the pre-trained feature extractors are optimized for an auxiliary
task, which may produce sub-optimal representations for the main objective.
It is generally preferable to train the entire network end-to-end, i.e. learning
the parameters of all network components jointly by minimizing an objective
over the outputs of the network. Such methods [6, 5, 62] can in theory learn
feature representations that maximize the performance for the main task.

In the works presented in this thesis, we adopt and develop deep net-
work architectures and apply them for segmentation tasks and point set reg-
istration. In these approaches, we employ pre-trained networks to produce
powerful representations for images and 3D data. Specifically, we develop
optimization-based frameworks and investigate how these can leverage dis-
criminative features tomake robust predictions. We further demonstrate im-
proved performance when the optimization-based frameworks are integrated
into end-to-end trainable models. The following sections describe the prob-
lems investigated in the thesis and provide an introduction to the proposed
methods.

1.2 3D perception and registration

Autonomous systems that interact in the real world face challenges in naviga-
tion, obstacle avoidance, and object manipulation. Therefore, it is crucial to
maintain a precise representation of the observed 3D scene, further requiring
accurate 3D perception and robust modeling techniques.

In this thesis, we tackle problems within depth ranging and 3D point set
registration for 3D reconstruction. In 3D reconstruction, the objective is to
model the 3D structure of the observed scene given a sequence of images ac-
quired from different camera positions. Such a model can include a 3D map
of the environment along with the locations and orientations of the cameras.

5



1. Introduction

It can be generated using structure from motion with sequences of RGB im-
ages or by aligning sequences of depth images. This thesis investigates depth
imaging and methods for aligning these to reconstruct the 3D scene. Com-
pared to structure from motion with RGB images, a 3D reconstruction based
on depth images generally gives denser and more accurate 3D models.

Time-of-flight ranging

Depth imaging has many applications in 3D modeling, mapping and ges-
ture recognition. Following the recent development of cheap depth cameras,
depth ranging has become more available to the research community. This
has contributed to improvements within methods for 3D reconstruction and
robotics tasks.

A popular approach for measuring depth in depth cameras is to apply
time-of-flight ranging with amplitude modulation [33, 43]. In this method,
the phase shift of an emitted sinusoidal light signal is measured and subse-
quently converted into a depth measurement. However, the periodicity of
the signal leads to a depth ambiguity. To address this problem, Paper A of
this thesis proposes a method for phase unwrapping using multiple modu-
lation frequencies. In the proposed method, we estimate the distribution of
possible depths over multiple depth hypotheses. Further robustness to sen-
sor noise is achieved by computing a weighted kernel density estimate in a
spatial neighborhood of each pixel in the image. The final depth can then be
chosen as the one with the highest estimated density. We demonstrate that
this approach can improve the accuracy of depth cameras and extending their
effective range in both indoor and outdoor environments.

Point Set Registration

3D data, such as object shapes and scene measurements, are often repre-
sented as point sets, i.e. arrays of 3D coordinates. These can be generated
from computer tomography scans or by out projecting depth images from
RGB-D cameras and Lidar scanners using their projective geometry. Point
set registration is the task of aligning point sets from overlapping images by
finding the relative transformations between them. It can further be used to
fuse sequences of depth images into a 3Dmap of the scene and for finding the
pose of objects.

In Paper B and Paper C, we investigate probabilistic approaches for regis-
tration based on Expectation-Maximization (EM) [47, 82, 49, 28, 18]. These
approaches represent the scene as a mixture model given the observed 3D
points. The parameters of the model and the relative transformations are op-
timized jointly using a maximum likelihood formulation and EM.

While previous EM based approaches have shown promising perfor-
mance, they struggle in the presence of variations in the density of 3D points.

6



1.2. 3D perception and registration

Figure 1.2: Visualization of four 3D point sets from the Kitti odometry
dataset [36]. Left shows the point sets before registration with the initial
transformation parameters. Right shows the resulting registered point sets
after we have applied the algorithm from Paper C.

Such variations are caused by the sampling patterns of depth cameras, the
distance to the camera location, and the local geometry of the observed sur-
faces. EM based methods struggle in these scenarios since they implicitly
assume that the local densities of the point sets are constant throughout the
observed scene. In Paper B, we address this problemby estimating the under-
lying distribution of the scene rather than directly model the distribution of
the points. Specifically, we find the relative transformation of the point sets
by reformulating EM to minimize the Kullback-Leibner divergence between
the model and a latent scene distribution. As a result, we can perform robust
registration despite the presence of severe density variations.

To achieve further robustness, Paper C proposes an approach to incor-
porate deep point set features into the probabilistic model of the scene. We
demonstrate that the features significantly improve the robustness and accu-
racy of the registrationmethod. Further, due to the probabilistic formulation,
the full registration process is differentiable. This allows for training deep
networks in an end-to-end manner to generate the feature representations
of the point sets. To this end, we design a loss function based on registra-
tion errors, computed by deploying our method on datasets of point set se-
quences and comparing the predicted transformations with the ground truth.
We learn the parameters of the network by back-propagating the gradiens of
the loss through the EM iterations. Figure 1.2 shows an example of aligned
point sets using our approach in Paper C.
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1. Introduction

1.3 Segmentation

Segmentation is one of the main topics in computer vision. In segmentation
problems, the task is to classify each point or region in a data sample. For
images and videos, that corresponds to classifying each pixel, but the task
also generalizes to the point-wise classification of unstructured point sets.
Segmentation provides a compact, yet descriptive and high-level represen-
tation of the data. It is highly useful for scene understanding, and fundamen-
tal to many applications within robotics and autonomous driving. In image
segmentation, state-of-the-art methods generally employ convnets, trained
to predict segmentation score maps over the pixel locations of the input im-
age. In this thesis, we adopt such networks for 3D point set segmentation and
video object segmentation.

3D Point Set Segmentation

In section 1.2 above, we first discussed depth image ranging, followed by the
registration of 3D point sets. As a next step, we are interested in further anal-
ysis of 3D data and reasoning over the content of the observed scene. One
of themajor topics within 3D scene understanding is semantic segmentation,
which is the task of automatically assigning each 3D point with a semantic
label from a set of pre-defined classes.

Compared to regular image segmentation tasks, 3D point set segmenta-
tion has some additional challenges. Firstly, point sets are sparse and un-
structured, obstructing the direct use of standard convnet architectures ap-
plied on regular grids. Secondly, manual semantic labeling of 3D point sets is
very time-consuming, even compared to labeling of image segmentation data.
This reduces the amount of available training data, complicating the training
of deep networks.

In Paper D, we develop a framework for 3D semantic segmentation that
exploits the advantages of deep image segmentation approaches. In our
method, the point set is first projected and rendered into a set of synthetic
images using a splatting technique. These images can be segmented using
regular image segmentation networks. The resulting pixel-wise segmenta-
tion scores are then re-projected into the point sets. Finally, the semantic
label for each point is then obtained by fusing scores over the different views.
Importantly, the segmentation network can leverage pre-training on image
segmentation datasets, thus requiring less 3D data with labels.

Video Object Segmentation

Video object segmentation (VOS) is the problem of performing pixel-wise
classification of specific target objects throughout a video sequence. It can
be regarded as a generalization of point tracking and visual object tracking,
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1.4. Outline

with the extension that the target can take any shape. VOS is very useful for
video and scene understanding, and has many applications within surveil-
lance, autonomous driving, video editing and robotic systems.

This thesis focuses on semi-supervised VOS, where we assume to be given
the masks of the targets in the initial video frame. The task is then to track
and segment the target objects in all subsequent frames. Despite the limited
information in the initial frame, accurate VOS methods have to adapt to the
targets while handling appearance changes, occlusions, and similar objects in
the background.

In Paper E and Paper F, we create convnets for VOS that integrates target-
specific appearance models for adapting the network to the targets in current
video sequence. While prior works employ target feature embeddings, atten-
tion and generative modeling, our target model composes a compact para-
metric operator. The operator parameters are optimized to minimize an ob-
jective function based on the errors between target predictions and the target
mask. In the subsequent frames, we use the learned target model to predict
a coarse representation of the target. This representation is then decoded
into a high-quality segmentation mask by a segmentation network. Unlike
many previous methods, our target model can operate without feature em-
beddings specifically learned for the task. Instead, it can be employed directly
on features extracted by networks that have been pre-trained for image clas-
sification. As a result, our method can achieve impressive VOS performance
despite limited amounts of VOS training data.

In Paper F, we further improve the method by employing an end-to-end
learning strategy of our VOS network. This includes learning the parame-
ters of a feature extractor. Additionally, our end-to-end learning formula-
tion allows us to generalize the target representation in the network. Instead
of using the single-channel target mask as the label in the objective of the
target model optimization, we learn a richer multi-channel label encoding.
We demonstrate that this learned target representation provides useful in-
formation for guiding the VOS network into predicting accurate targetmasks.
Lastly, we extend our method to handle bounding box annotations of the tar-
get in the first frame, enabling less demanding supervision during inference.

1.4 Outline

The thesis is divided into two parts. Part I, provides an overview of the inves-
tigated problems and the contributions of the thesis. It contains the two chap-
ters of 3D perception and registration and segmentation. The first chapter
discusses the topics of time-of-flight and point set registration. The second
chapter of Part I discusses 3D point set segmentation and video object seg-
mentation. Part II contains the full versions of the publications presented in
the thesis, including supplementary materials.
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1. Introduction

1.5 Included Publications

The publications included in the thesis are listed below, along with abstracts
and author contributions.

Paper A: Efficient Multi-Frequency Phase Unwrapping Using Ker-
nel Density Estimation

Felix Järemo Lawin, Per-Erik Forssén, and Hannes Ovrén. “Efficient multi-
frequency phase unwrapping using kernel density estimation”. In: European
Conference on Computer Vision (ECCV), Amsterdam, 2016, pp. 170-185,
Springer, Cham. doi: 10.1007/978-3-319-46493-0_11.

Abstract: In this paper we introduce an efficient method to unwrap multi-
frequency phase estimates for time-of-flight ranging. The algorithm gener-
ates multiple depth hypotheses and uses a spatial kernel density estimate
(KDE) to rank them. The confidence produced by the KDE is also an effective
means to detect outliers. We also introduce a new closed-form expression
for phase noise prediction, that better fits real data. The method is applied
to depth decoding for the Kinect v2 sensor, and compared to the Microsoft
Kinect SDK and to the open source driver libfreenect2. The intended Kinect
v2 use case is scenes with less than 8m range, and for such cases we observe
consistent improvements, while maintaining real-time performance. When
extending the depth range to the maximal value of 18.75m, we get about 52%
more valid measurements than libfreenect2. The effect is that the sensor can
now be used in large depth scenes, where it was previously not a good choice.
Author’s contribution: The author developed the methods in collabora-
tion with Per-Erik Forssén, conducted the experiments and was the main
contributor to the manuscript.
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1.5. Included Publications

Paper B: Density Adaptive Point Set Registration

Felix Järemo Lawin, Martin Danelljan, Fahad Shahbaz Khan, Per-Erik
Forssén, and Michael Felsberg. “Density adaptive point set registration”.
In: 2018 IEEE/CVF Conference on Computer Vision and Pattern Recogni-
tion, 2018, pp. 3829-3837. doi: 10.1109/CVPR.2018.00403.

Abstract: Probabilistic methods for point set registration have demon-
strated competitive results in recent years. These techniques estimate a prob-
ability distribution model of the point clouds. While such a representation
has shown promise, it is highly sensitive to variations in the density of 3D
points. This fundamental problem is primarily caused by changes in the
sensor location across point sets. We revisit the foundations of the prob-
abilistic registration paradigm. Contrary to previous works, we model the
underlying structure of the scene as a latent probability distribution, and
thereby induce invariance to point set density changes. Both the probabilistic
model of the scene and the registration parameters are inferred by minimiz-
ing the Kullback-Leibner divergence in an Expectation Maximization based
framework. Our density-adaptive registration successfully handles severe
density variations commonly encountered in terrestrial Lidar applications.
We perform extensive experiments on several challenging real-world Lidar
datasets. The results demonstrate that our approach outperforms state-of-
the-art probabilistic methods for multi-view registration, without the need of
re-sampling.
Author’s contribution: The author conducted the experiments, was the
main contributor to the manuscript and developed the methods in collabo-
ration with Martin Danelljan.
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Paper C: Registration Loss Learning for Deep Probabilistic Point
Set Registration

Felix Järemo Lawin and Per-Erik Forssén. “Registration Loss Learn-
ing for Deep Probabilistic Point Set Registration”. In: 2020 Inter-
national Conference on 3D Vision (3DV), 2020, pp. 563-572. doi:
10.1109/3DV50981.2020.00066.
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Abstract: Probabilistic methods for point set registration have interesting
theoretical properties, such as linear complexity in the number of used points,
and they easily generalize to joint registration of multiple point sets. In this
work, we improve their registration performance to match state of the art.
This is done by incorporating learned features, by adding a von Mises-Fisher
feature model in each mixture component, and by using learned attention
weights. We learn these jointly using a registration loss learning strategy
(RLL) that directly uses the registration error as a loss, by back-propagating
through the registration iterations. This is possible as the probabilistic reg-
istration is fully differentiable, and the result is a learning framework that is
truly end-to-end. We perform extensive experiments on the 3DMatch and
Kitti datasets. The experiments demonstrate that our approach benefits sig-
nificantly from the integration of the learned features and our learning strat-
egy, outperforming the state-of-the-art on Kitti.
Author’s contribution: The author developed the methods, conducted
the experiments and was the main contributor to the manuscript.
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1.5. Included Publications

Paper D: Deep Projective 3D Semantic Segmentation

Felix Järemo Lawin, Martin Danelljan, Patrik Tosteberg, Goutam Bhat, Fa-
had Shahbaz Khan, and Michael Felsberg. “Deep Projective 3D Semantic
Segmentation”. In: International Conference on Computer Analysis of Im-
ages and Patterns (CAIP), 2017, pages 95–107. Springer, doi: 10.1007/978-
3-319-64689-3_8.

Image segmentation Image segmentation Image segmentation

Score fusion

Abstract: Semantic segmentation of 3D point clouds is a challenging prob-
lem with numerous real-world applications. While deep learning has revolu-
tionized the field of image semantic segmentation, its impact on point cloud
data has been limited so far. Recent attempts, based on 3D deep learning
approaches (3D-CNNs), have achieved below-expected results. Such meth-
ods require voxelizations of the underlying point cloud data, leading to de-
creased spatial resolution and increasedmemory consumption. Additionally,
3D-CNNs greatly suffer from the limited availability of annotated datasets.

In this paper, we propose an alternative framework that avoids the limi-
tations of 3D-CNNs. Instead of directly solving the problem in 3D, we first
project the point cloud onto a set of synthetic 2D-images. These images are
then used as input to a 2D-CNN, designed for semantic segmentation. Fi-
nally, the obtained prediction scores are re-projected to the point cloud to
obtain the segmentation results. We further investigate the impact of multi-
ple modalities, such as color, depth and surface normals, in a multi-stream
network architecture. Experiments are performed on the recent Semantic3D
dataset. Our approach sets a new state-of-the-art by achieving a relative gain
of 7.9%, compared to the previous best approach.
Author’s contribution: The idea behind the methods came from the
author, Martin Danelljan and Fahad Khan. The author conducted the exper-
iments and was the main contributor to the manuscript.
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Paper E: Learning Fast andRobust TargetModels for VideoObject
Segmentation

Andreas Robinson, Felix Järemo Lawin, Martin Danelljan, Fahad Shahbaz
Khan, and Michael Felsberg. “Learning Fast and Robust Target Models for
Video Object Segmentation”. In: Proceedings of the IEEE/CVF Conference
on Computer Vision and Pattern Recognition, 2020, pp. 7404-7413. doi:
10.1109/CVPR42600.2020.00743.

Abstract: Video object segmentation (VOS) is a highly challenging problem
since the initial mask, defining the target object, is only given at test-time.
The main difficulty is to effectively handle appearance changes and similar
background objects, while maintaining accurate segmentation. Most previ-
ous approaches fine-tune segmentation networks on the first frame, result-
ing in impractical frame-rates and risk of overfitting. More recent methods
integrate generative target appearance models, but either achieve limited ro-
bustness or require large amounts of training data.

We propose a novel VOS architecture consisting of two network compo-
nents. The target appearance model consists of a light-weight module, which
is learned during the inference stage using fast optimization techniques to
predict a coarse but robust target segmentation. The segmentation model
is exclusively trained offline, designed to process the coarse scores into high
quality segmentationmasks. Ourmethod is fast, easily trainable and remains
highly effective in cases of limited training data. We perform extensive exper-
iments on the challenging YouTube-VOS and DAVIS datasets. Our network
achieves favorable performance, while operating at higher frame-rates com-
pared to state-of-the-art.
Author’s contribution: The author and Andreas Robinson contributed
equally to the writing of the manuscript and the conduction of the exper-
iments. The method was developed in collaboration between the author,
Andreas Robinson and Martin Danelljan.
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1.6. Additional Publications

Paper F: LearningWhat to Learn for Video Object Segmentation

Goutam Bhat, Felix Järemo Lawin, Martin Danelljan, Andreas Robinson,
Michael Felsberg, Luc Van Gool, and Radu Timofte. “Learning What to
Learn for Video Object Segmentation”. In: 16th European Conference on
Computer Vision, 2020, pp. 777-794. Springer, Cham. doi: 10.1007/978-3-
030-58536-5_46.
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Abstract: Video object segmentation (VOS) is a highly challenging prob-
lem, since the target object is only defined by a first-frame reference mask
during inference. The problem of how to capture and utilize this limited in-
formation to accurately segment the target remains a fundamental research
question. We address this by introducing an end-to-end trainable VOS ar-
chitecture that integrates a differentiable few-shot learner. Our learner is de-
signed to predict a powerful parametric model of the target by minimizing
a segmentation error in the first frame. We further go beyond the standard
few-shot learning paradigm by learning what our target model should learn
in order to maximize segmentation accuracy. We perform extensive exper-
iments on standard benchmarks. Our approach sets a new state-of-the-art
on the large-scale YouTube-VOS 2018 dataset by achieving an overall score
of 81.5, corresponding to a 2.6% relative improvement over the previous best
result.
Author’s contribution: The author and Goutam Bhat contributed equally
to the writing of the manuscript and the conduction of experiments. The
methods were developed through collaboration between the author and the
co-authors.

1.6 Additional Publications

In addition to the included publications of the thesis, the author contributed
to the following articles. The first paper is related to the works of this thesis
on point set registration. It presents a framework for the evaluation of loss
functions used in point set registration algorithms. The second paper is
a work on video object segmentation. It extends the method in Paper E to
model the target object with channel attention vectors. The proposedmethod
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was presented at the 2019 DAVIS challenge in semi-supervised video object
segmentation.

Assessing Losses for Point Set Registration

Anderson CM Tavares, Felix Järemo Lawin, and Per-Erik Forssén. “Assess-
ing Losses for Point Set Registration”. In: IEEE Robotics and Automation
Letters, 5(2):3360–3367, April 2020, vol. 5, no. 2, pp. 3360-3367, doi:
10.1109/LRA.2020.2976307.

Discriminative Learning and Target Attention for the 2019 DAVIS
Challenge on Video Object Segmentation

Andreas Robinson, Felix Järemo Lawin, Martin Danelljan, andMichael Fels-
berg. “Discriminative Learning and Target Attention for the 2019 DAVIS
Challenge on Video Object Segmentation”. In: The 2019 DAVIS Challenge
on Video Object Segmentation. CVPRWorkshops, 2019.
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2

3D perception and registration

This chapter discusses 3D perception and point set registration. First, we
investigate sensors for 3D perception and how these measure depth. Specifi-
cally, Paper A proposes a method for phase unwrapping of amplitude modu-
lated time-of-flight measurements in depth cameras. Next, this chapter pro-
ceedswith the problemof point set registration, which can be used to combine
3D measurements from different camera viewpoints into a single 3D model.
In Paper B and Paper C, we propose extensions to probabilistic point set reg-
istration methods based on Expectation-Maximization. The final part of the
chapter discusses the learning of 3D feature representations for improving
registration accuracy.

2.1 Depth cameras

Depth cameras are sensors that generate depth images, i.e. images with pixels
that containmeasurements of the perceived depth of the observed point in the
scene with respect to the camera position. By using the projective geometry
of the camera, a depth image can be projected out into a 3D point set. Such
point sets can further be used to represent and reconstruct the observed 3D
scene. Owing to inventions within sensor chip construction, a large number
of depth cameras have been developed in recent years. The most commonly
used types of depth cameras in computer vision applications are Lidar scan-
ners and RGB-D cameras. Lidar cameras generally use a spinning scanner
that generates a full 360-degree depth image. In contrast, RGB-D cameras
have sensor arrays that capture color and depth similar to regular cameras.
Figure 2.1 shows examples of depth images and the corresponding 3D point
sets for both Lidar and RGB-D cameras.

There exist several different techniques to measure depth. From a cali-
brated stereo pair of cameras, the depth of corresponding image points can
be estimated through triangulation. The main limitation of this technique is
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2. 3D perception and registration

Figure 2.1: Depth images (top) acquired usingOuster Lidar cameras (left) and
a Kinect depth camera (right). The Lidar image was acquired at Fisketorget
in Västervik, Sweden for the n-dimensional modeling project [58] and a the
Kinect depth image is taken from the 3DMatch dataset [126], depicting an
indoor scene. The bottom row of images show the corresponding 3D point
sets, generated by out projecting the depth images.

that it relies on finding accurate correspondences. This is a hard problem
whenever the textures in the image are repetitive or smooth. Consequently,
stereo-based depth images are often coarse and contain uncertain measure-
ments.

Depth cameras based on structured light solve the texture problem in
stereo systems by emitting fixed patterns of near-infrared light beams [98].
The patterns can then be detected in the camera, and the depth that corre-
sponds to the emitted points can be recovered using triangulation. A down-
side to this technique is that the patterns must be sufficiently visible for them
to be detected, often leading to reduced levels of spatial detail and a low ef-
fective range.

A third approach is time-of-flight (ToF), which is used in both Lidar and
many RGB-D cameras. Paper A proposes a method for a specific version of
ToF based on amplitude modulation. The principle of ToF and the proposed
method are further described in the sections below.
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2.2. Time-of-flight ranging

2.2 Time-of-flight ranging

InToF, depth ismeasuredby estimating the time-of-arrival of an emitted light
signal. It is performed by emitting a light pulse onto the surrounding scene.
The light pulse is then reflected onto the observed surfaces, and eventually
some of that light returns to the camera. This is observed as a temporary
increase of photons in the sensor chip. Finally, the distance to the observed
surface point can be computed as a function of the difference between the
time-of-emission and the time-of-arrival∆t,

d = c∆t

2
. (2.1)

Here c is the speed of light. In contrast to stereo and structured light, ToF
cameras can resolve higher levels of spatial detail. Further, compared to
structured light, the time-of-arrival is detectable at a much larger depth than
the emitted fixed pattern, which gives an increased effective range.

There are many challenges with this technique and the sources of errors
include shot noise and multi-path reflections. Further, the estimation of the
time-of-arrival needs to be extremely accurate to provide reasonably small
depth errors. As we can deduce from equation (2.1), an error in the time-of-
arrival estimate of just a nanosecond results in a depth error of 15 centimeters.
This puts high demands onmeasurement technology, making depth cameras
based on time-of-arrival of a light pulse expensive to manufacture. A more
detailed description of the time-of-flight principle can be found in [43].

Amplitude modulated time-of-flight

Instead of tackling the problems of inaccurate time-of-arrival measurements
for light pulses, we can alter the shape of the emitted light signal. One pop-
ular approach is to perform amplitude modulation of the light [43, 33], i.e.
emitting a sinusoidal shaped continuous light wave. Unlike methods based
on time-of-arrival, ToF based on amplitude modulation measures the phase
shift ϕ of the light wave using correlation with a reference signal. With known
modulation frequency f , the depth can be converted into a distance by

d = cϕ

4πf
. (2.2)

This technique can yield amore accurate depth estimate than the standard
time-of-arrival approach using a light pulse. However, due to the periodicity
of the phase measurements, the depth estimates are ambiguous. More pre-
cisely, any depths corresponding to phase shifts at different 2π increments,
i.e. ϕ+ 2πn where n is an integer, will result in the same measured quantities
corresponding to ϕ ∈ [0,2π). Consequently, the unambiguous range for an
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2. 3D perception and registration

amplitude modulated ToF measurement is bounded by dmax = c
2f
. We ob-

serve that this range is increased when we reduce the modulation frequency
f , but that will simultaneously amplify the noise. For instance, if we assume
additive noise on ϕ, the noise on the final depth estimate is proportional to
1/f .

Another approach for increasing the unambiguous range is to combine
multiple depth estimates generated at different modulation frequencies fi.
This gives rise to the following set of equations,

d = c (ϕ0 + 2πn0)
4πf0

= c (ϕ1 + 2πn1)
4πf1

= ⋅ ⋅ ⋅ = c (ϕM−1 + 2πnM−1)
4πfM−1

⇐⇒

k0
2π

ϕ0 + k0n0 =
k1
2π

ϕ1 + k1n1 = . . . =
kM−1
2π

ϕM−1 + kM−1nM−1 (2.3)

where the unknowns are the integer coefficients {ni}M−1i=0 , indicating which
interval the phase measurement belongs to. Here we have also simplified the
system by setting the constants {ki}M−1i=0 to the be least common multiples
of {fi}M−1i=0 divided by the respective frequency. The process of finding the
coefficients ni is called phase unwrapping.

Phase unwrapping

Since the system of equations in (2.3) is redundant, we cannot find a unique
global optimum. Moreover, the discreteness of the problem prevents us from
using regular linear solvers. On the other hand, if the fractions fj/fi are all
rational numbers, the phase measurements will have a common wraparound
point at a specific range. Within this range, we can find a local solution to the
unwrapping coefficients. This is also illustrated in Figure 2.2, showing the
phase measurements corresponding to different depths for the modulation
frequencies used in the Kinect v2 camera [1]; 16, 80 and 120MHz. We further
observe that they have a commonwraparound at amuch larger depth than for
the individual frequencies.

A common approach to solve such systems with the above assumptions is
to employ the Chinese remainder theorem (CRT) [56, 116]. This method is
fast and has been used in drivers for the Kinect v2 camera [1, 118, 80]. How-
ever, with the presence of noise, CRT frequently finds the wrong solutions.
Other works employ graphical methods combined with constraints on the re-
flectance [25]. Recent approaches even train deep convnets to directly predict
the depth from the raw multi-frequency phase measurements [104]. While
suchmethods can potentially learn to generate accurate depth estimates, they
introduce increased computational complexity compared to CRT. In many
applications within robotics, the decoding process for the depth camera is a
small part of a larger system. Reducing the computational overhead when
processing the sensor measurements is therefore desirable. In Paper A, we
propose a probabilistic approach for finding the coefficients {ni}M−1i=0 , which
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2.2. Time-of-flight ranging

Figure 2.2: Wrapped phases for tof measurements with modulation frequen-
cies 16, 80 and 120MHz from top to bottom, in the range 0 to 25meters. The
dashed red line at 18.75 meters marks the common wrap-around point for all
three phases. Just before this line we have the intervals corresponding to the
unwrapping coefficients 1, 9 and 14.

is both robust and has a speed comparable to CRT. The proposed approach
from Paper A is described below.

Kernel density estimate based phase unwrapping

For given maximum range, there exists a finite number of valid solutions to
the system in (2.3). Moreover, we can reduce the solution pace even fur-
ther by only considering coefficients {ni}M−1i=0 such that they correspond to
overlapping depth intervals. We note that, each valid combination of coeffi-
cients corresponds to a depth hypothesis. By setting appropriate values for
the modulation frequencies [1], the total number of hypotheses will be suffi-
ciently small to compute all of them without significant computational cost.

In Paper A, we investigate such an approach for the Kinect v2 camera.
The three modulation frequencies of the Kinect v2 generate a system with 18
valid hypotheses of the unwrapped depth and an ambiguous range of 18.75
meters as depicted in Figure 2.2. A likelihood estimate for these hypotheses
being correct can be computed from the residuals derived from the equations
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2. 3D perception and registration

(2.3). In our experiments, we observed that by selecting the hypothesis with
the highest likelihood already results in a more robust prediction than the
baseline CRT approach.

Next, to improve the robustness of the likelihood estimate, we propose a
statistical approach which utilizes the assumption that the true depth image
is locally smooth. Specifically, we estimate the distribution of depth hypothe-
ses p(d) over spatial neighborhoods and select the one with the highest like-
lihood. To this end, we compute a weighted kernel density estimate (KDE)
over the hypotheses i = 0,1, . . . in the neighborhood of each pixel x,

p(di(x)) =
∑j∈I,k∈N (x)wjkK(di(x) − dj(xk))

∑j∈I,k∈N (x)wjk
. (2.4)

HereK(⋅) is a Gaussian kernel, and wjk is a sample weight. The sets of sam-
ples to be considered are defined by the hypothesis indices I and by the set of
all spatial neighborsN (x) = {k ∶ ∥xk − x∥1 < r}where r is a square truncation
radius. For efficiency, we only consider the top two or three hypotheses in
each pixel based on the hypothesis likelihood. The hypothesis weight wik is
computed using a Gaussian kernel in the spatial domain, the hypothesis like-
lihood based on the residuals of the equations in (2.3) and a phase likelihood
based on the amplitude of the received signal (see Paper A for more details).

Finally, we select the depth hypothesis for each pixel that gives the high-
est kernel density. We further use the estimated likelihood of a depth esti-
mate p(di(x)) as a confidence measure. By setting a reasonable threshold
on p(di(x)), we can suppress outliers that occur in noisy regions and edges
of the scene. In the experiments of Paper A, we implemented the approach
to decode measurements from the Kinect v2 camera [1]. The experiments
demonstrate a significantly increased number of correctly unwrapped depth
measurements, indicating that the proposed hypothesis selection is more ro-
bust to noise than CRT. This increased robustness is more evident in scenar-
ios with a lot of noise, such as outdoor scenes and image regions with large
depths.

2.3 Point set registration

In this section, we delve into the problem of 3D-point set registration. The
problem is fundamental to many applications in computer vision, such as
3D mapping and scene understanding. As illustrated in Figure 2.3, the task
of point set registration is to align a number of overlapping point sets Xi =
{xij}Ni

j=1, i = 1, . . . ,M . Each point set consists of 3D point samples, which can
be structured arbitrarily. The different point sets could for instance be the
results of acquisitions using cameras at different positions in the scene. By
assumption, the point sets are all related by a set of unknown transforma-
tions Ti ∶ R3 → R3 that map the point sets to a common reference frame of the
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Figure 2.3: Point set registration of four point set acquired using a depth cam-
era. We seek to estimate the unknown transformations T1 to T4 that aligns
point sets to a common reference frame.

scene. Consequently, by finding these transformations, we can align the point
sets and construct a complete 3D model of the scene. In this thesis, we focus
on point sets that are acquired using 3D cameras, e.g. Lidar or RGB-D cam-
eras (see examples in Figure 2.1). We further assume that the observed scenes
are static, leading to rigid registration problems. In other words, Ti ∈ SE(3)
and can be decomposed in to a rotationmatrix and a translation vector, acting
on 3D points as Ti(x) = Rix + ti.

This thesis focuses on the specific branch of probabilistic methods for
registration that finds the parameters of the transformations using the
Expectation-Maximization algorithm. The following sections detail methods
for registration, with focus on the probabilistic approaches proposed in Paper
B and Paper C.

Background and previous works

Themajority of methods for point set registration in the literature can be for-
malized as different approaches to minimize following cost function,

L(T1, . . . TM ;X1, . . .XM) = ∑
i,j,k,l

αijklρ(Ti(xik), Tj(xjl)) . (2.5)

Here ρ ≥ 0 is a function of the distance between points andα = [αijkl] are cor-
respondence weights, indicating if point k in point set i originates from the
same position in the scene as point l in point set j. Indeed, if all point sets are
transformed versions of the same point set, all points have exact correspon-
dences and the loss is zero at the global optimum. In a real world scenario,
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2. 3D perception and registration

however, the point sets are noisy and only overlap partially. As a result, the
distances between corresponding points are often non-zero and many points
do not even have correspondences in the other point sets.

If we restrict to the pair-wise case, the equation can be reduced to,

L(T ;X1,X2) =∑
k,l

αklρ(x1k, T (x2l)) (2.6)

where we have fixed the position of point set 1, i.e. setting T1 to equal the
identity transformation, using it as a referencemodel. Consequently, we only
need to find a single transformation T that maps the source set to the refer-
ence set. With knownα, the transformations can easily be found by optimiza-
tion (2.6) over the parameters of T . If ρ is the L2 norm, the solution can be
found from a closed-form expression derived using the weighted orthogonal
Procrustes analysis [50] or DQ Localization [113]. The main challenge arises
in the general case when the correspondence weights in α are unknown.

Over the years, many different methods for solving the registration prob-
lem have been proposed. The most well-known approach is Iterative Closest
Point (ICP) [11, 4, 101]. In these methods, the weights α are set to be binary,
indicating for each point in X1 the nearest point or best match in X2, given
the current transformation parameters Tn. Next, the cost function is mini-
mized for the L2 norm in (2.6) over T2, and the procedure is repeated until
convergence. While the nearest neighbor assignment approach can lead to
fast convergence it frequently finds the wrong solution in non-ideal scenarios
caused by noise, outliers, and if the initial transformation parameters deviate
significantly from the optimal ones.

To overcome these limitations, probabilistic methods use soft assign-
ments inα to allow for partial matches. Whileα is no longer binary, [39] sug-
gests a corresponding doubly stochastic constraint, i.e. ∑j αkl = 1 ∑i αkl = 1.
An initial matrix is first computed using a smooth kernel g(∶, σ), e.g. Gaus-
sian, where σ controls the smoothness. Next, the constraints can be enforced
by normalizing the rows and columns following the Sinkhorn-Knopp algo-
rithm [103]. Finally, the transformation parameters can be computed from
closed-form expressions [50, 113]. Note that if σ → 0, Sinkhorn-Knopp con-
verges to a binary assignment matrix, resembling the α in the ICP version of
the loss.

An appealing property of probabilistic approaches is that they allow for
integrating methods from probability theory and Bayesian statistics. In [15,
47, 82, 49], the registration problem is formulated as a maximum likelihood
(ML) optimization procedure over the transformations. As observed in [15],
if we only perform a single normalization step ofα the probabilistic approach
in [39] has a resemblance to Expectation-Maximization (EM), where each
point in the reference set is seen as a component in a Gaussianmixturemodel
(GMM). Following this observation, several EM based registration methods
have been proposed [47, 82, 49]. In [82], more flexibility is added by includ-
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ing σ as a parameter to be optimized. Further generalization was introduced
in [28] by including a free GMM parameterized by the means and standard
deviations µ,σ. Here, α is defined as indicating correspondences between
points to the mixture components. This formulation allows for more flexi-
bility in mixture model construction and enables joint registration of an ar-
bitrary number of point sets. As will be further discussed below, this thesis
investigates extensions to the method in [28].

Another branch of methods employs kernel density estimation by setting
ρ in (2.5) to a smooth kernel function. To their benefit, losses based on kernel
density have improvedmonotonicity properties [106] compared to theL2 loss
used in ICP. In [108] the kernel is set to an isotropic Gaussian. This was gen-
eralized in [73], where the densities are computed using a grid of anisotropic
normal distributions. Further generalization was proposed in [53], where the
densities of the point sets are first estimated using a GMM. Registration is
then performed byminimizing anL2 distance between densities. Another re-
lated approach is proposed in [40], where the registration problem is viewed
as an N-body problem and the correspondence weights are derived from a
Newtonian gravitation model.

Expectation-maximization for registration

In this section, we will describe the EM framework that is used in many reg-
istration approaches, including [82, 28]. EM is a powerful algorithm appli-
cable to many machine learning problems. It has the appealing property that
it is guaranteed to converge to a local optimum. Well-written introductions
to EM, with descriptions and derivations, can be found in [7, 81].

In EM based registration, we model the point sets Xi = {xij}Ni

j=1, i =
1, . . . ,M as 3D-point observations xij ∈ R3 independently drawn from the
distributions pXi . We assume that these distributions are all related to a com-
mon scene distribution pV by the rigid 3D transformations Tωi ∶ R3 → R3,
parameterized by ωi such that pV (Tωi(x)) = pXi(x). To model pV , we use a
mixture of Gaussian distributions,

pV (v∣θ) =
K

∑
k=1

πkN (v;µk,Σk) . (2.7)

Here, N (v;µ,Σ) is a normal density function with mean µ and covariance
matrix Σ. Our mixture model is parameterized by the mixture parameters
as θ = {πk, µk,Σk}Kk=1. The number of components is denoted by K and πk

is the mixing weight of component k, satisfying ∑k πk = 1. Additionally, a
uniform distribution can be added to the GMM to model outliers as in [28].
In EM based registration, we jointly infer pV (v∣θ), with parameters θ, and
the optimal transformation parameters ωi for i = 1, . . .M such that the joint
likelihood∏i∏j pV (Tωi(xij)∣θ) is maximized.
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The approach in [82], sets the cluster centers to be fixed at the point lo-
cations in one of the point sets, i.e µk = xik and thus K is equal to the num-
ber of points in the ith point set. Since the EM iterations involve evaluating
the likelihoods pV (Tωi(xij)∣θ) of all points, this leads to high computational
complexity for large scale point sets. Further, the arbitrary selection of the
model point set can cause biased estimates of the transformation parame-
ters. In contrast, [28] set µk to be a free set of parameters. This gives for
more flexibility in the optimization of the mixture model, which could result
in less sensitivity to outliers [28], especially during registration of multiple
point sets jointly. Moreover, it allows for using a fewer number of compo-
nents, which can have a regularizing effect on the estimates and it reduces
the computational complexity.

In the following sections, we simplify the notation by containing all pa-
rameters in the model in Θ = {θ,ω1, . . . , ωM}. For further brevity, we omit
the parameters ωi in the notation for the transformation functions, i.e we set
Ti = Tωi .

Inference

To infer the parameters Θ, we maximize the log-likelihood of the observed
points xij:

L(Θ;X1, . . . ,XM) =
M

∑
i=1

Ni

∑
j=1

log(pV (Ti(xij)∣θ)) . (2.8)

This objective contains a sum over the mixture components in (2.7) within
the logarithm, removing the possibility for solutions on closed-form and even
makes it hard to optimize using conventional gradient-based methods. The
EM algorithm is an elegant way to tackle this issue by introducing the latent
assignment variables Z ∈ (1, . . . ,K), assigning points to the mixture compo-
nents. Given the current parameter state Θn, an EM iteration increases the
expected complete data log-likelihood objective,

Q(Θ;Θn) =
M

∑
i=1

Ni

∑
j=1

EZ∣x,Θn[log (pV,Z(Ti(xij), Z ∣θ))] . (2.9)

which in turn increases the log-likelihood in (2.8). Each iteration is divided
into two steps; the E (Expectation) step and the M (Maximization) step. In
the E-step, we evaluate the expectation in (2.9), taken over the probability
distribution of the assignment variables,

pZ∣Xi
(k∣x,Θ) =

pXi,Z(x, k∣Θ)
∑K

l=1 pXi,Z(x, l∣Θ)

= πkN (Ti(x);µk,Σk)
∑K

l=1 πlN (Ti(x);µl,Σl)
. (2.10)
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2.3. Point set registration

This is a simple operation that only requires us to evaluate the densities of our
currentmixturemodel at the transformed points. For compactness, we intro-
duce the notation αn

ijk = pZ∣Xi
(k∣xij ,Θ

n), and note that these correspond to
the assignment weightsα in (2.5) between the point j in point set i tomixture
component k. In the subsequent M-step, we maximize,

Q(Θ;Θn) =
M

∑
i=1

Ni

∑
j=1

K

∑
k=1

αn
ijk log (pV,Z(Ti(xij), k∣θ)) , (2.11)

with respect to Θ. The sum over the mixture components is now outside
the logarithm, leading to a much simpler objective than the original (2.8).
However, due to the non-linearities of (2.11), a closed-form solution to the
joint maximization problem over θ and Ti is unlikely to exist. Following [28,
29] and [82], we circumvent this by employing the expectation-conditional-
maximization (ECM) method. In this approach, the transformations Ti are
found first, given the latent assignments and themixture parameters θ. Next,
themixture parameters are found given the latent assignments and the trans-
formation parameters. By employing isotropic normal distributions in the
GMM, i.e. Σk = σ2

kI, both sub-problems have closed-form solutions.
Registration is performed by iterating the above EM steps until conver-

gence. Derivations of of the closed-form expressions for the updates of Ti, µk

and Σk can be found in [28].

Density variations

Point sets acquired using Lidar cameras generally contain significant density
variations. These variations are caused by the functions of the cameras, the
geometric structure of the scene and the properties of the observed surfaces.
We first note that Lidar point sets follow a spherical sampling pattern, which
is usually more dense along the azimuth than the elevation angle. Secondly,
the density of the sampling pattern naturally decreases quadratically with the
distance from the camera location. Moreover, the further away from the cam-
era, themore likely is the occurrence ofmissingmeasurements due to reduced
energy in the received signal reflection. As a result, the point sample density
significantly decreases in areas far away from the camera. Finally, the local
sample density is affected by the direction and the reflective properties of the
surface.

Unfortunately, density variations affect the optimization landscape for the
loss function in (2.5). This can potentially cause registration approaches to
align the dense regions rather than finding the correct registration param-
eters. Probabilistic EM based approaches suffer gravely from this since the
likelihood of the density model will be dominated by the points in the dense
regions. In other words, the parameters that give the maximum likelihood
of the model may not reveal the true transformation parameters as the loca-
tions of the dense regions depend on the camera position. Consequently, in
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2. 3D perception and registration

order to make EM-based approaches useful in practice, we carefully need to
consider how to counter the problems of density variations.

If we view this from a probabilistic perspective, the problem induced by
density variation can be interpreted as the camera not observing the actual
underlying distribution of the scene. Let us define qV as the underlying dis-
tribution and qXi as the observed distribution of points in point set i. By con-
struction, qV (v) encodes all 3D-structures, i.e. walls, ground, objects, etc.,
that is measured by the camera, while qXi is a result of a distortion of qV
caused by the camera sampling pattern and transformation. Intuitively, it
should be easier to register point sets if the points are drawn from qV rather
than qXi as the distributions then only depend on the transformations.

While the structure of qV is unknown, a reasonable assumption is that it
should be uniform along the surfaces of the scene, and zero outside. The com-
mon approach for recovering samples from qV is to performdownsampling in
such a way that the distribution of points along the surfaces becomes uniform
throughout the point set. This can be achieved approximately with farthest
point sampling [27] or voxel grid re-sampling. As a bi-product, this approach
also reduces the computational complexity. On the other hand, by downsam-
pling the point sets, important information about local structures might be
lost, potentially reducing registration accuracy. Figure 2.4 shows a point set
acquired using a terrestrial Lidar camera that has been downsampled with
furthest point sampling at different sampling rates.

Density adaptation

In Paper B we tackle the issues caused by non-uniform point densities by re-
vising the underlying EM formulation and model assumptions. Instead of
modeling the density of 3D points, we infer a model of the actual underlying
distribution qV . We model it as a parameterized density function pV (v∣θ). To
this end, we employ a GMM (2.7) and minimize the Kullback-Leibner (KL)
divergence from pV to qV ,

KL(qV ∣∣pV ) = ∫ log( qV (v)
pV (v∣θ)

) qV (v)dv . (2.12)

Through the decomposition of the KL-divergence KL(qV ∣∣pV ) = H(qV , pV ) −
H(qV ) into the cross entropy H(qV , pV ) and entropy H(qV ) of qV we can
equivalently maximize,

E(Θ) = −H(qV , pV ) = ∫ log (pV (v∣θ)) qV (v)dv (2.13)

In (2.13), the integration is performed in the reference frame of the scene.
In reality, the 3D points xij are observed in the coordinate frames of the indi-
vidual cameras and we relate them with the transformations Ti. By applying
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2.3. Point set registration

100% 50%

25% 10%

Figure 2.4: Point sets from the VPS dataset [109] downsampled using far-
thest point sampling [27] with different sampling rates. The top left shows
the original point set with no downsampling. As we can see, the point density
is significantly higher in the parts of the scene near the camera position. In
the top right, 50% of the points are kept, but the density variations are still
severe. The sampling rates of the point sets start to look uniform at a rate of
10% or lower (bottom right).

the change of variables v = Tix, we obtain

E(Θ) = 1

M

M

∑
i=1
∫
R3

log (pV (Ti(x)∣θ)) qV (Ti(x))∣det(DTi(x))∣dx . (2.14)

Here, ∣det(DTix)∣ is the absolute value of determinant of the Jacobian of the
transformation, which for a rigid transformation equals to 1.

We note that if {xij}Ni

i=1 are independent samples from qV (Ti(x)), the orig-
inal ML formulation (2.8) is recovered as a Monte Carlo sampling of the ob-
jective (2.14). Therefore, the conventional ML formulation (2.8) relies on the
assumption that the observed points xij follow the underlying uniform dis-
tribution of the scene qV . However, this assumption completely neglects the
effects of the acquisition sensor that causes density variations.
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2. 3D perception and registration

In our formulation, we consider the points in set Xi to be independent
samples xij ∼ qXi of the distribution qXi(x). In addition to the underlying 3D
distribution of the scene qV , qXi can also depend on the position and proper-
ties of the camera, and the inherent properties of the observed surfaces. This
allows more realistic models of the sampling process to be employed. By as-
suming that the distribution qV is absolutely continuous [26] with respect to
qXi , equation (2.14) can be written,

E(Θ)=
M

∑
i=1
∫
R3
log (pV (Ti(x)∣θ))

qV (Ti(x))
qXi(x)

qXi(x)dx. (2.15)

Here, we have also ignored the factor 1/M . The fraction wi(x) = qV (Ti(x))
qXi
(x) is

known as the Radon-Nikodym derivative [26] of the probability distribution
qV (Ti(x)) with respect to qXi(x).

Finally, to compute (2.15), we perform a Monte Carlo approximation as,

Q(Θ,Θn) ≈ Q(Θ,Θn) =
M

∑
i=1

1

Ni

Ni

∑
j=1

K

∑
k=1

αn
ijkwij log (pV,Z(Ti(x), k∣θ)) . (2.16)

Here, for brevity we have defined wij = wi(xij). Intuitively, wij is the ratio
between the density in the latent scene distribution and the density of points
in point cloud Xi. In Paper B, we introduce two different approximations of
wi(x). One is based on the camera and the observed surfaces, while the other
is empirical and only depends on a local density estimate of the points. An
example of the empirical weights is provided in Figure 2.5.

Following the above motivation, we modify the EM based registration al-
gorithm in [28] by maximizing the objective in (2.16) in the M-step. The only
difference to the original EM formulation is the computations of the point-
wise weightswij, which only needs to be performed once. In the experiments
of Paper B, we found that the empirical model improves over both the cam-
era model and re-sampling approaches on several datasets containing Lidar
scans with challenging density variations.

Feature based registration

In the above sections, we only considered using the spatial coordinates of the
points as information to the registration methods. In this section, we discuss
how discriminative features can be employed to improve registration perfor-
mance. Intuitively, features can provide prior information on the local sim-
ilarities between regions of point sets when computing the correspondence
weights in α in equation (2.5). As an example, ICP has been extended in [37,
79] to combine color features and spatial coordinates in the nearest neigh-
bors search step. Since the nearest neighbor assignment also depends on the
similarity and not only closeness in spatial location, these methods achieved
increased robustness to initialization.
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2.3. Point set registration

1 2 3 4 5 6

Figure 2.5: Visualization of the observation weight computed using the em-
pirical method (right) of a point set from the VPS dataset [109] (left). The 3D
points in the densely sampled regions in the vicinity of the Lidar position are
assigned low weights, while the impact of points in the sparser regions are
increased. These illustrations also appear in Paper B.

Another popular approach for feature based registration is to employ the
RANSAC framework [32]. In registration methods based on RANSAC [96], a
prior correspondence set is first constructed using nearest neighbor assign-
ments in feature space. Next, minimal samples are drawn from the set of
point pairs, followed by a registration step and an evaluation step. Finally,
the sample that provided the highest evaluation score will be used to provide
the final registration parameters.

Features have also been used in probabilistic frameworks. These meth-
ods compute a non-binary prior for correspondences from distances in fea-
ture space. As in section 2.3, the correspondence weights α can then be re-
fined using Sinkhorn-Knopp [123] or EM [125, 18, 19] in combination with
distances in coordinate space.

What features are useful for registration then? Color features, such as raw
RGB values or other variants such as HSV, have proven to provide increased
robustness in differentmethods [37, 79, 18]. However, they do not capture lo-
cal geometric characteristics or contextual information about objects, useful
for robustly establishing correspondences for registration. Feature extrac-
tion on 3D point sets introduces several challenges due to their unstructured
nature. Importantly, 3D point set features for recognition and registration,
require to some extend invariance to augmentations of the point sets caused
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2. 3D perception and registration

by e.g. the position of the acquisition sensor. These augmentations include
rotations, translations, sampling density, and scale.

Over the years, many different approaches for extracting features have
been proposed. Early approaches attempt to capture the local appearance by
handcrafting features based on the local geometry. Examples of such features
are point feature histograms (PFH) [97, 96] that are based on the relations
between surface normals of neighboring points.

Themain advantage of handcrafted approaches is that they are applicable
without any learning. However, their performance and generalization abil-
ities are limited. The emergence of large-scale datasets of registered point
sets [36, 126] has enabled the employment of data-driven methods. This
can be observed in more recent approaches, that follow the current trend
of learning features by training deep neural networks. These networks are
constructed from on architectures based on PointNet [90], voxelized 3D con-
volutions [78, 13] and variants of graph convolutions[99]. By using anno-
tated correspondences, or correspondences estimated from registered point
sets, these networks can be trained using e.g. contrastive learning techniques.
The contrastive learning paradigm, employs objective functions such as the
triplet loss [100] or its variants [14], that encourages similarity of matches,
while reducing similarity of mismatches. This technique of learning features
has generated a substantial improvement, both in terms of keypointmatching
accuracy [126, 21, 22] and registration robustness in RANSAC based frame-
works [122, 22, 14, 20, 67].

Deep features have also been employed in the recent registrationmethods
in [114, 115, 72, 12, 38, 123]. These methods employ a similar approach as the
classical approaches described in 2.3, in that they minimize a loss function
that resembles (2.5). The main difference is in the computation of the cor-
respondence weights α, where the methods based on deep features perform
the matching step in the feature space.

A major challenge in the training step of the aforementioned deep ap-
proaches is caused by the n2 complexity of the matching step. The complex-
ity is further amplified by the high dimensionality of the features and a large
number of parameters in the deep networks. In the recent Deep Global Reg-
istration method (DGR) [12], the complexity is reduced by only considering
the nearest neighbors in the feature space. Unfortunately, nearest neighbor
sampling is not differentiable, preventing end-to-end learning of the feature
extractor. Consequently, DGR relies on pre-training using e.g. contrastive
learning. Contrastive learning is an efficient approach for learning discrim-
inative features, but optimizes the network for the task of feature matching
and not for registration. The methods [38, 123] enables differentiability by
employing soft assignments. However, in order to keepmemory usage within
reasonable bounds during training, heavy downsampling or keypoint extrac-
tion is required.
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2.3. Point set registration

InPaperC,wepropose a new feature basedmethod, which extends theEM
based approach described in the sections 2.3 and 2.3. We further propose a
learning strategy, that utilizes end-to-end training of a deep feature extractor
in a single phase. It is enabled by the fact that the inference of the probabilistic
model is differentiable. Learning is simplified further by employing a low
number of mixture components, reducing the computational complexity to
be linear with the number of points. Moreover, in contrast to previous deep
methods, the formulation retains the ability to jointly register an arbitrary
number of point sets during both training and online testing. Finally, instead
of computing the weights in (2.16) based on the local densities as in section
2.3, the learning-based strategy allows us to learn a weighting thatmaximizes
registration accuracy.

Probabilistic registration with feature learning

In this section, we describe the method proposed in Paper C for incorporat-
ing and learning deep features for EM based point set registration. First, we
extend the probabilistic model in sections 2.3 and 2.3 to the joint distribution
(X,Y ) ∼ pX,Y (x, y) over the spatial coordinates x and features y of the points.
Specifically, we assume that the features are invariant to the transformations
T . Further, as in [18], we also assume that features and spatial locations
are independent, conditioned on the assignment variable Z. We then maxi-
mize the likelihood for amodel over the joint density function pX,Y (x, y∣Θ, ν).
Here, we have introduced feature model parameters ν. The conditional inde-
pendence between X and Y , and the assumption that Y is invariant to Θ,
allow us to factorize p as,

p(x, y, k∣Θ, ν) = p(x, y∣k,Θ, ν)p(k∣Θ, ν)
= p(x∣k,Θ)p(k∣Θ, ν)p(y∣k, ν) . (2.17)

Using the above factorization, the E-step turns into evaluation of the fol-
lowing posterior distribution,

pZ∣Xi,Y (k∣x, y,Θ, νk) =
pXi,Y,Z(x, y, k∣Θ, νk)
∑K

l=1 pXi,Y,Z(x, y, l∣Θ, νl)

=
pXi∣Z(x∣k,Θ)pZ(k∣Θ)pY ∣Z(y∣k, νk)
∑K

l=1 pXi∣Z(x∣l,Θ)pZ(l∣Θ)pY ∣Z(y∣l, νl)

=
πkN (Ti(x);µk,Σk)pY ∣Z(y∣k, νk)
∑K

l=1 πlN (Ti(x);µl,Σl)pY ∣Z(y∣l, νl)
. (2.18)
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2. 3D perception and registration

Note that, the terms in the expression are identical to the terms in (2.10),
except for the added pY ∣Z(y∣k, νk). In the M-step, we maximize,

F (Θ;Θn) =
M

∑
i=1

Ni

∑
j=1

K

∑
k=1

wijα
n
ijk log(pV,Y,Z(Ti(xij), yij , z = k∣θ, νk))

= Q(Θ;Θn) +
M

∑
i=1

Ni

∑
j=1

K

∑
k=1

wijα
n
ijk log pY (yj ∣z = k, νk) . (2.19)

Here,Q is identical to the objective in the M-step in equation (2.16) and only
depends on Ti and θ. It can thus be maximized using the procedure in sec-
tion 2.3. The second term contains the feature model and only depends on
the parameters νk. In total, we optimize the parameters of the original spa-
tial distribution of the probabilistic model along with one feature parameter
vector νk for each component.

Feature and weight learning

In Paper C, we aim at integrating features predicted by a deep neural net-
work. Further, in contrast to Paper B which computes the weights wij from
local density estimates, we propose in Paper C to learn to predict the weights
using the network. To this end, we construct a network that outputs high-
dimensional features Y and positive scalar weights w for each point in the
point set.

The features Y , provide a discriminative representation of the local ap-
pearance of a given point. In order to efficiently model these features and en-
able end-to-end learning of the network, wepropose to use a vonMises-Fisher
distribution [75], with parameters νk to represent the density pY (yij ∣z =
k, νk). Therefore, we enforce the feature vectors to be normalized, i.e. ∥y∥ = 1.
Thus, in the E-step we compute,

pY ∣Z(y∣k, νk)∝ eν
T
k y/s2 , (2.20)

where s2 defines the concentration of the distribution. In principle, s2 can
be optimized along with the other parameters of the model, or even learned
along with the parameters of the network. In Paper C, however, we fixed s2

to the same constant value for all mixture components since that yielded sta-
bility during training and efficient model updates. In the M-step, we update
νk by solving

max
νk

M

∑
i=1

N

∑
j=1

wijα
n
ijkν

T
k yij , subject to ∥νk∥ = 1 . (2.21)
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2.3. Point set registration

The solution to the above maximization problem is

νk =
∑M

i=1∑
N
j=1wijα

n
ijkyij

∥∑M
i=1∑

N
j=1wijαn

ijkyij∥
. (2.22)

A derivation of the solution is provided in the supplementary material of
Paper C.

Registration loss learning

In Paper C,we learn the parameters of the deep neural network byminimizing

a registration loss over a dataset D ⊂ 2{Xi}M1 , consisting of D groups Dd ∈ D
of overlapping point sets. This loss can be written as

L(ϕ;D) =
D

∑
d=1
R(ϕ;Dd) , (2.23)

where the parameters of the network are contained in ϕ. We denote the num-
ber of point sets in each group byMd = ∣Dd∣.

We further assume that the ground truth relative transformations T gt
ik

from point set k to i are known in the training set. A sample loss R is com-
puted over point-wise errors given the estimated relative transformations
Tn
ik = (Tn

i )−1 ○ Tn
k for each EM iteration n as

R(ϕ;Dd) =
Niter

∑
n

vn
Md−1
∑
i=1

Md

∑
k=i+1

1

Ni

Ni

∑
j=1

ρ(∥Tn
ik(xij) − T gt

ik(xij)∥2/c) , (2.24)

where the estimated transformations Tn
i and Tn

k are found using the EM ap-
proach described in section 2.3. The loss for each EM iteration is weighted by
an increasing sequence of scalars vn. As a result, each iteration is supervised
to move the transformation estimate Tn

ik closer to the ground truth T gt
ik, but

vn ensures that the final iterations have the highest impact on the loss. To
update the parameters ϕ of the network, we back-propagate the gradients of
the loss through the EM iterations and the network components.

We observed that large errors in the registration loss can cause instability
during training. To counter this we employ a Geman-McClure penalty ρ. This
is applied to the Euclidean distance between the points mapped by the esti-
mated transformation and the ground truth transformation. The parameter c
is a scale factor that determines the steepness of the error function. Crucially,
this robust penalty function ensures that the loss is not dominated by samples
far from the solution.

In the experiments of Paper C, we demonstrate that the proposed end-to-
end learning strategy, with the loss in (2.24), improves registration perfor-
mance compared to training the network using contrastive learning. Addi-
tionally, we demonstrate that the learning of the weights wij improved the
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2. 3D perception and registration

Figure 2.6: Visualization of the learned point-wise weighting on pairs of point
sets from the 3DMatch dataset [126] (top) and theKitti odometry dataset [36]
(bottom). Brighter colors indicate higher weights. These examples also ap-
pear in the supplementary material of Paper C.

performance of our approach even further. Interestingly, it turns out that
the learned weights do not resemble density adaptation, but rather accentu-
ate specific regions and objects, acting as a soft keypoint extractor (see Fig-
ure 2.6).
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3

Segmentation

This chapter presents the works of this thesis within segmentation. Segmen-
tation is a broad topic and involves different types of visual data such as im-
ages, videos and 3D point sets. In Paper D, we propose amethod for semantic
segmentation of large-scale point clouds. Further in Paper E and Paper F, we
develop approaches for semi-supervised video object segmentation.

In the proposed methods we construct convnets, which are based on ar-
chitectures for image segmentation. In order to provide the reader with an
introduction to the topic, this chapter begins with a short overview of image
segmentation methods.

3.1 Image Segmentation

Image segmentation is a well-studied topic in computer vision. Since the ad-
vent of deep learning, the development of methods has been rapid. This de-
velopment is to a large extentmade possible by the construction of large-scale
annotated datasets for both image classification [23] and segmentation [69,
30, 128]. The development has been further accelerated by the implementa-
tion of fast and efficient frameworks [87, 77, 111] for training convnets, mak-
ing deep learning easily accessible for the research community.

Most top-performing networks in benchmarks for segmentation follow
similar architectural structure. They contain a backbone feature extractor
network Fθ and a decoder network Dϕ (see Figure 3.1), here parameterized
by θ and ϕ respectively. The input image I ∈ RH×W×3 of height H and width
W is first processed by Fθ ∶ RH×W×3 → RHl×W l×Cl

, l = 1, . . . L, which out-
puts L feature maps {xl}Ll=1 = Fθ(I) with a high number of channels Cl

(recall the illustration in Figure 1.1). These features are then transformed
by Dϕ ∶ RH1×W 1×C1

× . . . × RHL×WL×CL

→ RH×W×C into a segmentation
map ỹ = Dϕ({xl}Ll=1) that indicates the predicted probability for all classes
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Figure 3.1: Illustration of a Unet based segmentation network containing a
feature extractor and a decoder network, both consisting of four conv-blocks.
Each block in the decoder network combines features from a corresponding
block in the feature extractor with the output of the previous decoder block
and passes it to the next. The final decoder block predicts a segmentation
map with the same resolution as the input image.

c = 1, . . . ,C in each pixel in the image. Given a dataset of images with per-
pixel class annotations, the network parameters θ and ϕ can be learned by
minimizing a segmentation loss function, based on e.g. pixel-wise cross en-
tropy or Lovasz-Softmax loss [3].

Typically, the backbone feature extractor is constructed by adopting an
image classification network such as ResNet [46] or VGG [102]. These net-
works contain a large number of convolutional layers that produce image
features. The ResNet architecture is usually divided conceptually into four
blocks of convolutional layers with residual connections. To increase the ag-
gregation of feature information from neighborhood regions of pixels, as well
as reducing the memory consumption, each block also performs downsam-
pling through either a pooling or a strided convolution layer. The final layers
of the ResNet and VGG architectures are fully connected and designed to pro-
duce an image classification prediction.

In segmentation networks, the final fully connected layers of the back-
bone are generally removed since they lack the spatial information needed
for pixel-wise predictions. In contrast, the earlier layers retain features that
are useful for the segmentation task. The shallow layers produce features con-
taining local details, object edges and primitive shapes, while the deeper lay-
ers produce features with semantic information about objects and structures
(recall Figure 1.1). These properties of the feature extractors can be learned
during training for image classification [71]. Since ground truth annotations
for segmentation are labor-intensive to generate, many methods rely on pre-
training for image classification where there already exists an abundance of
annotated data [23]. The pre-trained feature extractors can then be reused, or
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transferred to the image segmentation task, potentially leading to a reduced
demand for diverse annotated segmentation datasets.

The decoder network Dϕ is assigned the task of mapping the encoded in-
formation in the deep features from the backbone into a segmentation map
with the same resolution as the input image. Numerous architectures forDϕ

have been proposed over the years. In essence, these architectures are de-
signed to combine features of different levels of detail to utilize both local
structures and contextual semantic information when performing the pixel-
wise class predictions.

Fully Convolutional Networks (FCN) [71] demonstrate that fairly accurate
segmentation can be achieved using quite elementary decoders. As a first at-
tempt, FCN applies bilinear upsampling of the deepest featuremap before the
fully connected layers, followed by a projection layer that maps the features
to class predictions. This simple approach resulted in a remarkable segmen-
tation accuracy for its time, despite that the deep feature map had a down-
sampling factor of 32 compared to the input image. To improve the segmen-
tation accuracy, FCN also suggests a Unet structure with skip connections to
sequentially decode features from the deep layer blocks and combine them
with features from the shallower blocks (see illustration in Figure 3.1). In the
Unet structure, each layer block of the backbone is assigned a decoder block.
Each of these decoder blocks upsamples and fuses features from the backbone
with outputs from a decoder block corresponding to a deeper backbone layer.
The last block performs a final upsampling step and outputs the segmentation
prediction. As a result, Unets can exploit both the high-level semantic infor-
mation in the low-resolution deep features and the spatial details encoded in
the shallower features. In FCN, the fusion in the decoder blocks consists of
simple concatenation layers. More recent approaches propose more refined
fusion techniques. Examples of these techniques are channel attention lay-
ers [124], multi-scale refinement layers [68] and a combination of both [34].

A different approach for maintaining high-resolution information in the
features is to employ atrous convolutions [2], also referred to as dilated con-
volutions. Atrous convolutions expand the filter kernels in the convolutional
operators with zeros. This way, the receptive field of the layers is increased,
enabling similar aggregation of information as generated by pooling and
strided convolutions, but without reducing the resolution of the featuremaps.
Approaches such as DeepLab [10] and PSPNet [127] employ atrous convo-
lutions and achieve impressive segmentation accuracy without skip connec-
tions between layer blocks and Unet structures. On the downside, due to the
higher resolutions in the backbone features, the computational complexity
and memory consumption during training of these networks are higher than
Unet based approaches.
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3.2 3D Point Set Semantic Segmentation

The development of 3D acquisition sensors such as Lidar andRGB-D cameras
has enabled dense reconstruction of large-scale 3D scenes. As these point sets
provides accurate representations of the scenes, we are interested in further
analyzing them to extract high-level information for scene understanding. In
addition to being interesting, 3D scene understanding has many applications
within robotics and autonomous driving. One of the major topics within 3D
scene understanding is semantic segmentation.

In order to achieve accurate segmentation of 3D point sets, many chal-
lenges need to be addressed. In contrast to the regular grid structure of image
data, point sets are in general sparse and unstructured, preventing us from
directly applying regular CNN architectures A common strategy is to resort to
voxelization in order to apply convnets in 3D [78]. However, this introduces
a radical increase in memory consumption and leads to a decrease in spa-
tial resolution. More recent methods improve the efficiency of voxelized 3D
convolutions by exploiting the sparsity of the point sets in 3D [13]. Another
branch of deep network approaches employ pointnet architectures [90] or its
variants [91, 70]. These can directly be applied to unordered 3D points us-
ing multilayer perceptrons and different local aggregation operators [70]. A
downside to all these methods is their reliance on labeled 3D data, which is
scarce due to difficulties in data annotation.

In Paper D, we investigate an alternative approach that avoids the difficul-
ties induced by deep 3D networks. We propose a framework for 3D semantic
segmentation that exploits the advantages of deep image segmentation ap-
proaches. In this framework, the point sets are first projected onto a set of
synthetic images corresponding to virtual camera views. These images are
then used as input to a convnet for image segmentation. The resulting pixel-
wise segmentation scores are re-projected into the point set and the semantic
labels of points are obtained by fusing scores over the different views. Fur-
ther, we investigate the impact of different input modalities, such as color,
depth, and surface normals, extracted from the point set. These modali-
ties are fused in a multi-stream network architecture to obtain the prediction
scores in the images. An overview of the method is illustrated in Figure 3.2.

Compared to semantic segmentation methods based on networks applied
directly on 3D data, this approach has some major advantages. Since our
network operates on images, it can benefit from the abundance of the al-
ready existing data sets for image segmentation and classification, such as
ImageNet [23] and ADE20K [128]. This significantly reduces or even elim-
inates the need for 3D data for training purposes. Further, by avoiding the
large memory complexity induced by voxelization [78], our method achieves
a higher spatial resolution which enables improved segmentation quality.
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Image segmentation Image segmentation Image segmentation

Score fusion

Figure 3.2: Illustration of the point set segmentationmethod in Paper D (this
figure also appears in Paper D). The input point set is projected into multiple
virtual camera views, generating 2D color, depth and surface normal images.
The images for each view are processed by a multi-stream CNN for semantic
segmentation. The output prediction scores from all views are fused into a
single prediction for each point, resulting in a 3D semantic segmentation of
the point set.

Point set rendering

In Paper D, we aim to render photo-realistic images from the point sets.
This further allows us to exploit convnets that can be pre-trained on image
datasets, leading to less dependency on annotated 3D datasets. A common
approach to achieve high-quality rendering of 3D objects is to render them
as textured meshes. However, for large-scale unstructured point sets, that
would require us to perform surface reconstruction. That is a challenging
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problem on its own when the point sets contain noise, density variations and
regions with missing points.

In ourmethod, we instead render the point sets into synthetic images with
a splatting technique [105, 84]. Splatting can be processed in image space,
enabling efficient and easily parallelizable implementations. It is performed
by projecting the points into the image planes of virtual camera views. Since
the point sets are sparse in many regions, simply mapping them to the near-
est pixel locations could result in gaps in the rendered images. Such gaps
in the rendered images reduces realism and therefore also compromises the
performance of image segmentation networks. To tackle this issue, we assign
a spatial spread to the projected points, modeled with a truncated normal
distribution centered at the projection locations. By selecting an appropriate
variance to the spread function, we ensure that the points overlap with their
neighbors. As a result, we can generate dense images while avoiding over-
smoothing. To handle multi-modal pixel values caused by the overlapping
points, we first perform mean shift clustering along the depth direction for
each pixel. We then select a cluster to represent the output pixel value based
on a foreground prior and the kernel density value, see Paper D for the full de-
tails. An illustration of the rendering with examples is provided in Figure 3.3.

During inference, we must cover all points to ensure that they are classi-
fied, i.e. all points must be visible in at least one virtual view. To this end,
we collect images by rotating the virtual camera 360○ around a fixed vertical
axis at four different pitch angles and further enforce the images of neigh-
boring virtual cameras to overlap. Such a viewpoint selection approach was
sufficient for covering all points in the point sets of the Semantic3D bench-
mark [42] since they were collected using a standing terrestrial Lidar sensor.
In the more general setting, when the point sets can have any structure, the
selection of viewpoints needs to be carefully considered. Other recent ap-
proaches employ random sampling techniques [8, 59] with the rationale that
a large enough sample set will almost surely give full coverage. On the other
hand, the selected camera viewsmight not be optimal for segmentation in the
sense that the generated images will not provide a realistic appearance. This
might result in false predictions generated by the segmentation network. The
problem of selecting viewpoints in a manner that optimizes segmentation ac-
curacy is still unsolved.

Multi-stream segmentation network

By employing the procedure in section 3.2, we can render dense color and
depth images from the point set. These images can then be processed by a
convnet for image-based semantic segmentation. In our approach we employ
a three-stream network, taking the RGB image, the depth image converted
into a jet color map, and an image containing normal vectors estimated from
the image gradients of the depth image. The streams are fused with late fu-
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viewpoint
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points

Figure 3.3: Illustration of the splatting based rendering of a point set from the
Semantic3D dataset [42]. First, a viewpoint of a synthetic camera is selected
to capture a section of the point set (top left). The points are then projected
and splatted onto the pixel array of the camera plane (top right). The splatted
points are assigned a spatial spread such that they overlap several pixels in
the image, here visualized as green circles. To handle multi-modal pixel val-
ues, the points are clustered with respect to the depth. Finally, we select one
cluster to represent the pixel color (bottom left) and depth (bottom right).

sion, i.e. the output segmentation scores of the streams are simply added to-
gether. As we demonstrate in Paper D, the different streams contain comple-
mentary information and the best performance is obtained when all streams
are combined in the prediction. The rendered images can be mapped to seg-
mentation scores by applying the multi-stream convnet. For each 3D point,
the class is selected from the aggregated segmentation scores from all images
where the point is visible.

Each stream of the network is processed using a separate FCN [71] model
with a VGG16 backbone network [102]. We note that any convnet architec-
ture for 2D semantic segmentation can be employed in our framework. The
convnets are trained on a dataset constructed by projecting point sets from
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frame 0 frame 10 frame 32 frame 72

Figure 3.4: Examples of VOS predictions generated by the approach in Paper
F. The left-most image is the reference frame (frame 0) with the given mask
annotations of the targets overlayed. In this example, the targets are a skater
and his skateboard. The VOS network predicts the segmentation masks of
the targets in the test frames. These are shown for frames 10, 32 and 72, in
images 2-4 from the left.

the Semantic3D [42] train split. To generate segmentation supervision, we
render the labels of the points using the method in section 3.2. We then train
our full multi-stream network on the rendered image dataset by minimizing
the pixel-wise cross entropy loss between the predicted class probabilities and
the rendered label images. Finally, we note that in our approach we can ben-
efit from pre-training on large-scale image datasets. Paper D, initializes the
weights of the networks for each stream by performing pre-training on Ima-
geNet [23]. In future works, it would be interesting to additionally pre-train
the networks on image segmentation datasets [128] to obtain initial network
parameters that are more suitable for segmentation.

3.3 Video object segmentation

Image segmentation naturally extends to video segmentation, where the in-
put data is a video sequence and the desired output is a pixel-wise classifi-
cation of all frames of the video. In this thesis, we investigate the topic of
semi-supervised video object segmentation (VOS). In VOS, the assumption is
that we are given the masks of target objects in the initial frame. Such target
masks can for instance be obtained throughmanual annotation or by the pre-
dictions from an object instance segmentation network [44]. The task is then
to automatically track and mark the occupied pixels of the targets objects in
all images of the video sequence. An example of how VOS can be successfully
performed with the approach proposed in Paper F is shown in Figure 3.4.

The topic of VOS has seen an increased industrial interest in recent years
due to its many applications within autonomous driving, robotics, surveil-
lance and video editing. Additionally, there has been a rapid development
of methods, much owing to the construction and annotation of VOS datasets
such as YouTube-VOS [119] and DAVIS [88].
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Background and previous works

Let It ∈ RH×W×3, t = 0,1, . . . be image frames of a video sequence. We as-
sume that the video captures an object that occupies a subset of pixels that
can bemarked by a segmentationmask yt in each frame of the video. In semi-
supervised VOS, we are given y0, i.e. the mask annotation in the first frame
or the reference frame. The task is to find the corresponding objects masks
yt in all subsequent frames of the video, which we denote the test frames. In
the following sections, we focus on the causal case, i.e. the predictions of yt
should only depend on the current and previously observed frames t = 0, . . . i.
The non-causal setting also has interesting applications whenever the pro-
cessing can be handled offline. However, it cannot be applied in an online
setting where future frames are not observable.

As the task description indicates, a VOS method is required to find the
segmentation masks yt in the test frames, given only the target mask y0 in
the reference frame. Notably, the category of the target object is unknown.
Thus we cannot simply rely on pre-trained object detectors and segmentation
networks to perform VOS through re-detection. Instead, we must learn how
to adapt to the current target in the video sequence. We note that VOS is a
few-shot learning problem and therefore shares many aspects with methods
for few-shot classification [31, 66] and segmentation [24].

All top-performing methods for VOS base their models on network archi-
tectures for semantic segmentation, such as those described in section 3.1.
Themain challenge in VOS is to adapt the network to the current target given
only the initial frame information. In recent years, many different methods
have been proposed.

Earlier approaches [9, 51, 74, 89, 119] used pre-trained segmentation net-
works and adapted them to the current sequence by performing online fine-
tuning on the initial frame. This approach has some major disadvantages.
Firstly, adapting the full deep networkwith all its parameters to a single train-
ing example leads to severe overfitting. Secondly, the re-optimization is ex-
tremely slow since it requires iterative optimization of the deep network using
back-propagation. Finally, the online finetuning approach does not allow of-
fline training to learn representations adapted for video object segmentation
since all parameters are re-optimized for each video example. Instead, these
methods rely on pre-training on image segmentation.

To remedy these issues, more recentmethods integrate target-specific ap-
pearance models into the segmentation network. While the target model
handles the adaptation and conditioning, the segmentation network can be
trained offline and kept fixed during inference. This allows for much faster
inference since the adaptation of target models is more lightweight than op-
timizing deep networks. Moreover, unlike the finetuning-based approaches,
these methods avoid overfitting the segmentation networks to the initial tar-
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get appearance. They can instead train them to learn generic VOS capabili-
ties.

The most common approach in prior works for constructing target mod-
els is to embed the reference target mask with image features into a target
representation. The representation is then used to re-detect the target in the
incoming frames. In RGMP [85], the representation acts as a spatial atten-
tion map and is simply concatenated with the current-frame features, before
being input to the segmentation decoder. Similarly, OSNM [120] predicts
an attention vector, which acts on the incoming features as a channel-wise
modulation. In [54], a generative model is learned from the embedded fea-
tures corresponding to the initial target mask. The generative model is then
used to classify features from the incoming frames. Other works [52, 112],
directly store foreground features and classify pixels in the incoming frames
through feature matching. Similarly, the method in [117] predicts template
correlation filters given the input target mask. Target classification in the
test frame is then performed by applying the correlation filters. The feature
matching approach in [52, 112] was further extended in [121], by including
background features and target attention modulation vectors into the target
model. Finally, the STM approach [86] performs feature matching within a
space-time memory network. Similar to transformer networks [110], STM
performs a read operation, which retrieves information from the encoded
memory through an attention mechanism. This information is then sent to
the segmentation decoder to predict the target mask.

The above methods based on feature matching and target mask embed-
dings have shown impressive performance. They constitute a simple but ef-
fective way of both modeling the target and subsequently conditioning the
segmentation network. Importantly, these target models are differentiable,
enabling the training of the full architecture in an end-to-end manner. A
drawback to the approaches is the difficulty to learn rich embeddings that
generalize to unseen objects. Consequently, these methods generally require
a large amount of training data.

As target mask annotations in videos are expensive to create, many ap-
proaches rely on synthetically generated video sequences using rendering
techniques [57] and image warping methods [85, 117]. While most methods
in literature perform comparisons on publicly available VOS datasets such
as DAVIS and YouTube-VOS, many approaches also utilize pre-training on
a variety of additional training sets, including the mentioned synthetic pro-
cedures. For this reason, comparisons between different methods are some-
what problematic.

In Paper E and Paper F, we use a different approach for constructing a
target model within a VOS architecture. Similar to visual trackers based on
discriminative filter [17, 16, 5], our target model composes a convolutional
operator. In our approach, for each target, we optimize an objective based
on the target mask annotation in the first frame to learn the target model pa-
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rameters. The targetmodel is then applied to incoming image features to pre-
dict a target representation that is subsequently refined into a segmentation
mask. Our approach is fundamentally different from methods based on on-
line fintuning, since our parametric model is lightweight and integrated into
a segmentation network, which has fixed weights during inference. There-
fore, we can efficiently optimize the parameters of the target model for each
target and integrate this procedure in the training of the segmentation net-
work. Furthermore, our approach provides greater adaptivity and generaliz-
ability to unseen objects and scenes compared to target models based on fea-
ture embeddings and matching. This is further shown experimentally as our
approach achieves impressive performance without the need for additional
pre-training on segmentation data and synthesized videos.

VOS with optimization-based target models

This section details the VOSmethods introduced in Paper E and Paper F. Pa-
per E can be regarded as a predecessor to Paper F since it was first to propose
the optimization-based target model. The methods share similar architec-
tures and differ mainly in the learning of the target model and how it is in-
corporated into the training of the VOS network. Therefore, the methods are
described here within the same framework.

Let us denote Sθ,ϕ,τ as our VOS network. It is composed of threemodules;
a backbone feature extractor F , a decoder network D and a target model Tτ .
As in section 3.1, θ and ϕ contains the parameters of F andD respectively. In
our approach, these are kept fixed during inference, while Tτ is renewed for
each target object in every video sequence. Similar to architectures for image
segmentation (see section 3.1) F extracts features which are decoded by D

to output a target segmentation map, but here Tτ conditions the features that
are input toD with a predicted intermediate representation of the target. The
conditioning guides our VOS network to segment the specific target objects
that are annotated in the reference frame. Our objective is to learn the pa-
rameters θ and ϕ, such that the VOS network can accurately segment the test
frames using the target conditioning that is instantiated by the target model.

Intuitively, the parameters θ and ϕ are learned for target agnostic seg-
mentation and generic VOSproperties, while τ encodes the target-specific ap-
pearance. If we compare this framework to the feature matching approaches
in [121, 52, 112, 86], the target state τ corresponds to the feature embed-
ding generated from the previous frames and masks. Contrary to these ap-
proaches, our target model Tτ is composed by a parametric operator, de-
signed to predict a target score representation s = Tτ(x) given the image fea-
tures x = F (I) from the backbone network.

In order to find the parameters τ , we minimize a supervised objective

τ = argmin
τ ′

L(Tτ ′(x),E(y)) , (3.1)
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where E ∶ RH×W×1 → RHT×WT×CT

is a label function applied to the target
mask y to generate the labels of the objective L. Here HT ×WT and CT are
the spatial resolution and number of channels of the labels respectively. The
simplest version of E is the identity map, which corresponds to the labels
the objective being equal to the target masks. However, other more generic
representations could also be considered as we discuss later on.

Inference

During inference, we first optimize the target model parameters by minimiz-
ing the objective (3.1) given the reference frame image features x0 and the
labels generated by E from the target mask annotation y0. In the subsequent
test frames t = 1,2, . . ., we extract the features xt and apply the targetmodel to
predict the target score map st. The features and scores, are then input to the
decoder network D, which outputs the final segmentation mask prediction
ỹt = D(xt, st). Figure 3.5 illustrates the architecture as it is deployed during
inference.

The advantage of the proposed optimization-based targetmodel is that the
parameters τ are found by directly minimizing the target prediction error in
the first frame. This ensures robust target predictions in the incoming frames
since consecutive video frames are highly correlated. Contrary to feature em-
bedding and matching-based approaches, the proposed target model can be
optimized to predict target representations without learning highly descrip-
tive and VOS specific feature embeddings.

Notice that our target model and prediction of the target mask are strictly
based on appearance. In practice, the described VOS procedure can also ben-
efit from the usage of spatiotemporal information such as prior knowledge
about the target position in the image at any time instance or even motion
models. In Paper F we use the previous prediction of the target to estimate
the target location in the current frame. We then crop the image to limit the
search space for possible locations of target prediction. However, such as-
sumptions about the target position must be carefully considered since the
target movements and occupied regions occasionally change rapidly and un-
predictably between frames. As an example, if parts of the object have previ-
ously been occluded, they might reappear in the current frame far from the
previous target mask regions in the image (far in the sense of distance in im-
age pixel coordinates). By cropping the image, the reappearing regions of the
target might be excluded, ultimately resulting in false negatives in the mask
predictions.

Training

The networkSθ,ϕ,τ can be trained using annotatedVOSdata. For a given sam-
ple consisting of a reference frame (I0, y0) and a number of test frames It, t =
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Figure 3.5: Illustration of our VOS network. First, we optimize the target
model parameters τ by minimizing an error given extracted features x0 from
the reference frame image I0 and the generated labels E(y0) from the refer-
ence framemask annotation y0. In the incoming test frames It, we extract the
features xt and apply the target model to predict a target representation st.
Lastly, the decoder takes the prediction and backbone features and outputs
the final segmentation mask ỹt for the test frame.

1,2, ..., we can perform VOS according to the process described previously in
section 3.3, and compute a segmentation loss using ground truth segmenta-
tionmasks. We can then back-propagate the gradients of the loss through the
computational graph of the VOS procedure and update the weights θ and ϕ of
F andD. However, this includes passing the gradients through the optimiza-
tion of the target model parameters τ , requiring the optimization procedure
to be differentiable, computationally efficient, and not too memory demand-
ing.

Initially, in Paper E, we only train the decoder network and keep the
weights θ of the pre-trained feature extractor fixed. This approach allows us
to employ any optimization technique for the target model that ensures accu-
rate target model predictions without exceeding memory constraints during
training. Utilizing a ResNet backbone feature extractor pre-trained on Im-
ageNet, the method achieves competitive performance at comparably high
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Figure 3.6: Visualizations of the outputs produced by the method in Paper
E on the 48th frame of the dance-twirl sequence in the DAVIS dataset [88].
The left image shows the final segmentation predicted by the VOS network,
overlayed on the input image. The right image visualizes the output segmen-
tation scores predicted by the target model. Despite being linear, this inter-
mediate prediction is surprisingly accurate. We further observe that the final
refined prediction accurately segments the dancer while all the noise in the
background produced by the target model is suppressed..

speed. Subsequently, in Paper F, we demonstrate the advantage of training
the entire network end-to-end. We show that, by learning the parameters
of the backbone feature extractor jointly with the other components of the
network during VOS training, we outperform the method in Paper E. In the
following sections, we describe the target model and online optimization in
more detail.

Target model

The design of the targetmodel, objective function, and the choice of optimiza-
tion strategy are essential to the performance of our approach. Crucially, the
target model should be efficient to enable fast processing, and it should be
robust to changes in target and the background appearance. While a com-
plex model, such as a deep neural network, can be optimized into a powerful
classifier, it may also be prone to overfitting and computationally inefficient.
For that reason, we investigate more lightweight models that rely on discrim-
inative deep features.

In Paper E, we observed that by utilizing deep features from a pre-trained
ResNet feature extractor F , the foreground pixels can be coarsely separated
from the background using a linear classifier (see the example in Figure 3.6).
More precisely, the target model Tτ in Paper E is a composition of two convo-
lutional layers, where the parameters τ = (τ0, τ1) encodes the filter weights.
Given an incoming feature map x, we apply the filters to obtain a target score
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map s = Tτ(x) = τ1 ∗ (τ0 ∗ x). The first layer τ0, is implemented as a 1 × 1
convolutional filter that projects high-dimensional backbone features into an
intermediate feature map with a lower number of channels. These features
are thenmapped by the 3×3 conv-layer τ1 to the single-channel output scores
s. While leveraging the same contextual information as a regular 3 × 3 conv-
filter, this composition reduces the total number of parameters, which in turn
reduces the risk of overfitting to the initial target appearance and makes op-
timization more efficient.

In Paper F, we instead use a single 3 × 3 conv-filter s = Tτ(x) = τ ∗ x.
In order to reduce the dimensionality of the input features x we learn a pro-
jection layer during offline training. This layer projects features to a lower
number of channels before they are processed by the target model, reducing
the required number of parameters in τ . By allowing back-propagation of
gradients through the optimization of the target model during training, this
projection layer can be learned jointly with the other network components.
As a result, we can learn to predict features that are more customized to the
target model.

To find the parameters τ we minimize a weighted squared error between
the target model outputs Tτ(x) and the labels E(yt)

L(τ) = 1

2
∑

(xt,yt)∈D
γt∥W (yt) ⋅ (Tτ(xt) −E(yt))∥

2 + λ

2
∥τ∥2 . (3.2)

Here, λ > 0 is a hyper-parameter that scales the L2-regularization. The func-
tionW ∶ RH×W×1 → RHT×WT×CT

outputs weights that can be used to increase
the importance of certain elements of the loss, e.g. balancing the ratio be-
tween foreground and background regions. The learning of the target model
parameters is performed over a dataset D of feature-label pairs (xt, yt) ∈ D,
and each sample is weighted by γt. During inference, the target model pa-
rameters are first assigned initial values, e.g. zeros. The initial dataset only
contains the reference frame featuresx0 and the givenmask annotation y0. To
provide the dataset with more variability, Paper E creates additional samples
by performing data augmentation of the reference frame. The target model
is then optimized to minimize the loss in (3.2) over the dataset. In the subse-
quent test frames, the VOS procedure continues as described above in section
3.3, employing the learned target model and the decoder network on the in-
coming features to produce the mask predictions ỹt.

An advantage to our optimization-based formulation is that it allows us to
continually update our target model during inference to adapt it to appear-
ance changes in the video sequence. To achieve this we utilize the network
predictions in the test frames. Before we receive the next frame t + 1, we ex-
tend the dataset with the predicted segmentation mask ỹt and features xt.
We then re-optimize the target model parameters over this extended dataset.
The whole procedure is repeated until the end of the sequence. By setting the

51



3. Segmentation

weights γt with exponential decay, the impact of older frames is reduced over
time. As a result, the target model can adapt to the changes in the appearance
of the target and background. However, if the network mask predictions are
erroneous, this approach can cause drifting, e.g. the target model will learn
to give false predictions and we might lose track of the target. To remedy this
potential problem, we always make sure to keep a significant weight γ0 to the
first frame sample in the dataset.

Optimization

There exist numerous efficient solvers for general non-linear quadratic prob-
lems of the type in (3.2). In Paper E, we employ a Gauss-Newton (GN) based
strategy, which generally has faster convergence properties than standard
gradient descent-based methods [76]. In GN, the objective is minimized by
iterating between performing quadratic approximations given the current pa-
rameter estimate and minimizing approximated objective. Specifically, for
each GN iteration, the optimal increment∆τ is found by minimizing the fol-
lowing approximation of the loss in (3.2)

LD(τ +∆τ)≈∆τTJT
τ Jτ∆τ + 2∆τTJT

τ rτ + rTτ rτ . (3.3)

Here, rτ concatenates all residuals
√
γtW (yt) ⋅(Tτ(xt)−E(yt)) and

√
λτ , and

Jτ is the Jacobian of the residuals rτ at τ . The objective (3.3) is an uncon-
strained positive-definite quadratic problem, which we minimize over ∆τ .
We then update τ ← τ +∆τ and execute the next GN iteration.

Note that since the target model in Paper F only contains a single conv-
filter, the corresponding objective can directly be written in the form of (3.3)
without approximations.

Next, we need an efficient strategy for minimizing the positive-definite
quadratic problem. First, we note that such problems have solutions that
can be expressed in closed-form. However, due to the high number of pa-
rameters, such approaches require extensive matrix multiplications and so-
lutions to large-scale linear systems, making them impractical for real-time
VOS. Moreover, closed-form solvers cannot utilize the convolutional struc-
ture of the problem. In our approach, we instead employ iterative solvers
that find approximate solutions.

In Paper E, we use the conjugate gradient descent method [48] and in Pa-
per F we use a simpler steepest descent approach (see the appendix of Paper
F for a detailed derivation of how we compute the steepest descent steps).
Both methods find the learning rates for the optimization steps adaptively,
providing solutions adequately close to the global optimum in few iterations.
Furthermore, both conjugate gradient descent and steepest descent steps are
differentiable, enabling back-propagation of gradients through the optimizer
during training. As a result, we can learn feature representations that are bet-
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ter suited for the target model learning, further reducing the need for taking
a large number of descent steps.

We note that a low number of optimization steps is desirable since it re-
duces the computational complexity and gives faster run times. Since the
output of the target model is only used to condition the decoder network, it
does not need to be optimal with respect to the objective. We observe that
the decoder learns to predict accurate segmentation masks although the tar-
get model generates uncertain predictions. During network training, it may
even be beneficial to provide the decoder with uncertain target model predic-
tions since it can induce robustness to noise during inference. For instance,
in Paper F, we only use 5 iterations during training and 20 during inference
on the first frame. During the between frame updates of the target model
described above in section 3.3, we can initialize the parameters of the target
model with the previous ones. Since the changes between consecutive frames
are often small, the optimization only requires a few steps to converge. Con-
sequently, our optimization-based methods can operate during inference at
comparably high frame rates.

LearningWhat to Learn

In equation (3.1), we introduced the functionE that generates the labels used
in the objective. These labels define how the network encodes the target, and
it is the representation that the targetmodel predicts to condition the decoder
network when it performs target segmentation.

In Paper E, we set the target mask y itself as the label, i.e.E is the identity
map. This results in a targetmodel that is optimized to predict the targetmask
from the input features. The task of the decoder network is then to refine
this prediction into a high-quality segmentation mask. While this approach
performs competitively, a single-channel mask is unlikely to be the optimal
representation of the target within the network. Other representations of the
target could provide improved guidance to the decoder network. One could
for instance consider cues such as edges, background information, and target
key points.

In Paper F, we propose to model E as a network module. We design it
to take the target mask as input and output a multi-channel label encoding.
We further propose to learn the parameters of E jointly with the other net-
work components of the VOS architecture during training. In other words,
we learn what the target model should learn. With this approach, we could
in theory generate a richer target representation than only using the target
mask. The representation can further provide the decoder network with use-
ful information for target segmentation that is not present in the basic target
mask prediction. In addition, we also learn the weighting functionW in (3.2),
which provides an adaptive attention map to the elements in the loss. Since
the network is trained in an end-to-endmanner, with supervision on the out-
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Figure 3.7: Visualization of learned mask encodings (the bottom three exam-
ples also appear in the appendix of Paper F). The left-most column contains
the ground truth masks with the corresponding image below. In the other
columns, we show labels generated by the label generator in the top rows and
absolute values of the corresponding importance weights in the rows below.

put mask predictions from the decoder network, we can learn both a label
generator E and a weightingW that maximizes the segmentation accuracy.

In our experiments on VOS benchmarks in Paper F, we demonstrate that
our learning what to learn strategy outperforms the basic identity mapping of
the target mask as target representation. We further demonstrate improved
performance compared to all previousmethods based on embeddings, feature
matching and online finetuning. Figure 3.7 shows a selection of channels of
the label encoding predicted by E and corresponding predicted weights W .
We see that the different channels of the label encoding model different as-
pects of the target, such as background, boundaries and low-resolution ver-
sions of the original target mask.

The idea of learning the labels in a supervised objective is generic, in that
it can be applied in other few-shot learning frameworks. This has already
been demonstrated in works for image correspondence detection [107] and
few-shot segmentation [55].

Decoder network

The task of the decoder networkD is to predict the final target segmentation
mask using the information contained in the targetmodel prediction s and the
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3.3. Video object segmentation

backbone features x. As the target model is applied to deep features, its pre-
dictions are spatially coarse. Wemust therefore utilize the spatial information
contained in the backbone features to recover a high-quality segmentation of
the target. To achieve this, we integrate a decoder based on the smooth net-
work in [124], but in principle, any decoder used for image segmentation can
be employed. The segmentation network in [124] has a Unet structure with
a decoder block attached to each block in the ResNet backbone feature ex-
tractor as described in section 3.1. The fusion operation in the decoder block
combines a residual layer with a channel attention layer [124].

In Paper E and Paper F, we modify the segmentation network by adding
conditioning layers before the input to the decoder blocks. The condition-
ing is performed by concatenating the output of the target model with the
feature blocks from the backbone network. These concatenated features are
then processed using a small convnet for each feature block before they are
passed to the decoder block. As a result, the features that are input to the
decoder contain both generic feature information about the observed image
and target-specific properties predicted by the target model. In the final step,
the decoder outputs a single-channel prediction of the target segmentation.
More details on the architecture can be found in Paper E and Paper F.

Bounding box supervision

In many practical applications, generating an accurate segmentation of the
target is too costly. It is therefore desirable to also managing coarser annota-
tions that are less demanding to produce. In Paper F, we propose an addition
to the architecture to enable VOS using bound box supervision in the refer-
ence frame. To this end, we train a small network to encode amask represen-
tation of the bounding box along with backbone features. The network out-
puts a target mask encoding, which lies in the same embedding space as the
learned target labels that were discussed in section 3.3. Thus, we can exploit
the already trained decoder network to predict the full target mask. VOS is
then performed using the same procedure as when provided withmask anno-
tations in the first frame. It is achieved by simply replacing the ground-truth
mask y0 with the predicted one. A favorable property of this approach is that
the bounding box encoder network can be trained on image data in a sepa-
rate phase, while the weights of the other network components can be kept
frozen. This allows us to extend our VOS architecture to handle bounding box
annotations in the reference frame without affecting the performance when
segmentation masks are available.
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4

Concluding remarks

This thesis presents works within time-of-flight phase unwrapping, point set
registration, point set segmentation and video object segmentation.

In Paper A, we propose a method for multi-frequency phase unwrapping
in amplitude modulated time-of-flight for depth imaging. The method esti-
mates the likelihood of possible depths given a set of depth hypotheses. To
this end, we compute a weighted KDE over all hypotheses in a spatial neigh-
borhood of each pixel. The final depth is chosen as the one with the highest
estimated density. Further, the density estimate can be used as a confidence
measure to for instance suppress outliers. We find that the proposed phase
unwrapping approach can improve the accuracy of depth cameras based on
multi-frequency amplitude modulated time-of-flight and extends their effec-
tive range in both indoor and outdoor environments.

Paper B and Paper C discuss EM based point set registration. Specifically,
Paper B addresses the problem of the inherent sensitivity to point sample
density variations in probabilistic approaches. To address this problem, we
propose to estimate the underlying distribution of the scene rather than di-
rectlymodel the distribution of the points. To this end, we derive a point-wise
weighting based on the local density that allows us to minimize the Kullback-
Leibner divergence between the densitymodel and a latent scene distribution.
Ourmethod can therefore perform robust registration despite the presence of
severe density variations, alleviating the need for re-sampling the point sets.

In Paper C, we investigate the incorporation of deep features into the EM
based registration framework. Tomodel the features, we propose to employ a
von Mises-Fisher distribution, which we can efficiently optimize jointly with
the other parameters of the mixture model. Importantly, our probabilistic
formulation ensures that the full registration process is differentiable. This
allows for learning features end-to-end, which significantly improves the per-
formance of the approach. Moreover, by utilizing our end-to-end learning
strategy we can learn a point-wise weighting instead of employing the pro-

57



4. Concluding remarks

posed density estimation approach in Paper B. As a result, our model learns
to both handle density variations and highlight regions in the point sets that
are useful for registration.

While we demonstrate improvements over the baselines in the experi-
ments, there are still many challenges to be addressed in the proposed EM
based frameworks. Currently, the methods struggle when the overlap be-
tween the point sets is low. The proposed point-wise weighting functions
and learned features decrease the sensitivity, but low rates in overlap are still
causing failures. We observe that the optimized objective occasionally pushes
the registration methods to find the transformation parameters that maxi-
mize the overlap instead of finding the optimal alignment. By incorporating
prior knowledge about the overlap, it should be possible to improve the per-
formance of the proposed methods.

Further, in Paper D we propose a framework for 3D semantic segmenta-
tion. By projecting the 3D points into virtual camera views and render dense
color and depth images, we can perform segmentation in the image space.
The resulting pixel-wise segmentation scores are then re-projected into the
point sets. Finally, the semantic label for each point is obtained by fusing
scores from the different views. In our approach, we exploit the advantages
of deep image segmentation conv-nets, which in comparison to 3D segmen-
tation networks have much lower computational complexity and are gener-
ally applicable at a higher resolution. Furthermore, our approach allows us
to perform pre-training on image datasets, thereby reducing the need for se-
mantically labeled 3D point sets. An interesting direction to explore within
this framework is to refine the selection of views such that the method be-
comes applicable to point sets of any structure.

Lastly, in Paper E and Paper F we investigate target appearance models
within network architectures for semi-supervised video object segmentation.
We propose a parametric target model, optimized during inference using the
target mask obtained in the first frame. In the subsequent frames, we employ
the learned target model to predict a coarse representation of the target in
the image. Finally, the prediction is refined by a decoder network into a high-
resolution segmentation mask. In paper Paper F, we further extend the idea
by generalizing the representation of the target in the network. Instead of
relying on the single-channel segmentation image as the target label, we pro-
pose to learn a label function that produces a multi-channel target represen-
tation. Importantly, by training the entire network end-to-end on annotated
VOS data we can learn a label function, which generates a target representa-
tion that improves the segmentation accuracy.

There are many challenges in VOS that current state-of-the-art methods
still cannot handle, such as high levels of object cluttering, long-term occlu-
sions, and thin structures. Some of these challenges should be manageable if
the VOS network also possesses geometric awareness. That includes the cam-
era movement, the 3D shapes and transformations of the objects, and the 3D

58



structure of the scene. With such an awareness, the VOS network could learn
useful priors about object movements and deformations and additionally be
able to predict occlusions.

I believe the main limitation of the proposed learning-based methods in
this thesis is their high dependency on annotated ground truth data. The
manual labor required to generate datasets with ground truth labels limits the
availability of large-scale datasets with high variability for many computer vi-
sion tasks. Specifically, for point set registration, point set segmentation and,
video object segmentation, the shortage of large-scale and diverse datasets
prevents learning-based methods from revealing their full capacity. Future
works should therefore focus on exploring approaches that employ weaker
supervision or even self-supervision during training.
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