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Abstract

Generic visual object tracking is the task of tracking one or several objects in all
frames in a video, knowing only the location and size of the target in the initial
frame. Visual tracking can be carried out in both the infrared and the visual
spectrum simultaneously, this is known as multi-modal tracking. Utilizing both
spectra can result in a more diverse tracker since visual tracking in infrared im-
agery makes it possible to detect objects even in poor visibility or in complete
darkness. However, infrared imagery lacks the number of details that are present
in visual images. A common method for visual tracking is to use discriminative
correlation filters (DCF). These correlation filters are then used to detect an object
in every frame of an image sequence. This thesis focuses on investigating aspects
of a DCF based tracker, operating in the two different modalities, infrared and
visual imagery. First, it was investigated whether the tracking benefits from us-
ing two channels instead of one and what happens to the tracking result if one
of those channels is degraded by an external cause. It was also investigated if the
addition of image features can further improve the tracking. The result shows
that the tracking improves when using two channels instead of only using a sin-
gle channel. It also shows that utilizing two channels is a good way to create a
robust tracker, which is still able to perform even though one of the channels is
degraded. Using deep features, extracted from a pre-trained convolutional neu-
ral network, was the image feature improving the tracking the most, although the
implementation of the deep features made the tracking significantly slower.
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1
Introduction

Visual object tracking is the process of tracking one or several objects in a video,
and it is one of the fundamental tasks in computer vision. The target object is
annotated with a bounding box which is usually an axis-aligned rectangle with
the smallest possible size around the target. In generic visual object tracking, the
bounding box for the target is known in the initial frame, and the goal is to track
the object in all subsequent frames. The bounding box in the first frame is anno-
tated manually and enables tracking of all kinds of objects since the model is not
specified to a particular target. Visual object tracking is a challenging problem
since image sequences can contain different scenarios for the object tracker to
handle. The target can, for example, be occluded or change scale throughout the
video. Other problems include illumination changes in the scene, camera motion,
or poor image quality.

Single-object tracking can be applied in different fields, including military do-
mains. In certain applications, it can be favorable to track objects in the infrared
spectrum. Visual tracking in infrared imagery makes it possible to detect ob-
jects, even when the visibility is poor or even in complete darkness. However,
infrared imagery lacks certain qualities that the visible spectrum has. Combin-
ing several image modalities, especially modalities with different characteristics,
can provide a detailed description of the scene, and is called multi-modal imag-
ing. Multi-modal imaging can be used to create a robust object tracker, operating
in both the visual and the infrared spectra.

The visual object tracking challenge, also known as the VOT challenge, was first
introduced in 2013 [17]. During this period, commonly accepted benchmarks
and protocols for evaluation were lacking within the field of visual tracking. This
made it difficult to follow the developments in the field. The VOT challenge
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2 1 Introduction

was thereby introduced to provide a benchmark dataset and evaluation protocol
for more unbiased comparisons of trackers. In addition, results from compar-
ing different trackers on the new dataset were presented. The VOT challenge
has since then recurred every year and was later developed to consist of several
sub-challenges [19]. One of the sub-challenges, VOT-RGBT, combines RGB with
thermal infrared imagery and is therefore multi-modal. The challenge was first
introduced in 2019 dealing with short-term tracking of single objects, meaning
that there is no requirement to handle reinitialization. In 2020 the multi-modal
challenge recurred [20].

The dataset used in the VOT-RGBT challenge contains both RGB and thermal
channels which are somewhat aligned. The RGB data and the thermal infrared
data are acquired with different cameras, which introduce temporal and spatial
errors making it more complicated. In addition, the image sequences used in the
challenge contain certain attributes which complicate the object tracking. The
attributes are occlusion of the object, camera motion, changes in the dynamics of
the scene, alteration of object motion, and variation of the object size. In these
challenges, many of the submitted trackers use different image features, includ-
ing, hand-crafted features, deep features, keypoints, and color histograms. These
image features are representations of images, describing certain characteristics in
those images. The purpose of using image features is to obtain information about
the object that can aid in the tracking process.

1.1 Motivation

In military applications, visual object tracking can be used for various reasons.
It can for example be used to facilitate tracking of missiles. In these cases, in-
frared imagery is frequently used. The multi-modal case, when operating in both
the visible and the infrared spectrum, can be useful in situations where one of
the channels is degraded. A channel can be degraded for various causes, includ-
ing different types of countermeasures. An example of such a countermeasure
is infrared countermeasures, generating large occlusions in the image. Different
types of degradation make it difficult for visual object tracking algorithms to op-
erate since they can distract the tracker. Thus, it is crucial to develop strategies
ensuring that the visual object tracking algorithms can proceed even though cer-
tain countermeasures, or other causes of degradation, attempt to stop them. One
solution to this might be to utilize multi-modal tracking.

1.2 Aim

This thesis aims to investigate if multi-modal imaging can improve visual object
tracking. Multi-modal imaging, using both the visible and infrared spectrum,
can be of importance in different scenarios where the visible spectrum is not
enough to achieve great tracking performance. The infrared spectrum can in
those scenarios be useful since it does not suffer from the same difficulties as
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the visible spectrum does. Therefore, multi-modal imaging can be valuable in
tracking applications when one of the channels is degraded. The thesis will also
investigate if different image features can further improve the tracking.

1.3 Problem Formulation

The objective of this thesis is to evaluate multi-modal imaging for visual object
tracking. Additionally, to see how the tracking result is affected if one channel
is degraded or additional image features are used. These image features include
RGB channels, histogram of oriented gradients, deep features, and Gabor fea-
tures. Thus, the following questions will be investigated throughout this thesis:

• Are the accuracy and robustness improved when using two channels in the
tracker instead of only one?

• What happens to the accuracy and robustness when one of the channels is
degraded?

• Which of these image features are suitable with respect to accuracy, robust-
ness, speed, and generality for multi-modal object tracking?

1.4 Delimitation

This master’s thesis is limited to a certain amount of time, namely 20 weeks, re-
sulting in delimitations to the thesis. Since the thesis require sequences in both
the visible and the infrared spectrum, the available public datasets are limited.

Another delimitation is the number of chosen sequences for evaluation. Although,
there have to be enough sequences to contain a wide variety of scenarios. It is also
necessary to limit the number of sequences due to time constraints. The results
based on the performance metrics should only be compared within the study of
this thesis and not with other state-of-the-art trackers since the implementation
of the performance metrics differs.

For every image feature, there exists a certain number of parameters that can vary.
It is out of the scope of this thesis to optimize all of these parameters. Therefore,
there is a delimitation in how many different values can be tested when selecting
the values for the parameters. The different image features can also be combined
in multiple ways, but the study is delimited to only consider one type of feature
at a time. Another delimitation is that the image features are only computed
from either grayscale images or infrared images to limit the number of varying
experiments.
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1.5 Thesis Outline

After Chapter 1 this thesis is structured as follows: Chapter 2 includes infor-
mation regarding infrared radiation, visual object tracking, image features, and
related work which are necessary for understanding the rest of the report. Next
is Chapter 3, consisting of two parts, where the first part describes the evalu-
ation process, including performance metrics and the dataset, and the second
part describes how the tracker, degradation approaches, and image features were
implemented. The results are presented in Chapter 4. Chapter 5 includes a dis-
cussion regarding the method and results. Lastly, the conclusion is presented in
Chapter 6.



2
Theory

This chapter provides the relevant theory for this master’s thesis. Theory regard-
ing infrared radiation is described in Section 2.1, including a short description
of thermal infrared imagery and infrared countermeasures. Additionally, this
chapter describes generic visual object tracking in detail in Section 2.2, which in-
volves information regarding appearance models, template-based tracking, and
trackers based on discriminative correlation filters. Lastly, this chapter describes
different image features in Section 2.3.

2.1 Infrared Radiation

Infrared radiation was first detected by Sir William Herschel at the beginning of
the 1800s when he discovered that there existed thermal radiation beyond the
visible spectrum. Infrared radiation is electromagnetic waves and thereby has
the same properties as other electromagnetic radiation, which includes the prop-
agation at the speed of light and following the laws for reflection and refraction
at various surfaces. The interaction between materials and infrared radiation de-
pends on the characteristics of the material, where the radiation can be absorbed,
reflected, or transmitted. The relationship between these properties can be ex-
plained by

α + ρ + τ = 1, (2.1)

which represents the total absorption α, the total reflection ρ, and the total trans-
mittance τ . In the infrared spectrum, completely opaque materials do not trans-
mit any energy, while completely transparent materials do not absorb any energy.
There does not exist any materials that are completely opaque, or transparent.
However, materials can be more or less transparent depending on the wavelength
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6 2 Theory

of the infrared radiation. The reflection can either be specular or diffuse, mean-
ing that that the radiation can be reflected in a single direction or uniformly in
all directions. Any object that has a temperature above absolute zero (0 Kelvin)
will emit thermal radiation.

In 1860, the theory of blackbody was introduced by Gustav Kirchoff [16]. The
definition of a blackbody is a surface that absorbs all incident radiation and does
not reflect or transmit any of the incident radiation. It is also an ideal radiator,
meaning that it is a perfect absorber and perfect emitter. A true blackbody does
not exist, but objects can behave similarly to a blackbody. The infrared emissivity
of materials is defined as the percentage of blackbody radiation. Therefore, only
parts of the radiation emitted by a blackbody will be emitted by a real object for
the same temperature and wavelength.

The infrared spectrum used for imaging can be divided into different ranges.
These ranges are the longwave-infrared (LWIR, 7.5–12 µm), mid-wave infrared
(MWIR, 3–5 µm), shortwave infrared (SWIR, 1–3 µm), and near-infrared (NIR,
0.7–1 µm). The LWIR and MWIR can also be called thermal infrared (TIR). The
radiation in thermal infrared, which is captured by thermal infrared cameras, is
emitted from the objects that are observed. This differs from the near-infrared
radiation and shortwave infrared radiation where the radiation is reflected from
the objects instead. The cameras for near-infrared also differ from the thermal in-
frared cameras, where the near-infrared cameras are dependent on illumination
and are more similar to visual cameras.

2.1.1 Thermal Infrared Imagery

Thermal imaging converts infrared radiation making it visible in images. These
visible images depict the temperature differences in a scene taken by a thermal
camera. The camera is equipped with an infrared detector, for example in a focal
plane array in two dimensions composed of photosensitive pixels. Thermal de-
tectors absorb infrared radiation, which increases temperature. These detectors
can either be cooled or uncooled, dependent on the application of the cameras.
Cooled cameras tend to have a higher resolution per frame rate and sensitivity,
while uncooled cameras tend to generate noisier images but they are smaller,
silent, and less expensive.

Thermal cameras are useful in scenes where it is dark or in scenes clouded by
poor weather conditions like fog, rain, or snow. Such conditions would make it
difficult to distinguish anything in an image acquired by a visual camera due to
its sensitivity to illumination. Another difference between infrared and visible
imagery is that there are no shadows or color pattern present in thermal images.
Only patterns from different materials can be seen since different materials have
different properties in the infrared spectrum. Thermal imaging has been impor-
tant regarding tracking, recognition, and identification in many fields as surveil-
lance and military applications. There are, however, some disadvantages when it
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comes to visual object tracking in thermal infrared, including low resolution and
motion blur among others. These disadvantages can increase the difficulties to
obtain discriminative features and models in the infrared spectrum compared to
the visible spectrum.

2.1.2 Military Infrared Countermeasures

There are different types of infrared countermeasures for infrared-guided mis-
siles, including flares. The purpose of flares is that they are supposed to be more
appealing to the missile’s tracker than the real target.

A case with flares used against a missile with an infrared-based centroid seeker
could play out as follows: The flare is ejected from a platform to be protected,
and although the flare is smaller than the protected platform, it has a higher tem-
perature and thus radiates more infrared radiation. The centroid of all infrared
energy within the field of view of the tracker will be tracked. The centroid will be
closer to the flare considering the flare emits more infrared energy than the pro-
tected platform. Once the flare pulls further away from the protected platform,
the centroid will also drift further away. The field of view for the missile tracker
will no longer contain the protected platform and only track the flare.

Flares can be suitable in different aspects, namely seduction, distraction, and
dilution. Seduction involves sending out flares that produce a larger signal than
the target itself, for the missile tracker to follow the flare instead. Distraction, on
the other hand, is useful before the tracker even starts following the target. In
distraction, the deployed flare must be close enough to the tracker for the tracker
to start following the flare before it can see the target. Additionally, dilution is
suitable against trackers with imaging capacity. The goal in dilution is to eject
several flares similar to the target, making the tracker choose between these mul-
tiple possible targets to follow. The development of trackers has led to two-color
trackers, which means that the tracker can follow the target in two wavelengths
and compute the temperature of the target, and thereby differentiate between
real and false targets. This complicates the use of flares since the complexity for
it to be used as a countermeasure is increased.

Infrared countermeasures other than flares include decoys, jammers, and in-
frared chaff. Infrared decoys are used to distract infrared missiles from any pro-
tected platform. These can be fixed or navigated to deceive the tracker. They can
also be larger than flares to have higher energy for lower temperatures.

Infrared jammers create infrared signals to confuse the missile seekers. In com-
bination with the infrared signature of the target, the created signals will result
in incorrect guidance commands from the tracker. Infrared chaff can both be
used to break a missile’s lock on a target and increase the temperature for the
background to make it more difficult to detect the target.
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Figure 2.1: Bounding box annotation.

2.2 Generic Visual Object Tracking

One type of visual object tracking is called generic tracking. In generic tracking,
the only known factors are the initial location and size of a target object visible in
a sequence of images. The mission is then to predict the target position and size
in all subsequent frames of that image sequence. In contrast to category track-
ing where the target must be of a specific type, the target can be of any kind.
This enables the tracking of widely different objects using the same tracking al-
gorithm. A generic tracking problem should also be causal, meaning that the
tracking algorithm should only be based on prior information and not on future
knowledge. The causality is necessary for real-time applications. Other assump-
tions the generic tracking is based on are that neither the camera position nor the
background is static.

The simplest representation of the size and location of a target is the bounding
box representation. A bounding box is the smallest possible box that contains the
target, and is usually axis-aligned, meaning that the borders are parallel with the
images’ Cartesian coordinate axes. The advantage with the bounding box is the
simplicity, only one coordinate for the bounding box together with its width and
height is necessary to annotate the target. However, its rectangular shape does
usually not correspond well to the shape of the target resulting in the bounding
box often containing parts of the background. An example of a bounding box
annotation can be seen in Figure 2.1

2.2.1 Appearance Model

In order to track a target through a sequence, a method of representing that tar-
get must first be constructed. In generic tracking, the model can only be based
on information in previously seen frames. One approach is to use an appearance-
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Initialize appearance model

Detect target in a new frame Update appearance model

Figure 2.2: Illustration of the steps in the template-based tracking algo-
rithm.

based model, a method that learns a model of the target appearance. The ap-
pearance model is initialized from the first frame of the image sequence and is
then continuously updated to keep track of the target, even when the target ap-
pearance changes. The appearance can be described by image features like color,
edges, or intensity, but also by more advanced representations like histograms,
discriminative correlation filters, or a mixture of Gaussians. The target appear-
ance model can be constructed from either generative or discriminative methods.
Generative methods learn a precise model of the target appearance. Using this
appearance model, the target can be localized in subsequent frames. Due to back-
ground cluttering, it is often difficult to construct a good model of the target ob-
ject without any background affecting the appearance model. For discriminative
models, the appearance model only aims to differentiate between the background
and the target. Therefore, discriminative models have proven to be a much more
effective approach in visual tracking.

2.2.2 Template-Based Tracking

A commonly used type of appearance model is template-based methods. These
template-based methods are performed by detecting the target in every frame of
the image sequence. The detection is achieved using a template of the target ap-
pearance as an appearance model. The initial template is constructed from the
first frame and is used to detect the target in all subsequent frames. Since the
target appearance might change throughout the image sequence the appearance
model is continuously updated to always be adapted to the target. All steps in
the template-based tracking algorithm can be seen in Figure 2.2.

The first step of template-based tracking is to construct the template describing
the target appearance in the initial frame. An image patch containing the target
at the center is extracted from the first frame using the bounding box annotation
of the target object as borders. This image patch can then be used to construct the
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template. Using a template as the appearance model makes the tracker generic.
The template is not a target-specific model since it can contain the appearance
of objects from any category. The information in the initial frame is sufficient
to create the initial appearance model of any target. This model is then used to
track that specific object through all subsequent frames.

The next step is to detect the target location in the subsequent frame, using a
search method. Considering that the tracker should have the possibility to be
used in real-time applications, the search method must be fast. However, the
search method must find the position for the best match of the target. Therefore
it is preferred to use an exhaustive search method over a heuristic. When using a
heuristic method instead of an exhaustive search method there is a risk that the
method finds a local maximum instead of the global maximum.

Throughout the image sequence, the target appearance often changes and to
be able to track the object, even when the appearance changes, the appearance
model must be updated. The template is updated continuously to keep track of
these changes. A risk of updating the template is that minor errors are introduced,
which accumulate throughout the tracking. This type of error is the reason why
the tracker may drift away from the target.

2.2.3 Discriminative Correlation Filters

One way of constructing the templates in template-based tracking is to use dis-
criminative correlation filters, DCF. In this method, the goal is to optimize corre-
lation filters which work as discriminative appearance models. These correlation
filters should be able to detect the target in every frame and should be updated
according to the procedure in Figure 2.2. A sliding-window approach is used as
a search method by correlating an image patch with the correlation filters. The
image patch is extracted from a region around the target bounding box and the
correlation is conducted according to

g̃ = f ? h, (2.2)

where f denotes the image patch, h denotes the correlation filter, and g̃ is the
filter response. The correlation filters are supposed to give the maximum filter
response at the position of the target. This position will then be used to calcu-
late the translation of the target between consecutive frames. It is desirable to
receive a filter response with a peak at the center of the target, but with low
values further out from the peak. Therefore, it is common to use a compact two-
dimensional Gaussian, with the peak placed at the target center, as an objective
function for the filter optimization. In the ideal case, g̃ in Equation (2.2) should
be a two-dimensional Gaussian achieved by correlating the image patch with the
correlation filters. The ideal Gaussian is denoted as g and the goal is to optimize
a filter that gives a Gaussian-shaped filter response as follows,

g = f ? h. (2.3)
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Figure 2.3: Visualization of the correlation in the ideal case.

The correlation in Equation (2.3) can easily be computed utilizing the Fourier
transform. Figure 2.3, shows a visualization of the desired two-dimensional Gaus-
sian filter response from the correlation between the image patch and correlation
filter. In the Fourier domain, correlation is only element-wise multiplication with
the complex conjugate which lowers the time complexity significantly. The calcu-
lations for the filter response now becomes

G = F � H, (2.4)

where the capital letters denote the Fourier transforms of the respectively lower-
case letter in Equation (2.3). H denotes the complex conjugate of the filter H . In
the simplest case, the filter H can be calculated from F and G using the expres-
sion

H =
G
F
, (2.5)

where the division is performed element-wise. However, this does usually not
give a closed-form solution which is required. The result from the correlation is
in most cases not a perfect Gaussian, therefore, the filter response will be denoted
as g̃ in the spatial domain and G̃ in the Fourier domain meanwhile g and G de-
notes the ideal Gaussian. To get a Gaussian as filter response g̃, the filter h must
be optimized. The optimization is performed by minimizing a cost function.

As mentioned in the previous section, the appearance model must be updated
to take changes of the target appearance into account. Therefore, the correlation
filters are updated for every frame. The update is performed by

Ht = (1 − η)Ht−1 + ηH̃, (2.6)

where Ht−1 is the filter in the previous frame, H̃ is the new filter for the current
frame, and Ht is the resulting correlation filter used for the next frame. The learn-
ing rate is denoted by η.



12 2 Theory

Figure 2.4: Visualization of the computed filter response for two channels.

DCF-based visual object trackers are advantageous since they have excellent track-
ing performance but are still computationally efficient, which enables tracking in
real-time. The efficiency originates from the fact that the DCF trackers utilize the
Fourier transform when computing the correlation. The algorithm that efficiently
computes the discrete Fourier transform is the fast Fourier transform (FFT) algo-
rithm. However, using the FFT comes with the disadvantage of performing cir-
cular correlation. This means that the filter optimization is executed on circular-
shifted variants of the image patch which is impractical. The circular-shift gives
rise to border effects that must be reduced to increase tracking performance. One
way of decreasing the border effects is to use a window function. A window func-
tion weights the pixels in the image by applying a large weight on the pixels in
the middle of the patch and small weights on the pixels at the borders. The win-
dow function can, for example, be a cosine window.

To improve the tracking result further, one can use an image patch with several
channels. These channels can consist of color channels, other image modalities
than visual imagery, or image features. To incorporate several channels in the
DCF tracker, all calculations must be adapted. Instead of using one correlation
filter per frame, there must also be one correlation filter per channel. Given a set
of channels, Nc, the filter response g̃ now becomes the sum of the filter response
calculated for each channel

g̃ =
Nc∑
l=1

f l ? hl , (2.7)

The process of computing the filter response for two channels is visualized in
Figure 2.4. The calculations for several channels can also be performed in the
Fourier domain as

G̃ =
Nc∑
l=1

F l � H l . (2.8)
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Algorithm 1: The DCF tracking algorithm
Input:
Image frame, It .
Previous target position, xt−1.
Previous correlation filter, Ht−1.
Output:
Estimated target position, xt .
Updated correlation filter, Ht .

Estimate target position:
1 Extract an image patch zt from It at the previous target position xt−1.
2 Compute correlation response G̃t , using Equation (2.8).
3 The target position xt is set to the maximum of the filter response G̃t .

Update correlation filter:
4 Extract a new image patch ft from It at the estimated target position xt .
5 Optimize a new correlation filter H̃ using ft .
6 Update the correlation filter Ht using Equation (2.6).

The complete algorithm for the DCF tracking can be seen in Algorithm 1, which
describes an iteration of the tracking in frame t. To simplify the notation, only
one channel is considered.

2.2.4 Discriminative Correlation Filters with Channel and Spatial
Reliability

One way of implementing a DCF based tracker is suggested by Lukežič et al. in
Discriminative Correlation Filter with Channel and Spatial Reliability [23]. In the
paper, they combine the ordinary DCF based tracker with two concepts called
channel reliability and spatial reliability. The discriminative correlation filters
with channel and spatial reliability, also known as CSR-DCF, are described in
the following sections.

Channel reliability

The channel reliability w is used to weigh every channel according to their sig-
nificance for the tracking result when calculating the filter response. Using the
channel reliability weights, the filter response in Equation (2.7) is now calculated
as

g̃ =
Nc∑
l=1

f l ? hl ·wl , (2.9)

where wl is the channel reliability weight for channel l. The channel reliability
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consists of two types of reliability estimates: channel learning reliability wllrn
and channel detection reliability wldet . From these two separate measures, the
complete channel reliability is calculated by

wl = wllrn ·wldet . (2.10)

The channel reliability is calculated for every frame of the image sequence. Us-
ing the channel reliability from the previous frame and some learning rate, the
channel reliability is updated according to

wt = (1 − η)wt−1 + ηw̃. (2.11)

In Equation (2.11), wt−1 is the weight for the previous frame, w̃ is the new weight
calculated for the current frame by Equation (2.10), and wt is the updated weight
for the current frame. The channel reliability weights are normalized to ensure
that the sum of the weights for every channel equals one,∑

l

wl = 1. (2.12)

The channel learning reliability corresponds to the maximum of the filter re-
sponse

wllrn = max(f l ? hl). (2.13)

The learning weights are used since the maximum value of the filter response
can vary between different channels. A higher maximum filter response corre-
sponds to higher discriminative power of the target. Therefore, the goal is to
promote channels with higher discriminative power by using the learning relia-
bility weight.

The goal is to receive a response map from the correlation with one clear peak
and a surrounding background with low values. This peak represents the posi-
tion of the target object. However, sometimes there exists several peaks in the
response map, which all are possible positions for the target. If there only exists
one peak the certainty for that to be the correct position is much higher. The
channel detection reliability aims to promote channels with one clear peak in the
vote for the target position. The channel detection weight is determined by the
ratio between the highest and the second-highest peak. Since the peaks should
correspond to different locations, adjacent peaks should be disregarded by a non-
maximum suppression with the size 3× 3. The ratio for one channel is calculated
by

wldet = max(
1 − ρmax,1
ρmax,2

, 0.5) (2.14)

where ρmax,1 is the largest peak and ρmax,2 is the second largest peak. The ratio is
not allowed to be below 0.5.



2.2 Generic Visual Object Tracking 15

Spatial reliability

The spatial reliability consists of a coarse segmentation mask of the target ob-
ject, enabling tracking with a larger search region. The segmentation mask, also
known as the spatial reliability map, is binary meaning all values are either zero
or one. The purpose of the reliability map is to concentrate the filter support on
the target object. In the spatial reliability mask, the zeros correspond to values
that should be zero in the correlation filter. This gives rise to a constraint

h = m � h, (2.15)

where h is the correlation filter and m is the segmentation mask. Using the spa-
tial reliability map overcomes two problems with the original DCF based tracker.
One issue that the segmentation mask solves is the problems caused by circular
correlation. Another drawback with DCF is the frequently used bounding box
annotation. As mentioned before, the rectangular shape rarely matches the ob-
ject shape, which can introduce errors during tracking. When the annotation
does not resemble the target shape, the tracking algorithm may start tracking the
background instead of the target. This issue is also solved by using the segmen-
tation mask. The segmentation is efficiently performed using a graph labeling
technique. This graph labeling is carried out using color histograms, created
from RGB image frames.

Due to the introduction of the spatial reliability map, a new filter optimization
method must be used. This filter learning method takes the spatial reliability
map into account. However, it is possible to use this optimization method with-
out the segmentation mask. The filter optimization is performed channel-wise,
resulting in one correlation filter for every channel. Due to the constraint in
Equation (2.15), there does not exist a closed-form solution. Instead, an iterative
approach is used. The filter optimization algorithm is called alternating direction
method of multipliers (ADMM) and it was first described in Distributed optimiza-
tion and statistical learning via the alternating direction method of multipliers by
Boyd et al. [5].

The first step of the filter optimization for one channel is to construct the cor-
relation filter H as

H =
F � F

F � G + λ
. (2.16)

Then a Lagrange multiplier L is initialized to have the same size as the filter
H . A dual variable hc is also introduced and this dual variable must fulfill the
constraint

hc − hm ≡ 0, (2.17)

with hm = m � h. The filter optimization of the filter H is then performed by
iterating. During one iteration the dual variable is calculated as
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Hc =
F � G + µHm − L

F � F + λ
, (2.18)

where µ is an integer and λ = µ
100 , which is the same λ as in Equation (2.16).

The division is performed element-wise. From the dual parameter the filter h is
calculated as

h = m �
F −1[µHc + L]

µ + λ
. (2.19)

Then H is calculated by taking the Fourier transform of h. The last step of a
filter optimization iteration is to update parameters for the next iteration. The
Lagrange multiplier is updated as

Li+1 = Li + µ(Hc − H), (2.20)

where Li is the current Lagrange multiplier and Li+1 is the Lagrange multiplier
for the next iteration. Then µ is updated by

µi+1 = min(µmax, βµi), (2.21)

with µi being the current value and µi+1 is the updated value. β is another integer
value and µmax is the maximum value µ can be. The stop criteria for the filter
optimization is when the iterations exceed the maximum number of iterations.
One iteration of the CSR-DCF tracking algorithm can be seen in Algorithm 2.

2.2.5 Discriminative Scale Space Tracker

Usually, the ordinary trackers based on discriminative correlation filters only es-
timate the vertical and horizontal translation of a target object. However, due to
changes in the appearance of a target object, only estimating the translation is of-
ten not enough. A prevalent change in object appearance is scale changes. These
occur when the target is moving perpendicular to the image plane. Taking scale
changes into account is necessary for several applications, as well as for some
evaluation methods. When taking the target size into consideration, the scale of
the bounding box annotation is estimated to represent the size of the object.

There are several different ways of incorporating scale changes into an ordinary
DCF tracker. One method was first suggested in Discriminative Scale Space Track-
ing by Danelljan et al. [9]. The proposed discriminative scale-space tracker,
DSST, utilizes the same principles as the traditional DCF tracker. Instead of
only optimizing a correlation filter for estimating the target position, it uses a
separate correlation filter to estimate scale changes. The correlation filter for
the scale estimation is a one-dimensional filter in contrast to the one used for
the two-dimensional translation. Utilizing a one-dimensional correlation filter
means that the desired Gaussian output and the image patch also must be one-
dimensional. The desired Gaussian filter response is shown in Figure 2.5
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Algorithm 2: The CSR-DCF tracking algorithm
Input:
Image frame, It .
Previous target position, xt−1.
Previous correlation filter, Ht−1.
Output:
Estimated target position, xt .
Updated correlation filter, Ht .

Estimate target position:
1 Extract an image patch zt from It at the previous target position xt−1.
2 Compute correlation response g̃t weighted by the channel reliability wt ,

using Equation (2.9).
3 The target position xt is set to the maximum of the filter response g̃t .
4 Estimate detection reliability wldet for every channel using

Equation (2.14).

Update correlation filter:
5 Extract a new image patch ft from It at the estimated target position xt .
6 Estimate the spatial reliability map, mt .
7 Optimize a new correlation filter H̃ using ft and mt .
8 Estimate learning reliability wllrn for every channel using Equation (2.13).
9 Calculate the channel reliability w̃ from wdet and wlrn using

Equation (2.10).
10 Update the correlation filter Ht using Equation (2.6).
11 Update the channel reliability wt using Equation (2.11).

To find the correct scale, a set of image patches are extracted at the target position.
The image set contains patches of the target at different scales. The idea is then
to store information about the target scale in a correlation filter. This correlation
filter is then applied to every patch in the set, and the scale of the best matching
patch in the previous frame corresponds to the patch with the highest correlation
score. The original image patch has the size W × H , and the different scales are
determined by the expression

anW × anH, (2.22)

where a is the scale factor between two adjacent scales and n is the scale level,
n ∈ {[− S−1

2 ], . . . , [ S−1
2 ]} with S that corresponds to the number of scales. It results

in S image patches with different scales, and these patches are then mapped to
S one-dimensional feature descriptors. The feature descriptors have the length
d. Instead of calculating all one-dimensional correlations separately, the feature
descriptors are concatenated to create a two-dimensional matrix. This matrix
consists of the feature descriptor for every scale in each row. A two-dimensional
correlation filter can then be utilized to compute the correlation scores for every
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Figure 2.5: The desired one-dimensional Gaussian.

feature descriptor simultaneously. The dimensions of the matrix containing the
feature descriptors is S × d, where S is the number of scales and d is the length
of the feature descriptors.

The appearance model used for the scale estimation in the DSST is the mini-
mum output sum of squared error. These correlation filters are also known as
the MOSSE filters, and were introduced by Bolme et al. in Visual Object Tracking
using Adaptive Correlation Filters [4]. The MOSSE filter is optimized by minimiz-
ing the sum of squared error

min
H

∑
t

|Ft � Ht − Gt |2, (2.23)

between the filter response and the ideal Gaussian output. In Equation (2.23) t
denotes the frames in an image sequence. For the DSST Ft represents the feature
descriptors, Ht the MOSSE filter, and Gt the Gaussian target.

In High-Speed Tracking with Kernelized Correlation Filters Henriques et al. [15] in-
corporates ridge regression in the MOSSE filter to achieve a simple closed-form
solution with improved performance. Henriques et al. therefore suggest adding
a regularization term to the minimization problem in Equation (2.23) which con-
trols overfitting. The minimization problem now becomes

min
H

∑
t

|Ft � Ht − Gt |2 + λ|H |2, (2.24)

where λ|H |2 is the regularization term. From this minimization in Equation (2.24),
a closed-form expression for the correlation filter can be extracted,

H l =
G � F l∑

l F
l � F l + λ

, l = 1 . . . d (2.25)

where d is the length of the feature descriptor. To simplify the correlation filter
update, the numerator and denominator in Equation (2.25) can be treated sepa-
rately. The MOSSE filter is then computed by

H l =
Al

B + λ
, (2.26)
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Figure 2.6: Visualization of the correlation between the feature descriptor
matrix and the MOSSE filter.

with the numerator Al = Gl �F l and the denominator B =
∑
l F

l �F l . The MOSSE
filter is then updated incrementally by

Alt = (1 − η)Alt−1 + ηÃl , (2.27)

and

Bt = (1 − η)Bt−1 + ηB̃, (2.28)

where Ã and B̃ are calculated for the current frame by Equation (2.26). At−1 and
Bt−1 are the MOSSE filter in the previous frame, while At and Bt are the updated
MOSSE filter for the current frame.

Once a good appearance model for the scale is obtained, the next step is to es-
timate the scale. The correct scale is determined as the scale which corresponds
to the maximum score of the correlation filter response. The filter response is
given by the expression

G̃t =
∑
l A

l
t−1F

l
t

Bt−1 + λ
. (2.29)

The calculations for the filter response are visualized in Figure 2.6. From the
filter response in Equation (2.29) the maximum value corresponds to a correct
scale level in n. The specific scale level, m, corresponding to the maximum value
of the response map can be extracted, and the scale is then given by am. By scaling
the bounding box annotation with am for each frame, one can achieve an object
tracker which adapts to the object size.

From the filter response, am is regarded as the correct scale which is denoted
as s̃. The scale is then updated for every frame according to

st = st−1 · s̃, (2.30)
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Algorithm 3: The DSST algorithm
Input:
Image frame, It .
Previous target scale, st−1.
Previous correlation filter, Ht−1.
Output:
Estimated target scale, st .
Updated correlation filter, Ht

Estimate target scale:
1 Extract an image patch zt from It with the previous scale st−1.
2 Create the set of image patches at S different scales according to

Equation (2.22).
3 Construct S one-dimensional feature descriptors fd from those image

patches.
4 Compute correlation response G̃t , using Equation (2.29).
5 The target scale st is set to the maximum of the filter response G̃t .

Update correlation filter:
6 Extract a new image patch ft with the estimated target scale st .
7 Optimize a new correlation filter H̃t using ft .
8 Update the correlation filter Ht using Equations (2.27) and (2.28).

where st−1 is the scale from the previous frame and st is the scale for the current
frame. Using the scale for the current frame, the new bounding box size is then
calculated as

stW × stH, (2.31)

where W × H is the bounding box size in the first frame.

One iteration of the DSST algorithm can be seen in Algorithm 3.

2.3 Image Features

Image features can be used in multiple applications, such as image classification
and object detection. Normally, they are represented as N -dimensional vectors
describing the properties of images. These properties can be based on the image
gradient, color, texture, or shape among others. Feature vectors can describe an
entire image, a global feature, or they can describe a specific location in the im-
age, a local feature.

Features can either be learned or handcrafted. Learned features are created by
machine learning, which means that they require a large amount of training
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data and can be computationally expensive. However, they can improve the per-
formance significantly since they can be adapted to a specific problem through
training. They tend to be more invariant to variations of appearances compared
to handcrafted features, which are mainly manually engineered. These, unlike
learned features, do not require a large set of training data and do not require
as high computational power. They typically represent the appearance of the tar-
get. Handcrafted features have also reached great success over the years and are
still used in the recent VOT challenges. Especially for thermal infrared tracking,
where there are fewer datasets available, which limits the use of learned features.

2.3.1 Histogram of Oriented Gradients

Histogram of oriented gradients, HOG, is a feature descriptor that was created
for human detection by Dalal and Triggs [7]. It is based on normalized local his-
tograms for orientations of image gradients in a dense grid and share similarities
with edge orientation histograms, scale-invariant feature transform descriptors,
and shape contexts. This is useful when detecting objects with discriminative
shape. The method for computing the descriptor can be divided into color nor-
malization, gradient computation, orientation binning, normalization, and orien-
tation blocks.

In the original paper by Dalal and Triggs, the first step for computing the HOG
descriptor is a preprocessing step that includes color normalization, which only
resulted in a small improvement. Gaussian smoothing was also applied before
computing the gradients, but this only reduced the performance. The gradient
computation is performed to generate horizontal and vertical gradients for every
pixel in the image, as well as the magnitude and angle. The gradients are com-
puted by applying a discrete derivative mask. The best result in the original pa-
per was achieved when a simple one-dimensional centered derivative kernel was
used, such as [−1, 0, 1] and [−1, 0, 1]T . The next step is orientation binning where
the pixels with computed gradients are separated into spatial regions called cells.
The shape of the cells can be either rectangular or radial. Every pixel cast a
weighted vote for the various orientation bins concerning the angle, where the
weight is dependent on the magnitude. These votes produce histograms of the
orientation bins over the cells. The votes are bilinearly interpolated between the
neighboring pixels over both orientation and location to reduce aliasing.

Dalal and Triggs showed that the performance was improved by increasing the
number of orientation bins, but more bins than 9 did not result in a meaning-
ful improvement. The orientation bins can spread out over 0–180 degrees or
0–360 degrees, which means that gradients are either unsigned or signed. The
unsigned gradients have shown slightly improved performance over the signed.
In the last step, the cell histograms are grouped into larger blocks, typically 2 ×
2 cells. These blocks usually overlap so each cell can belong to several blocks.
The blocks must be normalized since the magnitude of the gradients is not invari-
ant to changes in illumination and foreground-background contrast. The blocks
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(a) Grayscale (b) HOG

Figure 2.7: Visualization of a scene in both grayscale and HOG.

are normalized separately through the L2-norm and later concatenated into a fi-
nal descriptor vector. The HOG descriptor vector can be visualized as an image,
which can be seen in Figure 2.7, for a representation of the shapes in the scene.

2.3.2 Deep Features

Deep features, which are learned features, have achieved great success in visual
object tracking. There are different ways to extract deep features, including ex-
tracting them from convolutional neural networks, recurrent neural networks,
residual networks, and auto-encoders. All of these methods, like any learned fea-
tures, require a large amount of training data. One way to obtain these features
without any training data is by extracting feature maps from different layers in
a pre-trained convolutional neural network (CNN). These CNNs can be used for
different applications such as image classification, segmentation, and recognition.
The motivation for using CNNs in machine learning is based on sparse interac-
tions, parameter sharing, and equivariant representations. Sparse interactions
mean that the kernel is smaller than the input, leading to the storage of fewer
parameters, which decreases memory requirements and increases statistical effi-
ciency. Parameter sharing means that the same parameters are used more than
once in a network, which reduces the storage requirements. Equivariant repre-
sentations imply that if the input changes, the output will change in the same
way.

An optimal model is generated by training the network, where the training can
be divided into a forward and backward phase. The dataset used for training can
be separated into a number of batches. The forward phase is completed by feed-
ing one batch of images at a time through the network. Afterward, the backward
phase is executed when the gradient of the error relative to the desired output is
backpropagated in the network. During the backpropagation, the filter weights
are updated to decrease the error. When the complete dataset has gone through
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Figure 2.8: Illustration of a CNN.

both phases once, it is referred to as one epoch. During training, several epochs
are performed to update the weights slightly in each epoch.

The architecture of a CNN is constructed by an input layer, hidden layers, and an
output layer. The hidden layers are placed in between the input and the output
layer to transform the input data to produce the desired output. The input layer
processes the input containing a fixed-sized image. Typically, the hidden layers
consist of convolutional layers, pooling layers, and fully connected layers. There
are usually several convolutional layers and pooling layers in a network, which
are normally alternating. The number of layers corresponds to the depth of the
network. The fully connected layer is usually placed right before the output layer.
A simple CNN structure is visualized in Figure 2.8.

The convolutional layers are used to extract features from the input to these lay-
ers. Each convolutional layer convolves the input with filters, where the weights
of the filters are updated through training. The output from these layers is re-
ferred to as feature maps, which is fed to the other layers. The pooling layers
are often applied after convolutional layers and are used to reduce the spatial
size of the feature maps, which also decreases the computational costs. The fully
connected layers connect all the outputs from the previous layer to the input
in the next layer. Other important parameters in CNN include dropout layers
and activation functions. The dropout layer randomly ignores some layer out-
puts to prevent overfitting, which occurs when the weights in the network are
overly adapted for the specific training data. The activation functions can add
non-linearity to the model which is useful when solving non-linear problems.
The output layer, normally from a fully connected layer, is the output from the
network. In the case of classification, the output for each input to the network is
the class it belongs to or the probability that it belongs to a certain class.

After training, new sets of images can be used for the pre-trained model. Deep
features can be obtained by extracting the feature maps from different layers in
the network. Feature maps from the earlier layers contain more information and
simpler features such as edges and lines. In the early layers, it can still be clear
what the image fed into the network represents. The features become more com-
plex deeper into the network, in the later layers, and eventually become high-
level features. Therefore, the feature maps deeper into the network consist of
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Figure 2.9: Feature maps from different layers in a CNN. Each row repre-
sent feature maps from one block. The feature maps from top to bottom are
extracted from earlier layers to deeper layers.

more global information of the input image, instead of local information. These
deep feature maps contain more information about the class itself. Despite the
deeper features being less visually interpretable, they can still be useful. In Fig-
ure 2.9 feature maps extracted from different layers are displayed.

2.3.3 Gabor Features

Gabor filters were first introduced by Dennis Gabor in 1946 [13] and have since
then been used for different applications within image processing. They are use-
ful for the representation and discrimination of textures. Therefore, they can be
used in applications such as analyzing textures, edge detection, and extracting
features from images. The Gabor filters analyze the frequency content in im-
ages, meaning the filters analyzes if there exists any certain frequency content in
specific orientations. They are a type of band-pass filter that allows particular
frequencies to pass. A Gabor filter can be seen as a complex sinusoidal wave of
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(a) Sinusoidal wave (b) Gaussian (c) Gabor filter (d) Gabor filter

Figure 2.10: Illustration of a Gabor filter and its components.

a certain orientation and frequency, known as the carrier, that is modulated by
a Gaussian function, known as the envelope. A Gabor filter and its components
are visualized in Figure 2.10. The equation for this Gabor function in the spatial
domain can be described by

g(x, y;λ, θ, ψ, σ , γ) = exp
(
−
x′2 + γ2y′2

2σ2

)
exp

(
i

(
2π

x′

λ
+ ψ

))
, (2.32)

where x and y represents the spatial coordinates, λ is the wavelength of the si-
nusoidal function, θ is the orientation, ψ is the phase offset of the sinusoidal
function, σ is the standard deviation of the Gaussian function, γ is the spatial
aspect ratio, x′ is described by

x′ = x cos θ + y sin θ, (2.33)

and y′ is described by

y′ = −x cos θ + y sin θ. (2.34)

Different values for the parameters of the Gabor function will result in different
shapes and sizes of the Gabor filters. The wavelength, λ, controls the width of
the stripes, where an increase in the wavelength will increase the width. If the
orientation, θ, of the normal to the stripes is set to zero, then it corresponds to
the vertical position of the function. The phase offset, ψ, specifies how much
the stripes should be shifted relative to the center. The standard deviation, σ , of
the Gaussian function controls the size of the envelope, where a larger envelope
increases the number of stripes. The spatial aspect ratio, γ , determines the ellip-
ticity of the stripes in the Gabor function.

A filter bank of Gabor filters contains filters where the orientation and frequency
of each filter can vary. Gabor filters with varying orientation and frequency can
be viewed in Figure 2.11. These filters can be applied to images, which results in
Gabor features with high response in those parts of the image that has the same
orientation and frequency as the filter.
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Figure 2.11: Illustration of Gabor filters with varying frequencies (rows) and
orientations (columns).

2.4 Related Work

This section presents some of the research within the field of visual object track-
ing in the infrared spectrum. Over the past years, the need for short-term object
tracking in thermal imagery has increased as the number of applications for ther-
mal imagery has expanded. However, tracking in the infrared spectrum is differ-
ent compared to tracking in the visual spectrum, which led to the need for an-
other benchmark. In 2015 a new benchmark for tracking in thermal imagery was
introduced by Berg et al. [2]. The benchmark was proposed according to the Vi-
sual Object Tracking (VOT) protocol used for the evaluation of short-term single-
object tracking. The benchmark also included a new dataset, the Linköping Ther-
mal IR (LTIR), consisting of 20 thermal image sequences. These were necessary
since the public datasets at the time were considered to be outdated for the eval-
uation of trackers as a result of advancements in thermal cameras and tracking
techniques.

The thermal Infrared Visual Object Tracking challenge 2015 (VOT-TIR2015) was
the first VOT challenge that included short-term single-object tracking for ther-
mal images [12]. The challenge was similar to VOT2015, although the new LTIR
dataset was used and the attributes for the TIR images had been adjusted. The
requirement for the trackers to enter the challenge was that they needed to be
causal, short-term, and model-free, which meant that the models could not be
built on appearances beforehand. The result from this challenge showed that
the top-performing trackers belonged to various classes. This differs from the
VOT2014 challenge where correlation filter-based trackers had been the top per-
formers. However, the top-ranked tracker was the Spatially Regularized Discrim-
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inative Correlation Filter Tracker for IR (SRDCFir) which is based on the SRDCF
tracker by Danelljan et al. [8], that had been adapted for infrared sequences. This
VOT-TIR challenge appeared again in the VOT-TIR2016 challenge, where new
and more difficult sequences had been added [21]. The result in 2016 showed
that the trackers based on CNN and DCF performed the best, where the SRDCFir
continued to be the best performing tracker. The result in the VOT-TIR2017 chal-
lenge was similar to the one from the previous year, with the exception that the
winner of the challenge was the Deep Location-Specific Tracking (DLST) who is
based on deep CNNs [18].

A new challenge was introduced in the VOT2019 challenge, namely, the VOT-
RGBT2019 challenge [19]. This challenge was seen as the next step in updating
the VOT-TIR challenges where both RGB and thermal images were used for short-
term tracking. This required a completely new dataset to incorporate both RGB
and thermal images. The RGBT-dataset by Li et al. [22] was chosen for this pur-
pose. The 8 submitted and validated trackers were based on different tracking
methods, where some of them included a combination of multiple methods. Out
of the submitted trackers, the most common type of trackers was based on DCF,
multiple CNNs, and Siamese CNNs. There were also 62.5% of the trackers that
used combinations of various features, where 75% used CNN features, 37.5%
used handcrafted features and 25% used keypoints and grayscale features.

The top-performing trackers all used CNN features, which is different from the
previous TIR challenges where the handcrafted features were more dominating.
The winner of the challenge was the Multi-modal fusion for end-to-end RGB-
T tracking (mfDiMP) and the second-best was the Online Deeper and Wider
Siamese Networks for RGBT Visual Tracking (SiamDW-T). The mfDiMP was sub-
mitted by L. Zhang et al. [25] and is based on the DiMP (Discriminative Model
Prediction) which uses a target prediction network trained end-to-end with the
use of a discriminative loss. The mfDiMP fuses modalities at the feature level
on both of the predictors of DiMP. The SiamDW-T was submitted by Z. Zhang et
al. [26] and is also based on previous work, which has evolved into two fusion
strategies for RGBT. Two localization positions are gathered from the RGB and
TIR images. Afterward, random bounding boxes are suggested around these two
localizations. Individual RGB and TIR features are extracted for the correspond-
ing localization. A cross-entry module for channel-wise dot product is used to
fuse the different features. In the next step, a fully connected layer classifies the
features as either foreground or background.

The VOT-RGBT challenge was repeated in the VOT2020 challenge with the same
dataset [20]. All submitted trackers used discriminative models, where 80% were
based on DCF and 20% were based on a Siamese network. Almost all the trackers
used deep features, while only one tracker used handcrafted features. The win-
ner of the challenge was the SiamDW-T and the mfDiMP came in second place.

Outside of the VOT challenges, there exists various research on different tracking
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algorithms used for visual object tracking in thermal images. There has been a
study by AlMansoori et al. [1] on the usage of thermal infrared imagery for track-
ing in maritime environments for surveillance purposes. The reason behind this
work was to compare the advantages and disadvantages of various state-of-the-
art tracking algorithms for image sequences of marine vehicles in the mid-wave
infrared spectrum. The trackers that were evaluated in the study were the Boost-
ing tracker, the Median-Flow tracker, the Discriminative Correlation Filter with
Channel and Spatial Reliability (CSR-DCF) tracker, the Multiple Instance Learn-
ing (MIL) tracker, the Kernelized Correlation Filters (KCF) tracker, the Tracking-
Learning-Detection (TLD) tracker, the Minimum Output Sum of Squared Error
(MOSSE) tracker, the Mean-shift tracker, and the Template Matching tracker. The
result showed that the best performing algorithms were the CSR-DCF tracker
and the MIL tracker, which essentially performed equally. Another article pre-
sented by Berg et al. [3] proposes a tracking method for thermal infrared im-
agery. The method is a template-based tracker based on channel-coded distri-
bution fields, specifically designed for thermal images. The tracker is based on
the Enhanced Distribution Field Tracking (EDFT) by Felsberg [11], where the dis-
tribution fields are represented by B-spline kernel channel coded features. This
method showed great results when evaluated with the VOT evaluation toolkit on
the VOT-TIR2015 dataset. Other common algorithms for tracking in the infrared
spectrum include the use of a Kalman or Particle filter.
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In this chapter, the evaluation, including the performance metrics for the track-
ers and the chosen dataset, is described in Section 3.1. Furthermore, the imple-
mentation of the tracker along with the different experiments for degradation
approaches, and image features are described in Section 3.2.

3.1 Evaluation

This section describes the evaluation process, which includes a description of the
performance metrics and the dataset. The performance metrics used for this mas-
ter’s thesis include region overlap, failure rate, and frames per second (FPS). The
reasons for using region overlap and failure rate as metrics were influenced by the
performance metrics used in recent VOT challenges. However, the implementa-
tion of the performance metrics compared to the VOT challenges differed. All
of the chosen performance metrics were computed separately for every sequence
to avoid interference with each other. Such interference include reininitialization
for the failure rate measure, whereas the other metrics did not include reinitaliza-
tion of the tracker. Additionally, the calculations for region overlap and failure
rate affect the speed and since FPS only was used for evaluating the trackers, it
was desirable to compute the speed separately from the other metrics.

3.1.1 Performance Metrics

To compare the performance of different channels, degradation approaches, and
image features, it is necessary to evaluate them with performance metrics. Differ-
ent measurements can be of interest, including accuracy, robustness, speed, and
generality. Accuracy measures how accurate the tracker is, whereas robustness
describes how well the tracker can follow an object without failures.

29
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Figure 3.1: Illustration of intersection and union for the annotated reference
bounding box and the predicted bounding box, inspired by Čehovin et al.
[6].

Region overlap is one performance metric that can be used to measure the per-
frame accuracy of a tracker and is defined by the overlap between the annotated
reference bounding box and the predicted bounding box. An illustration of this
overlap is shown in Figure 3.1. This means that both the position and the size
of the bounding boxes are accounted for simultaneously. The equation for the
region overlap, also known as Jaccard index, is given by

φt =
BR ∩ BP

BR ∪ BP
, (3.1)

where φt represents the region overlap for frame t, BR is the area for the anno-
tated reference bounding box, and BP is the area for the predicted bounding box.
At tracking failures, this metric decreases large errors compared to metrics based
on center localization errors, since the lowest score possible for region overlap is
zero no matter how far apart the bounding boxes are. Large errors are not rele-
vant for tracking in this case, since the importance is whether the tracker follows
the object or not. The overlap can also be averaged for an entire sequence of N
frames into an average overlap as a per-sequence accuracy measurement accord-
ing to

φ̄ =
1
N

∑
t

φt . (3.2)

One way to measure the robustness of a tracker is to use the failure rate measure,
which represents the number of failures for a sequence. If the tracker fails ac-
cording to a failure criterion, the tracker will be reinitialized on the object from
the annotated reference bounding box in the next frame. The failure criterion
can be defined as when the region overlap is below a certain threshold. This is
illustrated in Figure 3.2. This measure will make use of the entire sequence and
thereby decrease the relevance for the beginning of the sequence. One disadvan-
tage with the failure rate is that it does not take into consideration if the failures
are evenly distributed or if they occur frequently in certain parts of the sequence.
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Figure 3.2: Illustration of the failure rate measure for a sequence with reini-
tialization at failures, inspired by Čehovin et al. [6].

The threshold for the failure criterion in this thesis was set to zero, which occurs
when the bounding boxes do not overlap at all.

The speed of trackers is a useful measurement to compare the efficiency between
trackers. It is of importance when it comes to different tracking applications. The
speed of the tracking algorithm can be measured by computing frames per sec-
ond (FPS). Since FPS can vary between different runs, for this thesis the speed
was averaged over three runs. The metrics average overlap, failure rate, and FPS
can also be averaged over all sequences.

Generality is of importance to see that trackers can perform well on different
types of data. A tracker with high generality can perform well on sequences with
different objects in varying surroundings and handle various challenges. This is
especially important in cases where the data is not adapted for a specific tracking
purpose. The generality of a tracker is tested by observing the performance of
the tracker on multiple sequences. One way to measure this is by comparing the
per-sequence accuracy and robustness for multiple sequences, where a tracker
with both high accuracy and robustness is considered to have high generality. In
this thesis the generality is measured by the variance of the accuracy, where lower
variance indicate a higher generality.

3.1.2 Tracking Errors

There are different types of errors that can occur while tracking. These involve
track failure, drift, false positive, and false negative. Track failure describes a gen-
eral error which means that the tracker cannot detect the target. Drift means that
the tracker continuously moves away from the target which results in decreased
accuracy and if the tracker keeps drifting away from the target it can lead to a
track failure. False positive is a track failure that happens when the tracker de-
tects something other than the target due to a false match. False negative is also
a track failure, which means that the tracker fails to detect the target despite it
being present in the scene.
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(a) Grayscale (b) Infrared

Figure 3.3: The same frame represented in both spectra.

Figure 3.4: One frame with the baseline tracker’s bounding box (green) and
the poorly annotated reference bounding box (blue).
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3.1.3 Dataset

The dataset used in both the VOT-RGBT2019 [19] and VOT-RGBT2020 [20] chal-
lenges was chosen for the evaluation of the tracker. This dataset is based on the
existing RGBT-dataset [22], which contains image sequences in the visible and
infrared spectra. Figure 3.3 displays how one image can be represented in both
spectra. However, in the VOT challenge, the bounding boxes were re-annotated
to better match the target in the sequences. All the frames in every sequence
were also marked with different attributes, namely occlusion, motion change, size
change, and camera motion. However, only 12 of these sequences in the dataset
were selected for evaluation. The selection was based on the annotated reference
bounding boxes and the different attributes.

Some annotated reference bounding boxes in certain frames in a few sequences
were poorly annotated, which meant that some of the bounding boxes did not
even mark the target in these frames. Therefore, the sequences containing these
poor annotations were excluded. An example where this occurs can be seen in Fig-
ure 3.4. Since a tracker with high generality is desirable, it was also necessary to
include several sequences with various attributes, different object sizes and types
of objects to get more variety among the sequences. The sequences are described
in Table 3.1 including details on each attribute, the number of frames and size
of the bounding box. The description only includes the number of frames each
attribute appears in the sequence, and not the specific frames they are present in
or how much the attributes change between frames.

Motion changes occur in all sequences, where 3 of these 12 sequences were cho-
sen based on the other attributes, namely occlusion, camera change, and size
change. In addition, a fourth sequence was selected for containing a large object.
These four sequences were used to study the region overlap over all frames for
different channels, degradation approaches, and image features. For some of the
chosen sequences, some streaky artifacts appear when the camera moves. These
artifacts can be seen in Figure 3.5. Additionally, the channel reliability weights
during these sequences were plotted in order to study how the tracker handles
one channel being degraded.

3.2 Tracker Implementation

First, a baseline tracker was implemented as a foundation for additional experi-
ments. The baseline tracker had two feature channels: a grayscale channel and
an IR channel. By modifying the baseline tracker, it could be adapted for other
investigations. The complete set of trackers and their relations can be seen in
Figure 3.6.

The baseline tracker was used to examine if a tracker simultaneously operating
in two channels could improve the tracking result, in contrast to a tracker only
operating in one. For this experiment, trackers using only one channel were im-
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(a) Before camera movement. (b) During camera movement.

Figure 3.5: The target before and during camera motion.

Table 3.1: Sequences and their respective number of frames, size of bound-
ing box in the first frame, and attributes which include occlusion (OC), mo-
tion change (MC), size change (SC), and camera motion (CM).

Sequence No. of Frames OC MC SC CM Size
1 123 25 123 0 0 24 × 45
2 280 0 280 0 14 32 × 36
3 299 11 299 299 0 151 × 126
4 230 44 230 0 41 112 × 93
5 418 0 341 114 30 135 × 98
6 768 0 767 767 0 28 × 70
7 128 0 128 128 0 28 × 30
8 422 28 51 0 0 35 × 50
9 672 72 671 671 0 14 × 45

10 491 0 491 284 43 58 × 143
11 426 49 426 426 2 42 × 66
12 434 73 434 434 31 25 × 61
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Table 3.2: The setup for the different experiments, where gray denotes the
grayscale channel and IR denotes the infrared channel.

Experiments Tracker

Channels
Baseline tracker: gray + IR
Single-channel tracker: gray
Single-channel tracker: IR

Degradation

Baseline tracker – gray degraded by noise
Baseline tracker – IR degraded by noise
Baseline tracker – gray degraded by blur
Baseline tracker – IR degraded by blur
Baseline tracker – gray degraded by black image
Baseline tracker – IR degraded by black image
Baseline tracker – gray degraded by white image
Baseline tracker – IR degraded by white image
Baseline tracker – gray degraded by flare
Baseline tracker – IR degraded by flare
Single-channel tracker – gray degraded by flare
Single-channel tracker – IR degraded by flare

Features

Baseline tracker + RGB channels
Baseline tracker + HOG
Baseline tracker + Deep features
Baseline tracker + Gabor features

plemented. One grayscale tracker, using only the grayscale channel from the
baseline tracker and IR tracker, which only used the IR channel of the baseline
tracker, was implemented.

The baseline tracker was also used to investigate what would happen to the track-
ing result if one of the two channels were degraded by either an intrinsic or ex-
trinsic cause. By degrading one of the existing channels using different methods,
it could be investigated how well the baseline tracker could handle various types
of degradation.

Lastly, more feature channels were added in addition to the existing grayscale
and IR channels in the baseline tracker. It was then examined if the addition of
other image features could improve the tracking result furthermore. An overview
of the different experiments can be seen in Table 3.2.

3.2.1 Baseline Tracker

The baseline tracker used in this thesis was a combination of the CSR-DCF and
the DSST based trackers. This combination was proposed in Discriminative Corre-
lation Filter Tracker with Channel and Spatial Reliability [23] with excellent track-
ing result. The CSR-DCF based tracker, described in Section 2.2.4, was used to
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Baseline tracker IR trackerGrayscale tracker

Features

RGB channels

HOG

Deep features

Gabor features

Degradation

Noise

Blur

Black image

White image

Flare

Figure 3.6: Illustration of the different trackers used in this thesis.
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estimate the two-dimensional translation of the target object. In Section 2.2.5,
the DSST is described, which was the used method for estimating the size of the
target. All parameters used for the CSR-DCF and the DSST have the same values
as the parameters in the original implementations. One iteration of the baseline
tracker is described in Algorithm 4.

The baseline tracker used two feature channels, one visual channel and one in-
frared channel. The visual channel consisted of a grayscale channel constructed
by averaging the red, green, and blue channels of a frame in the image sequence,

Igray =
IR + IB + IG

3
, (3.3)

with IR being the red channel, IG the green, and IB the blue one. Instead of using
all visual channels separately, only one visual channel is used. If one were to use
more visual channels, the visual modality might override the single IR channel.
Another method for computing the grayscale channel from RGB images included
averaging with weights for the different color channels. However, averaging with
weights worsened the results for the baseline tracker substantially. An explana-
tion for this could be that the RGB images in some sequences already resembled
grayscale images.

CSR-DCF

To estimate the target position in every frame, the CSR-DCF based tracker was im-
plemented by following the theory in Section 2.2.4 and the general theory for all
DCF trackers in Section 2.2.3. The implemented baseline tracker uses grayscale
and IR images, in contrast to the original CSR-DCF tracker that only used RGB
images. The spatial reliability map, described in Section 2.2.4, is constructed
from the color histograms of a frame and is not used for grayscale images in the
original implementation. Therefore, it was decided not to implement the spatial
reliability map. From the original CSR-DCF, the channel reliability and iterative
ADMM filter optimization were used. The following section describes implemen-
tation details of the CSR-DCF based tracker.

Since the baseline tracker uses two channels simultaneously, the position for the
target was calculated separately for each channel. The final target position was
then achieved by averaging the result from the two feature channels, described
by Equation (2.9). The channel weights were used to weigh the result from every
channel. For the channel reliability, the weights were initialized as

wl =
1
Nc
, (3.4)

where Nc is the number of channels. It was important to ensure that the sum
of the weights was one, also in the initialization step to fulfill the constraint in
Equation (2.12).
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Algorithm 4: The baseline tracking algorithm
Input:
Image frame, It .
Previous target position, xt−1.
Previous target scale, st−1.
Previous correlation filter for the translation, H trans

t−1 .
Previous correlation filter for the scale, H scale

t−1 .
Output:
Estimated target position, xt .
Estimated target scale, st .
Updated correlation filter for the translation, H trans

t .
Updated correlation filter for the scale, H scale

t .

Estimate target position:
1 Extract an image patch ztranst from It , with the scale st−1, at the previous

target position xt−1.
2 Compute correlation response g̃ trans weighed by the channel reliability

wt , using Equation (2.9).
3 The target position xt is set to the maximum of the filter response g̃ trans.
4 Estimate detection reliability wldet for every channel using

Equation (2.14).

Estimate target scale:
5 Extract an image patch zscalet from It , with the scale st−1, at the new target

position xt .
6 Create the set of image patches at S different scales from Equation (2.22).
7 Construct S one-dimensional feature descriptors from those image

patches.
8 Compute correlation response G̃t

scale, using Equation (2.29).

9 The target scale st is set to the maximum of the filter response G̃t
scale.

Update correlation filters:
10 Extract a new image patch ft with the scale st at the position xt .
11 Optimize new correlation filters H̃ trans

t and H̃ scale
t using ft .

12 Estimate learning reliability wllrn for every channel using Equation (2.13).
13 Calculate channel reliability w̃ from wdet and wlrn using Equation (2.10).
14 Update the correlation filters H trans

t and H scale
t using Equation (2.6)

respectively Equations (2.27) and (2.28).
15 Update the channel reliability wt using Equation (2.11).
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Figure 3.7: Bounding box (green) and search region (red) displayed on a
frame.

For every frame of the tracking process, an image patch was extracted. The image
patch is a small region of the image frame, containing the object target at its cen-
ter. The extracted image patches were constructed from the predicted bounding
box and are used as the search regions for the target object. When the translation
of the target between consecutive frames is large, the target risks moving out of
the search region. Therefore it is better to choose a large image patch as search re-
gion. After testing different image patch sizes, it was chosen that the image patch
should be 1.7 times larger than the bounding box annotation in both directions.
If W was the width of the bounding box and H was its height, the image patch
got the size 1.7W × 1.7H . The bounding box and search region for a frame are
visualized in Figure 3.7.

After an image patch was extracted, it was normalized. First, the range of pixel-
values was altered from integer values between 0 and 255 to floating points be-
tween 0 and 1. Then the patch was normalized to have zero as mean and a vari-
ance of one, which improves various image processing operations.

The DCF based tracking method demands that the image patch, correlation filter,
and desired Gaussian output have the same size. Since the correlation filters are
updated iteratively, the size cannot change throughout the tracking even though
the DSST tracker alters the size of the bounding box. To ensure that everything
has the same size, a base size was initialized in the first frame to have the same
size as the image patch in the first frame. This base size was then used as a
template for the size of the image patches. Every image patch was resampled to
match the base size, this entailed that the correlation filters and Gaussian should
have the same size throughout the entire image sequence. The resampling was
done using bilinear interpolation to assure a result with as few artifacts as possi-
ble.
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Figure 3.8: Hanning window applied to image patch.

As mentioned, cosine windowing can be used to reduce the impact of the circu-
lar correlation. The implemented cosine window was two-dimensional and was
constructed from the outer product of two one-dimensional Hanning windows

whanning,2D = whanning,W ⊗ whanning,H . (3.5)

The one-dimensional Hanning windows have the length of the width respectively
the height of the image patch. The cosine window applied to an image patch can
be seen in Figure 3.8

The desired Gaussian output is two-dimensional with the peak placed at its cen-
ter with the value one. The standard deviation, σ , determines the width of the
Gaussian peak. To adapt the Gaussian to the target object, σ is adapted to the
size of the bounding box. σ is therefore calculated as

σ =
1

16

√
W ·H. (3.6)

The filter optimization was performed using the method described in Section 2.2.4,
but without the filter mask m. The parameters for the filter optimization can be
seen in Table 3.3. The correlation filters were updated for every frame. The filter
update was conducted using Equation (2.6) with a learning rate η = 0.02.

Table 3.3: Parameters for filter optimization.

Parameters Values
µ 5
β 3
λ µ

100
µmax 20
Iterations 4
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Figure 3.9: Image patch with different scales.

DSST

To incorporate size estimation into the CSR-DCF tracker, the DSST tracker was
also implemented. The DSST tracker was implemented according to the theory
in Section 2.2.5, only using the grayscale feature channel. This section contains
details of the DSST implementation.

For the DSST, 33 different scales S of the target were used as the set of image
patches. Using 33 scales, the scale levels then becomes

n ∈ {−16, . . . , 16}. (3.7)

If the predicted bounding box is small, 33 scales might be excessive. In these
cases, using the smallest scales might result in image patches smaller than 1 × 1
pixels. Therefore, only 5 scales were used for objects smaller than 40 pixels in
both height and width. There also might be cases where the scales alter consid-
erably during the tracking. In the case when the target becomes considerably
smaller during the tracking, 33 scales also might be excessive. The solution for
this was to manually alter the number of scales.

The 33 scale levels were used to extract image patches with the scales determined
by

a−16, . . . , a16, (3.8)

where the scale factor a was 1.02. The scaled image patches were then resam-
pled to the base size using bilinear interpolation for all image patches. Examples
of scaled image patches can be seen in Figure 3.9. These image patches has the
scales corresponding to the scale levels −16, 0, and 16, meaning the patches with
smallest and largest scales as well as the patch with the original scale.

From the scaled image patches, the one-dimensional feature descriptors were
constructed. The feature descriptors were constructed by unraveling each im-
age patch, in the image set with different scales, to vectors. This means that the
vectors consisted of all pixels in the image patch. These vectors are then used to
compute the correlation scores for each scale using Equation (2.29).
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A cosine window was used to give a smooth scale change. The cosine window
consists of a one-dimensional Hanning window with the length S.

The Gaussian target used in the DSST was one-dimensional with the peak placed
in the middle. The peak has the value of one. For the one-dimensional Gaussian,
the standard deviation σ was determined from the number of scales,

σ =
S
16
. (3.9)

The one-dimensional Gaussian was then used together with the one-dimensional
feature descriptor to construct the one-dimensional MOSSE filter, described in
Equation (2.25). When constructing the MOSSE filter, a regularization parameter
λ equal to 0.01 was used. The MOSSE filter was updated using Equations (2.27)
and (2.28), with the learning rate η equal to 0.025.

3.2.2 Degradation

To evaluate the baseline tracker when one of the channels was degraded, several
degradation approaches were implemented to mimic real disturbances which
could affect the baseline tracker. These degradation approaches were:

• Noise

• Blur

• Black image

• White image

• Flare.

These approaches were used to model different degradation methods which can
occur in practice. The degradation could either be intrinsic, for example, lens
malfunctions, or extrinsic like weather or countermeasures. The degradation was
applied to the image patches, except for the flare degradation which was added
to the image frames. The degradation was applied after 20 frames and removed
after 100 frames for all image sequences. However, the flare was not removed
but remained throughout the video. The degradation was applied on a limited
number of frames, information from both channels was used during the entire
tracking process. If degradation had been applied throughout the entire image
sequence, the degraded channel would have been disregarded in many cases. To
investigate how each channel was affected by the degradation, the channel relia-
bility weights were examined.
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Figure 3.10: Image patch degraded by noise.

Noise

The first degradation approach was noise which was used to model both intrin-
sic and extrinsic degradation methods. Noise can for example be used to mimic
smoke or fog occurring naturally, but smoke can also be used as a countermea-
sure to decrease visibility. It could also be used to simulate intrinsic degradation.
Gaussian noise is common in digital images since it arises during image acquisi-
tion.

For the degradation, the Gaussian noise consisted of values randomly drawn from
a normal distribution with the mean µ equal to one and standard deviation σ
equal to

√
2. One noise value was calculated for every pixel in the image patch

and the noise was then added to the image patch. Due to the random factor of
the Gaussian noise, the resulting noise varied from time to time. Therefore, the
experiments using the Gaussian noise were repeated three times and an average
of these results was calculated. In Figure 3.10 the image patch degraded by noise
is shown.

Blur

Another degradation approach was blur. Blur can also be used to simulate smoke
or fog, but it can also mimic lens malfunctions leading to low sharpness in the im-
age. When an image contains a large amount of noise, blurring can be applied as
a preprocessing step for noise reduction. Blurring an image to reduce the amount
of noise is called smoothing. Blur can also be used to represent problems with
the focus.

The applied blur, used for this degradation approach was Gaussian blur. Gaus-
sian blurring is a low pass filtering procedure using a Gaussian kernel. The used
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Figure 3.11: Image patch degraded by blur.

Gaussian kernel was

1
273


1 4 7 4 1
4 16 26 16 4
7 26 41 26 7
4 16 26 16 4
1 4 7 4 1

 , (3.10)

where the sum of all elements in the filter kernel is equal to one. The Gaus-
sian kernel was then convolved with the image patch to produce a blurred image
patch. In Figure 3.11 the image patch degraded by blur is displayed.

Black Image

For the degradation, a black image can be used to represent sensor problems.
When the image sensors, on the device that is supposed to acquire the image,
are not working it can result in a completely black image. The image sensors
can stop working due to malfunctioning electronics for example. The camera can
also produce a black image if the lens is covered. Underexposure is another cause
that might lead to an image being almost completely black.

White Image

A white image can be used as a degradation approach to represent both intrinsic
or extrinsic disturbances. When an image is overexposed, it can almost be com-
pletely white. Extrinsic causes that can give rise to a white image is laser flare,
meaning that the camera is blinded by a laser.

Flare

The last degradation approach was flare. The implemented flare tried to mimic
the infrared countermeasure described in Section 2.1. The flares were constructed
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Figure 3.12: Image frame degraded by a flare.

to be texturized and with high contrast. When only using one channel, the object
tracker was supposed to follow the flare object, but by adding another feature
channel, it can be investigated if the tracker was still able to follow the target
even if one of the channels was degraded by the flare.

The flare was constructed as a circular object with a circular pattern. The size
of the flare was corresponding to either the width or the height of the bounding
box annotation. By using the smallest one of the width or height, the diameter of
the flare was determined. In frame 20, the flare object was placed in the middle of
the bounding box annotation. The flare object then moved throughout the image
sequence with a velocity of 1 pixel per frame in both the negative x- and negative
y-direction. In Figure 3.12 the image patch degraded by a flare is shown.

3.2.3 Image Features

Several different image features were chosen to evaluate if they could improve the
tracking results when combined with the baseline tracker. The implementation
of these image features are described more in detail in this section. The chosen
image features were selected based on different types of feature representations
to obtain a variation of features. The image features were also selected based on
their performance in visual object tracking. The chosen image features for the
tracker are listed here:

• RGB channels

• HOG

• Deep features

• Gabor features.
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The image features in the bullet list above were selected for various reasons. The
RGB channels were chosen as a image feature to include a color feature since
color features are common in visual tracking. HOG was chosen since it is often
used together with DCF trackers, also in the multi-modal case, with great results.
Additionally, HOG is a handcrafted feature based on gradients. Deep features, on
the other hand, are learned features. Deep features were selected since they are
widely used in the VOT challenges and have shown excellent performance. Ga-
bor is unlike the other features, a filter bank feature, and has been chosen since
it has previously been used for visual object tracking in the infrared spectrum.
Other types of feature representations, such as keypoint features, were discarded
since they were not as compatible with the tracker as other features were. Color
names are another feature representation based on color images. These were also
discarded since only the grayscale feature channel is used for the baseline tracker,
instead of RGB.

In order to obtain HOG, deep features, and Gabor features, they were computed
during tracking when image patches were extracted. Depending on the image
feature, either a grayscale image patch or an infrared image patch was used to
create the feature. Every image feature was also resampled to have the same size
as the image patch.

Histogram of Oriented Gradients

The HOG features were computed from grayscale images, where several param-
eters could be selected for this computation. The number of orientations was
chosen as 9 based on the original paper on HOG by Dalal and Triggs [7], where
the result improved when using more orientations, but using more than 9 orien-
tations did not improve the result significantly.

The number of pixels per cell was selected after studying the variation in tracking
results depending on the size of the object. In the initial studies, large variations
were observed depending on the size of the object. For smaller objects, fewer
pixels improved the tracking, whereas more pixels were better suited for larger
objects. After comparing the tracking result when using 2, 4, and 8 pixels per cell,
4 was chosen as the number of pixels per cell as it showed the highest accuracy.
The comparison can be viewed in Appendix A.3.

The number of cells per block was chosen to be 1 to keep the same dimensions
so that the resulting features contained 9 HOG features for each orientation that
had the same size as the input image.

Deep Features

The deep features were obtained by extracting feature maps from the pre-trained
convolutional neural network VGG16. This network was chosen since it has previ-
ously been used for extracting deep features. Recently, it has been used for track-
ers in VOT challenges, including VOT2019 and VOT2020. VGG16 was developed
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Figure 3.13: The architecture of the VGG16 network, with convolutional
layers (Conv), pooling layers (Pool), and fully connected layers (FC) with
their respective size.

by Karen Simonyan and Andrew Zisserman of the Visual Geometry Group (VGG)
Lab of Oxford University in 2014 [24]. The network has its name after VGG and
the fact that it consists of 16 layers with weights. The pre-trained VGG16 was
trained on the ImageNet dataset [10] that contains over 14 million images from
various categories. The network was trained to classify images from 1000 differ-
ent categories.

The required input to the network is an RGB image of size 224 × 224. How-
ever, for this master’s thesis, grayscale images were used instead. The reason for
using grayscale images and not infrared images for deep features is based on that
details are in general more prevalent in the visible spectrum compared to the in-
frared spectrum. These details are of importance when computing deep features
since the deeper layers in the network focus on extracting high-level features. To
be able to use grayscale images instead of RGB images as input to the network,
the grayscale image was repeated three times, creating an image containing three
channels.

A preprocessing step was necessary before feeding the image through the pre-
trained network. The preprocessing step included to subtract the mean value
for each RGB channel of the training images from the respective channel in the
input image and divide with the standard deviation for each channel of the train-
ing images from the respective channel. The preprocessed image I ′c for each RGB
channel is described by

I ′c =
Ic − µc
σc

, (3.11)

where I ′c represent the preprocessed image for channel c, Ic represent the input
image for channel c before the preprocessing step, µc represent the mean value
for channel c of the training images, and σc represent the standard deviation
value for channel c of the training images.
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The architecture of the network can be seen in Figure 3.13. The layers can be
separated into five blocks containing convolutional layers and pooling layers. In
Figure 3.13, each layer is denoted by the layer type and its size. The size of every
layer is determined by the number of filters and the size of the input, where the
kernel size for convolution is 3 × 3 and the pool size is 2 × 2.

The pooling layers downsamples the width and the height of the feature maps
by a factor of 2 through max-pooling with stride 2. This means that only the max-
imum value of the feature map within the pooling matrix is kept and that the
matrix is shifted two pixels at a time when applied to the feature maps. The fea-
ture maps from the last pooling layer are converted to a vector before it is passed
to the three fully connected layers. After the fully connected layers, a softmax
activation layer is applied to normalize the final classification vector.

The feature maps were extracted after each of the five blocks. The number of fea-
ture maps extracted at each block corresponds to the number of filters in those
layers. The computational time for tracking increases significantly with such a
large number of feature maps. Many of these feature maps are redundant since
they contain similar information or are uninformative for the tracking. Princi-
pal component analysis (PCA) is therefore performed to reduce the number of
feature maps, which decreases the computational time and only keeps the most
useful features for tracking.

PCA is a method for transforming the data to a new basis where the data is un-
correlated. Before computing the principal components, the feature maps are
converted to one-dimensional vectors and standardized. Standardization is nec-
essary for the initial feature maps to be consistent with each other and have a
standard normal distribution with zero mean and a standard deviation of one.

The next step in PCA is to compute the covariance matrix from the feature maps
in the spatial domain, which correlates the features to see how they are related.
If Nf is the number of feature maps, the size of the covariance matrix is Nf ×Nf ,
where the elements in the matrix describe the covariance between every feature
map. Each element in the covariance matrix C is computed by

Cov(x, y) =
1
nf

∑
(xi − µx)(yi − µy), (3.12)

where x represent one feature map, y represent another feature map, xi and yi
represent element i in their respective feature map, µx and µy is the mean of their
respective feature map, and nf is the length of the vectorized feature maps. Af-
terward, the eigenvectors and eigenvalues of the covariance matrix are computed.
The relation between an eigenvector, an eigenvalue, and a covariance matrix can
be described by

Ce = λe, (3.13)
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which means that vector e is an eigenvector with eigenvalue λ of matrix C if
Equation (3.13) is satisfied. All eigenvectors and eigenvalues of matrix C can
thereby be factorized as

C = EΛE−1, (3.14)

where C represent the covariance matrix, E represent the matrix containing the
eigenvectors in its columns, and Λ is the diagonal matrix with the eigenvalues as
elements. The eigenvalues are ordered in a descending order, where the eigenvec-
tors are ordered after corresponding eigenvalue. The principal components are
computed by projecting the feature maps onto the directions of the eigenvectors
according to

P = XE, (3.15)

where P is the matrix of principal components and X is the matrix containing the
standardized feature maps.

As a result of the eigenvectors being ordered and independent of each other, the
principal components are ordered after significance and are also independent
of each other. Most of the information from the input data is among the first
principal components. For the sake of reducing the number of feature maps, the
first five principal components were chosen to be used as deep features for track-
ing, while the rest of them were discarded. The choice was made after observing
the eigenvalues, where the retained information in each principal component de-
creased significantly in most cases after the first five principal components.

A comparison between the tracking results when extracting feature maps from
different blocks was performed to determine from which block the feature maps
yielded the best result. A comparison was made between the feature maps from
the five different blocks. See Appendix A.4 for the comparison, where the feature
maps from block 2 were considered to achieve the best results in regards to ac-
curacy. Thereby, the results for the deep features from block 2 were chosen for
comparison with the results for the other image features.

Gabor

The Gabor features were computed by applying Gabor filters on the image patches
through convolution. The parameters for the Gabor filters that are used to obtain
these Gabor features can be varied. The selected parameters for the Gabor fea-
tures can be seen in Table 3.4. Many of the objects in the chosen sequences are
small, which meant that a smaller kernel size was necessary when applying the
kernel on the image patches. The orientation, θ, was varied to obtain different
filters, where 8 different orientations between 0 − π were selected. The default
values for the phase offset, ψ, and the spatial aspect ratio, γ , according to the
function from OpenCV, were selected for the Gabor filters. The wavelength, λ
and the standard deviation, σ , were chosen after experimenting with different
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(a) Original image
patch

(b) Gabor feature,
with θ = 0

(c) Gabor feature,
with θ = 3π/8

(d) Gabor feature,
with θ = 3π/4

Figure 3.14: Illustration of Gabor features using different orientations.

Table 3.4: Parameters for Gabor features.

Parameters Values
Kernel size 7 × 7
Wavelength, λ 5
Orientation, θ nπ

8 , with n = {0, 1, ..., 7}
Phase offset, ψ 0
Standard deviation, σ 2
Spatial aspect ratio, γ 0.5

values. The Gabor filters were applied to the infrared image patches. The rea-
son behind this choice was based on the article Evaluation of Feature Channels for
Correlation-Filter-Based Visual Object Tracking in Infrared Spectrum by Gundogdu
et al. [14], where Gabor filters were applied on infrared images when tracking
in the thermal infrared spectrum. Figure 3.14 shows Gabor features computed
from an infrared image patch when using different orientations.

3.2.4 Implementation Details

The tracker implementation has been carried out in Python, version 3.9 using
various Python packages. All computations of correlation have been efficiently
conducted in the Fourier domain. The Fourier transform used was the one from
the Python package SciPy. Functions for image processing came from the SciKit-
image and OpenCV packages. NumPy was the package used for mathematical
operations, for example matrix calculations. For deep features, the pre-trained
CNN was found in the Python package PyTorch.



4
Results

This chapter presents the results for the different experiments, where the results
for multiple channels are presented in Section 4.1, degradation results presented
in Section 4.2, and results for the different features in Section 4.3.

4.1 Multiple Channels

In this section, the results for the baseline tracker and the single-channel trackers,
only using the grayscale channel or the IR channel, are presented. In Table 4.1
the per-sequence accuracy and robustness for every sequence are shown. Also the
per-sequence accuracy and robustness averaged over all sequences is displayed in
Table 4.1. In Figure 4.1 the per-frame accuracy over entire sequences is shown.
These sequences contain the attributes occlusion, camera motion, a large object,
and size change.
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Table 4.1: Accuracy (A) and robustness (R) for the baseline tracker and the
single-channel trackers operating in one channel.

Sequences Baseline Grayscale channel IR channel

Sequence 1
A 0.793 0.035 0.702
R 0.0 4.0 0.0

Sequence 2
A 0.491 0.376 0.068
R 6.0 8.0 5.0

Sequence 3
A 0.516 0.538 0.271
R 0.0 0.0 1.0*

Sequence 4
A 0.210 0.158 0.164
R 3.0 5.0* 10.0

Sequence 5
A 0.619 0.177 0.095
R 0.0 3.0 2.0*

Sequence 6
A 0.567 0.276 0.037
R 0.0 2.0 2.0

Sequence 7
A 0.605 0.566 0.599
R 0.0 0.0 1.0

Sequence 8
A 0.146 0.022 0.024
R 7.0 19.0 8.0

Sequence 9
A 0.370 0.360 0.207
R 5.0 14.0 3.0

Sequence 10
A 0.615 0.165 0.399
R 0.0 10.0 1.0

Sequence 11
A 0.320 0.017 0.486
R 4.0 15.0 1.0

Sequence 12
A 0.108 0.046 0.154
R 18.0 15.0 15.0

Averaged
Sequences

A 0.447 0.228 0.267
R 3.6 7.9 4.1

*Number of scales in DSST set to 27
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure 4.1: Region overlap for the baseline tracker and the single-channel
trackers.
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4.2 Degradation

In this section, the results from the degradation of one channel in the baseline
tracker are presented. The per-sequence accuracy and robustness for the differ-
ent degradation approaches are presented in Tables 4.2 to 4.6 while plots of the
channel reliability weights are shown in Appendix A.2. For the degradation with
flare, the results for the degradation of the single-channel trackers are also shown
in Table 4.6. In Figure 4.2 the per-frame accuracy over the entire sequence for the
degradation with flare is shown for sequences containing occlusion, camera mo-
tion, a large object, and size change. In the figures, the gray area marks when the
degradation is applied.

Table 4.2: Accuracy (A) and robustness (R) for the original baseline tracker
and the baseline tracker with one of the channels degraded by noise.

Noise

Sequences Baseline Grayscale IR

Sequence 1
A 0.793 0.209 0.775
R 0.0 2.0 0.0

Sequence 2
A 0.491 0.407 0.372
R 6.0 6.0 5.7

Sequence 3
A 0.516 0.417 0.432
R 0.0 0.7 1.0

Sequence 4
A 0.210 0.234 0.233
R 3.0 4.0 7.7

Sequence 5
A 0.619 0.414 0.298
R 0.0 0.7 1.0

Sequence 6
A 0.567 0.535 0.548
R 0.0 0.3 0.0

Sequence 7
A 0.605 0.602 0.596
R 0.0 0.0 0.0

Sequence 8
A 0.146 0.259 0.267
R 7.0 25.3 13.7

Sequence 9
A 0.370 0.425 0.415
R 5.0 2.3 3.3

Sequence 10
A 0.615 0.573 0.613
R 0.0 1.3 1.3

Sequence 11
A 0.320 0.441 0.345
R 4.0 3.3 3.3

Sequence 12
A 0.108 0.115 0.224
R 18.0 13.0 16.3

Averaged
Sequences

A 0.447 0.386 0.427
R 3.6 4.9 4.4
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Table 4.3: Accuracy (A) and robustness (R) for the original baseline tracker
and the baseline tracker with one of the channels degraded by blur.

Blur

Sequences Baseline Grayscale IR

Sequence 1
A 0.793 0.789 0.776
R 0.0 0.0 0.0

Sequence 2
A 0.491 0.484 0.374
R 6.0 6.0 6.0

Sequence 3
A 0.516 0.567 0.306
R 0.0 0.0 1.0**

Sequence 4
A 0.210 0.246 0.201
R 3.0 1.0 4.0

Sequence 5
A 0.619 0.603 0.618
R 0.0 0.0 0.0

Sequence 6
A 0.567 0.566 0.599
R 0.0 0.0 0.0

Sequence 7
A 0.605 0.602 0.604
R 0.0 0.0 0.0

Sequence 8
A 0.146 0.208 0.362
R 7.0 49.0 8.0

Sequence 9
A 0.370 0.436 0.675
R 5.0 1.0 0.0

Sequence 10
A 0.615 0.570 0.524
R 0.0 0.0 0.0

Sequence 11
A 0.320 0.381 0.367*

R 4.0 2.0 3.0

Sequence 12
A 0.108 0.106 0.108
R 18.0 14.0* 15.0

Averaged
Sequences

A 0.447 0.463 0.460
R 3.6 6.1 3.2

*Number of scales in DSST set to 27
**Number of scales in DSST set to 21
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Table 4.4: Accuracy (A) and robustness (R) for the original baseline tracker
and the baseline tracker with one of the channels degraded by a black image.

Black image

Sequences Baseline Grayscale IR

Sequence 1
A 0.793 0.802 0.197
R 0.0 0.0 2.0

Sequence 2
A 0.491 0.230 0.374
R 6.0 6.0 7.0

Sequence 3
A 0.516 0.267 0.398
R 0.0 2.0 1.0

Sequence 4
A 0.210 0.191 0.113
R 3.0 5.0* 23.0

Sequence 5
A 0.619 0.140* 0.192
R 0.0 1.0 2.0

Sequence 6
A 0.567 0.025 0.360
R 0.0 3.0 2.0

Sequence 7
A 0.605 0.611 0.590
R 0.0 0.0 0.0

Sequence 8
A 0.146 0.079 0.107
R 7.0 22.0 36.0

Sequence 9
A 0.370 0.313 0.371
R 5.0 9.0 11.0

Sequence 10
A 0.615 0.430 0.166
R 0.0 0.0 4.0

Sequence 11
A 0.320 0.082 0.295
R 4.0 4.0 11.0

Sequence 12
A 0.108 0.134 0.390
R 18.0 13.0 10.0

Averaged
Sequences

A 0.447 0.275 0.296
R 3.6 5.4 9.1

*Number of scales in DSST set to 27
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Table 4.5: Accuracy (A) and robustness (R) for the original baseline tracker
and the baseline tracker with one of the channels degraded by a white image.

White image

Sequences Baseline Grayscale IR

Sequence 1
A 0.793 0.659 0.197
R 0.0 1.0 2.0

Sequence 2
A 0.491 0.161 0.281
R 6.0 8.0 9.0

Sequence 3
A 0.516 0.238 0.246
R 0.0 3.0 2.0

Sequence 4
A 0.210 0.194* 0.113
R 3.0 6.0** 23.0

Sequence 5
A 0.619 0.140* 0.184
R 0.0 5.0 4.0

Sequence 6
A 0.567 0.025 0.091
R 0.0 8.0 8.0

Sequence 7
A 0.605 0.512 0.491
R 0.0 1.0 1.0

Sequence 8
A 0.146 0.079 0.108
R 7.0 23.0 36.0

Sequence 9
A 0.370 0.061 0.054*

R 5.0 37.0 20.0

Sequence 10
A 0.615 0.183 0.196
R 0.0 7.0 5.0

Sequence 11
A 0.320 0.082 0.142
R 4.0 6.0 11.0

Sequence 12
A 0.108 0.134 0.137
R 18.0 19.0 14.0**

Averaged
Sequences

A 0.447 0.206 0.187
R 3.6 10.3 11.3

*Number of scales in DSST set to 27
**Number of scales in DSST set to 25
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Table 4.6: Accuracy (A) and robustness (R) for the original baseline tracker,
the baseline tracker with one of the channels degraded by a flare, and the
single-channel trackers degraded by a flare.

Flare

Baseline Single-channel
Sequences Baseline Grayscale IR Grayscale IR

Sequence 1
A 0.793 0.774 0.164 0.036 0.149
R 0.0 0.0 1.0 4.0 1.0

Sequence 2
A 0.491 0.367 0.073 0.370 0.032
R 6.0 8.0 15.0 11.0 17.0

Sequence 3
A 0.516 0.230 0.140 0.188 0.148
R 0.0 2.0 1.0 2.0 6.0

Sequence 4
A 0.210 0.157 0.213 0.149 0.137
R 3.0 6.0 5.0 5.0 4.0

Sequence 5
A 0.619 0.182 0.202 0.162 0.201
R 0.0 3.0 3.0 4.0 4.0*

Sequence 6
A 0.567 0.028 0.558 0.191 0.022
R 0.0 1.0 0.0 1.0 4.0

Sequence 7
A 0.605 0.609 0.601 0.129 0.148
R 0.0 0.0 0.0 2.0 3.0

Sequence 8
A 0.146 0.163 0.202 0.021 0.057
R 7.0 14.0 7.0 19.0 18.0

Sequence 9
A 0.370 0.405 0.306 0.312 0.212
R 5.0 11.0 8.0 44.0 12.0

Sequence 10
A 0.615 0.604 0.558 0.168 0.045
R 0.0 1.0 3.0 6.0 7.0

Sequence 11
A 0.320 0.075** 0.308 0.017 0.049
R 4.0 5.0 4.0 19.0 6.0

Sequence 12
A 0.108 0.107 0.100* 0.329 0.058
R 18.0 14.0 12.0 21.0 17.0

Averaged
Sequences

A 0.447 0.308 0.285 0.173 0.105
R 3.6 5.4 4.9 11.5 8.3

*Number of scales in DSST set to 27
**Number of scales in DSST set to 25
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure 4.2: Region overlap for degradation with flare.
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4.3 Image Features

This section presents the results from using the baseline tracker in combination
with different features. The per-frame accuracy over entire sequences for the fea-
tures can be viewed in Figure 4.3 for the attributes occlusion, camera motion, a
large object, and size change. The generality, measured by the variance for the
per-sequence accuracy, is displayed in Table 4.7 for the different features. The
per-sequence accuracy, robustness, and speed for every sequence are seen in Ta-
ble 4.8.

(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure 4.3: Region overlap for the tracker using different features.

Table 4.7: Variance (V) of the per-sequence accuracy for the different fea-
tures.

Baseline RGB HOG Deep Gabor
Generality V 0.046 0.029 0.040 0.024 0.052
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Table 4.8: Accuracy (A), robustness (R), and speed (S) for the original base-
line tracker with and without different features. Speed is calculated as FPS.

Sequences Baseline RGB HOG Deep Gabor

Sequence 1
A 0.793 0.058 0.045* 0.606 0.642
R 0.0 1.0 7.0 0.0 0.0
S 53.5 39.4 25.5* 0.8 19.8

Sequence 2
A 0.491 0.376 0.423 0.376 0.352
R 6.0 9.0 8.0 7.0 6.0
S 103.8 47.8 20.9 0.8 25.8

Sequence 3
A 0.516 0.416 0.501 0.531 0.264
R 0.0 2.0 0.0 0.0 1.0
S 3.9 2.7 1.4 0.6 1.7

Sequence 4
A 0.210 0.133 0.207 0.419 0.154
R 3.0 6.0 8.0 0.0 24.0
S 8.1 5.9 6.2 0.7 6.5

Sequence 5
A 0.619 0.621 0.303 0.649 0.137
R 0.0 0.0 4.0 0.0 1.0
S 3.5 1.9 1.8 0.6 4.9

Sequence 6
A 0.567 0.393 0.379 0.347 0.028
R 0.0 2.0 2.0 1.0 1.0
S 28.6 19.5 10.0 0.8 11.6

Sequence 7
A 0.605 0.567 0.571 0.550 0.608
R 0.0 0.0 0.0 0.0 0.0
S 120.5 58.6 25.8 0.9 30.9

Sequence 8
A 0.146 0.263 0.695 0.854 0.012
R 7.0 19.0 2.0 0.0 15.0
S 47.2 19.1 10.4 0.8 21.7

Sequence 9
A 0.370 0.368 0.588* 0.408 0.373
R 5.0 1.0 19.0 26.0 6.0
S 69.1 51.6 34.7* 0.8 35.1

Sequence 10
A 0.615 0.334 0.536 0.315 0.553
R 0.0 2.0 14.0 1.0 6.0
S 6.0 9.1 3.9 0.9 6.1

Sequence 11
A 0.320 0.340 0.463 0.390 0.537
R 4.0 6.0 5.0 3.0 2.0
S 21.2 13.6 7.1 0.8 8.3

Sequence 12
A 0.108 0.116 0.119 0.444 0.120
R 18.0 20.0 36.0 16.0 9.0
S 121.7 35.0 68.5 0.9 26.3

Averaged
Sequences

A 0.447 0.332 0.403 0.491 0.315
R 3.6 5.7 8.8 4.5 5.9
S 48.9 25.3 18.0 0.8 16.6

*Number of scales in DSST set to 27
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Discussion

This chapter contains a discussion regarding the chosen method, including the
dataset. Furthermore, a discussion of the results from Chapter 4 is included in
Section 5.2.

5.1 Method

The implementation of the baseline tracker in this thesis does not require any
training data, which is an advantage over other methods based on deep learning.
In the field of visual object tracking, it is common nowadays with trackers using
CNN which requires a large amount of training data.

In certain applications, available training data is rare. The baseline tracker in
this thesis could be a good option for military applications, where there does not
always exist a lot of training data.

A weakness for the implemented baseline tracker, CSR-DCF, is the exclusion of
the spatial reliability map based on color histograms. However, the tracker has
performed well without it, and using the spatial reliability map in combination
with color channels might increase the tracking results further.

The goal was to implement a general tracker that works in as many scenarios
as possible. This was the reason the chosen parameters for the tracker and fea-
tures were not optimal for every sequence. Instead, the chosen parameters were
based on which values were better suited for the tracker on the majority of the
sequences. An alternative approach could be to adapt the tracker for a specific
purpose and in turn obtain more optimal parameters in those cases. This alterna-
tive approach risk decreasing the generality of the tracker, but it might provide a
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more robust tracker for its specific tracking purpose.

To avoid the problem of selecting nonoptimal parameters, many of the param-
eters have been chosen dynamically based on the size of the target object. How-
ever, it was not possible for every parameter, as some had to be constant due to
delimitations. Thus, for certain sequences, the tracker performed worse than it
could have with other values for some parameters.

In the case of selecting values for certain parameters for the features, the values
were chosen based on the ones with the highest averaged per-sequence accuracy.
The reasoning behind this was that accuracy was considered to be the most im-
portant performance metric, compared to speed and robustness. The annotation
of the dataset also affected some of the parameters. In some cases, the annotated
reference bounding box was more adapted for the target object, whereas in other
cases the bounding box contained parts of the background. This meant that ob-
jects with better suited bounding boxes required a larger search region to include
more of the background to be able to discriminate the target object from the back-
ground.

The DSST used for scaling had some difficulties when the objects became smaller
during the sequence, resulting in image patches with size 0 × 0. This problem
was due to how the DSST is constructed since it was not created to handle these
situations, where objects are too small. Therefore, this problem had to be solved
manually by lowering the number of scales. A more optimal solution would have
been to modify the DSST to handle these situations dynamically for every case.

The implementation of the tracker required the image patches to have the same
size throughout an entire sequence. When the target object in a sequence went
through a rather large size change, this caused some image patches to lose infor-
mation when they were downsampled. This information could have been neces-
sary for the tracking in subsequent frames. When the image patches were up-
sampled artifacts could be introduced. These artifacts might distract the tracker
from the target causing a track failure.

The filter optimization is another part of the tracker that could be modified. The
filter optimization used an iterative method without any stop criteria since the
number of iterations was predetermined. It would have been better to include
stop criteria to decrease the computational cost, otherwise, it can iterate too many
times when the optimized filter has already been found.

Introducing image features to the tracker increased the computation time sig-
nificantly. Partly, due to computation of the image features and the increase in
the number of channels the process introduces for the tracker. This can cause
problems if the image features are supposed to be used for real-time tracking.

The FPS varied between different runs with the same settings, even when it was



5.1 Method 65

averaged over several runs. Despite that, FPS can be useful to compare the over-
all speed for different trackers in relation to each other.

The failure rate only shows how many times the tracker fails. It does not take
into consideration the length of the sequence or if the tracker fails frequently
in consecutive frames due to challenges in the sequence. Besides, it is not very
meaningful to compare trackers with similar failure rates because the reason why
they fail or when they fail is not known. However, it does indicate how robust the
tracker is, if the tracker does not fail at all or if the tracker fails several times. In
some cases, the tracker could handle following an object throughout an entire se-
quence and be fairly centered on the target object, but the accuracy was still not
that high. The low accuracy was caused by the DSST in these cases, where the
predicted bounding box for the object was not scaled correctly, becoming either
too big or too small for the target object.

The implemented flare, used to degrade the baseline tracker, could be improved
to be more similar to a real flare, both in regards to appearance and movement.
A constructed flare more similar to a real one is more likely to provide realistic
results.

5.1.1 Dataset

The annotation of the dataset used in the evaluation is defective. In many frames,
the reference bounding box annotation does not correspond with either the size
of the target or its position. In some cases, the bounding box annotation is only
slightly off throughout the entire sequence, while in other sequences the annota-
tion is completely off for several frames. Another problem with the annotation is
that for some sequences it is rather unsteady.

The size of the bounding box annotation is in many cases not as accurate as one
could have hoped since the annotation tend to be larger than the target. Occasion-
ally, the size change is unsteady and not as smooth as it could have been. Having
a defective annotation affects the evaluation of the tracker. The result from the
accuracy and robustness can be lower only due to inadequate annotation. Due to
the variation in annotation quality between different image sequences, the range
to choose sequences from is limited. Instead of only choosing sequences suitable
for the aim, sequences had to be chosen based on the quality of the annotation.

Apart from the poor annotation, the image resolution is low. One drawback with
the IR imagery is that the spatial resolution is not as good as the resolution in
visual imagery. However, even the RGB images in this dataset have low spatial
resolution. Many of the RGB images were acquired at night, generating RGB im-
ages which look more like grayscale images than color images. Even the images
acquired during daytime do not consist of vivid colors but resemble grayscale
images. Using the RGB feature, in many cases only resulted in having several
grayscale channels overriding the single IR channel.
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Sequences containing the attribute camera motion also contain artifacts linked to
the camera motion. When the camera moves, streaky artifacts appear. It would
have been interesting to investigate the performance of the trackers on sequences
containing camera motion without these streaky artifacts.

All sequences contain different attributes which complicate the tracking. How-
ever, many sequences contain several of these complicating attributes simultane-
ously which makes them overly complicated. It would have been advantageous to
have a few more simple sequences containing fewer complicating circumstances.
Even though it is interesting to see the tracker perform on difficult sequences, it
is more valuable with sequences that the tracker might be able to handle rather
than impossible sequences. When the sequences are overly complicated, it is also
harder to understand the cause of the tracking failure. Many sequences include
complete occlusion during a large number of frames, in these cases, it is rather
about reinitializing the appearance model than short-term tracking. These se-
quences are not suitable for evaluating the implemented trackers and was there-
fore not chosen.

Most sequences contain similar types of objects, primarily humans or cars. To
investigate the generality of the trackers it would have been more suitable to in-
vestigate how they perform on sequences containing other types of target objects.
Since none of the objects are directly suitable for the area of application, it would
have been more suitable with a wider variety of target objects.

5.2 Result

In this section, a discussion concerning the results from the different experiments
is presented.

5.2.1 Multiple Channels

Table 4.1 shows that utilizing both the grayscale channel and the IR channel gave
an improved tracker. For most sequences, the per-sequence accuracy was highest
when using the two channels simultaneously. When only one channel was used,
the tracking worked better in the grayscale channel for some sequences, and for
other sequences, IR worked better. For instance, in scenarios where it is dark or
in poor weather conditions, it is easier to track a human in the infrared spectrum
since humans generate thermal energy. On the other hand, following an object
that does not generate heat and in clear weather conditions, it can be suitable to
track that object in the visible spectrum like the grayscale channel.

The baseline tracker showed that tracking with two channels worked even bet-
ter than when the tracking was performed with the best single channel. Also,
the robustness was improved for the baseline tracker compared to the trackers
which used only one channel. The robustness for the baseline tracker was only
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slightly better than for the single-tracker in IR. For the single-tracker using the
grayscale channel, the failure rate was more than twice as high compared to the
baseline tracker. When investigating the per-sequence accuracy and robustness
on an aggregated level, the result shows the baseline tracker works better. This
means that having a tracker operating in both channels will improve the accu-
racy and robustness. Since the tracker must work in many different scenarios, it
is advantageous to use a tracker operating in both grayscale and IR images. It
seems like using a multi-modular tracker will work in more cases since the aggre-
gated accuracy and robustness were higher than for the single-channel trackers.
A multi-modal tracker is, therefore, more general.

In Figure 4.1 one can see that the baseline tracker was able to handle occlusion
and size change in these sequences. Although the baseline tracker could track the
large object in sequence 3, the tracking appears to have worked better when only
using the grayscale channel. However, the baseline tracker worked better than
tracking only in IR. In Figure 4.1b, there was a fast decrease in region overlap for
all trackers, corresponding to camera movement. The baseline tracker was able
to track the target again after the region overlap was decreased to zero. There
was a coincidence that the tracker could find the target again and not the ability
of the tracker.

5.2.2 Degradation

In Table 4.2, it can be seen that the tracker was able to operate even if one channel
was degraded by noise. In both cases when a channel was degraded by noise, the
accuracy and robustness were close to the values for the baseline tracker. How-
ever, the tracker performed slightly worse when the grayscale channel was de-
graded, meaning that the tracking of these channels might have been slightly
more dependent on the visual channel.

In Appendix A.1 the complete result for when one channel was degraded by
noise is displayed. Since the noise was randomly drawn from a Gaussian distri-
bution, the noise varied from time to time. It can therefore be seen in Tables A.1
and A.2 that both the per-sequence accuracy and the robustness varied greatly
for the same sequence. For some sequences, degrading one channel with noise
even improved the tracking result. This was the case for Sequence 9. Applying
noise to the image patch modifies the correlation filters. This give rise to an al-
tered tracking result. These changes should be regarded as circumstantial, it was
rather a coincidence that the tracker improved than an approach for improving
the tracker.

In the weight plots in Appendix A.2, the IR weight should be the largest if the
grayscale channel was degraded or vice versa. This was not the case for several se-
quences in Figures A.1 and A.2. The tracker was able to find information valuable
for the tracking, even though noise was applied. Therefore, the channel reliabil-
ity weight was not completely determined by which channel was degraded.



68 5 Discussion

Table 4.3 shows that the tracker also can handle when one channel was degraded
by blur. In the blur case, the average per-sequence accuracy was even larger than
for the baseline tracker. The average per-sequence accuracy was also larger when
the channel was degraded by blur, than when it was degraded by noise. The
frames in the image sequence already have poor resolution, so decreasing the
resolution even further for some frames using Gaussian blur does not make a
large impact. When the IR channel was degraded, the failure rate was slightly
lower than for the baseline tracker. However, when the grayscale channel was
degraded, the failure rate was higher than for the baseline tracker. As well as for
the degradation by noise, the weights in Figures A.3 and A.4 do not agree with
the degraded channel. Even in this case, the tracker was still able to utilize the
degraded channel to find information valuable for the tracking.

As seen in Table 4.4 the tracker was able to track the target object when one
channel was degraded by a black image. Although the tracker could perform de-
spite the degradation, the aggregated accuracy and the robustness have in many
cases decreased. In the case where the IR channel was degraded, the robustness
decreased considerably. When the grayscale channel was degraded, the robust-
ness was not affected as much, but it was still decreased. The robustness when
the grayscale channel was degraded was actually higher than when the degrada-
tion with blur was performed. In the weight plots in Figures A.5 and A.6 it is
clear that the weight for the degraded channel decreased during the degradation
phase. In most cases, the weights start to increase after the degradation phase
was ended and an equalization of the weight occurred.

When one of the channels was degraded by a white image, the tracker could
in some cases still be able to conduct the tracking. This can be seen in Table 4.5.
However, the average per-sequence accuracy decreased even more in contrast to
degradation with a black image. The robustness for both degraded channels de-
creased. Since the white image contains values, in contrast to the black image,
the tracking result was inferior. During the degradation with the white image,
the values in the white image impacted the correlation filters as long as the chan-
nel reliability was not zero. In Figure A.8b when IR was degraded, the weight
for the IR channel was zero for almost the entire degradation. This phenomenon
also occurred in Figure A.8c, but not for a major part of the degradation. Due to
the values that impacted the correlation filter, it was not strange that degradation
with a white image not performed as well as with the degradation when a black
image was used.

The last degradation type was flare. As seen in Table 4.6 the tracker was able
to handle tracking with the applied flare when using both channels. When only
utilizing one channel, the accuracy and the robustness were significantly lower
which indicates that it was beneficial to use two channels. However, it can also be
seen in Table 4.6 that the flare did not disturb the target as it should, when using
one channel, for all sequences. For example, the flare did not seem to work for
sequence 2. For sequence 12 the accuracy was even higher than for the baseline
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tracker, this indicates that the target was found due to coincidence rather than
due to tracker performance.

In Figure 4.2a it can be seen that when the flare was introduced, the trackers
using only one channel and the tracker where the IR channel was degraded,
loses the target when the flare was initialized. However, the tracker where the
grayscale channel was degraded could still keep track. For Figure 4.2b, both
trackers with degraded IR channels lost the target when the flare was applied.

The region overlap for the single-channel tracker with the grayscale channel
degraded decreased significantly when the flare was initialized which indicates
that it drifted away from the object fast. It later found the target again by acci-
dent which gave a falsely high accuracy. The same effect occurred for the single-
channel tracker with the grayscale channel degraded in sequence 3 and 6. In
sequence 3 the same effect occurred for the single-channel tracker with the IR
channel degraded.

The tracker was able to handle the degradation approaches noise and blur the
best since the per-sequence accuracy and robustness were at the same level as for
the baseline tracker, or better. For the flare, the result was more ambiguous. The
tracker worked equally good for some of the sequences, while for other sequences,
the tracking performance decreased. Degrading one of the channels completely
by using black or white images was a much more difficult approach for the track-
ers to handle. In conclusion, the tracker was able to handle degradation by blur
the best and degradation by a white image the worst.

5.2.3 Image Features

The results from using different features in combination with the baseline tracker
have shown that it can both improve and worsen the baseline tracker in terms of
per-sequence accuracy, robustness, and speed, depending on the scenario. In cer-
tain sequences, it is easier to discriminate the target object in the visible spectrum,
and in other sequences, it is easier in the infrared spectrum. As a consequence of
this, when using different image features, they will perform differently depend-
ing on which type of image they are computed from.

HOG and deep features were computed from grayscale images, which meant that
these features were better suited for sequences where tracking in the visible spec-
trum was preferred. Gabor features, on the other hand, were computed from
infrared images and performed better on sequences suited for tracking in the in-
frared spectrum.

The baseline tracker and the tracker using deep features were generally the ones
with the highest per-sequence accuracy. The deep features even had the highest
per-sequence accuracy when averaged over all the sequences, while Gabor fea-
tures had the lowest per-sequence accuracy when averaged over all sequences.
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However, in sequence 7 and 11 Gabor features proved to have the highest per-
sequence accuracy and thereby showed an example of a sequence where features
based on infrared images were better suited for tracking.

Regarding the robustness, the baseline tracker and deep features were the ones
without any failures on the majority of the sequences compared to the rest of
the features. This meant that the baseline tracker and the tracker using deep
features could handle more challenges than the rest of the features. The tracker
using HOG had failed the most number of times when the failure rate was aver-
aged over all sequences. A reason behind this was that only one cell size for HOG
was chosen for all sequences. Certain cell sizes were not optimal for every sce-
nario. The choice was based on the cell size that resulted in the highest accuracy,
even though other cell sizes had a lower averaged failure rate, see Appendix A.3.

The deep features extracted from block 2 were also chosen despite the lower aver-
aged failure rate. In Appendix A.4, it is clear that the averaged per-sequence accu-
racy and robustness from the deep features after the third block decreases. Since
more high-level details are extracted from feature maps deeper in the network,
the result could be caused by the low resolution in image patches containing no
such details. Overall, for all image features, some scenarios are more difficult
compared to others. This is seen by comparing the robustness between sequence
7 and 12, wherein in sequence 7 none of the features failed and in sequence 12
all of them failed multiple times.

FPS was highest for the baseline tracker. All image features required computa-
tions, except the RGB channels, and all of them increased the number of channels
in the tracker that were used for tracking the target object. Out of the features,
RGB was the one with the highest average speed since no additional computa-
tions were necessary. The deep features are the ones with the lowest FPS. This
is because it takes longer to compute features with a network compared to com-
puting other features with only a few filters. The speed for the different features
varied between sequences. However, sequence 3, 4, 5, and 10 contain larger ob-
jects and the FPS for these sequences were lower than for the rest of the sequences.
This was to be expected since larger objects resulted in larger image patches and
consequently, a decrease in speed when more computations were required.

Figure 4.3a, where occlusion occurred, showed that the tracker works better in
the infrared spectrum, where the target object did not seem to be as occluded.
Thus, the Gabor features could handle this occlusion. A tracking failure occurred
for the tracker with HOG and RGB. Deep features did not fail completely despite
being based on grayscale images. A reason for this could be that other details
were extracted when fed through the network which aided the deep features to
continue tracking.

During a camera motion, seen in Figure 4.3b, the tracker lost track of the tar-
get object for all features. In this sequence, the camera moved far from the target
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object, therefore it was only reasonable for the tracker using these features to
stop tracking the object when the camera motion was that large. However, the
baseline tracker and the tracker using HOG redetected the target object. The re-
detection was probably an accident for the trackers because of the large camera
motion and the fact that it takes many frames before the tracker redetected the
target object.

When a large object is tracked, see Figure 4.3c, the tracker could follow the tar-
get object when using every feature, except when using Gabor features where the
tracker drifted from the target object. Later on, the tracker using RGB abruptly
stopped tracking the target object. The reason for these tracking failures was
probably not caused by the fact that they were tracking a large object, but rather
because the object was easier to discriminate in grayscale images. Therefore, us-
ing Gabor features led to drifting. The RGB likely failed because of something in
the background that gave a higher response.

Sequence 6 was one of these sequences that worked better for tracking in the
visible spectrum. This can be seen from Figure 4.3d where the tracker using Ga-
bor features lost track of the target object in the early frames, while the trackers
using the rest of the features continued to track the object.

Considering the generality, the tracker using deep features had the highest per-
sequence accuracy when averaged over all sequences and it also had the lowest
variance. Besides the baseline tracker, the deep features had the lowest averaged
failure rate. As mentioned before, among the features, deep features have failed
on the least number of sequences. However, deep features have failed multiple
times on specific sequences, but other features have done the same. Therefore,
based on the results for accuracy, robustness, and variance, deep features are con-
sidered to have the highest generality.
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Conclusion

In conclusion, the implemented CSR-DCF for this thesis has performed well for
its purpose to handle different challenges, even without the spatial reliability
map. Additionally, trackers based on DCF have generally achieved great perfor-
mance in areas with limited training data. A problem with the tracker is that
the DSST does not always scale the bounding boxes correctly. In some cases, the
bounding boxes tend to be too small or too big for the objects. The poorly an-
notated reference bounding boxes from the dataset affected the evaluation since
these annotations were used for calculating the performance metrics.

The result clearly showed that the tracker performed better when utilizing two
channels, in the visible and the infrared spectra. The accuracy and robustness
were even higher than for the best-performing single-channel tracker. Combin-
ing these two channels made the baseline tracker more robust since it could han-
dle more scenarios. In general, when one of the channels was degraded, the accu-
racy and robustness decreased. Nonetheless, using blur as degradation resulted
in an accuracy greater than the baseline tracker. Apart from blur, the tracker
could also handle when one channel was degraded by noise. Among all degrada-
tions, black image, white image, and flare had the lowest accuracy and robustness.
The trackers using only one channel could in many cases not handle the flare.
However, when using two channels the tracker could handle the flare and con-
tinue to track the target object. This is an indication that two channels improve
tracking in the presence of a flare. The results showed that deep features were
the most suitable type of image feature to use with the baseline tracker since they
had the highest accuracy, robustness, and generality among the features. Consid-
ering the speed, deep features had the lowest FPS, while RGB channels had the
highest FPS.
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6.1 Future Work

For future work, there are several parameters, in both the tracker and the image
features, that could be optimized to improve the tracker. To increase the effi-
ciency of the tracker, stop criteria could be included in the filter optimization.
Other improvements for the tracker include modifying the DSST to handle scale
changes better and thereby construct more suited bounding boxes for the objects.
In addition, adjustments in the tracker could be included to handle white image
degradations better. A more realistic flare could also be created for more realis-
tic results results. Another improvement that might contribute to better perfor-
mance for the tracker using image features could be to generate an equal amount
of features based on the visible and the infrared spectra. For instance, if deep
features are computed from a grayscale image, the same number of deep features
should also be computed from infrared images. That would ensure that none
of the channels override each other. For further evaluation, the tracker could
be evaluated using another dataset with better annotations, other targets, other
attributes, and higher resolution.
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A
Detailed Results

Detailed results for the various experiments is presented in this chapter.

A.1 Results for Complete Noise Degradation

The complete result for the baseline tracker with the grayscale channel degraded
by noise is shown in Table A.1. In Table A.2 the results for when the IR channel
was degraded by noise are shown.
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Table A.1: The Accuracy (A) and robustness (R) calculated when the
grayscale channel is degraded by noise.

Noise
Grayscale

Sequences Noise 1 Noise 2 Noise 3
Noise

Average

Sequence 1
A 0.224 0.193 0.210 0.209
R 2.0 2.0 2.0 2.0

Sequence 2
A 0.478 0.372 0.371 0.407
R 6.0 6.0 6.0 6.0

Sequence 3
A 0.567 0.351 0.334 0.417
R 0.0 2.0 0.0 0.7

Sequence 4
A 0.267 0.201 0.233 0.234
R 0.0 5.0 7.0 4.0

Sequence 5
A 0.195 0.537 0.511 0.414
R 0.0 0.0 2.0 0.7

Sequence 6
A 0.581 0.605 0.419 0.535
R 0.0 0.0 1.0 0.3

Sequence 7
A 0.606 0.601 0.600 0.602
R 0.0 0.0 0.0 0.0

Sequence 8
A 0.127 0.154 0.496 0.259
R 50.0 15.0 11.0 25.3

Sequence 9
A 0.426 0.443 0.405 0.425
R 1.0 3.0 3.0 2.3

Sequence 10
A 0.569 0.617 0.534 0.573
R 1.0 1.0 2.0 1.3

Sequence 11
A 0.493 0.348 0.483 0.441
R 3.0 4.0 3.0 3.3

Sequence 12
A 0.109 0.126 0.110 0.115
R 9.0 16.0 14.0 13.0

Averaged
Sequences

A 0.387 0.379 0.392 0.386
R 6.0 4.5 4.3 4.9
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Table A.2: The Accuracy (A) and robustness (R) calculated when the IR
channel is degraded by noise.

Noise
IR

Sequences Noise 1 Noise 2 Noise 3
Noise

Average

Sequence 1
A 0.747 0.800 0.779 0.775
R 0.0 0.0 0.0 0.0

Sequence 2
A 0.373 0.371 0.373 0.372
R 7.0 5.0 5.0 5.7

Sequence 3
A 0.418 0.461 0.415 0.432
R 2.0 1.0 0.0 1.0

Sequence 4
A 0.338 0.142 0.218 0.233
R 5.0 9.0 9.0 7.7

Sequence 5
A 0.300 0.292 0.303 0.298
R 0.0 3.0 0.0 1.0

Sequence 6
A 0.473 0.568 0.603 0.548
R 0.0 0.0 0.0 0.0

Sequence 7
A 0.599 0.597 0.593 0.596
R 0.0 0.0 0.0 0.0

Sequence 8
A 0.194 0.357 0.251 0.267
R 16.0 10.0 15.0 13.7

Sequence 9
A 0.416 0.429 0.400 0.415
R 5.0 3.0 2.0 3.3

Sequence 10
A 0.612 0.619 0.609 0.613
R 3.0 1.0 0.0 1.3

Sequence 11
A 0.273 0.484 0.277 0.345
R 2.0 3.0 5.0 3.3

Sequence 12
A 0.128 0.107 0.437 0.224
R 10.0 14.0 25.0 16.3

Averaged
Sequences

A 0.406 0.436 0.438 0.427
R 4.2 4.1 5.1 4.4
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A.2 Plots of the Channel Reliability Weights for the
Degradation

Figures A.1 to A.10 show the channel reliability weights when one of the channels
in the baseline tracker is degraded, for four different sequences. The gray area
marks in which frames the degradation is applied.

(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.1: Weight plot when the grayscale channel is degraded by noise.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.2: Weight plot when the IR channel is degraded by noise.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.3: Weight plot when the grayscale channel is degraded by blur.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.4: Weight plot when the IR channel is degraded by blur.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.5: Weight plot when the grayscale channel is degraded by a black
image.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.6: Weight plot when the IR channel is degraded by a black image.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.7: Weight plot when the grayscale channel is degraded by a white
image.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.8: Weight plot when the IR channel is degraded by a white image.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.9: Weight plot when the grayscale channel is degraded by a flare.
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(a) Sequence 1 (b) Sequence 2

(c) Sequence 3 (d) Sequence 6

Figure A.10: Weight plot when the IR channel is degraded by a flare.
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A.3 Results for HOG with Different Cell Sizes

The results for the tracker using HOG with different cell sizes are shown in Ta-
ble A.3.

Table A.3: The accuracy (A) and robustness (R) for HOG with different cell
sizes.

Sequences Cell Size 2 Cell Size 4 Cell Size 8

Sequence 1
A 0.132 0.045* 0.010
R 6.0 7.0 10.0

Sequence 2
A 0.039 0.423 0.364
R 10.0 8.0 10.0

Sequence 3
A 0.504 0.501 0.481
R 0.0 0.0 0.0

Sequence 4
A 0.219 0.207 0.210
R 10.0 8.0 16.0

Sequence 5
A 0.516 0.303 0.479
R 0.0 4.0 0.0

Sequence 6
A 0.451 0.379 0.003
R 0.0 2.0 4.0

Sequence 7
A 0.091 0.571 0.562
R 3.0 0.0 0.0

Sequence 8
A 0.831 0.695 0.702
R 0.0 2.0 3.0

Sequence 9
A 0.326 0.588* 0.047
R 7.0 19.0 10.0

Sequence 10
A 0.632 0.536 0.660
R 11.0 14.0 0.

Sequence 11
A 0.435 0.463 0.432
R 4.0 5.0 6.0

Sequence 12
A 0.122 0.119 0.009
R 13.0 36.0 20.0*

Averaged
Sequences

A 0.358 0.403 0.330
R 5.3 8.8 6.6

*Number of scales in DSST set to 27
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A.4 Results for Deep Features from Different Blocks

The results for the tracker using deep features extracted from different blocks are
shown in Table A.4.

Table A.4: The accuracy (A) and robustness (R) for the deep features from
different blocks.

Sequences Block 1 Block 2 Block 3 Block 4 Block 5

Sequence 1
A 0.230 0.606 0.513 0.662 0.052*

R 1.0 0.0 0.0 0.0 1.0

Sequence 2
A 0.737 0.376 0.373 0.377 0.214
R 6.0 7.0 7.0 7.0 9.0

Sequence 3
A 0.533 0.531 0.541 0.562 0.550
R 0.0 0.0 0.0 0.0 0.0

Sequence 4
A 0.446 0.419 0.416 0.254 0.042
R 0.0 0.0 1.0 3.0 28.0

Sequence 5
A 0.627 0.649 0.566 0.534 0.150
R 0.0 0.0 0.0 0.0 9.0

Sequence 6
A 0.416 0.347 0.453 0.345 0.0356
R 2.0 1.0 1.0 4.0 205*

Sequence 7
A 0.569 0.550 0.574 0.422 0.460
R 0.0 0.0 0.0 3.0 3.0

Sequence 8
A 0.657 0.854 0.686 0.516 0.610
R 2.0 0.0 2.0 3.0 2.0

Sequence 9
A 0.488 0.408 0.550 0.033 0.015
R 3.0 26.0 16.0 28.0 117.0

Sequence 10
A 0.190 0.315 0.169 0.182 0.108
R 3.0 1.0 2.0 2.0 14.0**

Sequence 11
A 0.201 0.390 0.415 0.367 0.037
R 4.0 3.0 4.0 5.0 8.0

Sequence 12
A 0.403 0.444 0.431 0.122* 0.008***

R 18.0* 16.0 14.0 14.0 58.0
Averaged
Sequences

A 0.429 0.491 0.474 0.365 0.190
R 3.3 4.5 3.9 5.75 38.6

*Number of scales in DSST set to 27
**Number of scales in DSST set to 25
***Number of scales in DSST set to 23
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