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Abstract

Techniques for state estimation is a cornerstone of essentially every sector of sci-
ence and engineering, ranging from aeronautics and automotive engineering to
economics and medical science. Common to state estimation methods, is the spec-
ification of a mathematical model of the underlying system in question. Typically,
this is done a priori, i.e., the mathematical model is derived based on known phys-
ical relationships and any unknown parameters of the model are estimated from
experimental data, before the process of state estimation is even started.

Another approach is to jointly estimate any unknown model parameters to-
gether with the states, i.e., while estimating the state of the system, the parame-
ters of the model are also estimated (learned ). This can be done either offline or
it can be done online, i.e., the parameters are learned after the state estimation
procedure is “deployed” in practice. A challenge with online parameter estima-
tion, is that it complicates the estimation procedures and typically increases the
computational burden, which limits the applicability of such methods to models
with only a handful of parameters.

This thesis aims to investigate how online joint state estimation and parame-
ter learning can be done using a class of models that is physically interpretable,
yet flexible enough to be able to model complex dynamics. Particularly, it is of
interest to construct an estimation procedure that is applicable to problems of
a large scale, which is challenging due to a high computational burden because
the models typically need to contain many parameters. Further, the ability to
detect sudden deviations in the behavior of the observed system with respect to
the learned model is investigated.

The studied model class consists of an a priori specified part providing a
coarse description of the dynamics of the considered system and a generic model
part that describes any dynamics that is unknown a priori and is to be learnt from
data online. In particular, a subclass of these models, in which it is assumed that
the spatial correlation of the underlying process is limited, is studied. A com-
putationally efficient method to perform joint state estimation and parameter
learning using this model class is proposed. In fact, the proposed method turns
out to be nearly computationally invariant to the number of model parameters,
enabling online inference in models with a large number of parameters, in the or-
der of tens of thousands or more, while retaining the interpretability. Lastly, the
method is applied to the problem of learning motion patterns in ship traffic in
a harbor area. The method is shown to accurately capture vessel behavior going
in and out of port. Further, a method to detect whether the vessels are behaving
as expected, or anomalously, is developed. After initially learning the vessel be-
haviors from historical data, the anomaly detection method is shown to be able
to detect artificially injected anomalies.
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Populärvetenskaplig sammanfattning

Modeller är oumbärliga för hur vi människor förstår världen omkring oss. Inom
vetenskapen så är dessa modeller framförallt matematiska och har historiskt sett
baserats på vår förståelse av fysikaliska fenomen. Således krävs det lång tid och
mycket resurser för att dessa modeller skall bli mer avancerade och kunna förkla-
ra mer komplexa fenomen. Trots detta, har dessa så kallade vitlådemodeller lett
till många fantastiska tekniska uppfinningar, framförallt ledande upp till den
digitala eran.

Inne i den digitala eran, så har de matematiska modellerna vi använder oss
av blivit mer och mer abstrakta och komplexa, med tusentals eller miljontals
parametrar. Dessa parametrar saknar ofta en fysikalisk tolkning, vilket är vitalt
för vår förståelse för hur dessa modeller fungerar. Därav kallas dessa modeller
ofta för svartlådemodeller, i kontrast till vitlådemodellerna som helt och hållet
går att fysikaliskt tolka. Mellan dessa två typer finns grålådemodeller, som är
en slags kombination av en fysikaliskt tolkningsbar modell som beskriver det vi
redan känner till om ett specifikt system och en generell abstrakt struktur som
beskriver de egenskaper vi inte känner till. En sådan modell har både egenskapen
att den kan beskriva komplexa fenomen samt att den är fysikaliskt tolkningsbar.

Vad är då nyttan med dessa modeller? Varför skall vi ha dem och vad skall
vi ha dem till? Modeller lägger grunden till hur vi beskriver så kallade system.
Ett system kan antingen vara någonting fysiskt, så som en bil, en byggnad eller
en kaffekokare. Det kan också vara något icke fysiskt, så som aktiemarknaden
eller ett tv-spel. Gemensamt för dessa ting är att vi är intresserade av systemets
tillstånd. Ett tillstånd kan t.ex. vara hastigheten eller totala lasten på en båt, tem-
peraturen eller antalet personer i en byggnad eller priset och volatiliteten hos
en aktie. I nästintill samtliga vetenskapliga grenar så är en noggrann skattning
av dessa tillstånd av stort intresse, för att t.ex. kunna planera rörelsen hos ett
självkörande fordon, med säkerhet kunna välja vilken aktie man skall investe-
ra i, kunna sänka energiförbrukningen för ventilationssystem med mera. För att
skatta ett tillstånd så krävs någon typ av modell och beroende på hur väl denna
modell beskriver systemet i fråga, så kommer tillstånden att kunna skattas mer
eller mindre bra.

En naturlig fråga att ställa sig då är hur vi får tillgång till bättre modeller?
Bättre modeller får vi antingen genom att mer matematiskt noggrannt beskriva
systemet vi är intresserade av genom de fysikaliska samband som råder, eller så
genomför vi experiment och försöker att lära oss en modell. Så kallade lärande
system är ingenting nytt, men har funnit mer och mer praktisk användarbarhet
över tid. Framförallt är det vår beräkningskraft som har blivit bättre och bättre
med tiden, vilket låtit oss använda mer och mer avancerade lärande system, även
i t.ex. våra mobiltelefoner. Det finns dock fortfarande en tröskel för de mest kom-
plexa modellerna, som fortfarande är alltför beräkningsmässigt tunga, men som
vi vill nyttja för att förbättra dels tillståndsskattningen, men även vår förståelse
för det system vi försöker modellera.

Den här licentiatavhandlingen tar en närmre titt på en typ av modell som
är både fysikaliskt tolkningsbar samt avancerad nog att beskriva komplexa feno-
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viii Populärvetenskaplig sammanfattning

men. Framförallt ligger intresset här i att modellera och förstå storskaliga system
som kräver modeller med tiotusentals parametrar eller fler. T.ex. skulle en sådan
modell kunna beskriva hur bilförare beter sig i olika trafikscenarier, hur meteo-
rologiska fenomen utvecklas över tid, hur personer tenderar att röra sig i en stad
med mera. Dessa modeller kan sedan nyttjas för att t.ex. underlätta rörelseplane-
ring för självkörande fordon, utgöra beslutsstöd för katastrofhjälp eller minska
energiförbrukningen i våra mobiltelefoner genom smartare uppkopplingar till
mobilnäten.

I denna licentiatavhandlingen beskrivs först modellen, inlärningen och en
vanlig tillståndsskattningsprocedur i ett generellt sammanhang och det påvisas
att tillståndsskattningen blir klart bättre. Sedan modifieras både modellen, inlär-
ningen och tillståndsskattningen sådant att inlärning och tillståndsskattning kan
ske i realtid, även för en modell med tiotusentals parametrar.



Acknowledgments

First of all, I would like to thank my supervisor Assoc. Prof. Gustaf Hendeby, and
co-supervisor Assoc. Prof. Isaac Skog. You have provided me with exceptional
support and technical insight into any and all problems I have faced. Your ideas,
both research related and career wise, are invaluable to me. Also, a particular
thank you to Gustaf. Had you not called during the end of my master’s thesis
and pushed me to pursue a PhD, I would not be here today. It turned out to be
one of the best decisions of my life.

Thanks to Assoc. Prof. Martin Enqvist, head of division, partly for main-
taining a friendly and open workplace, but also for your openness to new ideas.
You have a unique ability to make people feel welcomed and heard, regardless of
their background or position. Also, thanks to Ninna Stensgård for taking care of
all practicalities.

All of my colleagues, former and present, at the Automatic Control division,
thank you for the past two years. Thank you for the friendly environment, the
discussions in the fika room and the occasional visit to the pub. I very much look
forward to the rest of my time at the division. A special thank you to Tekn.Lic.
Magnus Malmström for your comments on the manuscript.

This work was supported by the Wallenberg AI and Autonomous Systems and
Software Program (WASP). Thank you partly for financing my pursuit of a PhD,
but mainly for providing ample opportunity to network with a fantastic group
of people. I hope to be able to make use of these opportunities even more in the
coming years.

To my family, thank you for all of your love and support. Even though I am
awful at keeping in touch, I am always happy to see you and hear from you.

To my second family (in alphabetical order!), Feri Bagherpour, Tobias Fridén,
Julia Gloppestad, Karl Gudmundson, Johanna Kilander, Kajsa Krämer, Daniel
Strannelind, Christopher Sundkvist, Caroline Wasing, Theodor Westny, and Lina
Åberg. You are the best friends anyone could ask for. The fun times we have,
have had, and will have, are extremely precious to me. The support and belief
you’ve shown me has served as a fantastic motivation.

Lastly, thank you Lovisa. Thank you for putting up with my shenanigans and
for your endless support during stressful times. You are my favorite person in
the world.

Linköping, November 2021
Anton Kullberg

ix





Contents

Notation xiii

I Background

1 Introduction 3
1.1 Background and Motivation . . . . . . . . . . . . . . . . . . . . . . 3
1.2 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.3 Publications and Contributions . . . . . . . . . . . . . . . . . . . . 6
1.4 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2 Function Approximation 9
2.1 Gaussian Processes . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.1.1 Computational Challenges . . . . . . . . . . . . . . . . . . . 12
2.1.2 Inducing Inputs . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2 Basis Function Expansion . . . . . . . . . . . . . . . . . . . . . . . . 15

3 Dynamical Systems and State Estimation 19
3.1 State-Space Models . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

3.1.1 Discrete State-Space Models . . . . . . . . . . . . . . . . . . 20
3.1.2 Probabilistic Modeling . . . . . . . . . . . . . . . . . . . . . 20

3.2 State Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
3.3 Parameter Estimation . . . . . . . . . . . . . . . . . . . . . . . . . . 22

4 Joint State Estimation and Function Approximation 25

5 Concluding Remarks 29
5.1 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

Bibliography 31

xi



xii Contents

II Publications

A Learning Driver Behaviors Using A GPASSM 37

B Online Joint State Inference and Learning of PUSSM 45

C Learning Motion Patterns in AIS Data 59



Notation

Mathematical notation

Notation Meaning

R Set of real numbers
R
n Set of real n vectors

R
n×n Set of real n × n matrices
x Scalar
x Vector
X Matrix

E[x] Expected value of x
∼ Distributed as

cov[x] Covariance of the elements of x
diag[X] Diagonal of X

Abbreviations

Abbreviation Meaning

ais Automatic Identification System
bf Basis Function
ekf Extended Kalman Filter
fic Fully Independent Conditional
gp Gaussian Process
gps Global Positioning System
gpssm Gaussian Process State-Space Model
kf Kalman Filter
rbf Radial Basis Function
ssm State-Space Model

xiii





Part I

Background





1
Introduction

This introductory chapter puts this thesis into its context, provides a motivational
background to the topic of interest, presents the outline of the thesis, and high-
lights the research contributions of the author.

1.1 Background and Motivation

Techniques for state estimation is a cornerstone of essentially every sector of sci-
ence and engineering, ranging from aeronautics and automotive engineering to
economics and medical science. Here, the interest lies with a specific type of
state estimation, namely filtering. Filtering is the process of estimating the state
of a system at a specific time t, given measurements from some time t0 to time
t. Common to state estimation methods, is the specification of a mathematical
model of the system in question. Typically, and especially in the filtering setting,
this is done a priori, i.e., the mathematical model is completely defined before the
state estimation procedure is started. This is either done through physical mod-
eling, where mathematically established relationships, such as Newton’s laws of
motion, are used to manually derive the system model, or the model is learned
from data using system identification techniques [11].

A mathematical model of a system can be either gray-box, with physical inter-
pretation, see e.g. [12], or it can be black-box, with limited or no physical inter-
pretation, e.g., neural networks [13, 21]. The interest in this thesis lies primarily
with gray-box models and particularly with gray-box models that consist of a well
established physical model augmented with a general black-box structure. The
idea of this type of model construct is not new and different versions of it can, e.g.,
be found in [6, 23, 28]. The Gaussian Process State-Space Model (gpssm) is one
example of a model that can be interpreted in this sense, see [2, 6, 23, 24]. This
model is both flexible, as well as physically interpretable (in some cases). This
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4 1 Introduction

(a) A four-way intersection with semi-
deterministic motion patterns. Image courtesy
of Tyler Lindsay.

(b) Learned vehicle acceleration
throughout a three-way intersection

Figure 1.1: An intersection scenario where vehicles adhere to specific traf-
fic regulations and typically follow semi-deterministic motion patterns, see
(a). Methods that can efficiently learn these patterns can enable more ad-
vanced motion planning techniques which takes these patterns into account.
These motion patterns can for instance be captured by the vehicle accelera-
tion throughout the intersection, such as in (b).

thesis concerns a particular type of gpssm, which consists of an a priori speci-
fied State-Space Model (ssm), augmented with a Gaussian Process (gp), see e.g.
[28]. This model is interpretable by construction and otherwise shares properties
with other types of gpssms. The primary drawback with these models, in their
standard formulation, is that they are computationally prohibitive. This thesis
explores some remedies to this problem and focuses primarily on the challenge
of online inference of large-scale models, where the number of parameters are in
the order of tens of thousands or more.

Such large-scale models are useful for instance when trying to learn how
pedestrians typically move in a city to efficiently predict how to switch mobile
network base stations, or to provide indoor positioning through the use of mag-
netic field measurements [6]. In this thesis, mainly two problems requiring such
large-scale models are explored, which serve as numerical examples of the types
of problems that are of interest. The first problem focuses on a, to many, familiar
setting of an intersection, pictured in Figure 1.1. In this scenario, vehicles (or
drivers) adhere to specific traffic regulations and typically follow partially deter-
ministic motion patterns, see Figure 1.1a. This information can for instance be
captured by the vehicle acceleration throughout the intersection, such as in Fig-
ure 1.1b. Learning this information could potentially open up for more advanced
decision making for autonomous vehicles, where predicted vehicle trajectories
can be taken into account to optimize the trajectory of the own vehicle. Another
possibility is to lower the measurement frequency of the onboard sensors, as the
necessary state dynamics information is available purely through the learned mo-
tion patterns, potentially saving energy if used on a regular basis.
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(a) Original gps data. The dots in are gps
measurements from ships traveling in the re-
gion between January 2019 and April 2020.
Data courtesy of the Swedish Defense Research
Agency (FOI).

(b) Learned vessel acceleration going
out of port. The top right arrow shows
the direction of travel of the vessel.

Figure 1.2: A coastal region outside Västervik, Sweden, where ships travel in
and out of port. It is apparent from (a) that the ships follow specific routes in
and out of the harbor. Deviations from these routes or motion patterns could
be indications of, e.g., illicit activity or an accident. By learning the motion
dynamics of the vessels in this particular region, see (b), such activity can
potentially be detected through the deviations from these learned dynamics.

The second problem primarily concerns detection of anomalous behavior, in
the sense that the model is not able to adequately describe the behavior of the
observed system. Particularly, the anomaly detection is exemplified through a
maritime safety example, where a harbor area is to be surveilled, see Figure 1.2a.
The ships traveling in the region adhere to specific routes when traveling in and
out of the harbor area. Deviations from these routes may be an indication of,
e.g., illicit activity or an accident. Detecting such deviations can for instance be
done by learning the motion dynamics throughout the surveillance region, see
Figure 1.2b. Further, it is in this context also possible to utilize the motion infor-
mation to make informed decisions for motion planning, potentially increasing
safety and efficiency moving throughout the harbor.

Thus, this thesis is concerned with efficient online learning of partially un-
known, augmented state-space models, particularly aimed toward models where
the number of parameters is in the order of tens of thousands or more.

1.2 Research Questions

This thesis aims to investigate a certain type of interpretable, but flexible, model
class and how it can be utilized for problems of a large-scale. Specifically, the
thesis aims to answer the following questions:
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• In what types of applications is it beneficial to combine an a priori known,
physically established, model with a black-box structure to yield an inter-
pretable, yet flexible model?

• How can such a model be made practically useful in a wider range of ap-
plications, particularly for problems that are of a large scale and require
models with tens of thousands of parameters or more?

• How can it be detected whether a system is behaving as expected or anoma-
lously and how should an anomaly be defined?

1.3 Publications and Contributions

All of the content of this thesis is based on the following three reviewed and
published papers.

Paper A: Learning Driver Behaviors Using A Gaussian Process Augmented
State-Space Model.

Anton Kullberg, Isaac Skog, and Gustaf Hendeby. Learning Driver
Behaviors Using A Gaussian Process Augmented State-Space Model.
In 2020 IEEE 23rd International Conference on Information Fusion
(FUSION), Virtual, July 2020.

Paper A introduces the class of models studied in this thesis, namely augmented
gray-box models that are both interpretable and adaptive. It provides a detailed
derivation of the general inference scheme considered. It provides the first large-
scale example that illustrates one type of application where it is beneficial to
combine an a priori established dynamical model with a generic black-box struc-
ture. Lastly, it shows that the augmented model reduces the overall estimation
error as compared to using only the physically derived state-space model, which
demonstrates the usefulness of the augmented model.

In Paper A, Isaac Skog (IS) and Gustaf Hendeby (GH) had the research idea
and provided help with improving the manuscript. Anton Kullberg (AK) imple-
mented the idea, carried out the simulation experiments and wrote the paper.

Paper B: Online Joint State Inference and Learning of Partially Unknown
State-Space Models.

Anton Kullberg, Isaac Skog, and Gustaf Hendeby. Online Joint State
Inference and Learning of Partially Unknown State-Space Models. IEEE
Transactions on Signal Processing, 69:4149 – 4161, 2021. ISSN 19410476.
doi: 10.1109/TSP.2021.3095709.

Paper B investigates the computational aspects of the proposed inference scheme
when applied to large-scale problems. An approximate inference scheme that
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enables online inference in large-scale models, and which is essentially compu-
tationally invariant to the number of model parameters, is proposed. By using
compactly supported radial basis functions and an approximate Kalman gain, the
computational complexity is considerably reduced and is essentially determined
by the support of the basis functions. The approximation works well when the
system dynamics exhibit limited correlation between points well separated in the
state-space domain. The method is shown to have competitive system dynamics
estimation performance as compared to the method in Paper A and is real-time
applicable even for models with a large number of parameters and problems of a
large scale.

In Paper B, AK had the idea, implemented it, carried out the evaluations and
wrote the paper. IS and GH provided research discussions and help with improv-
ing the manuscript.

Paper C: Learning Motion Patterns in AIS Data and Detecting Anomalous
Vessel Behavior.

Anton Kullberg, Isaac Skog, and Gustaf Hendeby. Learning Motion
Patterns in AIS Data and Detecting Anomalous Vessel Behavior. In
2021 IEEE 24th International Conference on Information Fusion (FU-
SION), Sun City/Virtual, Nov 2021.

Paper C provides a practical, real, example of scenarios of interest, highlighting
a potential real-world use for the inference method developed in Paper B. It uses
the method developed in Paper B to learn a model of nominal vessel routes from
ais data. It also proposes a method to detect anomalous behavior, which in the
context of Paper C is defined as vessels not adhering to the nominal routes. The
proposed method is shown to capture nominal vessel behavior from historical
data and is subsequently able to detect artificially injected anomalous behavior.

In Paper C, AK, IS, and GH together had the idea. AK implemented it, carried
out the evaluations and wrote the paper. IS and GH provided research discus-
sions, technical support and help with improving the manuscript.

1.4 Thesis Outline

The thesis is divided into two parts, the first part, consisting of Chapters 2–5,
presents background material and introduces the studied field of research to new-
comers or readers that want to refresh their memory. Chapter 2 gives an intro-
duction to function approximation and the two function parametrizations used
in the publications presented in Part II. Chapter 3 introduces the notion of dy-
namical systems, and state and parameter estimation in such systems. Chapter 4
combines the two former chapters into the general inference scheme of interest
in this thesis and provides thorough background knowledge to understand the
content of the publications more easily. Chapter 5 concludes the first part of the
thesis and highlights a few key areas in which to focus future research efforts.
Part II contains the publications listed under Section 1.3.





2
Function Approximation

This chapter introduces some fundamental techniques for approximating general
functions. Before diving into these particular approximators, it is appropriate to
briefly discuss what is meant by function approximation in the context of this
thesis.

To begin, it is assumed that there exists a function f 0(x) ∈ R of some input
x ∈ R

n. The function takes x as input, and produces a real-valued response. The
particular form of f 0(x) is irrelevant, it only needs to exist. The function f 0

can not be queried perfectly, but there are noisy measurements of some function
values, i.e.,

y = f 0(x) + e, (2.1)

where y ∈ R is a measurement, and e is a random noise corrupting the observed
function values. We can assume that there exists N such measurements and col-
lect those measurements in a vector yN . The corresponding inputs are collected
in the matrix X. The goal is to compute an approximand f of the function f 0,
such that it resembles the true function as closely as possible, where the close-
ness is defined by some metric, e.g., the mean squared error

1
N

N∑
i

[f 0(xi) − f (xi)]
2. (2.2)

Particularly, the interest here lies not with computing the approximand, but uti-
lizing the resulting approximation to predict function values at new inputs.

The approximand f (x) can be modeled in a variety of ways, two of which are
discussed in this thesis. Section 2.1 introduces the Gaussian Process (gp) function
description and highlights its strengths and limitations. Section 2.2 presents the
Basis Function (bf) expansion description and how it relates to the gp.

9



10 2 Function Approximation

2.1 Gaussian Processes

There are mainly two ways of viewing a gp, the weight space view and the func-
tion space view. Here, the function space view is briefly presented, as it is the
most common presentation in the literature. For a thorough introduction to gps,
see [17].

Technically, a gp is nothing less and nothing more than a collection of random
variables. The defining property of a gp is that regardless of whatever subset of
variables that is chosen from this collection, it is jointly Gaussian distributed.
Formally, given an input x, the real-valued function f (x) given by

f (x) = GP (m(x), κ(x, x′)), (2.3)

is a gp. The mean function m(x) and covariance function (kernel) κ(x, x′) are
given by

m(x) = E[f (x)] (2.4a)

κ(x, x′) = E[(f (x) −m(x))(f (x)′ −m(x′))]. (2.4b)

For simplicity, the mean function m(x) is assumed to be 0, but can generally be
used to include any prior information one may have about the function in ques-
tion. Further, any measurements are assumed to be corrupted by Gaussian noise,
i.e., in the model (2.1), the noise e ∼ N (0, σ2

e ).
Now, let f∗ be the function values at some arbitrary inputs X∗. Then, the

measurements yN and function values f∗ are jointly Gaussian distributed as(
f∗

yN

)
| X,X∗ ∼ N

((
0
0

)
,

(
K∗∗ K∗f
Kf∗ Kff + σ2

e I

))
. (2.5)

Here, [K∗f]i,j = κ([X∗]i , [X]j ), i.e., matrices where each entry is an evaluation of
the kernel κ for the inputs related to the subscript variable. From this joint dis-
tribution, the conditional of f∗ given yN , i.e., the posterior, can be obtained as

f∗ | yN ,X,X∗ ∼ N
(
f̄∗, cov(f∗)

)
(2.6a)

f̄∗ = K∗f
[
Kff + σ2

e I
]−1

yN (2.6b)

cov(f∗) = K∗∗ − K∗f
[
Kff + σ2

e I
]−1

Kf∗. (2.6c)

Hence, the gp is a non-parametric method, as it uses the raw measurements them-
selves to predict new function values, in contrast to parametric methods which
assume some parametric structure and summarize the data in the parameters.

All that is left to do is to specify the kernel κ and the gp can then immediately
be used to predict function values at any given input x′ . A very common choice
is the squared exponential kernel, given by

κ(x, x′) = σ2
f exp

(
− 1

2l2
‖x − x′‖2

)
, (2.7)
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(a) Three random samples from gp prior
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(b) Three random samples from gp posterior

Figure 2.1: Random samples from a gp prior and posterior predictive dis-
tribution. The gray confidence interval is the 3σ interval for the prior and
posterior predictive distribution, respectively. Clearly, the gp represents a
distribution over functions, where the measurements guide the posterior to-
ward the measured values.

where l is called the characteristic length-scale and σ2
f is the signal variance. Of

course, other choices exist that essentially changes how the gp extrapolates from
the given data. This extrapolation implies a distribution over possible functions.
To clearly illustrate this property, as well as the posterior predictive distribution,
a visual example, akin to [17], is instructive.

Example 2.1: Distribution over functions
Assume a gp prior on the approximand f (x), with mean m(x) = 0 and covariance
given by κ(x, x′), where κ is the squared exponential kernel with σf = 1, l = 1.
This implies a predictive distribution which can be sampled from. Three such
samples are shown in Figure 2.1a, where the prior predictive distribution is also
shown with a 3σ interval. Clearly, the three samples represent completely differ-
ent functions, even though they share some properties, such as the smoothness.
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Now, four measurements are taken at equidistant points in the input space
with a measurement noise that has standard deviation σe = 0.1. Then, the poste-
rior predictive distribution can be calculated according to (2.6) and subsequently
sampled from. Again, three such samples are visualized in Figure 2.1b, where it
is clear that the measurements guide the posterior predictive distribution toward
the measured values, where the uncertainty is now low, whereas the predictive
distribution is very similar to the prior far away from the measurements.

2.1.1 Computational Challenges

One particular problem that the gp formulation from the previous section suffers
from, is its computational complexity. Particularly, note that the kernel matrix
Kff ∈ R

N×N in (2.6) needs to be inverted to obtain the posterior predictive distri-
bution. Hence, the computational complexity of the ordinary gp implementation
is of order O(N3), which quickly becomes unmanageable as N grows.

There are mainly two approaches to tackle this problem presented in the liter-
ature:

• Global approximation: Parametrize the gp with inducing inputs, see [16,
22].

• Local approximation: Divide the input space into distinct, assumed inde-
pendent, regions and fit a gp in each region separately. See e.g. [6, 10, 14].

Here, the first approach is used and one inducing input approximation is de-
scribed. For an excellent review of multiple such approaches, see [16].

2.1.2 Inducing Inputs

First, introduce a set of auxiliary variables, ξ = [ξ1 . . . ξ J ], that represents func-
tion values at particular input locations, i.e., ξ j = f ([xξ ]j ). Note that the variables
ξ, referred to as inducing variables, are just gp function values, similar to f and
f∗, and hence are jointly Gaussian distributed with f and f∗. Particularly, it is
possible to recover p(f, f∗) by marginalizing p(f, f∗, ξ) w.r.t. ξ, i.e.,

p(f, f∗) =
∫
p(f, f∗, ξ)dξ =

∫
p(f, f∗|ξ)p(ξ)dξ. (2.8)

To get any computational benefits, the joint conditional prior p(f, f∗|ξ) is now
approximated as p(f, f∗|ξ) ' q(f, f∗|ξ) = q(f|ξ)q(f∗|ξ), i.e., the test values f∗ are
conditionally independent of the training values f, conditioned on ξ. Hence, the
inducing variables ξ act as parameters in which all of the information from the
measurements is summarized. For the purposes in this thesis, additional approx-
imations are necessary to fit into the estimation framework. Here, the Fully In-
dependent Conditional (fic) approximation is used, which was technically first
introduced in [16] but should probably, as stated in [16], be attributed to [22].
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Fully Independent Conditional

Essentially, the fic approximation assumes that

q(f|ξ) =
N∏
i=1

p(fi |ξ), (2.9)

i.e., that the training values are conditionally independent, given ξ. This yields
the likelihood

p(y|f) ' q(y|ξ) = N (KfξK
−1
ξξξ, diag [Kff − KfξK

−1
ξξKξf]︸                 ︷︷                 ︸

(∗)

+σ2I). (2.10)

Hence, the measurements are completely independent, which is a necessity for
the sequel. Further, note that the only difference from the exact likelihood is the
diagonalization of (∗).

Now, the joint density of y and ξ is given by(
ξ
y

)
| X, xξ ∼ N

((
0
0

)
,

(
Kξξ Kξf
Kfξ Λ + Qff

))
, (2.11)

where Qab = KaξK
−1
ξξKξb and Λ = diag[Kff − Qff + σ2I]. Thus, the posterior of ξ

conditioned on the measurements y is given by

p(ξ|y) = N (ξ̄, cov(ξ)) (2.12a)

ξ̄ = Kξf(Λ + Qff)−1y (2.12b)

cov(ξ) = Kξξ − Kξf(Λ + Qff)−1Kfξ . (2.12c)

Further, fic also assumes that the test values are conditionally independent given
ξ and factorize precisely as in (2.9). Thus, the predictive distribution conditioned
on the measurements is given by

p(f∗|y) =
∫
p(f∗|ξ)p(ξ|y)dξ = N (f̄∗, cov(f∗)) (2.13a)

f̄∗ = Q∗f(Λ + Qff)−1y (2.13b)

cov(f∗) = diag[K∗∗ − Q∗∗] + Q∗∗ − Q∗f(Λ + Qff)−1Qf∗. (2.13c)

To highlight the effects of this approximation, a graphical example is provided in
Example 2.2.

Example 2.2: fic approximation
Assume that 200 noisy measurements are available of the function f (x) = sin(πx)

πx
in the interval x ∈ [−10, 10]. A squared exponential kernel is used for the gpwith
length scale l = 1 and signal variance σf = 0.05. From these 200 measurements,
30 input locations are chosen at random as inducing inputs and the posterior
predictive distribution is calculated for both the fic approximation as well as
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Figure 2.2: Posterior predictive distribution of a full gp and a fic approxi-
mation. 200 noisy measurements, shown as black dots, with σ = 0.05 were
used to find the posteriors. 30 input locations were chosen at random from
the training data to be used as inducing inputs xξ for the fic approxima-
tion (visualized as red crosses). A squared exponential kernel was used with
length scale l = 1 and signal variance σf = 0.2. Where there are an abun-
dance of inducing inputs, the fic approximation matches the full gp well,
whereas it does not manage to capture the “true” predictive posterior at lo-
cations where there are no inducing inputs, e.g., around x = −5.

the full gp. The resulting posteriors are visualized in Figure 2.2, together with
the true function and the measurements. The inducing inputs are shown as red
crosses and the measurements are visualized by black dots.

Where there are an abundance of inducing inputs, the fic approximation
matches the full gpwell, whereas it does not manage to capture the “true” predic-
tive posterior at locations where there are no inducing inputs, e.g., around x = −5.
Hence, as long as there are inducing inputs at locations of interest in the input
space, the approximation works well.

As Example 2.2 shows, the choice of inducing inputs xξ is of importance to
be able to approximate the true predictive posterior well. There are numerous
approaches to select the locations of the inducing inputs, e.g., uniformly over
the input space, selecting certain training data points as inducing variables (as
in Example 2.2) [19], maximizing the marginal likelihood w.r.t. the inputs xξ

[22, 26], etc. In this thesis, the primary method of choice is the first alternative.
This is mainly for computational reasons, which is discussed in Paper B [8], and
to avoid extra optimization steps.
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2.2 Basis Function Expansion

The core idea of the bf expansion is the construction

f (x) =
J∑
j=1

φj (x)θj = φ>(x)θ, (2.14)

where φj is referred to as a basis function and θj is its corresponding weight.
Further, φ = [φ1 . . . φJ ]> and θ = [θ1 . . . θJ ]>. Note that φ(x) = x corresponds
to a completely linear model.

The function φ is free to choose, but the focus in this thesis lies with the
family of Radial Basis Functions (rbfs) [3], as they are universal approximators
[15]. This family of functions depend solely on ‖x − ξ‖, i.e., the radial distance
between the input and a parameter ξ, known as the bf center. An example of an
rbf is the Gaussian rbf, given by

φG(x) = exp(−‖x − ξ‖
2

2l2
), (2.15)

where l is the length-scale.
Assuming the measurement model (2.1) with e ∼ N (0, σ2

e ), the measurement
likelihood is given by

p(y|θ) =
N∏
i=1

p(yi |θ) = N (y;φ>θ, σ2
e I). (2.16)

Further, selecting a prior on the parameters θ as p(θ) = N (θ; 0, σ2
f I), yields the

posterior

p(θ|y) =
p(y|θ)p(θ)

p(y)
= N (θ; θ̄,Σ) (2.17a)

θ̄ =
1

σ2
e
Σφy (2.17b)

Σ−1 =
1

σ2
e
φφ> +

1

σ2
f

, (2.17c)

where the dependence on x has been dropped for notational convenience. The
posterior predictive distribution is then given by

p(f∗|y,X∗) = N (f∗; φ(X∗)>θ̄, φ>(X∗)Σφ(X∗)). (2.18)
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Figure 2.3: 3σ -interval of a bf expansion model with a Gaussian rbf, with
length-scale l = 1. 200 noisy measurements, shown as black dots, with σ =
0.05 were used to compute the parameters. 30 input locations were chosen
at random from the training data to be used as bf center ξ, visualized as
red crosses. Where there are an abundance of bfs, the estimated function
matches the true function well. However, where the bfs have little to no
influence (at the edges), the uncertainty is very low, which is opposite from
what would be reasonable. This is generally not a big issue, as long as the
bfs cover the entire input space reasonably well.

Example 2.3: bf expansion regression
Using the same construction as in Example 2.2, 30 data points were chosen at
random as bf centers ξ. The length-scale of the bfs was set to l = 1, similar to the
kernel parameters in Example 2.2. The posterior of the parameters θ were found
by (2.17) with σ2

f = 0.2. The posterior predictive 3σ uncertainty is visualized in
Figure 2.3. The measurements are illustrated with black dots, the bf centers as
red crosses, and the actual bfs as the red dashed lines.

The bfs technically span all of the function support, since the Gaussian rbf
has global support, i.e., φG(x) > 0, ∀x. However, the predictive uncertainty ap-
proaches 0 far away from any basis functions, as φG(x)→ 0 when |x−ξ | increases.
This is due to the deterministic relationship between f(x∗) and θ, recall (2.14).
Particularly, note that the predictive uncertainty is given by (2.18) and will thus
diminish as φ(x) → 0. This is generally not that big of an issue as long as there
are bfs with non-negligible values covering the entire input space.

The bf expansion (2.14) can also be interpreted as a gp. Particularly, if the
prior p(θ) = N (θ; 0, σ2

f ) is assumed, the expansion corresponds to a gp with the
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particular choice of kernel

κ(x, x′) = σ2
f

J∑
j=1

φj (x)φj (x′). (2.19)

With the particular choice of bf as the Gaussian rbf (2.15), and letting the num-
ber of bfs J → ∞, the equivalent kernel is the squared exponential (2.7). For a
finite number of bfs and a specific prior on the weights θ, the expansion instead
corresponds to the deterministic inducing conditional approximation detailed in
[16], originally attributed to [20]. For details, see Chapter 4 in [17], where the
connection is thoroughly discussed.





3
Dynamical Systems and State

Estimation

A dynamical system is in essence a system which somehow evolves or changes
over time. These systems can be physical entities, such as a road vehicle, a build-
ing or a coffee machine. They can also be nonphysical, such as the stock exchange,
the housing market or a video game. This chapter introduces some fundamental
aspects of dynamical systems, such as how they can be modeled and procedures
for estimating properties of interest in these systems.

To this end, Section 3.1 presents the State-Space Model (ssm) in functional
form as well as its probabilistic counterpart. Section 3.2 briefly explains state
estimation from a Bayesian perspective. The content of the chapter is mainly
based on [4, 18].

3.1 State-Space Models

One way of describing a dynamical system, is by constructing an ssm. An ssm
describes the system in terms of its states. A state can represent essentially any-
thing of interest, but generally changes over time. In the case when the dynamics
of a car is to be modeled, a state could for instance be its velocity or tire load. In
general, a continuous-time ssm can be of the form

ẋ = f (x,u,w, θ) (3.1a)

y = h(x,u, e, θ), (3.1b)

where x refers to the state, u is a known input to the system, w is another stochas-
tic component, often referred to as the process noise. Further, y denotes the mea-
surements and e is a stochastic component, referred to as the measurement noise.
Lastly, θ are model parameters that are either known a priori or that need to be
estimated.

19
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The ssm (3.1) consists of a transition model (motion model) (3.1a), and a mea-
surement model (sensor model) (3.1b). The transition model summarizes what
is known about the considered system in a concise, mathematical description. It
can, for instance, describe how acceleration relates to velocity or how a room is
heated by a radiator. Most commonly, the transition model is specified through
the use of physical and mathematical relationships, e.g., by use of simple New-
tonian physics. The measurement model, on the other hand, describes what is
being measured, and how that mathematically relates to the states of the system.
It is completely defined by the sensors that are used to obtain the measurements
and of what states of the system that are of interest. This essentially means that
(3.1a) can be viewed as a user choice, whereas (3.1b) is defined by the system (and
the choice of (3.1a)).

3.1.1 Discrete State-Space Models

To be able to use the continuous-time model (3.1) in a practical (computer) imple-
mentation, it is necessary to discretize it. The discretization process amounts to
“sampling” the necessary entities (the state, input, etc.) at specific points in time.
In essence, it alters the model description to

xT+Ts = fT (xT ,uT ,wT , θ) (3.2a)

yT = hT (xT ,uT , eT , θ). (3.2b)

The important distinction between (3.2) and (3.1) concerns the transition models,
(3.2a) and (3.1a). A loose, conceptual, description of (3.2a) might be: “given what
I know about the state at time T , what will the state be at time T +Ts”, where Ts is
referred to as the sampling interval. In contrast, (3.1a) can be loosely interpreted
as “given the state, how fast is it changing”. In the sequel, the model (3.2) is
the main concern, as this is the most practically useful model. Henceforth, the
notation shall be altered slightly to a more general “time index” k, where the
sampling interval is implicitly included, i.e., if k corresponds to T , then k + 1
corresponds to T + Ts.

3.1.2 Probabilistic Modeling

The model (3.2) has an analogous probabilistic interpretation and can instead be
expressed in terms of conditional probability density functions, i.e.,

xk+1 ∼ p(xk+1|xk ,uk , θ) (3.3a)

yk ∼ p(yk |xk ,uk , θ). (3.3b)

Here, (3.3a) is referred to as the transition density and (3.3b) is the measurement
density. Since the input uk is assumed known, the explicit conditioning on uk is
dropped for notational convenience in the sequel.

The model (3.3) expresses the dynamical system in a formulation where it is
convenient to reason about uncertainty. The uncertainty is captured by the result-
ing posterior probability density, which completely describes and encapsulates
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what belief that is currently held about the, in this case, states and parameters of
the system.

3.2 State Estimation

The process of state estimation (inference) is here described in a probabilistic
manner using the representation (3.3), but the algorithms may as well be derived
using (3.2).

Before describing the state estimation process that is of interest here, it is
assumed that the measurements arrive sequentially, i.e., the number of measure-
ments grows over time. The interest herein then lies with computing an estimate
of the state at a certain time k, given all the previous measurements, i.e., filtering.
For notational brevity, the parameters θ are left out. Hence, the object of interest
is the posterior distribution

p(xk |y1:k) =

(∗)︷   ︸︸   ︷
p(yk |xk)

(∗∗)︷        ︸︸        ︷
p(xk |y1:k−1)

p(yk |y1:k−1)
, (3.4)

where y1:k is the sequence of measurements between time 1 and time k. The
factor (∗) can be recognized as the measurement density (3.3b), whereas (∗∗) is
the predictive density given by

p(xk |y1:k−1) =
∫
p(xk |xk−1)p(xk−1|y1:k−1)dxk−1. (3.5)

Here, the first factor can be recognized as the transition density (3.3a), whereas
the second term is the posterior at time k − 1. Hence, (3.4) and (3.5) define recur-
sions which are alternated between prediction via (3.5), and incorporation of a
new measurement via (3.4). Henceforth, (3.4) shall be referred to as the measure-
ment update, as it incorporates the measurements into the estimate, and (3.5) is
called the time update, as it “propagates” the state estimate forward in time.

Generally, the recursions do not have an analytical solution except for in a
few special cases, most famously the Kalman filter (kf) [5], which is the solution
in the case of a linear ssm with additive Gaussian noise, i.e., e, w are Gaussian
distributed. If the model is instead nonlinear or non-Gaussian, approximations
are necessary. There are mainly two ways of dealing with the lack of an analytical
solution:

1. Approximate the model

2. Approximate the inference procedure.

Here, the first approach is dealt with, mainly because the second approach is
generally more computationally intensive, especially in high dimensions, which
is of interest here.
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One of the first approaches to dealing with nonlinear filtering was the Ex-
tended Kalman Filter (ekf). In summary, the model is linearized through the use
of Taylor expansion at the current state estimate, and the ordinary kf updates are
then applied. This necessitates the existence of the Jacobian, and thus we limit
ourselves to differentiable models. The ekf has a computational complexity that
is very close to the kf and it is thus a very (computationally) efficient algorithm.
Assume that the model is given by

xk = f(xk−1) + g(uk−1) + wk−1 (3.6a)

yk = h(xk) + ek , (3.6b)

where f and h are general nonlinear functions. Further, ek ∼ N (0,R), ∀ k and
wk =∼ N (0,Q), ∀ k. The ekf applied to this model is summarized in Algo-
rithm 1.

Algorithm 1 Extended Kalman Filter

Input: x0 ∼ N (x̄0,P0), y1:K , u0:K−1
Initialization:
x̂0|0 = x̄0
P0|0 = P0
for k = 1 to K do
Time update:

x̂k|k−1 = f(x̂k−1|k−1) + g(uk−1)
Fk = ∂f

∂xk−1
(x̂k−1|k−1)

Pk|k−1 = FkPk|kF
>
k + Q

Measurement update:
Hk = ∂h

∂xk
(x̂k|k−1)

Sk = (HkPk|k−1H> + R)
Kk = Pk|k−1H

>
k S
−1
k

x̂k|k = x̂k|k−1 + Kk(yk − h(x̂k|k−1))
Pk|k = Pk|k−1 −KkSkK>k

end for
Output: x̂k|k , Pk|k , k = 0, . . . , K

3.3 Parameter Estimation

Parameter estimation in ssms differs slightly from the “static” case considered
in Chapter 2. Particularly, the parameter estimates (often) depend on the state
trajectories, which are themselves unknown. It is natural to think of two ways to
deal with this (among others):

• Alternate between estimating the state trajectories and the parameters. Es-
sentially, assume the parameters are given and estimate the state trajecto-
ries and vice versa for the parameter estimation.
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• Jointly estimate the states and the parameters.

For instance particle Markov Chain Monte-Carlo methods such as particle Metropolis-
Hastings or particle Gibbs fall within the first category [1]. Here, the second al-
ternative is considered as this naturally fits into the state estimation framework
presented in Section 3.2. Example 3.1 presents one such approach, that is used
in the remainder of this thesis.

Example 3.1: Joint state and parameter estimation
To illustrate the basic idea of the joint estimation procedure, consider the 1D–ssm

xk+1 = θxk + wk (3.7a)

yk = xk + ek (3.7b)(
wk
ek

)
∼ N

([
0
0

]
,

[
σ2
w 0
0 σ2

e

])
. (3.7c)

The equivalent probabilistic model is given by

p(xk+1|xk , θ) = N (xk+1; θxk , σ
2
w) (3.8a)

p(yk |xk) = N (yk ; xk , σ
2
e ). (3.8b)

Now, assume that p(θk+1|θk) = N (θk+1; θk , σ
2
θ ), i.e. that the parameters follow a

Gaussian random walk model. Thus, the parameters and the states can form an
augmented state vector as xek = [x>k , θ

>
k ]>. This augmented state vector now has

the transition model

xek+1 | x
e
k ∼ N

(
xek+1;

(
θkxk
θk

)
,

(
σ2
w 0
0 σ2

θ

))
. (3.9)

This augmented model is then treated as a nonlinear filtering problem and an ekf
is applied to estimate both the states and the parameters of the original problem.

The original system was simulated for K = 50 time steps with θ = 0.9, σw =
0.2, σe = 0.1. The prior for the augmented state was set to p(xe0) = N (xe0; [0 0.5]>, I)
and the “process noise” affecting the parameters was set to σ2

θ = .002. The result-
ing state and parameter estimates are visualized in Figure 3.1. The state estimate
is quite accurate, whereas the parameter estimate is slightly more uncertain, but
seems to converge toward the true parameter.
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Figure 3.1: Joint estimation of the state and the parameter in the 1D system
(3.7). The state estimates are quite accurate whereas the parameter estimates
are slightly more uncertain, but seems to converge toward the true parame-
ter.



4
Joint State Estimation and Function

Approximation

This chapter combines the methods discussed in Chapter 2 and Chapter 3 to
approximate an unknown function affecting a dynamical system online. Such a
function may for instance be physical such as wind or currents, or it may be non-
tangible such as driver behavior or regulations/laws. The only requirement is
that the function values can be represented as a real-valued number, i.e., g(x) ∈ R.

One way of describing such a system affected by an unknown function, is to
let the system be described by

xk+1 = f(xk , uk , wk , g(xk , uk)) (4.1a)

yk = h(xk , uk , ek), (4.1b)

where g(xk , uk) represents the function to be estimated. With a slight abuse of
notation, the focus of this thesis is a special case of (4.1) of the form

xk+1 = f(xk , uk) + gf(wk + g(xk , uk)) (4.2a)

yk = h(xk , uk) + ek . (4.2b)

Here, gf describes how the unknown function g as well as the process noise w
affects the system. The mapping gf is completely defined by the choice of transi-
tion model f, which renders the unknown function g to be interpretable, given f.
To illustrate this property, Example 4.1 is provided as a concrete example.

Example 4.1: Augmented constant velocity model
Let the transition model f be given by a 1D constant velocity model and x = [p, v]>,
where p is the position and v is the velocity. The mapping gf is then linear and
the complete transition model is given by

xk+1 =
[
1 T
0 T

]
xk +

[
T 2/2
T

]
(wk + g(xk)) . (4.3)

25
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In (4.3), the function g(xk) is interpretable as the (deterministic) acceleration of
the 1D system. Note that the process noise in this case will still deal with the
stochasticity of the system.

Essentially, the construction (4.2) is a combination of a known part f and gf,
and an unknown part g. It is stressed again that f and gf are chosen a priori and
that they completely determine how g can be interpreted. Modeling g is done in
two ways in this thesis, partly through the use of the fic approximation to a gp,
see Section 2.1.2, and also via a bf expansion, see Section 2.2. The latter method
is illustrated in Example 4.2.

Example 4.2: Online learning of particle acceleration
Assume the transition model (4.3) with g modeled by a bf expansion as

g(x) = φ(x)>θ. (4.4)

Let φ be given by the Gaussian rbf (2.15) and assume that J = 30 bfs are equidis-
tantly placed in the extent of the positional component p of the state space. The
model (4.3) is simulated for K = 100 time steps with sampling time T = 0.1. A
deterministic acceleration component g0, is acting on the system and is given by

g0(x) =

sin(πp/4) 4 < p < 20
0 otherwise

, (4.5)

where p is the position of the particle.
The system has an initial speed of v = 3m/s and an initial position of p = 0.

The parameters θ are assumed constant, and the length-scale of the rbf is set to
l = 1. Further, measurements of the particle position are obtained with a Gaus-
sian noise with σe = 0.1. Lastly, it is assumed that several particles travel through
this region and as such, there are several particles to estimate the acceleration
from. Particularly, it is assumed that M = 10 particles travel through this region.
Further, the particles are assumed to enter the region sequentially and the param-
eters are “passed” on from the previous to the next particle. An ekf is then used
to jointly estimate the states of each particle and the constant parameters.

The resulting absolute error in position and velocity, as well as the estimate
ĝ of g0 is visualized in Figure 4.1. Three trajectory errors and function estimates
are presented for three different particles. Both the position and velocity error de-
creases with increasing particle index and the function estimate clearly improves
over time, approaching the true function.
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Figure 4.1: Jointly estimated states and acceleration function of a 1D particle
system, with states x = [p, v]. M = 10 particles were simulated affected by
the same accelerating force. Measurements of the particles were sequentially
used to estimate the accelerating function and the state trajectory of each
particle. Three trajectory errors and function estimates are presented for
three different particles. Both the position, see (a), and velocity error, see (b),
decrease with an increasing particle index and the function estimate, see (c),
improves over time, approaching the true function.





5
Concluding Remarks

The first part of this thesis has introduced two function approximators, the gp,
see Section 2.1, and the bf, see Section 2.2, and the connections between the two
function approximations has been highlighted. Further, a description of the spe-
cific approximations that lay the foundation for the methods in the publications
in Part II has been presented. In Chapter 3, an introduction to dynamical systems
and state estimation in a filtering setting, i.e., when measurements up until the
current time are available, has been provided. Lastly, Chapter 4 combined the
function approximators from Chapter 2 and the state-space models from Chap-
ter 3 to describe an inference procedure for the joint estimation of the model
parameters and the dynamical states. It did so through the introduction of the
ssm+bf model, which is another parametrization of the gpssm model, see e.g.,
[23, 25]. The first part of this thesis should serve as an adequate introduction to
assimilate the material in the publications in the second part.

5.1 Conclusions

The publications in the second part of this thesis extend the methods from part
one and particularly exploit structure in the models to efficiently learn models
with tens of thousands of parameters or more. Two different, although highly re-
lated, augmented gray-box models were used throughout the publications. The
first consists of an ssm augmented with a sparse gp based on the fic approxi-
mation, see Section 2.1.2 and Paper A. The second is an ssm augmented with an
rbf expansion, see Section 2.2 and Paper B. The two models were shown to have
improved estimation performance, in a mean squared error sense, as compared
to using just the ssm, see Papers A and B.

In Paper B, the computational complexity of the inference scheme applied to
the two models has been analyzed. The ssm augmented with an rbf expansion
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was modified to use compactly supported rbfs. Because of the compact support,
only a small number of rbfs are non-zero at any given time, which was shown
to lower the computational complexity for prediction. However, the predictions
still induce a correlation between the rbf weights and the state x. Thus, the
measurement update was modified to only update the weights of bfs that were
recently used for prediction. This was shown to significantly reduce the compu-
tational complexity and rendered a method which is real-time applicable to mod-
els with tens of thousand of parameters or more. It turned out that the method is
nearly computationally invariant to the number of parameters. Further, the func-
tion approximation and state estimation performance of the modified scheme
was shown to be highly competitive with the original formulation.

Lastly, in Paper C, the ssm augmented with the compactly supported rbfs
was used to learn nominal vessel behavior in a harbor area in Västervik, Swe-
den. A method for detecting anomalous behavior, i.e., when the model does not
adequately describe the vessel behavior, was then proposed. After initially learn-
ing an expected vessel behavior from historical data, the detection method was
shown to accurately detect artificially injected anomalies.

5.2 Future Work

One problematic aspect of the methods described in this thesis, which is also
highlighted in Paper A, is that it cannot handle multimodal functions, i.e., when
there is conflicting information about what the output “should” be, given the
input. Finding an efficient way of describing this, that does not significantly
impact the computational performance, can further improve the usefulness of
the models presented here.

Another potential avenue to explore, which was alluded to in Section 1.1, is
to actually deploy the models in a motion planning scenario, where the motion
patterns are actively learned in real-time and are reused to efficiently predict the
motion of other vehicles in, for instance, a traffic scenario.

Further, while the regular grids of basis functions considered in this thesis
is practical from the point of view of the user, it could be beneficial, both com-
putationally as well as in a mean squared error sense, to optimize the quantity
and location of the basis functions. Optimization of the locations has been con-
sidered in, e.g., [26] which considered it as a continuous optimization problem
whereas [19] greedily included more and more training data points into the set of
inducing inputs based on some score heuristic. An interesting approach to select-
ing both quantity and location can be found in [27] where inclusion of inducing
inputs into the model is handled in a probabilistic manner.

Lastly, a thorough investigation into the approximatory power of a particu-
lar bf expansion or gp description could potentially provide a “minimal” model,
while preserving the, in a root mean squared error sense, performance of the func-
tion approximation. In this way, one could, hopefully in an adaptive setting, find
the exact number of bfs or inducing points necessary to represent the particular
function of interest at the current time.
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